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Abstract

Power grid operation is becoming more complex due to the increase
in generation of renewable energy. The recent series of Learning
To Run a Power Network (L2RPN) competitions have encouraged
the use of artificial agents to assist human dispatchers in operat-
ing power grids. However, the combinatorial nature of the action
space poses a challenge to both conventional optimizers and learned
controllers. Action space factorization, which breaks down decision-
making into smaller sub-tasks, is one approach to tackle the curse
of dimensionality. In this study, we propose a centrally coordinated
multi-agent (CCMA) architecture for action space factorization. In
this approach, regional agents propose actions and subsequently
a coordinating agent selects the final action. We investigate sev-
eral implementations of the CCMA architecture, and benchmark in
different experimental settings against various L2RPN baseline ap-
proaches. The CCMA architecture exhibits higher sample efficiency
and superior final performance than the baseline approaches. The
results suggest high potential of the CCMA approach for further ap-
plication in higher-dimensional L2RPN as well as real-world power
grid settings.
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1 Introduction

The growing demand for electricity, driven by technological ad-
vancements and the shift towards electrified industries and trans-
portation, highlights the need for resilient power grids. Managing
these grids involves complex sequential decision-making across
large state and action spaces, further complicated by aging infras-
tructure and increased reliance on unpredictable renewable energy
sources [24, 30].

Traditional grid management methods, such as redispatching
and building new infrastructure, are costly and dependent on exter-
nal factors. However, topological remedial actions, like reconfigur-
ing grid substations, offer a cost-effective alternative that remains
underexplored [13, 39, 40]. As power grids expand, conventional
computational methods struggle to provide optimal real-time con-
trol solutions, leading operators to rely on experience or predefined
manuals. The combinatorial complexity of grid configurations ne-
cessitates more advanced approaches.

To support research in power network control (PNC), the Grid20p
framework was developed [6], enabling simulation of realistic grid
scenarios as a Markov Decision Process (MDP) [36]. This framing
makes the problem suitable for deep Reinforcement Learning (RL),
which has been successful in various domains [9, 12, 17, 33].

However, deep RL faces scaling issues with large networks due to
the combinatorial explosion of state and action spaces. The curse of
dimensionality remains a major bottleneck in RL tasks. Specifically,
the sample complexity grows exponentially with the dimensionality
of the state-action space of the environment, posing challenges for
large-scale applications. To address these challenges, Hierarchical
Reinforcement Learning (HRL) and Multi-Agent Reinforcement
Learning (MARL) offer promising solutions by decomposing com-
plex tasks into simpler sub-tasks and distributing decision-making
across multiple agents [3, 21]. This idea is captured in the factored
MDP framework [29], where the original MDP is decomposed into
a set of smaller and independently evolving MDPs. In this case, the
total sample complexity is determined by the sum of the sizes of


https://orcid.org/0009-0008-7389-0426
https://orcid.org/0000-0003-2880-242X
https://orcid.org/0000-0003-3118-7691
https://orcid.org/0000-0002-9709-030X
https://creativecommons.org/licenses/by/4.0
https://creativecommons.org/licenses/by/4.0
https://doi.org/10.1145/3679240.3734602
https://doi.org/10.1145/3679240.3734602
https://doi.org/10.1145/3679240.3734602

E-ENERGY ’25, June 17-20, 2025, Rotterdam, Netherlands

the state-action spaces for each individual MDP, rather than their
product. As a result, the problem size no longer scales exponentially
with the dimension of the problem.

This study integrates the strengths of MARL and HRL to de-
velop a centrally coordinated multi-agent (CCMA) architecture.
The design incorporates short-term action suggestions alongside
a coordinating agent capable of managing multi-step action se-
quences. Different algorithms for short-term action suggestions
and coordinating agents are compared, ranging from greedy and
rule-based strategies to fully RL-based architectures.

The main contributions can be summarized as follows:

e We introduce a novel CCMA architecture featuring a coordi-
nator that determines the next action by leveraging regional
action suggestions from individual agents alongside global
state information. This design enables action space factor-
ization while maintaining centralized coordination.

e We describe several variants of the CCMA architecture, incor-
porating rule-based, greedy, and RL-based modules. These
architectures range from fully deterministic approaches (rule-
based and greedy) to fully learned systems (entirely RL-
based) and hybrid designs that combine both strategies.

e We evaluate the proposed architecture against baseline mod-
els [6, 7], demonstrating that some of its variants surpass all
baselines in both sample efficiency and overall performance,
hence effectively factor the MDP.

e Finally, we show that rule-based coordinators are effective
in the smallest 5-bus network. However, when tested with
larger networks, these architectures no longer match the
performance of an RL-based coordinator.

The paper is organized as follows: Section 2 covers the back-
ground and related work. Section 3 defines the control framework
and Section 4 describes the power grid environment. The central
Section 5 introduces the CCMA architecture. Finally, Section 6
presents the experiments and results, followed by a discussion and
future work in Section 7.

2 Background and Related Work

This section deals with the modeling of the PNC problem (Section
2.1), applications of RL in this domain (Section 2.2), and recent
HRL and MARL implementations that focus on improving sample
efficiency and overcoming the curse of dimensionality (Section 2.3).

2.1 Power Network Control

Secure operation of power networks is required both in normal op-
erating states as well as in contingency states (i.e., after the loss of
any single element on the network). That is, the following require-
ments must be met: (i) In the normal operating state, the power
flows on equipment, voltage and frequency are within pre-defined
limits in real-time; (ii) In the contingency state the power flows
on equipment, voltage and frequency are within pre-defined limits.
Loss of elements can be anticipated (scheduled outages of equip-
ment) or unanticipated (faults for lightning, wind, spontaneous
equipment failure). Cascading failures must be avoided at all times
to prevent blackouts (corresponding to the game over state in the
RL challenge).
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Importantly, each of the control actions performed by power sys-
tem operators usually not only affects the current state of the power
system but also the future state and availability of future control ac-
tions, that is, short-term actions can have long-term consequences.
As a result, the decision problem of power system operators is
typically a sequential decision-making problem in a combinatorial
action space in which the current decision can affect all future
decisions. Moreover, due to possible nondeterministic changes of
the power system state (e.g., due to unplanned outages or the in-
termittent behaviour of renewable energy sources) and different
sources of error (e.g., measurement errors, state estimation errors,
flawed judgement) the operators need to handle uncertainty in
their decisions. Finally, operational decisions must often be made
quickly, under hard time constraints [40].

2.2 Deep RL for Power Network Control

Deep RL has demonstrated significant potential in PNC, enabling
robust and adaptable behavior over extended time horizons [40].
This capability surpasses the limitations of expert systems [28] and
optimization methods, which are constrained by computation time
[11, 20, 32].

In L2RPN competitions, successful solutions typically combine
expert rules, RL agents, and brute force simulations for action vali-
dation. Notably, RL agents based on Proximal Policy Optimization
(PPO) [34], with reduced action spaces, have performed well. This
approach was used in top-ranking competition entries (e.g. [27],
further explored in studies [2, 15, 16, 25]).

Several commonalities emerge among top-ranking approaches.
Most successful methods implement intervention only during haz-
ardous situations [2, 8, 14, 16, 22, 25, 41]. In addition, many such
approaches integrate learned modules with simulation-based action
evaluation. For instance, this strategy was key to the success of
the winning teams in both 2019 [14] and 2021 [31]. Notably, the
second-place competitor in 2021 employed an advanced expert sys-
tem, underscoring the value of incorporating domain knowledge
from power systems [26].

2.3 Curse of Dimensionality

The combinatorial complexity of topological actions in PNC poses
a challenge for deep RL by hindering complete and consistent con-
vergence and exploration of action and state spaces. HRL simplifies
learning by breaking tasks into subtasks, enabling more focused and
sample efficient learning per task as well as increased interpretabil-
ity. MARL distributes decision-making across agents, effectively
factorizing the MDP’s action space.

2.3.1 Hierarchical Reinforcement Learning. In the L2ZRPN WCCI
2020 competition, the winning agent for a 36-bus network used a
two-tiered framework: a high-level policy proposed a goal topology,
while a low-level policy determined the sequence of individual
topological actions [41].

Later, a three-level HRL framework was introduced [25], where
the top level activates the agent in hazardous situations, the inter-
mediate level selects a substation using RL, and the lowest level
identifies a configuration. They tested greedy and RL-based ap-
proaches for the lowest level, and compared PPO and Soft Actor
Critic (SAC) [10] for the RL-based modules. They found PPO to
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Figure 1: Diagram of the Feedback Control Framework used in this research. The goal to be achieved (and maintained) in
the system is an input to the entire framework. The comparator determines the difference between the current state of the
system and the desired one. There are then two possible paths for the control flow. If a goal state is reached then no action is
performed and the reward is accumulated. If the system is not in the goal state then an agent is called. Periodically this agent
can be updated by a trainer. The dashed line represents the only link between the two loops, as the trainer will perceive the
accumulated rewards of consecutive time-steps where the do-nothing was used for control

have faster convergence, smaller variance, and higher expected
rewards.

2.3.2  Multi-Agent Reinforcement Learning. The action space in
PNC can be factorized into exclusive subsets, one for each substa-
tion, enabling a natural MARL framework in a fully cooperative
setting where all agents optimize the same collective objective. Fol-
lowing this approach, van der Sar et al. [38] extended Manczak et al.
[25] by introducing multiple agents at the lowest level, with each
substation controlled by an agent and a heuristic-based intermedi-
ate level. They trained agents using independent PPO (IPPO) and
dependent PPO (DPPO). On a 5-bus network, both achieved optimal
scores, though single-agent PPO converged faster. However, they
anticipate that MARL’s advantages will become more pronounced
when scaled up to larger networks.

In other domains, Yu et al. [42] showed strong PPO-based multi-
agent performance in testbeds, recommending best practices like
value normalization, integrating global and local information, and
limiting sample re-use to avoid training instability from MARL
non-stationarity.

3 Control framework

Figure 1 shows a schematic of the feedback control (FC) framework
employed in this study. The goal represents a target state that is
to be maintained within the controlled system (light orange box).
The comparator (left orange box) computes the error between the
current and the goal state of the system. The controller produces
an action to be performed in the system in order to get closer to
or maintain the goal state of the system. The system produces a
reward signal and a new state once the action is performed.

As shown in Fig. 1, our controller has two modes of operation.
After the error is computed, a gate (right orange box) determines
which mode to use. If the goal state is achieved (error = 0) then
the gate selects the lower mode of operation in which a constant
action ("do nothing") is performed in the system. If the goal state is
not achieved then an agent (lower blue box) is used to compute an
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action. The state of the system (and possibly the error) is used to
create the input observation for the agent.

The agent can either be rule-based or trained. In case of a trained
agent, the agent mode of operation stores past experiences of its
interaction with the system for training the agent. The controller
can switch between modes of operation multiple times. Switching
from the agent to the do-nothing operation may be the result of
the agent’s action. The system may also remain in the do-nothing
mode of operation for multiple timesteps. In this case, the resulting
rewards are accumulated. Once the agent mode of operation is used
again, the trainer (upper blue box) will receive these accumulated
rewards. This allows the agent to receive feedback for the effect
that its action has on the gate. Effectively, the agent mode of opera-
tion is thus operating as a semi-MDP (sMDP) [1, 37]. The trainer
component periodically uses collected experiences to update the
parameters of the agent. We note that the trainer does not update
the agent every time-stamp. Instead, this happens only periodically.

4 Power System Environment

First, in Section 4.1, we describe the power grids used for exper-
imental analysis, which is the system in Fig. 1. Subsequently, in
Section 4.2, we describe the corresponding gate, state, reward, and
actions.

4.1 Experimental Setup

We consider two simulated power grids: the IEEE case 5 and IEEE
case 14 networks. In the Grid2Op simulator [6], the power grid en-
vironments are called rte_case5_example and [2rpn_case14_sandbox
(see the Grid20Op documentation for visualizations of these power
grids). The 5-bus network comprises twenty scenarios, each span-
ning 2016 timesteps. The 14-bus network contains 1004 scenarios,
each unfolding over 8064 timesteps. Each timestep, representing a
five-minute interval, incorporates unknown changes in loads and
production.
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Moreover, unplanned outages can be included. These outages
involve temporarily disconnecting a powerline for a specified dura-
tion. These unplanned outages are initiated by an opponent, adding
stochasticity and further increasing task complexity. This opponent
introduces realistic challenges faced by power grid operators, en-
suring the system’s stability is preserved even during unforeseen
contingencies. The opponent is implemented as Grid20p’s Random-
LineOpponent [5]. It is designed to randomly disconnect a line from
a predefined set of targets, with a cooldown period implemented
to delay consecutive attacks, identical to Manczak et al. [25]. After
each attack, the disconnected line is automatically restored. Table
1 outlines the parameters of these attacks.

Table 1: The used parameters for the opponent in Grid2Op,
namely the attackable lines (lorigin-extremity), the attack du-
ration (in timesteps), and frequency (in timesteps).

5-bus 14-bus
Attackable lines lo—2,lo—q4 Il3-4,13-¢,13-8,l11-12
Attack duration (ts) 48 48
Attack cooldown (ts) 144 144

4.1.1  Incorporated Domain Knowledge. Several domain-inspired
features are incorporated in all baselines and architectures to boost
performance. First, automatic powerline reconnection is imple-
mented. Powerlines disconnected by overcurrent events face a ten-
timestep cooldown before reconnection. Since agents are limited to
topological actions, disconnected lines are automatically restored
to their previous state one timestep after disconnection. This elimi-
nates the need for the agent to handle reconnections, allowing it to
focus exclusively on optimizing grid configurations.

Second, grids tend to be more stable during nighttime. This is
due to lower demand (and thus strain) on the grid. This domain
knowledge can be exploited to automatically improve the system’s
performance by returning the grid back to its original grid state
where all powerlines within each substation are interconnected
[16]. In this research, this is implemented to happen between 3AM
and 6AM. Before this reversion is performed, the agent simulates
whether this action would not likely lead to a game-over state, only
performing the action if all estimated relative powerline thermal
loads remain below 90% of their maximum capacity.

Lastly, it is worth noting that the grid is typically most stable dur-
ing nighttime. Normally, agents navigate scenarios ranging from
2016 timesteps (for the 5-bus network) to 8064 timesteps (for the 14-
bus), equivalent to seven to 28 days. If an agent fails during training,
the scenario terminates. To expose agents to diverse circumstances,
scenarios can be subdivided into smaller segments, increasing the
likelihood that the agent encounters later timesteps in longer sce-
narios, potentially speeding up convergence. We therefore split the
scenarios into chunks of two days, starting during nighttime.

4.2 Power System Feedback Control Elements

This subsection explains how each component of the FC framework
presented in Sec. 3 is realized in a power system setting.
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Table 2: A comparison between the 5-bus and 14-bus net-
works. Only topological actions are considered and the do-
nothing action is excluded.

symmetry-filtered N-1 secure

#actions # topologies # actions # topologies

5-bus 58 31320 24 364
14-bus 178 3.9e+11 73 3.3e+5

Goal. Obviously, the general goal is to maintain a grid state
without any overloaded lines. In this study, we adopt the approach
employed in most L2RPN studies. Specifically, the grid state is
characterized by the loading of individual power lines, represented
as a vector p = (p1, p2, ..., pn) Where each element p; denotes the
loading of a specific line in the power grid. The goal state is defined
by a threshold g, a single scalar value representing the allowable
maximum line loading. The goal is to maintain max(p) < p, where
max(p) refers to the maximum loading among all the lines in the
grid. In this study, we set p = 0.95.

Gate. We use a common rule-based gate. If the maximum line
loading is lower than the threshold 5 then the do-nothing mode
of operation is used. If the maximum line loading surpasses the
threshold p then the agent mode of operation is used.

State. The state of the system consists of (i) the current grid
topology, (ii) the current load p; on each powerline /, measured as
the fraction of the capacity of the powerline, (iii) the active power
flow at each end of each powerline, (iv) the number of overflow
timesteps for each powerline, and (v) the current power production
and consumption of generators and loads.

In Grid2Op, if a blackout occurs, it results in a game-over state.
A blackout happens when the power grid fails to meet the require-
ments of the generators and loads due to issues like line discon-
nections, overloading, or other critical failures. Once a blackout is
detected, the simulation ends immediately, as the grid’s stability
can no longer be maintained.

Reward. We employ the scaled L2RPN reward [6, 25], which
calculates the squared margin of the current flow relative to the
current limit for each powerline. The larger the margin, meaning
the further the current flow is from the limit, the higher the reward,
encouraging states where powerlines are not operating near their
maximum capacity.

Actions. In this study, we introduce a new action space designed
to ensure structural N-1 security. Structural N-1 security means
that the grid remains operational and avoids an automatic blackout
in the event of a single contingency, such as an unplanned pow-
erline outage. We compare the new action space with the default
action space which only excludes symmetrical counterparts from
all possible substation configurations.

Table 2 shows the size of each action space.

The size of the symmetry-filtered action space can be computed
using two key terms. The first term, a(n) = 2"~ !, represents the
total number of possible configurations for a substation with two
busbars and n elements connected to it, excluding symmetrical
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configurations (a factor of %) However, this term does not account
for the constraint that no loads or generators (collectively referred
to as injections) should be isolated.

The second term, y(n’) = 2" — 1, accounts for all configurations
where only injections and no powerlines are connected to a busbar.
Here, n’ is the number of injections connected to the substation.
The 2" represents all possible combinations of injections in a con-
figuration where all powerlines are connected to a single busbar,
and the —1 excludes the configuration where all injections are also
connected to this single busbar.

Using these terms, the size of the symmetry-filtered action space
is calculated as:

Tsym = a(n) - Y(n,) . (1)

By always maintaining zero or at least two powerlines connected

to each busbar, the N-1 secure action space ensures that the failure

of a single powerline does not result in an immediate game-over

state due to the loss of connection to its injections. The size of the
structurally N-1 secure action space is:

N-1 = a(n) —y(n') —e(n’,n"), ()
with:

en'.n")=2" - (0" = Surz = Spr), ®)
where n’’ is the number of powerlines, and e(n’, n’’) removes all

configurations where only one powerline is connected to a busbar.
The Kronecker delta, 6, k, is defined as:

5 v if n'’ =k,
n.k 0 otherwise.

This means that 8,7 is one when exactly two powerlines are
present (n’’ = 2) and zero otherwise, while 8§, 1 is one when only
one powerline exists (n”” = 1) and zero otherwise. These terms
ensure that configurations with invalid powerline setups, such
as only one powerline connected or configurations invalid for all
possible injection setups, are excluded. In practice, such cases are
always kept in the base topology where all elements are connected.
Combined, 7j7—1 excludes all configurations that connect any
injection to only a single powerline, ensuring structural N-1 security.
This equation is valid as long as at least one powerline exists.

5 Power system agents

In this section, we present the agent configurations used in the
second mode of operation of the FC framework (see Sec. 3, Fig. 1).
The greedy agent and the single RL agent (Section 5.1) approach the
sMDP without decomposition. In contrast, this study introduces a
multi-agent architecture that divides the sMDP into a smaller set of
independent tasks (see Sec. 5.2). The two common baselines serve
as a reference to evaluate the impact of decomposing the MDP.

5.1 Greedy Agent & Single RL Agent

The greedy-agent baseline is a fully rule-based agent. A greedy
agent simulates the effect of every action in the action space for
one timestep in the future. Then, the agent selects the action that
maximizes a given KPI when simulated. In our case, the KPI is the
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Figure 2: Left: Hierarchy proposed by Manczak et al. [25],
van der Sar et al. [38]. First a region (e.g., a substation) is
selected, and then a topological configuration for that region
(and that region only) is selected. Right: Hierarchy proposed
in this study. For each region a topological reconfiguration
is proposed concurrently, and a coordinator then selects the
best proposed action (e.g., a substation configuration).

maximum loading of the grid. See de Jong et al. [4] for a pseudo-code
of the greedy agent.

The single RL agent uses a feed-forward neural network to im-
plement a policy for choosing actions. It also chooses actions from
the entire action space. A state-of-the-art RL algorithm is used to
train the policy, namely, the Proximal Policy Optimization (PPO)
algorithm [34].

5.2 Multi-Agent Architecture

We divide the overall agent task into two levels of abstraction, fol-
lowing the approaches outlined in Manczak et al. [25], van der Sar
et al. [38]. One level consists of deciding the topological reconfigura-
tion of individual regions (e.g. substations). The other level consists
of selecting which region should be reconfigured. The agent se-
lecting the region is called the coordinator. The reconfiguration of
regions may be decided by multiple agents, called regional agents,
each proposing a topological reconfiguration of its respective re-
gion. In our architecture the topological reconfiguration of each
individual region is decided first, and the region to be reconfigured
is selected second. Figure 2 illustrates on the left the high-level
hierarchy used in Manczak et al. [25], van der Sar et al. [38] where
the regional agents are called after the coordinator, and on the right
the decision making order proposed in this study.

Our architecture allows the coordinator to take into account the
proposed regional reconfiguration in its decision making process.
We believe that this allows for a more clean separation between
the two levels of abstraction. In Manczak et al. [25], van der Sar
et al. [38], the coordinator may need to anticipate implicitly what
reconfiguration will be proposed for the region it is selecting. This
may result in the coordinator having to solve both tasks as a single
agent. In other words, we believe that the regional topology selec-
tion task needs to be solved (either implicitly or explicitly) before
being able to determine which region to select.

Figure 3 provides a more detailed description of our architecture.
At the top level, there is always the FC framework’s gate. When
switching to the agent mode of operation, the regional agents are
activated. Each of them receives the current observation and subse-
quently proposes a topological reconfiguration for its region!. All
of the proposed regional reconfigurations are passed forward to the

1A regional agents may also still propose a do-nothing action for its respective region.
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Figure 3: An overview of all possible multi-agent architectures. First the maximum line loading in the current observation OBS
is compared to a threshold by the gate to determine whether to not act (upper path) or to try to reconfigure the topology of the
grid (lower path). In the latter case, first all the REGIONAL AGENTS propose an action to reconfigure their respective region (or
do nothing). This list of action is finally passed to the COORDINATING AGENT which select one of the regions (i.e. one of the
actions proposed by any of the regional agents). The final result is always an action in the topological reconfiguration space.

coordinator. The latter may take into account all of the proposed ac-
tions and the current observation. If available, the coordinator also
receives the action-value estimates, which represent the network’s
internal state and quantify the predicted utility or confidence in
the effectiveness of each action.

Each regional agent only experiences rewards (and thus tran-
sitions) if it is selected by the coordinator. When the gate selects
consecutive do-nothing actions, the accumulated reward is assigned
to the last regional agent that was selected by the coordinator.

Figure 3 also shows the different implementations of the regional
agents and the coordinator considered in this study. In this paper,
each regional agent is either a RL agent trained using the PPO
algorithm [34], or a greedy rule-based method (see Sec. 5.1). For
the RL agent, the action-value of the proposed action (as evaluated
by the critic) may also be passed forward.

The coordinator also has multiple implementations. When the
coordinator is trained via RL and the action-value of the regional
agent is included then the coordinator is referred to as Action-Value
RL agent. If the action-value is not passed forward, the coordinator
is simply referred to as RL agent. We also experiment with two
rule-based implementations of the coordinator. The CAPA heuristics
coordinator uses the CAPA algorithm [41]. Algorithm 1 shows our
version of the CAPA coordinator, which looks at the actions pro-
posed by the regional agents only to exclude those who proposed
do-nothing actions. Moreover, this agent does have memory for
the purpose of exhausting a priority list between regions before
generating a new one. The other rule-based coordinator selects a re-
gional agent based solely on the action-value of their actions?. More
precisely, the Value Softmax coordinator samples a regional agent’s
action with a probability proportional to their action-value in order
to balance exploitation of the action-values once the critics are
sufficiently trained. This also allows for exploration thus avoiding
biasing training data only towards specific regional agents.

?Note that these action-values are proposed by independent critics, one for each
regional agent.
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Algorithm 1 Ordered CAPA Algorithm

1: Given observation obs, activation threshold max_rho and an
initial priority list of actions P that acts as the state of the
algorithm

. current_rho < max(rho) in obs

if P = None or P is empty then

Generate priority list P using CAPA policy

: end if

: for each action A do

if A # do_nothing then

Remove A from P
return A and P

end if

: end for

: P« None

: return do_nothing and P

R A A

P e
WO = O

We note that if the coordinating agent uses a rule-based method
that takes into account only the current observation to select a re-
gion (to then simply return whatever action that region’s agent has
proposed) then we effectively also obtain the architecture shown in
Fig. 2 (left). This is because, in such a case, it is irrelevant whether
or not the regional agents propose the actions before or after the
coordinating agent.

Table 4 in Appendix A highlights the key differences between
the proposed CCMA architecture and other state-of-the-art archi-
tectures in power grid topology control.

5.3 Overview of power system agents

We summarize all considered approaches using the following nam-
ing convention: The full multi-agent system is indicated by [name
regional agent]-[name coordinating agent], with the names given
as in Table 3 and Fig. 3.
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Table 3: The input for each module in the agent architecture.

Agent Name Input

Regional Agents
Greedy Observation
RL Observation

Coordinating Agents

CAPA Regional Actions & Observation

RL Regional Actions & Observation
Action-Value RL  Regional Action-Value Pairs & Observation
Value Softmax Regional Action-Value Pairs

5.3.1 Baselines. To evaluate the proposed approach, results are
compared with several baselines that should at least be met in terms
of performance:

e Do-Nothing Agent: This baseline shows the number of
timesteps survived when no action is taken at any timestep.

o Single RL Agent: This baseline uses a single PPO agent
responsible for configuring the entire network. The agent
receives network observations as input and outputs a single
action.

e RL-CAPA: This architecture combines a rule-based CAPA
coordinator with RL-based regional agents. The CAPA pol-
icy prioritizes substations at risk of immediate overloading,
using the highest relative overload value for selection. This
approach ensures that regional agents are trained in scenar-
ios where their actions are likely to have a significant impact.
This adapted CAPA policy based on van der Sar et al. [38]
also considers past actions to avoid experience imbalance
and repeated selection of the same substation. If a proposed
action does not alter the grid topology, the next highest-
priority substation proposes an action, as detailed in Alg.
1.

5.3.2  Benchmarks. Two benchmark agents are designed using ac-
tion simulation and greedy strategies. Both architectures are compu-
tationally intensive, as they simulate all possible actions and select
the optimal one in a greedy manner. However, they serve to illus-
trate the complexity within networks and scenarios, demonstrating
the potential scope of learning.

o Greedy Agent: This baseline involves a greedy agent that
makes decisions based on minimizing the maximum relative
line loading of the network. It operates without hierarchical
coordination and provides a benchmark of what a simple
architecture with enough computational power can achieve.

e Greedy-CAPA: To test the rule-based potential of a hier-
archical design, greedy regional agents are paired with the
CAPA coordinator.

5.3.3  Multi-agent RL architectures. For the proposed CCMA archi-
tecture several implementations are explored:
e Greedy-RL: This setup features a hierarchical structure
with an RL-based coordinator that receives proposals from
regional agents to address congestion. Unlike a greedy agent,
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the RL coordinator benefits from implicit planning, similar
to the PPO Substation implementation by Manczak et al. [25].
The key distinction is that Manczak et al. [25]’s implementa-
tion does not involve multiple regional agents or consider
the greedy agent’s planned actions.

o RL-RL: This architecture features both a learned coordinator
and learned regional agents. The coordinator utilizes both
global state observations and regional agent information,
inspired by the approach suggested by Yu et al. [42]. This
setup allows the system to learn multi-step actions but may
introduce instability due to the interactions among multiple
learned levels and agents.

e RL-Action Value RL: This approach extends the previous
setup by incorporating the action-value function outputs
from regional agents as additional input for the learned co-
ordinator. This allows for a more refined decision-making
process by integrating the value estimates of different ac-
tions, potentially enhancing the coordination and overall
performance of the system.

e RL-Value Softmax: This architecture uses the action-value
function outputs from regional agents. A coordinator em-
ploying softmax (see Equation 5 below) assigns probabilities
to actions during training, promoting exploration and fair
experience distribution. During evaluation, argmax is used
to choose the optimal action based on the trained agents.

5.4 Implementation details

To improve learning, avoid overfitting, and ensure a fair compari-
son between architectures, several measures are implemented for
each experiment, including train-validation-test splitting, scenario
splitting, and identical hyperparameter tuning.

5.4.1 Trainer. For all experiments, PPO [34] is used for learning a
policy. The policy, denoted by x, is parameterized using a neural
network with learnable parameters 6. The action-value function,
represented as Q(s;, ar), and the state-value function V(s;), are
represented by a neural network with parameters ¢.

For both training and evaluation, PPO is employed as a stochastic
policy, meaning actions are sampled from a probability distribution
rather than being chosen deterministically. Common practices such
as including Generalized Advantage Estimation (GAE) are adopted
to reduce variance and improve training stability [42]. The PPO
implementation by Liang et al. [18] is utilized in this research.

For the multi-agent implementation, it is common that one agent
acquires significantly more experience than other agents. To coun-
teract this, we adapted PPO to postpone training until all agents
have reached the minimum batch size or until any agent has reached
double the minimum batch size.

5.4.2  Machine Learning Practices. Hyperparameter tuning is criti-
calin RL research and applications because hyperparameters greatly
affect the performance, stability, and efficiency of RL algorithms.
For each architecture and environment, two grid searches are con-
ducted to tune the parameters using Ray Tune [19]. The firstis a
coarse grid search to identify suitable learning rates, batch sizes,
minibatch sizes, and the number of iterations. The second grid
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search is narrower, focusing on smaller variations in these param-
eters, as well as additional parameters such as the clipping range,
value function coefficient range, and GAE lambda range. Appendix
B details the full grid search settings for all experiments.

It should be noted that to validate the stability and reliability of
the proposed method, all architectures are trained independently
per network using ten different random seeds. The stability of the
approach is illustrated explicitly in Figure 4, where the variability
across multiple seeds is represented by the standard deviation,
indicating the robustness and convergence behavior under diverse
initialization conditions.

Additionally, a priority function is integrated into the selection
of the next training scenario to accelerate learning [38, 41]. This
function assigns a logit to each scenario based on its characteristics,
as defined by Equation 4:

Lsurvived ) (4)

tmax

where wprjo represents the logits, ts,,yigeq is the number of timesteps
the agent survived in the last iteration, and ;4 is the maximum
number of timesteps for that scenario. The logits are scaled be-
tween -1 and 1: fully completed scenarios are assigned a value of -1,
scenarios that fail at the start are assigned a value of 1, and unseen
scenarios are initialized with a logit of 2 to encourage exploring new
scenarios first. These logits are then used in a softmax distribution
(Eq. 5) to sample the next scenario:

Wprio =1 — (2'

eXi

where o(x;) represents the probability of selecting scenario i, and
the denominator ensures the probabilities are normalized by sum-
ming the exponential values of all scenario logits.

To avoid overfitting and ensure a robust model, all scenarios are
divided into a 70%/10%/20% train/validation/test split.

®)

o(xi) =

6 Results

Figure 4 shows the learning curves of the different agent architec-
tures for the four different experimental setups, namely, the agent
performances during training on all validation scenarios, averaged
over all ten model seeds>.

First, we note that all agent architectures considered in this study,
except the do-nothing agent, achieve optimal performance in the 5-
bus environment without opponent (upper-left panel in Fig. 4, first
column in Table 9). Consequently, the 5-bus environment without
opponent can be considered as a baseline (or code testing) environ-
ment which is used to demonstrate that the minimally expected
learning behavior is exhibited. Hence, in the subsequent sections
the results related to the 5-bus environment without opponent are
not discussed in detail.

Rule-based agents. In this study, three entirely rule-based agents are
considered (see Sec. 5.3). The do-nothing agent (dashed-grey in Fig.
4) represents a baseline agent which is completely inflexible. The

31t should be noted that the training curves for the 14-bus network without an opponent
have not yet fully converged. Due to the computational complexity involved in grid
searching and generating all models across multiple seeds, training was halted once
the curves had leveled off at 100,000 timesteps.
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greedy agent (dashed-purple in Fig. 4) and the Greedy-CAPA agent
(dashed-brown in Fig. 4) represent benchmark approaches which in-
clude a high amount of simulation. Correspondingly, the do-nothing
agent shows the worst performance of all considered approaches
for all environments. For the 5-bus environment without opponent
(with opponent) it survives about 10% (8.5% on average) of the
possible timesteps, whereas for the 14-bus network it survives 18%
(4.3% on average). In contrast, the two rule-based benchmark ap-
proaches show high performances for both the 5-bus environment
with opponent (upper-right panel in Fig. 4) and the 14-bus environ-
ment without opponent (lower-left panel in Fig. 4). More precisely,
in the 5-bus environment with opponent the Greedy-CAPA agent
achieves 100% of the possible timesteps, whereas the greedy agent
achieves 83% on average. In the 14-bus environment without oppo-
nent the order is reversed with the greedy agent achieving 96% of
the possible timesteps, whereas the Greedy-CAPA agent achieves
85%. The 14-bus environment with opponent (lower-right panel
in Fig. 4) is significantly more challenging than the previous en-
vironments. Consequently, the achieved timesteps of the greedy
agent and the Greedy-CAPA agent are significantly smaller with
only 7.7% and 7.4% on average, respectively.

Single RL baseline agent. The single RL agent (blue in Fig. 4) rep-
resents the most common RL-based baseline approach for LZRPN
[27]. For the 5-bus environment with opponent (upper-right panel
in Fig. 4) and the 14-bus environment without opponent (lower-left
panel in Fig. 4), it exhibits performances similar to the rule-based
benchmark approaches (i.e. the greedy and Greedy-CAPA agents).
However, in the most challenging environment (14-bus with op-
ponent, lower-right panel in Fig. 4) its performance drastically
decreases and remains clearly below the already low performances
of the two rule-based benchmark approaches.

Low-performing trained multi-agent systems. RL-CAPA (green in
Fig. 4) and RL-Value Softmax (light-orange in Fig. 4) represent
the two multi-agent architectures in which the regional agents
are trained via RL, whereas the coordinating agent is rule-based
(see Sec. 5.3). Both approaches show significantly worse perfor-
mances than all other investigated agent architectures (except the
do-nothing agent) for all environments (except the baseline 5-bus
environment without opponent). In particular, the single RL base-
line agent is outperforming RL-CAPA and RL-Value Softmax in
both the 5-bus environment with opponent (upper-right panel in
Fig. 4) and the 14-bus environment without opponent (lower-left
panel in Fig. 4). Due to these very low performances we decided
to not train these approaches in the significantly more challenging
and computationally expensive 14-bus environment with opponent.

High-performing trained multi-agent systems. Greedy-RL (red in
Fig. 4), RL-RL (orange in Fig. 4), and RL-Action Value RL (light-
blue in Fig. 4) represent the multi-agent architectures in which
the coordinating agent is trained via RL (see Sec. 5.2). The RL-
RL multi-agent system and the RL-Action Value RL multi-agent
system show very similar results such that we focus on RL-RL in
the remainder of this section. All three approaches outperform the
single RL baseline in the challenging 14-bus environments (lower
panels in Fig. 4). The learning curves of RL-RL are initially below
the learning curves of the single RL baseline but start to excel
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Figure 4: The mean number of timesteps survived on all validation scenarios throughout training for the 5-bus network without
opponent (top left), the 5-bus network with opponent (top right), the 14-bus network without opponent (bottom left) and the
14-bus network with opponent (bottom right). For the mean and standard deviation, seeds are interpolated between 0 and

max_timesteps to align them on a common time axis.

after a moderate amount of training. Importantly, RL-RL eventually
also outperforms the rule-based benchmark approaches (i.e., the
greedy agent and Greedy-CAPA) in the most challenging 14-bus
environment with opponent (lower-right panel in Fig. 4).

The most impressive sample efficiency and performance is exhib-
ited by Greedy-RL. In each of the four panels in Fig. 4, the training
curve of Greedy-RL starts at a significantly higher level than those
of the other trained agents. This is related to the employment of
greedy agents as the regional agents such that the coordinating
agent can only choose from valuable actions. Subsequently, Greedy-
RL continues to exhibit the highest performance level during the
entire training period in each environment. For the 5-bus environ-
ment with opponent (upper-right panel in Fig. 4) and the 14-bus
environment without opponent (lower-left panel in Fig. 4), Greedy-
RL converges quickly, effectively solving the environment while
the training curves of the other trained agents only start to exhibit
learning progress.
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Also in the most challenging 14-bus environment with opponent
(lower-right panel in Fig. 4), Greedy-RL exhibits extraordinary sam-
ple efficiency and performance. The learning curves of Greedy-RL
start at the performance level of the converged single RL baseline
models. We note that for Greedy-RL the learning curves related to
different seeds, shown in Figure 5 in Appendix C, exhibit bimodal
behavior (in contrast to all other architectures). That is, one group
of seeds remains at a lower performance level (but still higher than
the level of the converged single RL baseline) whereas a second
group of seeds exhibits steep learning curves outperforming both
the single RL baseline and the rule-based benchmark approaches
(i.e., the greedy agent and Greedy-CAPA) by a large margin. Hence,
a mean curve (averaged across all seeds) is not a good representa-
tion of the model behavior such that in the lower-right panel of Fig.
4 we only show an average across high-performing seeds. More
details on the training curves related to individual seeds can be
found in App. C.
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For completeness, Table 9 in Appendix D shows model evaluation
on the test scenarios, which exhibits results consistent with the
evaluation on the validation scenarios during training. However, the
focus of this study is on the sample efficiency of agent architectures,
and, hence, in this study the model evaluation during training (Fig.
4) is more relevant than final test results (Tab. 9 in App. D).

7 Discussion

From the experiments it is evident that there can be benefits to
factoring the action space. The Greedy-RL, RL-RL, and RL-Action
Value RL agents consistently outperform the single RL agent, both
asymptotically and in sample efficiency. With the larger grid, and
especially with contingencies, this pattern becomes more evident.

There seems to be no significant difference in performance be-
tween the RL-RL and RL-Action Value RL agents. This suggests
that the value of the regional agents’ critics does not hold useful
information for solving the coordination task.

On the other end, the Greedy-RL agent significantly outper-
forms RL-RL agent, both asymptotically and in sample efficiency.
The improved sample efficiency could be due to the warm-start
that the Greedy-RL agent can benefit from, as regional agents are
already fixed. In contrast, agents like RL-RL may suffer from non-
stationarity since both levels need to perform reasonably well be-
fore they can learn appropriately. Concretely, it can lead to poor
performance when a regional agent selects a good action but a
coordinator does not select the appropriate agent, or vice versa.

On the other hand, the Greedy-RL agent exhibits bi-modal behav-
ior in the stochastic environment (Fig. 5 in App. C). One possible
explanation is that not all contingency cases have equal value. It
could be that only a smaller subset of the contingency cases pushes
the agent to pick safer actions. This may have happened only on
certain seeds. One possible explanation as to why we observe this
only with Greedy-RL is its higher sample-efficiency. This would
make the agent faster at picking up such patterns when (and if)
they appear.

These results suggest that it is crucial to have long term reason-
ing in the coordination task. With an RL coordinator the Greedy-
RL agent manages to outperform the Greedy baseline, especially
in the challenging stochastic setting, despite the regional Greedy
agents optimizing topological configurations for a single times-
tamp. The importance of long term reasoning in coordination is
further supported by the low asymptotic performance of RL-CAPA
and RL-Value Softmax. For the simplest setting, a 5-bus network
without opponent, the coordinators such as CAPA-heuristic, ran-
dom substation selection, Value Softmax still perform reasonably
well. However, when used with added complexity due to an adver-
sary or a larger network, these architectures no longer match the
performance of a learned coordinator.

Moreover, when the network grows in size, the number of possi-
ble substations to select also grows. This makes the coordinator’s
task increasingly complex, calling the need for a more sophisticated
coordinator.

Finally, because the Greedy-RL is among the best performing
agents, it suggests that the factored action spaces can be tackled
independently. In practice, the Greedy-RL agent is trained as a single
RL agent within its coordination task. Thus, the regional agents
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can be trained independently of the coordinator. The coordinator
can also be trained individually, but only after the regional agents.
Most likely, this results in the significantly higher sample-efficiency
of the Greedy-RL agent.

As a final note, Fig. 4 illustrates the stability of the proposed
method by illustrating the standard deviation over ten different ran-
dom seeds and multiple validation scenarios used during training.
It stands out that some architectures exhibit considerably lower
variability across validation scenarios and seeds, as reflected by
smaller standard deviations, indicating more stable and robust con-
vergence behavior. In contrast, other architectures show higher
variability, suggesting that their performance is more sensitive to
initialization.

8 Conclusion and Future Work

This study introduces a new approach that combines HRL with
MARL to tackle the growing complexity of PNC in increasingly un-
predictable environments. Our three-level architecture effectively
breaks down the decision-making process, making control strate-
gies more modular. One notable aspect is the introduction of a
coordinating agent that considers both global state information and
action proposals from regional agents.

8.1 Future Work

Future research could build on this study by exploring several av-
enues for extending and refining the proposed methods. Testing
the scalability and robustness of the approach in larger networks,
such as the 36-bus [26] and 118-bus networks [35], could provide
insights into its effectiveness in more complex environments. To as-
sess scalability, we conducted a preliminary evaluation on a 36-bus
network (66,810 possible topological actions) and find promising
outcomes. The results are shown in Appendix E. Moreover, future
studies could test the impact of different strategies for decomposing
the actions space [23].

Another promising direction is to investigate cooperative mech-
anisms among agents. While this study used a fully independent
setup with PPO, sharing parameters or using a shared critic could
potentially stabilize learning and enhance efficiency. Testing the
impact of partial observability on regional agents could also provide
more realistic insights into local versus global information.

The results also suggest more concrete next steps for making
the CCMA more scalable. The Greedy-RL architecture shows the
most promise in sample efficiency. However, it is also the most
computationally expensive agent as detailed in Appendix F. To
mediate this, one could use imitation learning to train regional
agents. These agents would try to imitate the greedy agent directly
just much faster.

Furthermore, the regional agents can be trained independently
of the coordinator using RL, similar to a single-agent RL setting
where the action space is confined to a single regional agent. This
approach allows regional agents to incorporate some level of longer-
term planning, albeit with a shorter time horizon compared to the
coordinator that could be limited to a few timesteps. The afore-
mentioned imitation learning can be used as warm start in this
setting.
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However, it should be noted that our approach does not factorize
the observation space. With the current observation space, when
training the regional agents separately, the data should include
a lot of varied configurations of the observed section of the grid.
This applies also when using only imitation learning. Each regional
agent observes the entire grid, and thus all other regions. Therefore
the amount of data needed to train an individual agents scales
exponentially with the number of regions.

One could try to give partial observations to the regional agents.
Each agent only taking as observation a neighborhood of its region
(included). Thus, the data to train a regional agents should only
include combinations within its neighborhood. This effectively
creates a cap on the amount of data needed to train an agent, with
respect to the number of regions. In such a setting, the amount of
data scales with respect to the size of the neighborhood and not the
total number of regions. Expanding the grid outside of a regional
agent’s neighborhood will not affect the amount of data needed to
train it. The connections going out of the neighboring regions can
still be kept and simulated. The data can include various level of
loading on these connections. Effectively the part outside of the
neighborhood can be seen as grid injections. It should be noted that
these observation spaces would not be completely independent as
there would be overlap between them.
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A Comparative Analysis of Power Grid Control
Architectures

Table 4 compares the proposed CCMA architecture and other state-
of-the-art architectures, focusing on agent architecture, action space
representation and action space reduction.

B Hyperparameters

A grid search was performed for all architectures in all different
set-ups, of which the explored values can be found here. Unless
otherwise mentioned, the default parameters of Ray’s PPO were
used [18].

B.1 5-bus network without opponent

Grid search was performed over the following parameters:

e Learning rate (Ir): 0.01, 0.001, 0.0001, 0.00001
e SGD minibatch size (mbs): 32, 64
e Train batch size (bs): 64, 128

Depending on the result of the grid search, the learning rate
parameter was further explored to include half and five times its
best setting. For example, if 0.001 was the best learning rate, the
next grid search also explored 0.005 and 0.0005. Additionally, the
number of SGD iterations (it) was fixed at 15. Table 5 illustrates all
chosen parameters.
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Table 5: Chosen parameters for all learning architectures on
the 5-bus network without opponent.

Agent Ir mbs bs it

Single RL 0.01 32 64 15
RL-RL 0.0005 64 128 15
RL-Action Value RL  0.0005 64 128 15

RL-Action Softmax  0.0005 64 128 15
RL-CAPA 0.005 32 64 15
RL-Random 0.01 64 64 15
Greedy-RL  0.0005 32 128 15

B.2 5-bus network with opponent

Grid search was performed over the following parameters:
Learning rate (Ir): 0.001, 0.0001, 0.00001, 0.000001

SGD minibatch size (mbs): 32, 64, 128, 256

Train batch size (bs): 128, 256, 512, 1024

Number of SGD iterations (it): 5, 10

Depending on the result of the grid search, the learning rate param-
eter was further explored to include nearby values. For example, if
0.001 was the best learning rate, the next grid search also explored
0.0005, 0.0007, 0.003, 0.005. Table 6 illustrates all chosen parameters.

Table 6: Chosen parameters for all learning architectures on
the 5-bus network with opponent.

Agent Ir mbs bs it

Single RL 0.0007 128 512 10
RL-RL 0.0007 64 128 5
RL-Action Value RL  0.0003 128 256 5

RL-Value Softmax 0.0005 64 128 10
RL-CAPA 0.0005 128 256 5
RL-Random 0.0001 64 128 5

Greedy—RL 0.00005 o64 256 10

B.3 14-bus network without opponent

Grid search for the 14-bus networks was performed in two batches.
The first batch was a coarse grid search over the following settings:

e Learning rate (Ir): 0.0001, 0.00001, 0.000001

e SGD minibatch size (mbs): 64, 256, 1024

e Train batch size (bs): 128, 512, 2048
Number of SGD iterations (it): 5, 10, 15

The second batch further investigated the learning rate, SGD

minibatch size and train batch size parameters. For example, if 0.001
was the best learning rate, the next grid search also explored 0.0005,
0.0007, 0.003, 0.005. For the batch sizes, the surrounding integers x
in 2% were explored. Additionally, new parameters were explored:

e Value function clip parameter (vfc): 10, 20, 50
e Clip parameter (cp): 0.15, 0.2, 0.3
e Value function loss coefficient (vfl): 0.9, 0.95, 1
e Lambda (1): 0.9, 0.92, 0.95, 0.98, 1

Table 7 illustrates all chosen parameters.
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Table 4: Comparison of RL-based Architectures for Power Grid Topology Control.

Paper

Agent Architecture

Type of Action Space for RL Agent

Action Space Reduction

CCMA, proposed
in this study

Hierarchical multi-agent architecture that separates de-
cision layers between, first, regional agents and, second,
a coordinator. Distributed proposals over multiple re-
gional agents yield a diverse range of candidate actions.
Directly addresses the combinatorial challenge by de-
composing the action space, so the problem scales with
the sum of sub-problem sizes rather than their product.

RL coordinator learns on higher-level action
space consisting of the set of controllable sub-
stations. This action space is naturally much
smaller than the primitive action space.

No arbitrary action space reduction is neces-
sary. Only power system principles are used
to reduce the action space, without relying on
heuristics or manual tuning. This also avoids
introducing bias through greedy action selec-
tion.

Liu et al. [22]

Hierarchical agent architecture similar to Manczak et al.
[25], as discussed in Sec. 5.2 in this study. That is, first a
coordinator specifies a substation, and subsequently a
single regional agent specifies the substation configura-
tion.

As in CCMA, the coordinator learns on higher-
level action space consisting of the set of con-
trollable substations. However, the coordina-
tor does not receive the output of the regional
agent as input, as discussed in Sec. 5.2 in this
study.

Similar to CCMA, that is, no action space re-
duction but action space decomposition. How-
ever, no action space decomposition on the
subsation level.

Yoon et al. [41]

Hierarchical approach consisting of, first, a RL agent
choosing a goal topology, and, second, a rule-based agent
to specify the corresponding sequence of primitive sub-
station changes. Moreover, an afterstate representation
is used.

RL agent learns on entire topology action
space which, hence, needs to be drastically
reduced.

The action space consists of goal topologies,
which suffers even more from combinatorial
explosion than substation reconfiguration ac-
tions. How the action space is reduced is not
discussed in the paper, but the code includes
an arbitrary cut-off range of maximum possi-
ble actions per substation.

Lehna et al. [16]

Employs a teacher-tutor-junior-senior framework. Es-
sentially, this is a single RL approach with a warm-start
based on greedy expert data.

RL agent needs to learn on the primitive action
space which, hence, needs to be drastically
reduced.

Uses brute-force greedy search to create a fre-
quency distribution of the entire action space.
Subsequently, the action space is then drasti-
cally pruned based on frequency distribution
using an arbitrary cut-point.

Lehna et al. [15]

Extending Lehna et al. [16] by adding a rule-based ap-
plication of so-called target topologies in a low loading
regime.

Same as Lehna et al. [16], that is, RL agent
needs to learn on the primitive action space
which, hence, needs to be drastically reduced.

Similar to Lehna et al. [16]. Reduced set of tar-
get topologies is based greedy agent statistics.
The reduced set of primitive actions is simply
taken from another agent by Dorfer et al. [8].

Chauhan et al. [2]

Essentially a single RL approach supported by a number
of domain specific heuristics similar to Lehna et al. [16],
see also Sec. 4.1.1 in this study.

Same as Lehna et al. [16], that is, RL agent
needs to learn on the primitive action space
which, hence, needs to be drastically reduced.

Similar to Lehna et al. [16]. Through exten-
sive brute-force simulation, the action space
is drastically reduced; the actual action space
reduction procedure is not explained.

Dorfer et al. [8]

Essentially a single RL approach using Monte Carlo Tree
Search.

Same as Lehna et al. [16], that is, RL agent
needs to learn on the primitive action space
which, hence, needs to be drastically reduced.

Similar to Lehna et al. [16]. Through exten-
sive brute-force simulation, the action space
is drastically reduced by using the top most
frequent actions.

Table 7: Chosen parameters for all learning architectures on the 14-bus network without opponent.

Agent Ir mbs bs it cp vic vil A
Single RL  0.00005 256 1024 15 0.3 10 1 0.95
RL-RL 0.00007 512 256 10 0.15 10 1 0.95
RL-Action Value RL  0.0001 256 512 10 0.15 20 095 0.95
RL-Value Softmax 0.00005 64 256 10 0.15 10 1 0.92
RL-Capa 0.00005 128 256 10 0.3 10 1 1
RL-Random 0.00001 256 256 10 0.3 10 1 0.92
Greedy-RL  0.0005 128 512 15 03 10 095 0.95

B.4 14-bus network with opponent

Grid search for the 14-bus networks was performed in two batches.
The first batch was a coarse grid search over the following settings:

Learning rate (Ir): 0.0001, 0.00001, 0.000001
SGD minibatch size (mbs): 64, 256, 1024
Train batch size (bs): 128, 512, 2048
Number of SGD iterations (it): 5, 10, 15

The second batch further investigated the learning rate, SGD
minibatch size and train batch size parameters. For example, if 0.001
was the best learning rate, the next grid search also explored 0.0005,
0.0007, 0.003, 0.005. For the batch sizes, the surrounding integers x
in 2% were explored. Additionally, new parameters were explored:

e Value function clip parameter (vfc): 10, 20, 50

o Clip parameter (cp): 0.15, 0.2, 0.3
e Value function loss coefficient (vfl): 0.9, 0.95, 1

e Lambda (1): 0.9, 0.92, 0.95, 0.98, 1

Table 8 illustrates all chosen parameters.

C Individual Seeds for 14-Bus Network With

Opponent
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Figure 5 shows the mean performance of the Single RL agent and
compares it to the individual seeds of the RL-RL agent (left) and
the Greedy-RL agent (right) on the 14-bus environment with oppo-
nent. The training of the Greedy-RL agent is very computationally
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Table 8: Chosen parameters for all learning architectures on the 14-bus network with opponent.

Agent Ir mbs  bs it cp vic vil A
Single RL  0.0005 512 2048 5 015 10 0.95 0.95
RL-RL 0.0001 1024 1024 10 0.15 10 0.95 0.95
RL-Action Value RL  0.0001 1024 2048 10 0.15 10 0.95 0.95
Greedy-RL  0.0001 1024 1024 10 0.2 10 1 0.95

expensive due to the simulation of the entire action space and the
stochastic nature of the environment (Sec. 4.2). We were able to
complete training for the 14-bus environment with opponent only
on two of the ten seeds. However, we still observe that it consis-
tently outperforms the average performance of the single RL agent,
both asymptotically and in sample efficiency.

D Results of test scenarios

Table 9 shows the number of time steps survived in the test sce-
narios. For each architecture, the results of best-performing model
seed in the validation scenarios is shown.

E Preliminary 36-bus Experiment

To explore scalability on the 36-bus network (I2rpn_icaps_2021_large),
we experimented with the Greedy, Single RL and Greedy-RL agents.

First, we deployed a more efficient greedy agent that evaluates
all non-hub substations (fewer than 1,000 actions) and executes the
first move whose simulated peak line load remains below the safety
threshold or decreases by at least 5%, thus avoiding full combinato-
rial search over hub actions. Only if no non-hub action qualifies,
the agent continuously samples from the 65,121 hub actions until
a good action is found. If still none meet the criteria, it selects the
action minimizing the maximum line loading.

Next, we built a reduced action space by collecting every hub
action chosen more than once by this greedy agent (while retaining
all non-hub actions). We used this action space to train four and
two sets of hyperparameters of both the Greedy-RL and Single-RL
agents, respectively. Based on App. B, we evaluated the parameter
setting specified in Table 10.

Figure 6 shows the resulting training (a) and validation (b) curves.
The results show that both the Single RL and Greedy-RL suffer
from overfitting, suggesting that further hyperparameter tuning is
needed. While the training curves consistently increase (see Fig. 6a),
the validation curves show large variations (see Fig. 6b). It should
be noted that when an agent is updated, its buffer will contain
experiences from only a fraction of the training scenarios. One
likely explanation for this overfitting (and the subsequent recovery)
is that out of distribution training scenarios are picked for training
(at around 200k environmental interactions in Fig. 6b). This most
likely results in the agent trying to perform well in these peculiar
scenarios, effectively “forgetting” some of the behaviors useful in
the validation set.

Regardless, the plots still highlight the value of Greedy-RL in
terms of performance. The best validation performance achieved
by Greedy-RL far surpasses that of both the Single-RL and the
rule-based Greedy agent. These findings confirm our smaller-grid
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conclusions while underscoring the need for a full hyperparameter
grid search. Future work will also explore splitting the hub agent
into multiple regional agents, allowing the full range of actions to
be used again.

F Computational Time

Table 11 presents the average computational time per environment
interaction during training for various agents on the 14-bus net-
work with an opponent, using a single CPU per worker. The Single
RL agent demonstrates the lowest computational time, followed
closely by the RL-RL and RL-Action Value RL agents. In contrast,
the Greedy-RL agent exhibits significantly higher computational
time, approximately an order of magnitude greater than the others.
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Figure 5: The mean performance of the Single RL Agent compared to the individual seeds of the Greedy-RL and RL-RL
agent on the 14-bus environment with opponent. For the mean and standard deviation, seeds are interpolated between 0 and
max_timesteps to align them on a common time axis.
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(a) The rolling mean (window = 50) number of timesteps survived (b) The mean number of timesteps survived on all 296 validation
on training scenarios for the 36-bus network without opponent. As scenarios throughout training for the 36-bus network without oppo-
described in Sec. 4.1.1, the agent is, whenever feasible, trained on nent.

two-day segments (576 timesteps) extracted from the original train-
ing scenarios. When nighttime instabilities prevent a full two-day
run, these segments may occasionally be one day shorter or longer.
Across all training scenarios, the average segment length is 588.1
timesteps.

Figure 6: Performance of the Greedy, Greedy-RL and Single RL agents on the 36-bus network without opponent over time: (a)
training, (b) validation.
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Table 9: Performance of different agents (best performing model seed on validation scenarios) in the test scenarios of the 5-bus
and 14-bus networks, with and without opponent, in terms number of timesteps survived. Shown are the mean and standard
deviation (sd) across different scenarios (and different environment seeds in case of opponent).

Architecture  # ts survived (sd) in 5-bus network # ts survived (sd) in 14-bus network

Regular Opponent Regular Opponent

Do-Nothing  212.8 (208.5) 172.0 (187.6) 1527.9 (1343.3)  349.5 (326.7)

Single RL  2016.0 (0.0)  2016.0 (0.0) 6744.4 (2289.7)  516.8 (468.4)
RL-CAPA  2016.0 (0.0)  1514.3 (747.1) 1533.6 (1353.8) -

Greedy 2016.0 (0.0)  1662.3 (664.8) 7716.8 (1305.6)  622.4 (500.0)

Greedy-CAPA  2016.0 (0.0)  2016.0 (0.0) 6841.8 (2109.3)  593.6 (434.5)

Greedy-RL  2016.0 (0.0)  2016.0 (0.0) 7853.8 (952.0)  923.7 (893.5)
RL-Value Softmax  2016.0 (0.0)  1270.2 (799.5) 2316.0 (1987.9) -

RL-RL  2016.0 (0.0)  1977.6 (242.5) 7510.7 (1600.5)  1122.4 (1033.6)
RL-Action Value RL  2016.0 (0.0)  1976.7 (248.7) 7410.0 (1531.0)  835.6 (764.7)

Table 10: Hyperparameter configurations for Greedy-RL and Single-RL on the 36-bus network without opponent.

Agent Ir mbs  bs it cp vic vil A
Greedy-RL  0.0001 512 3072 10 0.1 20 095 0.95
Greedy-RL  0.00001 512 3072 10 0.1 20 095 0.95
Greedy-RL  0.00005 1024 3072 5 02 20 095 0.95
Greedy-RL  0.00005 1024 3072 5 0.2 20 095 0.95

Single-RL  0.00005 512 3072 10 0.1 20 095 0.95
Single-RL  0.00005 512 3072 10 0.1 20 095 0.95

Table 11: Compute Time Per Timestep While Training 14-Bus Network With Opponent

Agent ‘ Time per Environment Interaction (s)
Single RL 0.307
RL-RL 0.492
RL-Action Value RL 0.468
Greedy-RL 5.089
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