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Abstract
Parallel queueing systems serve as a natural modeling paradigm across a wide range of 
application areas, including manufacturing, parallel computing, communication networks, 
and healthcare. A key challenge in this context is appointment scheduling: determining 
optimal job arrival times to minimize an objective function that balances the perspectives 
of both service provider and clients. A specific aspect of this problem is that the objective 
function depends on the per-client joint distribution of sojourn times in the individual 
queues. In some applications, the focus is on the maximum sojourn time, while in others, 
the minimum is more relevant. In this paper we consider a parallel queueing system with 
two queues, to be used by clients with jobs that are characterized by five parameters: their 
per-queue means and variances, and the correlation coefficient between them. A primary 
contribution concerns a technique to efficiently approximate the (bivariate) sojourn-time 
distribution of each of the individual clients, by applying a convenient Weibull fit. Our 
numerical experiments show that this approach leads to a highly accurate approximation 
of the objective function. We conduct a series of numerical experiments that assess the 
accuracy and efficiency of our method, with a strong focus on its application in the context 
of appointment scheduling.

Keywords  Queueing · Phase-type approximation · Two-moment fit · Appointment 
scheduling
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1  Introduction

Parallel queues serve as a natural model that can be used across a wide range of domains. At 
an abstract level, these systems involve arriving customers distributing work among mul-
tiple resources that operate concurrently. A prominent example can be found in manufac-
turing, where various individual components may require specific processing steps before 
advancing to the next stage. Similarly, in parallel computing, jobs are scheduled at different 
cores, and the next computation step can only proceed once all these parallel tasks have been 
completed. Another example can be seen in communication networks, particularly in rela-
tion to the concept of redundancy: the exact same traffic stream is transmitted along multiple 
routes so as to minimize the risk of excessive delays. There are numerous other application 
areas of parallel queues, for instance in healthcare and in various types of service systems. 
The above examples illustrate that the application at hand essentially defines the perfor-
mance criterion to be used. Indeed, in some cases the perceived performance is affected by 
the maximum of the a client’s sojourn times at the individual queues (e.g. manufacturing, 
parallel computing), while in others it is their minimum that matters (e.g. redundancy).

Within the realm of parallel queueing systems, an important challenge relates to determin-
ing optimal arrival times of scheduled customers. To strike an appropriate balance between 
the interests of both the service provider and the clients, appointment times are assigned, 
which specify the moments when a client’s job must be ready for service, thus allowing it to 
commence as soon as the server is available. In traditional appointment scheduling there are 
no parallel servers, and the service provider’s interests are reflected by the idle times expe-
rienced. Conversely, the clients’ ‘disutility’ is typically measured by their waiting times. In 
the context of parallel queues, however, the cost function must be expanded to include a 
component that quantifies the per-client maximum or minimum sojourn times, depending 
on the specific application at hand.

The main goal of this paper is to set up a computational technique that facilitates a fast 
and accurate generation of optimal appointment schedules in the parallel queueing context. 
While the techniques involved in principle extend to any number of queues, throughout our 
work we specialize to the case with two queues. Observing that each client now experiences 
two sojourn times (i.e., one in each of the queues), a main hurdle lies in the fact that getting 
a handle on their joint distribution is highly challenging. An additional complication is that 
we wish to allow client heterogeneity, in that each client could in principle have its own 
bivariate service-time distribution, as each client contributes work to both queues. A proba-
bilistic analysis of parallel queueing systems is a notorious problem in queueing theory, 
with only a handful of explicit results for special cases, all of them pertaining to the case of 
homogeneous clients.

We proceed by detailing the system under consideration. We suppose there are n ∈ N 
clients to be scheduled, in a given order. Each of the clients has to be served by two servers, 
which can be done in parallel. We are given the distribution of their service times; let Bi (Ci, 
respectively) be the service time of the i-th client at the first (second, respectively) server, 
where we allow Bi and Ci to be correlated. An overview of the system is provided in Fig. 1.

In the sequel, Ii denotes the idle time prior to the arrival of the i-th client at the first 
queue, and Ji its counterpart at the second queue. In addition, Vi and Wi are the correspond-
ing waiting times at both queues. Define by x ∈ Rn−1

+  the vector of interarrival times, so 
that xi := ti+1 − ti ⩾ 0 is the length of the time interval between the appointment time ti 
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of client i and the appointment time ti+1 of client i + 1. Let Ri denoting the sojourn time 
of the i-th client at queue 1, and Si its counterpart at queue 2. Most of the above notation is 
also illustrated in Fig. 2.

As mentioned, our aim is to produce an optimal schedule. This concretely means that we 
seek to minimize the objective function (also called the loss function) that weighs the vari-
ous undesirable effects identified above. As was the case in the conventional appointment 
scheduling framework, it is natural to include the clients’ (mean) waiting times as well as 
the (mean) idle times with which the two servers are confronted. In our framework with 
parallel queues, we need to account for the impact of individual clients’ sojourn times. In 
certain cases, this is represented by a term that captures the maximum of the sojourn times 
at both servers, as the subsequent task can only proceed once both jobs are completed. In 
other cases, the relevant term reflects the minimum of the two sojourn times, as the next task 
can commence as soon as one of the jobs is finished. Throughout this document we use the 
notation M+

i ≡ M+
i (Ri, Si) := max{Ri, Si} and M−

i ≡ M−
i (Ri, Si) := min{Ri, Si}.

Fig. 2  Illustration of the system, where the lines in red and blue represent the workloads at servers 1 and 
2, respectively. In Fig. 2a the negative correlation is reflected by large (small) service requirements at 
server 1 corresponding to small (large) service requirements at server 2, whereas in Fig. 2b the positive 
correlation is reflected by large (small) service requirements at server 1 corresponding to large (small) 
service requirements at server 2

 

Fig. 1  Illustration of the system dynamics. In this example jobs 1 up to i − 1 have arrived at the system, 
while jobs i up to n are still scheduled; jobs 1 and 2 have left server 1, while jobs 1, 2, and 3 have left 
server 2
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The appointment scheduling problem thus reduces to minimizing the objective function

	
L (x) := ω1

n∑
i=1

(
E Ii + E Ji

)
+ ω2

n∑
i=1

(
EVi + EWi

)
+ ω3

n∑
i=1

EM+
i + ω4

n∑
i=1

EM−
i ,� (1)

over the componentwise positive vector x; observe that (Ii, Ji) and (Vi, Wi) depend on 
x1, . . . , xi. The non-negative weights ω1, ω2, ω3, and ω4 reflect the relative importance of 
the four components and can be set by the service provider, based on their perception of 
this relative importance. There is a clear tradeoff: ‘generous’ schedules with relatively long 
interarrival times (and hence low waiting times) favor the clients, whereas ‘tight’ schedules 
with relatively short interarrival times (and hence low idle times) favor the server. In our 
setting with two queues, there is the additional complication of the effect of the (maximum 
or minimum of the) sojourn times, where it is not a priori clear whether the third term in 
the objective function benefits from long or short interarrival times; here the correlation 
between the Bi and Ci also plays a role.

Importantly, using basic queueing-theoretic identities, it is seen that the objective func-
tion can be expressed in terms of the sojourn times only: with x+ denoting the maximum 
of x and 0,

	

L (x) = ω1

n∑
i=1

(
E(xi−1 − Ri−1)+ + E(xi−1 − Si−1)+ )

+

ω2

n∑
i=1

(
E(Ri−1 − xi−1)+ + E(Si−1 − xi−1)+ )

+

ω3

n∑
i=1

EM+
i (Ri, Si) + ω4

n∑
i=1

EM−
i (Ri, Si);

� (2)

indeed, it is readily checked that Ii equals the maximum of xi−1 − Ri−1 and 0, and Vi 
equals the maximum of Ri−1 − xi−1 and 0 (entailing that we cannot have that both of them 
are positive). This means that if we can (sufficiently accurately) approximate the joint dis-
tribution of the sojourn times (Ri, Si), for i = 1, . . . , n, then we can use standard numerical 
software to minimize the resulting object over x ∈ Rn−1

+  so as to obtain a close-to-optimal 
appointment schedule.

The main contribution of this paper is that we devise an accurate approximation of the 
objective function defined above, which is in addition of relatively low computational effort. 
It uses a technique that approximates the (bivariate) sojourn-time distribution of each of the 
individual clients. As mentioned above, the set of performance evaluation techniques for 
parallel queues, as developed so far in the queueing-theoretic literature, is limited.

The input of our procedure consists of the means (β1, . . . , βn) and (γ1, . . . , γn) of the 
service times of the clients at both queues, the corresponding variances (σ2

1 , . . . , σ2
n) and 

(τ2
1 , . . . , τ2

n), and correlation coefficients (ρ1, . . . , ρn), in addition to the vector of interar-
rival times x. For this vector x, we are able to approximate L (x) at a high level of preci-
sion. In our approach, we extensively use a bivariate generalization of the conventional 
two-moment fit. For reasons of accuracy and low complexity, throughout this paper we will 
be working with a class of bivariate Weibull distributions. In our numerical experiments, we 
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systematically assess the accuracy of our approximation and demonstrate how it can be used 
in the appointment scheduling context.

The remainder of this paper is organized as follows. In Section 2 we begin by reviewing 
the related literature. Then, in Section 3, we provide some preliminaries on the joint dis-
tribution of two random variables and the maximal and minimally possible correlation. In 
Section 4 we describe the bivariate fit we work with in this paper, based on the Weibull dis-
tribution. This allows us to formulate our approximation algorithm for L (x), as detailed in 
Section 5. Experiments evaluating the accuracy and efficiency of our method are provided 
in Section 6. Section 7 concludes the paper.

2  Literature

In this section we provide an account of the related literature. We start by sketching a num-
ber of application areas in greater detail, followed by some background on appointment 
scheduling. Next, we comment on existing results on parallel queues, and conclude with a 
brief discussion of the approximation technique used in this paper.

2.1  Application Areas

As already pointed out in the introduction, parallel queues are being used in various applica-
tion domains. Without attempting to give an exhaustive overview here, we briefly comment 
on some of them. (i) Fork-join queues are used intensively in manufacturing, in case at some 
steps in the manufacturing process tasks can be performed in parallel. In this context ‘fork-
join’ refers to the fact that next stage of the manufacturing processing can only commence 
when all parallel tasks have been performed (so that we should take ω3 > 0 and ω4 = 0). For 
a historical overview of the models and results, we refer to Dallery and Gershwin (1992); 
an example of a recent paper is Rocco et al. (2021). (ii) The same type of models are being 
used in the context of parallel computation; see for instance the survey (Thomasian 2014). 
To control the risk that individual tasks lack a proper level of synchronization, one should 
again take ω3 > 0 and ω4 = 0. (iii) In the communication network literature, the concept 
of ‘redundancy’ (Gardner et al. 2017, 2019), being a strategy for reducing response time, 
has received substantial attention over the past years; see also e.g. the performance studies 
(Anton et al. 2021; Raaijmakers et al. 2022; Zubeldia 2020). The key idea is that clients 
can greatly reduce the response time by sending their traffic stream along different routes, 
thereby experiencing a delay that is the minimum time across these routes (i.e. ω3 = 0 and 
ω4 > 0). Other applications areas featured in the literature are healthcare, transportation, 
and project management.

2.2  Appointment Scheduling

While in this paper we aim at appointment scheduling in a parallel queueing system, most 
of the literature on appointment scheduling concerns conventional single queues. As the 
literature in this area is vast, we restrict ourselves to highlighting a few of its main branches; 
see also the excellent surveys (Ahmadi-Javid et al. 2017; Ala and Chen 2022; Cayirli and 
Veral 2003; Gupta and Denton 2008).
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The first significant contribution to this area is the seminal paper (Bailey 1952), propos-
ing an elementary appointment schedule for a hospital’s outpatient department. Other early 
papers assessing various appointment rules are (Fetter and Thompson 1966; Ho and Lau 
1992). However, the majority of papers focus on finding optimal appointment times, i.e., a 
schedule that minimizes a given cost function. A wide variety of techniques has been used, 
such as a sequential bounding approach (Denton and Gupta 2003), simulation optimiza-
tion (Klassen and Yoogalingam 2009, 2019), and local search (Kaandorp and Koole 2007; 
Zacharias and Yunes 2020).

Closer to the approach followed in the present paper is the branch of research that works 
with phase-type approximations for the service times. Phase-type distributions are attractive 
as they can approximate any distribution arbitrarily closely, while at the same time allowing 
for exact results, albeit in terms of relatively involved matrices; we refer to Vanden Bosch 
and Dietz (2001); Wang (1997) for early contributions. The main idea of Kuiper et al. (2015, 
2023) is to fit the service times using a phase-type distribution with the correct first two 
moments. This allows the evaluation of the objective function, which can then be numeri-
cally optimized. Other approaches exploit knowledge of the model’s stationary distribution 
(requiring that the clients have homogeneous service-time distributions) or heavy traffic 
approximations. In this context, we refer to, e.g., Kuiper et al. (2017) for the single-server 
case and to Kuiper and Lee (2022) for the multi-server situation; regarding this multi-server 
model, it is noted that it differs from the setup of the present paper, as in Kuiper and Lee 
(2022) each client brings along just one job, which is then served at the first server that is 
available.

Recent trends in appointment scheduling concern the development of data-driven 
approaches (Mandelbaum et al. 2020), techniques that are capable of adapting the schedule 
on-the-fly (Mahes et al. 2024), and distributionally robust approaches (Jiang et al. 2017; van 
Eekelen et al. 2024).

2.3  Parallel Queues

As pointed out earlier, parallel queues form a notoriously hard topic in queueing theory. In 
case the clients arrive according to a Poisson process and if their service times are homoge-
neous, then both queues in separation operate as conventional M/G/1 queues, about which 
virtually anything is known. However, the main complications we face in the setting studied 
in the present paper are that we need the joint distribution of both queues for cases in which 
the clients are not necessarily homogeneous. For an overview of the results of M/G/1 paral-
lel queues, we refer to the overview article (Boxma et al. 1994). In the literature a central 
object of study is the (stationary) response time, i.e. the maximum of an individual client’s 
two sojourn times. Some key papers in this area are: Flatto and Hahn (1984) providing the 
joint stationary distribution in the parallel M/M/1 case, Nelson and Tantawi (1988) giving 
an expression for the mean response time in the parallel M/M/1 case under the additional 
assumption that the two parameters of the service-time distributions are equal, Baccelli 
and Makowski (1985); Baccelli et al. (1989) presenting upper and lower bounds on the same 
quantity for the general parallel GI/G/1 queue, and Kemper and Mandjes (2012) developing 
further bounds and approximations. We also refer to the analysis of the stationary response 
time for the case of homogeneous clients with phase-type distributed jobs, as presented in 
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Qiu et al. (2015). Examples of recent contributions on fork-join systems are Nguyen et al. 
(2020); Schol et al. (2022); Özkan (2022).

2.4  Approximation Technique

In this paper we develop an accurate and fast technique to approximate the (bivariate) dis-
tributions of each client’s sojourn times, where these clients are allowed to have their spe-
cific (bivariate) service-time distribution. We do this borrowing ideas that have been used 
for the single-queue setting in Bekker et al. (2024); de Kok (1989); a detailed discussion 
on these approaches and their differences is found in (Bekker et al. 2024, Subsection 2.2). 
In the context of appointment scheduling, a similar approach has been used in Kuiper and 
Lee (2022); Lee and Kuiper (2024). In Bekker et al. (2024) multiple types of two-moment 
fits have been proposed and studied (namely, phase-type, Weibull and lognormal), working 
roughly equally well; as it turns out, in the context of the present paper, the Weibull-based 
fit has particular attractive properties; see also Remark 1.

3  Preliminaries

As described in the introduction, the clients’ jobs are characterized by five parameters: their 
per-queue means and variances, and the correlation coefficient between them. Importantly, 
for any given pair of non-negative random variables, one cannot by definition achieve any 
correlation coefficient in the interval [−1, 1]. This section serves to recapitulate a few impor-
tant properties related to this fact, which play a role throughout this paper.

In this section we consider the non-negative random variables X and Y with cumulative 
distribution functions (cdf s) given by F (·) and G(·), respectively. We discuss, given these 
two marginal distributions, tight upper and lower bounds on the covariance (and hence also 
on the correlation) between X and Y, known as the Fréchet bounds (Fréchet 1951).

3.1  Fréchet Bounds

As is known, one can sample X by outputting F −1(U) for a standard uniformly distributed 
random variable U (uniform on the interval [0, 1], that is); likewise, Y can be sampled by 
outputting G−1(U). Suppose one wishes to generate a random vector (X, Y) of which the 
marginals have cdf s F (·) and G(·) that is endowed with maximal correlation. Intuitively, 
one would expect that one should use

	 (X, Y )max := (F −1(U), G−1(U)),

i.e., one uses the same uniform number to generate both X and Y. This bivariate vector has 
cdf

	

P((X, Y )max ⩽ (x, y)) = P(F −1(U) ⩽ x, G−1(U) ⩽ y)
= P(U ⩽ F (x), U ⩽ G(y)) = min{F (x), G(y)}.

This intuition is correct, and in the literature known as the Fréchet upper bound:

1 3
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Cov(X, Y ) ⩽ Cov(F −1(U), G−1(U)) = E
[
F −1(U) G−1(U))

]
− EF −1(U)EG−1(U)

= E
[
F −1(U) G−1(U))

]
− EX EY =: cmax(X, Y ).

A similar reasoning applies in case one is after a minimal correlation. In that case one would 
anticipate that one should use

	 (X, Y )min := (F −1(U), G−1(1 − U)),

i.e., one uses the same uniform number to generate both X and Y, but for Y one should use 
1 − U  rather than U. In this case the resulting bivariate vector has cdf

	

P((X, Y )min ⩽ (x, y)) = P(F −1(U) ⩽ x, G−1(1 − U) ⩽ y)
= P(U ⩽ F (x), U ⩾ 1 − G(y)) = max{F (x) + G(y) − 1, 0}.

This guess is correct as well, and known as the Fréchet lower bound:

	

Cov(X, Y ) ⩾ Cov(F −1(U), G−1(1 − U)) = E
[
F −1(U) G−1(1 − U))

]
− EF −1(U)EG−1(1 − U)

= E
[
F −1(U) G−1(1 − U))

]
− EX EY =: cmin(X, Y ).

3.2  Evaluation of Fréchet Bounds

If one has an explicit expression for the inverse of the cdf s of X and Y, in specific cases one 
can compute the Fréchet upper bound cmax(X, Y ) explicitly. The evaluation of the Fréchet 
lower bound cmin(X, Y ) is always challenging; for X and Y being exponentially distributed, 
Moran (1967) manages to compute it. If no explicit results can be found, one can always aim 
at approximating cmax(X, Y ) and cmin(X, Y ) numerically. In this subsection we perform 
the evaluation of the Fréchet bound for the case that X and Y follow a distribution that plays 
a key role in this paper, namely the Weibull distribution.

Let X be Weibull distributed with parameters λ and ζ, denoted by X ∼ W(λ, ζ), and let 
Y ∼ W(µ, η). This means that the corresponding cdf s are given by, respectively,

	 F (x) = 1 − exp(−(xλ)ζ), and G(y) = 1 − exp(−(yµ)η), for x, y ⩾ 0.

Let us first focus on the evaluation of the Fréchet upper bound cmax(X, Y ). The Weibull 
distribution has the attractive feature that the inverse of its cdf can be computed in closed 
form. Indeed, for the inverse cdf s we have

	
F −1(u) = 1

λ

(
log

( 1
1 − u

))1/ζ

, G−1(u) = 1
µ

(
log

( 1
1 − u

))1/η

,

so that

	
E

[
F −1(U) G−1(U)

]
=
ˆ 1

0
F −1(u) G−1(u) du = 1

λµ

ˆ 1

0

(
log

( 1
1 − u

))1/ζ+1/η

du.
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Substituting v = − log(1 − u) (so that dv = du/(1 − u)), we obtain

	
E

[
F −1(U) G−1(U)

]
= 1

λµ

ˆ ∞

0
v1/ζv1/ηe−vdv = 1

λµ
Γ

(1
ζ

+ 1
η

+ 1
)

,

with Γ(·) the Gamma function. A standard result for Weibull distributions is that

	
E[X] = 1

λ
Γ

(
1 + 1

ζ

)
= 1

λζ
Γ

(1
ζ

)
, E[Y ] = 1

µ
Γ

(
1 + 1

η

)
= 1

µη
Γ

(1
η

)
.

We thus conclude that

	
cmax(X, Y ) = 1

λµ

[(1
ζ

+ 1
η

)
Γ

(1
ζ

+ 1
η

)
− 1

ζη
Γ

(1
ζ

)
Γ

(1
η

)]

Upon combining the above, the correlation coefficient becomes

	

ρmax =

(
1
ζ + 1

η

)
Γ

(
1
ζ + 1

η

)
− 1

ζη Γ
(

1
ζ

)
Γ

(
1
η

)
√

2
ζ Γ( 2

ζ ) − 1
ζ2

(
Γ

( 1
ζ

))2
√

2
η Γ( 2

η ) − 1
η2

(
Γ

( 1
η

))2
;

observe that this quantity does not depend on λ and µ (which makes sense, as λ and µ are 
just scale parameters, as revealed by the expressions for F −1(·) and G−1(·)).

Unfortunately, the Fréchet lower bound cmin(X, Y ) does not allow an easy evaluation. 
Following the same line of reasoning as above, we are to compute

	

cmin = E
[
F −1(U) G−1(1 − U))

]
− EX EY

= 1
λµ

ˆ 1

0

(
log

( 1
1 − u

)) 1
ζ
(

log
( 1

u

)) 1
η

du − 1
λµζη

Γ
(1

ζ

)
Γ

(1
η

)

This immediately yields

	

ρmin =

´ 1
0

(
log

( 1
1−u

)) 1
ζ
(

log
( 1

u

)) 1
η

du − 1
ζη Γ

(
1
ζ

)
Γ

(
1
η

)
√

2
ζ Γ( 2

ζ ) − 1
ζ2

(
Γ

( 1
ζ

))2
√

2
η Γ( 2

η ) − 1
η2

(
Γ

( 1
η

))2

In the case that ζ = η = 1, i.e., the case that X and Y are exponentially distributed, Moran 
(1967) succeeded in evaluating this lower bound; he obtained ρmin = 1 − π2/6 ≈ −0.64493. 
For general ζ and η it is not clear how to evaluate ρmin other than by relying on numerical 
techniques. A contour plot for ρmax and ρmin is given in Fig. 3.
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4  Bivariate Fit

In this section we are considering a random vector (X, Y) with means (rX , rY ), squared 
coefficients of variation ( scvX , scvY ), and correlation coefficient ρX,Y , where

	
scvX := Var X

(EX)2 , scvY := Var Y

(EY )2 , ρX,Y := Cov(X, Y )√
Var X · Var Y

.

In our previous work (Bekker et al. 2024, Appendix B) we already pointed out how the 
parameters (λ, ζ) and (µ, η) can be determined to make sure that the random variables 
W(λ, ζ) and W(µ, η) have the correct first two moments (or equivalently, the correct mean 
and squared coefficient of variation). The goal of this section is to explain how one can 
achieve the desired correlation coefficient. For obvious reasons, we assume throughout 
that this target correlation coefficient lies between the Fréchet lower bound and the Fréchet 
upper bound that were discussed in Section 3.

Remark 1  In this remark we motivate why we have been working with a Weibull bivariate 
fit.

	– In our previous paper (Bekker et al. 2024) we systematically evaluated three different 
two-moment distributional fits – specifically, phase-type, Weibull, and lognormal – in a 
single-queue setting. The general conclusion was that all three fits performed very well, 
providing highly accurate approximations of the objective function, with only minor 
differences in performance among them.

	– We employed the convenient approach for generating bivariate random variables with 
specified marginals and a target correlation coefficient, as discussed in Section 4. This 
method relies critically on the inverse distribution functions of the involved univariate 
random variables — which is particularly natural given how the inverse distribution 
function features in the Fréchet bounds. Since no explicit expressions for the inverse 

Fig. 3  Contour plot for ρmax (left panel) and ρmin (right panel) with ζ and η ranging from 0 to 4
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distribution functions are available for phase-type and lognormal distributions, and our 
goal being to devise an accurate approximation of the objective function, which is in 
addition of relatively low computational effort, we opted to use the Weibull distribution 
instead.

	– The approximation based on the Weibull fit provides highly accurate results – as shown 
in e.g. Figure 6 later in the paper, the error is on the order of just 1% (and often signifi-
cantly lower). Although it is possible to further reduce this already small error, doing 
so would increase the algorithm’s complexity and extend computation times. Moreover, 
considering that the service time specifications are statistically derived from historical 
data and thus inherently contain some estimation error, it is worth questioning whether, 
from an operational perspective, pursuing a perfect fit is practically necessary. �

It is noticed that there are multiple ways to set up a bivariate Weibull distribution, i.e., a 
bivariate distribution of which the marginals are univariate Weibull and that has a prescribed 
correlation coefficient. The construction we introduce below has the attractive feature that 
by tuning a single parameter (which is the p below) one can achieve all correlation coef-
ficients between ρmin and ρmax.

4.1   Positive Correlation

We start by considering the case of positive correlation. The main idea is the following. Let 
A ∼ alt(p), i.e., the random variable takes values 1 and 0, respectively, with probabilities p 
and 1 − p (where p is usually referred to as the ‘success probability’ of the alternative distri-
bution). Then, denoting by U and U ′ independent uniform random variables on [0, 1], we let 
X ∼ F −1(U) and Y ∼ G−1(U) if A = 1, and X ∼ F −1(U) and Y ∼ G−1(U ′) if A = 0. 
It means that, with U ′′ another independent uniform random variable on [0, 1],

	 E
[
XY

]
= E[F −1(AU + (1 − A)U ′) G−1(AU + (1 − A)U ′′)].

By conditioning on the value of A, the above expression equals

	 pE[F −1(U) G−1(U)] + (1 − p)E[F −1(U ′)]E[G−1(U ′′)].

In our case in which X ∼ W(λ, ζ) and Y ∼ W(µ, η) this expression can be rewritten in 
closed form. Indeed, by a few elementary calculations, we eventually find

	

E
[
XY

]
= pE[F −1(U) G−1(U)] + (1 − p)E[F −1(U)]E[G−1(U)]

= p

λµ
Γ

(1
ζ

+ 1
η

+ 1
)

+ (1 − p)
λµ

Γ
(1

ζ
+ 1

)
Γ

(1
η

+ 1
)

.

Recalling the expressions for EX  and EY , this expression for E[XY ] entails that the cor-
relation coefficient ρX,Y  of X and Y can be written as
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ρX,Y = p ρmax = p

(
1
ζ + 1

η

)
Γ

(
1
ζ + 1

η

)
− 1

ζη Γ
(

1
ζ

)
Γ

(
1
η

)
√

2
ζ Γ( 2

ζ ) − 1
ζ2

(
Γ

( 1
ζ

))2
√

2
η Γ( 2

η ) − 1
η2

(
Γ

( 1
η

))2
;

observe that, as before, the scale parameters λ and µ cancel out. The value of the parameter 
p should be chosen such that ρ attains its target value: if this target correlation coefficient is 
ρX,Y , then we have to pick

	
p =

ρX,Y

ρmax
.

Observe that p = 0 corresponds to the uncorrelated case, while for p = 1 we achieve the 
Fréchet upper bound.

4.2   Negative Correlation

The case of negative correlation can be dealt with similarly, again applying elements of the 
reasoning developed in Section 3. Defining A as above, and U and U ′ again denoting indepen-
dent uniform random variables on [0, 1], we now let X ∼ F −1(U) and Y ∼ G−1(1 − U) if 
A = 1, and X ∼ F −1(U) and Y ∼ G−1(U ′) if A = 0. Hence, with U ′′ a third independent 
uniform random variable on [0, 1],

	

E
[
XY

]
= E[F −1(AU + (1 − A)U ′) G−1(A(1 − U) + (1 − A)U ′′)]
= pE[F −1(U) G−1(1 − U)] + (1 − p)E[F −1(U ′)]E[G−1(U ′′)]
= pE[F −1(U) G−1(1 − U)] + (1 − p)E[F −1(U)]E[G−1(U)].

It is readily verified that in this case we obtain ρX,Y = p ρmin. Again, by assigning p the 
appropriate value between 0 and 1, we can attain the desired correlation: we should pick

	
p = ρX,Y

ρmin
,

where it is remarked that both the numerator and denominator in the ratio above are nega-
tive. Again we have that p = 0 corresponds to the uncorrelated case, and p = 1 now to the 
Fréchet lower bound.

Remark 2  In Remark 1, we explained our choice to work with a bivariate Weibull fit. Above, 
we constructed a class of bivariate distributions whose marginals are univariate Weibull. 
We also emphasized our aim to cover the full range of correlations, from the Fréchet lower 
bound to the Fréchet upper bound – something our class of bivariate Weibull distributions 
accommodates naturally. In contrast, copula-based bivariate Weibull models, such as the 
one discussed in Almetwally et al. (2020), do not possess this flexibility. �
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5  Approximation Algorithm

In this section we rely on the bivariate fit defined in the previous section, so as to set up an 
approximation algorithm for the objective function L (x).

5.1  Bivariate Sojourn-Time Distribution

In this subsection we target the distribution of the random vectors (Ri, Si), for i = 1, . . . , n. 
By virtue of the well-known Lindley recursion (Asmussen year, Eqn. (5.11), Ch. I), we have

	 Ri+1 = (Ri − xi)+ + Bi+1, Si+1 = (Si − xi)+ + Ci+1.� (3)

The main idea is that, supposing that the sojourn times (Ri, Si) is bivariate Weibull (con-
structed as in Section 4), we (i) first use a recursive relation between sojourn times of 
consecutive customers to derive expressions for ERi+1, ESi+1, Var Ri+1, Var Si+1, and 
Cov(Ri+1, Si+1), and (ii) we then fit a bivariate Weibull distribution to (Ri+1, Si+1). We 
iteratively perform this procedure for any i = 1, . . . , n, so that we produce approximations 
of the distributions of all (Ri, Si). In the initialization we equate (R1, S1) to the Weibull 
approximation of (B1, C1).

Remark 3  Importantly, we chose to not work with the Lindley recursions for the idle times 
and waiting times, but rather with their counterpart for the sojourn times, as given in (3). 
This has the crucial advantage that sojourn times do not involve the subtle issue of having 
an atom at zero. More specifically, due to the contributions of Bi+1 and Ci+1, the bivariate 
recursion (3) ensures that the distributions of Ri+1 and Si+1 do not have a point mass at 
zero. A crucial aspect of our approach, as shown in Equations (1) and (2), is that the mean 
idle and waiting times (as they appear in the objective function) can be expressed in terms 
of the sojourn times. The setup chosen thus avoids the aforementioned complication with 
atoms at zero. �

In Bekker et  al. (2024) it was already explained how to compute ERi+1, ESi+1, 
Var Ri+1, and Var Si+1 in case Ri and Si are Weibull distributed random variables with 
parameters (λ, ζ) and (µ, η), respectively. We therefore aim in this subsection at evaluating 
Cov(Ri+1, Si+1) in the case (Ri, Si) has a bivariate Weibull distribution. Throughout, we 
denote the parameter of the alternatively distributed random variable A (that featured in 
the algorithm presented in Section 4) by p. In the sequel we denote the resulting bivariate 
Weibull distribution through

	 (Ri, Si) ∼ W±(λ, ζ, µ, η, p),

where the subscript is + in case of positive correlation, and − in case of negative correlation.
Based on the above considerations, in order to set up our approximation, we are to evalu-

ate, recalling the definition of ρi, σi and τi from the introduction,
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� (4)

In Equality (4), it has been used that, for obvious reasons,

	 Cov
(
Ri, Bi+1

)
= Cov

(
Ri, Ci+1

)
= Cov

(
Si, Bi+1

)
= Cov

(
Si, Ci+1

)
= 0.

Now denoting by F (·) the cdf of W(λ, ζ) and by G(·) the cdf of W(µ, η), we evaluate this 
expression by distinguishing between the case of positive correlation and the case of nega-
tive correlation.

5.1.1   Positive Correlation

In this case (4) simplifies to

	

� (5)

where in the last step we condition on the value of A and we perform a few elementary 
algebraic steps. Hence, this expression for K (x, λ, ζ, µ, η, p)  in the first place requires 
us the evaluate

	

K (x, λ, ζ, µ, η) := E[(F −1(U) − x)+(G−1(U) − x)+]

=
ˆ 1

max{F (x),G(x)}
(F −1(u) − x)(G−1(u) − x) du

=
ˆ 1

max{F (x),G(x)}

(
F −1(u) G−1(u) − x

(
F −1(u) + G−1(u)

)
+ x2)

du.

We rewrite this expression for K (x, λ, ζ, µ, η) term by term. Denote 
H(x) := max{F (x), G(x)} and H̄(x) := − log(1 − H(x)). By applying the substitution 
v := − log(1 − u), we have that

	

ˆ 1

H(x)
F −1(u) G−1(u) du = 1

λµ

ˆ 1

H(x)

(
log

( 1
1 − u

))1/ζ+1/η

du = 1
λµ

Γ
(

1
ζ

+ 1
η

+ 1, H̄(x)
)

, � (6)

where Γ(·, ·) denotes the upper incomplete Gamma function. Along the same lines,

	
−x

ˆ 1

H(x)

(
F −1(u) + G−1(u)

)
du = −x

λ
Γ

(
1
ζ

+ 1, H̄(x)
)

− x

µ
Γ

(
1
η

+ 1, H̄(x)
)

.� (7)
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Finally, trivially,

	

ˆ 1

H(x)
x2 du = x2(1 − H(x)).� (8)

Conclude that K (x, λ, ζ, µ, η) is given by the sum of (6), (7), and (8), i.e.,

	

K (x, λ, ζ, µ, η) = 1
λµ

Γ
(

1
ζ

+ 1
η

+ 1, H̄(x)
)

− x

λ
Γ

(
1
ζ

+ 1, H̄(x)
)

− x

µ
Γ

(
1
η

+ 1, H̄(x)
)

+ x2(1 − H(x)).
� (9)

Recalling the expressions for E(Ri − x)+ and E(Si − x)+ from Bekker et al. (2024), we 
thus obtain the following expression for (4).

Lemma 1  Suppose (Ri , Si) ∼ W+(λ, ζ, µ, η, p), for a given i = 1 , . . . , n − 1 . Then 
Cov(Ri+1 , Si+1 ) is given by

	 � (10)

Here K (x, λ, ζ, µ, η) follows from (9) and

	

KR(x, λ, ζ) := E(Ri − x)+ = E[(F −1(U) − x)+] = 1
λ

Γ
(

1 + 1
ζ

, (λx)ζ

)
− x e−(λx)ζ

,

KS(x, µ, η) := E(Si − x)+ = E[(G−1(U) − x)+] = 1
µ

Γ
(

1 + 1
η

, (µx)η

)
− x e−(µx)η

.

This concludes the analysis of the positive correlation case.

5.1.2  Negative Correlation

In the case with negative correlation, recalling that (Ri, Si) is defined via the Weibullian 
bivariate distribution that was constructed in Section 4, we have that (4) reduces to

	

� (11)

This means that we are now to evaluate

	

K (x, λ, ζ, µ, η) := E[(F −1(U) − x)+(G−1(1 − U) − x)+]

= 1{F (x)⩽1−G(x)}

ˆ 1−G(x)

F (x)
(F −1(u) − x)(G−1(1 − u) − x) du

= 1{F (x)⩽1−G(x)}

ˆ 1−G(x)

F (x)

(
F −1(u) G−1(1 − u) − x

(
F −1(u) + G−1(1 − u)

)
+ x2)

du.

� (12)
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By splitting the integral into four terms that we compute separately, we obtain after straight-
forward calculations

	

K (x, λ, ζ, µ, η) = 1{F (x)⩽1−G(x)}

(
1

λµ

ˆ 1−G(x)

F (x)

(
log

( 1
1 − u

)) 1
ζ
(

log
( 1

u

)) 1
η

du

− x

λ

ˆ 1−G(x)

F (x)

(
log

( 1
1 − u

)) 1
ζ

du − x

µ

ˆ 1−G(x)

F (x)

(
log

( 1
u

)) 1
η

du

+ x2(1 − F (x) − G(x))

)

= 1{F (x)⩽1−G(x)}

(
1

λµ

ˆ 1−G(x)

F (x)

(
log

( 1
1 − u

)) 1
ζ
(

log
( 1

u

)) 1
η

du

+ x

λ
Γ

(
1
ζ

+ 1, − log(1 − F (x))
)

− x

λ
Γ

(
1
ζ

+ 1, − log G(x)
)

+ x

µ
Γ

(
1
η

+ 1, − log(1 − G(x))
)

− x

µ
Γ

(
1
η

+ 1, − log F (x)
)

+ x2(1 − F (x) − G(x))

)
.

� (13)

Lemma 2  Suppose (Ri , Si) ∼ W−(λ, ζ, µ, η, p), for a given i = 0 , . . . , n − 1 . Then 
Cov(Ri+1 , Si+1 ) is given by

	 � (14)

Here K (x, λ, ζ, µ, η) follows from (13) and KR(x, λ, ζ) and KS(x, µ, η) are as given in 
Lemma 1.

We conclude this subsection, for the sake of completeness, by providing the expressions for 
the means and variances that were found in Bekker et al. (2024).

Lemma 3  Suppose Ri ∼ W(λ, ζ) and Si ∼ W(µ, η), for a given i = 0 , . . . , n − 1 . Then 
ERi+1  and Var Ri+1  are given by

	
ri+1(xi, λ, ζ) := ERi+1 = 1

λ
Γ

(
1
ζ

+ 1, (λxi)ζ

)
− xie

−(λxi)ζ

+ βi+1 � (15)

	
vi+1(xi, λ, ζ) := Var Ri+1 = 1

λ2 Γ
(

2
ζ

+ 1, (λxi)ζ

)
− 2xi

λ
Γ

(
1
ζ

+ 1, (λxi)ζ

)
+ x2

i e−(λxi)ζ

� (16)

	
−

(
1
λ

Γ
(

1
ζ

+ 1, (λxi)ζ

)
− xie

−(λxi)ζ

)2

+ σ2
i+1, � (17)

while ESi+1  and Var Si+1  are given by
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si+1(xi, µ, η) := ESi+1 = 1
µ

Γ
(

1
η

+ 1, (µxi)η

)
− xie

−(µxi)η

+ γi+1

wi+1(xi, µ, η) := Var Si+1 = 1
µ2 Γ

(
2
η

+ 1, (µxi)η

)
− 2xi

µ
Γ

(
1
η

+ 1, (µxi)η

)
+ x2

i e−(µxi)η

−
(

1
µ

Γ
(

1
η

+ 1, (µxi)η

)
− xie

−(µxi)η

)2

+ τ2
i+1.

� (18)

5.2  Evaluation of the Mean of the Maximum/Minimum Sojourn Time

In this subsection we point out how all components of the objective function L (x) can be 
evaluated. Recalling (1), from Bekker et al. (2024) we already know how to evaluate E Ii, 
E Ji, EVi, and EWi, so we are left with developing a procedure for EM+

i  and EM−
i .

5.2.1  ⋆ Positive Correlation

As before, let (Ri, Si) ∼ W+(λ, ζ, µ, η, p), with F (·) and G(·) denoting the cdf s of Ri 
and Si, respectively. Again, p is chosen such that Cov(Ri, Si) has the desired value. Then,

	

EM+
i = pE[max{F −1(U), G−1(U)}] + (1 − p)E[max{F −1(U), G−1(U ′)}],

EM−
i = pE[min{F −1(U), G−1(U)}] + (1 − p)E[min{F −1(U), G−1(U ′)}].

As it turns out, we have to distinguish between the cases η ⩾ ζ and η < ζ. Observe that if 
η ⩾ ζ, then F (x) > G(x) if and only if x < t, with the threshold t given by

	
t ≡ t(λ, ζ, µ, η) :=

(
λζ

µη

)(η−ζ)−1

.

If, on the other hand, η < ζ, then F (x) > G(x) if and only if x > t. As a consequence, if 
η ⩾ ζ,

	

E[ max{F −1(U), G−1(U)}] =
ˆ ∞

0
P(max{F −1(U), G−1(U)} > x) dx

=
ˆ ∞

0

(
1 − P(F −1(U) < x, G−1(U) < x)

)
dx

=
ˆ ∞

0
(1 − P(U < min{F (x), G(x)}) dx =

ˆ ∞

0
(1 − min{F (x), G(x)}) dx

=
ˆ t

0
(1 − G(x)) dx +

ˆ ∞

t

(1 − F (x)) dx

=
ˆ t

0
e−(xµ)η

dx +
ˆ ∞

t

e−(xλ)ζ

dx = 1
µη

(
Γ

(
1
η

)
− Γ

(
1
η

, (µt)η

))
+ 1

λζ
Γ

(
1
ζ

, (λt)ζ

)
.

� (19)

A similar result can be found for η < ζ. In that case we obtain the same expression, but with 
the roles of (λ, ζ) and (µ, η) swapped:

1 3

Page 17 of 31 100



  Methodology and Computing in Applied Probability   (2025) 27:100

	

E[max{F −1(U), G−1(U)}] =
ˆ t

0
(1 − F (x)) dx +

ˆ ∞

t

(1 − G(x)) dx

= 1
λζ

(
Γ

(
1
ζ

)
− Γ

(
1
ζ

, (λt)ζ

))
+ 1

µη
Γ

(
1
η

, (µt)η

)
.

� (20)

Also, along the same lines, using the independence of U and U ′,

	

E[max{F −1(U), G−1(U ′)}] =
ˆ ∞

0

(
1 − P(F −1(U) < x)P(G−1(U) < x)

)
dx

=
ˆ ∞

0
(1 − F (x) G(x)) dx = Γ(1/ζ)

λζ
+ Γ(1/η)

µη
−
ˆ ∞

0
e−(xλ)ζ−(xµ)η

dx,

� (21)

which one can numerically evaluate using standard computational software. We end up with 
the following result.

Lemma 4  Suppose (Ri , Si) ∼ W+(λ, ζ, µ, η, p), for a given i = 1 , . . . , n. Then, if η ⩾ ζ,

	

EM+
i = 1

λζ

(
(1 − p)Γ

(
1
ζ

)
+ pΓ

(
1
ζ

, (λt)ζ

))
+

1
µη

(
Γ

(
1
η

)
− pΓ

(
1
η

, (µt)η

))
− (1 − p)

ˆ ∞

0
e−(xλ)ζ−(xµ)η

dx.

If η < ζ, then the same expression applies, but with the roles of (λ, ζ) and (µ, η) swapped.
We proceed by deriving an expression for EM−

i . Again we have to distinguish between 
the cases η ⩾ ζ and η < ζ. If η ⩾ ζ, then

	

E[min{F −1(U), G−1(U)}] =
ˆ ∞

0
P(min{F −1(U), G−1(U)} > x) dx

=
ˆ ∞

0
P(F −1(U) > x, G−1(U) > x) dx =

ˆ ∞

0

(
1 − P(U < max{F (x), G(x)})

)
dx

=
ˆ ∞

0
(1 − max{F (x), G(x)}) dx =

ˆ t

0
(1 − F (x)) dx +

ˆ ∞

t

(1 − G(x)) dx

=
ˆ t

0
e−(xλ)ζ

dx +
ˆ ∞

t

e−(xµ)η

dx = 1
λζ

(
Γ

(
1
ζ

)
− Γ

(
1
ζ

, (λt)ζ

))
+ 1

µη
Γ

(
1
η

, (µt)η

)
;

� (22)

interestingly, this expression coincides with E[max{F −1(U), G−1(U)}], but then in the 
case that η < ζ. If η < ζ, then, along the same lines,

	
E[min{F −1(U), G−1(U)}] = 1

µη

(
Γ

(
1
η

)
− Γ

(
1
η

, (µt)η

))
+ 1

λζ
Γ

(
1
ζ

, (λt)ζ

)
, � (23)

which coincides with E[max{F −1(U), G−1(U)}], but then in the case that η ⩾ ζ. Finally, 
using similar arguments as before,

	
E[min{F −1(U), G−1(U ′)}] =

ˆ ∞

0
e−(xλ)ζ−(xµ)η

dx.� (24)
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Summarizing the above, we have the following result.

Lemma 5  Suppose (Ri , Si) ∼ W+(λ, ζ, µ, η, p), for a given i = 1 , . . . , n. Then, if η ⩾ ζ,

	
EM−

i = p

(
1

λζ

(
Γ

(
1
ζ

)
− Γ

(
1
ζ

, (λt)ζ

))
+ 1

µη
Γ

(
1
η

, (µt)η

))
+ (1 − p)

ˆ ∞

0
e−(xλ)ζ−(xµ)η

dx.

If η < ζ, then the same expression applies, but with the roles of (λ, ζ) and (µ, η) swapped.

5.2.2  ⋆ Negative Correlation

In the case with negative correlation, similar calculations have to be performed. Now define the 
threshold t′ ≡ t′(λ, ζ, µ, ν) as the solution of x in the equation F (x) + G(x) = 1. This thresh-
old is uniquely determined as F (x) + G(x) is an increasing function with F (0) + G(0) = 0 
and F (∞) + G(∞) = 2; it does not allow a closed form, though. Then,

	

E[max{F −1(U), G−1(1 − U)}] =
ˆ ∞

0
P(max{F −1(U), G−1(1 − U)} > x) dx

=
ˆ ∞

0

(
1 − P(F −1(U) < x, G−1(1 − U) < x)

)
dx

=
ˆ ∞

0
(1 − P(1 − G(x) < U < F (x))) dx =

ˆ ∞

0
(1 − max{F (x) + G(x) − 1, 0}) dx

=
ˆ t′

0
1 dx +

ˆ ∞

t′

(
(1 − F (x)) + (1 − G(x))

)
dx

= t′ +
ˆ ∞

t′
e−(xµ)η

dx +
ˆ ∞

t′
e−(xλ)ζ

dx = t′ + 1
µη

Γ
(

1
η

, (µt′)η

)
+ 1

λζ
Γ

(
1
ζ

, (λt′)ζ

)
.

� (25)

Recalling (21), it leads to the following result.

Lemma 6  Suppose (Ri , Si) ∼ W−(λ, ζ, µ, η, p), for a given i = 1 , . . . , n. Then,

	

EM+
i = p

(
t′ + 1

µη
Γ

(
1
η

, (µt′)η

)
+ 1

λζ
Γ

(
1
ζ

, (λt′)ζ

))
+

(1 − p)
(

Γ(1/ζ)
λζ

+ Γ(1/η)
µη

−
ˆ ∞

0
e−(xλ)ζ−(xµ)η

dx

)
.

Along similar lines,

	

E[min{F −1(U),G−1(1 − U)}] =
ˆ ∞

0
P(F (x) < U < 1 − G(x)) dx =

ˆ t′

0

(
1 − G(x) − F (x)

)
dx

= 1
λζ

(
Γ

(
1
ζ

)
− Γ

(
1
ζ

, (λt′)ζ

))
− t′ + 1

µη

(
Γ

(
1
η

)
− Γ

(
1
η

, (µt′)η

))
.

� (26)

Recalling (23), we thus find the following result.

Lemma 7  Suppose (Ri , Si) ∼ W−(λ, ζ, µ, η, p), for a given i = 1 , . . . , n. Then,
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EM−
i = p

(
1

λζ

(
Γ

(
1
ζ

)
− Γ

(
1
ζ

, (λt′)ζ

))
− t′ + 1

µη

(
Γ

(
1
η

)
− Γ

(
1
η

, (µt′)η

)))
+

(1 − p)
(ˆ ∞

0
e−(xλ)ζ−(xµ)η

dx

)
.

5.3  Algorithm

In this section we present our recursive algorithm that produces an approximation of the 
objective function L (x) for a given appointment schedule x. The above leads to the fol-
lowing approximation. Recall the notation that we have introduced before:

In the algorithm below, (λi, ζi, µi, ηi, pi) are the parameters of the bivariate Weibull fit of 
the sojourn times (Ri, Si), with i = 1, . . . , n.

We start by performing a few helpful computations. The first of these computations is 
useful when evaluating the mean waiting times. Based on the Lindley recursion, we have 
that

	 (Ri−1 − xi−1)+ = Ri − Bi, (Si−1 − xi−1)+ = Si − Ci.

We thus find the following result.

Lemma 8  Suppose Ri ∼ W(λi , ζi) and Si ∼ W(µi , ηi), where i = 1 , . . . , n. Then,

	

EVi = E(Ri−1 − xi−1)+ = ERi − EBi = 1
λiζi

Γ
( 1

ζi

)
− βi.

EWi = E(Si−1 − xi−1)+ = ESi − ECi = 1
µiηi

Γ
( 1

ηi

)
− γi.

Observe that the expressions in Lemma 8 in particular hold for i = 1, as the Weibull fit 
of (R1, S1) has been made so that

	
1

λ1ζ1
Γ

( 1
ζ1

)
− β1 = 1

µ1η1
Γ

( 1
η1

)
− γ1 = 0;

i.e., the first client has no waiting time, as desired.
The second computation relates to the evaluation of the mean idles times. Using 

(−x)+ = x+ − x, we conclude that

	

(xi−1 − Ri−1)+ = (Ri−1 − xi−1)+ − (Ri−1 − xi−1) = Ri − Bi − Ri−1 + xi−1,

(xi−1 − Si−1)+ = (Si−1 − xi−1)+ − (Si−1 − xi−1) = Si − Ci − Si−1 + xi−1.

The following lemma is an immediate consequence.
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Lemma 9  Suppose Ri ∼ W(λi , ζi) and Si ∼ W(µi , ηi), where i = 1 , . . . , n. Then 
E I1 = E J1 = 0 , and for i = 2 , . . . , n,

	

E Ii = 1
λiζi

Γ
( 1

ζi

)
− βi − 1

λi−1ζi−1
Γ

( 1
ζi−1

)
+ xi−1,

E Ji = 1
µiηi

Γ
( 1

ηi

)
− γi − 1

µi−1ηi−1
Γ

( 1
ηi−1

)
+ xi−1.

Algorithm 1  Approximation of objective function

6  Experiments

This section presents a systematic numerical evaluation of our approximation. Section 6.1 
considers scenarios with probabilistically homogeneous customers, whereas Section 6.2 
specifically assesses the impact of customer heterogeneity. The general conclusion is that 
the experiments confirm that our approximation method is highly accurate and computa-
tionally efficient across the varying conditions considered.
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6.1  Homogeneous Setup

In this subsection we report on experiments involving 20 homogeneous clients. Additional 
experiments with different number of clients were also performed, leading to essentially the 
same conclusions. We compare the approximation with estimates obtained via simulation. 
Eeach estimate is based on 10 000 independent runs; in Remark 4 below, we justify that 
this number of runs is large enough to produce estimates with a sufficiently narrow confi-
dence interval. In our simulations we chose the service times to be sampled from (bivariate 
versions of) Weibull, Gamma and Lognormal distributions; the five parameters of these 
distributions are chosen such that they have prescribed means, variances and correlation 
coefficient. In all numerical experiments, we set ω1 = 1.5, ω2 = 0.5 and ω3 + ω4 = 1, to 
ensure a balanced trade-off between server idling and customer service in terms of waiting 
and sojourn times.

Figures 4 and 5 capture the impact of the correlation, for different values of the variances, 
with the two mean service times being equal to 1. In the underlying experiments, the corre-
lation coefficient between the two service times is ranging from −0.5 to 0.5, while we have 
used the scv values {0.4, 0.7, 1, 1.3} for the service times at both queues.

The results for the case of an objective function involving the maximum sojourn time 
(ω3 = 1) is given in Fig. 4, while its counterpart for the minimum sojourn time (ω4 = 1) 
is displayed in Fig. 5. The primary conclusion is that our approach provides a highly accu-

Fig. 4  Objective function for ω1 = 1.5, ω2 = 0.5, ω3 = 1, ω4 = 0
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rate approximation across all three distributions. Comparing the four panels of Fig. 4, we 
observe that the objective function increases quite substantially as the scv increases; we see 
the same phenomenon in the four panels of Fig. 5. In the former case (ω3 = 1) the objective 
function decreases in the correlation coefficient, in the latter case (ω4 = 1) it increases. In 
the context of Fig. 4, when the correlation increases, the sojourn times in both queues will 
tend to be more synchronized, thereby increasing the probability that both sojourn times are 
relatively small leading to a decreasing objective function. The opposite occurs in Fig. 5. 
When the correlation increases, it becomes more likely that both sojourn times are relatively 
large, causing an increase in the objective function.

Remark 4  In the above examples, our estimates are based on 10 000 simulation runs. In this 
remark, we argue that this number is sufficient to yield low-variance estimates. Consider, 
for instance, the case shown in the top-left panel of Fig. 4, corresponding to a correlation 
coefficient of 0. For the three distributions considered, the sample standard deviation ranges 
between 6 and 9, implying that the width of the 95% confidence interval lies between

	
2 × 1.96√

10 000
× 6 ≈ 0.23 and 2 × 1.96√

10 000
× 9 ≈ 0.35.

Fig. 5  Objective function for ω1 = 1.5, ω2 = 0.5, ω3 = 0, ω4 = 1
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Given that the value of the objective function is approximately 64, this implies that the 
width of the confidence interval is roughly 0.5% of the estimate. The most extreme case we 
encountered was when service times followed a lognormal distribution and the correlation 
coefficient was 0.5; in that scenario, this ratio was somewhat higher, but still just 1%. �

We proceed by analyzing the precision of our approximation across a wide range of 
scenarios, thereby assessing its accuracy throughout the parameter space. We categorize our 
experiments into three groups based on the value of the correlation coefficient ρi: (i) posi-
tive correlation: ρi ∈ {0.2, 0.4, 0.6}, (ii) negative correlation: ρi ∈ {−0.2, −0.4, −0.6}, 
and (iii) no correlation: ρi = 0. For each of these values of ρi, we work with the following 
scenarios:

◦ 3 different service-time distributions: Weibull, Gamma, and Lognormal.
◦ 4 different values of the squared coefficient of variation, i.e., scv ∈ {0.4, 0.7, 1, 1.3}.
◦ 4 different values of the interarrival times, i.e., xi ∈ {1, 1.2, 1.5, 1.8}, which we take 
constant per scenario.
◦ 2 different weight configurations, i.e., (ω3, ω4) = (1, 0) and (ω3, ω4) = (0, 1).

As before, we chose ω1 = 1.5 and ω2 = 0.5, and all mean service times are equal to 1. For 
all three service-time distributions, this results in 96 scenarios for ρi > 0 and ρi < 0, and 32 
scenarios for ρi = 0. For each scenario, we evaluate the percentage difference (∆) between 
the approximation of the objective function L  and the corresponding simulation-based esti-
mate Lsim, defined as

	
∆ = L − Lsim

Lsim
· 100%,

leaving out the argument x in the objective function for ease.
The boxplots in Fig.  6 of ∆ reveal that the percentage error of our approximation is 

typically small. For Weibull service times, the median percentage differences hover around 
zero, with narrow interquartile ranges, indicating consistently accurate approximations 
across most scenarios. For the Gamma distribution we observe a similar performance. In 
the case of Lognormal service times, the precision is slightly worse, reflected by medians 
near or above 1% and extended whiskers reaching over 5%, probably due to the distribu-
tion’s heavier tail.

So far we have considered the value of the objective function for given interarrival times. 
In the remainder of the section we consider instances in which the interarrival times are 
optimized so as to minimize the objective function.

◦ In Fig. 7 we consider equidistant schedules, i.e., xi = x for all clients i, and and aim to 
identify the optimal x (say x⋆). The setting considered corresponds to (ω3, ω4) = (0, 1), 
both service times having unit mean and variance, while the correlation coefficient is set 
equal to 0.5. The numerical results confirm once more that the approximation is highly 
accurate. In particular, using a step size of 0.1, the approximation finds the correct value 
for x⋆, viz. 1.4. We observe that the curves tend to cluster around the minimum, mak-
ing the identification of x⋆ relatively insensitive to the precise service time distribu-
tion beyond the second moment. In the case of negative correlation and/or weights 
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(ω3, ω4) = (1, 0), we arrive at the same conclusion, although the value of x⋆ may shift. 
Plots for the latter case have been omitted for brevity.
◦ In the last experiment of this subsection we verify that our approximation reproduces 
the optimal schedule’s familiar dome shape. In Fig. 8 we plot the optimal inter-appoint-
ment times for the case (ω3, ω4) = (0, 1). We observe that we obtain the dome shape for 
all combinations of the scv and correlation coefficient. As expected, smaller scv s result 
in shorter inter-appointment times. Additionally, positive correlation tends to slightly 
increase inter-appointment times, which is likely due to the negative impact of posi-
tive correlation on the minimum sojourn time. Again, similar conclusions apply to the 
case (ω3, ω4) = (1, 0), where positive correlation now tends to slightly decrease inter-
appointment times; for conciseness we have omitted the plots here.

6.2  Heterogeneous Setup

In this section, we study the impact of client heterogeneity. Figures 9 and 10 examine het-
erogeneity in the mean and the scv of the service times of clients, respectively, in the fol-
lowing four scenarios:

◦ In Scenario 1, the mean/scv of client i at server 1 is a + b cos(c i · π/10), whereas at 
server 2 it is a + b sin(c i · π/10 − π/2).

Fig. 6  Boxplots of ∆ corresponding to 96 scenarios for ρi ̸= 0 and 32 scenarios for ρi = 0 for the three 
service-time distributions
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◦ In Scenario 2, the mean/scv of client i at both servers is a + b sin(c i · π/10).
◦ In Scenario 3, the mean/scv of client i at both servers is a + b sin(c i · π/10 − π/2).
◦ In Scenario 4, the mean/scv of client i at both servers is a + b cos(c i · π/10).

Note that the term c i · π/10 ensures that there are c cycles in case of 20 clients. In scenario 
1, the behavior at both servers is in the opposite direction, whereas it is in the same direc-
tion for scenarios 2, 3, and 4. If we vary the mean (Fig. 9), then the scv s are equal to 0.7. In 
case we vary the scv (Fig. 10), then the mean service time is set equal to 1. For illustration 
we chose ω3 = 0 and ω4 = 1, as the case ω3 = 1 and ω4 = 0 shows a similar behavior. 
Throughout, we work with the parameter values a = 1, b = 0.3, and c = 2.

Figures 9 and 10 provide the optimal interarrival times as a function of the client index 
for the instances described above. The plots show how the schedule picks up the pattern of 
the means and scv s, respectively; in the left panels the coefficient of variation between a cli-
ent’s service times at both queues is set equal to −0.5, whereas in the right panels this quan-
tity is 0.5. Comparing Figs. 9 and 10, fluctuations in the mean service times evidently have 
a larger impact on the optimized inter-appointment times than fluctuations in the scv s. In 
Scenario 1, where servers 1 and 2 exhibit opposing effects, the optimized inter-appointment 
times still display a dome-shaped pattern. This is likely because the opposing behaviors 
of the two servers largely offset each other. Finally, a positive correlation leads to slightly 
larger inter-appointment times than negative correlation, but the differences are modest.

Fig. 7  Identification of optimal equidistant schedule
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Fig. 9  Optimized inter-appointment times, with the mean service times described by the four scenarios; 
ω3 = 0, ω4 = 1

 

Fig. 8  Identification of optimal schedule
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The last figure of this section, Figure 11, is the counterpart of Figure 6, but with the four 
values of the scv that we worked with in Section 6.1 now replaced by the four ‘scv sce-
narios’ introduced above. Figure 11 shows that the conclusions drawn for the homogeneous 
case remain valid under client heterogeneity.

7  Discussion and Concluding Remarks

In this paper we analyzed a parallel queueing system with two queues and clients that arrive 
at scheduled time instants. Each client needs to be served by both servers, where the service 
times can be correlated. We developed a fast and remarkably accurate computational tech-
nique to approximate the bivariate sojourn-time distribution, yielding an objective function 
that encompasses idle times, waiting times, maximum sojourn times, and minimum sojourn 
times that is particularly useful in the context of appointment scheduling. Moreover, our 
experiments reveal that our approximation continues to perform well in scenarios in which 
the client’s characteristics are highly heterogeneous.

Various model extensions could be considered. Incorporating a stochastic arrival process 
(such as a Poisson process) in Algorithm  1, rather than working with scheduled arrival 
times, requires an intrinsically different approach. The main complication is that one needs 
to integrate over stochastic interarrival times that yields an additional numerical complex-
ity. In addition, alternative queueing structures, such as tandem queues, impose their own 
specific challenges.

Fig. 10  Optimized inter-appointment times, with the scv  s of the service times described by the four 
scenarios; ω3 = 0, ω4 = 1
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