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Further Results on the Case Study for Interpretability: Credit Risk Scoring

For this case study we use data from credit risk modelling from the banking industry. We refer to section

4.4 for a detailed account of the data and the measures used to inspect the results.

Following the structure of 4.4, we first focus on interpretability only and fit several ML models to the

data, Logistic Regression (LR), Decision Tree (DT), Random Forest (RF), AdaBoost (ADA) (Freund and

Schapire, 1997), and LightGBM (Ke et al., 2017) and compare their performances against that of RUG. In all

tree-based methods but RF, we set the maximum-depth parameter to two. To reach acceptable performance

scores with RF, we had to set the same parameter to seven. We report the results in Table 1a. We observe

that with only three more rules, RUG outperforms a simple decision tree and substantially increases the

F1-score from 81.37% (DT) to 87.50% (RUG). With RUG, on average only 1.25 rules are used per sample

and thus, RUG can reach higher performance than an interpretable DT while maintaining approximately

the same level of global and local interpretability. The F1-score of RUG also exceeds those of RF and

LightGBM, both of which produce too many rules to stay interpretable.

Second, we attempt to boost performance in terms of accuracy and F1-scores, while keeping a good

level of interpretability and report the results in Table 1b. Using five-fold cross validation with grid search

for hyperparameter tuning, we selected the maximum-depth parameter from the set {3,5,7,9,11,15} for the

tree-based methods. For RF, ADA and LightGBM, the number-of-estimators parameter was chosen from

the set {100,150,200,250,300}. With 44 rules, all of length two, RUG seems to maintain a fairly good level

of global interpretability while showing competitive performance scores with the other methods, where each

tree ensemble method produces more than a thousand rules. Naturally, the DT tree only uses one rule per
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Table 1: Interpretability case study results RUG vs. ML models

(a) Results obtained with different methods when the focus is on interpretability.

F1 (%) Acc (%) NoR Avg.RL Avg.NoRpS Avg.RLpS

RUG 87.50 97.55 7.00 2.00 1.25 2.00

LR 78.61 96.16 – – – –

DT 81.37 95.65 4.00 2.00 1.00 2.00

RF 85.62 97.37 2163.00 6.87 20.00 7.00

ADA 88.40 97.65 40.00 1.00 20.00 1.00

LightGBM 87.06 97.27 80.00 2.00 20.00 2.00

Avg.RL: Average rule length; NoR: Number of rules; Avg.NoRpS: Average number of rules per sample;
Avg.RLpS: Average rule length per sample; *Maximum depth.

(b) Results obtained with different methods when the focus is on accuracy.

F1 (%) Acc. (%) NoR Avg.RL Avg.NoRpS Avg.RLpS

RUG 94.68 98.96 44.00 1.98 6.55 2.00

LR 78.61 96.16 – – – –

DT 95.08 99.03 1084.00 12.94 1.00 14.79

RF 95.30 99.07 506181.00 13.36 200.00 13.84

ADA 94.58 98.92 600.00 1.00 300.00 1.00

LightGBM 97.49 99.51 8992.00 4.95 300.00 4.99

Avg.RL: Average rule length; NoR: Number of rules; Avg.NoRpS: Average number of rules per sample;
Avg.RLpS: Average rule length per sample; *Maximum depth.

sample, however, it loses interpretability with an average length of 15.00. Here, RUG yields on average 6.55

rules per sample, each with at most length of two.

Lastly, we report on the implementation of RUG in practice by a large consultancy firm in Istanbul 1.

In Figures 1 and 2 we show screenshots from their user interface (UI) for a RUG. The RUG output consists

of six rules of length two that utilize four of the available 42 features (see Figure 1). The performance of

the model is very good, with an accuracy of almost 97% and F1-, precision, and recall scores of at least

85%. Figure 2 displays the prediction and the local explanation of RUG for a single instance. The instance

is covered by two rules that make use of only three features. The UI visualizes how the prediction is made,

also considering and visualizing the weight of each rule.

1KoçDigital: https://www.kocdigital.com/en-us/home
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Figure 1: Overview of RUG model trained for loan prediction. The visualization is designed at KoçDigital.

Figure 2: Prediction and local explanation for a single instance using the rules of the trained RUG model. The visualization

is designed at KoçDigital.
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