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Abstract
Language technology, particularly information retrieval, is poised
to have a profound impact on society. We believe that technology
with such far-reaching potential should be accessible to everyone,
not just the technologically privileged. Therefore, we advocate
for open-source for all, ensuring that individuals from diverse
research areas, societal sectors, and backgrounds have access to
information retrieval and language technology tools with low bar-
riers to entry. In this paper, we describe Simple Transformers, a
library created with these goals in mind. It is designed to simplify
the training, evaluation, and usage of transformer models. As of
2024, the library has garnered over 4,000 stars on GitHub and has
been downloaded over 3 million times. These metrics reflect its
wide acceptance and usage across different sectors. We describe
the design and implementation of the library, provide examples
of its usage and adoption, Finally, we also reflect on how Simple
Transformers contributes to the goal of “open-source for all.”

CCS Concepts
• Information systems → Information retrieval.
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1 Introduction
Many of us see the goal of research as the improvement of peo-
ple’s lives everywhere. As researchers, we have the opportunity to
make new discoveries and create innovations that help advances in
dealing with challenges in climate change, education, healthcare,
media, mobility, culture, government, and business [34] – language
technology in general, and information retrieval in particular, is
likely to impact all of these areas. In an open society, technology
with such a wide and pervasive reach should be in the hands of
many, not of a few [38]. For us, this point of view entails three
things: (i) a focus on shared innovation, where the knowledge and
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technology being created and examined is shared and owned by
multiple, and multiple types of, stakeholders – academic, industrial,
governmental, and societal [23]; (ii) a focus on empowering people,
equipping them with new tools, rather than replacing them [1, 35];
and (iii) a focus on getting many voices around the table, as the
technology is likely to affect many [5, 37].

In our view, open-source software is key in each of those three di-
mensions. Clearly, open-source software feeds and is fed by shared
innovation ecosystems, thereby fostering collaboration [36]. By
fostering accessibility, open-source software empowers people, not
just by code, data, and tool sharing but also by reducing the need
for repeated large-scale investments [12]. Finally, open-source soft-
ware drives transparency, which helps to build trust, which in turn
helps to increase engagement.

None of the points that we have made so far is new. The open-
source community has made impressive, valuable contributions
towards advancing the goal of shared innovation (i). For example,
in language technology, the BLOOM initiative [33] organized by
the BigScience-community produced the first multilingual large
language model (LLM) trained in complete transparency as a result
of the largest collaboration of AI researchers ever involved in a
single research project [33]. And in information retrieval, Lucene,
the open-source search engine software library, has been in active
usage for over 25 years [10].

In this paper, we draw attention to the second focus we outlined:
empowering people by equipping them with new (information
retrieval and language technology) tools, not just specialists and
people who focus on language technology. We hope that by pro-
viding people with accessible tools to experiment with and use
information retrieval and language technology, we can also ad-
vance on the third focus, i.e., getting many voices around the table
to discuss and make decisions about information retrieval language
technology that will impact the lives of many.

This paper describes one instance of this idea: Simple Trans-
formers. Transformers [42] and transformer-based architectures
have found usage across, and far beyond, information retrieval
and language technology. Simple Transformers is an open-source
library for training, evaluating, and using transformer models. The
core design philosophy for the library is that using these transfor-
mative technologies should not be restricted to only those with
expertise in the field. Instead, the library is designed to be accessible
to and used by as broad a community as possible.

Simple Transformers has a special focus on information retrieval
(IR) techniques and other use cases of transformer models. It pro-
vides an easy interface to train, test, and use neural IR methods
such as dense retrieval. For example, building a dense vector index
of a document collection (using Faiss [8, 14]) is encapsulated to
reduce complexity for the user. We demonstrate how to train a
dual-encoder dense retrieval model [16] in Section 4.3.1.
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The remainder of this paper focuses on the Simple Transformers
library. We introduce the library in Section 3, elaborate on the
design, and provide code examples in Section 4. In Section 6, we look
at instances where Simple Transformers has been used outside the
core information retrieval and language technology communities,
demonstrating our contributions towards empowering people with
new language technology tools. Finally, we discuss some limitations
and our commitments for future work and reflect on our ambition
of “open-source for all” in Section 7.

2 Related Work
The IR community has a long tradition of foundational open-source.
In addition to Apache Lucene (mentioned in the introduction),
prominent examples include the Terrier IR platform that imple-
ments state-of-the-art indexing and retrieval functionalities, with
a focus on the rapid development and evaluation of large-scale
retrieval applications [27]. Furthermore, Pyserini [20], Tevatron [9],
the LSR library [24], and Sentence Transformers [31] are among
popular libraries supporting the training and evaluation of IR meth-
ods and models.

These libraries are valuable tools widely used in the IR commu-
nity. Our goal with Simple Transformers, however, is to reach a
broader audience. As we describe in Section 6, and as evidenced
by the popularity of the Hugging Face suite of libraries [11, 19, 43],
NLP methods have been adopted in many fields beyond language
technology. By integrating IR techniques alongside NLP methods
with similar design principles and a familiar interface (as described
in Section 4), we aim to make IR methods and techniques more
accessible to users who may not possess expert knowledge of IR.
While the Huggingface libraries support the architectures of the
models used in IR, they do not provide methods of directly training
or evaluating dense retrieval models, which can be a significant
barrier to users unfamiliar with the (often complex) pipelines used
in IR tasks. On the other hand, Simple Transformers provide acces-
sible functions to directly implement IR pipelines as we discuss in
Section 4.

3 Simple Transformers
Transformer models have become the most ubiquitous neural net-
work architecture for natural language processing, eclipsing previ-
ous architectures like convolutional neural networks (CNNs) and
recurrent neural networks (RNNs) [43]. The typical process for
using a transformer model on a new task involves identifying a
suitable pre-trained model (e.g., BERT, RoBERTa, BART), prepro-
cessing the training data and converting the text into input tokens
that can be processed by a transformer (tokenization), training the
transformer on new data starting from the pre-trained weights (fine-
tuning), and finally making predictions on similarly preprocessed
test data.

While transformers can be trained to perform exceedingly well
on many IR and NLP tasks, the finetuning process can be com-
plicated depending on the specific models used and the task at
hand. The Simple Transformers library was created to simplify this
process and offer a streamlined and straightforward way to train,
finetune, and perform predictions with many different transformer
models on various IR and NLP tasks. Building on top of the Hugging

Face Transformers library [43], thereby enabling access to the vast
collection of Transformer models available on the Hugging Face
Hub,1 Simple Transformers provides an interface that is both easy
to use and easy to understand (see Section 4.3 for examples).

As of 2024, the Simple Transformers library has accumulated over
4,000 stars on GitHub and has been downloaded over 3million times,
with an average of nearly 50,000 downloads per month according
to PePy. Additionally, over 1,500 other GitHub repositories utilize
the Simple Transformers library. These statistics bear testament to
the usability and popularity of Simple Transformers, both within
and without the core IR and NLP communities.

Simple Transformers is primarily designed for ease of use and
accessibility for users who may not be familiar with IR, NLP or
Deep Learning in general. We believe that this focus makes Simple
Transformers a valuable resource for communities outside IR and
NLP, such as researchers from other scientific disciplines and in-
dustry practitioners with broader software development skill sets,
e.g., software engineers who are not specialized in IR and NLP.

The fields of IR and NLP encompass various tasks such as simi-
larity search, text classification, question answering, and language
generation. All these tasks and more are supported in the Simple
Transformers library (see Table 1), with each task mapped to its
own class for convenience. While the task-specific classes follow
the same pipeline of training, evaluation, and prediction, there are
necessary differences between different classes (e.g., data formats).
The following section elaborates on this pipeline approach.

4 Design and Implementation
4.1 Setup
Simple Transformers is available as a Python package on PyPi2 and
can be installed through pip.

4.2 Design
Data. Simple Transformers defines input and output data formats
according to each task. For example, the RetrievalModel class ex-
pects input data to contain the columns query_text, gold_passage,
and an optional title column, while the LanguageModelingModel class
expects the input data to contain a single column text. Data may
be passed as a path to a file containing the required columns or
as an in-memory Pandas dataframe. The specific input and output
data formats for each task is defined in the documentation3 of the
Simple Transformers library.
Configuring Models. Each Simple Transformers class associated
with a task has a configuration class (named after the task class,
e.g., ClassificationArgs) that controls all hyperparameters and
configuration options for that task. Crucially, the configuration
class for each task comes with reasonable defaults that a novice
user (a user unfamiliar with the task and/or model) can rely on to
provide good results even without hyperparameter tuning. On the
other hand, a more experienced user can perform hyperparameter
tuning or otherwise change the configuration to improve the final

1https://huggingface.co/models
2https://pypi.org/project/simpletransformers/
3https://simpletransformers.ai/docs/installation/
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Table 1: Overview of tasks and corresponding model classes in the Simple Transformers library.

Task Model Class

Information retrieval (dense retrieval) RetrievalModel
(Large) language models (training, fine-tuning, and generation) LanguageModelingModel
Encoder model training and fine-tuning LanguageModelingModel
Sequence classification ClassificationModel
Token classification (NER) NERModel
Question answering QuestionAnsweringModel
Language generation LanguageGenerationModel
Sequence to sequence (including Mono-T5 [26] style rerankers) T5Model, Seq2SeqModel
Text representation RepresentationModel

performance of the model. Again, the documentation of the library
details the configuration options available for each task.
TrainingModels. Each Simple Transformers model class (task) has
a train_model() method that accepts a dataset (in the correct input
format) and initiates the training loop for the model. The hyperpa-
rameters for training can be configured when initializing the model
class or alternatively can be passed to the train_model() function
itself to update the initial configuration. Simple Transformers also
has a built-in evaluate_during_training option to facilitate model
training progress tracking by performing evaluation (optionally on
a separate validation set) at set intervals as well as out-of-the-box
early stopping functionality.
Evaluating Models. Similar to training, a model can be evaluated
by calling the eval_model() function that accepts an evaluation
dataset (in the correct input format). This method will compute a set
of default metrics chosen to fit a particular task (e.g., classification
models report accuracy, F1, etc., while retrieval models report nDCG,
recall, etc.), but a user may also pass any additional metric functions
that they wish to compute in addition to the default metrics. The
eval_model() function also gets called internally when using the
evaluate_during_training feature.
Predicting with Models. The predict() function of each model
is called to make predictions on input data passed to the function.
Unlike the eval_model() function, the predict() function does not
compute metrics (and therefore does not require labels) and instead
outputs the predictions from the model.
Visualization. The Simple Transformers library integrates two
open-source visualization libraries, Weights & Biases4 and Tensor-
board.5 These integrations can be used to track training and evalu-
ation metrics easily. For example, simply setting the wandb_project

option to a non-null value will automatically track training and
evaluation metrics using the Weights & Biases library.

4.3 Examples
This section demonstrates two minimal examples of training and
using transformer models with the Simple Transformers library. Ex-
ample code for other models can be found in the Simple Transform-
ers GitHub repository, and minimal start examples can be found
in the documentation. Advanced configuration and techniques,
such as custom parameter groups and hyperparameter tuning, are

4https://github.com/wandb/wandb
5https://github.com/tensorflow/tensorboard

described in the documentation (and omitted from the paper for
brevity).

4.3.1 Dense Retrieval. This example shows how to train a simple
dense retrieval model like the dense passage retriever (DPR) [16]
on the MSMARCO dataset [25]. The full code can be found in the
Simple Transformers repository.6

Data Format. The format for the training data can be seen in
Table 2. Note that the hard_negative column is optional, but using
hard negatives typically yields better performance [44]. When the
column is not present, in-batch negatives are used.
Training. To train a dense retrieval model with Simple Transform-
ers, the RetrievalArgs configuration class is instantiated and the
preferred hyperparameter values are set.

# Path to the training data
train_data_path = "msmarco -train.tsv"

model_args = RetrievalArgs ()
model_args.use_hard_negatives = True
model_args.num_train_epochs = 40
model_args.train_batch_size = 16
model_args.learning_rate = 1e-6

Then, we define the pretrained model to be used for initializing
the weights and initialize the RetrievalModel with the pretrained
weights and the configured hyperparameter values.

model_type = "custom"
model_name = None
context_name = "bert -base -cased"
question_name = "bert -base -cased"

# Instantiate RetrievalModel
model = RetrievalModel(

model_type ,
model_name ,
context_name ,
question_name ,
args=model_args ,

)

The train_model() function is called as shown below to initiate the
training of the dense retriever.

model.train_model(train_data)

6https://github.com/ThilinaRajapakse/simpletransformers/tree/master/examples/
retrieval
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Table 2: Data format to train a dense retrieval model.

query_text gold_passage hard_negative

what are the liberal arts? liberal arts. 1. the academic course of
instruction at a college intended to. . .

Liberal Education: An approach to college
learning that empowers individuals. . .

what is the mechanism of action of
fibrinolytic or thrombolytic drugs?

Baillière’s Clinical Haematology. 6
Mechanism of action of the. . .

Be able to diagram the coagulation and
fibrinolytic pathways and the. . .

Evaluation. Simple Transformers can be used to perform evalua-
tion on datasets in TREC or BEIR [39] formats, as well as Pandas
dataframes containing query_text and gold_passage columns. Sim-
ple Transformers automatically builds and stores a dense vector
index, using Faiss, to perform retrieval.

When save_as_experiment is enabled, Simple Transformers will
save per query metrics to facilitate easy statistical testing. Further-
more, the built-in analyze_experiment() function can be used to
automatically perform statistical tests and generate latex table code
for results saved with save_as_experiment.

model.eval_model(
eval_data_path ,
save_as_experiment=True ,
pytrec_eval_metrics =[

"recip_rank",
"recall_100",
"ndcg_cut_10",

],
)

4.3.2 Adapter Tuning a LLaMA model for retrieval augmented gen-
eration. This example demonstrates how to easily adapter tune
[13] a LLaMA 7B7 model [40] for retrieval augmented generation
[18, 30]. Simple Transformers uses the Hugging Face PEFT [22], bit-
sandbytes, and accelerate [11] libraries to enable adapter tuning a
LLaMA 7B model on consumer-grade GPUs (this example requires
a GPU with ∼12 GB of memory). Again, the full code can be found
in the Simple Transformers repository.8

We use the pretrained DRAGON dense retriever model [21] and
the MSMARCO collection as the dense retriever and document
collection for retrieval, respectively.
Data Format. The data format for adapter tuning a large language
model (LLM) is shown in Table 3. The text column contains the
text that the language model will be (adapter) trained on, while the
rag_query column contains the questions that will be passed to the
retriever model. Note that the data format is identical for training
or finetuning a language model without retrieval augmentation,
except that the rag_query column is not required in this scenario.
Training. Following the same procedure as in Section 4.3.1, we
instantiate the LanguageModelingArgs object and set the preferred
hyperparameter values.

# Path to the training data
train_data_path = "train.jsonl"

model_args = LanguageModelingArgs ()

7https://huggingface.co/meta-llama/Llama-2-7b-hf
8https://github.com/ThilinaRajapakse/simpletransformers/tree/master/examples/
llms

model_args.peft = True
model_args.nf4 = True
model_args.loftq_bits = 4
model_args.lora_config = {"r": 8}
model_args.data_format = "jsonl"
model_args.optimizer = "Adam8bit"
model_args.max_seq_length = 500

Then, we define the LLM to adapt and the retriever we will use. Note
that retrieval_model here has been instantiated similarly to the
example in Section 4.3.1, and we omit its instantiation for brevity.

model_type = "causal"
model_name = "meta -llama/Llama -2-7b-hf"

model = LanguageModelingModel(
"causal",
"meta -llama/Llama -2-7b-hf",
args=model_args ,
retrieval_model=retrieval_model ,

)

Adapter tuning of the LLM is initiated by calling the train_model()

function, again identical to the procedure followed to train the
dense retrieval model earlier.

model.train_model(train_data)

Language Generation. The predict() function of the model class
can be used to generate the LLM responses to an input, as shown
below.

responses , _ = model.predict(
to_predict ,
rag_queries=rag_queries ,

)

Here, to_predict is a list of input prompts to the LLM, and the
rag_queries is a list of queries used by the retriever to retrieve
documents relevant to the question from the document collection.
In practice, rag_queries are essentially the question itself without
the prompt for the LLM (i.e., “What is in front of the Notre DameMain
Building” without the surrounding “Question: . . .Answer:” found in
the LLM prompt).

5 Experiments
In this section, we replicate the results from DPR [16] by training
and evaluating a DPR dense retrieval model9 10 using the Simple
Transformers library. Following [16], we train the model on the
Natural Questions (NQ) [17] dataset and evaluate on NQ, Trivi-
aQA [15], WebQuestions (WQ) [4], CuratedTREC (TREC) [3], and

9https://huggingface.co/thilina/dpr-nq-st-query-encoder
10https://huggingface.co/thilina/dpr-nq-st-context-encoder
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Table 3: Data format to adapter tune a retrieval-augmented large language model (LLM).

text rag_query

Question: To whom did the Virgin Mary allegedly
appear in 1858 in Lourdes France? Answer: Saint
Bernadette Soubirous

To whom did the Virgin Mary allegedly appear in 1858 in Lourdes
France?

Question: What is in front of the Notre Dame Main
Building? Answer: a copper statue of Christ

What is in front of the Notre Dame Main Building?

SQuAD [29]. Following Karpukhin et al. [16], we train the model
using a learning rate of 1𝑒−5, and a batch size of 128 for 40 epochs,
without early stopping.

Table 4: Top-20/Top-100 accuracy on the five evaluation
datasets used in DPR [16].

Framework NQ TriviaQA WQ TREC SQuAD

DPR [16] 78.4/85.4 79.4/85.0 73.2/81.4 79.8/89.1 63.2/77.2
Tevatron 79.8/86.9 80.2/85.5 75.4/82.9 84.0/90.7 62.3/77.0
ST 76.9/85.6 79.5/85.2 72.2/80.7 84.2/91.6 61.9/77.1

Table 4 shows the top-20 and top-100 accuracy metrics obtained
by DPR models trained using the original DPR repository [16], the
Tevatron library [9], and the Simple Transformers library. Overall,
the top-k metrics are comparable for all three frameworks, indicat-
ing that the results were replicated successfully.

6 Adoption
This section looks at the adoption of Simple Transformers in re-
search areas other than information retrieval and NLP. We believe
this to be an important benefit of open-source libraries and tech-
nologies.
Materials Science. Cruse et al. [7] use transformer models via the
Simple Transformers library to build a publicly available dataset
of codified gold nanoparticle synthesis protocols and outcomes ex-
tracted from nearly 5 million existing nanoparticle materials science
publications. They suggest that this data could help understand
the underlying mechanisms controlling the size and shape of gold
nanoparticles.
Environmental Social Sciences. Coan et al. [6] study the role of
misinformation in shaping the debate on climate change. They used
Simple Transformers to build a model to detect specific contrarian
claims regarding climate change, as opposed to broad topics or
themes [6]. They specifically note that interdisciplinary approaches
are required to combat online misinformation efforts at the required
scale. We believe that this highlights the need for accessible open-
source tools that could be employed by researchers less familiar
with IR and NLP tools and methods.
Healthcare. Owen et al. [28] observe that key symptoms of major
depressive disorder can manifest in the structure of written lan-
guage and that early diagnosis is critical for achieving accurate
diagnosis and improving patient outcomes. Therefore, they find
that automatic analysis of rich and regular written communications,
such as social media or web forums, may provide opportunities
for early intervention. They employ various transformer models,

through Simple Transformers, for the purpose of text analysis to
detect symptoms of major depressive disorder.
Economics. Trust et al. [41] study the potential of NLP and ma-
chine learning methods to understand how decision-making in
society is influenced by news. They propose a transformer-based
method using weak supervision for the identification of news ar-
ticles about economic uncertainty and adapt to the calculation
of the economic policy uncertainty (EPU) index [2] to their pro-
posed strategy. The transformer-based method proposed by Trust
et al. [41] yields significant improvement over the existing keyword
search based method. Simple Transformers was used to train the
transformer models.
Human Resources. Robson et al. [32] explore the use of AI in
bridging the gap between workforce reskilling demands and the of-
ferings of local college training programs. Their project, SkillSync™,
leverages AI technologies, including a variation of the Siamese Mul-
tidepth Transformer-based Hierarchical Encoder (SMITH) [45] and
other natural language understanding methods, to facilitate the
alignment of job descriptions and course information with skills
taxonomies.

7 Limitations, Future Work, and Reflections
7.1 Limitations
The primary limitation of the Simple Transformers library is that
we do not focus on the deployment of transformer models once they
are trained and tested. While this is less of a concern for researchers,
industry users need to deploy, scale, and maintain transformer mod-
els in production. The predict() function of Simple Transformers
models can be used to perform ad hoc predictions but integrat-
ing this with, e.g., web servers is beyond the scope of the library.
However, any model trained with Simple Transformers is fully
compatible with any tools that work with Hugging Face models.

Furthermore, Simple Transformers does not support the full
range of models available on Hugging Face, but instead focuses on
the most commonly used tasks such as information retrieval, classi-
fication, and language generation. These tasks are also commonly
found in other fields of research, and we believe that the ease of
use for these core tasks is crucial to democratize access to powerful
IR and NLP capabilities without overwhelming users with the com-
plexity required to manage and deploy a wider array of models. By
streamlining the process for these key IR and NLP tasks, the Simple
Transformers library aims to lower the barrier to entry, enabling
more researchers and developers to leverage the power of trans-
former models. We believe that both general-purpose, large-scale
tools like the Hugging Face suite of libraries and more specialized,
beginner-friendly tools such as Simple Transformers play a crucial
role in driving shared innovation. These tools empower a diverse

213



SIGIR-AP ’24, December 9–12, 2024, Tokyo, Japan Thilina C. Rajapakse, Andrew Yates, and Maarten de Rijke

community to benefit from open-source language technology, and
their continued popularity highlights their impact and importance.

While this focus limits the library’s scope in terms of model va-
riety and deployment capabilities, it ensures that users can quickly
and effectively train, test, and use transformer models without re-
quiring extensive expertise in IR and NLP. This approach allows
the Simple Transformers library to maintain its simplicity and ac-
cessibility while offering users pathways to deploy their models in
real-world applications through full compatibility with Hugging
Face libraries.

7.2 Future Work
We aim to keep the Simple Transformers library up to date with
the latest developments in information retrieval and natural lan-
guage processing and to democratize access to the latest models
and methodologies to a broader audience beyond the deep learning
community.

7.3 Reflections on “Open-source for All”
We reflect on the three key focuses we outlined in Section 1 and
how the Simple Transformers library contributes towards them.
(1) Shared innovation:Webelieve thatmost of the progress by the

open-source community has been made towards this focus. The
pace of advances in IR and NLP over the past few years bears
testament to this fact. Simple Transformers is part of a large and
growing movement, based on open-source developments and
open science, dedicated to shared innovation in both industry
and academia. However, we believe that there is still ample
room to involve governmental and societal stakeholders, sectors
where IR and language technology are less prevalent and even
less understood, in this focus.

(2) Empowering people: The adoption of the Simple Transform-
ers library, particularly outside the IR and NLP communities,
and the research being conducted in other fields powered by IR
and NLP technologies is evidence of progress towards the focus
of empowering people with new tools. We believe that further
progress can be made by increasing the availability of accessi-
ble tools, as well as increasing access to training materials and
educational resources.

(3) Diversity:While it is difficult to directly estimate the impact
of Simple Transformers on our third focus, we believe that
bringing more people and diverse opinions to the discussion
starts with empowering people to use language technology in
the first place. Therefore, we hope that by pushing towards the
second focus, we indirectly move towards the third focus as
well.
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