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Abstract

This work is about a new two-level solver for Helmholtz equations discretized by finite
elements. The method is inspired by two-grid methods for finite-difference Helmholtz
problems as well as by previous work on two-level domain-decomposition methods.
For the coarse-level discretization, a compact-stencil finite-difference method is used
that minimizes dispersion errors. The smoother involves a domain-decomposition
solver applied to a complex-shifted Helmholtz operator. Local Fourier analysis shows
the method is convergent if the number of degrees of freedom per wavelength is larger
than some lower bound that depends on the order, e.g., more than 8 for order 4. In
numerical tests, with problem sizes up to 80 wavelenghts, convergence was fast, and
almost independent of problem size unlike what is observed for conventional methods.
Analysis and comparison with dispersion-error data shows that, for good convergence
of a two-grid method for Helmholtz problems, it is essential that fine- and coarse-level
dispersion relations closely match.
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Mathematics Subject Classification 65N55 - 65N30

1 Introduction

In this paper, we study the numerical solution of high-frequency Helmholtz problems
discretized by finite elements. Such problems, in 3-D, are still highly challenging. The
same is true for other high-frequency time-harmonic wave problems such as those for
elastic and electromagnetic fields.
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Extensive research has been done in this area, and there is wide range of meth-
ods, typically with different pros and cons. We will say a few things here. For direct
methods, the N*/3 scaling leads to very large memory requirements for medium to
large problems, which has motivated extensive research into iterative methods. For
iterative methods different types of behavior have been observed. Some methods, like
some domain decomposition methods, feature expensive (or difficult to parallellize)
steps, but require relatively few of those [11, 14, 24, 32]. For others, including shifted-
Laplacian methods or time-domain methods, the cost per iteration is relatively small,
but many of those are required [2, 8, 12, 16, 27]. In this case, there is often a notable
difference between finite-element and finite-difference discretizations. For finite dif-
ferences, the steps in the iteration can be much cheaper due to the high sparsity and
regular matrix structure, especially when GPUs are used [8, 21, 27, 31]. As already
mentioned, we consider finite-element discretizations.

The specific topic of this work is a new two-grid approach. The costly steps in
such algorithms are smoothing steps, and coarse-level solves. There are a couple of
considerations that will determine the design of the algorithm:

e Asusual, the smoother should perform local computations in the sense of a Jacobi
or a domain decomposition method. These are easy to parallellize.

e In the coarse-level problem, the number of degrees of freedom is reduced by a
factor 2¢, where d is the dimension, compared to the original problem. So a factor
8 in 3-D. The coarse problem is solved by some solver (here, a direct solver, but
in principle, approximate solvers may be used [26]). Depending on this solver,
the cost in terms of memory or computation time can be more than 2¢ smaller
compared to the original problem. While being much smaller than the original
problem, the coarse-level problem remains quite large, so the number of iterations
should be relatively small.

e For good two-grid convergence, we believe that the coarse-level solutions should
well reproduce the propagating waves of the original solutions. In particular, waves
should not be too strongly damped and coarse-level wavelengths should be close
to the correct wavelengths, i.e., dispersion errors should be small. Indeed, having
small coarse-level dispersion errors, really makes the difference between good
and poor convergence, as was argued in previous works for finite-difference dis-
cretizations [26, 28]. One may wonder whether this requirement is not too strict.
However, finite-difference discretizations exist with very small dispersion errors
on meshes using as little as three degrees of freedom per wavelength [3, 25, 28].

The last bullet point motivates this paper: we propose a two-grid method using a
finite-difference method with very small dispersion errors at the coarse level. In four
words, this might be called a dispersion matching two-grid method. Of course, there
are also other components to a two-grid method. For the smoother, we propose an
overlapping domain decomposition method applied to a complex-shifted Helmholtz
problem, somewhat comparable to methods discussed in [15], cf. [19]. The further
description of the method is in Section4 while Subsection 3.3 contains details about
how the finite-difference coarse-level discretization is embedded in a finite-element
two-grid method.
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The main results of the paper are as follows: We present a new two-grid method
along the above lines for 2-D finite-element Helmholtz problems, involving various
discretization orders and boundary conditions, see Section4. Convergence factors of
the method are estimated using local Fourier analysis and compared to convergence
factors for standard Galerkin coarsening, cf. Figs. 4 and 5. The convergence factors
depend on the number of dofs per wavelength and (i) are much better than convergence
factors for standard Galerkin coarsening, and (ii) are good basically whenever the fine
mesh is fine enough to guarantee small dispersion errors for the original problem.!
An approximate relation between asymptotic convergence rate and dispersion errors
is described in Sections5 and 6. Numerical experiments confirm good convergence
for finite elements of different orders and all domain sizes that were studied (up to 80
wavelengths), see Section 7.

An important restriction is that we use regular meshes. The reason is that this allows
to do local Fourier analysis. Also, it is not immediately clear how to generalize the
optimized finite differences of [3, 25, 28] to general meshes. Also, we do not pursue
here the generalization to 3-D. While the formulation of the method in 3-D is straight-
forward, computations in 3-D are much more demanding in terms of implementation
and hardware and the potential of the method is already clearly illustrated by the 2-D
results.

It can be observed that there is a certain similarity of our method with the method of
[15]: This paper also describes a two-level method, with overlapping domain decom-
position at the fine level. Differences with our work are that we do different coarsening,
using a factor of 2 in each direction, that we keep at least three degrees of freedom per
wavelength in the coarse mesh, and that we use schemes with very small dispersion
errors at the coarse level. This leads to better convergence. Also, our numerical results
are much more extensive, including, in particular, higher-order elements. On the other
hand, [15] rigorously proves some convergence results, while we use local Fourier
analysis. Other related work includes work on dispersion and pollution errors in finite
elements [4, 18], on coarse-level discretization in time-harmonic elasticity [33], and
on dispersion correction [9, 10].

The rest of the paper is organized as follows. In Section2, we formulate the
Helmbholtz problem. Section3 covers the relevant discretizations. The new two-grid
method is then described in Section4. Local Fourier analysis is applied to a 1-D toy
problem in Section 5 and to the full problem in Section 6. Section 7 contains numerical
results. Finally, Section 8 contains a discussion and some conclusions.

2 Continuous Helmholtz problem

The following Helmholtz problem is considered:

— Au— (k(x)2 + ie(x)) u= fx) inQ, (1

1 Convergence deteriorates due to wavelength differences between coarse and fine level discretizations.
Fine level dispersion errors may contribute to these, which is related to the fact that in this work the coarse
level discretization is chosen to minimize errors with the true dispersion relation, not with the fine-level
dispersion relation.

@ Springer



43 Page4of30 C. Stolk

with boundary conditions of Dirichlet, Neumann, or absorbing (Robin) type. It is
assumed that there are positive constants C, C», C3 such that C1 < k(x) < C; and
0 < e(x) < C3. Because of the square-mesh assumption, see the introduction, the
domain is assumed to be a union of squares. The boundary is assumed to be a union
0 = o U T U Ty where Iy, I'1, Typs overlap only in codimension 2 sets, and
boundary conditions are of the Dirichlet type on I'g, of Neumann type on I'; and of
absorbing type on gy, S0

u=0 xely,

0
Mo xer, )
on

u .

— —iku =0, X € [aps.

on

In the numerical examples, we always assume that absorption is present in the
problem at least on part of the boundary, either via absorbing boundary conditions, so
non-empty ["aps, Or via absorbing layers, i.e., strictly positive € (x) on some layer at a
boundary.

The associated bilinear form for finite-element discretization is

a(u,v) =a(u, v; 2, Laps)

= / Vu(x)-Vv(x)dx—/(k(x)2+ie)uvdx—/ ikuvds. (3)
Q Q r

abs

The notation a(u, v; 2, ['aps), explicitly indicating the domains of the integrals,
will be used below to define bilinear forms on subdomains. As usual, the Dirichlet
boundary condition is enforced by requiring solutions to be in H(} (2;To) = {u €
HY(Q) : u(x) =0 forx € Iy}.

3 Discretizations

This work involves two types of discretizations, one on the fine mesh and one on the
coarse mesh of the two-grid method. The linear system to be solved is a Helmholtz
problem, discretized by a continuous Galerkin method on the fine mesh. Internally
in the solver, as a coarse-level discretization, there is an optimized finite-difference
discretization on the coarse mesh. Both are discussed in this section.

3.1 Finite-element discretization

Given the bilinear form in (3), one needs to specify a mesh, a finite-element space, and
finite element basis functions to describe the discretization. It was already indicated
that regular meshes are used. In fact, it is assumed that the domain €2 is a union of
cells of a square mesh, which will be called the “underlying” mesh. This mesh is
either used directly (square mesh) or the square cells are split into triangles (triangular
mesh). Examples are given in Fig. 1.
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Fig.1 Examples of a square and
a triangular mesh of the type
considered

In either case, the spacing of the underlying mesh is denoted /. Standard continuous
Galerkin finite element spaces of order p are used with p = 2,4, 6 or 8. On triangular
elements, the set of polynomials is hence P, while on the square mesh mesh cells,
the set of polynomials is Q, (in the notation of [7]). Finite element computations for
this paper were done using the software package NGSolve [23]. The H1 finite element
space of NGSolve was used, which is a continuous Galerkin space using hierarchical
element basis functions.

3.2 Finite-difference discretizations with minimal wavelength errors:
Quasi-stabilized FEM

In [3], a 2-D finite-difference discretization with minimal wavelength errors was intro-
duced called quasi-stabilized FEM (QSFEM). This discretization, with a multiplicative
scaling, will be used as a coarse-level discretization. In 3-D, a method with similar
properties was introduced in [25]. We will briefly explain the special properties of
QSFEM.

In case k is constant, ¢ = f = 0 and Q2 = R4, the Helmholtz equation has
“propagating” plane wave solutions ¢/*, where £ satisfies [|£]| = k. The wavelength
of these solutions is of course A = 27” For good two-grid convergence, it is important
that the coarse-level discretization has a propagating wave solutions with a wavelength
as close as possible to the true wavelength (actually to the wavelength of the fine level
discretization, but this in turn should be close to the true wavelength) [28].

When a (constant coefficient) finite-difference operator acts on a plane wave, the
latter is multiplied by the symbol. Indeed, consider a 2-D grid x, = ha, @ € Z2, with
uy denoting a function on such a grid. Let P be a finite-difference operator on such
functions

(Pu)e = ) pyltay, )

yes

where S is the set of stencil coefficients. If such an operator is applied to a plane
wave ¢/*¢ | the result is op (&)’ ¢, where the multiplicative factor op (&) is called the
symbol and given by

op(§) =) pye™E. )

yeS

If P is a discretization of —A — k2, the propagating wave solutions are those plane
waves u, = €' with £ such that op(£) = 0.
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Let Z p denote the zeroset of op. It was observed in [3] that, to minimize pollution
errors, a notion of distance of this zero-set to the true zero-set {§ : ||&| = k}, defined

by
cost
(5nr) ¢l ©
should be minimal. Furthermore, for the 2-D case, the authors constructed a finite-

difference operator with a compact (i.e., 3 x 3) stencil that satisfied this criterion, and
is given (in stencil notation) by

Dp := max min
tel—-n,wléeZp

P, P P,
P=|P PP (7N
P, PP

with

Py = go(n) =4
Pl = 1) =2 cr(msi(m) — c2(n)s2(n) ®)
ca(msa(m(cr(m) +s1(m) — cr(ms1(m)(ca(m) + 52(1))
c2(n) +s2(n) — c1(n) — s1(n)

c2(m)s2(m)(c1(m) +s1() — c1(m)s1 () (c2(n) + s2(0))

Py = q2(n) =

where 1 = kh, ¢1(n) = cos (1 cos &), s1(n) = cos (nsin &), c2(1) = cos (n cos 3% ),
and s2(n) = cos (r) sin 31—2) This is the QSFEM discretization referred to above.

Note that the stencil still needs to be scaled in order to be a discretization of the
Helmholtz equation. The correctly scaled operator should satisfy op(0) = —k2. In
this case the symbol equals

op(§) = Po +2P(cos(h&) + cos(h&2)) + 4P cos(héy) cos(hé) ©))

and it is easy to check numerically that op (0) # —k2. Therefore, we scale the operator
by

—n?
op(0)’

hiN(hk), N = (10)

3.3 Coarse-mesh discretization using QSFEM

As explained in the introduction, we propose to use QSFEM as a coarse-level dis-
cretization for a finite-element two-grid solver. However, in the finite-element two-grid
algorithm, the coarse-level discretization is itself also a finite-element discretiza-
tion and not a finite-difference discretization like QSFEM. The question is therefore
whether or how QSFEM can be incorporated in this algorithm.
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To address this, we exploit the fact that a first order finite-element method is also a
scaled finite-difference method. For example, in 2-D, the matrix AFE-S, corresponding
to the bilinear form [ Vu - Vv dx is

W=

AFE,S —

|00
|

(11)

W=

This is 42 times a finite-difference discretization of —A. The matrix AFE-M, corre-
sponding to bilinear form [ uv dx is

1 1 1
36 9 36
AFEM _ 214l (12)
9 9 9O
111
36 9 36

which is 42 times a second order discretization of the identity. The full operator
—A—(k*+i €) leads to the finite element matrix (at least the internal matrix elements)

AFES _ ()2 4 je) AFEM (13)

considering constant k and e, which is hence 42 times a finite-difference discretization
of the same operator.

For internal points and constant k, €, it is quite straightforward to obtain a QSFEM
discretization with finite-element-like scaling. In (13) one replaces the part AFE-S —
k2 AFEM with A2 times the QSFEM operator h’zN(hk)P, hence by N (hk) P (see (7)
and (10)). Nothing is done with the remaining mass matrix ie AFE-M,

The extension to variable k and € will be done in a way that resembles the definition
of finite-element matrices. Let @ € Z? be an index for the degrees of freedom, which
correspond to the vertices of the mesh, denoted v, and let C(«, 8) denote the cells
of which both v, and vg are vertices. In 2-D, there can be 4 elements (if @ = ),
2 elements (if vy, vg on opposite sides of an edge), 1 element (if vy, vg on opposite
sides of a face) or 0 elements (otherwise). We will assume that £ and € are constant
over cells, and denote these values by k(c), €(c), if ¢ is a cell. The following functions
will be invoked for getting elementwise matrix contributions

INmPy() ify = (0,0)
qy(n) =1 sN@mPi(n) if y = (£1,0) or (0, £1) (14)
Nm)P(n) ify = (£1,x£1) or (£1, F1).

The internal matrix elements Aq (the subscript referring to QSFEM) are then given
by
(AQap= Y. (q,sa (hk(c)) — / i€()p (X)p (x) dx) NGE)
c

ceC(a.B)

where ¢, is the basis function for vertex vy.
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Boundaries are treated as follows. First, the sets C(«, ) are defined to only contain
cells that are part of the domain, and secondly boundary terms like those in (3) are
included in the bilinear form. Thus, the following “quasi finite element” version of the
QSFEM discretization is obtained

(Ag)a,p = Z qp—a(hk(c)) — / i€(X)Pa (X)Pp(x) dx — / ko (x)Pp(x)ds.
ceC(a,p) Q Taps
(16)
One can show that this leads to a correct finite-difference boundary conditions.

4 The two-grid method

The two-grid methods proposed here have a conventional structure, see Algorithm 1.
A coarse-grid correction is preceded and followed by ng > 1 smoother steps. The
coarse-grid correction also has a conventional structure: The residual r is mapped to
an element r. of an appropriate coarse space by the restriction operator which is the
adjoint of a prolongation map Ip; a discrete Helmholtz equation on the coarse space
is solved with right hand side r.; the result is mapped back to the fine space by Ip and
used to update the current approximation of the solution. The coarse-grid correction
may be applied with a relaxation factor w.. Natural values for the parameters ng and
wc are ng = 1 and w. = 1, the effect of other values is studied in Sections 6 and 7.

To describe the method, a couple of things are hence to be specified: the smoother
algorithm CSDDSmoother, the coarse space, the prolongation map /p and the coarse-
level discrete Helmholtz operator A.. This is done in the next subsections.

Note that Algorithm 1 updates a current approximate solution, like in a fixed-point
iteration. A left-preconditioner (map from f to an approximate solution «) is obtained
by setting # = 0 as input and taking the output value of u as the result of the map.

Algorithm 1 Two-grid step that updates u.

procedure TwoGridStep (u, f)
fori=1,..., ng do
L CcsDDSmoother (i, f)

re < Ilé‘(f — Au) ; // Get coarse-grid residual

u < u+ wclpuc ; // Apply coarse-grid correction
fori=1,...,ngdo

1
2
3
4
5 solve u¢ from Acuc = re¢ ; // Get coarse-grid correction
6
7
8 L CsDDSmoother (u, f)

4.1 Smoother

For finite-difference Helmholtz equations, after careful testing, a few iterations of
w-Jacobi, relaxing individual degrees of freedom, was found to be a good smoother
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[28]. For finite element equations in general, block relaxation methods, lead to better
convergence. These are closely related to domain decomposition methods, and both
are natural candidates for smoothers. Here, a domain decomposition method will be
used; however, it will be applied to a complex-shifted Helmholtz equation

— Au— (kK + iak® + i€), (17)

and not to the original Helmholtz equation.

There are multiple reasons for the complex shift. Without it, domain decomposition
methods either converge poorly or require many sequential iterations that are difficult to
parallelize. Obviously this is undesirable for a smoother. On the other hand, for the large
wave numbers represented in the discretization, the —A is the dominant contribution
to the Helmholtz operator —A — k2. That remains the case when a complex shift is
applied, and a reduction in the large wave-number part of the residual can therefore
still be expected when a complex shift is present. A complex shift has frequently
been used before in multilevel preconditioners for Helmholtz operators, see, e.g., [12,
13, 15, 19], in which case it is present in the both the smoother and the coarse-level
operators and not only in the smoother as here.

The first step in describing the smoother is the definition of a complex-shifted
Helmholtz operator. The matrix for this operator will be denoted by Ag. It is obtained
by replacing the coefficient k% + ie in the bilinear form by k% + iask? + i€, where o
is a constant to be fixed later (see Sections 6 and 7).

In principle, the smoother should update the approximate solution with A_ ! times
the residual. However, since the inverse A s in general difficult to compute, it is
approximated by one or a few iterations of a domain decomposition method.

For the domain decomposition, let {U® : i = 1,..., Myq} be a non-overlapping
decomposition of the mesh, i.e., the overlaps are of codimension at least one, and
define subdomains Q) by adding one layer of neighboring cells (squares of the
underlying mesh) to the U¥). Here, neighboring means sharing an edge or vertex.
On the subdomains ), finite-element Helmholtz matrices A®, are defined by using
the bilinear form a(u, v; 2, Taps) of (3) with domain Q, using absorbing boundary
conditions on the internal boundaries and inherited boundary conditions from parts of
the boundary that were also part of the boundary of the original domain.

A one-level additive-Schwarz method is now defined as follows. Let u be the current
approximate solution. On each Q) an approximation of a solution w on Q® can
be obtained by solving

ADwD = (ADR; — RiA)u+ R; f.

There are several existing methods to combine these into a global solution, see,
e.g., [15], p. 2116. For this work, we use a variant where all dofs that are in only one
of the U™ are set by that w”), and all dofs that are in multiple U are defined to
be the average. Note that this is different from both the AVE and the RAS variants
of [15]. The new approximate solution is then (here j is an index to the dofs of the
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finite-element space)

1 .

(next) T

uf ™t = § (Rf w®); (18)
 i:jeDofs(U®)

where L ; denotes the number of subdomains U @) such that j € Dofs(U"). Algo-
rithm 2 provides an overview of the steps.

Algorithm 2 Complex-shifted domain decomposition smoother.

1 procedure CSDDSmoother (u, f)
2 r< f—Au;

3 v<20;

4 fori=1,...,n4q do
5 | DppStep(v,r; As)
6 | u<u +v

7 procedure DDStep (u, f; Ag)

8 fori=1,..., Mgyq do

9 L solve w; from A;l)wi = —(R;jAs — Agl)Ri)u +Ri f

10 | assign u according to (18)

4.2 Coarse-grid correction using QSFEM

For the coarse-grid correction step of a finite-element two-grid method, one needs a
coarse finite-element space, a discretization on this space and a prolongation operator
Ip that maps elements of the coarse space to elements of the original, fine space.
When QSFEM is used as coarse-level discretization, the discretization is as described
in Subsection 3.3, and the choice of mesh is straightforward. A square mesh is taken
such that the number of degrees of freedom per unit length is divided by two in each
direction. The fine mesh involves order p elements on cells of size / (or on triangles
obtained by splitting the squares), the coarse mesh will therefore be square with spacing
%. The prolongation operator will be given by interpolation, i.e., if u € V., we require
that

Ipu is piecewise polynomial of degree p/2 on each fine mesh cell, and (19)
Ipu(xy) = u(xy)  for all vertices x, of the coarse mesh.

These prolongation operators are constructed numerically, following a standard
pattern in FEM interpolation, in which the vertex degrees of freedom are determined
first, then de edge degrees of freedom, and then the cell degrees of freedom. Let u. be
some coarse function and u = Pu, its prolongation. First, the degrees of freedom of u
for each fine mesh vertex are determined, from the values of u. at these vertices, which
are also vertices of the coarse mesh. Denote the intermediate result by V). Then the
degrees of freedom of u for each edge are determined. The lowest p/2 — 1 edge basis
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functions in the hierarchical basis have nonzero coefficients. These are determined by
interpolating the function u, — uY) at the p/2 — 1 coarse mesh vertices that lie on
the interior of the edge. This gives a second intermediate result for «, denoted uV'®.
Then the degrees of freedom corresponding to the interior of each cell are determined.
For example, for the square mesh, the lowest (p/2 — 1)2 of the hierarchical face basis
functions have nonzero coefficients, which are determined by interpolating u. — uVF)
through the (p/2 — 1)? vertex points of the coarse mesh that lie in the interior of the
cell. Now all degrees of freedom of u are determined. This concludes the specification
of the coarse-grid correction in case the QSFEM discretization is used.

4.3 Standard Galerkin p-type coarsening

For comparison, standard Galerkin p-type coarsening will also be considered. In this
case, the coarse and fine spaces are based on the same mesh, but the coarse space uses
elements of lower order p. = p/2 compared to the fine space. The matrix A, follows
directly from this, and the prolongation map is simply the identity map since V. C V.

In the case of Galerkin p-type coarsening, convergence often improved when a
small complex shift was included in the coarse-level discrete Helmholtz operator, see
the numerical results in Section7.

4.4 Parameters of the method

The method contains a number of parameters, which are listed here. The parameters
related to the domain decomposition are: the size of the subdomains /44, the subdomain
overlap, and the number of domain decomposition iterations 744. The subdomains U ()
will be chosen as d-dimensional blocks with dimension /44 in each direction. Of course,
since they form a partition, some subdomains may need to have slightly different sizes,
i.e., one smaller. The Q) are obtained by adding one layer of squares to the U@, so
the overlap is 2 cells throughout.

Other parameters for the smoother are: The parameter o for the complex shift,
the number of pre- and post-smoother steps ng in a multigrid cycle and the relaxation
factor in the coarse-grid correction w.

In the case of Galerkin p-type coarsening, there is, in addition, a parameter o, for
the complex shift in the coarse-level operator.

5 Local Fourier analysis: relation between convergence
and dispersion errors for a toy problem

In this section, local Fourier analysis is applied to a toy problem, in casu, a 1-D, finite-
difference version of the above algorithm. In this case, one can more or less read off
the convergence factor from simple analytical expressions involving the dispersion
errors, the number of points per wavelength and an artificially introduced damping
needed to keep the problem well-posed. Local Fourier analysis for multigrid applied
to finite-difference problems is described in [6, 29, 30]. We follow [30].
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5.1 Toy problem and two-grid method

For the local Fourier analysis, the following constant coefficient problem with damp-
ing, i.e., nonzero € is studied

dzl/{ 2 .
_ﬁ_(k —{—ZE)M:f(X), x eR. (20)

Damping is required, because the operator —ZT’; — k2 is not invertible. Since, in
practice, one is interested in waves propagating over large but finite distances, a small
amount of damping is not a problem. The damping constant € is given in terms of a
dimensionless constant D by

k’D
€= —1. 2D
T

The fundamental solution of this equation is given by

with k& = VA2 +ie. (22)

ielK|X|

2K

Since k = k,/1 + % ~ k (1 + i%) for D < 1, the constant D corresponds to
the fraction of damping per wavelength. For example, if D = 0.01, then after 100
wavelengths, a wave amplitude is reduced to e~! times the original amplitude.

In this section, it denotes the fine grid spacing. The coarse grid has spacing 2h;,
and discrete Helmholtz operators (both fine and coarse) are defined by

Au = Da pyu — (k> + i€)u (23)

where D jr is the standard central difference approximation of the second order
derivative of width 2M + 1 on the appropriate grid. By A, we denote the fine and by
A, the coarse operator as previously. The prolongation operator Ip will be given by
linear interpolation and the restriction Igr by full weighting [30]. For the smoother, it
is assumed that the complex-shifted Helmholtz operator Ay = A — iask? 1 is inverted
exactly, so no domain decomposition, since that would make the local Fourier analysis
rather complicated.

5.2 Local fourier analysis

The smoother, the coarse-grid correction, and the two-grid cycle act linearly on the
error u — A~ f. The corresponding operators will be denoted by S, K, and M as in
[30]. The point is to compute the asymptotic convergence rate p(M).

Define the spaces

Efg = span (emx/hf, ei(9+")x/hf) cVv, and (24)

E.p = span (eiex/hf) c Ve
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Here, 6 denotes a wave number scaled by /. The operators A, As, Ac, Ip, Ir, S, K, M
are of course defined as maps from one of {V, V} to one of {V, V.}. By translation
invariance, they also map one of {Ef g, E¢ g} to one of {Er g, E¢ ¢}. The matrices for
these maps will be called symbols and denoted A ), XS (09), etc.

The derivation of these symbols is standard [30]. The symbols A ), XS (0) are
diagonal 2 x 2 matrices, where the diagonal entries are the regular symbols (cf. (5)),
denoted here by Z(@), ZS ).

For example, for second-order finite differences, the symbol is

A®) =h"22—=2cos(0)) — (k> +ie) = h 24sin(0/2)> — (k> +ie).  (25)
The restriction and prolongation maps have symbols

R®) = [ +1cos@) L —1Lcos6)], and

~ L4 Ltcos(d) (26)
In(0) = [g _ gcos(e)}

cf. [30]. The symbol of S is given by

S = diag[S(0), SO + )],  with

~ ~ 1~ 27)
SO =1-A;1A0)
The matrix K (0) satisfies
S e AO) 0
K©) =1-Tp©)A, (5)1R<9>[ 0 ie+m| (28)
while M(6) is givenby
M@®) = S©O)?K(@®)SO)". (29)
The asymptotic convergence rate of the two-grid method is
p=sup p(M®)). (30)

0el-1.%)

5.3 Dispersion errors

. . . 2 . .
Dispersion errors are defined with reference to the operator — j7 — k% =0,1i.e., with

€ = 0. In the kernel of this operator are plane waves ¢/5* with & = 4k. In general,
the discrete operators also have a kernel with plane wave solutions on a grid. If ¢5/*
is such a plane wave, the (relative) dispersion error is defined by

(relative) dispersion error = Ek—f —1. 3D
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In this section, it is convenient to work with scaled (normalized) wave numbers
h&, where £ is a regular wave number. So ¢ and ¢ will denote normalized wave
numbers for propagating plane waves for the fine and coarse operators, i.e., {f = hé;.
For the two-grid method, the relative difference between ¢ and ¢ is important for the
convergence. This quantity will be denoted by

o Ce — &r
b=, (32)

which is more or less the relative difference between ¢f and ¢, since for a discretization
to make sense the approximate identity ¢ ~ kh must hold.

5.4 Results for the toy example

The main conclusion from this section is that the asymptotic convergence rate approx-

imately equals the ratio
R := il (33)
=7
where § and D are the constants from (32) and (21).

For second-order and fourth-order finite differences, the convergence rates p and
the ratio R are plotted in Fig. 2. Here, parameters were oy = 0.2 and D = 0.01, so
1% damping per wavelength.

Note that p and R are indeed close to each other.

For a given D, significant wave energy propagates over distances on the order of
1/D wavelengths. In such a case, the constant § should be made much smaller than
%’ to have good convergence. The hope is that this extends to bounded problems
with absorbing boundaries. For example, in a constant coefficient case with absorbing
boundary conditions, waves can propagate over at most distance L := diam(£2). Then

Convergence rates for fd2 and fd4

5

4 -

3 -

2 —+— rho for fd2
-=+- R for fd2

1 A rho for fd4

R for fd4
0

12.5 15.0 17.5 20.0 22.5 25.0 27.5 30.0 32.5
points per wavelength

Fig.2 p and R as a function of the number of points per wavelength. The example shows that p is quite
close to R
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8 should be smaller than %. A full study of such conjectures is outside the scope of
this paper.

~ R = 2710
5.5 Anargument thatp ~ R = ==

We discuss why it can be expected that p &~ R = @. This is done in two steps.
First, we will argue that in typical situations, for this 1-D example, the asymptotic
convergence rate p is quite well approximated by supyc(_x /2 /2 |I/(\ 1,1(0)]. Then, we
will argue that the quantity supge(_ /2 /2 K 1,1(6)| in turn can be related to the ratio

R .= 2%l (34)
=0
Together, these results in
p~ sup |Ki1(0)| ~R. (35)
Oe[—m/2,7/2)

2

Assuming A and A, are approximations of the true operator —-4— — (k2 + i), the

PR e dx?
symbols A and A can be approximated around ¢r resp. . by
~  dRA 2k .
A= =0 =)+ 00 = tp*) ~ =0 — &) — e, (36)
dx h
and N
~ dNA. » 2k )
Ac = dx(QXG—Q)+0«9—Q))%Z%Q—Q)—%- (37

Here, it is used that the derivative % (¢ r) is approximately equal to the derivative
of the true symbol at & = kh which is given by

d
—h720% - k*h?)

=2h20 =2n"'%
O=kh

do 0=kh
and similarly for A\C(G). Therefore,
_ 1 - ~ K0 — ) —ie 0 — g —ié
Ki1(0)=1——(1+cos0)?A.(0) 'A@) ~ l—c A — =1 c———
4 ¢ g —¢) —ie 0 — ¢ —ié
(38)
where ¢ = %(1 + cos(kh))? and € = % and in the last equality numerator and

denominator were divided by 2h—k

The factor ¢ = %(1 +cos(kh))? says something about the prolongation and restric-
tion. If the plane waves ¢'** are finely sampled (the number of points per wavelength
is large), then c is near one. Some values are ¢ &~ 0.56 for 6 points per wavelength
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(at the fine level), ¢ ~ 0.73 for 8 points per wavelength ¢ ~ 0.87 for 12 points per
wavelength.

It follows that K 1,1(0) is near zero (good convergence) if {f = ¢¢ and c is near one.
On the other hand, if |€| < |¢c — ¢f|, then there are two problems. First, it follows that
|I? 1.1(6)] > 1 (divergence) for 6 = ¢, because of division by a near-zero number.
Secondly for & = ¢¢ it follows that K 1.1(6) =~ 1 (very slow convergence at best).
With (38) one can therefore intuitively understand the convergence properties. The
maximum of |I’(\ 1,1(6)| can be determined:

Lemma 1 Let

0 — ¢ — i€
0)=1-—c—2 "
AL C@ — Lo — i€
then,
1= Ja o+ (LR) L R (39)
max = —c —_— —.
feR 2 2
Proof Weletd =0 — Lc- Then, f(6) can be rewritten as
5 e _
Foy=1-cl=ftlemte 0T (40)
60— i€ 60— i€

When 6 varies in R, then f(0) maps out a circle in the complex plane with center
1—-0o)+ i% and radius C(l%gm) . The maximum absolute value of the points on
the circle is

J— 2 J—
\/(1 _ C)Z + (C(é‘fzg Q)) T C|§f25 Zel (41)

The factor mz—{“l can be rewritten as

6 — &l _ lolak _ 2181 _ 218 _

6_%_6 D

(42)

This leads to the result. O

We next discuss the relations of p t0 sUPyc;_r/2.7/2) II/(\ 1,1(0)| and to the ratio R
defined above. The smoother symbol §(0) satisfies |§(0)| < 1 in general. It satisfies

S©O) ~ 1 (43)

when 6 ~ +kh and ~
NOIRSS! (44)

2
when ‘l%l) — k2 is large compared to €, in particular for 0 € [/2,37/2). As we

saw,
v

$@) _ 0 } [1?1,1(9) fl,z(eq F(e) 0 } 45)

M(Q)Z[ 0 SO+m)| |Kri(0) K2n® || 0 S0 +m)

1
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By sufficiently many smoother applications (in the examples vi = vy = 1 often
suffices), M1 () is the dominant component, since (44) implies that other components
can be made small, while (43) implies that

My 1(0) ~ K1.1(0) (46)

for 6 ~ kh.
We next relate this to R. For ¢ = 1, we get from the lemma

max I,(\H @)~ R
oel—n/2,7/2)

When c varies from 1 to 0, then maxyer | f(0)| varies between R and 1. In general
maxgeRr | f(0)] is between roughly 1 and R. We already saw that, in our example, ¢
is smaller but near 1, with the difference being larger for more points per wavelength.
This explains that in this toy example, p is quite close to R.

6 Local Fourier analysis of the finite-element two-grid method

Local Fourier analysis applied to finite-element problems is different from that for
finite-difference problems, which was applied in the previous section. The main dif-
ference is that it uses Bloch waves [5, 20] instead of the Fourier modes. Bloch waves
are natural and well known in PDE theory and finite-element analysis [1, 22]; how-
ever, in the local Fourier analysis community, it appears the concept is not referred
to, even though related technology has been developed [17]. In the next section, we
will therefore describe in some detail how local Fourier analysis is done using Bloch
waves.
For the local Fourier analysis, the Helmholtz problem on R¢

— Au— <k2 + ie) u= fx) inRY, 47)

. . . . . 2 .
with constant k and € is considered. It is again assumed that € = % where D > 0 is

the damping per wavelength as explained below (21). In the numerical LFA results,
we chose D = 0.01, which roughly implies that waves propagate over on the order of
100 wavelengths in the problem to be solved. For the smoother, it is again assumed
that the complex-shifted Helmholtz operator is inverted exactly.

The numerical LFA results at the end lead to several conclusions. First, convergence
is much better when optimized finite differences are used at the coarse level than when
standard Galerkin p-coarsening is used. Secondly, for each order, the results show an
approximate lower bound for the number of degrees of freedom per wavelength such
that the method is still convergent. In Fig. 5b, for example, one sees that for order 6,
there is convergence for > 7 dofs per wavelength. For Galerkin p-coarsening it can
again be observed that p & R (cf. Section 5.2, while for finite difference coarse-level
discretization, the ratio % is clearly larger than 1. Also, in some cases, parameters
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were identified that provided some improvement compared to the standard choice
mentioned in Section4.

6.1 Local Fourier analysis using Bloch waves

It was noted in Subsection 5.2, cf. [30] that the smoother, the coarse-grid correction,
and the full two-grid cycle act as linear operators on the residual. The action of these
operators, denoted S, K, and M, could be described by low-dimensional matrices.
These facts remain true; however, here this is done using a Bloch wave basis, and not
using a Fourier basis. This will be explained next.

Bloch wave computations are associated with translation symmetry over a lattice
of translations. In this case, the lattice is (hZ)d. By assumption, the mesh and the
finite-element space are invariant under such translations.

It is convenient if the finite-element basis is compatible with these translations. A
unit cell will mean a set of mesh entities, i.e., vertices, edges, and faces in 2-D, such
that translates of the unit cell are disjoint and their union is the entire mesh. Here, a
unit cell will consist of the mesh entities in a square of size 4, such that the left and
lower edges, and the lower left corner are part of the unit cell, while the right and top
edges, and the other corner points, are part of neighboring unit cells. Let ¢ ; denote
the basis functions associated with the mesh entities from the unit cell (0 is here an
element in Z%). It is assumed that the other basis functions are given by the translates

¢ai = Tandpo,is @ €Zf (48)
where T, denotes translation over a vector s € R, i.e.,
Tsu(x) = u(x —s). (49)

Since the translates of the unit cell form a partition of the mesh, a full basis is
obtained in this way. For an element L of V', the translates are defined by duality

TsL(v) = L(T-sv). (50)
Given a vector 6, a Bloch mode with (normalized) wave vector 6 is a function u

such that '
ulx +5) = Myx), foralls e (hZ)?. (51)

This can also be written as
Tou = e 05/My, foralls € (hZ)?, (52)
which is also a valid definition for elements of V’. Alternatively, it can be characterized

as aproduct u(x) = elox/h v(x) where v is periodic over the lattice. It follows that the
coefficients uy, ; of a Bloch vectoru = ), j Ua,jPa,j satisfy

Ug,j = e’lg'“uoyj. (33)
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Spaces of Bloch waves are defined next:

Definition 1 Let W be an element of {V, V', V, V/}. The subspace of Bloch modes
in W with wave vector 6 will be denoted by E(W, 6).

An operator will be called invariant under a set of translations if it commutes with
these translations. A bilinear form will be called invariant under translations in the
lattice if

a(Tyu, Tyv) = a(u,v), se hZ)?. (54)

The operator V. — V' derived from this bilinear form is then automatically invariant
under translations. The bilinear form (47) is translation invariant since k2 and € are
assumed constant (in fact #-periodicity would be enough).

If P is an operator Wi — W, with both W; in {V, V', V,, V/}, then P, g will
denote the matrix blocks. If P is translation invariant, then

Po,p = Paty pty- (55)

If Wy and W; have the same number of degrees of freedom in the unit cell, such a
matrix is called a d-level block Toeplitz matrix.
A key result for local Fourier analysis is

Theorem1 Let P : Wi — W, be lattice translationally invariant, then P maps
E(Wy,0) into E(W>, 0).

Proof Suppose Tyu = e~ '9/"y for s € (hZ)?

TSPM = PTSM = eiie"y/hl—)u7

so Pu € E(W;, 0). O
If ¢, j is the standard basis for a space then b;, j = 1,..., Nw given by
bj=Y &, (56)
aeZd

form a basis for E(W, 0).

Definition 2 Let W; and W, be spaces as above and P : W; — W, be translation
invariant. The symbol o (P)(§) is defined to be the matrix of themap P : E(W1,§) —
EW.$§) with respect to the bases (56) for Wi and W,. The symbol will also be denoted
by P(6).

If P: W — W with W an element of {V, V', V, V/}, then

p(P)= sup p(P). (57)

oe[—m,m)d

This will be used to approximate the asymptotic convergence rate of the two-grid
method.
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The entries of o (P) satisfy

a(P)©O)jk = (Pbr(0))o,; = Y e "F(Pog)jx (58)
B

so that a formula to compute o (P) is given by

a(P)O) =) PPy (59)
B

In this work, operators are either compactly supported, in the sense that P, g = 0 if
|8 — «]| is larger than some constant, or they are sums and products of such operators
and their inverses. In case an operator is compactly supported, then (59) can be used
directly to compute its symbol. Symbols of inverses of such operators can be computed
by using that

a(P )=o), (60)

and symbols of sums or products of operators by taking the corresponding sum or
product of the symbols.

As noted in Section 5.2, there are operators S, K, and M, which correspond to the
actions of the smoother, coarse-grid correction, and the two-grid iteration on the resid-
ual f — Au. In local Fourier analysis, one is interested in the asymptotic convergence
factor given by .

sup  p(M(0)). (61)

oe[—m,m)d

The symbol M (0) is computed using the following formulas

SO)=1—A0)"'A0) (62)
K@O)=1—Ip0)Ac0) "' Ir(O)A(0) (63)
M) = S©O)"K(©)S©O)" (64)

The operators A, Ag, Ac, Ip and IR are compactly supported, so their symbols can
be computed directly using (59).

6.2 Dispersion relations for regular mesh finite elements

For the Helmholtz equation, the dispersion relation is the set of wave numbers & such
that ¢'*¢ is a solution to —Au — k% = 0. It is the set ||&|| = k. For finite elements,
the discrete dispersion relation is about the Bloch waves u on an infinite mesh such
that Au = 0, where A is the finite-element matrix. These can be called propagating
waves. It can be determined by solving det Al (6) = 0, hence by finding those 8 such
that A (0) has at least one zero eigenvalue.

To define a dispersion error, a wavenumber must be associated with such a Bloch
wave vector 6. The dispersion error is then the difference between this wave vector
and the nearest “true” wave vector. Because 6 is really an equivalence class of wave
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vectors (module a vector in (27Z)¢, see the appendix), there is some ambiguity in
the choice of such a wave vector. We choose the member of the equivalence class that
minimizes the dispersion error. For a given mesh and discretization, waves propagate
in many directions. The dispersion errors of this mesh (with a given number of dofs
per wavelength) are defined as the maximum of the dispersion error over all discrete
propagating waves.

The computation of discrete dispersion relations, not in our 2-D setting, was dis-
cussed in [1]. In the appendix, a numerical computation is explained that does apply to
the present setting. Figure 3 shows the dispersion errors for quad and tri meshes for the
various finite-element schemes (labeled “gal, p,” with p the order) and the optimized
finite differences (labeled “opt”).

6.3 Asymptotic convergence rates from local Fourier analysis

To obtain asymptotic convergence rates, the symbol computation methods described
in Subsection 6 were implemented using the Python programming language and the
finite-element package NGSolve. Basis transformations were implemented on top of
NGSolve finite-element spaces and used to obtain the matrix blocks Py g in equation
(59) where P stands for the various operators. The advantage of building this on top of
NGSolve was that results could easily be obtained for different orders of finite elements
and tri and square and meshes, because the package contains all these element types.

A first set of results is displayed in Fig. 4. Convergence rates are shown as a
function of the number of dofs per wavelength, which equals Z”—hp. The figure shows
that convergence rates for Galerkin p-type coarsening are significantly worse than
those for optimized FD coarsening. For Galerkin p-type coarsening, the convergence
rate is more or less given by the estimated maximum dispersion error, which is in line
with results of the previous section. For the optimized FD coarsening, convergence
rates are larger than the dispersion errors except for p = 2. This may have to do with
the fact that for optimized FD coarsening, p > 4, the coarse space is not a subspace
of the fine space. For FD coarsening, the convergence at low numbers of dofs per
wavelength can be somewhat improved by increasing the number of smoother steps
from 1 to 2 or by introducing a relaxation factor in the coarse-grid correction, see
Fig. 5.

The parameter «g was set to 0.2. The local Fourier analysis shows that this value
is small enough. Choices for this parameter are best studied in conjunction with the
domain decomposition parameters, which is done in the next section.

7 Numerical convergence results

In this section, numerical convergence results are presented. This has multiple goals.
One goal is to establish reasonable choices for the parameters of the method listed in
Subsection 4.4, in addition to what was found in the previous section. The other goals

2 Alternatively, one might define it as the maximum over all true wave vectors of the distance to the nearest
discrete propagating wave vector. A discussion of such issues is outside the scope of this paper.
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(a)

Max relative dispersion error, useQuads=True

T T T T u
5 10 15 20 25 30
dofs perwavelength

(b)

Max relative dispersion error, useQuads=False

T T T T
10 15 20 25 30
dofs perwavelength

w4

Fig. 3 Dispersion errors as a function of dofs per wavelength for a regular mesh of squares and b regular

mesh of triangles

are to test the performance of the new method and to compare it with a method using
standard Galerkin coarsening. The performance is tested for many different cases.
The examples feature different boundary conditions, different order finite elements,
different problem sizes, and different numbers of degrees of freedom per wavelength.

(a)

rho from LFA (galerkin coarsen, tris)

rho from LFA (galerkin coarsen, quads)

1.2 L21 o tho, order=4
----- disp err, order=4
1.01 1.01 —— rho, order=6
----- disp err, order=6
0.8 1 0.8 1 —¢ rho, order=8
----- disp err, order=8
0.6 1 —— rho, order=4 0.6 4
----- disp err, order=4
0.4 1 —— rho, order=6 0.4 1
----- disp err, order=6
0.2 - =« rho, order=8 0.2 4
----- disp err, order=8
0.0 0.0

7.5 10.0 125 15.0 17.5 20.0 225

dofs per wavelength

rho from LFA (FD coarsen, quads)

7.5 10.0 12,5 15.0 17.5 20.0 225

dofs per wavelength

1.2 —— rho, order=2

----- disp err, order=2
—=— rho, order=4
----- disp err, order=4
—+— rho, order=6
----- disp err, order=6
— rho, order=8
----- disp err, order=8

1.0
0.8

061"

rho from LFA (FD coarsen, tris)

—— rho, order=2
----- disp err, order=2
—— rho, order=4
----- disp err, order=4
—+— rho, order=6
----- disp err, order=6
rho, order=8
- disp err, order=8

T T T T T T
10.0 12.5 15.0 17.5 20.0 22,5

dofs per wavelength

0.0

T T T T T T T
7.5 10.0 12.5 15.0 17.5 20.0 22,5

dofs per wavelength

Fig. 4 Convergence rate for standard Galerkin p-type coarsening (a, b) and optimized FD coarsening (c,
d). Results are shown for square meshes (a, ¢) and triangular meshes (b, d). Square meshes and optimized
FD coarsening results in better convergence, so that the method can be used with a smaller number of dofs
per wavelength. In a, order 2 curve is above the plot area; in b, orders 2 and 4 are above the plot area
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(a) (b)

rho vs. two-grid parameters, order=4 rho vs. two-grid parameters, order=6
124 — nu=1, relax=1.0 12 — nu=1, relax=1.0
—— nu=1, relax=0.8 —— nu=1, relax=0.8
1.0 —+— nu=1, relax=0.6 1.01 —— nu=l, relax=0.6
—¢ nu=2, relax=1.0 —%— nu=2, relax=1.0
0.8 —#— nu=2, relax=0.8 0.8+ —#— nu=2, relax=0.8
—8— nu=2, relax=0.6 —8— nu=2, relax=0.6
0.6 1 0.6 1
0.4 4 0.4+
0.2 4 0.24
0.0 +r T T T T T 0.0 T T T T T
6 8 10 12 14 16 6 8 10 12 14 16
dofs per wavelength dofs per wavelength
()
rho vs. two-grid parameters, order=8
1.2 — nu=1, relax=1.0
—+— nu=1, relax=0.8
1.04 —+— nu=1, relax=0.6
—¢ nu=2, relax=1.0
0.8 1 —#— nu=2, relax=0.8
—8— nu=2, relax=0.6

0.6 1

0.4+

0.2+

0.0 -+ T T T
6 8 10 12 14 16
dofs per wavelength

Fig.5 Convergence rate for optimized FD coarsening for different orders and different multigrid parameters
v and relaxation factor wcgc. For low numbers of dofs per wavelength, convergence is improved by
increasing v and choosing a relaxation factor below 1

All tests are on the unit square with constant k, ¢ = 0, and absorbing boundary
conditions or absorbing layers on at least two non-opposite sides to avoid standing
wave solutions. Results for the new method will be labeled “opt.” Results for the
domain decomposition smoother with Galerkin coarsening are labeled “gal.” To reduce
the multitude of results somewhat, only results for quad meshes are shown.

Table 1 Iteration counts vs. parameter choices for “OPT” coarsening, (a) varying the complex shift param-
eter «g, domain decomposition iterations n4q, and subdomain size

(a)
as =0.1 0.15 0.2 0.3 04 0.1 0.15 0.2 0.3 04
p = 4, subdomsize=4 p = 4, subdomsize=6
ngq=1 7 7 7 7 7 7 6 6 6 7
2 6 6 6 6 6 6 5 5 6
p = 6, subdomsize=4 p = 6, subdomsize=6
ngq=1 9 8 8 8 8 9 8 8 8 8
2 7 7 7 7 8 7 7 7 7 8
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Table 1 continued

(b)

p=4 p=6
ppw=8 10 14 6 8 10 14
we =10 9 7 5 19 8 7 5
ng=1 0.8 8 6 7 16 6 5 7
0.6 1 11 12 15 8 10 11
wc =10 8 6 5 16 8 7 5
ng=2 0.8 7 6 7 12 5 5 7
0.6 1 11 12 11 8 10 11

For order p = 4, results are for 10 ppw, for order 6 for 8 ppw. We choose ngg = 1 and as = 0.2 for
further computations. Dependence on these quantities is weak. (b) varying number of smoother steps ng
and coarse-grid correction relaxation factor w¢

Implementation was done in Python, using NGSolve to obtain finite element matri-
ces, and scipy.sparse for sparse matrix computations. In case of an absorbing layer, a
number of cells corresponding to about 40 dofs were added, and over this distance,

the complex contribution € increased with a sin-square profile from 0 to znﬁ, meaning
D = 2 damping per wavelength in the notation of Subsection 5.1.

In Table 1, different choices for the parameters of the numerical scheme were
tested. In part (a), the following parameters were varied: the complex shift for the
smoother «y, the subdomain size for the domain decomposition, and the number 744
of domain decomposition iterations per smoother step.> For the subdomain sizes, the
values around 4 to 6 approximately minimize the total computation cost per smoother
step in view of the cost scaling and overlaps. The conclusion is that there is not much
dependence on these parameters and that &g = 0.2, ngqg = 1 and both choices for
the subdomain size are reasonable. For order p = 2 and p = 8, essentially the same
behavior was observed (this is not shown). In part (b) of this table, smoother parameters
were varied for different numbers of degrees of freedom per wavelength (denoted ppw)
and orders p = 4 and p = 6. The conclusion is that for 8 or more degrees of freedom
per wavelength, the standard choices ng = 1 and w, = 1 are fine, while for p = 6
and 6 degrees of freedom per wavelength, the number of coarse-level solves can be
reduced by using ng = 2 and w. = 0.8. For order p = 8§, similar behavior as for p = 6
was observed (for orders 2 and 4, it does not make sense to use 6 degrees of freedom
per wavelength due to dispersion errors).

Note that for low orders, the subdomains are smaller, in the sense of physical length
and number of degrees of freedom. Apparently, this does not affect the convergence
much, presumably because long-range wave propagation is handled by the coarse-level
solver.

3 Note that a priori it makes more sense to use one domain decomposition iteration per smoother step and
vary the number of smoother steps, but we varied this parameter anyway. This is because the smoother aims
to reduce the residual of the actual problem and not the complex-shifted problem.
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For Galerkin coarsening, we observed that the subdomain size has some influence.
In order to have a similar behavior for different values of the order p, the subdomain
size was fixed at around 40 dofs in each direction, and the number of subdomain mesh
cells in each direction was fixed accordingly from 5 cells for order 8 up to 20 mesh
cells for order 2.

For Galerkin coarsening the results in Table 2 show that in general it is beneficial
to introduce a complex shift in the coarse-level operator. Optimal values, however,
depend on the number of degrees of freedom per wavelength, and we did not find a
choice optimal for all values of the number of degrees of freedom per wavelength that
were tested. In the convergence tests in Fig. 6, we therefore consider two possibilities:
o = 0.02 and no coarse-grid correction. We chose g = 0.02.

In Fig. 6, the convergence of the method is shown as a function of problem size for
different values of the finite-element order and the number of DOFs per wavelength.
On the x-axis is the quantity %, which equals the domain size in terms of the number
of wavelengths. For the new method, the iteration counts are low and have weak
dependence on problem size. When Galerkin coarsening is used, iteration counts are
higher and generally increase linearly with problem size. In Fig. 7, different boundary
conditions were tested. Introducing Neumann or Dirichlet boundary conditions on two
non-opposite sides has more or less the same effect as doubling the problem size.

8 Discussion and conclusions

In this work, we have tested a new two-grid method for finite element Helmholtz
problems, and compared it to a variant using standard Galerkin coarsening, but with
the same novel smoother.

The method differs from the previous method in several ways. The main difference
with the previous two-level domain decomposition methods (see [15] and references)
is in the choice of coarse mesh and the choice of coarse level operator. The number
of degrees of freedom is reduced by a factor 2 in each direction and dispersion error

Table 2 Iteration counts vs. parameter choices for “GAL” coarsening, varying complex shift parameters
for the smoother and coarse-grid correction

p = 6, ppw=6 p = 6, ppw=8

as =0.01 0.02 0.05 0.1 0.01 0.02 0.05 0.1
ac=0.0 > 200 > 200 110 > 200 15 15 14 15
0.01 > 200 > 200 61 102 14 14 14 14
0.02 > 200 177 46 73 14 13 13 14
0.05 > 200 30 31 47 15 15 15 16
0.1 35 21 25 35 18 18 18 19
0.2 21 19 21 29 22 21 21 23
0.5 21 20 22 25 25 24 25 28
noCGC 23 22 24 29 29 27 28 32
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Fig. 6 Convergence vs. problem size. a—d “OPT” coarsening, 6, 8, 10, 14 dofs per wavelength with two
choices of two-grid parameters (see main text); e-h for “GAL” coarsening with and without coarse-grid
correction (see main text). “OPT” converge is substantially better
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Fig.7 Convergence for different choices of boundary condition a “OPT” coarsening: convergence more or
less independent of boundary condition; b “GAL” coarsening: iteration count roughly doubles if Dirichlet
or Neumann boundary conditions are present on two non-opposite sides
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minimizing finite differences are chosen as coarse level method. Compared to multigrid
methods, the choice of smoother and the choice of coarse level discretization are new.

The main conclusion is that the new method converges well according to local
Fourier analysis, while numerical iterations counts are small and more or less inde-
pendent of problem size.

The comparison with dispersion errors, i.e., the discussion of Section5, and the
data on R in Figs. 4 and 5 show that the dispersion errors strongly correlate with the
good or poor convergence. In the case of Galerkin coarsening convergence rate curves
follow closely the dispersion errors curves. In the new method, the dispersion errors
(the ratio R) are lower than the asymptotic convergence rates. Our conjecture is that
this is caused by the fact that the coarse finite-element space is not a subspace of the
fine finite-element space.

The implication for the design of multigrid methods is that it is essential for good
convergence that the dispersion errors of the coarse level method are small (more
precisely the dispersion relations of coarse and fine level schemes closely match).

Appendix. Computation of dispersion errors

This section contains a brief description of the numerical computation of dispersion
errors and some issues that have to be addressed. A fully detailed description is outside
the scope of this work.

In the continuous case, dispersion is about the wave vectors of “propagating” waves,
plane wave solutions u = ¢'**¢ to the homogeneous Helmholtz equation — Au —k?u =
0. In the discrete case, it is about Bloch wave solutions to the finite-element equations
for the discretized homogeneous Helmholtz equation, which exist for some 6 if

det A() = 0. (65)

There are a couple of (conceptual) steps to determine dispersion errors. First one
finds the solutions to (65). The second step is to find the physical wave vectors &
associated with the solutions 8. The dispersion error for some propagating Bloch
wave is then (we consider the error without sign) ‘”Ii—” — 1’. The dispersion error
depends, in general, on the propagation direction. To obtain a single number, we take
the maximum over all propagating Bloch waves. The discretization error is determined
as a function of the discretization and the number of dofs per wavelength.

Finding the zeros of (65) can be done, e.g., by numerical equation solving applied
to the in absolute value smallest eigenvalue of A (0). Identifying a solution, say 6%,
with a wave vector, say £* is actually a non-trivial issue. The vector 6 is really in a

torus ’]Tgn , and a choice of 6 is really an equivalence class

0]1=1{0 + a2 : a € Z%}. (66)

Because of the multiple degrees of freedom per mesh cell, the Nyquist principle says

. . . d
that on the finite-element mesh with order p elements, wave vectors in [—%, %]
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can be represented, so the possible wave vectors are

d
pr ﬂ] 67

£ = h’](G + a2m), for some a € Z% s.t. Ee [— PR

In this work, we will choose & as the choice according to (67) for which the dis-
persion error ‘@ - 1‘ is minimal.

For the finite-difference discretization of Subsection 3.2, the discrete dispersion
relation is a closed, star-shaped curve around the origin, and relatively easy to deter-
mine. For finite elements, this is frequently not true, in particular when there are less
than two mesh cells per wavelength. Next, we sketch an argument why the discrete dis-
persion relation becomes geometrically more complicated when the number of mesh
cells per wavelength is less than about two.

With the continuous Helmholtz equation, one can also associate a matrix valued
Bloch-like symbol, say oye (0). While the precise expression of this symbol would
depend on the choice of basis (cf. (56)), the zeros of det oy (@) must correspond to
the propagating waves, this is the set

{[h&] - |IE]l = k} (68)

where the square brackets refer to the equivalence classes (66). The equations for
discrete propagating waves det A () = 0 can be considered a perturbation to the
continuous equations det oy (0) = 0. The fact that (68) involves equivalence classes
now means it can develop self intersections. There are two cases. If hk < 7, then
h& # hE' + a2m for &, &' with ||&]| = ||€']| = k and o # 0 and det oyye () only has
single zeros that are in general stable under perturbation and its zeroset is topologically
a circle. The other case is when hk > 7 which corresponds to the case that there are
less than two finite-element cells per wavelength. The true dispersion relation (68)
then has self-intersections in the 6-torus due to the equivalence relation (66). The
discrete equation det A () = 0 is a perturbation of the equation det oy (0) = 0.
The self-intersections are not stable under perturbations and the discrete dispersion
relation is no longer a perturbation of a single circle, complicating the computations.

To estimate dispersion errors for different order FE schemes and different numbers
of degrees of freedom per wavelength, and in view of the above, several procedures
were implemented to find the maximum dispersion error in the sense just defined.
Let A (K (0)) denote the smallest eigenvalue in absolute value of A (0). In some cases
(when dispersion error was not too small), the solutions of (65) could be found with
sufficient accuracy (we aimed for two digits) by simply sampling A 1(;{(9)), then
finding sign changes, and numerically zooming in on the zeros using a Newton-like
method. For very small dispersion errors, sampling was done only near self intersection
point of the true dispersion relation. Away from those points the curve of zeros was
close to the correct dispersion relation and could be approximated by looking for zeros
in the direction normal to the true dispersion relation. This, in summary, yielded the
estimates in Fig. 3 for the dispersion errors.
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