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ARTICLE INFO ABSTRACT
Keywords: In the past few decades, researchers have established synesthesia as a genuine phenomenon,
Synesthesia identified its characteristics (in particular, its automatic, specific and consistent nature), and

Grapheme-color
Self-report
Test-retest consistency

developed “gold standard” inclusion criteria for research: synesthetes are participants that self-
report synesthetic experiences and have consistent (beyond a ‘“cutoff’ score) inducer-to-
concurrent pairings. While this approach has significantly advanced scientific progress, it can
confuse interpretation of research findings due to its inherent circularity: consistency will always
appear to be a defining characteristic of synesthesia so long as it is also an inclusion criterion for
synesthesia studies. Here, we aim to clarify the relationship between self-report and consistency
in “diagnosing”’ synesthesia. In four experiments, we find that: (1) the optimal consistency cutoff
score differs across languages; (2) self-reported synesthetes that “fail” consistency tests can still
behave like synesthetes — to our knowledge the first objective evidence that “inconsistent syn-
esthesia” is a genuine phenomenon; (3) Using self-report as the sole inclusion criterion does not
significantly change the effect size of two measures of synesthetic behavior (the synesthetic
Stroop and synesthetic color Palette); and (4) Consistency influences Stroop effect size in self-
reported synesthetes only, but influences the Palette in both synesthetes and non-synesthete
controls. We conclude that (in certain cases) self-report alone is a sufficient diagnostic criterion
for synesthesia, and that synesthesia studies can increase explanatory power by using raw con-
sistency scores as a covariate in analyses, rather than as an inclusion criterion.

1. Introduction

Synesthesia is a trait in which a particular experience evokes an additional, seemingly unrelated, sensation. A relatively well-known
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and thoroughly researched type of synesthesia is grapheme-color synesthesia, in which a written linguistic element evokes a particular
color (e.g., “For me, the letter R is sky-blue.”). In the past few decades, researchers have established synesthesia as a genuine phe-
nomenon by revealing measurable characteristics that set synesthetic experiences apart. The most important and widely agreed upon
characteristics of synesthesia are the conscious nature of synesthetic sensations (measured using self-report/questionnaires; e.g.,
Simner et al., 2006), the automaticity of the associations (measured using a synesthetic Stroop task, in which synesthetes are slower to
name the printed color of a letter when the color is incongruent with their own synesthetic color; e.g., Beeli, Esslen, & Jancke, 2005;
Berteletti, Hubbard, & Zorzi, 2010; Dixon, Smilek, Cudahy, & Merikle, 2000; Dixon, Smilek, & Merikle, 2004; Mattingley, Rich,
Yelland, & Bradshaw, 2001; Wollen & Ruggiero, 1983), and the consistency and specificity of the inducer-to-concurrent pairings
(measured using repeated testing over time; e.g., Eagleman et al., 2007). In addition, we recently showed that synesthetes differ from
non-synesthetes in the overall distribution of their color associations, which we termed the synesthetic color “palette”: in both
grapheme-color (Rouw & Root, 2019) and music-color (Ward et al., 2024) synesthesia, synesthetes report experiencing relatively more
'warm’ (brown, red, orange, yellow) colors, in comparison to the 'cooler’ (blue, green, pink, purple) letter-to-color choices of non-
synesthetes.

These well-defined characteristics, testable by standardized behavioral paradigms, provided researchers with a basis to study the
synesthetic condition. However, using a set of specific characteristics (conscious experience, automaticity, consistency) to establish the
condition as “genuine” leaves open the question how exactly to classify individual participants: which participants are “genuine”
synesthetes and which are non-synesthetes? Using only self-report to classify participants has some intrinsic weaknesses, including
unintentional (e.g., misunderstandings or biases) or intentional (“malingering” participants) measurement errors.

This likely explains the popularity of the “gold standard” test of genuineness in synesthesia research: using an objective mea-
surement of test-retest consistency to include only individuals whose inducer-concurrent pairings are more consistent over time than a
pre-specified “cutoff” point (Baron-Cohen et al., 1987; Eagleman et al., 2007; Rich & Mattingley, 2002). In this study we focus mostly
on grapheme-color synesthesia, but test-retest consistency cutoff scores have also been used for other types of synesthesia, including
sequence-space (Rothen et al., 2016), lexical-gustatory (Ipser et al., 2020), and music-color (Glasser, 2023; Ward et al., 2024) syn-
esthesia. Currently, the convention in synesthesia research is to give a consistency test to all participants who self-report synesthesia
and include as synesthetes only participants with consistency beyond a certain cutoff score (e.g. Eagleman et al., 2007; Carmichael
etal., 2015; Simner, 2012). Most modern studies of grapheme-color synesthesia use either the CIELuv-based optimal cutoff reported by
Rothen, Seth, et al. (2013), or the RGB-based cutoff recommended in Eagleman et al. (2007). In contrast, individuals that self-report not
having synesthesia do not typically take a consistency test; indeed, in the commonly administered Synesthesia Battery (Eagleman et al.,
2007) the link to participate in the consistency test is only shown to participants who self-identify as synesthetes. Even when con-
sistency is measured in non-synesthetes, consistent self-reported non-synesthetes are still treated as non-synesthetes (e.g. Nagai et al.,
2016; Rothen, Seth, et al., 2013; but see Itoh, 2024). Thus, the typical study splits participants into three groups: self-identified non-
synesthetes (regardless of consistency), self-identified synesthetes who “pass” a consistency test, and self-identified synesthetes who
“fail” a consistency test and are therefore excluded.

While consistency testing has significantly advanced scientific understanding of synesthesia (for a review, see Johnson et al., 2013),
this approach assumes that self-report of synesthesia alone (without a consistency test) is not sufficient to classify participants as
synesthete vs. non-synesthete. This assumption has never been empirically tested: we do not know how experimental results differ
when excluding participants based on consistency versus using self-report as the sole criterion. This is unfortunate, because if self-
report of synesthesia is sufficient, this could have important implications for (certain types of) research. For example, did impactful
studies remain in a drawer because they used only self-report as diagnostic? Consistency testing is time-intensive (synesthetes typically
take 45-60 min to complete the test), which may obstruct potentially impactful research opportunities: if self-report of synesthesia is
sufficient, it might be possible to test for synesthesia in ongoing large sample population research, or large clinical/neuroimaging
studies.

A related issue is what to make of individuals that self-report synesthesia but “fail” a consistency test. Researchers sometimes call
these participants “malingerers” but are careful to note that some of these excluded participants may in fact be genuine synesthetes
(Carmichael et al., 2015; Chromy et al., 2019; Eagleman, 2009; Simner, 2012; Simner et al., 2017). The use of consistency as both a
definitional criterion of synesthesia and as an inclusion criterion in studies is somewhat circular: as noted by Simner (2012), con-
sistency over time may “characterize a subset of synesthetes only”, and by excluding inconsistent self-reported synesthetes from
studies, we may actually be studying consistent synesthetes rather than synesthetes. This distinction would be particularly important if
consistency itself influences the synesthetic effect under investigation: it is conceivable that effects are influenced by how consistent an
individual’s color associations are, independent of whether or not that individual is a synesthete. In the conventional approach this
hypothesis cannot be tested, because inconsistent synesthetes are excluded and self-reported non-synesthetes are not typically given
consistency tests.

In the present work, we explore the relationship between self-report and consistency, evaluate self-report as a diagnostic criterion
in isolation, and disentangle the effects of (self-report of) synesthesia and consistency. In Study 1, we test the generalizability of the
frequently used 135.3 cutoff score (Rothen, Seth, et al., 2013), using the identical method to calculate the optimal cutoff in six different
populations (languages). We hypothesize that the optimal cutoff is different in different languages, and thus that cutoff scores are
context-specific rather than universal. In Studies 2-4, we examine the effects of (self-reported) synesthesia, consistency, and their
interaction, on two behavioral measures previously shown to distinguish synesthetes from non-synesthetes: the synesthetic Stroop (e.
g., Dixon et al., 2000) and the synesthetic Palette (Rouw & Root, 2019). In Study 2, we specifically examine the behavior of incon-
sistent self-reported synesthetes, who would typically be excluded from studies because they “failed” the consistency test. Our hy-
pothesis is that these participants (as a group) still behave like synesthetes on the synesthetic Stroop and Palette tasks; that at least
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some are plausibly “genuine” synesthetes. In Study 3, we examine the validity of self-report as the sole diagnostic criterion for syn-
esthesia. Our hypothesis is that self-report is sufficient to show a difference between synesthetes and non-synesthetes on the synesthetic
Stroop and Palette effects. Finally, in Study 4 we model the effects of the raw (continuous) consistency score, self-report of synesthesia,
and their interaction on the synesthetic Stroop and Palette effects. Our hypothesis is that (self-reported) synesthesia and consistency
exert separable influences on these effects. We conclude by synthesizing our results into a set of recommendations for how self-report
and consistency testing can be used in future synesthesia studies.

2. Study 1: There is not one correct cutoff score; consistency cutoffs differ across languages

In the conventional approach, participants who self-report synesthesia are given a consistency test, and are only included in the
analyses if they are more consistent than a pre-determined cutoff score. In the past, the specific choice of consistency calculation and
cutoff varied (for a review, see Johnson et al., 2013) but synesthesia researchers now typically use the method and optimal cutoff score
from Rothen, Seth, et al. (2013), who tested a variety of distance calculations and determined the optimal cutoff score that best
distinguished (self-reported) synesthetes from non-synesthetes in their sample, maximizing sensitivity and specificity of the consis-
tency testing procedure.

Importantly, the optimal cutoff score in Rothen, Seth, et al. (2013) is for grapheme-color synesthesia, and there is some evidence
that the optimal cutoff score may differ for different types of synesthesia. For example, optimal cutoff score is higher in music-color
synesthesia than in grapheme-color synesthesia, because synesthetes are not as consistent over time with this form of synesthesia
(Ward et al., 2024). The optimal cutoff score may also depend on the specific choice of stimuli or type of inducer: in Ludwig and
Simner’s (2013) case study of a touch-color synesthete, control participants are just as consistent as the synesthete when the inducer
texture is simple, but significantly less consistent than the synesthete when the inducer texture is complex. Finally, the optimal cutoff
score may depend on the specific population (or sample) of participants: Simner et al (2017) found that older synesthetes were less
consistent than younger synesthetes.

Furthermore, the optimal cutoff score in Rothen, Seth, et al. (2013) is for native speakers of English. Our lab is particularly
interested in the experiences of grapheme-color synesthetes across languages (e.g., Root et al., 2018; Root et al., 2021), and in general
as synesthesia research becomes more internationalized, more and more synesthete participants will have a native language other than
English. How should these studies identify which of their participants are (or are not) synesthetes? Might the optimal cutoff differ
between languages? This issue is of particular importance when studying languages using non-alphabetic writing systems: for example,
it would be impractical to measure the consistency of the ~ 3500 Chinese characters used in daily life, so it is necessary to test only a
subset (e.g., Hung et al., 2014). It is also possible that the optimal cutoff depends on the specific subset of stimuli tested (analogous to
the touch-color study of Simner & Ludwig, 2012): some Chinese characters encode concrete morphemes that have strongly proto-
typical colors (“Flame”, “Forest”, etc.) whereas others encode abstract morphemes that do not have a prototypical color (“Person”,
“Auspicious”, etc.). Finally, Chinese characters are not “letters”: they are logographic symbols that can be constructed of multiple
subcomponents — most Chinese characters have a semantic and a phonetic component. As a result, synesthetes often report perceiving
Chinese characters as multicolored, an effect also reported for Chinese-derived Kanji characters in Japanese synesthetes (Hamada
et al., 2017a; Uno et al., 2019). For this reason, we might expect optimal cutoff scores to be quite different in Mandarin. Even in
languages more closely related to English, some synesthetic effects differ between languages (Root et al., 2021), so it is also possible
that optimal cutoff scores might in general differ between languages.

Here, we determine the optimal cutoff — replicating the methods from Rothen, Seth, et al. (2013) — using data from self-reported
synesthetes and non-synesthetes in six languages for which we have existing data: English (direct replication of Rothen, Seth, et al.,
2013), Dutch, Georgian, German, Russian, and Spanish. In a further exploratory analysis, we investigate whether test-retest consis-
tency in Mandarin is different for different characters (in particular, if non-synesthetes are more consistent for Mandarin characters
that are prototypically-colored object words).

2.1. Methods

2.1.1. Design

International data were collected as part of a larger study on synesthesia across languages. The larger study consisted of a test-retest
consistency experiment followed by a series of questionnaires including a demographic questionnaire, a language history question-
naire, and several synesthetic experiences questionnaires. A forward-backward-reconcile procedure (see Appendix 1 for details) was
used to translate the study into each language. Most questions are part of the larger study and not analyzed here; in the present
experiment, we ask only whether the relationship between consistency score and self-reported of synesthesia depends on the native
language of the participant.

2.1.2. Participants

The present study includes data from participants whose native language was Dutch, English, Georgian, German, Mandarin,
Russian, and Spanish. Participants were recruited via psychology department participant pools, online recruitment advertisements and
paper flyers distributed at universities (including advertisements aimed specifically at recruiting self-identified synesthetes), and via
word of mouth (e.g., at Q&A sessions of public talks by the authors on their research). Participants in university participant pools were
compensated with course credit; other participants were volunteers. Table 1 describes participant characteristics.

The average age in our samples ranged from 20.8 (English) to 32.5 (Russian), and the average proportion of females in our samples
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ranged from 74 % (Georgian) to 87 % (German). Overall, our different language samples had statistically significantly different age
(F(6,1023) = 22.85,p < 0.001), but not gender (y2(12) =18.09,p = 0.11). Almost all (~99 %) of our participants in all languages had
at least completed secondary education, but overall there were statistically significant differences across language samples (y%(1) =
324.31,p < 0.001; for details, see supplementary material “Educational Attainment”, Table S3, Fig. S1). Since synesthetic consistency
is known to differ by age (Simner et al., 2017), and might conceivably differ by gender and education, we include these demographic
variables as covariates in our model.

2.1.3. Materials

Letter/Character Stimuli. For all languages other than Mandarin, all letters” of the language’s alphabet were used as stimuli. For
Mandarin, 15 Chinese characters were selected from a list of the 3500 most frequent Chinese characters (BN IBH AT K; State
Language Commission of China, 1988). The characters were chosen as part of a larger study due to characteristics not analyzed here:
some characters share subcomponents, some have more/fewer strokes, etc. The characters used in the present study are listed in
Appendix 2.

Color Picker. For the test-retest consistency experiment, all participants used a custom-built Javascript/HTML5 Canvas HSL col-
orpicker (Fig. 1a; adapted from Wittens, 2024; Root, Submitted). Hue is adjusted by clicking a point on the circular hue wheel;
saturation and lightness are adjusted by clicking a point on the square gradient (Fig. 1a). On each trial, the starting value of hue,
saturation, and lightness is randomized. Furthermore, on each trial, the outer hue wheel is rotated by a random amount, so that e.g.
“pure red” is always in a different location. Color picker responses are recorded as hexadecimal sRGB color values (which we later
transform to CIELuv color space; see “Preprocessing” below). Since we expected subcomponents of Mandarin characters to have their
own colors (consistent with Uno et al., 2019), Mandarin participants used the color picker to set the color of a “brush” that was used to
paint different parts of the character (Fig. 1b); for all other participants, selecting a color on the color picker changed the color of the
entire letter directly (Fig. 1a).

Synesthesia Self-Report. Participants read a short paragraph describing synesthesia, and then indicate whether they think they have
grapheme-color synesthesia, using a Yes/Maybe/No scale to endorse (or not) the statement “Letters have a color (e.g. “J is yellow™).”
Participants also indicated whether they had any other type(s) of synesthesia (not analyzed here).

2.1.4. Procedure

After providing informed consent, participants were first directed to answer basic demographic questions. They were then directed
to begin the main test-retest consistency/color picker task (see Materials and Appendix 3 for details), which took approximately 45
min. After completing the color picker task, participants completed the demographic and synesthesia questionnaires (see Appendix 4
for details) ending with the self-report question.

2.1.5. Preprocessing

Colorspace conversions. Raw color picker data (recorded as hexadecimal sRGB values) was converted into the CIELuv color space
using R’s convertColor function; CIELuv color space was shown to be the most sensitive at distinguishing synesthetes from non-syn-
esthetes (Rothen, Seth, et al., 2013). We additionally used the Colournamer algorithm of Mylonas et al. (2013) to categorize each color
into the 11 basic colors of Berlin and Kay (Berlin & Kay, 1991).

Participant Exclusions. We excluded any participants who indicated that they were colorblind. We further excluded any partici-
pants whose patterns of response suggest that they misinterpreted task instructions (chose the same color for > 80 % of trials) or did
not participate seriously (did not move the color picker on > 50 % of trials). Finally, we excluded any participants who self-reported
being unsure of whether they were a grapheme-color synesthete (only “Yes” and “No” responses were retained), to better match the
sample characteristics to Rothen, Seth, et al. (2013), who screened their potential participants a priori to select those with high
confidence in their self-report. The final sample included 146 Dutch, 104 English, 94 Georgian, 147 German, 13 Mandarin, 60 Russian,
and 88 Spanish participants.

Trial Exclusions. For self-reported synesthetes, we removed trials in which the participant indicated that they did not experience a
color, to match our methods to Rothen, Seth, et al. (2013)’s, in which self-reported synesthetes (but not self-reported non-synesthetes)
could skip a trial by pressing a “no color” button. As a result of these exclusions, data from 3 Spanish self-reported synesthetes had
fewer than 5 trials and thus yield unreliable estimates of consistency; following Rothen, Seth, et al. (2013), we excluded these
participants.

2.2. Results

We analyze Mandarin data separately from the other six languages, for two reasons. First, the sample size for Mandarin is very small
compared to the other languages (n = 13; 2 synesthetes and 11 non-synesthetes), too small to compute a valid cutoff score or related

2 While studies of grapheme-color synesthesia (including Rothen, Tsakanikos, et al., 2013) typically include numbers as stimuli, we chose not to
include numbers, for two reasons. First, in our experience letter-color and number-color synesthesia are separable phenomena, and a substantial
minority of synesthetes who experience colors for letters do not experience colors for numbers (and vice versa). Second, there is substantial evidence
from neuropsychology literature that letter- and number-reading are dissociable processes in the brain (for a review, see Dotan & Friedmann, 2019).
For these reasons, we believe that number-color associations should be examined separately (a potentially interesting direction for future research).
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Table 1

Participant characteristics.
Language N (% Female) Age (SD) Education (see note) # Stimuli
Dutch 202 (78 %) 29.7 (13.0) 1% 44 % 33 % 22% 26
English 194 (81 %) 20.8 (2.10) 1% 98 % 1% 1% 26
Georgian 156 (74 %) 27.0 (6.20) 1% 26 % 38 % 35% 33
German 193 (87 %) 29.9 (13.4) 1% 66 % 8 % 26 % 26
Mandarin 24 (83 %) 22.8 (3.88) 0% 29 % 50 % 21 % 15
Russian 91 (75 %) 32.5 (10.9) 0% 21 % 51 % 29 % 33
Spanish 170 (78 %) 25.5(10.7) 2% 55 % 35 % 8% 27

Note: “Education” is the percentage of the sample whose highest educational level is less than secondary, secondary, postsecondary degree, and
postgraduate degree, respectively.

A

—

1

—h
——r ©)
Brush Current
Size Color

Fig. 1. Color Picker. Note: (a) An example trial from the color picker task, to illustrate the color picker used in the experiment. Participants used the
mouse to click on the hue circle and gradient square to adjust the hue, saturation, and lightness. The color of the large letter and the square to its
right changed in response to the participant’s color choice. (b) An example trial from the Mandarin color picker task (labels translated), to illustrate
the “painting” task. Participants select a color using the same hue circle and gradient square, but rather than changing the color of the Chinese
character, this changes the color of the “paintbrush”. The slider allows the participant to control the brush size. The participant clicks and drags on
the character to “paint” the color.

statistics. Second, our research question for Mandarin is different from the other languages — we test the hypothesis that in a logog-
raphy (in which the smallest units of writing still carry semantic information) non-synesthetes might be more consistent.

2.2.1. 6-Language dataset

We used binary classification to predict self-report of synesthesia from consistency score. Consistency score was calculated
replicating the method of Rothen, Seth, et al. (2013; see Appendix 5 for details): sum of pairwise CIELuv distances between repeated
trials was calculated for each letter, then averaged across letters. We fit a logistic regression with dependent variable of self-report and
independent variables of consistency score, language, and their interaction. The effect of language on consistency testing can be
assessed using a Likelihood Ratio Test (LRT) to compare the predictive power of the model with and without the consistency by
language interaction term. We find that the interaction term indeed adds significant predictive power (LRT, y2(5) =24.03,p < 0.001),
meaning that the predictions (predict synesthete vs. non-synesthete) for a given consistency score are different for different languages;
this logically implies that the optimal cutoff score is different in different languages. To ensure that this effect was not explained by
between-language differences in age, gender, or educational attainment, we added as covariates the interactions between consistency
and age, consistency and gender, and consistency and educational attainment; even after controlling for these potential demographic
confounds, the consistency by language interaction term remains highly significant (LRT, y%(5) = 21.58,p < 0.001), suggesting that
the cross-language difference in optimal cutoff score cannot be explained by differences in (non-linguistic) demographic
characteristics.

To more directly test whether “language matters” when choosing an optimal cutoff, we can use Receiver Operator Characteristics
(ROCQ) analysis to compare the performance of the classifier (AUC - area under the ROC curve) with and without the language terms
(DeLong et al., 1988). We find that language does matter: the language-specific classifier performs significantly better than the
language-agnostic classifier (DeLong paired test; Z = 2.41,p = 0.016). To understand how these effects relate to actual differences in
optimal cutoff, we calculated the optimal cutoff score and bootstrapped 95 % confidence intervals (Zhang et al., 2020) for 2000
bootstrap samples in each language (Fig. 2a). Our English results directly replicate Rothen, Seth, et al. (2013): the optimal cutoff in
English is not significantly different from the optimal cutoff score they report, 135.3 (Z = 1.91,p = 0.057), although it is trending
higher. In contrast, the optimal cutoff for German was significantly lower than 135.3 (Z = 2.04,p = 0.041), and the optimal cutoff for
Spanish was significantly higher than 135.3 (Z = 3.77,p < 0.001). Furthermore, visual inspection of the confidence intervals (Fig. 2a)
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Fig. 2. Note: (a) Optimal test-retest consistency cutoff scores for classifying synesthetes in each language. Error bars are 95 % confidence intervals
(Zhang et al., 2020). Grey horizontal line is the original cutoff score for English reported in Rothen, Tsakanikos, et al. (2013). X axis is ordered by
optimal cutoff (low to high) (b) The false negative rate (% of self-reported synesthetes who would be excluded if the language-specific optimal cutoff
was used) for each language. Error bars are 95 % confidence intervals on the binomial proportion (Clopper & Pearson, 1934). X axis is ordered by %
of synesthetes excluded (low to high).

suggests that in general the optimal cutoff score differs between languages (several pairs of confidence intervals do not overlap).

Furthermore, even when the optimal cutoff is used for each language, this does not mean that the consistency procedures in each
language are equivalent. In particular, the false negative rate — the proportion of synesthetes that are excluded by employing the
optimal cutoff — varies significantly across language (Fig. 2b; test of homogeneity of proportions, y%(5) = 18.42,p < 0.005; for more
details, see Supplementary Table S1 and S2). For example, employing the optimal cutoff excludes 6 % of Russian participants, but 31 %
of Georgian participants. Cross-language differences in the proportion of excluded participants can reflect differences in the location of
the optimal cutoff along the ROC curve; for example, the optimal cutoff in English yields higher specificity than sensitivity (consistent
with Rothen, Seth, et al., 2013), whereas the optimal cutoff in German yields higher sensitivity than specificity. Alternatively, dif-
ferences in the proportion of excluded participants can reflect differences in the diagnosticity of consistency: although consistency is a
significant predictor of synesthesia in all six languages (DeLong tests, all p < 0.001; see Table 2 for classification metrics), consistency
is a better predictor of synesthesia in Dutch than in Georgian (DeLong test, D(130.38) = 2.71,p < 0.01). Thus, even if the optimal
cutoff score was calculated and employed for each language separately, there might still be cross-language differences in sample
characteristics, and even in the relationship between self-report of synesthesia and test-retest consistency.

2.2.2. Mandarin

Test-retest consistency in Mandarin. Consistency was calculated using the same technique as in Rothen, Seth, et al., 2013, but at the
pixel level: sum of pairwise CIELuv distances between repeated trials was calculated for each pixel, then averaged across pixels in a
character, then averaged across characters (see Appendix 5 for details). Fig. 3 depicts the test-retest consistency of Mandarin self-
reported synesthetes and self-reported non-synesthetes. There were two self-reported synesthetes in our sample, with test-retest
consistencies of 48.2 and 112.0; these values are consistent with those observed in synesthetes in other languages. However, from this
figure it appears that non-synesthetes are unusually consistent: 82 % (9/11) of self-reported non-synesthetes were more consistent than
the 135.3 threshold for diagnosing synesthesia in English (Rothen, Seth, et al., 2013).

As an exploratory follow-up, we wanted to test whether Mandarin non-synesthetes might be more consistent because many
Mandarin characters encode words with prototypical colors (e.g., “forest” might be “green”), making it easier to remember color
choices at re-test. If prototypical color associations are responsible for non-synesthetes’ consistent associations, then characters with
high agreement between non-synesthetes (i.e., most people associate the character with the same color) should also have particularly
high test-retest consistency within non-synesthetes. We calculated the modal agreement for a character as the proportion of partici-
pants who selected the most frequently chosen Berlin-Kay color for that character.® We then fit a linear mixed effect regression with
dependent variable of per-character test-retest consistency score, independent variable of modal agreement, and random effect of
participant. Consistent with our hypothesis, non-synesthetes were significantly more consistent over time for characters that had high
modal agreement (Fig. 3; LRT, y%(1) =5.79,p = 0.016). For example, most participants chose red for % (“flame”; 82 % of participants)
and green for # (“forest’; 91 % of participants), and these two characters were amongst the most consistent (average test retest
consistency 120.31 and 115.48, respectively).

3 We analyzed only the first presentation of each character (we excluded the retest trials because we reasoned that if test-retest consistency
differed across characters, the color distributions on retest trials would be confounded by this effect).
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Table 2

Classification metrics.
Language Optimal Cutoff Sensitivity Specificity AUC
Dutch 144 0.89 0.88 0.92
English 151 0.70 0.75 0.73
Georgian 115 0.77 0.70 0.77
German 107 0.89 0.74 0.89
Russian 105 0.93 0.94 0.93
Spanish 162 0.72 0.85 0.72

Note: For each language, the optimal cutoff (maximizing sensitivity + specificity), sensitivity and specificity at the optimal cutoff, and area under the
ROC curve (AUC).
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Fig. 3. Test-retest consistency in Mandarin. Note: Left panel: Test-retest consistency (CIELuv distance) of Mandarin self-reported synesthetes (n = 2)
and self-reported non-synesthetes (n = 11). Horizontal dotted line is the 135.3 cutoff score for English (Rothen, Seth, et al., 2013). Right Panel: The
relationship between the modal Berlin-Kay color agreement (the proportion of participants that choose the same color for the character) and the
test-retest consistency of that character (CIELuv distance) for all Mandarin non-synesthetes. Horizontal dotted line is the 135.3 cutoff score for
English (Rothen, Seth, et al., 2013). Black line and grey confidence ribbon is the best fit line and 95 % confidence interval (linear mixed effect
model). The translations of some characters are added for emphasis; the full list of character translations is in Appendix 2.

2.3. Discussion

We found that the test-retest consistency score that optimally distinguishes synesthetes from non-synesthetes (the optimal “cutoff”)
is different for different languages. This presents a challenge for international researchers who want to use consistency as an inclusion
criterion: it is not possible to simply use the established 135.3 cutoff (from English; Rothen, Seth, et al., 2013). Furthermore, even when
calculating the optimal cutoff for each language separately, there are large cross-language differences in the proportion of self-reported
synesthetes that would be excluded based on that score, and thus in the sample characteristics. These cross-language differences could
not be explained by differences in non-linguistic demographic characteristics (age, gender, educational attainment) in our sample.
Finally, in Mandarin, non-synesthetes’ consistency scores were influenced by the specific choice of stimuli. The consequences of these
cross-language differences are difficult to compensate for, because differences in optimal cutoff score can be caused by aspects of the
calculation (optimizing sensitivity and specificity), true underlying differences in aspects of the language (e.g. non-synesthetes are very
consistent if there happen to be several linguistic symbols with an obvious semantic link to a certain color, like in Mandarin), and
possibly some as yet unknown factor(s).

These results demonstrate that the problem of circular inference in synesthesia diagnostics (the use of consistency as both inclusion
criterion and synesthetic characteristic) is even worse than has been previously argued, because the validity of consistency as a
diagnostic for synesthesia differs across subgroups. It is important to emphasize, however, that in every language we tested, most self-
reported synesthetes are highly consistent over time, and (except for Mandarin) self-reported synesthetes are on average significantly
more consistent over time than self-reported non-synesthetes. In this way, our results agree with the existing literature: consistency
effectively distinguishes synesthetes from non-synesthetes, and we are certainly not arguing that consistency is an unimportant feature
of synesthesia. Rather, we are arguing that the cutoff score that optimally distinguishes synesthetes from non-synesthetes is context-
dependent, and thus excluding participants based on consistency requires careful consideration. Our findings here are in line with
previous literature showing different cutoff scores in different age groups (Simner et al., 2017) and in different types of synesthesia
(Ward et al., 2024).

Why might the optimal cutoff differ across languages? One potential explanation is that characteristics of the language itself could
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boost or reduce consistency for both synesthetes and non-synesthetes. For example, we found that Mandarin characters were often
associated with the color of the object they denote, and these semantically driven associations tend to be more consistent over time. In
this way, consistency might be lower (or higher) in some languages when grapheme-color associations are more (or less) “obvious”. An
example of how this could influence consistency in other languages in our sample is via the first letter of color names (“B” tends to be
blue, “G” tends to be green, etc.), a property known to strongly influence grapheme-color associations in both synesthetes and non-
synesthetes (Simner et al., 2005). Interestingly, color names do not seem to influence synesthetic associations in Spanish (Root
etal., 2021), perhaps because in Spanish many color terms share first initials (azul and amarillo, naranja and negro, rosa and rojo). In the
present data, Spanish speakers have the highest (least consistent) cutoff score; one speculative explanation of this might be that
Spanish participants miss out on the strong and “obvious™ associations between letters and color names that are available in other
languages.

However, there are also several reasonable alternative explanations that would not imply true differences in consistency between
language. For example, differences in the optimal cutoff could instead reflect cross-cultural differences in participants’ response
criterion for self-report: given the same conscious experience, participants in some cultures might be more conservative responders
(and thus less likely to self-report synesthesia). A separate but related issue is that there may be cross-cultural or cross-linguistic
differences in previous exposure to information about synesthesia, which may influence the likelihood of self-reporting to be a syn-
esthete. More generally, research results from “WEIRD” (Western, Educated, Industrialized, Rich, Democratic) societies may not
generalize for reasons other than just language (for a review, see Henrich et al., 2010). Finally, the ratio of self-referred synesthetes
(who answered an advertisement for synesthetes) and self-identified synesthetes (who realize they have synesthesia during the
experiment) might differ between languages in our data, and these participants might differ in their synesthetic characteristics
(Carmichael et al., 2015).

Importantly, if our result is explained in part by non-linguistic factors (such as response caution and recruitment differences), then
the use of cutoff scores is even more problematic. Indeed, as previous research showed that consistency scores of synesthetic grapheme-
color mappings can be influenced by grapheme familiarity (Uno et al., 2021), grapheme learning processes (Asano et al., 2019),
participant age (Meier et al., 2014; Simner et al., 2017), and differ between shorter versus longer test-retest intervals (Chromy et al.,
2019), properties of the test population or experimental design of a specific study may change the optimal cutoff score even in studies
employing only English-speaking participants.

In sum, our results suggest that there is no one “optimal” cutoff score for distinguishing synesthetes from non-synesthetes, and using
a context-specific cutoff score to exclude participants can inadvertently create discrepancies across different participant samples.

3. Study 2: Inconsistent self-reported synesthetes behave like synesthetes

In the previous study, we found that the test-retest consistency score that optimally distinguishes synesthetes from non-synesthetes
is different for different languages. This poses an issue for present-day convention in synesthesia research, which depends on using
such a cutoff score to exclude participants that self-report synesthesia but have associations that are inconsistent over time. The
assumption that underlies this exclusion criterion is that inconsistent self-reported synesthetes are either not “genuine” synesthetes or
are not “strong enough” synesthetes. The justification for excluding these participants is thus that they would bias, obstruct, or muddle
the pattern of results that a group of “genuine” synesthetes would show. However, to our knowledge this assumption has never been
tested. In this study, we test this assumption in a radical way: we exclude consistent participants, testing for synesthetic behavior in a
group of inconsistent self-reported synesthetes. In other words, we explicitly test the group of participants that would typically be
excluded from experiments. Surprisingly, to our knowledge no study has ever analyzed the data of this group.

We invited Dutch participants from Study 1 to an additional testing session. We analyzed the behavior of inconsistent participants
on two measures known to distinguish synesthetes from non-synesthetes: the synesthetic Stroop effect and the synesthetic Palette
effect. The synesthetic Stroop effect is one of the most replicated findings in the synesthesia literature: more than a dozen studies have
found that when performing a speeded ink naming task on colored letters, synesthetes (but not non-synesthetes) react more slowly
when the printed color is incongruent with their own synesthetic color (e.g. Beeli, Esslen, & Jancke, 2005; Berteletti, Hubbard, & Zorzi,
2010; Dixon, Smilek, Cudahy, & Merikle, 2000; Dixon, Smilek, & Merikle, 2004; Mattingley, Rich, Yelland, & Bradshaw, 2001; Wollen
& Ruggiero, 1983). The synesthetic Palette effect is a more recent discovery, shown to effectively distinguish synesthetes from non-
synesthetes in both grapheme-color (Rouw & Root, 2019) and music-color (Ward et al., 2024) synesthesia: in general, synesthetes
report more “warm” colors (yellow, brown, orange) whereas non-synesthetes forced to choose colors for letters or sounds report more
“cool” colors (blue, green, pink, purple); furthermore, in grapheme-color synesthesia (but not music-color synesthesia), synesthetes
reported more “achromatic” colors (black, white, grey) than non-synesthetes. Here, our hypothesis is that inconsistent self-reported
synesthetes, who would normally be excluded from studies, still perform like synesthetes on these measures.

3.1. Methods

3.1.1. Participants

All Dutch participants who completed the test-retest consistency task from Study 1 (including those whose data were excluded in
Study 1) were part of a larger study in which they completed another set of experiments after taking the consistency test. After some
attrition (13 participants completed the colorpicker but not the Stroop task), a total of 189 Dutch participants completed the follow-up
studies.
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3.1.2. Materials

Stroop Stimuli. We selected four letter stimuli for each participant. We sought to balance two constraints: the four letters should
have four distinct colors, and should have high individual test-retest consistency. Thus, for each participant, we chose a total of four
letters: the pair of letters whose colors were most distant in CIELuv color space, and the two most consistent letters whose colors were
at least 45 CIELuv units from each other. Participants who did not have four letters that satisfied these criteria (e.g., participants whose
color choices were not distinct enough) were excluded a priori from the Stroop experiment (these participants are amongst the 13
participants excluded via attrition; see “Participants” above).

Self-Report Question. We repeated the self-report question from Study 1 (endorsing — or not — the statement “Letters have a color (e.
g., “Jisyellow™).”, but removed the option to answer “Maybe”: participants were forced to make a binary choice, identifying as either a
synesthete or as a non-synesthete.

3.1.3. Procedure

Stroop task. Before the experiment began, participants were familiarized with the experimental task and with the key-color as-
signments. The participants’ task was to indicate as quickly as possible the printed color of a colored letter stimulus, using four
keyboard keys (1,2,9,0). The four keys corresponded to the participants’ own color choices for the four letter stimuli; the key-color
mapping was randomized before the study, but remained consistent throughout all trials. Participants were told to place their fin-
gers on the four response keys, and were shown on screen the color to which each key corresponded. The experiment only began once
participants indicated (using the space bar) that they understood the task.

To help participants learn the key-color mappings, participants first completed one block of 32 practice trials with feedback. Each
trial began with a blank screen for 500 ms, followed by a fixation cross for 1000 ms, followed by the letter stimulus (printed in 60pt
font), which remained on screen until the participant responded. In congruent trials, the letter stimulus was drawn in the color chosen
by the participant during the first round of the colorpicker task. In incongruent trials, the letter stimulus was drawn in the color chosen
by the participant for one of the other three letter stimuli; in other words, a total of four colors were used for each participant. The
combination of letter stimuli and colors were counterbalanced, such that each letter was equally likely to be shown in each color; i.e.,
25 % of trials were congruent trials and 75 % were incongruent trials. Thus, for the 32 practice trials, each possible combination of
letter and color was presented twice. In these practice trials, boxes with color outlines corresponding to the keys were presented on
screen, as a visual aid to help the participant learn the mappings (Fig. 4). In this first set of practice trials, participants were given
feedback on the trial outcome after each trial: the word “Correct” or “Incorrect” appeared on screen for 500 ms, and then the next trial
began.

After this first block of practice trials (with feedback), participants completed a block of 32 practice trials (8 congruent, 24
incongruent) without feedback. These trials were identical to the experimental trials, and were included to ensure that the participant
understood what the experimental trials would be like. Unlike the first block of practice trials, there were no colored boxes on screen,
and there was no feedback. All experimental parameters were otherwise identical.

After the two practice blocks, participants completed the experimental block: 160 trials (40 congruent trials, 120 incongruent trials;
10 repetitions of each letter-color combination). Experimental trials were identical to the second practice block.

A
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Fig. 4. Note: Stimulus display for the practice trials of the Stroop task. The four colored boxes correspond to the four response keys (1,2,9,0), and are
shown during the first round of practice trials so that the participant can learn the key-color mapping. The colored boxes only appear during the first
round of practice trials; during the second round of practice trials and during experimental trials only the colored letter stimulus is shown.
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After completing the Stroop task, participants also completed several other behavioral and experimental tasks, none of which are
analyzed in the present work (they do not fit the current research question, because they are all novel tasks rather than replications of
established synesthetic paradigms). At the end of the study, participants answered the self-report of synesthesia question once more.

3.1.4. Preprocessing

Participant exclusions. We first excluded any participants whose self-report was inconsistent across testing sessions: any participant
who answered “Yes” in one session and “No” in the other (8 participants excluded). Participants who answered “Maybe” in the first
session and “Yes” (16 participants) or “No” (27 participants) on the second session were identified as synesthetes and non-synesthetes,
respectively. We then proceeded to exclude participants using the same criteria as in Study 1 (if the participant indicated color-
blindness; if the same color was chosen on > 80 % of trials; if the color picker was not moved on > 50 % of trials; if a self-reported
synesthete did not report colors for at least 5 trials). Furthermore, we excluded one participant who appeared to be answering
randomly rather than engaging with the Stroop task (the participant was 26 % accurate; the next least accurate participant was 70 %
accurate). The final dataset included data from 169 participants.

Trial exclusions. For the Stroop task data, we removed trials in which response time was faster than 100 ms or slower than 2500 ms,
because these responses are likely not reflective of the process under study.

3.2. Results

3.2.1. Stroop task

We analyzed only the subset of participants whose test-retest consistency score was greater (more inconsistent) than the con-
ventional 135.3 cutoff score. Thus, we examined the synesthetic Stroop effect by contrasting inconsistent self-reported synesthetes
(“inconsistent synesthetes™) to inconsistent self-reported non-synesthetes (“inconsistent non-synesthetes”). Data from these partici-
pants was fit using a linear mixed effect regression with dependent variable of response time; fixed effects of self-report (synesthete or
non-synesthete), color congruency (congruent or incongruent with the participant’s letter color), and their interaction; and random
effect of participant. To test the hypothesis that inconsistent synesthetes still experience a stronger Stroop effect, we performed a
Likelihood Ratio Test (LRT) on the nested model with interaction term removed (i.e., test the null hypothesis that the interaction term
does not improve the model fit). Inconsistent synesthetes experience a significantly stronger Stroop effect than inconsistent non-
synesthetes (Fig. 5; LRT; y?(1) = 5.27,p = 0.022). Indeed, post hoc examination of the estimated marginal means suggests that
there is a significant Stroop effect in inconsistent synesthetes (z = 3.22,p = 0.001), but no evidence for a Stroop effect in inconsistent
non-synesthetes (z = 0.59,p = 0.55).

3.2.2. Palette
We examined the pattern of color choices (“palette™) in inconsistent participants (above the 135.3 cutoff). Following the previous
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Fig. 5. Note: Effect size of the Stroop effect (difference between average reaction time for congruent vs. incongruent trials) in inconsistent syn-
esthetes and inconsistent non-synesthetes. Inconsistent participants are those with a test-retest consistency score above the commonly used cutoff
score (>135). Error bars are 95 % confidence intervals (linear mixed effect regression, estimated marginal means).
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palette studies (Rouw & Root, 2019; Ward et al., 2024), we measured the palette using the first trial for each grapheme (re-test trials
were excluded so that cognitive strategies, consistency differences, etc. were less likely to influence the distribution of colors). We used
the Colournamer algorithm of Mylonas et al. (2013) to categorize each color into the 11 basic colors of Berlin and Kay (Berlin & Kay,
1991), and then conducted an 11 (basic colors) by 2 (inconsistent synesthete vs. inconsistent non-synesthete) chi-squared test of in-
dependence. Inconsistent synesthetes and inconsistent non-synesthetes had significantly different color choices (y2(10) = 28.66,
p < 0.005). Post-hoc standardized chi-square residuals (MacDonald & Gardner, 2000) show that white, brown and yellow are
significantly more common in inconsistent synesthetes, and green and black are significantly more common in inconsistent non-
synesthetes (Fig. 6). Notably, this pattern of results closely resembles the pattern originally reported in Rouw and Root (2019),
which used the conventional 135.3 cutoff to classify synesthesia; indeed, all of these results are in agreement except for black, which
Rouw and Root (2019) found to be more common in (consistent) synesthetes.

We wondered if a classifier trained on the color choices of consistent synesthetes would be able to predict which inconsistent par-
ticipants would self-identify as synesthetes. We replicated the methods from Rouw and Root (2019), training a Naive Bayes classifier to
predict self-report of synesthesia. Even though the classifier was trained on data that excluded all inconsistent synesthetes, it could still
predict which inconsistent participants self-report as synesthetes vs. non-synesthetes significantly more often than chance (LRT,
72(1) = 9.23, p < 0.005; AUC = 0.70, AUC 95% CI [0.56,0.83]). Remarkably, at the optimal classification threshold (maximizing
sensitivity and specificity), every participant who claims to be a non-synesthete were classified based on their color choices to be a non-
synesthete (47/47; i.e., specificity = 1), and 35 % of the participants claiming to be synesthetes were classified as synesthetes (8/15, i.
e., sensitivity = 0.35; Table 3). In other words, approximately a third of the participants who would typically be excluded based on
consistency scores behave as “genuine” synesthetes. In sum, the synesthetic palette effect exists even in (a subset of) self-reported
inconsistent synesthetes.

3.3. Discussion

We find that on two different experimental tasks known to distinguish synesthetes from non-synesthetes, inconsistent self-reported
synesthetes (who would be excluded from most studies) behave differently from inconsistent non-synesthetes, but similarly to
consistent synesthetes. On a synesthetic Stroop task, inconsistent synesthetes experience a stronger Stroop effect than inconsistent non-
synesthetes. Furthermore, inconsistent synesthetes experience more white, brown, and yellow than inconsistent non-synesthetes,
consistent with the synesthetic Palette (Rouw & Root, 2019). Finally, a classifier trained on the palette of consistent synesthetes
(vs. non-synesthetes) could distinguish inconsistent synesthetes from inconsistent non-synesthetes. Taken together, these results imply
that inconsistent self-reported synesthetes may still be “genuine”: at the group level inconsistent self-reported synesthetes behave like
consistent synesthetes, and at the individual level, at least some (but perhaps not all) inconsistent self-reported synesthetes behave as
genuine synesthetes. Thus, while test-retest consistency was highly useful for its original purpose — proving to the larger scientific
community that synesthesia itself is a genuine phenomenon (Asher et al., 2006) — it may be an overly conservative inclusion criterion
in contemporary studies of synesthesia.

One recent view of participants whose synesthetic self-report and consistency scores do not align is that there are “borderline” cases
of synesthesia (Itoh, 2024): participants who self-report not being synesthetes, but “realize” they have synesthesia only after taking a
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Fig. 6. Note: Standardized residuals of the chi-square test comparing color distributions of inconsistent synesthetes vs. inconsistent non-synesthetes.
The x axis is ordered by descending value of the residual: positive residuals indicate that the color is more common in synesthetes. The color
categories relatively more often chosen by inconsistent synesthetes are similar to the synesthetic ’palette’. Dotted lines are p < 0.05 thresholds for
significance (MacDonald & Gardner, 2000).
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Table 3
Contingency table using palette-based classifier trained on consistent synesthetes.
Self-Report
Palette (Inconsistent) (Inconsistent)
Synesthete Non-synesthete
Synesthete-like 8 0
Non-synesthete-like 15 47

Note: Contingency table of the inconsistent participants in the current dataset, classified as synesthetes
or non-synesthetes using a palette-based classifier (adapted from Rouw and Root, 2019) that was
trained using the 135.3 cutoff for synesthesia (only consistent synesthetes were included in the
training set). Columns are the self-report of the participants: (inconsistent) synesthete or (inconsistent)
non-synesthete. Rows are the classifier predictions: synesthete-like palette vs. non-synesthete-like
palette.

consistency test. Although it is possible that some of the consistent self-reported non-synesthetes in our sample are “borderline” cases like
those in Itoh’s (2024) study (i.e., they didn’t fully realize they have synesthesia at the moment of the self-report test), we do not think
that inconsistent self-reported synesthetes in our study are “borderline synesthetes”, for two reasons. First, in Itoh’s (2024) framework,
“the boundary between self-awareness and unawareness of synesthetic sensations would be ambiguous” in borderline synesthetes, but
inconsistent self-identified synesthetes in our study are often quite certain of their status as synesthetes. Second, in Itoh’s (2024)
framework, high vividness and automaticity “signify strong dispositions” and would not be expected in borderline synesthetes, but our
Stroop results demonstrate that inconsistent self-identified synesthetes in our study show automaticity in their synesthesia. Indeed,
these participants also report quite vivid associations: for example, one participant reports experiencing the color of the letter M
“fading in and out” between dark blue and pink, “like fuzzy clouds that can take over”. Such vivid and elaborate subjective experiences
seem to be particularly strong evidence for synesthesia, not indicative of a “borderline” case.

Thus, while consistency is a very common feature of synesthesia, it may not be a necessary feature of synesthesia. The possibility that
some genuine synesthetes are not consistent over time has been proposed several times (Carmichael et al., 2015; Eagleman, 2009;
Simner, 2012; Simner et al., 2017), but to our knowledge the present study is the first experimental evidence that this is true: a subset of
inconsistent self-reported synesthetes, who are typically excluded from studies, have experimentally verifiable synesthetic
experiences.

4. Study 3: Self-report alone is sufficient to distinguish synesthetes from non-synesthetes

In the previous experiment, individuals that self-report synesthesia but “fail” a consistency test, still show synesthetic behavior. On
two different experimental tasks known to distinguish synesthetes from non-synesthetes, inconsistent self-reported synesthetes behave
differently from inconsistent non-synesthetes, but similarly to consistent synesthetes. Based on these results, is it reasonable to assume
that as long as the design itself is strong enough, it is not necessary to include consistency as diagnostic criterion? In other words, is self-
report by itself sufficient to distinguish synesthetes from non-synesthetes?

This question is not only relevant in improving our understanding of synesthesia, but has also important practical implications:
consistency tests tend to be long (30 + minutes) and have technical demands (e.g., instructions that both synesthetes and non-
synesthetes can understand, color picker on a computer screen), whereas self-report can in its most minimal form be a single well-
phrased yes-or-no question. Perhaps important research opportunities were missed because there was no space for the consistency
test, whereas adding a question or two would have been possible (e.g. piggybacking on an existing large ongoing population study, a
medical study, or neuroimaging study). Similarly, it would be important for reviewers and authors to know to what degree using only
self-report is detrimental to the validity of synesthesia findings, optimizing strong research results while avoiding potential “file
drawer” effects from synesthesia studies that did not test consistency.

In this study, we again analyze the data from Study 2. Here, for both the synesthetic Stroop and Palette effects, we compare the
effect sizes in the conventional “gold standard” approach (exclude inconsistent self-reported synesthetes) to the effect sizes when self-
report is used as the sole criterion for classifying a participant as synesthetic.

4.1. Methods

All methods and data are the same as in Study 2.

4.2. Results

4.2.1. Stroop

We calculated the strength of the synesthetic Stroop effect (difference in reaction time between congruent and incongruent trials)
twice: once if the conventional 135.3 cutoff is employed (N = 146; 23 inconsistent self-reported synesthetes excluded), and once if no
participants are excluded (N = 169). For each dataset, we fit a linear mixed effect regression with dependent variable of response time,
fixed effects of congruency and synesthesia, and random effect of participant. In the “conventional” analysis (exclude inconsistent
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synesthetes based on cutoff score), we replicate the numerous studies finding evidence of a synesthetic Stroop effect (LRT, y2(1) =
77.23,p < 0.001). Crucially, however, when self-report is used as the sole criterion (i.e., consistency testing is not used), there is still
robust evidence for a synesthetic Stroop effect (LRT, y%(1) = 59.52,p < 0.001). Indeed, although the effect size appears numerically
larger when inconsistent synesthetes are excluded (Fig. 7a), the difference in effect size is not statistically significant (Wald Z = 0.96,
p = 0.34).

4.2.2. Palette

We calculated the strength and direction of the synesthetic palette twice: once if the conventional 135.3 cutoff is employed
(inconsistent synesthetes excluded), and once if no participants are excluded. For each dataset, we ran a chi-square test comparing
distribution of color associations in synesthetes vs. non-synesthetes. In the conventionally processed data (inconsistent synesthetes
excluded), we largely replicate Rouw and Root (2019): synesthetes and non-synesthetes report significantly different colors (y%(10) =
190.03,p < 0.001,V = 0.23,V95%CI = [0.19,0.26)), and post-hoc examination of the residuals suggests that synesthetes experience
more warm colors (yellows, browns, oranges) than non-synesthetes, and more white and grey. However, unlike Rouw and Root (2019),
we also find that synesthetes experience less black than non-synesthetes.

Crucially, however, when self-report is used as the sole criterion (consistency testing is not used), our results do not change: there is
still a highly significant synesthetic palette (y2(10) = 165.74,p < 0.001,V = 0.20,V 95% CI [0.17,0.23]) and the pattern of residuals
appears almost identical (Fig. 7b). As with the Stroop effect, the effect size of the Palette is numerically larger when inconsistent
synesthetes are excluded, but this difference is not statistically significant (Fisher-transformed Z = 1.30,p = 0.19); indeed, the chi-
squared residuals (which colors are associated with the Palette) are nearly perfectly correlated (Fig. 7c; Pearson correlation; r =
0.99,£(9) = 28.18,p < 0.001).

4.3. Discussion

We found that two effects previously shown to differ in synesthetes vs. non-synesthetes (the synesthetic Stroop effect, the synes-
thetic Palette) can be replicated using self-report as the sole criterion for operationalizing synesthesia, without excluding any par-
ticipants. Importantly, the effect size we obtained was statistically comparable (though numerically smaller) to the effect size we
obtained when using the conventional 135.3 cutoff to exclude inconsistent synesthetes. In other words, in at least some circumstances,
it is not necessary to use consistency testing to exclude participants. More generally, this suggests that self-report is by itself a valid
diagnostic measure of synesthesia.

There are several important caveats to our result. First, our sample size is relatively large: with smaller sample sizes, the added noise
(assuming some unknown proportion of inconsistent synesthetes are not genuine; Simner, 2012) may be sufficient to render a small
effect undetectable. The opposite is also true: with a large enough sample size, power will be high enough to overcome any noise from
using self-report as the sole criterion for defining synesthesia. A second caveat is that many of the synesthetes in our data are self-
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Fig. 7. Note: (a) Average effect size of the Stroop x Synesthesia interaction (in ms) contrasting synesthetes to non-synesthetes. The estimate on the
left is when using the conventional operationalization of synesthesia: self-reported synesthetes with test-retest consistency less than 135.3 vs self-
reported non-synesthetes. The estimate on the right is when operationalizing synesthesia using self-report only (no consistency-based exclusions). Y
values are the unstandardized coefficients (i.e., in units of ms) of the linear mixed effect regressions. For example, for the “self-report” oper-
ationalization, ¥ = —70.2 ms, meaning that the Stroop effect is 70.2 ms larger in self-reported synesthetes than in self-reported non-synesthetes.
Error bars are 95 % Wald confidence intervals on the coefficients. (b) Standardized residuals of the chi-square test comparing distribution of color
associations in synesthetes vs. non-synesthetes. The x axis is ordered by descending value of the residual: positive residuals indicate that the color is
more common in synesthetes. The estimate on the left is when using the conventional operationalization of synesthesia: self-reported synesthetes
with test-retest consistency less than 135.3 vs self-reported non-synesthetes. The estimate on the right is when operationalizing synesthesia using
self-report only (no exclusions on the basis of consistency). Dotted lines are p < 0.05 thresholds for significance. (c) The correlation of the chi-
squared residuals from panel (b), between the conventional operationalization (left facet of panel b, x axis of panel c) vs. self-report alone (right
facet of panel b, y axis of panel c). Confidence ribbon is the 95 % confidence interval on the fit line (Pearson correlation).

13



N. Root et al. Consciousness and Cognition 129 (2025) 103819

referred synesthetes; in a true population study (i.e., randomly sampled rather than targeted) the proportion of self-reported synes-
thetes who are genuine may be lower (Carmichael et al., 2015), and power may be lower than is reported here. Finally, and perhaps
most importantly, our dependent variables are objective: for example, a true malingerer would probably find it difficult to fake the
Stroop task, and their data would resemble a non-synesthete’s (i.e., they would add noise to the dataset). If the dependent variable of
interest is subjective, then self-report might not be sufficient, because true malingerers might answer differently (i.e., they might add
bias to the dataset). Taken together, our results suggest that while self-report alone is often sufficient to measures differences between
synesthetes and non-synesthetes, consistency testing (or some other inclusion criteria) might still be necessary in some circumstances.

5. Study 4: Self-reported synesthetes and non-synesthetes can be distinguished even after controlling for consistency

In Study 3 we showed that in at least some research designs, there is not a significant difference in effect size when inconsistent
synesthetes are excluded (or not) based on consistency scores. In conventional analyses, consistency scores are always discretized into
a binary variable (“pass” or “fail”). Here, we explore an alternative use of consistency scores: as a continuous variable that can be
incorporated into any model of a synesthetic (or non-synesthetic) effect.

An important reason that including consistency scores in models might add explanatory power is that the effects of synesthesia and
consistency might sometimes be confounded. Most self-reported synesthetes are more consistent than non-synesthetes (c.f. Study 1),
and this group difference is further exaggerated when inconsistent self-reported synesthetes are excluded. Thus, while we assume
group differences reflect an effect of being synesthetic, they might instead (or at least, in addition) reflect an effect of being consistent. To
illustrate why this might be an issue, consider the synesthetic Palette effect: when choosing colors for letters (or sounds), synesthetes
tend to report certain colors more frequently than non-synesthetes. This effect was shown by comparing groups that differed in both
synesthesia and consistency, but the group differences were attributed to the synesthesia. What if, independent of synesthesia,
consistent participants tend to report certain colors more frequently than inconsistent participants? These effects could be disentangled
by constructing groups of synesthetes and non-synesthetes that are matched for consistency (consistent non-synesthetes are uncom-
mon, but they exist; see “Specificity” in Table 2) — yet such a study design is almost antithetical to the conventional approach in which
consistency differences are taken to be a key feature of synesthesia. A more practical approach to disentangling these effects is to model
color associations as a function of self-report of synesthesia, (continuous) consistency score, and their interaction. This would in effect
control for differences in consistency, allowing the “true” synesthetic effect to be extracted, while allowing the effect of consistency to
be measured as well.

Here, we model the synesthetic Stroop and Palette effects while adding consistency score as a continuous variable. We test the
hypothesis that including consistency as a variable (rather than as an inclusion criterion) can add explanatory power, and that con-
sistency itself has independent effects that can confound or mask synesthetic effects.

5.1. Methods
All methods and data are the same as in Study 2.
5.2. Results

5.2.1. Stroop
We fit a linear mixed effect regression with dependent variable of reaction time, fixed effects of self-report (synesthete or non-

200 A

o
M

2
5 Self-Report
D
= Synesthete
W 2004 Y
8' ® Non-Synesthete
e
»
-4004

100 200 300
Test-Retest Consistency (CIELuv)
Fig. 8. Note: Difference in reaction time (in milliseconds) between congruent and incongruent trials (i.e., Stroop effect), as a function of synesthesia
self-report and test-retest consistency. Each point is a single participant. Trend lines are estimated simple slopes (from linear mixed effect
regression) for self-reported synesthetes (orange) and self-reported non-synesthetes (blue). Error ribbons are 95% confidence intervals on the es-
timate of the simple slope (from linear mixed effect regression). (For interpretation of the references to color in this figure legend, the reader is
referred to the web version of this article.)
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synesthete), test-retest consistency (CIELuv distance), color congruency (congruent or incongruent with the participant’s letter color),
and their interactions, and random effect of participant (Fig. 8). The 3-way interaction between congruency, self-report, and con-
sistency was significant (LRT, y2(1) = 11.55,p < 0.001), indicating that the relationship between test-retest consistency and the
Stroop effect is different in self-reported synesthetes and non-synesthetes.

To understand how consistency interacts with synesthesia, we ran separate linear mixed effect models in self-reported synesthetes
and self-reported non-synesthetes. For self-reported synesthetes, being more consistent was associated with a stronger Stroop effect
(LRT, y?(1) = 50.36,p < 0.001). Indeed, even when examining only consistent synesthetes (i.e., only self-reported synesthetes with
consistency below the 135.3 cutoff), there is still a significant relationship between consistency score and Stroop effect size (LRT,
7%(1) =65.90,p < 0.001): highly consistent synesthetes have a stronger Stroop effect than moderately consistent synesthetes. In contrast,
for self-reported non-synesthetes, consistency did not significantly influence the Stroop effect (LRT, y?(1) = 1.66,p = 0.20). In sum,
consistency influences the size of the Stroop effect in synesthetes, but not in non-synesthetes.

5.2.2. Palette

We fit a multinomial logistic regression with dependent variable of color category (the 11 Berlin-Kay basic colors), and independent
variables of self-report of synesthesia (synesthete vs. non-synesthete), test-retest consistency (CIELuv distance), and their interaction.
The interaction between synesthesia and consistency was not significant (LRT, y2(10) = 15.03,p = 0.13); i.e., the relationship be-
tween synesthesia and color choice did not depend on consistency. Replicating previous work, we found evidence for a Synesthetic
Palette: there was a main effect of synesthesia on the pattern of colors even after controlling for consistency (y2(10) = 79.02,
p < 0.001). However, we also found evidence for a “Consistent Palette”: there was a main effect of consistency on the pattern of colors
even after controlling for synesthesia (y?(10) = 132.81,p < 0.001).

To understand how consistency and synesthesia each independently contribute to the observed pattern of color associations, Fig. 9
visualizes the model predictions of the synesthetic palette at various levels of consistency. The thickness of the colored lines indicates
the model prediction at a particular consistency value: the points at a given thickness on each line are a prediction about what would be
observed in a hypothetical dataset of synesthetes and non-synesthetes who all had the same test-retest consistency score. The x and y
axes of the figure decompose the pattern of observed colors into two sources of variation. The main effect of synesthesia is depicted as
differences in y-value: for example, after controlling for consistency, orange is more common in synesthetes, whereas black is more
common in non-synesthetes. The main effect of consistency is depicted as the length (and orientation) of the “teardrops” along the x-
axis: for example, after controlling for synesthesia, green is more common in inconsistent participants, whereas grey is more common
in consistent participants. No interaction effect is depicted (an interaction would be a diagonally-oriented teardrop).

The grey line in Fig. 9 illustrates how effects of consistency can confound the interpretation of group differences between synes-
thetes and non-synesthetes. In Fig. 7b the chi-square residual values suggest that synesthetes choose grey significantly more frequently
than non-synesthetes (indeed, we also reported this in Rouw and Root, 2019). However, from Fig. 9 we see that the risk ratio (y-axis
value) for grey is ~ 1.0 across all consistency levels — grey is equally common in synesthetes and non-synesthetes! This discrepancy can
be explained by noting that, after controlling for synesthesia, consistent participants choose grey more often than inconsistent par-
ticipants (8 % of choices at a test-retest consistency of 65 versus 2.5 % of choices at a test-retest consistency of 275). Thus, in Fig. 7b
grey appeared to be more common in synesthetic participants, but in fact grey is more common in consistent participants, and con-
sistency is more common in synesthetes. Therefore, grey is part of a “Consistent Palette”, not a Synesthetic Palette — the true Synesthetic
Palette is white, brown, orange, and possibly yellow.

2.
T |
s | &
5 |3 Consistency
£ GCJ ] - = — — -
31> - — 65
< f’I) - 135
7N|c
-|S G 205
S|Z 1
O |« —1
OS2 aa o7
5| o
a0
N
a
1| C—
4 ; - - :
0.05 0.10 0.15 0.20
P(Color)

Fig. 9. Note: Visualizing the “synesthetic palette” while including consistency as a variable. The x axis is the prevalence of the color overall (in both
synesthetes and non-synesthetes); the y axis is the synesthetic risk ratio for the color (ratio of the color prevalence in synesthetes vs. non-
synesthetes): when y = 1 (horizontal dotted line), the color is equally common for synesthetes and non-synesthetes, when y > 1 the color is
more common for synesthetes (e.g., when y = 2, the color is twice as common in synesthetes, when y = 1/2, the color is twice as common in non-
synesthetes). The thickness of the colored lines is test-retest consistency: the path traced from the narrower line end to the thicker line end indicates
how the color prevalence changes as a participant becomes more inconsistent (increased test-retest consistency scores).
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5.3. Discussion

We found that using consistency as a continuous variable in analyses, instead of as an inclusion criterion, adds explanatory power
for both the synesthetic Stroop and the synesthetic Palette. Critically, our results demonstrate that consistency can influence synes-
thetic effects in more than one way. For the synesthetic Stroop effect, we found an interaction between synesthesia and consistency:
consistency influences the size of the Stroop effect in synesthetes, but not in non-synesthetes. In contrast, for the synesthetic Palette
effect, we found that synesthesia and consistency exerted independent effects: having synesthesia influences the color palette even when
controlling for consistency, but also consistency influences the color palette even when controlling for having synesthesia.

Importantly, these results (a consistency-by-synesthesia interaction for the Stroop effect, but only main effects for the Palette effect)
are group-level effects, and there are some interesting outliers. For example, although most consistent self-reported non-synesthetes do
not experience a Stroop effect (in Fig. 8, blue dots to the left of the dotted line), there is a self-identified non-synesthete with a
test-retest consistency of 80 (well into the typical synesthetic range) and a strong Stroop effect of ~ 200 ms. Is it possible that some
non-synesthetes actually do experience a “synesthetic Stroop”? Or is this participant a “borderline non-synesthete” (Itoh, 2024), who
might switch their self-report to “synesthete” if given more opportunities to introspect about their phenomenological experiences? In
Study 2, we focus on inconsistent self-identified synesthetes, but consistent self-identified non-synesthetes are another potentially
interesting subgroup worthy of future study.

Taken together, our results suggest that consistency (being consistent versus inconsistent) is a separable construct that can elicit its
own behavioral effects independent of synesthesia. This demonstrates one consequence of the “circularity” of using consistency as a
diagnostic inclusion criterion: if inconsistent synesthetes are excluded based on a cutoff, then synesthetes and non-synesthetes will by
definition differ in their consistency, and thus the effects of synesthesia can be confounded by the effects of consistency. Using
continuous consistency score as a variable (rather than as an inclusion criterion) not only eliminates this confound, but also yields
additional insights by allowing researchers to disentangle the independent and interactive effects of synesthesia and consistency.

6. General discussion and recommendations for future synesthesia research

In this study, we evaluated the role of self-report and consistency as inclusion criteria in synesthesia research. We found that, in line
with previous studies, self-reported synesthetes are generally more consistent than self-reported non-synesthetes. However, the
optimal consistency cutoff score for distinguishing synesthetes from non-synesthetes — and also the proportion of self-reported syn-
esthetes that would be excluded at that choice of cutoff — was different for different languages. Thus, although consistency is strongly
correlated with self-report of synesthesia, using a specific consistency cutoff score to exclude participants can create a false sense of
objectivity: there is no one context-free criterion.

Next, we examined behavior in inconsistent self-reported synesthetes — the specific group that is typically excluded from synes-
thesia studies. We found that these participants still showed synesthete-like behavior on the synesthetic Stroop and Palette effects;
indeed, a classifier trained on consistent synesthetes could predict the self-report of these participants at rates significantly higher than
chance. Taken together, these results suggest that at least some of these participants are genuine synesthetes. To our knowledge, this is
the first objective evidence that inconsistent synesthesia is a genuine phenomenon.

We then directly compared the effect size of the synesthetic Stroop and Palette effects with and without the conventional
consistency-based inclusion criterion. Using self-report of synesthesia as the sole criterion (no consistency-based exclusions) does not
significantly reduce the effect size of the synesthetic Stroop and Palette. This has important implications for synesthesia research,
because it suggests that it is worthwhile to measure self-report even when consistency testing is impractical: the synesthesia com-
munity should lobby to include a question about synesthesia in future large-scale data collection initiatives (such as the Human
Connectome Project or the UK Biobank). While it would be impractical to include a lengthy consistency test in such studies, including a
synesthesia item in the behavioral questionnaires of such studies may be a more attainable goal. In sum, using self-report as the sole
inclusion criterion for synesthesia may not be as unreliable as previously feared.

In our final experiment, we demonstrated that consistency is most powerful when used as a continuous variable, rather than as an
inclusion criterion. Including consistency as a continuous variable in analyses gives all the advantages of using a cutoff score (if the
effect is only present in consistent synesthetes, the model will pick this up) and none of the weaknesses (does not need a pre-defined
cutoff criterion; if there is an effect in inconsistent participants the model will pick this up; etc.). Furthermore, we show that con-
sistency itself can influence the synesthetic Stroop and Palette effects. For example, when we employed this method to characterize the
synesthetic Palette, we found that some of the colors from our original report (Rouw & Root, 2019) were indeed part of the synesthetic
Palette (e.g., “warm” colors), whereas other colors were erroneously attributed to synesthesia, but are instead attributable to con-
sistency (e.g., more consistent participants more often chose grey). To our knowledge, ours is the first evidence that consistency can
confound comparisons between synesthetes and non-synesthetes, and our results suggest that a re-examination of such effects in the
literature may be in order.

Several limitations of our current study restrict the degree to which our results can be generalized. First, we only examined
grapheme-color synesthesia, but other types of synesthesia may differ in the relationship between phenomenology, self-report, and
behavior. For example, the Stroop effect is more difficult to elicit in some types of synesthesia (Melero et al., 2014). Future studies
should assess the degree to which these results replicate in other types of synesthesia. Second, additional confounds such as sample
characteristics and manner of recruitment (e.g. active search in the general population versus individuals self-reporting synesthesia at
their own initiative) plausibly add noise or bias to these effects, and future studies could characterize the influence of these confounds
as well. Finally, we used only two tasks (synesthetic Stroop and Palette), and it is possible that different experimental tasks are more or
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less sensitive to choice of inclusion criterion (e.g. excluding or not based on consistency score); future research should ideally run a
large battery of tasks in a large group of synesthetes and non-synesthetes, enabling variability to be attributed to synesthesia itself
versus consistency, task-specific effects, or some other as-yet unknown characteristic.

Another target for future research that the present study does not address is how operationalizations of “consistency” might be
improved. In the current study, we operationalized “consistency” using average CIELuv distance between three repeated trials
(Rothen, Seth, et al., 2013); future research should explore whether alternative consistency/distance measures (e.g., Griffin &
Mylonas, 2019; Hamada et al., 2017b; Ward, 2022) are related to self-report in similar ways. Furthermore, consistency testing relies on
the assumption that consistency is caused by (conscious or unconscious) grapheme-color associations, but factors such as color
variation (e.g., Ward, 2022), mnemonic expertise, and deliberate cognitive strategies might also influence consistency scores. Future
research should aim to measure to what degree these alternative pathways might affect test-retest consistency.

Similarly, our study does not address how operationalizations of “self-report” might be improved. In the current study, we oper-
ationalized self-report using participants’ endorsement (or not) of the statement “Letters have a color (e.g. “J is yellow”)”. It is certainly
possible that there is a question which better aligns participants’ self-report with the neurocognitive trait that researchers seek to
measure. We often assume that the phenomenological features of synesthesia are subjectively prominent and easily reportable as a
binary condition (having synesthesia vs. not having synesthesia), but this may not always be true, especially in sociocultural contexts
in which the participant and researcher may understand perception in different ways. Even as simple a manipulation as asking the
question before vs. after the color-picker task might improve (or worsen) the measurement (e.g., [toh, 2024). Surprisingly, to our
knowledge no study has explicitly tested whether certain self-report methodologies are more valid and reliable measures of synes-
thesia. Such work might be necessary to ensure that we are studying the phenomenon that we think we are studying.

Based on our current results, we offer the following set of conclusions and recommendations. First, a key takeaway from our study is
that for at least some research questions (especially those using objective measures that would be difficult for true malingerers to bias),
self-report is a sufficient criterion for distinguishing synesthetes from non-synesthetes. This suggests that reviewers (and readers)
should not outright reject study results merely because consistency testing was not employed. Second, researchers should be aware that
the optimal consistency cutoff score is different in different populations, and thus should be cautious about using a pre-determined
cutoff score to exclude participants — especially when the characteristics of their population differ from the typical population in
the literature. Third, continuous consistency scores should be included whenever possible as a variable in models, because this keeps
the benefits of consistency testing while allowing more complex relationships between consistency, self-report, and synesthetic
behavior to be explored.

In the past decades, the field of synesthesia research has been successful in showing synesthesia to be “real”, and in formulating
reliable characteristics that distinguish synesthetes from non-synesthetes. Here, we show how understanding of synesthesia research
findings (including our own) can be improved by disentangling the inclusion criteria in synesthesia research from characteristics of the
synesthetic trait itself.
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Appendix 1. Translation

All material was presented in the participant’s native language. Study material was translated using a forward-backward-reconcile
procedure with an additional pilot step to resolve any difficulties translated synesthesia-specific language. In the first stage, a bilingual
(fluent in English and the target language) translator who was familiar with synesthesia and psychology research translated all text in
the study from English into the target language. In the second stage, a bilingual (fluent in English and the target language) translator
who was unfamiliar with the research translated all text in the study from the target language back into English (the back-translator did
not have access to the original English text). In the third stage, the researcher(s) compared the original English to the back-translated
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English and noted any discrepancies; the forward translator was then given access to all three texts (original English, target language
translation, back-translated English) and asked to fix the target language translation to address the discrepancies. In the fourth stage, a
non-synesthete native speaker of the target language ran the experiment as a pilot participant, and noted any confusions, typos, or
mistranslations; any such issues were then addressed by the forward translator. In the fifth and final stage, a bilingual synesthete
(fluent in English and the target language) ran the experiment as a pilot participant together with the researcher, and discussed any
additional issues with the translation that might only be noticeable to synesthetes (e.g., we found that “projector”’-synesthesia type
questions could not be translated literally due to differences in word connotations, etc.); any such issues were then addressed by the
forward translator. Through this iterative/interactive but strictly structured procedure, we sought a balance between two aims: to
match the study questions as closely as possible across language, and to account for (often subtle) cross-linguistic differences in
language use and meaning.

Appendix 2. List of Mandarin characters used as stimuli in study 1

% (ai) — Love

£} (chao) — Banknote, paper money
{8 (dan) — But, however
JL (ér) — Son

& (feng) — Peak, summit
¥4 (b&i) — Cypress tree
% (yan) — Flame

£ (I) — Dew

{8 (ma) — Mom

# (lin) — Forest

& (nin) — You

A (rén) — Person

K (wd) — I, me

#¥ (xidng) — Auspicious
%8 (ying) — Parrot

Appendix 3. Color picking task (test-retest consistency)

Participants read a short instruction text that explained the color picking task: they would be asked to choose the “best” color for a
letter. Participants were not informed ahead of time that they would be asked to provide a color for a letter multiple times (the re-test
was a surprise). We encouraged participants not to use cognitive strategies, but instead choose “the first color that comes to mind”.
Finally, we explained that in this experiment, black, white, and grey were considered colors. After reading the explanatory text,
participants then completed two practice trials to ensure that they understood how to use the color picker. In each practice trial,
participants chose colors for symbols that were not in their language (e.g., “$” or “%”). Participants were then informed that the actual
experiment would begin when they clicked the “next” button.

The color picking task consisted of three blocks of color picking trials for letters, with two “distractor” tasks interleaved between
each block. For each letter-color block, participants chose colors for all the letters in their alphabet once. Each trial in the first block
consisted of five questions. Participants were first asked to indicate whether they experienced no color, one color, or multiple colors for
the letter (Fig. 1a). If the participant indicated that they experienced multiple colors for the letter, they answered several additional
questions about their experience (as part of a larger study, not analyzed here). Next, participants used the color picker to choose the
“best” color for the letter (even if they indicated “no color” on the previous screen). After choosing the color, participants were
redirected to a new screen in which their chosen color was displayed and they used a slider to indicate how confident they were in their
choice (on a 1-100 scale). Finally, participants could optionally use a free-response text box to describe any additional visual expe-
riences (synesthetes often describe letters as “shiny”, “transparent”, “textured”, etc.). After answering these questions, the next trial
started and all questions were repeated for a different letter. In the second and third blocks, participants again used the color picker to
choose the “best” color for each letter, but the other questions (number of colors, confidence, etc.) were not repeated.

In between each block, participants took a mandatory 30 s break (with the option of taking more time if they wished), and
additionally completed a task in which they were instructed to use the color picker to choose a particular color (e.g., “What is the best,
most pure example of purple?”); this served as a distractor task and also as data for a larger study, not analyzed here.

Color Picking Task (Test-Retest Consistency) for Mandarin

For Mandarin-speaking participants, the color picker task was as similar as possible to the other languages, but was modified
slightly to allow for “painting” on the letter. The explanatory text was modified to instruct the participants to “paint” rather than
“choose” the color(s), and that they could choose to “paint” one or more colors onto the character. There was no question about
whether the participant experienced one color vs. multiple colors, because this could be inferred from painting behavior; however,
participants could still use a checkbox to indicate that they experienced no color for the character (just like in the other languages,
participants who responded “no color” were still asked to paint the best color(s) into the letter). All other aspects of the experiment
were the same as in the other languages.
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Appendix 4. Additional questionnaires

Demographic Questionnaires

In these questionnaires, participants reported basic demographic information: month of birth, year of birth, gender, and educa-
tional attainment. Participants also indicated whether they had impaired visual acuity or any kind of colorblindness. Additional de-
mographic information (e.g., information such as first initials of siblings, language use history, etc.) was collected as part of a larger
study, but was not analyzed here.

Synesthesia Questionnaires

In these questionnaires, participants answer a series of questions about their synesthetic experiences. Most questions were adapted
from existing synesthetic questionnaires: projector/associator (Rouw & Scholte, 2007), Colored Letters and Numbers (Rothen, Tsa-
kanikos, et al., 2013), etc. Participants also had the opportunity to (optionally) leave additional comments, if they felt that the
questionnaires did not enable them to fully communicate their experiences. These questions are part of a larger study, not analyzed
here.

Appendix 5. Calculation of test-retest consistency

6-language dataset

For each participant, we calculated test-retest consistency replicating the method of Rothen, Seth, et al. (2013). For each letter / in
the alphabet .o/, we first calculate the test-retest consistency for the letter: the sum of the three Euclidean pairwise distances in CIELuv
space. We then calculate the test-retest consistency for the participant: the average (across all letters) of these consistency values. This
yields a single consistency value per participant:

cons = |17|Z Z \/(Lj(/’) — L") + () —w()) + () —vi())® @
/e/1<i<j<3

We calculate consistency by summing pairwise Euclidean distances because this follows the conventions of Rothen, Seth, et al. (2013),
which itself followed the conventions of Eagleman et al. (2007). An intuitive way to understand the meaning of a test-retest con-
sistency score calculated in this way is that it is the average length (in CIELuv space) of the perimeter of the triangle formed by
connecting three repeated trials for a letter. However, we note that ROC analysis of consistency scores would yield identical perfor-
mance (AUG, sensitivity, specificity) if the average of pairwise distances were calculated rather than the sum. Using the average rather
than the sum can be advantageous because the consistency calculation can then be generalized to any number of repeated trials: e.g., a
consistency test that used four repeated trials instead of three would yield a numerically higher expected value of consistency using the
sum of pairwise distances calculation, but a numerically identical expected value of consistency using the average of pairwise dis-
tances. Some published papers already report average pairwise rather than sum pairwise distance (e.g., Simner and Ludwig, 2013;
Ward et al., 2024), so it is important when comparing consistency values between published studies to determine whether they report
summed or averaged pairwise distances.

Mandarin

Due to the multi-colored nature of many Mandarin associations, it is not possible to use the standard consistency calculation as in
Eq. (1) - it is necessary to account for the fact that different parts of the character sometimes have different colors. Mandarin par-
ticipants painted colors on to the characters (Fig. 1b), yielding a separate color value for each pixel of the character. For each pixel » in
each character . in the set of characters #, we first calculate the test-retest consistency of the pixel: the sum of the three Euclidean
pairwise distances in CIELuv space. We then average across all pixels within a character (denoted .72,) to obtain the test-retest con-
sistency of each character. We then proceed as in Eq. (1): we calculate the test-retest consistency for the participant: the average (across
all characters) of these consistency values. This yields a single consistency value per participant:

cons = 7252 0 5 (0~ 1) + (10 () + (5(0) — i) @
e el er 1<i<j<3

Appendix 6. Supplementary material

Supplementary data to this article can be found online at https://doi.org/10.1016/j.concog.2025.103819.

Data availability

All data used in the present paper will be made available on request (email corresponding author: n.b.root@uva.nl).
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