
What We Do Sample, We Must Learn to Reconstruct

1. In MRI reconstruction, models that explicitly incorporate the physics of

the forward operator are superior to purely image-to-image approaches

(Chapters 2, 3).

2. U-Net is a sufficient and reliable backbone for unrolled reconstruction,

registration and more (Chapters 3, 7, 8).

3. The absence of fully sampled target data does not prevent learning in

accelerated MRI reconstruction; combining proxy-domain supervision

with target-domain self-supervision is effective (Chapter 4).

4. Dynamic MRI reconstruction requires models that explicitly represent

temporal correlations; static architectures are insufficient

(Chapters 3, 7, 8).

5. Task-optimized reconstruction produces better downstream performance

than optimizing for reconstruction fidelity alone (Chapters 8, 11).

6. Perceptually smooth AI reconstructions can be diagnostically adequate

even when they diverge from noisy reference images in pixel-wise

metrics (Chapter 10).

7. A PhD in AI is 90% software and data engineering; building good,

reusable software determines how far the remaining 10% can go

(Chapter 5).

8. Routine storage of raw k-space data will substantially accelerate

progress in data-driven MRI reconstruction.

9. Amsterdam is the best city to live in.

10. Directness is the shortest distance between a problem and its solution.

11. Meetings are useful; until they quietly replace the time required to think.

12. A PhD is like running; it hurts for a long time, and if you are still alive at

the end, you celebrate.
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