
UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)

UvA-DARE (Digital Academic Repository)

MARS: Multi-Agent Deep Reinforcement Learning for Real-Time Workflow
Scheduling in Hybrid Clouds with Privacy Protection

Cheng, Long; He, Haoyang; Gu, Yan; Liu, Qingzhi; Zhao, Zhiming; Fang, Fang
DOI
10.1109/ICPADS63350.2024.00091
Publication date
2024
Document Version
Final published version
Published in
2024 IEEE 30th International Conference on Parallel and Distributed Systems
License
Article 25fa Dutch Copyright Act (https://www.openaccess.nl/en/policies/open-access-in-
dutch-copyright-law-taverne-amendment)
Link to publication

Citation for published version (APA):
Cheng, L., He, H., Gu, Y., Liu, Q., Zhao, Z., & Fang, F. (2024). MARS: Multi-Agent Deep
Reinforcement Learning for Real-Time Workflow Scheduling in Hybrid Clouds with Privacy
Protection. In 2024 IEEE 30th International Conference on Parallel and Distributed Systems:
ICPADS 2024 : 10-14 October 2024, Belgrade, Serbia : proceedings (pp. 657-666). IEEE
Computer Society. https://doi.org/10.1109/ICPADS63350.2024.00091

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).

Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, P.O. Box 19185, 1000 GD Amsterdam, The Netherlands.
You will be contacted as soon as possible.

Download date:20 Jul 2026

https://doi.org/10.1109/ICPADS63350.2024.00091
https://handle.uba.uva.nl/personal/pure/en/publications/mars-multiagent-deep-reinforcement-learning-for-realtime-workflow-scheduling-in-hybrid-clouds-with-privacy-protection(1c560def-90b0-4bbd-bce6-119f3e2527bd).html
https://doi.org/10.1109/ICPADS63350.2024.00091


MARS: Multi-Agent Deep Reinforcement Learning
for Real-Time Workflow Scheduling in Hybrid

Clouds with Privacy Protection

Long Cheng1, Haoyang He1, Yan Gu1, Qingzhi Liu2, Zhiming Zhao3, Fang Fang1

1State Key Laboratory of Alternate Electrical Power System with Renewable Energy Sources,

School of Control and Computer Engineering, North China Electric Power University, Beijing, China
2Information Technology Group, Wageningen University and Research, Netherlands

3Research Group of Multi-Scale Networked Systems, University of Amsterdam, Netherlands

{lcheng, haoyanghe, yangu, ffang}@ncepu.edu.cn, qingzhi.liu@wur.nl, z.zhao@uva.nl

Abstract—Scheduling workflows in hybrid cloud environments
presents significant challenges due to the inherent complexity of
workflows and the dynamic nature of cloud resources. This com-
plexity is further increased when attempting to balance workflow
performance with privacy protection. Recent efforts have lever-
aged deep reinforcement learning (DRL) to address these chal-
lenges. However, most of these approaches rely on single-agent
models, which can lead to security issues and scalability problems
due to their centralized processing. Specifically, the properties
of workflows are transferred to the single agent, which risks
leaking privacy information. Our paper addresses these issues by
introducing MARS, a real-time workflow scheduling method that
prioritizes privacy protection in hybrid clouds. MARS leverages
multi-agent deep reinforcement learning (MADRL) to optimize
the workflow scheduling of cloud virtual machines (VMs). The
benefit of our solution is that it relies on the collaborative learning
of multi-agents on multiple VMs, which could assign user data to
specific cloud servers for privacy protection while sharing train-
ing experiences between agents. In our implementation, MARS
aims to reduce workflow completion time and operational costs
while complying with strict privacy protection guidelines. The
experimental results demonstrate that MARS can significantly
surpass existing methods, reducing makespan by an average
of 53.18% and costs by 61.98% compared to basic techniques,
and achieving 20.26% and 25.71% improvements over the latest
advanced methods, respectively.

Index Terms—Cloud computing, hybrid cloud, workflow
scheduling, multi-agent system, deep reinforcement learning

I. INTRODUCTION

Cloud computing integrates extensive computing resources

into a shared pool on the Internet, and offers on-demand access

with a pay-as-you-go model. This paradigm not only enhances

resource utilization but also reduces platform management

and maintenance costs, facilitating the migration of resource-

intensive applications to cloud environments [1]. Based on

deployment characteristics, cloud computing environments

typically fall into three categories: public, private, and hybrid

clouds. Public clouds are designed for scalability, providing

ample resources tailored to user requirements. In comparison,

private clouds prioritize privacy, affording stringent data con-

trol and protection. Hybrid clouds, by combining the strengths

of both private and public clouds, can efficiently orchestrate

resources across diverse platforms while ensuring optimal

utilization of privacy [2].

The workflow of a typical cloud computing system consists

of multiple interdependent tasks, often represented as directed

acyclic graphs (DAGs), where each vertex corresponds to a

task and each edge indicates task dependencies. The goal of

workflow scheduling in cloud computing is to allocate these

tasks to suitable cloud resources efficiently. With the rapid

advancement of cloud computing and the growing volume

of data across various applications, more complex workflows

are being migrated to the cloud, making the optimization

of workflow scheduling a critical research topic. This task

is particularly challenging due to the need to satisfy multi-

dimensional requirements, including user-specified Quality of

Service (QoS), performance metrics set by cloud providers,

and computing resource limitations [3]. Although many studies

have attempted to solve this complex optimization problem,

most rely on traditional methods like metaheuristics, which

are primarily designed for batch processing rather than real-

time, individual workflow arrivals. Consequently, there is an

urgent need for more effective approaches that can handle the

dynamic and real-time nature of modern cloud workflows.

With advances in deep learning, Deep Reinforcement Learn-

ing (DRL) has shown notable effectiveness in handling real-

time workflow scheduling problems [4]. However, few meth-

ods have adequately addressed privacy protection during

scheduling in cloud environments, despite its critical impor-

tance due to privacy regulations and user demands. Recent

works have attempted to incorporate privacy-aware methods

into DRL-based scheduling for cloud workflows [5], but these

approaches are primarily single-agent based, leading to secu-

rity issues and scalability problems because of their centralized

processing. Specifically, transferring workflow properties to

a single agent risks privacy leaks. Moreover, as workloads

increase, single-agent systems often struggle to maintain ef-

fective performance [6].

To address the above issues, this paper introduces MARS, a

Multi-Agent Deep Reinforcement Learning (MADRL) based

approach tailored for real-time workflow scheduling in hybrid
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cloud environments. MARS excels in protecting user privacy

while optimizing other crucial QoS requirements such as

makespan and cost. Specifically, in our proposed multi-agent

system, each VM acts as an agent, engaging in collaborative

training to share experiences. This design maintains data

privacy by sharing only VM and task state information, rather

than actual workflow data during scheduling. We provide a de-

tailed design of our method, and our experiments demonstrate

that MARS outperforms the latest approaches. In general, the

main contributions of this work are as follows:

• We introduce MARS, an effective MADRL-based ap-

proach for hybrid cloud workflow scheduling. It focuses

on maintaining the privacy of task executions while min-

imizing makespan and cost. MARS effectively addresses

the privacy breaches and scalability issues present in the

latest single-agent methods.

• We offer a detailed design of MARS, including system

models and problem formulation. Moreover, we introduce

the detailed implementation of our framework, which

leverages the multi-agent twin delayed deep deterministic

(MATD3) policy gradient algorithm on hybrid cloud envi-

ronments, and design a detailed MADRL model structure

for intelligent scheduling.

• Through experiments with real-world data, MARS

consistently outperforms current methods. It reduces

makespan and cost by an average of 53.18% and 61.98%

compared to benchmark approaches, and by 20.26% and

25.71% compared to state-of-the-art techniques.

The rest of this paper is organized as follows: Section II

reviews the relevant literature. Section III introduces the

preparatory knowledge for this work. Section IV introduces

the system models and the optimization objectives. Section V

describes the detailed design and implementation of MARS.

Section VI evaluates the performance of MARS and Sec-

tion VII concludes our work.

II. RELATED WORK

A. Workflow Scheduling in Cloud Computing

Workflow scheduling in cloud computing has attracted con-

siderable attention, with various methods developed for effi-

cient resource management [7]. For instance, particle swarm

optimization has been adapted for workflow scheduling with

conflicting objectives [8]. However, these advancements are

often specific to single cloud environments and do not extend

to the more complex hybrid cloud settings. Studies on work-

flow scheduling within hybrid clouds have proposed heuristic

methods that aim to minimize latency, energy use, and cost [9].

Yet, these methods generally fall short in real-time hybrid

cloud applications, where the need for rapid decision-making

and adaptability to dynamic infrastructure changes presents

unique challenges.

B. Optimization Objectives for Workflow Scheduling

While multi-objective workflow scheduling has been exten-

sively studied, the integration of privacy protection in hybrid

cloud environments remains underexplored. Typically, task

scheduling in clouds for privacy protection is handled by

specific, separate rules. For example, in [10], the authors in-

troduced a privacy-centric framework and developed methods

to schedule tasks within privacy constraints and deadlines.

In [11], the approach protected privacy by assigning tasks to

either trusted or general VMs depending on their sensitivity.

However, these methods often overlook other critical perfor-

mance metrics like makespan and cost, which are also vital in

workflow scheduling.

C. MADRL-based Workflow Scheduling

DRL has been widely studied for workflow scheduling, with

methods like the one proposed in [12], which combines a

genetic algorithm with DRL to lower costs and response times.

Despite its effectiveness, the potential of DRL in handling

complex scheduling is not yet fully realized, especially for

tasks with multiple objectives in intricate cloud scenarios.

MADRL improves upon traditional DRL by tackling decision-

making in a collective framework. In this context, our contribu-

tion is MARS, a MADRL-based real-time scheduling system

that employs the MATD3 algorithm. MARS is designed to

optimize for efficiency and cost, without compromising the

privacy protection demands of hybrid cloud infrastructures.

III. PRELIMINARIES

A. Partially Observable Markov Game

In a multi-agent system, partially observable Markov game

(POMG) extends the concept of Markov Decision Process

(MDP) [13] to scenarios where agents have limited observ-

ability. Formally, a POMG (N ,S,A,R) that comprises N
agents is defined as a set of agents N , a set of states St

that contains the observations Ot = {ot1, ot2, . . . , otN}, along

with sets of actions At = {at1, at2, . . . , atN} and rewards

Rt = {rt1, rt2, . . . , rtN} of each agent at time t. Each agent n
learns a policy π : otn → Pa (a

t
n), which maps its observations

to a probability distribution over its action set. Then the next

states are produced according to the state transition function.

Each agent n obtains rewards rtn as a function of the state

space and agent’s action, and receives a private observation

correlated with the state on : St �→ otn. The aim of each agent

n is to maximize its cumulative return Rn =
∑T

t=0 γ
trtn where

γ is the discount factor and T is the time horizon.

B. MATD3 Algorithm

Multi-agent deep deterministic policy gradient (MAD-

DPG) [14] is a policy gradient algorithm in actor-critic frame-

work, which holds a prominent position in controlling multi-

agent systems. However, a common flaw in the MADDPG

algorithm is that the learned Q-function begins to overestimate

the Q-value to a significant degree in the condition of exploit-

ing an error in the Q-function. MATD3 is an algorithm that

solves this problem by implementing three key tricks: clipped

double Q-learning, target-policy smoothing, and delayed pol-

icy updates [15].
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C. Discrete Gradient Estimation

Discrete gradient estimation [16] can transform a discrete,

nontrivial action space into an equivalent continuous space.

For instance, MADDPG is reparameterized using Gumble-

Softmax (GS), enabling the method to work in discrete sit-

uations. Moreover, many studies have proposed alternatives

to GS with the goal of reducing the bias introduced by GS.

Among them, some studies have found that Gapped Straight-

Through (GST) estimator produces significant improvements

with faster convergence and higher returns [17]. In this paper,

we adopt the GST estimator for MATD3 algorithm to handle

discrete action spaces under the real-time workflow scheduling

problem in hybrid clouds.

IV. SYSTEM MODEL AND PROBLEM FORMULATION

In this section, we describe our system models and outline

the optimization objectives in detail.

A. Workflow Model

We aim to solve the workflow scheduling optimization

problem in a hybrid cloud system where continuous workflow

computing tasks are generated from cloud users. A workflow

is a sequence of interdependent tasks that must be executed

in a specific order to achieve a particular goal. Each task is a

component of a workflow and has specific requirements.

In our workflow model, a workflow application from one

user can be modeled as a DAG. The DAG can be defined as

a bigram:

DAG = (T,E) (1)

where T indicates a set of tasks, and E represents a set of

directed edges connecting these tasks. |T | = m indicates m
vertices in the DAG, where each vertex is the smallest unit of

workflow scheduling and cannot be preempted. Each task can

be described as:

ti =
{
tidi , twi

}
(2)

where tidi denotes the exclusive identifier of the task, and

twi represents the computational workload of the task. Edge

ei,j ∈ E in the workflow represents a dependency between

task ti and task tj . In addition, edge ei,j is associated with

a non-negative weight di,j that represents the amount of data

transferred from ti to tj . We use pred (ti) and succ (ti) to

denote the set of immediate predecessor and successor tasks

of task ti.

B. Privacy-aware Scheduling Model

In our paper, we address privacy issues by keeping tasks

involving sensitive data on VMs of the private cloud. Mean-

while, we evaluate the security compliance of the cloud VMs

as an additional criterion. In addition, to strengthen task pri-

vacy protection, we introduce a three-level scheduling model

denoted as L = {L1, L2, L3}, with specific representations as

follows:

• L1 indicates that the task involves handling sensitive data

and must be assigned to VMs located in the private cloud.

• L2 signifies that tasks have security requirements and

can be assigned to cloud VMs that satisfy security com-

pliance, regardless of whether they are private or public

clouds.

• L3 denotes that tasks are not bound by privacy restric-

tions, and can be allocated to any cloud VM.

The success rate SR of the scheduling model refers to the

percentage of tasks that satisfy the privacy protection guide-

lines after the workflow is completed. We use Pi ∈ {0, 1} to

denote the privacy protection requirement for task ti according

to the scheduling model. If Pi = 1, the requirement for task ti
are satisfied; otherwise, it is not satisfied. Therefore, success

rate SR of the scheduling model is expressed as:

SR =
1

m

m∑
i=1

Pi (3)

where m is the number of tasks in the workflow, and Pi ∈
{0, 1} is the privacy protection requirement for task ti.

C. Hybrid Cloud Computing Model

Generate new workflow

Workflow
Computing Task 

Analyzer

Scheduler

Transmit

Analysis & Schedule

Transmit

Hybrid cloud

··

··

Private Cloud VM

Public Cloud VM

Execute

Allocate

Allocate

Result 

Global
queue 1

Fig. 1: The process of workflow submission and execution within the
hybrid cloud framework.

Fig. 1 illustrates the process of workflow submission and

execution within the hybrid cloud framework. Consider a

scenario in which there are N VMs in this framework, we

denote the VMs as V = {vj | j = 1, 2, . . . , N}. Specifically,

each VM can be described as:

vj =
{
vidj , vsj , v

c
j , v

ρ
j , v

sec
j

}
(4)

where vidj represents the VM identifier. vsj indicates the

processing capability. vcj is the lease cost for the VM per

time unit. vρj denotes the cloud platform to which the VM is

affiliated. vsecj indicates whether the VM satisfies the security

compliance. In addition, when a VM has a task that is

executing, newly received task(s) are placed into the waiting

queue of the VM, which follows the First-In-First-Out (FIFO)

rule [18]:

Q = {qj | j = 1, 2, . . . , N}
qj =

{
cj , f

1
j , f

2
j , . . . , f

|cj |
j

}
(5)

where Q is the set of waiting queues for all VMs. qj is

the waiting queue for the specific VM, which contains a

certain number of waiting tasks. Specifically, cj is the count
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Fig. 2: The overall framework of MARS, including workflow processing component, hybrid cloud environment, and multi-agent system.

of tasks contained in waiting queue qj , and f1
j , f

2
j , . . . , f

|cj |
j

are the sets of information for tasks in the queue, with each

set including the task identifier, computational workload, task

arrival time, and scheduling level.

To facilitate concurrent task scheduling, we create a global

task queue Ut. Tasks in the workflow are added to queue Ut

if they are in a ready state, satisfying one of the following

conditions: (1) the task has no immediate predecessor, or (2)

all of its predecessors have completed execution and finished

data transmission. Subsequently, at each time slot t, the tasks

in the queue Ut are allocated to the appropriate VMs according

to the scheduling model and approach.

D. Problem Formulation

In our hybrid cloud environment, the execution time ETi,j

of task ti on VM vj is determined by the computational

workload twi of ti and the processing capability vsj of vj [4],

[5], which is represented as: ETi,j = twi /v
s
j .

When scheduling tasks in a hybrid cloud environment, data

transmissions between tasks can occur within private clouds,

within public clouds, or both of them. When transferring

data di,j across clouds over the Internet, the cross-platform

bandwidth bexternal, typically slower than internal bandwidth

binternal, is used. Therefore, if the VMs assigned to ti and tj are

on different platforms, the transmission time TTi,j is defined

as di,j/bexternal, and if the VMs are on the same platform,

their transmission time is determined by di,j/binternal. Then,

the start time STi and finish time FTi of task ti on VM vj
can be calculated as:

STi = max

{
AT (vj) , max

tk∈pred(ti)
{FTk + TTk,i}

}
(6)

FTi = STi + ETi,j (7)

where AT (vj) is the available time for vj . If vj has

not been used, AT (vj) is the set-up time of vj ; other-

wise it is the finish time of the task executed on vj .

maxtk∈pred(ti) {FTk + TTk,i} is the time at which the task ti
can be executed, which means that all of the task’s immediate

predecessors have been completed and all data has been

transferred.

In our model, makespan M , which refers to the total

execution time of the workflow, is defined as the finish time of

the last task in the workflow: M = maxi∈T {FTi}. Moreover,

the total cost C of the workflow is primarily determined by

the cost of renting VMs, which is defined as:

C =
∑
j∈V

(LETj − LSTj)× vcj (8)

where LSTj and LETj represent the lease start and end time

of vj , respectively. vcj is the lease cost of vj per time unit.

We aim to achieve optimal allocation of workflow tasks to

a set of VMs in hybrid clouds with the overarching goal of

minimizing both the makespan M and total cost C, while

simultaneously maximizing the success rate SR of privacy-

aware scheduling model. This optimization objective can be

mathematically expressed as follows:

Minimize (M,C)T

Maximize SR
where SR = 1

m

∑m
i=1 Pi

Pi ∈ {0, 1}, ∀i ∈ {1, 2, . . . ,m}
(9)

V. THE PROPOSED MARS

In this section, we give the detailed design and implemen-

tation of MARS for real-time workflow scheduling in hybrid

clouds.

A. Overall Framework

Fig. 2 illustrates the MARS framework. The overall process

begins with analyzing user-submitted workflows for dependen-

cies and placing the tasks that are in ready states into the global

queue Ut. Tasks in Ut are subsequently allocated by the multi-

agent system to suitable VMs for execution, achieving optimal

scheduling outcomes in terms of makespan, cost, and success

rate of scheduling model.
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Fig. 3: The process of centralized training and decentralized execution for MATD3.

B. POMG Formulation

In the hybrid cloud environment, we adopt a partially

observable setting [19], where VMs observe only a portion of

the environment state that is relevant to them. In the workflow

scheduling process, VMs determine the tasks of the workflow,

and the scheduling actions of VMs affect the state of the hybrid

cloud environment, leading to transitions from one state to

another. In this case, the workflow scheduling optimization

can be formulated as the POMG problem 〈N ,S,A,P,R, γ〉.
Specifically, N is the agent set, S is the state set of all agents,

A is the action space, P denotes the state transition probability,

R is the reward function, and γ ∈ [0, 1] represents the

discount factor [20]. Each component is specifically described

as follows:

1) Agent Set N : In this paper, each VM acts as an agent to

learn the scheduling policy to obtain the minimum makespan

and total cost of the workflow, as well as the maximum success

rate of the privacy-aware scheduling model. The agent set N
is denoted as N = {1, . . . , N}. For each agent in N , the local

status information can be timely monitored and obtained. Then

the agent decides on selecting task(s) in the global queue Ut

according to its local observation at time slot t, if more than

one agent selects the same task, the task will be assigned to

the agent with the highest capability.

2) State Space S: Due to the partially observable setting,

each agent only makes decisions based on local observations.

The joint state space S at time slot t is denoted as:

St =
{
ot1, o

t
2, . . . , o

t
N

}
(10)

otn =
{
Captn,

{
Bt

nn′
}
n′∈N , Ut

}
, n ∈ N (11)

where otn is the partial observation state space of agent n.

Captn denotes the computation resources capacity of vn, and

Bt
nn′ indicates the network transmission speed from vn to v′n.

Furthermore, Ut stores tasks that are ready to be scheduled.

At the starting point of each time slot t, the system states

observed by each agent and Ut are updated.

3) Action Space A: Each VM is required to make a

decision about the tasks to be executed on it, the action space

A at time slot t can be described as:

At =
{
at1, a

t
2, . . . , a

t
N

}
(12)

atn = {F |F ∈ Ut}, n ∈ N (13)

where atn represents the action space of agent n, which is

defined as the set F of tasks in global queue Ut at time t.
4) Reward Function R: The reward, aligned with optimiza-

tion objectives, reflects the quality of the action. To optimize

workflow scheduling in hybrid clouds, agents cooperatively

strive to minimize makespan and total cost, while adhering to

privacy protection guidelines of the scheduling model. The

reward function R at time slot t considers the real-time

response time, cost, and success condition for tasks running

on the corresponding VM. It is represented as follows:

Rt =
{
rt1, r

t
2, . . . , r

t
N

}
(14)

rtn =

{
−
(
λ1costμ + λ2Trespμ

)
, if Pμ = 1

−λ3, else
(15)

where rtn denotes the reward function of each agent n at

time slot t. Specifically, tμ represents the task currently being

executed by vn. And costμ = vcn · ETμ,n is the cost of task

tμ, depending on the lease cost of vn and the lease duration.

Trespμ is the response time of task tμ, which refers to the time

span from task scheduling in queue Ut to task completion. Pμ

is the privacy protection requirement for task tμ. Moreover,

λi(i = 1, 2, 3) are the trade-off parameters, where λ1+λ2 = 1,

and λ3 is set to constant.

C. MATD3 Process

To address the POMG formulation in hybrid cloud work-

flow scheduling with its high-dimensional action space, we

employ the MATD3 algorithm combined with discrete gradient

estimation. This approach offers superior stability, reduced

estimation bias, and enhanced gradient accuracy in handling

multi-agent environments [17], depicted in Fig. 3. Specifically,

each agent n utilizes a TD3 algorithm [21], which contains

an actor network with weights φn and dual critic networks

with weights θ1n and θ2n. This dual-critic setup mitigates Q-

values overestimation present in single-critic frameworks. The

stability in the learning process is further enhanced by target
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Algorithm 1 MATD3 for real-time workflow scheduling.

1: Initialize each VM’s actor networks with weights φn and

φ′
n, respectively.

2: Initialize each VM’s critic networks with weights{
θin

}
i=1,2

and
{
θi

′
n

}
i=1,2

, respectively.

3: Initialize replay buffer Δ with size NΔ, learning rate α,

discount factor γ, and updating frequency τ .

4: for each episode do
5: Initialize the state St and t = 1.

6: while Not all tasks in the workflow are scheduled do
7: Each VM selects action with Equation 13.

8: VMs allocate tasks according to joint action At.

9: VMs obtain the reward Rt, the next state St+1, and

joint action At via communication.

10: Store (St,At,Rt,S ′
t) in Δ for all n ∈ N .

11: St ← S ′
t.

12: for n = 1, . . . , N do
13: Sample a random mini-batch of (sj , aj , rj , s

′
j) for

all VMs from Δ.

14: Update weights
{
θin

}
i=1,2

of evaluation critic net-

works by minimizing loss function L
(
θin

)
.

15: if t mod τ then
16: Update weights of evaluation actor network.

17: Update weights of target actor/critic networks.

18: end if
19: end for
20: end while
21: end for

networks, including a target actor-network with weights φ′
n

and target critic networks with weights θ1
′

n and θ2
′

n .

In MATD3 process, after initializing the weights of neural

networks and replay buffer Δ, each agent selects an action

based on its evaluation actor-network in each episode. Each

agent n samples a random mini-batch
{
sj , aj , rj , s

′
j

}
with size

b from Δ. Then, by feeding state sj into the evaluation actor-

network to generate the policy πφ
n (sj), each agent updates

the weight of evaluation actor network using policy gradient

strategy [22], formulated as:

∇φn
J (φn)

= 1
b

∑b
j=1 ∇φn

πφ
n

(
sjn

)
∇an

Qθ1
n

(
sj , a

j
1, an, . . . , a

j
N

)
(16)

To prevent over-fitting on the narrow peaks of Q-values, the

random noise ε̃ is added to target actor network, which can

achieve a smoother state-action value estimation. The modified

target actions are defined as ãj = πφ′
n

(
s′j
)
+ ε̃. Then, target

values yj can be obtained as:

yj = rj + γ min
i=1,2

Q
θ′
i

n

(
s′j , ãj

)
(17)

Based on the policy πφ
n (sj), the two evaluation critic

networks will concurrently obtain the two Q-values by mini-

mizing the loss function L
(
θin

)
, which is defined as:

L
(
θin

)
=

1

b

b∑
j=1

[
yj −Qθi

n (sj , aj)
]2

, i = 1, 2 (18)

Following that, each agent can update weights of the three

evaluation networks with learning rate α using the equations:

φn ← φn − α∇φn
J (φn) ,

θin ← θin − α∇θi
n
L
(
θin

)
, i = 1, 2

(19)

To reduce errors resulting from temporal difference learning,

each agent updates the weights of evaluation actor network

at a lower frequency than that of evaluation critic networks.

Therefore, each agent updates the weights of the three target

networks with updating frequency τ :

φ′
n = τφn + (1− τ)φ′

n

θi
′
n = τθin + (1− τ)θi

′
n , i = 1, 2

(20)

The network training process employs a Centralized Train-

ing and Distributed Execution (CTDE) approach [23]. In this

manner, each agent collects local observations, which are

centrally aggregated and utilized for training. This enables

the training process to access global information about the

environment and understand the local state of each agent.

As a result, agents can make decisions based on their local

observed environment states. CTDE offers the advantage of

collaborative learning among agents through centralized train-

ing, while minimizing communication overhead in distributed

execution, especially in hybrid cloud environments with chal-

lenges like network bandwidth and latency. By effectively

combining global information and local execution efficiency,

CTDE enhances the efficiency and coordination of multi-agent

systems in addressing complex problems.

In MADRL, a shared memory is used to transmit essential

state information of VMs and tasks. This allows agents to

collaboratively learn and adapt strategies based on a wider

range of experiences, leading to more robust and efficient

scheduling decisions compared to independent training for

agents. Furthermore, this multi-agent system ensures data pri-

vacy by sharing only the state information of VMs and tasks,

rather than the actual workflow data, thus protecting sensitive

information while still enabling effective cooperation among

agents. The detailed training process of the MATD3 workflow

scheduling algorithm is shown in Algorithm 1. This process

is conducted offline. Once the model is trained, it is capable

of adapting to dynamic changes in workflow characteristics

and environmental information, resulting in optimal real-time

decision-making for workflow scheduling.

VI. EXPERIMENTS

In this section, we present the experimental results of our

MARS by comparing it to existing solutions1.

1The relevant code and data are available at: https://github.com/distsys23/
MARS
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A. Setup

1) Settings: The experiments are executed in the Pytorch

framework under Python 3.9.12, on a server equipped with

GeForce RTX 4090 GPU, Intel Xeon Silver 4210R CPU,

and Ubuntu 20.04.4 system. After a grid search parameter

tuning method, we configure our approach using the following

hyperparameters: the total number of episodes is set to 10,000

with an updating frequency of 100. The mini-batch size is

selected as 1024, and the size of the replay buffer is set to

1,000,000. The learning rate α is set at 0.01, with a discount

factor γ of 0.9. The trade-off parameters λi(i = 1, 2, 3) in

reward function are set to λ1 = 0.4, λ2 = 0.6, and λ3 = −10.

We employ the Adam Optimizer for our gradient descent

optimization procedure. Moreover, to mitigate randomness,

each experiment is conducted 5 times.

2) Dataset: We employ five different real-world scien-

tific workflows from the Pegasus workflow management sys-

tem [24], including CyberShake, Epigenomics, LIGO, Mon-

tage, and SIPHT. These workflows, diverse in structure and

characteristics, are widely used to evaluate the performance of

workflow scheduling approaches. Specifically, Fig. 4 illustrates

the structure of these scientific workflows.

(a) CyberShake (b) Epigenomics (c) LIGO

(d) Montage (e) SIPHT

Fig. 4: The structure of the real-world scientific workflows.

3) Baseline: In our experiments, we compare MARS with

five approaches, including three basic approaches (i.e., Ran-
dom, Earliest, and Round Robin) and two state-of-the-art ap-

proaches DQTS and QMIX. Specifically, DQTS [4] is a DQN-

based approach for performing workflow scheduling in clouds;

QMIX [25] is a value-based multi-agent reinforcement learn-

ing algorithm designed to handle cooperative tasks involving

multiple agents and is particularly effective in environments

where agents need to work together to achieve a common

goal. We have adapted these methods to the environment of

this paper, and added the same privacy protection conditions

as MARS.

4) Metrics: Our comparison experiments are based on the

following evaluation metrics: makespan M , cost C, success

rate SR, and privacy factor β. Specifically, success rate refers

to the probability that the privacy protection guidelines are

satisfied after scheduling according to the scheduling model; β
is a metric that represents the probability that tasks are tagged

as scheduling level L1. A larger β indicates that more private

tasks are in the workflow. For the other two levels, L2 and

L3, each has a probability of (1− β)/2.

B. Results

1) Convergence: We analyze the variation in makespan,

total cost, success rate, and reward as the episode increases,

the convergence curves are shown in Fig. 5. To reduce

noise and enhance the visibility of data trends, We utilize

a smoothing function that uses convolution with a uniform

weighting array and averaging values across a sliding window

of width 100. The trends indicate that the curves for makespan

and cost gradually decrease, the curves for success rate and

reward gradually increase, and these curves stabilize after

6,000 episodes. The testing results prove the design of the

MARS model can work properly and optimize multiple cloud

performances as explained in Equation 9.

Fig. 5: Convergence of MARS over CyberShake with 100 tasks.

2) Different Workflow Structures: This experiment com-

pares the performance of various comparison approaches in

terms of makespan, cost, and success rate under different

workflow structures. To ensure the accuracy and reliability

of our experiments, we conduct experiments using workflows

with 100 tasks, a hybrid cloud with 16 VMs, with the private

cloud and public cloud VMs each at 50%, and privacy factor

is set to 0.5. The results is shown in Fig. 6. According to

the results, MARS shows an average 53.18% and 20.26% im-

provement in makespan, and an average 61.98% and 25.71%

improvement in cost, compared to the basic and state-of-the-

art approaches. Moreover, MARS shows a significantly higher

success rate. The results prove that MARS is more capable of

meeting users’ QoS requirements in terms of makespan and

cost, with guaranteed privacy.

3) Different Numbers of Tasks: In this experiment, we

compare the performance of various approaches with different
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Fig. 6: Comparing approaches with different workflow structures.

Fig. 7: Comparing approaches with different numbers of tasks.

numbers of tasks under three different workflow structures:

CyberShake, LIGO, and SIPHT. The experiment results are

displayed in Fig. 7. Without loss of generality, we set the

number of VMs to 16, where private and public cloud VMs

account for 50% each. And privacy factor β is set to 0.5. From

the results in the figure, we can conclude that makespan and

cost increase gradually as the number of tasks increases, and

MARS outperforms other approaches in terms of makespan,

cost, and success rate.

4) Different Numbers of VMs: In this experiment, we

compare the performance of the different approaches under

different number of VMs. The experiment is divided into two

parts: (1) exploring performance with varying total numbers of

VMs, and (2) observing performance with varying proportions

of private cloud VMs. We select CyberShake workflow with

100 task, and privacy factor β is set to 0.5.

a) With Different Numbers of Total VMs: For the change

in the total number of VMs, we set the number of total VMs to

4, 8, 16, and 32, respectively, with 50% of the private cloud

VMs. Fig. 8 illustrate the performance of this part in terms

of makespan, cost and success rate. And we can conclude

from the performance that MARS is always superior to other

approaches for different total number of VMs.

b) With Different Proportions of Private Cloud VMs: For

the change in the proportion of private cloud VMs, we select

CyberShake workflow with 100 tasks, and privacy factor β is

set to 0.5. Additionally, we gradually increase the proportion

of private cloud VMs in 0.125 intervals from 0.125 to 0.875,

with a total number of VMs of 16. Fig. 9 shows the results

of makespan, cost, and success rate. This figure illustrates

that MARS outperforms other methods across all metrics. It

also highlights that an increase in the proportion of private

cloud VMs results in a gradual rise in the makespan of

the workflow and a corresponding decrease in the cost of

workflow. Additionally, the success rate of the scheduling

model shows an upward trend. This experiment shows that our

MARS solution can cope with various numbers and settings

of VMs.

5) Different Privacy Factors.: We compare the performance

of the different approaches at different values of privacy factor
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Fig. 8: Comparing approaches with different numbers of total VMs using CyberShake with 100 tasks.

Fig. 9: Comparing approaches with different proportions of private cloud VMs using CyberShake with 100 tasks.

Fig. 10: Comparing approaches with different privacy factors using CyberShake with 100 tasks.

β. We set β to grow from 0.1 to 0.9 in 0.2 increments. We

select CyberShake workflows consisting of 100 tasks, with

a total of 16 VMs, of which 50% are private cloud VMs.

Fig. 10 illustrates the results regarding makespan, cost, and

success rate. Since MADRL focuses on long-term benefits, as

β increases, MARS tends to schedule tasks to private cloud

VMs to meet privacy protection guidelines, resulting in a slight

increase and decrease in makespan and cost, as well as a

slight increase in success rate. MARS adopts a multi-agent

collaboration pattern, which enhances the system’s effective-

ness in dealing with large-scale complex problems, as well

as the multi-agent system’s environmental adaptability, which

manifests well in a hybrid cloud environment. Therefore,

MARS can significantly outperform the single-agent approach

DQTS. Moreover, MARS can better adapt to the complex

hybrid cloud environment through the technical improvements

of clipped double Q-learning, target-policy smoothing, and

delayed policy updates, so outperforms QMIX in terms of

better learning effect and stability.

VII. CONCLUSION

In this paper, we have introduced MARS, a Multi-Agent

Deep Reinforcement Learning (MADRL) based approach for

workflow scheduling in hybrid cloud environments. MARS ef-

fectively addresses significant challenges in workflow schedul-

ing by maintaining the privacy of task executions while

optimizing makespan and cost. Specifically, our approach

mitigates the privacy leaks and scalability issues inherent in

the latest single-agent methods. We have provided a com-

prehensive design and implementation of MARS, and our

experimental results demonstrate that MARS significantly

outperforms current approaches in various typical hybrid cloud

settings. As future work, we aim to further enhance MARS by

incorporating a self-attention mechanism, enabling each agent

to adapt more precisely to varying conditions.
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