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ABSTRACT. Purpose: Immunohistochemistry (IHC) for the tumor suppressor protein p53 is an
adjunct biomarker for Barrett’s esophagus (BE)-related dysplasia classification
and risk stratification. Four phenotypic staining patterns are distinguished: wild-type
(WT), representing normal staining, and three aberrant patterns: overexpression
(OE), null mutation (NM), and double clone (DC). OE is readily recognized; NM and
DC are harder to identify and often overlooked. This diagnostic challenge leads to
variation in patient treatment because DC is associated with higher progression
rates. An Al tool could improve diagnostic accuracy and patient risk stratification.

Approach: We compared two Al approaches discriminating p53 patterns: a full
biopsy (FB) approach and a clustering-constrained-attention multiple-instance learn-
ing (CLAM) approach. Because DC is rare, we adopted a double-binary strategy
(CLAM-DB, FB-DB) that predicts OE and NM separately, and we introduced syn-
thetic DC (CLAM + SynDC) by combining OE and NM patterns to boost DC perfor-
mance. DC cases were excluded from training and used only for testing.

Results: For aberrant versus non-aberrant expression, all models performed sim-
ilarly (AUC 0.94 to 0.96). For four-class p53 IHC (WT, OE, NM, DC), CLAM-based
models consistently outperformed FB models in overall accuracy. CLAM + SynDC
and CLAM-DB outperformed baseline CLAM (0.84, 0.84 versus 0.71), whereas
combining DB and SynDC did not yield further gains.

Conclusion: Double-binary training enabled robust recognition of DC despite its
absence during training, underscoring the value of disentangling OE and NM sig-
nals. Overall, Al can provide a standardized and clinically relevant aid for interpreting
p53 IHC in BE and supporting patient risk stratification. Code is available at GitHub
https://github.com/qurAl-amsterdam/BE_p53_classification.
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1 Introduction

Esophageal adenocarcinoma (EAC) has a poor prognosis and has increased in incidence over
the past three decades.! Barrett’s esophagus (BE) is the only known precursor lesion to EAC.
Histopathological grading of BE-related dysplasia includes nondysplastic BE, low-grade dyspla-
sia, and high-grade dysplasia. This grading system serves as the cornerstone of clinical risk strati-
fication for progression to EAC. The assessment of BE-related dysplasia by pathologists however
is hampered by significant observer variability, and international guidelines, therefore, mandate
review by an expert pathologist.” The inherent subjectivity of dysplasia grading also underscores
the need for biomarkers to enhance diagnostic accuracy and improve clinical decision-making.>*
Currently, TP53 is the most widely used adjunct biomarker, assessed by immunohistochemistry
(IHC) in BE. IHC for p53 is an affordable biomarker that correlates with TP53 mutation status
and is already integrated into routine diagnostics.” TP53 mutations are the most common genetic
alterations in EAC and occur early in dysplastic stages’ and are associated with an increased
risk of progression.” The addition of p53 IHC has been shown to help identify dysplasia and
improve inter-pathologist agreement.”® Recent studies demonstrate that p53 THC enhances
diagnostic accuracy and consistency in assessing BE biopsies, especially for less experienced
pathologists.””'! Furthermore, p53 THC helps in the decision-making process for cases of BE with
“indefinite for dysplasia” (BE-IND), where no definitive diagnosis could be made on H&E stain-
ing, reducing BE-IND diagnoses by over 40%, with many cases reclassified as nondysplastic.'!

THC for p53 identifies four distinct staining patterns that correlate well with the status of the
TP53 mutation and is used as a surrogate marker for molecular testing in routine pathology
practice.'” These patterns are illustrated in Fig. 1. The wild-type (WT) pattern is characterized
by weak-to-moderate nuclear staining of variable intensity, reflecting normal pS3 protein expres-
sion and degradation. Aberrant patterns arise from TP53 mutations and include (1) overexpres-
sion (OE), due to impaired degradation of mutated p53, leading to nuclear accumulation and the
most frequent observed aberrant p53 IHC pattern; (2) null mutation (NM) pattern, resulting from
premature stop codons that prevent functional protein expression, leading to a complete loss of
p53 staining; and (3) double clone (DC) patterns, where both OE and NM patterns are present
within the same tissue sample. BE patient biopsies containing a DC are associated with increased
rates of progression to EAC.

Although p53 THC is a valuable adjunct for risk stratification, unequivocal guidelines for
its interpretation remain lacking, and rarer patterns such as NM and DC are less consistently
recognized.'? In addition, variability in the quality of immunostaining between laboratories and
even within the same laboratory over time can further complicate the evaluation of p53 THC
assessment.

Artificial intelligence (AI) has shown strong potential in histopathological image analysis in
BE and various cancer types.'*"!” It has been applied to p53 IHC in other disease contexts, such
as colorectal cancer'® and inflammatory bowel disease—associated neoplasia.'” In BE, automated
digital quantification of p53 has been explored,”® but Al-based approaches have not yet been
applied. Using Al could reduce interobserver variability, standardize pattern classification, and
improve detection of diagnostically challenging pS3 THC patterns such as NM and DC, which are
rare compared with isolated OE, with DC being even less frequent than NM. As a result, standard

(a) (b) . (© (d)
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Fig. 1 Examples of p53 IHC wild-type expression (a), overexpression (b), null mutation (c), and
double clone (d).
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train/validation/test splits would yield very few DC cases in the test set. To address this, we
adopted a double-binary (DB) training approach to detect OE and NM patterns separately per
biopsy. This allowed us to assign all DC cases exclusively to the test set and specifically evaluate
the model’s ability to detect co-occurring mutation patterns. In addition, we introduce a synthetic
data (SynDC) generation strategy and assess its effect on generalization to unseen DC cases.

In this study, we developed a novel Al-driven framework tailored for interpreting p53 IHC
in BE, addressing both technical and clinical challenges. Our contributions are twofold:

o Architectural enhancements for p53 pattern recognition: We adapt the widely used clustering-
constrained attention multiple-instance learning (CLAM)?! framework for p53 staining clas-
sification and introduce a DB output structure to better disentangle overlapping phenotypes.

o Synthetic augmentation to support rare pattern detection: To mitigate the scarcity of clin-
ically relevant patterns such as DC, we introduce a synthetic data (SynDC) generation
strategy and assess its effect on generalization to unseen DC cases.

2 Materials and Methods

2.1 Case Selection, Raters, and Study Design

This study analyzed 615 p53 IHC-stained slides, encompassing 2279 biopsies (Fig. 2),
derived from the archives of the Department of Pathology, Amsterdam UMC, location

2279 biopsies - 615 slides
graded by 24 pathologists

I

Exclude 65 biopsies
(<75% concordance)

'

2214 biopsies
with valid labels

!

Train/test split

Remaining to Add all DC
i & + matching OE/NM
train set
+n2x WT
Train set Tod Gai
(AUMCtrin, 1=1940) (AUMCyqqt, 1=274)

Fig. 2 Flowchart illustrating data inclusion for the study.
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Table 1 Summary of the datasets, including the total number of
biopsies and their distribution across different p53 IHC staining pat-
terns for the training (AUMC,4i,) and test (AUMCiq;) set.

Dataset Total biopsies WT OE NM DC
AUMC,ain 1940 1513 324 103 0
AUMC st 274 110 54 56 54

AMC, in Amsterdam, The Netherlands, between 2015 and 2024. The Medical Research
Involving Human Subjects Act did not apply to this study. Official approval for this study
was therefore waived by the medical ethics review committee (Ref. 2025.0121, formerly
METC W21_042 #21.048).

The dataset included cases from a previous study,'” of which whole-slide images (WSIs)
were randomly retrieved from the archives. In addition, we incorporated an equal number of
consultation cases submitted to the Dutch Esophageal Pathology Panel (DEPP), a national expert
review panel for dysplastic BE.?* Slides were digitized using a Philips IntelliSite Ultrafast
Scanner (Philips Digital Pathology Solutions, Best, the Netherlands) at 0.25 ym per pixel.
Biopsies from WSIs were individually categorized into one of four predefined p53 IHC staining
patterns: WT, OE, NM, and DC, as shown in Fig. 1. Each biopsy was independently assessed by
at least four DEPP pathologists. All DEPP members were trained and qualified according to a
stringent training program with pre-set benchmark criteria for Barrett’s dysplasia assessment,
including p53-THC assessment.”>?* Only cases with >75% agreement among at least four path-
ologists were included. The resulting consensus labels served as the gold-standard p53 THC stain-
ing patterns against which the Al system’s predictions were compared, yielding a final dataset of
2214 biopsies (Fig. 2).

The dataset was divided into a training set (AUMC,;,, 1940 biopsies) and a test set
(AUMC,, 274 biopsies), with one-eighth of the samples reserved for testing. To construct the
test set, we first included all biopsies with the DC pattern, given its clinical importance and low
prevalence. We then randomly selected a similar number of cases with OE and NM patterns to
ensure representation of all aberrant p53 categories. Finally, we randomly added roughly twice as
many WT cases to support the model’s ability to distinguish between normal and abnormal pat-
terns in a realistic evaluation setting. This selection strategy resulted in a deliberately enriched
class distribution in the test set (see Table 1).

2.2 Deep-Learning-Based Classification of p53 IHC Expression Patterns

Two distinct approaches were utilized to classify biopsies based on their p53 expression status,
both leveraging deep learning to address different aspects of the classification task: (1) a full
biopsy (FB) approach to classify images containing the entire biopsy and (2) a patch-based
approach based on CLAM.?! Each method was further extended with specific modifications
to improve performance on sparse classes within the dataset. Figure 3 provides an overview
of the model architectures for both the FB and CLAM-based models.

2.2.1 Double-binary classification for independent mutation detection (DB)

Both the FB and CLAM models were designed for a multiclass classification task, each having
four output nodes corresponding to p53 expression classes. A standard cross-entropy loss was
used in the multiclass configuration. To improve accuracy on low-prevalence classes, a DB
extension was also developed. This approach replaced the multiclass setup with two independent
binary classifiers: one predicting the presence of OE and the other for NM. Binary cross-entropy
loss was calculated for each output and summed. This approach enabled the model to infer the
presence of DCs without direct exposure to them during training, as it independently learned to
identify each mutation type. For this setup, it was crucial not to expose the OE classifier to NM
data and vice versa to avoid reinforcing mutual exclusivity, as such patterns of co-occurrence did
not exist in the training data. Otherwise, the model could have inferred the absence of one muta-
tion from the presence of the other, precluding DC predictions.
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Fig. 3 Overview of the data flow for the FB and CLAM-based models. In the FB approach (top), full
biopsy images are classified using ResNet-18.24 In the CLAM approach (bottom), biopsies are split
into 256 x 256 patches, embedded with RetCCL,%° and aggregated with CLAM attention.?! Class
predictions are either four-class or double-binary, depending on the output type.

2.2.2 Full biopsy

The FB approach used a ResNet-18 as a feature extractor with one linear layer to perform direct
classification of whole biopsy images. To fit within GPU memory constraints, biopsy images were
downsampled to a resolution of 4 mpp, based on initial experiments showing that this scale best
retained essential features for p53 classification (Fig. 5). The feature extractor was initialized with
ImageNet pre-trained weights®® before fine-tuning the model on the train dataset (AUMC, ;,)-

2.2.3 Clustering-constrained attention multiple instance learning

This approach builds upon CLAM,?' a patch-based multiple instance learning (MIL) framework
that classifies biopsy images using attention-based mechanisms to identify important regions and
clusters similar instances for more accurate and interpretable predictions. In this model, a set of
image patches (a “bag”) is used as input. To prepare these patches, biopsy images were resized
to be divisible by the patch size, with each patch set to 256 X 256 pixels at a spatial resolution of
1 mpp. At this resolution, a 256 X 256 patch provides sufficient nuclear and glandular context for
reliable p53 IHC staining pattern recognition, making substantially larger patches unlikely to add
meaningful diagnostic information for this task. Patches were normalized with ImageNet statis-
tics, and patches without tissue were discarded. The remaining patches were encoded as feature
vectors by a clustering-guided contrastive learning (CCLY]) feature extractor,”> which is a histo-
pathology fine-tuned version of ResNet-50.>* During training and inference, these patch-level
feature vectors were passed to the CLAM model. For each class, the attention network assigns
an attention score to each patch based on its relative importance for the slide-level diagnosis.
Attention pooling then weights patch features by their corresponding attention scores and aggre-
gates them into class-specific slide-level representations, which are passed to their corresponding
classifiers to obtain the final slide-level predictions (either four-class or double-binary). In addi-
tion, CLAM employs clustering constraints using strongly attended and weakly attended patches
as representative samples, encouraging the model to learn a patch-level feature space that is
separable between positive and negative evidence for each class.

2.3 Experimental Setup

We evaluated six model configurations for p53 IHC expression pattern classification, combining
different training strategies and data augmentation approaches: (1) CLAM, a patch-based MIL
model using the CLAM framework; (2) CLAM-DB, which incorporated a DB setup for inde-
pendent detection of mutation types; (3) CLAM + SynDC, which uses SynDC by combining
bags from different mutation classes to augment training data; (4) CLAM-DB + SynDC, which
combines SynDC with the DB setup; (5) FB, a FB classification model that directly classifies
whole biopsies using ResNet-18; and (6) FB-DB, which applies the DB setup to the FB model.

Journal of Medical Imaging 0175083-5 Jan/Feb 2026 e Vol. 13(1)
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Training and validation of the six model configurations were conducted using a fivefold cross-
validation setup, with each model being trained for 50 epochs using the Adam optimizer*’ and
class-balanced sampling to address overrepresentation of the WT class. The CLAM-based models
used the default hyperparameters as outlined by Lu et al.?!

After training, these models were then evaluated on AUMC,,, (Table 1), and performance
was assessed using accuracy and confusion matrices. To reflect clinical relevance, ROC-AUC
scores were also calculated to evaluate the models’ ability to distinguish between normal and
aberrant p53 expression (WT versus aberrant). For each model configuration, we report the aver-
age performance across the five models obtained from the folds during cross-validation.

3 Results

3.1 Distinguishing Normal from Aberrant p53 Expression (WT versus Aberrant)

In assessing each model’s ability to distinguish between normal (WT) and aberrant (OE, NM,
DC) p53 IHC patterns, the CLAM-based models (CLAM, CLAM-DB, CLAM + SynDC,
CLAM-DB + SynDC) achieved high and consistent AUC values, with a mean of 0.96 [Fig. 4(a)].
The similar AUC scores among these models suggest that the extensions (—DB, +SynDC) did not
notably impact their effectiveness in detecting abnormal p53 expression. Although the CLAM-
based models achieved the highest overall accuracy, the comparatively simple FB approach still
performed strongly and appeared close in performance (FB: 0.95 £ 0.02, FB-DB: 0.94 &+ 0.04).

3.2 Four-Class Classification (WT, OE, NM, and DC)

Next, we compared the performance of FB and CLAM-based models in the more challeng-
ing four-class classification task, which required distinguishing all p53 THC staining patterns
(WT, OE, NM, DC) in BE biopsies. In this setting, CLAM-based models consistently outper-
formed FB models in overall accuracy in the final test set [Fig. 4(b)]. CLAM-DB and CLAM +
SynDC exhibited the highest classification accuracy on average (CLAM-DB: 0.84 £ 0.01,
CLAM + SynDC: 0.84 £ 0.01), demonstrating that both the DB extension and the use of syn-
thetic DC bags significantly improved overall performance compared with the unadjusted model
(CLAM: 0.71 £ 0.01). However, combining both DB and SynDC approaches did not lead to
further improvements compared with using either extension alone. By contrast, for the FB mod-
els, the introduction of the DB extension did not result in any noticeable performance enhance-
ment (FB: 0.67 4 0.04, FB-DB: 0.64 + 0.08).

Figure 6 presents the confusion matrices for each model, providing a detailed breakdown of
classification results. Although WT, OE, and NM were generally well recognized, DC proved
most difficult: CLAM variants often mislabeled DC as OE. Although FB-DB attained the highest
DC recall (85.2%), this was accompanied by substantial overclassification of both OE (49.6%)

(a) (b)
1.0

1.0

WT vs Aberrant AUC

- = x - i }

0.9 0.9 0.9

] i)
0.8 0.8 0.8

0.7 07 2 } 0.7

0.6 0.6 0.6

Four-class Accuracy (WT/OE/NM/DC) 10

AUC

e Mean * SD * Fold scores

Fig. 4 Results on AUMC,.; (N = 274). For each model configuration, the five cross-validation fold
models were applied to the test set; grey dots show individual fold-model scores, and blue dots with
whiskers show the mean + SD across folds. (a) ROC-AUC for distinguishing WT from aberrant
(OE/NM/DC). (b) Accuracy for 4-class p53 IHC classification (WT, OE, NM, DC).
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and NM (43.6%) cases as DC. By contrast, FB underclassified DC biopsies, predominantly as
OE (72.2%) and to a lesser extent as NM (24.4%) and 0.4% as WT. Both patterns contributed to
the relatively high AUC scores of FB models for detecting abnormal p53 expression, despite their
reduced accuracy in fine-grained subclassification. A complete overview of performance metrics
per model is provided in Table 2.

4 Discussion

In this study, we show that Al can accurately classify four p53 IHC expression patterns in BE.
CLAM-based models achieved the best overall accuracy, and our DB setup and synthetic DC aug-
mentation further improved the detection of rare patterns. The simpler FB approach also performed
well for WT versus aberrant. These results highlight the value of our model modifications for
nuanced subclassification, whereas even simple approaches can capture the global aberrant signal.

In p53 THC assessment, NM is harder to recognize than OE as the (often focal) absence of
staining can be subtle, and DC adds complexity by combining NM with WT or OE within the
same biopsy. Although OE is readily detected, NM and DC require more nuanced assessment,
where Al could enhance sensitivity and consistency.

Automated approaches to p53 THC have been explored in BE, for example, by Neyaz et al.,”
who applied digital quantification to BE biopsies. Although this method demonstrated reproduc-
ible scoring, it was restricted to predefined intensity thresholds and did not capture spatially
complex patterns such as NM or DC. Al-based approaches have only been reported outside
BE, such as P53Net in colorectal cancer.'® That model outperformed conventional classifiers
but relied on global expression scores, limiting its ability to detect focal or mixed abnormalities.
Our study extends this line of work by explicitly modelling NM and DC patterns, providing the
first Al-driven framework for pS3 IHC interpretation in BE.

Our results demonstrated clear performance differences between CLAM- and FB-based mod-
els, but the more important insight lies in how these models fail. Figure 6 shows that CLAM
variants most often confused DC with OE, whereas FB-DB achieved the highest recall for DC
(0.85) but at the cost of frequent OE to DC misclassifications. This indicates that FB-based models
tend to overcall DC, whereas CLAM models undercall it by collapsing DC into the more prevalent
OE class. From a clinical perspective, both error modes have consequences: undercalling DC risks
missing patients at increased progression risk, whereas overcalling OE as DC may lead to unnec-
essary concern. These systematic differences highlight that model choice not only affects overall
accuracy but also the type of diagnostic errors introduced, which is crucial when considering clini-
cal deployment. In the binary framework, distinguishing only between aberrant and normal expres-
sion [Fig. 4(a)], the FB approach performed more favorably. Many of the errors observed in the
four-tiered setting (e.g., OE misclassified as DC) no longer translated into errors in the binary
setting, as both represent aberrant expression. This explains why the relative performance gap
between FB and CLAM models narrowed when reducing the task to a binary classification, under-
scoring the robustness of even simple baseline methods for coarse-level diagnostic distinctions.

This system is envisioned as a decision-support and triage tool for routine diagnostics.
Although H&E remains central to dysplasia grading, pS3 IHC is an established adjunct that
improves diagnostic confidence and reduces variability. Al-based p53 IHC analysis could sup-
port pathologists by highlighting relevant regions, improving interpretive consistency. As aber-
rant pS3 IHC staining patterns are associated with an increased risk of progression, providing
data on TP53 mutation patterns for each biopsy will further aid patient-tailored risk stratification.
Combined with previously published H&E-based AI models,'” and ongoing work on integrated
H&E-p53 systems, this could efficiently triage expert reviews on challenging cases, and filter
straightforward biopsies to reduce workload in BE surveillance programs.

Although DCs were a central focus given their association with progression risk, the broader
challenge in p53 IHC is to reliably distinguish NM alongside the more common WT and OE
patterns. NM is easily overlooked due to its subtle absence of staining, yet our CLAM-based
models, particularly with the DB setup, improved its recognition while also enabling detection of
DC through combined NM and OE signals. This ability to disentangle less frequent but prog-
nostically important patterns from dominant ones is central to the clinical value of our approach,
which could be applied to similar challenges in other diagnostic tasks. Figure 7 provides an
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illustrative example: a biopsy with a DC pattern that was misclassified as OE by both the stan-
dard CLAM and FB models, yet correctly detected by their DB variants. This case highlights
the potential of the DB setup to capture diagnostically important patterns that standard multi-
class approaches may miss. Our study has several strengths. The dataset consisted of more than
2000 individual biopsies, independently graded by at least four DEPP expert pathologists. Only
cases with >75% agreement among at least four pathologists were included, serving as the gold
standard. Furthermore, the biopsy cases were derived from and stained at a variety of both com-
munity-based and academic hospitals.

These strengths provide a robust foundation for future prospective studies aimed at validat-
ing the clinical utility of Al-assisted p53 IHC interpretation. Such studies will be essential to
bridge the gap between research and clinical integration, addressing the limitations of current
retrospective approaches and supporting guideline adoption.

This study has a few limitations. All WSIs were scanned using a single scanner. This may limit
the generalizability of our findings as performance could vary with different scanning hardware.
Furthermore, the Al system was trained with distinct classes as some real-life cases are difficult to
interpret and could be classified as equivocal. The system was not trained to classify cases as
equivocal. Third, the Al system was trained on the four most prevalent staining patterns, and the
very rare cytoplasmic staining pattern was not included. Even though this pattern is described, for
instance, in gynecologic carcinomas, its incidence in BE-related dysplasia is extremely rare.

5 Conclusion

Our study demonstrates that Al-driven classification of pS3 IHC expression patterns in BE biop-
sies can be achieved with high accuracy, particularly when using CLAM-based models. These
models, when enhanced with DB outputs or synthetic data augmentation, showed strong per-
formance in identifying both common and rare p53 aberrations, including diagnostically chal-
lenging NM and DC patterns. Although the distinction between WT and aberrant expression
remains clinically most relevant, improved recognition of rare phenotypes such as NM and
DC may contribute to more personalized risk stratification frameworks. Our approach highlights
the potential of tailored Al architectures to support objective, reproducible, and scalable inter-
pretation of p53 IHC in BE.

6 Appendix A: Supplementary Figures

Appendix A presents supplementary figures providing additional insight into model optimization
and classification behaviour. Figure 5 shows the effect of image downscaling on FB model

0.60 = 0.08

2 mpp 0.63 + 0.11

0.76 + 0.03

—
- 0.78 +£ 0.05

4 mpp

0.71 £ 0.04
0.74 £ 0.03

|
8 mpp

i 0.61=0.05
16 mpp [ 0.64 + 0.03
0.30 + 0.13
32 mpp 0.44 = 0.09
0.38 = 0.20
64 mpp 0.35 +0.12
1 028%014
128 mpp ; 0.22 + 0.07
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0.00 015 030 0.45 0.60 0.75 0.90 1.05
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Fig.5 Mean accuracy of FB models across various downscaling factors on AUMC,.in (N = 1940),
where a higher mpp indicates a greater downscaling factor. Optimal performance was observed
at an mpp of 4.
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Confusion matrices per model
CLAM CLAM-DB CLAM+SynDC

WT 10.2% 4.5% 0.0% WT 9.5% 4.4% 11% WT 10.2% 2.5% 2.0%
OE 7.4% 0.4% 0.0% OE 7.0% 0.0% 0.7% OE 4.4% 93.7% 0.0% 1.9% [0
0.0% NM  8.6% 0.0% 11% NM  12.9% 0.0% 2.5% Los
0.0% DC  1.5% 22.6% 9.6% 66.3% DC  3.3% 20.0% 3.3% 73.3%

-0.6

WT OE NM DC WT OE NM DC WT OE NM DC
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DC  1.1% EERIZ A 43.0%

% Moy

CLAM-DB+SynDC FB FB-DB

-0.4
Wl 72.5% 18.2% 9.3% 0.0% Wl 71.3% 13.1% 9.5% 6.2%
OE 2.2% 83.3% 0.0% 14.4% OE 3.0% 0.7% 0.0% OE 2.2% 47.8% 0.4% . 02

g 80.5% 13.5% 3.8% 2.2%

[
2
=
NM  7.9% 0.4% 88.2% 3.6% NM  7.5% 0.0% 0.0% NM  9.3% 0.0% 47.1% 43.6% Loo
DC 1.5% 15.9% 4.4% 78.1% DC 0.4% 27.4% 0.0% DC  0.0% 9.6% 5.2%
WT OE NM DC WT OE NM DC WT OE NM DC
Predicted Predicted Predicted

Fig. 6 Confusion matrices per model configuration. For each model, five independently trained
instances were evaluated on AUMC,; (N = 274); we computed a confusion matrix for each
run, averaged the matrices element-wise, and then row-normalized so each row sums to 100%.
WT, wild-type; OE, overexpression; NM, null mutation; DC, double clone.

Fig. 7 Example of a biopsy containing a DC pattern that was misclassified as OE by both the
baseline CLAM and FB models, but correctly identified by their double-binary (CLAM-DB and
FB-DB) counterparts.

performance. Figure 6 presents confusion matrices for all model configurations on AUMCtest.
Figure 7 illustrates a representative DC biopsy highlighting the added value of the DB approach
for p53 THC pattern classification.

7 Appendix B: Supplementary Tables

Appendix B contains supplementary quantitative results supporting the main analyses. Table 2
summarizes performance metrics for all model configurations on AUMCctest.
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Table 2 Aggregated (mean + sd) results per model configuration. Models were trained using five-
fold cross-validation on AUMC,,;, and evaluated on the AUMC; (N = 274), reporting perfor-
mance for both four-class and WT versus aberrant classification.

Four-class WT versus Aberrant

Model Accuracy F1 Macro Accuracy AUC

CLAM 0.710 + 0.01 0.581 + 0.01 0.907 + 0.01 0.961 + 0.00
CLAM-DB 0.839 + 0.01 0.828 + 0.01 0.905 + 0.01 0.964 + 0.00
CLAM + SynDC 0.845 = 0.01 0.839 £ 0.01 0.899 + 0.01 0.957 + 0.01
CLAM-DB + SynDC 0.822 + 0.04 0.811 + 0.05 0.900 + 0.01 0.962 + 0.00
FB 0.670 + 0.04 0.555 + 0.03 0.866 + 0.04 0.947 + 0.02
FB-DB 0.645 + 0.07 0.601 + 0.10 0.855 + 0.03 0.944 + 0.03

Note: bold values indicate the best performing result for each metric across model configurations.
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