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Monique van Donzel 

1. Vrouwelijke sprekers zijn betere navertellers dan mannelijke sprekers. 
(Dit proefschrift, hoofdstuk 3) 

2. Bij het vertellen van een verhaal kunnen gevulde pauzes ('eeh') beter 
vermeden worden. Luisteraars stellen een dergelijke pauzeerstrategie 
niet op prijs. 

(Dit proefschrift, hoofdstuk 3) 

3. Grenzen, die in de gesproken informatiestroom eenheden afbakenen, en 
waarvan op grond van tekstuele informatie mag worden aangenomen 
dat ze een afgesloten eenheid binnen de tekst markeren, worden in 
spontane spraak, in tegenstelling tot voorgelezen spraak, intonationeel 
gemarkeerd met een 'continueringshaal'. 

(Dit proefschrift, hoofdstuk 4) 

4. De aanwezigheid van alinea's is een kenmerk van geschreven teksten. 
In gesproken teksten is de notie 'alinea' voor luisteraars van minder 
belang, en is daarom ook geen kenmerk van dit type teksten. 

(Dit proefschrift, hoofdstuk 4) 

5. In spontane spraak, zoals gebruikt in alledaagse conversatie, wordt 
veelvuldig verwezen naar informatie die niet direct uit de context te 
halen is, maar die herleidbaar is op grond van kennis van de wereld. De 
tweedeling 'nieuwe' vs. 'oude' informatie is voor spontane spraak dus 
niet toereikend, en zou moeten worden uitgebreid tot een driedeling 
'nieuw' - 'herleidbaar' - 'gegeven'. 

(Dit proefschrift, hoofdstuk 5) 

6. Het al dan niet beaccentueren door sprekers van woorden of 
woordgroepen in spontane spraak hangt af van de informatiestatus van 
die woorden of woordgroepen. Naarmate de informatie 'nieuwer' is in 
de boodschap is het vaker beaccentueerd. Dit is direct gerelateerd aan 
de in stelling 5 genoemde driedeling. 

(Dit proefschrift, hoofdstuk 5) 



7. De essentie van prosodisch onderzoek is, net als van alledaagse 
conversatie, niet zozeer de inhoud van de boodschap, maar de 
combinatie van die inhoud en, nog belangrijker, de manier waarop die 
boodschap geuit wordt. Non-verbaal gedrag kan hierbij doorslaggevend 
zijn. Daarom is het van belang dit aspect van communicatie bij 
prosodisch onderzoek te betrekken. Echter, wanneer men spontane 
spraak op een dergelijke manier wil onderzoeken, brengt deze aanpak 
zoveel complicerende factoren met zich mee dat het onderzoek vrijwel 
onuitvoerbaar wordt. 

8. In het kader van de ontwikkelingen en hervormingen binnen het 
middelbaar onderwijs is het een gemiste kans dat Algemene 
Taalwetenschap niet als schoolvak is opgenomen, alleen al vanwege het 
gewenste vakoverstijgende karakter van het Studiehuis. 

9. Niet alleen meetbare zaken zijn belangrijk. 

- Adieu, dit le renard. Voici mon secret. Il est très simple: on ne voit 
bien qu'avec le coeur. L'essentiel est invisible pour les yeux. 

(Antoine de Saint-Exupéry, Le petit prince, 1943). 

10. Het besluit van assistenten-in-opleiding, en tegenwoordig in meerdere 
mate promotiebursalen, tot het willen uitvoeren van een promotie
onderzoek, heeft hoogstwaarschijnlijk niets te maken gehad met de 
salariëring, noch met de beroepsperspectieven, maar ongetwijfeld veel 
meer met het feit dat de kans op promotie zo groot is. 

11. Zonder aanval kan er ook in de schermsport geen sprake zijn van een 
riposte. 

12. Het feit dat motorrijders elkaar altijd groeten in het voorbijrijden maakt 
dit tot een zinloos gebaar, dat desondanks de indruk van saamhorigheid 
wekt. 
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General introduction 

Abstract 

The present study treats two main research questions: what acoustic-prosodic 
means do speakers use to mark the information structure of spoken discourse 
and which cues are most important for the listener to detect this structure? More 
specifically, how does this process work in spontaneous speech? In this first 
chapter, the importance of such research is described, from a theoretical point of 
view as well as from an acoustic-phonetic point of view. The research goals are 
discussed in more detail, and the outline of the thesis is given. 
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1.1. Introduction 

Spoken discourse basically involves three different aspects: the speaker, the 
listener, and the message itself. Speakers may use various acoustic-phonetic 
means to signal the structure of the message they are producing. They will mark 
certain words as more important than others, and they will also divide the whole 
message into smaller parts, such as paragraphs and sentences. When listening to 
such a spoken discourse, listeners have certain ideas about the structure of the 
incoming text. They perceive certain words or word groups as more important 
than others, while they are also able to detect different types of boundaries, such 
as sentence boundaries and paragraph boundaries (Lehiste, 1979). The message 
itself, i.e., the text as produced by the speaker, also has a structure. Assuming 
that it is more or less coherent (a requirement for the listener to understand it), it 
can be divided into paragraphs, sentences, clauses, phrases, and so forth. Apart 
from acoustic means, the speaker also has a variety of linguistic means available 
to indicate the structure of the message. 

The variety of acoustic-phonetic means used to convey the structure of a 
spoken message will be referred to as the prosodie realization of the message. 
Prosodie characteristics are supra-segmental in that they are present in the speech 
signal, independent of the sequence of segments (vowels and consonants) that 
build up the signal (cf. Rietveld & Van Heuven, 1997). In the present study we 
will focus on two prosodie aspects, namely, intonation and pausing. It is 
generally assumed for Dutch that speakers use mainly intonation, i.e. pitch 
accents and boundary marking pitch movements, and pausing to signal 
prominence and phrasing. A combination of both intonational and pausal 
features may also be used (e.g. Blaauw, 1995; Swerts, 1994). A more elaborate 
discussion of prosodie features in relation to prominence and boundary marking 
can be found in chapters 4 and 5. 

The present study has two main questions. First of all, from a production 
point of view: what acoustic means are used by the speaker to signal the 
structure of spoken discourse? Secondly, from a perception point of view: how 
are the acoustic cues, as provided by the speaker, used by the listener to detect 
the structure of what has been said? 

Spoken discourse can be produced in a number of ways, and the prosodie 
realization of spoken discourse may be influenced by a number of factors. First 
of all, a distinction can be made between speech read aloud, and spontaneously 
uttered speech. So far, most research into the relation between discourse 
structure and its prosodie realization was done using speech read aloud. 
Furthermore, during the last ten years, researchers have also been interested in 
the prosodie difference itself between speaking styles (Koopmans-van Beinum, 
1992a, 1992b; Blaauw, 1995; Laan, 1997; Bruce & Touati, 1992; Eskenazi, 
1993; Granström, 1992; Harmegnies & Poch-Olivé, 1992; Howell & Kadi-
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Hanifi, 1991). Researchers have become increasingly aware of the importance of 
investigating spontaneous speech (see, for instance, books as the one edited by 
Sagisaka, Campbell & Higuchi, 1996). However, spontaneous speech itself can 
also be produced in different ways, as e.g. unstructured narratives, extended 
descriptive narratives (the type we use in the present study), instruction 
monologues or dialogues, and database querying dialogues (cf. Beekman, 1996). 
All these types can be viewed as spontaneous speech, but they represent, of 
course, different subtypes. 

Emotion is another factor that may influence the prosodie realization of 
spoken discourse. So far, research into the prosodie characteristics of emotions 
in speech has been limited. This is due among other things to the difficulties of 
objective measuring procedures (see, for instance, Scherer, 1989 for a review). 
However, some attempts - for the most part succesful - have been made (e.g. 
Carlson etal, 1992; Mozziconacci, 1998). 

We will concentrate on spontaneously spoken discourse rather than speech 
read aloud. We are interested in finding out the relation between discourse 
structure and prosodie realization, as can be observed in everyday 
communicative situations. In this first chapter, we will first give a short 
description of the relation between discourse structure and prosodie aspects. (A 
detailed discussion of the literature on this issue is given in chapter 2.) Secondly, 
we will present our own research goals, as they will be dealt with in this thesis. 
Finally, we will give an outline of the thesis. 

1.2. Discourse structure and prosodie aspects 

The structure of information in written texts usually becomes clear by the use of 
typographic means, such as indents, punctuation and capitals, highlighting, and 
the use of different lay-outs and fonts. In spoken texts, it is generally assumed 
that the speaker may use various acoustic means to assign structure, for instance 
by accenting important words or by pausing at boundaries. In written texts, 
words can also be perceived as being more or less important on the basis of 
grammatical and pragmatic characteristics. This structure of spoken or written 
texts in terms of important information and boundaries can be referred to as the 
overall information structure of a text. 

In the often used elicitation method of question/answer pairs, the information 
structure (focus distribution) can be described using labels such as 'new' vs. 
'old' information, where 'new' usually refers to 'accented' and 'old' to 'not 
accented' (see, for instance, Nooteboom & Kruyt, 1987; Cooper et al., 1985; 
Eady et al, 1986). Focus is thus defined through intonation. However, this kind 
of definition may lead to circularity in that the possible acoustic features are 
already included in the definition itself. This is not necessarily a problem, unless 
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the subject of the study is the acoustic realization of focus, as it is in the present 
case. This circularity has also been noted by other researchers (e.g. Brown, 
Currie & Kenworthy, 1980). How the focal structure of a whole discourse in 
terms of'new' vs. 'old' information should be traced is (still) less clear. 

Much work has been done recently to investigate the relation between 
discourse structures and their prosodie features, using independent frameworks 
of discourse structure, to avoid the above-mentioned circularity (e.g. Geluykens 
& Swerts, 1994; Grosz & Hirschberg, 1992; Hirschberg & Grosz, 1992, 1994; 
Nakatani, 1995; Nakatani, Hirschberg & Grosz, 1995; Swerts & Geluykens, 
1994; Terken & Hirschberg, 1994). These studies are primarily concerned with 
the overall global structure of whole discourses. However, Hirschberg et al. (see 
references mentioned above), analyze their discourses at both a global level (the 
structure of the discourse constituents which form the whole discourse) and a 
local level (parentheticals, quotations, tags, and indirect reported speech). 

In the present study we want to concentrate not only on the structure of the 
discourse in terms of global 'chunking', but also on the internal focal structure of 
a discourse in terms of 'new' and 'given' information. That is, we want to apply 
the given/new distinction to complete discourse rather than to isolated and/or 
pre-cooked utterances, to analyze the structure of different types of information. 
The 'global' and 'local' levels as defined by Hirschberg et al. are not sufficient 
for this purpose. In the first place because the location of discourse boundaries is 
determined beforehand, and secondly, because the information status of the 
various words and word groups in the discourse is not available. Therefore, an 
independent framework will be developed for discourse analysis, one in which 
the internal focal structure of a discourse is based on pragmatic features of 
discourse structure rather than on acoustic features such as intonation and 
accentuation. The work by Mann & Thompson (1988), Chafe (1987, 1994), and 
Prince (1981, 1992) will play a central role in the development of this 
framework. By using this framework we can avoid the circularity of acoustic 
features being already included in the definition of focal structure. This method 
applies to both written texts and verbatim transcriptions of spontaneously 
produced spoken texts. The analysis thus obtained reflects the structure of a text, 
based on the written text alone. 

1.3. Research goals 

The general aim of the present study, as indicated in the introduction, was first of 
all to investigate the various acoustic-prosodic means available to the speaker to 
mark discourse structure in spontaneous discourse. Secondly, we wanted to 
investigate which of these cues are most important for the listener to detect this 
structure, and how the listener selects and uses them to attain his/her goal (i.e. to 
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understand the structure of the message). In the present study we will use speech 
material that is representative of the speech used in everyday communicative 
situations. From a phonetic point of view, more insight into the human process of 
speaking and hearing is essential for a better comprehension of the interaction 
between speaker and hearer, and is also beneficial for the further development of 
technological applications. From a linguistic point of view, it is valuable to 
acquire more knowledge about the internal structure of discourse, i.e., above the 
level of the clause (e.g. Dik, 1997, part II). 

The discourse serves as a reference point in the present research. By 
discourse, we mean a coherent collection of utterances, either spoken or written, 
produced by one speaker, but with the intention of communicating the content to 
a listener. Spoken discourse, for the purpose of this study, thus is a monologue, 
as opposed to a dialogue, where at least two speakers are involved. Every 
discourse has an internal structure in terms of a hierarchical division into smaller 
parts, such as paragraphs, sentences, clauses, phrases, concepts, and words. This 
hierarchy can, of course, be extended below the level of the word, but in the 
present study we will be dealing mainly with words and higher levels. This 
discourse structure should ideally be determined on the basis of the text alone, 
i.e., without recourse to any acoustic features. In written discourse, this structure 
is usually indicated by typographic means (indents, capitals, underlining, italics, 
etc.). Spoken discourse, whether carefully prepared or spontaneously uttered, 
can, of course, be structured along the same lines: the same global build-up into 
words, concepts, phrases, clauses, sentences, and paragraphs applies. 

The main questions underlying the present research can be formulated as 
follows: 

• What acoustic-prosodic means are used by speakers to mark the structure of 
a spontaneously spoken discourse? 

• Which acoustic-prosodic cues, as given by the speaker, do listeners use to 
detect the structure in spoken discourse, and how do they do this? 

Spontaneously spoken discourses were collected from speakers of standard 
Dutch. The discourse text, i.e., the reference point mentioned above, was 
obtained by making verbatim transcriptions of the discourses. This text was then 
analyzed for discourse structure using a purely text-based method. The material 
was then viewed from the perspective of the three different components of the 
communication chain: the message, the speaker, and the listener. As mentioned 
before, the discourse text served as a reference point. The results of both the 
acoustic-prosodic analysis and the perceptual analysis will be interpreted in 
relation to the textual discourse analysis. 

Our procedure in investigating the prosodie aspects of information structure 
in discourse will be the following. On the basis of the textual information, we are 
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able to determine which words in the text are 'new' and 'given', and where 
discourse boundaries are located in the text. Determining the information 
structure in terms of new/given information and discourse boundaries is not 
always unambiguous. This is, however, a consequence of using natural speech. 
This is illustrated by the fact that everyone perceives and interprets spoken or 
written text in relation to his/her own personal context (Prince, p.c.). By 
analyzing the acoustic realization of the speaker, we are able to verify whether 
he/she has actually realized the discourse structure acoustically as predicted on 
the basis of the textual analysis. By having naive listeners (i.e. not phonetically 
trained) evaluate the spoken versions of the discourse, and by asking them to 
indicate which words are spoken with emphasis by the speaker, and where they 
perceive discourse boundaries of some type, we are able to verify whether this 
perceived structure is the same as that predicted by the text-based textual 
analysis. Ultimately, the results from the acoustic analyses and the perceptual 
analyses are related, to see what acoustic cues, as provided by the speaker, are 
used by the listener to detect the structure of the discourse. An evaluation by 
means of rule-based synthesis lies outside the scope of this thesis. 

Summarizing, the following analyses are performed: 

• Textual analyses of the discourse structure in terms of important words and 
discourse boundaries. 

• Acoustic-prosodic analyses of the means used by the speaker to mark 
important information and discourse boundaries, e.g. pitch accents, 
boundary tones, and pausing strategies. 

• Perceptual analyses of the discourse structure as perceived by naive 
listeners, in terms of prominence (perceived important words) and phrasing 
(perceived discourse boundaries). 

In the following section, the outline of the thesis is given. 

1.4. Outline of the thesis 

Chapter 2 gives an overview of three different methods of discourse analysis. 
These methods served as a starting point for the development of our own 
framework for analyzing information structure in spoken discourse. This 
framework is presented there, as well as the pilot experiment in which its 
usefulness for the present research was tested. Finally, the adapted framework to 
be used is given. 

In chapter 3, the selection of speech material is presented, as well as the 
procedure for collecting and recording the material. Furthermore, an overall 
characterization of the speakers is given in terms of temporal and intonational 
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features. Perceptual evaluations of the (prosodie) performance of the speakers in 
their production of the discourse complete this characterization. Speaker profiles 
are presented, indicating 'good' and 'bad' speakers. 

In chapter 4, the prosodie characterization of discourse boundaries is 
explored. The location of boundaries in the text-based discourse structure is 
taken as a reference point, and the actual realization by the speaker and the 
perception of boundaries by naive listeners is investigated, in terms of both 
temporal (pausing) and intonational (boundary tones) aspects. The relation 
between discourse, speaker, and listeners regarding discourse boundaries 
concludes this chapter. 

Chapter 5 presents a study on the focal structure in discourse, i.e., the relation 
between information structure (cf. the given/new distinction) on the one hand 
and the realization and perception of that structure on the other hand. This 
relation is investigated by studying the location and realization of pauses and 
pitch accents relative to the information structure. The perceptual evaluation is 
obtained from prominence judgements by naive listeners. 

Chapter 6, finally, presents a general discussion. The conclusions of this 
thesis are presented, as well as recommendations for future research. 





The relation between textual 
information structure and 
perceived prominence in discourse* 

Abstract 

This chapter presents an overview of different methods of discourse analysis. 
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2.1. Introduction 

The aim of the research described in this thesis is to investigate the possible 
ways in which a speaker can mark different levels of 'structure' in spoken 
discourse, and what cues the listener uses to detect that 'structure'. We will use 
the term discourse structure to refer to boundary marking, and the term 
information structure to refer to focus marking. 

Focus is usually defined by means of intonation, namely, by stating that a 
word or a word group is placed in focus if it is realized with a (pitch) accent. 
Since acoustic parameters are the object of our investigation, however, this kind 
of definition may lead to circularity: the possible acoustic features are already 
included in the definition itself. Such circularity can be avoided by looking for a 
way to define focus without including any intonational or other acoustical 
features. Therefore, we will need a definition of the notion focus, as well as of 
other notions related to this, such as old vs. new information, based on the 
textual structure as such. Chapter 5 deals with the acoustic marking of focal 
structure. 

The same is, of course, true for boundary marking. Prosodie boundaries are 
said to be acoustically signaled by so-called 'boundary tones' and by pausing. 
The definition of where discourse boundaries occur can evidently not include 
terms like boundary tones. 

In this chapter, we will concentrate on the approaches to the analysis of the 
internal focal structure of a text, thus on the (local) word level rather than on the 
(global) utterance discourse level. The acoustic realization of boundary marking 
and its relation to discourse structure will be dealt with in more detail in chapter 
4. 

In writing, in order to draw the reader's attention to any particular 
information in a written discourse, a writer may use typographical means such as 
putting important words in boldface or underlining them. If a speaker wants to 
draw the listener's, attention to particular information in spoken discourse, he/she 
may also choose to highlight it. In such a case, at least for Dutch, the part to be 
emphasized is often acoustically realized with a pitch accent, while duration, 
pausing, amplitude, sloppy vs. clear articulation, and voice quality also play an 
important role (e.g. Koopmans-van Beinum, 1992a, 1992b; Rump, 1996). A 
listener is urged to infer from these acoustic cues that the speaker is focusing on 
a specific part of a linguistic unit. The term prominence is used to refer to the 
perceptual salience of such a unit in relation to its neighbors. 

Basically there are three approaches one can use to analyze the information 
structure of a spoken sentence or a text with respect to prominence. This is also 
referred to as the 'accent placement debate' (cf. Baart, 1987): 
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• Syntactic approach: "Within this approach, researchers attempt to establish a 
direct relation between the lexico-syntactic structure of a sentence and its 
accentuation, and to express this relation in a formal way" (op. cit., p. 10); 

• Pragmatic-semantic approach: "According to this view, accent placement is 
the result of an interplay between various factors, among which the semantic 
content of a sentence and the relation of a sentence to its context are the 
most important" (ibid., p. 11); 

• Focus approach: "Within this framework, it is attempted to overcome the 
problems of both the syntactic and the semantic-pragmatic approaches by 
positing two stages in the derivation of an accent pattern. In the first stage, a 
speaker selects one or more constituents of a sentence as material to be 
emphasized, or focused upon. The outcome of this stage [...] is unpredictable 
in principle, since a speaker is free to decide which distribution of focus best 
suits his communicative intentions. In the second stage, however, the exact 
locations of the accents within focused constituents are automatically 
derived on the basis of lexico-syntactic structure" (ibid., p. 11). 

Both the syntactic approach and the focus approach assume highly structured 
material, such as question/answer pairs, produced in so-called laboratory speech, 
and would thus not seem very suitable to be applied to spontaneous speech. The 
speech material used in such approaches thus consists of the acoustic realization 
of a written construction the speaker is asked to read aloud. This is not 
representative of a situation in which a speaker is asked to tell something in 
his/her own words, i.e. a situation in which the speaker is considering what to 
say, as well as how to say it. In our view the pragmatic approach is more 
suitable, yet less specific, to analyze discourse and spontaneous speech, since it 
takes into account the notions 'knowledge of the world' and 'context', which are 
crucial in spontaneous speech. 

A specific implementation of an approach to accent placement is the use of 
text-to-speech systems, for instance PROS (Dirksen & Quené, 1993; Quené & 
Kager, 1993). These kinds of systems use algorithms that, based on 
implementation rules, automatically break a given text down into different parts 
conveying different kinds of information, and then assign pitch accents and other 
prosodie features to the most salient parts. However, at this stage, for texts to be 
correctly analyzed, the input of the algorithms usually needs to consist of 
grammatically correctly structured sentences. Thus, this method would not be 
useful to analyze 'real' spontaneous speech, since this type of speech often 
shows a lot of hesitations and unfinished ('ungrammatical') utterances. 
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These considerations, together with the above-mentioned circularity (the 
definition of focus already including acoustic features) led us to develop an 
'objective' method to analyze discourse and spontaneous speech material, 
initially independent of acoustic features, by taking into account pragmatic 
aspects. Subsequently, the material can be analyzed acoustically, in order to 
investigate the acoustic-phonetic correlates of the objective information 
structure. 

This chapter is organized as follows: Section 2.2 will give an overview of 
different approaches to discourse structure as found in the literature. Section 2.3 
presents a pilot experiment conducted to test the applicability of the approaches 
found in the literature. Finally, in section 2.4 we present the framework used in 
this research, allowing us to indicate discourse structure at distinct levels 
(boundaries and focal structure), independent of prosodie features. The 
development of this method was inspired by the approaches described in section 
2.2. The application of the methods results in an independent analysis of any 
text, which can easily be compared to the acoustic realization ofthat text by the 
speaker on the one hand, and to the perceived structure of that same text by the 
listener on the other. Figure 2.1 shows the various aspects of this study, and how 
they relate to each other. 

SPEAKER - concepts 
i 

LISTENER - percepts 

î 
information structure information structure 
discourse structure 

1 
discourse structure 

î 
linguistic means linguistic cues 
acoustic means 

i 
spoken discourse —> 

acoustic cues 

î 
—» spoken discourse 

acoustic means 

i 
spoken discourse —> sp_eech 

acoustic cues 

î 
—» spoken discourse 

[ DISCOURSE 
written discourse -» 

Î 
text —» written discourse 

1 
written discourse -» 

Î 
—» written discourse 

1 
discourse structure discourse structure 

information structure 
Î 

information structure 

i 
WRITER READER 

Figure 2.1 Overview of the various aspects in this study, and their relation to one another. 
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Central to the whole issue is the discourse. 'Discourse' is defined here as a 
coherent piece of text, either spoken or written, produced by one speaker or 
writer and consisting of at least one paragraph; it differs from 'dialogue', in 
which at least two speakers are involved. The speaker makes use of concepts in 
order to formulate his/her message. The speaker has both linguistic and acoustic 
means available to structure the concepts into a message, i.e. the spoken 
discourse. The linguistic and acoustic means are also picked up by the listener 
listening to the spoken discourse. He/she uses them to reconstruct the message of 
the speaker (the discourse), this time in terms of percepts (cf. the model of verbal 
interaction by Dik (1997, part II, p. 410). 

The structure of the discourse itself has thus two sides: the structure as 
produced by the speaker (cf. the 'writer' of the discourse) and that perceived by 
the listener (cf. the 'reader' of the discourse). Both consist of at least two levels: 
one to indicate the broad structure of the message in terms of where discourse 
units begin and end ('discourse structure' in the diagram), and one to indicate the 
narrow structure in terms of important information ('information structure' in the 
diagram). 

The diagram presented above is crucial to the structure of the whole research. 
It is focused on the relation between discourse and information structure and its 
realization by the speaker on the one hand, and its perception by the listener on 
the other hand. 

2.2. Methods of discourse analysis 

2.2.1. Introduction 

This section presents three representative theories about the structure of written 
text, based on textual analysis: Rhetorical Structure Theory (RST), introduced by 
Mann & Thompson (1988), the approach of Chafe (1987), and the one proposed 
by Prince (1981). This last one is concerned with a smaller domain (words or 
word groups, in any case NPs) than the former two (whole texts). These three 
approaches mainly focus on the coherence relations in a discourse, and on the 
ways to represent them. The starting point for these theories is generally a 
written text. RST is explicitly designed to analyze texts written with specific 
goals, such as fund-raising letters. The verbatim transcription of a spoken text is 
also used as a starting point, as is the case for the theories by Chafe and Prince. 
Both theories are based on transcribed spontaneous speech. However, no direct 
relation is given between the features of the text itself and the acoustic 
realization, while the main focus is on the written version. 
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RST is introduced as a method to account for the structure of texts 'primarily 
in terms of relations that hold between parts of the text' (Mann & Thompson, 
1988, p. 243). This means that RST can be applied to assign structure to a text 
above the level of the sentence: the text is divided into functional units, and 
between these units several relations can hold. The result of such an analysis is a 
very global division in units. 

The approach proposed by Chafe (1987) is more specific than RST, in the 
sense that it focuses on sentences, whereas RST focuses on more global 
structures such as texts. The theory by Chafe accounts for the status of concepts 
within so-called 'intonation units' (defined auditorily); these concepts can be 
'active', 'semi-active', or 'inactive'. The method proposed by Prince (1981) is 
comparable to that of Chafe, but deals with structures in the form of noun 
phrases. This type of analysis results in a very detailed functional description, 
and is based on linguistic representation. One fundamental difference between 
these last two analyses is that Chafe's analysis concerns the activation state of a 
referent in the head of the hearer, whereas Prince's analysis refers to the 
formulation chosen by the speaker: a referent is classified as 'brand new' if the 
speaker formulates it as 'brand new'. For an elaborate overview of approaches to 
text relations and information structure, see Lambrecht (1994), Chafe (1994), 
and Kroon (1995). 

The methods described above are obviously not the only ones available to 
analyze the structure of discourse. Other methods for the analysis of discourse 
structure have been proposed by computaional linguists, for instance, Polanyi & 
Scha (1983), Brennan et al. (1987), Passoneau (1996), Vallduvi (1994), Walker 
et al. (1997), and Grosz & Sidner (1986). 

Much work has been done to investigate the relation between discourse 
structure and the prosodie features, using prosody-independent frameworks of 
discourse structure (e.g. Geluykens & Swerts, 1994; Grosz & Hirschberg, 1992; 
Hirschberg & Grosz, 1992, 1994; Nakajima & Allen, 1992; Nakatani, 1995; 
Nakatani, Hirschberg & Grosz, 1995; Swerts & Geluykens, 1994; Terken & 
Hirschberg, 1994; Venditti & Swerts, 1996). 

In their 'Instructions for annotating discourse', Nakatani et al. (1995) present 
a manual guide for labeling discourse, which can be used by naive subjects. The 
labeling instructions are based on a specific theory of discourse structure (Grosz 
& Sidner, 1986), but no explicit reference is made to that theory. The idea is that 
listeners "reason about how the speaker chose to organize the information s/he 
intended to communicate to the hearer' (Nakatani et al., p. 1). 'Listeners' here 
refers to the labelers of the discourse structure. Subjects are asked to add indents 
and labels to a text, in order to mark the structure of the written text. The text has 
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been divided beforehand into intermediate phrases by those performing the 
experiment, and the subjects are not allowed to change this division. Thus the 
application of these instructions only give information about the relation and the 
hierarchical structure between the different phrases of which the text is built up, 
that is, the overall global structure of a whole discourse, rather than the 
information status of the individual words on a more local level. However, 
Hirschberg & Grosz (1992) analyze their material both on a global level (the 
structure of the discourse constituents which form the whole discourse) and on a 
local level (parentheticals, quotations, tags, and indirect reported speech). This 
definition of'local' level differs from ours, for by 'local' we mean the structure 
of different types of information within the utterance. 

To account for the more local level of information structure, centering may 
be used (e.g. Brennan et al., 1987; Passoneau, 1996). Centering can be seen as 'a 
system of rules and constraints that govern the relationship between what the 
discourse is about and some of the linguistic choices made by the discourse 
participants' (Brennan et al., 1987), i.e. the informational content of the 
discourse. This centering approach has been developed for English; for Dutch no 
such approach has been developed yet. 

In the present thesis, we want to approach the structure of a text from a 
pragmatic point of view rather than from a computational one. The models and 
theories presented by Mann & Thompson (1988), Chafe (1987), and Prince 
(1981) are therefore more appropriate in this respect than the more 
computationally oriented approaches. However, the former models present either 
an account of the 'global' structure of a text (i.e. sentences and paragraphs) or 
the more 'local' structure (i.e. information status). Since we want to analyze both 
aspects and relate them to the acoustic realizations, we will develop a new 
independent framework for discourse analysis, to include both levels. 

2.2.2. Rhetorical Structure Theory 

RST (Mann & Thompson, 1988) is a theory developed to identify the 
hierarchical structure in a text, to describe relations between text parts and their 
transitions, and thus to give a comprehensive analysis. It was designed for 
written monologues. Studies which have used RST revealed a number of 
advantages: relations among clauses can be described regardless of whether they 
are grammatically or lexically signaled; RST is applicable to a wide range of text 
types and to narrative discourse (see, for instance, Mann & Thompson, 1992; 
Abelen, Redeker & Thompson, 1993; Redeker, to appear). 

RST has defined four objects: Relations, Schemas, Schema applications, and 
Structures. 
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• Relations. Relations hold between two spans of text (non-overlapping) 
which are called 'nucleus' and 'satellite'. The four fields that each relation 
consist of are constraints on nucleus, on satellite, on the combination of 
both, and on the effect. Each field specifies judgements the analyst must 
make when building the RST structure. These are judgements of plausibility. 

• Schemas. Schemas refer to constituent arrangements, comparable to 
grammatical rules. These schémas specify how text spans can co-occur. 
There are five kinds of schémas. Curved lines represent relations; straight 
lines represent identification of the nuclear spans. The schémas all follow 
the pattern of a single relation with a nucleus and a satellite. 

• Schema application. Schema applications specify the possible applications 
of a schema: unordered spans (no constraint on the order of nucleus and 
satellite), optional relations (in multi-relation schémas at least one relation 
must hold), and repeated relations (a relation can be applied any number of 
times). 

• Structure. A text is divided into units, which should have independent 
functional integrity. These units are usually clauses. The analysis is a set of 
schema applications which satisfy the following constraints: completeness, 
connectedness, uniqueness, and adjacency. RST analyses are presented in 
the form of hierarchical trees. 

The definitions used to describe the different relations between clauses are not 
based on morphological or syntactic signals, but are recognized on the basis of 
functional and semantic judgements. Relation definitions that can hold between 
the different parts of a text are for example: Circumstance, Solutionhood, 
Elaboration, Background, Enablement, Motivation, Evidence, Justification, 
Relations of cause, Antithesis, Conclusion, Condition, Interpretation, Evaluation, 
Restatement, Summary, Sequence, and Contrast. This set is considered to be 
open. Figure 2.2 gives a small example of the relation definition 'Evidence', as 
presented by Mann & Thompson (p. 251); N = nucleus, S = satellite, R = reader, 
W = writer. The interested reader is referred to Mann & Thompson (1988) for 
more examples of (larger) text analyses. 

The relation definitions described above can be classified in a two-way 
distinction as subject matter relations and presentational relations. Subject 
matter relations are defined as "those whose intended effect is that the reader 
recognizes the relation in question" (p. 257). Presentational relations are "those 
whose intended effect is to increase some inclination in the reader, such as the 
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desire to act or the degree of positive regard for, belief in, or acceptance of the 
nucleus" (p. 257). This division is the one proposed by Mann & Thompson. 

relation name: Evidence 
constraints on Nucleus: R might not believe N to a degree satisfactory to W 
constraints on Satellite: The reader believes S or will find it credible 
constraints on the N+S combination: R's comprehending S increases R's 

belief of N 
the effect: R's belief of N is increased 
locus of the effect: N 

Figure 2.2 Example of the relation definition 'Evidence', taken from Mann & Thompson 
(1988, p. 251). 

A constraint against inappropriate use of relations is assured by the Effect: "for 
each relation and schema definition, the definition applies only if it is plausible 
to the analyst that the writer wanted to use the spanned portion of the text to 
achieve the Effect" (p. 258). This means that RST structures are structures of 
functions rather than of forms. 

Studies involving the application of RST to natural languages give insight 
into the use and consequences of RST. Results from text analyses have shown 
the following (as formulated by Mann & Thompson, p. 259): 

• Virtually every text can be given an RST analysis. 
• There are certain text types which characteristically cannot be given an RST 

analysis, for instance laws, contracts, and poetry. 
• In our culture, texts having an RST analysis predominate. RST is thus not a 

universal property of a text. 

Results from studies of relational properties show that (pp. 259-260): 

• Structural relations are not necessarily expressed in clauses. 
• Such propositions may be signaled by conjunctions or other morphemes, but 

they can also be conveyed without. 

' Mann & Thompson do not treat spoken texts in their corpus. The fact that RST is designed for 

written monologues implies that some additional features are needed to analyze spontaneously 

spoken monologues and to characterize all their characteristics, such as hesitations and corrections. 

Ideally, RST analyses for laws, contracts, and poetry should, of course, also be possible. 
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• The relational propositions correspond to the relations of the RST structures 
of the text. 

• The relational propositions are essential to the coherence of a text: if these 
are disturbed, the text will become incoherent. 

Mann & Thompson also present evidence for nuclearity. The notions of nucleus 
and satellite were introduced above. The relation between them is not 
symmetrical: the nucleus is considered to be the central principle around which 
the text structure is built. This leads to the prediction that if a nucleus is 
removed, the significance of material in its satellite will not be apparent. The 
data analyzed by Mann & Thompson show that this prediction is correct: a text 
consisting of only satellites is incomprehensible and incoherent, and the reader 
does not have a clear idea what the text is about. 

Another prediction is that if the satellite is removed, the text should still be 
coherent. This prediction is supported as well by the data. These findings present 
strong evidence for the claim for nuclearity. If communication is seen as 
'building memories', the function of nuclearity seems to be the organization of 
details in these memories. The nucleus is the part that is most deserving of 
response, including attention and reaction. The nucleus is more central than the 
satellite. 

In conclusion we may state that RST turns out to be a very useful method to 
analyze different types of discourse. It defines the hierarchical structure of texts 
and describes the relations that hold between the different parts in functional 
terms. The distinction between nucleus and satellite enables RST to describe 
clause combining, and thus coherence in discourse. 

RST can be applied to analyze a text or discourse on the level above the 
sentence. This means a rough analysis in terms of "functional units', following 
the RST rules. These 'unitization rules' form a preliminary step, and do not form 
part of the actual analysis itself. The division of the text above the level of the 
sentence is needed to account for certain boundary effects. The presence and the 
place of these boundaries may follow from the RST analysis. Therefore, a rather 
detailed description of Rhetorical Structure Theory was necessary. Within the 
parameters of our research, however, it is not crucial to define the relations 
between the units, since our primary concern is the internal focal structure within 
clauses or sentences. This is not accounted for by RST, and therefore we will 
make additional use of the theories of Chafe and Prince to determine the 
structure of texts on the sentence level and below. 
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2.2.3. Cognitive constraints of information flow 

Chafe (1987) proposes an approach to analyze the information flow in terms of 
cognitive constraints. Chafe's terminology may suggest that the analysis is done 
on the basis of acoustic features. We feel, however, that this theory can be of use 
in our research, because the basis of the theory is the analysis of a transcribed 
spontaneously uttered text rather than the acoustic parameters of the speech 
signal. 

A piece of (transcribed) spoken language naturally divides itself into 
'intonation units' (a single focus of a speaker's consciousness; cf. 'idea unit' in 
Chafe, 1980). An 'intonation unit' contains concepts: the ideas of objects, events, 
and properties. Such a concept may be in one of three states at any one time: 
active, semi-active, or inactive. The speaker "makes changes in the activation 
states of certain concepts during the initial pause, changes which determine the 
content and form of the following intonation unit" (p. 48). The division into 
intonation units is not related to the state of the concepts. A previously active 
concept may then be pronominalized. Active concepts expressing a starting point 
cannot be pronominalized. Concepts marking a contrastive accent cannot be 
pronominalized either. Concepts from the semi-active state are referred to as 
accessible. A concept can become accessible in two ways: when a concept is 
deactivated, it does not become inactive immediately, but stays in the peripheral 
memory for some time, it thus remains accessible. The second way is when these 
concepts belong to the set of expectations associated with a concept in the 
discourse, the 'scheme'. Inactive concepts are new. To account for the fact that 
speakers usually express only one new concept in one idea unit, Chafe introduces 
the one new concept at a time constraint. A concept can express the starting 
point of an intonation unit, together with a concept that adds information about 
this starting point. The light starting point constraint states that a starting point 
usually is a given concept. The elements described so far are used to mark the 
structure of intonation units. Above the intonation unit there are more levels: 
sentences, paragraphs and, ultimately, the narrative. These are described below. 

A division into paragraphs (again in the transcription of the spoken 
discourse) is made through the location of responses from the hearer and through 
pausal evidence. Sentences are defined by the occurrence of imagined falling 
pitches, and are independent of the activation states. They are determined by the 
decision of the speaker to structure the discourse as clearly as possible. The 
entire narrative can, according to Chafe, be thought of as an island of memory, 
isolable from the rest of the conversation. 

The goal of Chafe's study was to provide some very general principles that 
apply to spontaneous spoken language. The universality of these principles, 
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however, remains to be demonstrated. In assuming a third level of focus (semi-
active, active, inactive), this theory goes one step further than the often used 
binary distinction in given vs. new in the phonetic literature (see, for instance, 
Nooteboom & Kruyt, 1987). The distinction used by Chafe (1987) is ternary 
instead of binary, and thus potentially more accurate. Some definitions, however, 
are not totally clear. For instance, the difference between a starting point and the 
beginning of a new paragraph is not evident. When do these two coincide and 
when do they not? Another point is that Chafe does not assume a 'common 
ground', which is present in all listeners' minds. This common ground is 
comparable to 'knowledge of the world', and can account for the fact that some 
entities are new in the discourse, but not classified as inactive information, 
because they are assumed to be generally known. 

This theory, in contrast with RST described above, is capable of accounting 
for the internal structure of clauses. RST is used here to define the distinction 
between sentence and paragraph boundaries independently of intonation. As 
indicated above, Chafe's analysis concerns primarily the activation state of a 
concept in the mind of a supposed hearer. The analysis, however, still makes 
some use of acoustic features: clauses are defined as 'intonation units', which are 
detected by 'pauses', and sentences are defined by the occurrence of 'falling 
pitches'. This means that we will need another theory that is even more accurate 
in defining the internal structure of clauses, and that is not based on any acoustic 
feature. Prince's theory seems to meet these requirements. 

2.2.4. Assumed Familiarity 

According to Prince (1981), natural language presents an informational 
asymmetry in that some units seem to refer to 'older' information than others. 
Distinctions in given vs. new information can be found on three levels: in the 
sentence, in the discourse, and in the discourse model used by the participants. 
On all levels, the crucial factor seems to be the "tailoring of an utterance by a 
speaker to meet the needs of the assumed receiver" (p. 224). On the basis of 
these three levels Prince proposes a model that is applicable to naturally 
occurring texts in assigning the structure and the distribution of given vs. new 
information. 

In the literature, the given-new distinction is presented under various 
different names, for instance: given-new, old-new, known-new, presupposition-
focus, presupposition-assertion, etc. For an overview, see Lambrecht (1994) and 
Dryer (1996). However, these notions have never been characterized 
satisfactorily so that researchers can use them adequately and make them 
operational. We will present the definitions used by Chafe (1976), Clark & 
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Haviland (1977), Halliday (1967) and Kuno (1972, 1978), using Prince's 
terminology. We will then present the model proposed by Prince to account for 
the structure and the distribution of given vs. new information. Instead of 
describing the differences between given information versus new information, as 
is usually done, Prince distinguishes between three types of givenness: 
Givenness as predictability/recoverability (givennessp), Givenness as salience 
(givennesss), and Givenness as shared knowledge (givennessp). These types are 
discussed below, and the different definitions used in the literature are integrated 
in this tripartition. 

• Givennessp as predictability/recoverability. "The speaker assumes that the 
hearer can predict or could have predicted that a particular linguistic item 
will or would occur in a particular position within a sentence" (p. 226). 

Kuno (1978) defines old-new in terms of recoverability: "an element in a 
sentence represents old, predictable information if it is recoverable from the 
preceding context; if it is not recoverable, it represents new, unpredictable 
information" (pp. 282-283). Halliday (1967) defines given-new differently: 
given is defined as "the complement of a[n intonationally] marked focus" (p. 
208). New information is "information ... that the speaker presents ... as not 
being recoverable from the preceding context" (p. 204). Halliday & Hasan 
(1976) define given as "expressing what the speaker is presenting as information 
that is recoverable from some source or other in the environment - the situation 
or the preceding context" (p. 326). It is not clear what this "source' exactly is. 
Kuno's predictability looks similar to Halliday's recoverability, but what is old 
for Kuno is not necessarily given for Halliday. Prince proposes a principle that 
could be included in the predictability of Kuno, the Parallelism Principle: "a 
speaker assumes that the hearer will predict, unless there is evidence to the 
contrary, that (a proper part of) a new (conjoined?) construction will be 
parallel/equivalent in some semantic/pragmatic way(s) to the one just processed" 
(p. 228). Prince concludes that it is crucial to consider the speaker's hypotheses 
about the hearer's beliefs and assumptions in the notion of givenness. 

• Givennesss as salience. "The speaker assumes that the hearer has or could 
appropriately have some particular thing/entity ... in his/her consciousness at 
the time of hearing the utterance" (p. 228). 

This definition represents the theory of Chafe (1976). Chafe (1976) defines given 
as "that knowledge which the speaker assumes to be in the consciousness of the 
addressee at the time of the utterance" (p. 30) and new as "what the speaker 
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assumes he is introducing into the addressee's consciousness by what he says" 
(p. 30). This presents a binary distinction. Furthermore, a given element must 
have an explicit referent in the discourse. 

• Givenness^ as shared knowledge. "The speaker assumes that the hearer 
'knows', assumes, or can infer a particular thing (but is not necessarily 
thinking about it)" (p. 230). 

Clark & Haviland (1977) define given as "information [the speaker] believes the 
listener already knows and accepts as true" and new as "information [the 
speaker] believes the listener does not yet know" (p. 4). 

Kuno (1972) introduced the notions of anaphoric and non anaphoric. These 
also fall under the term of givenness^. An element is anaphoric, if "[its] referent 
has been mentioned in the previous discourse" or is "in the permanent registry" 
(p. 270), which refers to what the speaker assumes about the hearer's 
assumptions. This is related to the tendency to put old information before new 
information, old referring to shared knowledge. 

How do these three types of givenness relate to each other? The three types are 
not mutually independent. Ultimately, all levels refer to extra-linguistic 
phenomena. The understanding of the givenness as predictability or salience is 
dependent on the understanding of the givenness in the sense of shared 
knowledge. 

In the actual model proposed by Prince (1981), 'shared knowledge' is replaced 
by 'assumed familiarity'. The knowledge and assumptions of the speaker and the 
hearer are important insofar as they affect the forms and understanding of 
linguistic productions. Three parts are needed in the model: linguistic form, 
values of assumed familiarity and the correlation between these two. Prince 
describes the model by comparing a text to a recipe: the text presents a "set of 
instructions from the speaker to the hearer on how to construct a particular 
discourse model" (p. 235). 

A new entity in the discourse can be brand new (cf. to be bought in a store) 
or unused (cf. to be taken from a shelf). The brand new entities can be anchored 
(linked by means of another NP to some other entity) or unanchored. All 
anchored entities contain at least one anchor that is not a brand new item itself. 
The distinction between brand new and unused can be related to the linguistic 
representation of these items, i.e. indefinite versus definite NPs. This means that 
indefinite NPs are classified as brand new, while definite NPs are usually 
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classified as unused and can never be classified as brand new (cf. also Vallduvi 
1993, p. 25). 

NPs which are already present in the discourse are presented as evoked 
entities. Items can be factually evoked, meaning that at one point in the discourse 
this item was new, or situationally evoked, meaning that the hearer assumes that 
the listener can evoke it by himself, from the situation. 

The third type are the inferrable entities. An entity is inferrable if the speaker 
assumes that the hearer can infer it from entities already evoked in the discourse 
or from knowledge of the world. These are called noncontaining. Containing 
inferrables form a special subclass of inferrables: "what is inferenced off of is 
properly contained within the inferrable NP itself; [...] one of these eggs is a 
containing inferrable, it is inferrable, by set-member inference, from these eggs 
which is contained within the NP and which, in the usual case, is situationally 
evoked" (p. 236). 

Figure 2.3 presents the different discourse entities. The terms placed between 
parentheses are additional to the default notion: 'evoked' generally means 
'textually evoked', just as 'inferrable' generally means 'noncontaining 
inferrable', 'brand new' generally means 'brand new unanchored'. 

assumed familiarity 

inferrable evoked 

brand new 
(noncontaining) 

unused inferrable 
containing (textually) 
inferrable evoked 

A 
situationally 

evoked 

brand new 
(unanchored) 

brand new 
anchored 

remote current 

Figure 2.3 Taxonomy of Assumed Familiarity by Prince (1981). 

The textually evoked items can be further divided into remote (or 'displaced') 
and current (Brown, 1983). The remote textually evoked items are too far back 
in the discourse to be pronominalized (cf. semi-active in Chafe's theory), for 
instance by the presence of some kind of discourse boundary, while the current 
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textually evoked items can reoccur in the form of a pronoun (cf. active in 
Chafe's theory). 

Prince's taxonomy is used by a number of researchers to relate the 
information structure of discourse to the linguistic (Birner, 1994a; 1994b; to 
appear) or phonetic realization by the speaker (Brown, 1983; Caelen-Haumont & 
Bessac, 1997). 

Related to the issue of given and new information is the distinction between 
'topicality' and 'focality'. Topicality can be seen as "the things we talk about" 
(Dik, 1997, p. 310), and focality as "the most important or salient parts of what 
we say about the topical things" (op. cit., p. 310). Topics may be introduced to 
and maintained in the discourse in different ways, and according to different 
strategies (for instance a 'sub-topic', which is comparable to the category 
'inferrable' in Prince (1981)): if one is talking about a party, it is reasonable to 
talk about 'music' (example from Dik, 1997). These 'topicality strategies' 
concern such questions as how new topics are introduced in the discourse, how 
topics are kept in the discourse as given topics, what sub-topics can be associated 
with given topics, and what strategies are available to reintroduce given topics as 
so-called resumed topics. Focal information is not necessarily always equal to 
new information. Information that is already available may be focused on in 
order to emphasize it. Focality may be expressed in one or more ways: prosodie 
prominence, special constituent order, special focus markers, special focus 
constructions. Focus is, as explained above, not equal to accent, nor to 
prominence. Prosodie prominence (often expressed by a pitch accent) is one 
means available to the speaker to draw the listener's attention to certain 
information. A detailed account of 'topicality' and 'focality' can be found in Dik 
(1997, ch. 13). 

2.2.5. Summarizing remarks and proposed analysis 

The division into three basic parts used by Prince (1981) is roughly comparable 
to the division used by Chafe (1987). The tripartition used by Chafe is less 
specific. Prince's new items coincide fully with Chafe's inactive concepts, but 
are subdivided, and thus more subtle. The semi-active concepts of Chafe 
coincide with Prince's inferrable, but include also the remote textually evoked 
items. In Chafe's theory only given or active concepts can be pronominalized. 
This indicates that the remote textually evoked items are not available for 
pronominalization, probably because a paragraph boundary occurs between the 
original item and the evoked item. This boundary blocks the pronominalization. 
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We assume that such a boundary coincides with the paragraph boundaries found 
in the RST analysis. 

One fundamental difference between the two analyses, as already indicated, 
is that Chafe's analysis concerns the activation state of a referent in the mind of 
the hearer, whereas Prince's analysis refers to the formulation chosen by the 
speaker: a referent is classified as 'brand new' if the speaker formulates this 
referent as 'brand new'. The analysis proposed by Prince seems more accurate in 
distinguishing several levels, thus assuming a hierarchical structure. 
Furthermore, Prince's analysis is based on the linguistic representation of 
elements, and thus seems more suitable to indicate focal structure without 
making use of acoustic features than the analysis proposed by Chafe. The Prince 
analysis, however, does not apply to verbs. Verbs are said to be part of the 
concept expressed by the noun (e.g. 'reading a book' counts as one concept), and 
are therefore not classified separately. 

In Chafe's analysis, adverbial constituents can be classified as certain 
'orientations'. 

The following preliminary approach to analyze discourse structure is 
formulated on the basis of the findings presented above. The applicability of this 
method, which we called 'Information Structure In Discourse', was tested in a 
pilot experiment (section 2.4), and subsequently adjusted. 

I. Discourse structure. The division of the discourse into smaller units is 
mainly inspired by RST. We distinguish the following functional pieces: 
clauses, sentences, and paragraphs. A clause is defined as a unit containing 
words or word groups (concepts) taken together on semantic, syntactic, or 
functional grounds. This means that a clause can consist of a verb plus 
nouns and determiners or modifiers, but also of an idiomatic expression. 
Contrary to RST, we consider main clauses and subordinate clauses as 
separate units, since they can be formed on a semantic, syntactic, or 
functional ground. Our clauses can be compared to what Chafe (1987, 
1994) calls 'intonation units', but our clauses are evidently not based on 
any intonational features, so as to avoid the circularity mentioned in the 
introduction. In RST, clauses are the only units of analysis; no other unit is 
defined between the clause and the whole discourse. This distinction 
evidently does not cover all possible subunits within a (spoken) discourse. 
In written text, one can also distinguish sentences and paragraphs. 
Therefore, we also distinguish sentences and paragraphs. (This distinction 
is thus additional to the clauses 'taken from' RST.) A sentence may contain 

We will not discuss the issue of how to define possible subunits within the discourse. 
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one or more clauses, which together form a functional unity. Thus, a main 
clause with its subordinate clauses typically form a sentence. A paragraph 
consists of one or more sentences dealing with the same topic. These 
definitions are not those proposed by Chafe, since they are based on 
acoustical cues rather than on independent grounds. 

II- Information structure. As for a subdivision into concepts, we mainly follow 
Prince's analysis. Nominal constituents can be classified as follows, using 
so-called 'textual labels': A brand new (bn) element refers to information 
that is completely new to the addressee. This addressee can be either the 
reader of the transcription or the listener to the spoken version of the 
discourse. Both types are used in our research. Brand new elements are 
usually indefinite nouns or generic expressions. The label brand new 
anchored will not be used in our method; since we did not find clear 
examples of this label in our text, it did not seems necessary to maintain 
this label. An unused (u) element is also new, but the listener can place the 
information it expresses directly in his/her discourse model. These are 
usually definite nouns or proper names. An element is labeled as inferrable 
(i) if the speaker assumes that the listener can infer it from the preceding 
context or from his/her knowledge of the world. The label containing 
inferrable is not included in our method; again we did not find clear 
examples of this label. Evoked elements have already been mentioned in the 
discourse. They can be 1) textually evoked (et): the noun is evoked by a real 
pronoun, 2) displaced textually evoked (etd): the noun cannot be evoked by 
a pronoun because the referent is too far back in the discourse, the full noun 
being used to avoid ambiguity, 3) situationally evoked (es): the referent of a 
noun or pronoun can only be found in an extra-textual context. 
Prince's theory does not include any labels for elements like verbs or for 
adverbs. Since these elements can (and probably do) express valuable 
information as well, we propose some additional labels. Adverbs or other 
adverbial expressions of time or place (not sentence initial) will be labeled 
modifier (mod), and can contain new information depending on the context. 
The term 'modifier' is used here as a pragmatic label rather than a semantic 
one. Sentence initial adverbs or adverbial expressions are labeled 
orientation (or). The label modifier is thus introduced as a new label. If 
verbs are used as nominalized verbs, they can easily be classified as nouns. 
Verbs are thus classified using the labels unused, inferrable and evoked in 
the same way as for nominal constituents. Since verbs can intuitively not be 
brand new, they are thus labeled as unused. Distinguishing between 
textually or situationally evoked verbs is not always easy, and for our 
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research purposes it is not of crucial importance. Verbs will thus only be 
classified as evoked. The verb phrase as a whole is labeled, the auxiliary 
and the main verb thus being considered as a unitary concept. Prepositions 
which are part of a verb are included in the concept as well. This implies 
that the total number of concepts per discourse is smaller than the total 
number of words. 

2.3. Pilot experiment: Perceived prominence 

2.3.1. Spoken material and textual analyses 

A listening experiment was carried out to investigate whether there is perceptual 
evidence for the proposed 'Information Structure In Discourse' analysis, in other 
words, the question 'What is the relation between the perceptual judgements of 
listeners and the textual analysis?' was asked. What 'extra' cues does prosody 
add to the textual structure of a discourse? In this pilot experiment, we will focus 
on the local level, i.e. the information structure, rather than on the global 
discourse structure. This is done since the division of the individual concepts is 
much more delicate than the more straightforward division of a discourse into 
smaller subunits, and should therefore be well chosen. 

A short story in Dutch ('Een triomf by S. Carmiggelt, 1966) was read aloud, 
after some preparation time, by four male and four female native speakers of 
Dutch ('read version'). All speakers were students or staff members of the 
Institute of Phonetic Sciences. After a short break they were asked to tell this 
story in their own words, with as many details as possible ('retold version'). 
During the retelling a listener was present in the recording room, to create a more 
natural story telling situation. These retold versions were transcribed literally by 
the author of the present study, including all hesitations and false starts, but 
without any punctuation marks or capitals. The next day the verbatim 
transcription was read aloud by the same speakers ('re-read version'), every 
speaker reading his/her own story. Each speaker was encouraged to read the text 
carefully before reading it aloud, to mark punctuation, and to correct hesitations 
or false starts. This was explicitly not done by the transcriber, since any change 
or mark in the text might influence the way the speaker reads the text. Thus, the 
retold version and the re-read version are in principle at least lexically identical. 
All recordings were made in a sound-treated room with a Sennheiser MKH105 
high frequency condensator microphone, and stored on DAT-tape. The speakers 
participated on a voluntary basis. 
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The transcribed retold versions were subject to a discourse analysis done by five 
experts by means of the ISID method described in section 2.2.5. First, the 
discourse was divided into clauses, sentences, and paragraphs. Next, all nominal 
and verbal elements were given a label according to the information status they 
expressed, applying the labels bn, u, i, et, etd, es, and mod. Also, 'orientations' 
were labeled, using the label or. This was done first of all by the author of the 
present study. The main difficulties encountered in analyzing the texts were 
subsequently discussed in a plenary session with a panel of the five text analysts, 
all familiar with discourse theory. Where necessary, the originally proposed 
analyses were adapted, following the suggestions of the analysts. Generally, one 
common opinion could be formulated. In Figure 2.4 an example of a text 
analysis is given. Clauses are numbered 1 through 11. Since we were mainly 
interested in the local information structure rather than in the global discourse 
structure, sentences and paragraphs are not indicated. English glosses are given 
after each clause in quotes. Nominal and verbal constituents are placed in 
parentheses, the matching label is attached by means of a '-'. Parts of 
constituents separated within the clause are connected with subscript ' 1 ' . The 
labels are coded as follows: or = orientation, bn = brand new, u = unused, i = 
inferrable, et = evoked textually, etd = evoked textually displaced, es = evoked 
situationally, mod = modifier. 

2.3.2. Judging prominence 

We hypothesized that all information that is was some way 'new' to the 
discourse, would be perceptually judged as prominent (labels bn, it, i, mod), 
while the information that was 'already mentioned' would not be perceptually 
judged as prominent (labels or, et, etd, es). With this in mind we compared the 
two speaking styles 'retold' and 're-read', as well as possible differences 
between male and female speakers. 

Since we are interested in the perceived structure of spoken discourse, and 
since we want to be able to compare the results for different speaking styles, we 
only used the retold and re-read versions in this experiment, since these are in 
principle lexically identical; the original read aloud version was therefore left out 
of consideration. This resulted in 16 different texts (8 speakers x 2 versions). 
These were randomly ordered in such a way that every listener evaluated three 
different texts and each text was graded by three different listeners. The 16 
listeners were seated in individual booths in the language laboratory of the 
Faculty of Humanities of the University of Amsterdam, and listened to the 
speech material over headphones. The verbatim transcription of the spoken text 
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was used as an answer sheet. All 16 listeners were students or staff members of 
the University of Amsterdam. Student listeners were paid for their participation. 

1. [het-es] eeh [gaat-u] over [twee mensen-bn] 
' it is about two people' 

2. die [wonen-u] [in de stad-u] 
'who live in the city' 

3. en [op een morgen-or] [worden i] [ze-et] [wakker-Ui] 
"and on one morning wake they up' 

4. en [dan-or] [zien-u] [ze-et] dat het [heel hard-mod] [gesneeuwd-u] [heeft-i] 
'and then see they that it very heavily snowed has' 

5. [het-es] is dus [een verhaal-bn] [in de winter-i] 
'it is thus a story in the winter' 

6. en [ze-et] [besluiten-u] om [die dag-i] eens [in het bos-u] te [gaan kijken-u] 
'and they decide to that day once in the woods to go see' 

7. hoe [het-et] er dan [daar-et] [uit ziet-i] 
'how it there then looks' 

8. [de stad-etd] uit [het bos-etd] in 
'the city out the woods in' 

9. [in het bos-etd] is het eeh [heel heel dik-mod] [besneeuwd-e] 
'in the woods is it very very heavy snow-covered' 

10. [de takken van de jonge bomen-i] die [buigen-u] over 
'the branches of the young trees they bend over' 

11. en [daar-et] moeten [ze-et] [soms-mod] [onderdoor kruipen-u] ... 
'and there must they sometimes underneath crawl' ...  

Figure 2.4 Example of a text analysis of part of a retold story in Dutch. English glosses are 
given in quotes. 

The listeners were instructed to evaluate the spoken versions in terms of 
prominence, using the speech signal as anchor point. Each listener was presented 
with an individual tape containing four different spoken versions of the story, 
each version either a retold version or a re-read transcription. A fourth speaker 
(identical for all listeners, and different from all other speakers) was added to the 
three 'real' speakers as an exercise at the beginning of the tape. This additional 
speaker was not included in the results. The listeners were asked to underline 
those parts in the text they perceived as being emphasized by the speaker, on the 
basis of the speech sound only, thus explicitly not on the basis of the written text, 
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and then to judge the relative prominence of these parts on a scale from 1 (very 
emphasized) to 3 (less emphasized). The two-hour time period given to fulfill the 
task was sufficient for all listeners. 

2.3.3. Results 

Apart from the one jointly-analyzed text, each text was evaluated by three 
different listeners. For each of the 16 verbatim transcriptions the analysis based 
on the text alone was taken as reference point; the text of the re-read versions 
only differed on some minor points from the verbatim transcription of the retold 
story. The perceptual judgements were compared to these analyses. For every 
text, version, and listener a correspondence matrix was made, in which the labels 
from the text analysis were matched against the prominence judgements 1, 2, and 
3. This resulted in 48 matrices (8 speakers x 2 versions x 3 listeners per text). 
'Zero labels' were added to provide for the cases in which a word was underlined 
but no specific judgement was given (zero perception, 'X'), and those in which a 
word was underlined that did not have a proper label in the text analysis (zero 
text analysis, '0'). As formulated above, we have very clear predictions about the 
relation between textual label and perceived prominence. Therefore, words with 
no textual label or prominence judgement can be left out of consideration, since 
they fall outside the scope of the present experiment. 

For a first impression of how the perceptual judgements of prominence might 
be related to the textual analyses, we normalized the judgements to percentages 
(spontaneous and re-read versions taken together) by setting all given 
judgements to 100%, and added up all judgements (Table 2.1). The three 
perceptually most relevant labels are unused {22% of all judgements), brand new 
(17% of all judgements) and modifier (16% of all judgements). This is as can be 
expected, since these labels represent words containing 'new' information. Thus, 
55% of all underlined parts were 'new' in the discourse. 

When looking at the remaining prominence judgements, we find the following: 
evoked textually (8%), evoked textually displaced (14%) and evoked situationally 
(1%), all labels referring to 'given' information. Again, these relatively low 
percentages, apart from etd('evoked textually displaced'), can be expected, since 
evoked items will generally not be pronounced with much emphasis. However, 
the evoked textually displaced items seem to be perceived as more emphasized 
than other evoked items. This is not surprising either, since it is exactly these 
items that cannot be pronominalized: they have to be 'refreshed' (as a resumed 
topic), and thus are 'new' in a certain sense. For example, 'the forest' is referred 
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to at a later point in a discourse about a walk in the woods, not by means of the 
pronoun 'it' but by using the full noun 'the forest' to avoid ambiguity. 

Table 2.1 Perceptual prominence judgement matched against textual label, normalized to 
percentages, for all 8 speakers and all 16 listeners and both versions together. Total 
percentages are given for each label separately as well as for the category as a 
whole. The mean number of textual labels per category (standard deviations 
between parentheses), averaged over the eight speakers, are given in the last 
column. 
Prominence levels X, 1, 2, and 3 refer to the relative prominence judged by the 
listeners; the textual labels 0, or. mod, bn, u, i, eld, el, and es refer to the different 
categories of information from the discourse analysis. Lines separate the different 
categories. 

X = no 1 = much 2 = less 3 = little Total % Mean no. 

level emphasis emphasis emphasis and sd 

0 0.04 1.50 2.16 1.81 5.52 7.34 9(4) 

or 0.00 0.51 0.96 0.34 1.82 

mod 0.06 4.34 6.96 4.25 15.61 

bn 0.00 5.14 7.69 4.55 17.37 55.47 98(16) 

u 0.08 6.43 9.95 6.03 22.49 

i 0.04 3.97 6.27 3.73 14.01 14.01 44(6) 

etd 0.05 4.07 6.39 3.81 14.32 

et 0.04 1.59 3.95 2.59 8.16 23.18 74(15) 

es 0.00 0.24 0.20 0.26 0.70 

Total 0.31 . 27.78 44.54 27.36 100% 100% 225 (38) 

The inferrable items represent information that is neither completely new nor 
completely evoked. From the parts perceived as emphasized, 14% is inferrable. 
This might suggest that this category is indeed a valid one in the analysis. The 
'rest' group (7%) consists of the items orientation (or) and zero text analysis 
judgements (0). Zero judgements refer to concepts judged as perceptually 
prominent (the word was underlined), but no textual label was given. 

When looking at the relative prominence judgements (1, 2, or 3, see last row-
in Table 2.1), we find that 28% of all items are judged with a /, 45% with a 2, 
27% with a 3 and 0,3% did not have a specific perceptual judgement level (X). 
This indicates that listeners did use the whole scale of possibilities. 

This first look at the data suggests that there does seem to exist a relation 
between the textual analysis and the overall prominence judgements of listeners. 
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Elements that add new information to the discourse are perceived as emphasized 
more often than elements representing information that is already evoked earlier 
in the discourse. Information that can be inferred from other elements in the 
discourse is also perceived as emphasized in a number of cases. However, 
listeners do not seem to give a particular judgement (1, 2, or 3) to a particular 
textual label (or, mod, bn, etc.), so there does not seem to be a clear correlation 
between a certain judgement level and a certain textual label. In almost half of 
the cases listeners judged a 2, which may indicate that only in extreme cases was 
a 1 or a 3 judged. Therefore, in the following, we will take into account only the 
total percentage of prominence judgements per textual label and category, as 
given in the 'Total %' column of Table 2.1. 

Research by Blaauw (1995) made clear that in Dutch, the speaking styles retold 
and re-read are quite distinct, both acoustically and perceptually: listeners are 
able to classify small stretches of speech (2 to 6 syllables) above chance as either 
spontaneous or read. Our concern is, of course, whether this distinction also 
affected the listeners in their prominence perception. In other words, did they 
perceive prominence differently in the two speaking styles? If so, what 
categories of information are concerned? 

Table 2.2 Overall percentage prominence judgements, broken down for speaking style and 
sex of speaker. Labels belonging to the same category are separated by a line; the 
category name is given in the first column ('Category'). 

Speaking stvle Sex of speaker 

Catesorv Textual label Retold Re-read Male Female 

0 4.6 6.6 5.4 5.9 

Disc.mrkr or 1.4 2.2 1.8 1.8 

mod 15.6 17.1 13.2 19.3 

New bn 17.1 15.8 18.3 14.6 

u 23.0 22.0 23.4 21.7 

Inferrable i 14.4 13.4 14.7 13.1 

etd 15.1 13.2 14.5 13.7 

Evoked et 8.1 9.1 8.3 9.0 

es 0.7 0.7 0.6 0.8 

Total 100% 100% 100% 100% 
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The first two data columns of Table 2.2 present the overall percentage of 
prominence judgements, for the retold and re-read speaking styles. There do not 
seem to be very large differences between the two styles; they differ at most 2 
absolute percentage points, the effect of speaking style being significant 
(X2=18.52, df=8, p<0.05). We expected larger differences between the two 
speaking styles, since they are perceptually quite distinct (Blaauw, 1995). This 
was confirmed in a small classification experiment, in which 8 male and 8 
female students and a number of staff members of the Institute participated. The 
listeners were asked to classify medial fragments of 1.5 minutes from the spoken 
texts as either 'spontaneous' or 'read', and to mark the degree in which they 
were sure of their choice (1 for 'not sure', to 5 for 'very sure'). They answered 
correctly in 90% of the cases, and in 60% of the cases were 'very sure' of their 
choice. This suggests that also the listeners in the evaluation experiment, who 
listened to the entire spoken text, should have been able to hear the difference in 
speaking style. Therefore, the fact that the two speaking styles are perceptually 
distinct seems not to affect the listener's perception of prominence, at least in our 
experiment. The large differences found by Blaauw (1995) between the two 
speaking styles concern the ability of listeners to classify stretches of speech as 
spontaneous or read speech. The ability of listeners to evaluate one specific style 
on, for instance, the occurrence of prominence, was not investigated in that 
study. 

We do find, however, that whenever the retold speaking style dominates in 
number of prominence judgements, this is for the major categories from Table 
2.1 (brand new, unused, inferrable, and evoked textually displaced). This might 
follow from the fact that the method of text analysis is developed from discourse 
theories based on spontaneous speech. Since the two speaking styles do not 
differ significantly, they can be taken together in the rest of the experiment. 

The material presented to the listeners was produced by four male and four 
female speakers. Research by Tielen (1992) has shown that listeners are almost 
unambiguously able to distinguish male from female voices in different speaking 
styles. We want to know whether the sex of the speaker is related to the 
perception of prominence. In other words, is there a difference in the way male 
and female speakers are treated by the listeners? In the following, we will thus 
look for possible differences between prominence perception in the two speaking 
styles retold and re-read, and between the ways in which the discourse produced 
by male and female speakers are perceived. 

The last two columns of Table 2.2 present the overall percentage of 
judgements, for the male and female speakers separately. In some cases, the male 
and female speakers seemed to behave differently. As for the major categories 
('brand new', 'unused', 'inferrable', and 'evoked textually displaced'), the male 
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speakers were given higher prominence scores than the female speakers. The 
female speakers, however, emphasized more modifiers than did the male 
speakers. The effect of sex of speaker is significant (x2=36.3, df=8, p<0.01). 

Finally, something should be said about the so-called 'zero judgements'. 
Overall, they provide for about 6% of all labels, meaning that 6% of the items 
underlined by the listeners as being prominent, did not have a textual label in the 
original text analysis, and thus they could not be classified. When examined 
more closely, these items appeared to be mainly discourse markers (well, thus, 
so, etc.) or discourse connectives (and, or, etc.). However, cases in which an 
auxiliary was perceived as emphasized without the main verb being perceived as 
such, fall in this category zero judgements as well. This does not mean that 
auxiliaries should be labeled separately, since they form a unitary concept with 
the main verb (cf. Chafe, 1987). Normally, the main verb should be the 
accentable part of the unit. However, the auxiliary (as any word in the text) can 
be emphasized for contrastive reasons. The informational status of a concept can 
be changed or altered for contrastive reasons; for example, the pronoun 'he', 
which normally represents evoked information, can become new or inferrable by 
adding contrastive prominence to it. Within the ISID framework, this type of 
information is labeled as 'evoked', since the change of information can in fact 
only be made when listening to the text. 

2.3.4. Summarizing remarks 

In this section some preliminary conclusions concerning the data presented 
above are discussed. The method analyzing the textual structure of a discourse 
by means of nine textual labels, used in the previous sections, gives a rather 
detailed analysis. The notions defined in this method are in fact not yet strict 
enough to be used as working definitions of types of information status. Within 
the collection of nine textual labels, clusters can be defined of labels behaving 
identically in the analysis, which indicates that matters can be simplified further. 
Therefore, we want to reduce the possible classes of information to the four most 
important categories, namely, new, inferrable, evoked, and discourse markers. 
This division can easily be made, and follows almost naturally from Tables 2.1 
and 2.2. As can be seen, the labels mod, bn and u behave in an identical way. 
These three can thus form the category new. The same goes for the labels et and 
es: these two form the category evoked. The zero judgements and the 
orientations can be grouped together also, since both are in fact one and the same 
category of 'markers' indicating the major parts of a discourse. These will thus 
constitute the category discourse markers. 
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Both Tables 2.1 and 2.2 show that the labels i and etd are perceived alike. 
This is not surprising when we realize that the evoked displaced items really are 
not 'evoked' in the same way as are the textually and situationally evoked ones. 
Since their referent is too far back in the discourse, they can at a certain point no 
longer be referred to by means of a pronoun. The full noun is used to avoid 
ambiguity, and thus it can be expected that such a noun is emphasized by the 
speaker. Thus, both inferrables and evoked displaced items can be grouped 
together in the category inferrable. 

It is precisely here where we see a clear interaction between the pragmatic 
structure of a text and the perceptual prominence judgements, or, in other words, 
where prosody does not coincide with textual structure. On the basis of the 
textual analysis, the evoked displaced items would fall in the category evoked. 
But, prosody decides otherwise, since these items are clearly perceived as salient. 
This fact is also observed by Prince (1992) on non-prosodic grounds. Prince 
groups together inferrables with 'Discourse-old Nonpronominals' (our evoked 
textually displaced items). 

The final version of our framework 'Information Structure In Discourse' is 
presented in the next section. 

2.4. Current framework: Information Structure In Discourse 

First, some preliminary remarks. It is important to note that the current 
framework is not a mere collection of elements and/or items from the theories 
mentioned above. None of the above-mentioned theories offered a clear and 
unambiguous approach to analyze discourse structure at the levels needed for our 
investigation. The current framework thus has a status of its own, and does not 
aim to improve or elaborate any of the theories. Neither does it claim to be a full 
theory of discourse analysis. On the basis of the different theories and 
approaches found in the literature, we developed a method suitable to analyze 
our (spontaneous) data. This method can, of course, be applied to other material, 
whenever one wishes to investigate the relation between discourse structure and 
prosodie aspects. 

Recapitulating, the application of the framework is as follows: It consists of 
two parts: a 'global' level and a 'local' level of structure. In Table 2.3 these two 
levels are separated by a dashed line. The starting point of the analysis is a 
verbatim transcribed spoken text, without any punctuation and/or typographical 
lay-out. The first step is to identify the hierarchical global level of discourse 
structure (going from the largest to the smallest functional unit): discourse —¥ 
paragraphs —> sentences —> clauses —» word groups (i.e. concepts). The 
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discourse thus consists of paragraphs, which consist of sentences, which consist 
of clauses, which consist of concepts. 

The next step is to determine the local level of information structure. For 
each concept in the clause, the information status is labeled accordingly. In the 
previous section four main category labels were presented: new, inferrable, 
evoked, and discourse marker. In the final analysis presented here, some 
additional categories are included in order to be able to test specific hypotheses 
concerning accent placement (see chapter 5). The modifiers included in the 
category new are labeled as a separate category. Furthermore, a separate category 
connectors is introduced, as well as a category verbs. The category connectors is 
necessary to account for the fact that in spontaneous speech almost all clauses 
begin with 'and ...'. Since we want to investigate the prosodie marking of 
discourse structure in spontaneous speech, these characteristic elements should 
be available. As mentioned above, verbs are labeled in the same way as nominal 
elements. This means that we cannot see whether a prominently perceived new 
item is a nominal or a verbal element. As was explained, Prince does not treat 
verbs separately, but classifies them as part of the concepts. At this point, 
however, we feel that it is necessary to create a verb-category, precisely to see 
whether verbs are indeed not a separate category. Therefore, the labels new, 
inferrable, and evoked will be exclusive for nominal elements, and all verbal 
elements will be labeled as verbs, with no specific information label. Thus, in 
total we have seven labels to mark local information structure in discourse: new, 
inferrable, evoked, modifier, discourse marker, connector, and verb. Table 2.3 
presents an overview of the framework: for each label the function in the 
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analysis is given. The functions described in Table 2.3 for the labels new, 
inferrable, and evoked are adapted from Prince ( 1992)/ 

The taxonomy of Assumed Familiarity is 'rephrased' by Prince in terms of the point of view of 

the discourse model, instead of from the point of view of the hearer's mind. Prince (1992) makes a 

four-way distinction in the following way: 

Hearer-new 

Hearer-old 

Discourse-new 

brand new 

unused (inferrable0) 

Discourse-old 

evoked 

Note that the category inferrable is not included here. The slot "discourse-old & hearer-new' is 

intuitively empty. However, as Hirschberg (1997) has pointed out, this situation can occur when the 

listener has simply not understood the speaker, and asks 'Could you say that again, please?' 

The results of our pilot experiment suggest that brand new and unused can be classified as the 

same category, at least for the purpose of our research. Furthermore, following the definition of 

inferrable as presented earlier, it can very well replace the unused-s\ot in the diagram above. If we do 

this, the distinction by Prince (1992) perfectly matches the distinction that followed from the results 

of our pilot experiment, where three major categories for nominal elements are distinguished (new, 

inferrable, and evoked). 
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Table 2.3. Model of information Structure In Discourse'. For each label, the level at which it 
is applied (global or local, separated by a dashed line) as well as its function in the 
analysis is given. An example of a text analysis is given in Figure 2.3, where the 
model is applied to the verbatim transcription of a retold text. 

INFORMATION STRUCTURE IN DISCOURSE 

Level Label Function in analysis 

GLOBAL I, II, III,... division into paragraphs 

('discourse a, b. c, ... division into sentences 
structure') 1,2.3,... division into clauses 

various codings individual concepts 

new discourse new & hearer new 

inferrable discourse new & hearer old 

LOCAL evoked discourse old & hearer old 
('information modifier clause internal adverb of time, place,... 

structure') discourse marker clause initial adverb of time, place,... 

connector connecting element 'and' between clauses 

verb verbal elements 

Figure 2.5 gives an example of a discourse analysis. The framework is applied to 
the verbatim transcription of a retold text, as spoken by one of the speakers. It is 
the same fragment as presented in section 2.3.1. The original Dutch text is given, 
with an English translation. The original Dutch text on which the retelling is 
based and its English translation are given in Appendix A and Appendix B, 
respectively. 
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I a 1 het {gaat over} twee mensen 
'it is about two people' 

2 die {wonen} in de stad 
'who live in the city' 

b 3 /en/ [op een morgen] {worden ze wakker} 
'and one morning they wake up' 

4 /en/ [dan] {zien} ze dat het (heel) (hard) {gesneeuwd heeft} 
'and then they see that it has snowed very heavily' 

5 het is /dus/ een verhaal in de winter 
'so it is a story in wintertime' 

c 6 /en/ze {besluiten} om die dag (eens) in het bos {te gaan kijken} 
'and they decide to go and see in the woods' 

7 [hoe] het er [dan] daar {uit ziet} 
'how it looks over there' 

d 8 de stad uit het bos in # 
'out of the city, into the woods' 

II e 9 in het bos is het (heel) (heel) (dik) {besneeuwd} 
'in the woods there is a whole lot of snow' 

f 10 de takken van de jonge bomen die {buigen over} 
'and the branches of the trees are hanging' 

11 /en/ daar {moeten} ze (soms) {onderdoor kruipen} 
'and sometimes they have to crawl underneath them' ... 

Figure 2.5 Example of a text analysis. The labels are coded as follows. GLOBAL LEVEL: 'I-
II' = paragraphs. " 1 - 1 1 ' = clauses, "a - f = sentences, '#' = paragraph boundary. 
LOCAL LEVEL: '[ ] ' = discourse marker, bold = new, italic = inferrable, 
underlined = evoked, '( )' = modifier, 7 / ' = connector, '{ }' = verb. 

2.5. Conclusions 

Inspired by a number of theories on text structure found in the literature, we have 
developed a model that should be able to analyze both written and spoken 
discourse on several levels. First of all, we define a global structure in terms of 
the division into paragraphs, sentences, clauses, and concepts, referred to as the 
discourse structure. Secondly, we define a local structure in terms of 
determining the information structure of the individual concepts (new, inferrable, 
evoked, discourse marker and connector, modifier, and verb), referred to as the 
information structure. The method was designed to create a reference point to 
which prosodie aspects of the spoken discourse (boundary marking and accent 
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placement) could be related. Therefore, the model needed to be strictly text-
based, or prosody-independent, to avoid circularity. 

The results of a pilot experiment, and the subsequently made adjustments, led 
us to propose the model of 'Information Structure In Discourse' (ISID). This 
model was used to analyze (the transcriptions of) the spoken texts by the eight 
speakers in our study, on the levels of discourse structure mentioned above, 
thereby providing the larger part of all words occurring in the text with a limited 
set of labels. The judgements made by naive listeners can be described in terms 
of these labels, which indicates that the model is very suitable to analyze the 
relation between textual structure and perceived prominence in discourse. 

The next chapter will give a detailed description of the speakers and the 
discourse they produced in this study. Speaker-specific discourse features will be 
presented and discussed, as well as differences and similarities on an overall 
acoustic level in terms of temporal aspects, such as speech tempo and pausing 
strategy, and intonational aspects, such as mean fundamental frequency, range, 
and the realization of peak and end tones. 



Prosodie speaker characteristics* 

Abstract 

772e aim of the present chapter is to investigate the various ways in which the 
eight speakers realized the retold versions. The reference point, i.e. retelling that 
specific story, was the same for all, but the individual renderings differed, both 
in terms of lexical content and in the use of acoustic-prosodic means. In this 
chapter, we focus on the acoustic-prosodic means. 

We collected global temporal, pausal, and intonational characteristics (taken 
from the speech signal), as well as perceptual features (overall prosodie 
judgement and semantic scale judgements, assessed in a listening experiment). 

These measures were used to make so-called 'speaker profiles '. Correlations 
showed that speakers can be paired or grouped on the basis of the acoustic-
prosodic means used in the discourse. Perceptual judgements complete the 
picture: the closer the actual speaker resembles the 'ideal speaker' of a retold 
story, the better he/she is evaluated. The female speakers are more appreciated 
than the male speakers. 

Parts of this chapter appeared in Van Donzel & Koopmans-van Beinum (1996b, 1997a, and 
1997b), in Van Donzel, Koopmans-van Beinum & Pols (1998), and in Koopmans-van Beinum & 
Van Donzel (1996a and 1996b) 
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3.1. Introduction 

This chapter will give a discussion of the speakers and the speech material used 
in this study. Before we can investigate the acoustic-prosodic details of the 
marking of boundaries and focal structure in discourse (chapters 4 and 5, 
respectively), we need a characterization of the material in terms of various 
overall acoustic-prosodic measures, to see what means are used by the speakers 
to realize the transfer of essential information in spoken discourse. Thus we do 
not aim at an identification or verification of the speakers in terms of speech 
signal characteristics (cf. Kraayeveld, 1997). The factor 'listener' cannot be 
characterized in overall terms, since specific listener groups are required in each 
listening experiment. We can, however, characterize the speakers from the point 
of view of the listener. This is also included in the present chapter. 

The chapter is organized as follows: We will first describe the acoustic-
prosodic means used by the speakers in the realization of the discourse, in terms 
of temporal, pausal, and intonational features. Secondly, we will investigate how 
the possible and actually used strategies are judged by listeners. 

The speech database is presented in section 3.2. Sections 3.3, 3.4, and 3.5 
will discuss temporal, pausal, and intonational features, respectively. Section 3.6 
will present a perceptual evaluation of the speech material by naive listeners 
using (prosodie) semantic scales. Conclusions and discussions are given in 
section 3.7. 

3.2. Speech material 

This section describes the details of the material used in this study. The aim of 
the study is, as explained above, to investigate what acoustic means are available 
to the speaker to signal information structure, and to find out how the listener 
uses these means to reconstruct this structure. We also want to be able to make 
some generalizations about our findings, and therefore it is imperative to have 
several speakers. The issue here is to have speech material that is 'spontaneous' 
enough to be representative of naturally occurring discourse on the one hand, but 
which can also be compared across speakers to make generalizations on the other 
hand. Previous studies on prosodie aspects of discourse in Dutch have used so-
called 'instruction monologues' (e.g. Terken, 1984; Swerts, 1994; Blaauw, 
1995), to have control over the content of the message and the order of 
presentation. Furthermore, verbatim transcriptions of these instruction 
monologues can be read aloud easily, since the structure of the text is rather 
straightforward. This is, of course, a relevant criterion if one wants to compare 
spontaneous and read speech. 
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However, one disadvantage of this type of material is that it is a very specific 
type of speech, not really comparable to speech as used in everyday 
conversation, for the reasons mentioned earlier: the content of the message is 
more or less fixed, as well as the order of presentation. Therefore, this type of 
speech is not suited for the study presented here. 

One way of avoiding the disadvantages mentioned above is by having 
speakers first read aloud a short story, which they retell afterwards in their own 
words. This is to ensure that the overall subject of the story is equal for all 
speakers, while at the same time they have the freedom to present the order of 
events in the story as they want. Furthermore, they will all use some 'basic' 
vocabulary to describe the events from the story, but the exact formulation of the 
words is not fixed. The advantage of this method is that the speech obtained in 
this way reflects the speaker characteristics in a much more personal way, both 
linguistically and phonetically. This method has also been successfully used in 
earlier work by Koopmans-van Beinum (1980) and Laan (1997). Since it is one 
of the goals of this study to see what acoustic (and in some sense also linguistic) 
means are available to the speaker to signal information structure in discourse, 
we feel that this method is most suitable to obtain the speech material that we 
want to study. 

We selected a short story in Dutch by Simon Carmiggelt, 'Een triomf 
(1966)from the bundle Fluiten in het Donker. Carmiggelt's stories generally treat 
an everyday life experience in or around Amsterdam, written in a casual style 
without too many difficult words or formulations. 

This short story is about a couple from Amsterdam who go for a walk in the 
woods on a winter day. They enjoy the snowy landscape and the silence, and 
notice the absence of any animals. At a certain moment they make a turn and 
they see an enormous herd of wild swine, right in front of them. They discuss the 
strategy to follow, and the husband suddenly remembers Naples, where they 
were bothered by beggars during a holiday. The man remembers that the phrase 
'Donder op' ('Get lost') was most effective in getting rid of them, and suggests 
that they try this for the wild swine as well. So the man says 'Donder op', which 
has the intended result: the swine turn around and go away. And the couple 
quietly continues its walk. (Appendix A gives the original Dutch text, whereas 
the English translation of the original text can be found in Appendix B.) 

Eight speakers of standard Dutch, four male and four female, were chosen. 
They were all students or staff members of the Institute of Phonetic Sciences at 
the University of Amsterdam, and participated on a voluntary basis. They were 
asked to read aloud the short story at a normal speaking rate ('read aloud 
version'). After a short break they were asked to retell the story they just read in 
their own words, with as many details as possible, without looking at the original 
text ('retold version'). During the retelling session a listener was present to 
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create a more natural storytelling situation. This listener was instructed not to 
interact with the speaker. Afterwards, verbatim transcriptions were made by the 
author of the present study of each of the retold versions, including hesitations, 
corrections, and false starts. Each speaker read aloud his/her own transcription 
the next day ('re-read version'). All recordings were made at our Institute in an 
anechoic room, using a Sennheiser MKH105 high frequency condenser 
microphone, on a separate DAT-tape for each speaker. The material thus has the 
following structure: 

written: Originaltext transcription of retold 
l Î I 

spoken: read-aloud —> retold re-read 

The eight retold versions (one per speaker) thus all concern the same topic, but 
the rendering of the story is, of course, different. Therefore, each of the eight 
retold stories has to be considered separately. 

The speech editing program 'Praat' (Boersma, 1997) offers the possibility to 
build so-called TextGrids. A TextGrid contains several tiers, which are aligned 
in time with a corresponding waveform or FO-contour. Thus for each audio file, 
one can make a TextGrid. One can add as many tiers as necessary. Each tier can 
be either an IntervalTier (to 'segment', i.e. specify begin and end) or a PointTier 
(to 'label', i.e. specify one point in time). This way, for each waveform or FO-
contour one can specify at different levels what is happening in the speech 
signal. 

Figure 3.1 gives an example of a TextGrid, in which pauses, clauses, 
sentences, and paragraphs are segmented. For reasons of legibility, only a small 
part of the whole Grid is given. The actual clauses are the following (the 
numbering is identical in the grid; English glosses are given in quotes): (1) het 
gaat over twee mensen 'it is about two people' (2) die wonen in de stad 'who 
live in the city' (3) en op een morgen worden ze wakker 'and on one morning 
they wake up' (4) en dan zien ze dat het heel hard gesneeuwd heeft 'and then see 
they that it very heavily snowed has' (5) het is dus een verhaal in de winter 'it is 
thus a story in the winter'. 

In the rest of this thesis, we will focus on the retold versions; the read-aloud and 
re-read versions will not be considered here, although they were used in the pilot 
experiment described in chapter 2. This means that we will not be dealing with 
acoustic and/or prosodie differences between spontaneous and read aloud speech. 
There has been an increasing interest in this field of research; see, for instance, 
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Koopmans-van Beinum (1990, 1992a, 1992b), Blaauw (1994, 1995) and Laan 
(1997) for Dutch, Bruce & Touati (1992) for French and Swedish, Eskénazi 
(1993) for French, Silverman et al (1992) and Hirschberg (1995) for American 
English, Howell & Kadi-Hanifi (1991) for British English, Magno Caldognetto 
et al, (1997) for Italian, and Levin et al (1982). 

y iM.i taiMiirflia' •• ^ i •fat l n ^ U 
fUPT * • " ' W * M * ^ P f ' 

Pauses- stilte Sjtllt stilte 

Clauses- 1 2 3 4 
1 1 

5 

Sentences- a b 

Paragr.- I 
1 " 1 1 1 1 

1.5 4.5 6 
Time (s) 

7.5 10.5 

Figure 3.1 Example of a TextGrid. Pauses (stilte = silence), clauses (1,2, etc.), sentences (a, 
b), and paragraphs (I; only one in this example) are segmented. 

The eight retold versions were analyzed for discourse structure by the author, 
following the method of 'Information Structure In Discourse' (ISID) as 
presented in chapter 2. The application of this method results in a detailed 
analysis of the discourse in terms of clauses, sentences, and paragraphs on a 
global level, and on a local level in terms of various types of information 
structure (new, inferrable, evoked, modifier, discourse marker, connector, and 
verbs). For a detailed description of this method, see chapter 2. The analyses thus 
obtained served as a reference point in this chapter. The acoustic realization of 
the discourse is the central issue here. Several overall acoustic characteristics of 
these discourse structures are given below. 
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3.3. Temporal features 

3.3.1. Clause, sentence, and paragraph durations 

First of all, we counted the total number of clauses, sentences, and paragraphs 
per speaker, and measured the durations. Clause-durations were measured 
without the pauses occurring at clause boundaries, clause internal pauses being, 
of course, not excluded. The same goes for sentences and paragraphs: pauses 
occurring at boundaries were not included, but internal pauses were. The results 
are given in Table 3.1, together with the mean durations and standard deviations 
for those structures. 

Table 3.1 Total number of clauses, sentences, and paragraphs per speaker, as well as mean 
duration and standard deviation (between parentheses) in seconds, and total 
duration of the whole discourse in seconds, broken down for speaker, and mean 
values over speakers. 

Spkr Clause Mean Sen Mean dura Para Mean dura Total 

(N) duration 

and sd 

tence 

(N) 

tion and sd graph 

(N) 

tion and sd duration 

1 73 2.53(1.83) 30 6.80(4.59) 13 14.74(10.7) 244 

2 71 1.77(1.04) 32 4.58(1.81) 11 15.44 (7.58) 190 

3 76 2.31 (1.35) 32 5.84(3.47) 11 18.47(7.00) 218 

4 70 2.33(1.70) 31 5.59 (2.66) 10 17.90(13.0) 199 

5 64 1.81 (0.99) 31 3.90(2.18) 11 12.06 (6.86) 143 

6 46 2.96(1.69) 22 6.90(3.63) 10 16.87 (8.37) 202 

7 61 1.92(1.16) 33 3.61 (2.18) 9 13.98 (9.63) 129 

8 67 2.28(1.14) 30 5.33 (2.92) 12 14.47(8.73) 172 

Mean 66 2.22(1.43) 30 5.24(3.18) 10 15.49(9.01) 187 

The structure of the discourse is hierarchical, in the sense that paragraphs contain 
sentences, and sentences contain clauses. For instance, the discourse of speaker 1 
consists of 73 clauses, which equals 30 sentences, which equals 13 paragraphs. 
The table clearly shows that not all speakers produce discourse of equal length. 
Measured in number of clauses, the basic unit of global discourse analysis, 
speaker 3 has the longest discourse (76), while that by speaker 6 is the shortest 
(46). If we look at the actual durations, however, we see a somewhat different 
picture. Measured in seconds, speaker 1 has the longest discourse (244 seconds), 
while speaker 7 has the shortest one (129 seconds). 

For all speakers mean durations for the three types of units are different: 
clauses have shortest durations (1.8-3 seconds), sentences are a little longer (3.6-
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6.9 seconds), and paragraphs are even longer (12-18.5 seconds). This was, of 
course, to be expected. 

An analysis of variance with 'duration' as dependent variable and 'speaker' 
and 'type' as fixed factors revealed that both main effects are significant 
(Speaker: F(7,848)=6.4 p<0.01; Type: F(2,853)=563.5, pO.Ol). The interaction 
is significant (Speaker * Type: F(14,832)=2.0, p<0.05). Tukey post-hoc analyses 
for the 'speaker' group revealed that speakers 1, 5, and 7 differ significantly 
from one another at the .05 level, as well as speakers 2 and 6, speakers 5 and 6, 
and speakers 6 and 7. As for the 'type' group, the mean differences between all 3 
types are significant at the .05 level. 

Thus, for all speakers clauses are always shorter than sentences, which in turn 
are always shorter than paragraphs. Within speakers, however, significant 
differences are observed, indicating that not all speakers behave in the same way. 
Speakers obviously have a personal way of retelling stories, which includes, 
among other things, factors such as speech tempo and pausing strategy. These 
factors will be addressed in the next sections, as part of an attempt to give overall 
speaker profiles at the end of this chapter. 

3.3.2. Speech tempo 

In the present section, we will characterize speech tempo. An informal listening 
experiment revealed substantial differences in the overall tempo of the speakers. 
Generally, a distinction is made between 'articulation rate' and 'speaking rate' 
(cf. Goldman Eisler, 1968). Articulation rate refers to the number of syllables 
uttered per time unit excluding pauses, whereas speaking rate concerns the 
number of syllables divided by the total time of the spoken message, thus 
including pauses. The term 'speech tempo' is used here as the general term, 
covering both articulation rate and speaking rate. 

To begin with, a division was made in the speech signal between the 'speech' 
parts and the 'pause' parts, and durations were measured for both types. 
Secondly, these durations were used to compute measures for speech tempo. The 
total number of syllables was obtained from the verbatim transcriptions of the 
eight retold versions. The number of syllables per word was based on the 
normative pronunciation of the lexical words. 

Table 3.2 gives a characterization of the eight speakers in terms of speech 
tempo over the whole discourse, specifying total number of syllables, total 
duration of speech and of pause, average syllable duration (ASD) for articulation 
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and speaking, articulation rate (syll./s., speech parts only) and speaking rate 
(syll./s., total duration), and pause ratio. 

Table 3.2 Overview of speech tempo characteristics: total number of syllables, total duration 
of speech parts, of pause parts, and of total discourse in seconds, pause ratio, 
average syllable duration (ASD) for speech parts (articulation) and for total duration 
(speaking) in seconds, articulation rate and speaking rate in seconds, broken down 
for speaker, and mean values over speakers. 

Spkr Total Speech Pause Total Pause ASD ASD Art. Spkng 

nr. svll. dur. ratio artic. spkng rate rate 

1 728 154 89 244 .36 0.213 0.336 4.705 2.980 

2 631 105 84 190 .44 0.167 0.301 5.985 3.317 

3 827 153 64 218 .29 0.186 0.264 5.390 3.789 

4 697 130 69 199 .34 0.187 0.287 5.343 3.488 

5 668 105 37 143 .26 0.158 0.214 6.335 4.666 

6 486 107 94 202 .46 0.222 0.416 4.509 2.403 

7 570 102 27 129 .21 0.180 0.227 5.563 4.396 

8 720 130 41 172 .24 0.181 0.239 5.531 4.182 

Mean 665 123 63 187 .32 0.186 0.285 5.420 3.652 

One striking aspect, revealed by Table 3.2, is the high value for the ratio between 
pause and total duration. A large proportion, ranging from 21% of the total 
discourse duration for speaker 7 to 46% of the discourse duration for speaker 6, 
is used for some kind of pausing. The overall correlation between the number of 
syllables and the speech duration (pauses excluded) is high (.80), as was of 
course to be expected. 

The data for articulation rate show that speakers 1 and 6 are rather slow (4.7 
resp. 4.5 syllables per second), while speaker 5 is extremely fast (6.3 syllables 
per second). The other speakers all range between 5.3 and 5.9 syllables per 
second. This ordering is, of course, related to the ASD for articulation: speakers 
1 and 6 have the highest values (i.e. slow, 0.231 resp. 0.222 s. per syllable) while 
speaker 5 has the lowest value (i.e. fast, 0.158 s. per syllable). Den Os (1988) 
found for Dutch newspaper texts read aloud at a normal rate a much higher mean 
articulation rate (syllables per second, no pauses) of 6.8. In short texts read at a 

1 These values differ slightly from those presented in Koopmans-van Beinum & Van Donzel 

(1996a and 1996b). In those studies, a specific unit of measurement was taken: the interpausal run 

(Crystal & House, 1990). Furthermore, interpausal runs consisting of only one syllable were left out 

of consideration at that time. Here, we are mainly interested in the overall characterization of speech 

tempo, so no specific units were defined, neither did we select only part of the data. 
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normal speech tempo, she found a mean speaking rate of 5.4 syllables per 
second, and a mean articulation rate of 6.1 syllables per second for a total 
duration of 21.1 seconds. Blaauw (1995) found an average articulation rate of 6.9 
syllables per second in spontaneous interviews; for spontaneous monologues this 
was 5.2 syllables per seconds, which is comparable to our data for spontaneous 
retold stories. The data by Den Os deviate more from our findings, but this is 
probably due to the fact that she used read speech. It is known that spontaneous 
and read speech differ with regard to speech tempo (e.g. Blaauw, 1995; 
Koopmans-van Beinum, 1990, 1992; Laan, 1997). 

The average syllable duration (ASD) is obviously higher in the 'speaking' 
condition (speech plus pauses) than in the 'articulation' condition (speech only). 
The difference in ASD between these two conditions reflects the amount of 
speech relative to the amount of pausing used by the speaker (i.e. the 
complement of the pause ratio). Articulation rate and speaking rate show the 
mean number of syllables per second for the two conditions. As is to be 
expected, this is higher for the 'articulation' condition than for the 'speaking' 
condition, since the latter condition consists of speech and pauses. 

T-tests were run for each of the speech tempo characteristics, to test for sex 
differences; there was no significant difference in any of the characteristics 
between male and female speakers. Thus, male and female speakers behave 
comparably in this respect. 

In summary, we may conclude that we can distinguish between fast and slow 
speakers, both on the basis of the average syllable duration and articulation rate, 
and on the basis of the pause ratio. Slow speakers have longer syllable durations 
and fewer syllables per second, and a higher pause ratio relative to the total 
discourse. For the fast speakers, the ASD is shorter, and there are more syllables 
per second. Furthermore, the percentage pauses in the whole discourse is lower. 
Correlations between pause ratio and the measures for 'speaking' are significant 
at the .01 level (.87 for ASD speaking rate and -.89 for speaking rate, 
respectively), whereas the correlation between pause ratio and 'articulation' 
measures are not significant. 

The next section will give a detailed description of pausing strategies. 

3.4. Pausal features 

3.4.1. Classification of pauses 

An informal listening experiment with the eight retold versions and one listener 
(the author of this study) showed that there were basically three different kinds 
of (acoustic) pausing that were used by the speakers. First of all, a silent pause, 
breathing pauses included, characterized by a total absence of speech. Secondly, 
a filled pause, which consists of a hesitation sound Ceeh'), preceded and/or 
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followed by a silence. Thirdly, speakers appear to use the lengthening of certain 
words as a pause to plan the continuation of their telling. These findings led us to 
expect on the one hand differences between speakers in the strategy used to 
achieve pausing, but on the other hand a consistent behavior of applying a 
certain strategy for one speaker (cf. Fagyal, 1996; Magno Caldognetto et ai, 
1997; Stenström, 1990). The three kinds of pausing were operationalized in the 
following way: 

• A pause was labeled as a silent pause if its duration was at least 150 ms. 
This minimal length was to ensure that closure times of stop consonants 
were excluded. In the event that the closure time did exceed 150 ms, which 
happened on occasion, it was obviously not marked as a silent pause. 

• A hesitation sound ('eeh') was labeled as a filled pause. These elements in 
the discourse do not have any lexical meaning, but they can indicate that the 
speaker needs time to plan the continuation of his/her telling, that he/she 
wants to avoid a silence, or that he/she wants to 'hold the floor'. Silences 
preceding and/or following the hesitation sound were marked as 'silence to a 
filled pause' (thus not as a silent pause), even if they were shorter than 150 
ms. For an elaborate discussion on speech disfluencies, see Shriberg (1994) 
and references mentioned there. 

• A speaker can use lengthening as a planning tool by sustaining a particular 
vowel or consonant within or at the end of certain words. As a first step the 
words containing lengthening were determined by ear by the author of the 
present study. Two kinds of lengthening were observed: a schwa added after 
the last consonant of the word, and the lengthening of a word-internal or 
word-final vowel or consonant. The silence following such a lengthening 
was labeled as an 'after-lengthening'pause. 

The segmentation of the pauses was in general not very problematic. 
Occasionally, some additional noise was produced at the end of a word 
preceding a silence, such as a breathing sound or swallowing. In such case the 
noise was included in the pause, starting at the end of the lexical word. 

The distinction between filled pauses and pauses after lengthening was in 
some cases more problematic. If the hesitation sound of a filled pause is 
preceded by a very short pause, the difference with a schwa added at the end of 
the word is not always straightforward. Therefore, the hesitation was said to 
belong to a filled pause if there was an audible break in the speech signal, thus 
separating the hesitation sound from the word preceding it. If no such break was 
audible, the hesitation was classified as an instance of lengthening. 
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3.4.2. Acoustic measures 

We wanted to know whether speakers differ in their use of the various means 
available to achieve pausing. In other words, in what way are silences, filled 
pauses, and lengthening used by the speakers in their discourse? Therefore, we 
checked for each speaker the number of times he/she used a specific means. This 
information is given in Table 3.3. The filled pauses here include the hesitation 
sound, as well as accompanying silent pauses. 

Table 3.3 Total absolute number of occurrences of various pausing means, percentages 
between parentheses, broken down for speaker, and mean values over speakers. 

Speaker Silence Filled pause After lengthening Total 

1 58(48) 54 (44) 10(8) 122 

2 61 (80) 6(8) 9(12) 76 

3 79(85) 2(2) 12(13) 93 

4 49 (52) 9(9) 37 (39) 95 

5 43 (75) 4(7) 10(18) 57 

6 36 (39) 46 (50) 10(11) 92 

7 42 (78) 5(9) 7(13) 54 

8 28(44) 6(9) 30 (47) 64 

Mean 49 (60) 16(20) 15(20) 81 

The data from Table 3.3 clearly show differences in pausing strategy between the 
eight speakers. The effect is significant (X2=207, df=14, p<0.01). Speakers 1, 6, 
and 8 use fewer silences in achieving pauses (<50%) than the other speakers do. 
Instead of using silences, speakers 4 and 8 use a lot more pauses after 
lengthening than the others, while speakers 1 and 6 introduce many filled pauses 
(up to 50% of all pauses). Furthermore, the data show that speakers 2 and 3, and 
5 and 7 behave in a fairly similar way in general. 

Stenström (1990) found, in a corpus of one monologue and ten dialogues (the 
London-Lund Corpus), that between 60% and 96% of all pauses were silent 
ones, filled pauses ranging from 1% to 23%. The percentages for silent pauses 
are lower in our material, and this may be explained by the fact that our material 
consisted of monologues only, and that pausing strategies in monologues and 
dialogues may be quite different. In dialogues, the use of filled pausing may 
function as a strategy to hold the floor, whereas this strategy will generally not 
be used in monologues. 

Table 3.4 presents the durations of the different types of pauses, broken down for 
speaker. 
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Table 3.4 Mean durations and standard deviations in seconds for the three types of pauses, 
broken down for speaker, and mean values over speakers. 

Pause type Silence Filled pause After lengthening 

Speaker Mean sd Mean sd Mean sd 

I 0.824 0.701 0.686 0.470 0.564 0.586 
2 1.062 0.778 0.544 0.171 1.460 1.335 
3 0.727 0.497 0.437 0.228 0.539 0.263 
4 0.710 0.375 0.654 0.475 0.765 0.400 
5 0.722 0.409 0.401 0.262 0.502 0.347 
6 1.133 0.701 1.022 0.823 0.659 0.303 
7 0.503 0.274 0.336 0.225 0.559 0.305 
8 0.695 0.354 0.733 0.410 0.589 0.389 

Mean 0.801 0.583 0.771 0.623 0.694 0.550 

Table 3.4 shows that the longest silent pauses are produced by speakers 2 and 6. 
Extremely long filled pauses are produced by speaker 6 only. Generally 
speaking, filled pauses are shorter than silent ones. Silent pauses after 
lengthening are comparable in duration to the other two types. Extremely long 
pauses after lengthening are produced by speaker 2. For all types of pauses, 
standard deviations are rather high. Analyses of variance were carried out with 
'duration' as dependent variable and 'pause type' and 'speaker' as fixed factors 
to test whether the differences were significant. Results show significant effects 
only for 'speaker' (F(7,645)=3.93, p<0.01). The effect for 'pause type' is just 
below significance (F(2,650)=3.01, p=.05). Post-hoc tests (Tukey multiple 
comparisons) for 'speaker' show two homogeneous subsets of speakers 
(speakers within one group do not significantly differ from one another): i) 
speakers 2 and 6, and ii) speakers 1, 3, 4, 5, 7, and 8. 

The correlation between ASD (articulation) and pause durations was as follows: 
high for filled pauses (.76), rather low for silent pauses (.38), and even lower for 
silences after lengthening (-.22). These were not significant. The correlation with 
other types of pauses is not as informative, since not all of the speakers produced 
all types. 

As a preliminary conclusion we may state that the various means to achieve 
pausing are used differently by the eight speakers. This means that there are 
several ways for a speaker to apply 'pausing'. The choice of a specific strategy is 
largely speaker-dependent. Our data furthermore show that it seems possible to 
roughly distinguish groups of speakers having the same pausing strategy 
(speakers 1&6, 2&3, 4&8, 5&7), but that this grouping is rather intuitive and not 
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supported by statistical analyses. The data also support findings by Fagyal 
(1996) for French, using the same division of pause types, where "the choice of 
hesitation parameters is dependent on the speaker" (p. 170, translated by MvD). 

3.5. Intonational features 

3.5.1 Stylization of contours 

In this section we will look at speaker characteristics in terms of intonational 
features. In this respect, we will focus on the overall measures of mean 
fundamental frequency, mean peak height, boundary tones, and range. 

The digitized audio files were analyzed using the speech editing program 
'Praat', developed by Paul Boersma over the past few years at the Institute of 
Phonetic Sciences at the University of Amsterdam (e.g. Boersma, 1997). Pitch 
extraction was done automatically (time step 0.01 sec, range 75-600 Hz, silence 
threshold 0.03; default values). 

Stylization of the pitch contours was done by hand, using both visual and 
auditive cues. The contours were stylized in such a way that the manipulated 
contour sounded equivalent (intonation-wise) to the original by interpolating the 
'bend points', so-called 'pitch points' in Praat, with as few straight lines as 
possible (cf. 't Hart, Collier & Cohen, 1990). The stylization was done to correct 
octave jumps and to smooth the contour; it does not pretend to actually be a 
'close copy stylization' in the sense that't Hart, Collier & Cohen would require. 
Care was taken to place the pitch points in the voiced parts of the contour, for 
otherwise frequencies could not be measured reliably. Peaks in the intonation 
contour were determined using mainly visual cues, and in a second stage the F0-
maxima of the peaks were labeled using both visual and auditory cues." End 
tones, occurring at the end of an intonation phrase, were labeled either High or 
Low. Frequencies of each of the pitch points (peaks and boundary tones) were 
subsequently determined by linking the stylized contour to the original pitch 
files. In this procedure, not only are the frequencies of the pitch points taken into 
account, but the whole contour is recomputed. Mean values and standard 
deviations could be taken directly from the program's information window. 
These will be taken as reference point. Since the contour was already stylized 
and smoothed before the mean frequencies were computed, these are very 
reliable, and can easily be used as reference point. 

Note that 'peaks' are not necessarily equivalent to 'pitch accents'. Here, we will just consider the 

major peaks in the intonation contour as a speaker characteristic. Pitch accents (an accent lending 

pitch movement intended by the speaker to draw the listener's attention to important information) 

will be dealt with in chapter 5. 
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Figure 3.2 gives an example of a stylized pitch contour. See section 3.2 for 
the text associated with the pitch contour (clauses 3 to 5). 

300 

Figure 3.2 Example of a stylized pitch contour. 

3.5.2. Acoustic measures 

The acoustic measures mentioned above (mean fundamental frequency, mean 
peak height, boundary tones, and rangeJ) are given below. Table 3.5 presents the 
mean fundamental frequency in Hertz and in semitones (ST), minimum and 
maximum fundamental frequency (ST), as well as the mean peak height, the 
mean endpoint frequency of the contours (boundary tones), and the overall range 
in semitones, broken down per speaker. Values for mean, minimum, and 
maximum in ST are computed relative to 100 Hz (0 ST equals 100 Hz). Values 
for peak height, high end, and low end are expressed as AF0 relative to the mean 
fundamental frequency. Range is computed as the difference between maximum 
and minimum F0. 

Declination (cf. 't Hart et ai, 1990) is not included here. It is difficult to measure reliably, and 

the results are dependent on the researcher's goal and interpretation of the curve. The slope of 

declination is claimed to be dependent on speaking style: steeper in read speech than in a more 

spontaneous speaking style (cf. Swerts, Strängen & Heldner, 1996), although Blaauw (1995) did not 

find significant differences between the two speaking styles in Dutch. 
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Table 3.5 Mean FO-values (in Hz and ST) and standard deviations (in ST), mean peak height, 
mean end point frequency of boundary tones, and range (in ST) for the whole 
discourse, broken down for speaker (Female or Male). 

Speaker Min Max Mean Mean Range Peak 'High- 'Low' 

and Sex FO FO FO FO sd (ST) height end end 

(ST) (ST) (Hz) (ST) (ST) 

I -F 3 25 195 11 3 22 3 6 -5 

2-M -6 8 88 -2 2 14 2 2 -2 

3-F -1 18 137 5 2 19 3 4 -2 

4-M -5 9 97 0 2 14 3 3 -3 

5-F 5 19 192 11 2 14 2 4 -3 

6-M -1 13 117 2 2 14 3 5 -2 

7-F 7 21 212 13 1 14 2 2 -4 

8-M -5 5 87 -2 1 10 1 6 -1 

A look at the data for mean F0-value shows a clear distinction between female 
and male speakers (speakers 1, 3, 5, and 7 vs. speakers 2, 4, 6, and 8). Note that 
the mean F0-value (in ST) for speaker 3 is almost twice as low as for the other 3 
female speakers (t=5.774, df=3, p<0.05). Mean FO-values in semitones are 
significantly different for male and female speakers (F(l,6)=28.149, p<.0.01). 

The mean FO values for male speakers is 97 Hz, for female speakers 184. 
Tielen (1992), in a study on male and female speech, found a mean FO of 122 Hz 
for male speakers, and a mean FO of 217 Hz for female speakers, also in a 
spontaneous speech sample (however, the mean FO value of female managers 
was lower compared to the other female speakers). Our speakers show lower 
values, but this may be due to the differences in material. Our material consists 
of retold stories, i.e. the speakers are performing a task. Tielen, however, 
recorded her spontaneous material between successive reading sessions, i.e. the 
speakers were not aware that they were being recorded (permission to use the 
tape was asked afterwards). 

As for the range used by the speakers, we see that most speakers center 
around a range of 14 ST. Speakers 1 and 3, however, have a range of 22 and 19 
ST respectively, which is much greater compared to the other female speakers. 
For the male speakers we see that the range of speaker 8 is less than that of the 
other male speakers; this effect is also significant (t=4.444, df=3, p<.0.05). 
Ranges do not differ significantly for the male and the female speakers 
(F(l,6)=4.807, p=.071). 

The next section will deal with the issue of how the speakers can be 
characterized from the listeners ' point of view. 
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3.6. Perceptual evaluation 

3.6.1 Introduction and methods 

This section describes an experiment in which listeners were asked to evaluate 
various prosodie aspects in the retold versions, using semantic scales. The aim 
was to see which features at the prosodie level listeners prefer when listening to 
a retold story in Dutch, and if 'good' and 'bad' speakers can be distinguished in 
this respect. 

When listening to someone telling a story, one usually has an opinion on the 
quality of the telling, in terms of coherence and content of the story, but also on 
the acoustic-prosodic properties of the speech signal itself, for instance on voice 
or articulation quality, or on how pleasant their presentation is to listen to. 
Listeners should therefore be able to indicate whether a speaker is 'good' or 
'bad' in performing his/her task. Here we will thus focus on the acoustic-
prosodic properties of speech, rather than on aspects involving the way in which 
the content of a story is rendered. The question to be answered is: How do 
listeners judge the possible and actually used strategies produced by the speaker? 

In order to derive this information, it is customary to use semantic scales 
(Osgood et al., 1957). These appeared to be very suitable to obtain judgements 
from listeners, both on 'introspective opinions' (how they would like the ideal 
speaker to sound) and on perceptual scores (how they evaluate a specific 
speaker). The data obtained from this experiment will be related in greater detail 
to the acoustic measurements presented in the previous sections. 

The eight retold versions were put on two individual audio tapes, in two 
different random orders to account for listing effects. Each listener was given 
his/her own copy of the tape, to enable the listener to work at his/her own rate as 
accurately as possible. Each tape contained a retold version to be used for 
practice, followed by the retold versions of the eight speakers, either in order A 
(speaker 1 - speaker 8, 12 listeners), or in order B (speaker 8 - speaker 1; 11 
listeners). The listeners were explicitly not students or staff members of our own 
Institute to make sure that the listeners did not know the speakers personally. 
The listeners were paid for their participation. The experiment was performed in 
the language laboratory of the Faculty of Arts of Leiden University.4 

The listeners were first asked to perform a 'paper-and-pen' task, in which 
they were asked to indicate how the 'ideal speaker' should sound according to 
them, using 30 7-point semantic scales, which are given in Appendix C. These 
scales were selected from a set used by Boves (1984), but included the 14 scales 
of the 'Relative Speech Appreciation profile' determined by Fagel et al. (1983). 

4 I would like to thank Vincent van Heuven for his help in our being able to use the language 

laboratory. 
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As a second part of the task the listeners were asked to judge the practice version 
and the eight retold versions for various acoustic prosodic aspects, using the 
same 30 7-point scales. The listeners were explicitly instructed to evaluate the 
realization of the story in prosodic terms; in other words: how well does the 
speaker perform the retelling task with respect to the prosodic-acoustic 
realization, rather than the way in which the content of the story is rendered. 

Furthermore, after having evaluated the 30 scales for one specific speaker, 
they were asked to give an overall judgement of the prosodic aspects of the 
retelling task on a 10-point scale (1 stood for very bad and 10 excellent) for that 
particular speaker. Then the next speaker was evaluated. There was a separate 
answer sheet for the practice versions and for each of the eight retold versions. 
The listeners took approximately 45 minutes to fulfill the task. The semantic 
scales used to cover the 'prosodic' aspects of speech do not strictly speaking 
represent the 'technical' prosodic or acoustic terms used to evaluate speech (for 
instance 'variation in fundamental frequency', 'range in use of fundamental 
frequency', 'place of articulation', or 'speaking rate'). However, they do 
represent the ideas and terms accessible for and used by naive listeners to judge 
suprasegmental aspects of speech. 

3.6.2. Overall judgement 

First of all, we will look at the overall judgement of the retelling task as given by 
the listeners on a 10-point scale, for the eight 'real' speakers. The practice 
version has been left out. The mean overall judgement scores and standard 
deviations are given for each of the speakers in Table 3.6. 

Table 3.6 Mean overall judgement scores and standard deviations for the eight speakers 
(Female or Male). 

Sex F M F M F M F M 

Speaker 1 2 3 4 5 6 7 8 

Mean 6.6 5.8 7.9 6.4 6.9 4.9 7.3 6.6 

sd 1.2 1.7 0.6 1.0 1.0 1.3 1.2 1.3 

The data clearly show that speaker 3 was evaluated as the best speaker in the 
retelling task. Her score is the highest overall, with the lowest standard deviation, 
indicating that all the listeners agreed fairly well. As for the other speakers, we 
see that only one speaker was evaluated as 'insufficient' (below 5.5, speaker 6). 
Furthermore, standard deviations are fairly high, which means that the listeners 
graded with a wide range. If we look at the score for speaker 2, for instance 
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(mean 5.8, sd. 1.7), we can conclude that some listeners evaluated his retelling as 
fairly good, while others judged it as rather poor. 

3.6.3. Scale judgements and ideal speaker 

The next step is to test the reliability of the semantic scales used in this 
experiment. Since we are interested in the most reliable scales, we computed a 
reliability value for each of the 30 scales, Cronbach's a ((MS(between) -
MS(residual)) / MS(between) (Rietveld & Van Hout, 1993). A minimum value 
of .80 is generally assumed to indicate reliability. For the majority of the scales a 
exceeded .80, which indicates that they are reliable. Seven scales had a value 
below .80, and were excluded from further analyses. Five of these seven 
involved aspects of voice quality proper, such as 'artless-affected', 'creaky-not 
creaky', 'rough-smooth', 'tense-relaxed', and 'deviating-normal'; these scales 
are used to describe pathological rather than normal voices (cf. Verdonck-de 
Leeuw, 1998). The other two unreliable scales were 'pleasant-unpleasant' and 
'friendly-curt'. Apparently, these scales were not very useful for the listeners in 
evaluating the prosodie characteristics of the retold stories. Pearson's pairwise 
comparison showed that these last two 'general' scales ('pleasant' and 'friendly') 
correlated with the overall judgement, thus the higher the overall judgement, the 
more 'pleasant' or 'friendly' the judgement was. The overall judgement 
correlates higher with the 'pleasant' scale than with the 'friendly' scale (-.90 and 
-.70, respectively). 

The remaining 23 scales were used in a Principle Components Analysis, to 
decompose the correlation matrix into (varimax rotated) factors. The number of 
factors was determined by the criterion 'eigenvalue > 1'. Table 3.7 shows the 
factors extracted in the factor analysis, and the corresponding scales for each 
factor. Table C1 in Appendix C gives the exact loading per scale and factor. The 
five factors together explained 74% of the total variance. For reasons of 
legibility, only the positive side of each scale is given. 

Table 3.7 clearly shows that not all scales load on only one factor. We see 
however, a very clear clustering in the groups of scales. All the scales that load 
on the first factor (which explains 48% of the variance) represent instances of 
appreciation of intonational variability characteristics. The second factor 
(explaining 9%) represents dynamic features, related to temporal characteristics. 
The third dimension (explaining 6%) concerns the pronunciation or articulation 
quality, whereas the fourth and the fifth (both 5%) seem to account for pitch and 
voice abnormality aspects, respectively. The factors extracted in our analysis are 
in accordance with earlier studies on the evaluation of voice and pronunciation 
characteristics for Dutch (Fagel et ai, 1983; Boves, 1984; Tielen, 1992). 



P R O S O D I C S P E A K E R C H A R A C T E R I S T I C S 59 

On the basis of these results, we may conclude that the first three factors are 
most important. The fourth factor consists of only two scales, the fifth of only 
one scale corresponding to 'abnormality'. 

Table 3.7 Results of the factor analysis for the eight speakers and the selected 23 scales in five 
dimensions (% variance explained between parentheses). Exact loadings per scale 
and factor can be found in Table C.l (Appendix C). The positive side of each scale 
is given. 

Factor 1 (48%) Factor 2 (9%) Factor 3 (6%) Factor 4 (5%) Factor 5 (5%) 

'Intonational 'Dvnamic 'Articulation •Pitch' 'Voice 

characteristics' features' quality' abnorm alirv' 

melodious steady polished deep not husky 

expressive loud cultured calm 

varied powerful precise 

sonorous firm distinct 

vivacious quick 

rich self-confident 

active brisk 

cheerful 

beautiful 

In what way does each of the actual speakers, as evaluated by the listeners, 
correlate with the ideal speaker ('pen-and-paper' task, see Table C.2 in Appendix 
C) on each of the 23 scales? The hypothesis was that the more a speaker 
correlates with the ideal speaker, the better he/she will be evaluated by the 
listeners. 

Correlations were computed between the ideal speaker and each individual 
'real' speaker separately. Pearson's correlation for pairwise comparison is 
greatest for speaker 7 (.91), followed by speaker 3 (.85), and high but negative 
for speaker 6 (-.80), indicating high non-idealness. These figures are roughly as 
could be expected on the basis of the overall judgements (see Table 3.9) 
compared to the judgements given for the ideal speaker. 

Comparison between speakers revealed that speaker 3 correlates with 
speakers 1 (.84), 5 (.88), and 7 (.77). These 4 speakers (all female) are also the 
four best speakers in the overall judgement task. Correlations between speaker 6 
(the lowest overall judgement) and speaker 2 are high (.71). 

Furthermore, we wanted to know how the actual speakers correlate with the 
ideal speaker/or the number of scales per factor, to see if some kind of'speaker 
profile' can be determined. Table 3.8 shows the Pearson's correlations for 
pairwise comparison between the ideal speaker and the individual eight 'real' 
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speakers (Overall), and for each of the three most important factors lntonational 
characteristics, Dynamic features, and Articulation quality, as well as the overall 
judgement scores per speaker. 

Table 3.8 Correlations between the ideal and the 'real' speakers, broken down per factor, as 
well as for the overall score, and overall judgement scores. 

Ideal speaker 

Real speakers Factor 1 Factor 2 Factor 3 Overall 
'lntonational 'Dynamic "Articulation Overall judgement 

characteristics' features" quality' 

1 .96 .39 .98 .78 6.6 
2 -.86 -.76 .59 -.39 5.8 
3 .97 .88 .97 .85 7.9 
4 .37 .29 .95 .29 6.4 
5 .97 .93 .99 .85 6.9 
6 -.98 -.88 -.78 -.80 4.9 
7 .96 .96 .99 .91 7.3 
8 -.84 .71 .95 .30 6.6 

The data from Table 3.8 show that not all factors are of equal importance for the 
listeners when evaluating the speakers. For instance speaker 4 scores highly (.95) 
only on the Articulation-factor, but for speaker 1 the Dynamic features-factor is 
least important. Speakers 3, 5, and 7 score high on all factors. 

A closer look at the three factors separately shows that for the lntonational 
characteristics-factor speakers are more or less divided into two groups: 
correlations with the ideal speaker are very high for speakers 1, 3, 5, and 7 (all 
female speakers), and highly negative for speakers 2, 6, and 8. Correlations for 
speaker 4 are moderate. For the Dynamic features-factor there is much variation 
between the different speakers. This factor has high positive correlations for 
speakers 3, 5, and 7, but high negative correlations for speakers 2 and 6. This 
means that for this factor these last two speakers are far from ideal. The 
Articulation-factor shows that correlations are positive for all speakers, except 
for speaker 6. This speaker scores negatively on all factors, and is clearly 
evaluated as the worst speaker, resembling the ideal speaker in no way. The 
Overall correlation shows that, in general, female speakers (1, 3, 5, and 7) are 
much closer to the ideal speaker in a retelling task than the male speakers (2, 4, 
6, and 8). Apparently, listeners prefered these female speakers when they 
listened to a retold story. This is also reflected by the overall judgement scores, 
as given in the last column. 
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3.6.4. Concluding remarks 

The results from this experiment show first of all that the listeners had a clear 
picture of how the 'ideal speaker' of a spontaneous story should sound. For most 
prosodic aspects, presented as semantic scales, they agreed fairly well. Secondly, 
they had specific judgements about the acoustic realization of retold stories in 
Dutch. Some speakers were clearly evaluated as 'better' than others, not only in 
the overall judgement, but also on the separate semantic scales. 

The listeners clearly made a distinction between 'good' and 'bad' speakers. 
They had a picture in mind of how the ideal speaker should sound, and the closer 
a real speaker became to this picture, the better he/she is evaluated. International 
characteristics were most important in this respect (Factor 1), followed in 
importance by Dynamic features (Factor 2) and Articulation (Factor 3). This 
ordering may be different from one speaker to the next, as can be seen in the 
'speaker profile' in Table 3.8. 

The relation between acoustic measures and semantic scales can now be 
made. We wanted to see how the judgements on specific scales correlated with 
specific acoustic measures. Since not all acoustic measures are equally suitable 
to be related to the semantic scales, we made a selection. Since we did not 
measure any spectral characteristics, we will look at Factors 1 and 2 only. For 
the Intonational characteristics, range, peak height, mean FO, and minimum and 
maximum FO were selected. For the Dynamic features, we selected speaking 
rate, average syllable duration, durations of silent and filled pauses and pauses 
after lengthening, and pause ratio. Correlations were computed between the 
mean judgement on a specific scale and the mean acoustic value for a specific 
measure across speakers. 

Table 3.9 gives the correlations between the acoustic measures and the 
semantic scales from Factors 1 and 2. Only significant correlations are given. 
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Table 3.9 Correlations between acoustic measures and semantic scales representing 
'Intonational characteristics' and 'Dynamic features' (** = 0.01 level, * = 0.05 
level). No significant correlations were found for 'Pause duration after 
lengthening'. 'Range", and 'Peak'. 

Scales Acoustic measure Scales Acoustic measure 

Intona- N lean Max Min Dynamic Spk. ASD Dur. Dur. Pause 

tional F0 F0 F0 rate silent filled ratio 

Active 72* Firm .71* -.89** -.76* -.85** 

Varied 78* .72* .72* Brisk .85** -.84** -.93** -.78* . 94** 

Sonorous 81* .78* .72* Powerful .71* -.75* _ 94** -.72* -.83** 

Melod. 75* .73* Steady .73* -.79* -.80* -.73* -.82* 

Vivac. 76* .72* Selfconf. .89** -.92** -.82* -.79* -.90** 

Expres. 70* .71* Quick .94** - 90** -.88** -.71* -.95** 

Cheerful 75* 

For the 'Intonational' features (related to Factor 1), the main acoustic cue seems 
to be the mean F0, for some scales in combination with the values for minimum 
and maximum F0. The combination of mean, maximum, and minimum F0 seems 
to be indicative for the scales 'varied', and 'sonorous'. Mean and maximum F0 
correlate positively with the scale 'melodious', whereas the combination of mean 
and minimum F0 correlates positively with the scales 'vivacious' and 
'expressive'. Minimum and maximum F0 do not seem to be important for the 
scales 'varied' and 'cheerful'. 

For the 'Dynamic' features (related to Factor 2), all acoustic cues seemed to 
be equally important to the listener. Speaking rate was reflected by the scales 
'brisk', 'self-confident', and 'quick'. Thus, the higher the speaking rate, the more 
a speaker is judged as being self-confident. Average syllable duration is a less 
clear measure: correlations are, although significant, somewhat lower. Duration 
of silent pauses correlates best but negative with the scales 'brisk' and 
'powerful'. Thus, the shorter a speaker maked his/her silent pauses, the more 
he/she was evaluated as powerful. Duration of filled pauses, on the other hand, 
does not show such a correlation, although the data suggest that the shorter the 
filled pauses, the more a speaker was evaluated as self-confident (negative 
correlation). Pause ratio correlates highest with the scales 'quick' and 'brisk'. 

3.7. Discussion and conclusions 

In the previous sections we have given an overview of prosodie speaker 
characteristics: aspects of the realization of essential information in spoken 
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discourse in terms of intonational and temporal features, as well as the perceptual 
evaluation of the speakers by the listeners. For all aspects, some amount of 
speaker difference was found. The question now is how the overall judgement 
from the evaluation test can be explained by looking at the acoustic aspects in 
relation to the correlation with the ideal speaker. In other words, in what way did 
the acoustic realization of the discourse influence the listeners in their judgement 
on the speakers? The overall judgement is taken as a reference point. This is the 
most suitable one, since it reflects the judgement of the listener on the retelling 
task as a whole, without making reference to specific prosodic features. 

To gain more insight into what might have influenced the listener in his/her 
overall judgement, individual speaker profiles were made in which the use of 
various acoustic-prosodic measures is presented relative to the overall judgement 
and to the correlation with the ideal speaker, per factor and overall. Tables 3.10 
and 3.11 present the speaker profiles, broken down for features (temporal, 
pausal, intonational, and perceptual) and for specific acoustic-prosodic measure, 
for female and male speakers, respectively. For each of the 'feature sets' the 
correlation of the actual realization by the speaker with the 'preferred' use of 
acoustic means as given by the listeners (i.e. the ideal speaker) is given. Values 
for each measure are given using the symbol '<' (below mean) and '>' (above 
mean), where the distance between the mean and the observed value per speaker 
is expressed in SDs. The number of symbols thus reflects the number of SDs the 
observed value lies within, below or above the mean. The average values and 
standard deviations were computed per measure, for male and female speaker 
groups separately. 

Clearly, there are 'good' and 'bad' speakers when it comes to retelling a 
story. Still, all speakers perform acceptably according to the listeners, but some 
were evaluated as better (i.e. closer to the ideal speaker of a retold story) than 
others. In general, the female speakers were preferred over male speakers in this 
task. 

Looking at the group of female speakers first, we see that speaker 1 is 
somewhat poorer than the other speakers (.78). This seems mainly to be caused 
by the low correlation for temporal and pausal features (.39), reflected by 
extreme values compared to the mean (2 SDs from the mean), and the relatively 
high number of filled pauses. The high correlation for speaker 5 is related to her 
high articulation rate; for speaker 7 it is related to her low pause ratio. With 
regard to the intonational characteristics, we see that correlations are high for all 
female speakers, independent of the specific characteristics. Thus female 
speakers are 'good' altogether, but many filled pauses (rather than silent ones) 
are not appreciated very much. 
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Table 3.10 Speaker profiles, specifying the use of acoustic-prosodic means for temporal, 
pausal, and intonational features, as well as the correlation with the ideal speaker 
per feature, for female speakers. Details can be found in the text. 

FEMALE SPEAKERS 
Feature Measure Reference Spkr2 Spkr4 Spkr 6 Spkr 8 

Temporal Total duration 183.5 » > < < 

Speaking rate 3.957 « < > > 
Artie, rate 5.498 « < » > 

ASD speaking 0.260 » > < < 
ASDartic. 0.184 » > « < 

Pausal Silent pauses 55.5 > » < < 

Filled pauses 16.2 » < < < 
After length. 9.7 > » > « 
Pause ratio 0.28 » > < « 

Correlation with ideal speaker 'Temporal' .39 .88 .93 .96 

Intonational Mean F0 10.0 > « > > 

sdFO 2.0 » = = « 
Range 11.0 » > < < 

Peak height 2.5 > > < < 
High end 4.0 » = = « 
Low end -3.5 « > > < 

Correlation with ideal speaker Intonational' .96 .97 .97 .96 

Overall Corr. with ideal .78 .85 .85 .91 

Judgement 6.6 7.9 6.9 7.3 

Secondly, for the group of male speakers, appreciation is much more varied. 
Speakers 2 and 6 correlate negatively with the ideal speaker, indicating that their 
behavior is far from ideal. Both speakers also score negatively on the separate 
factors. This seems to be reflected by a large number of filled pauses for speaker 
6. Both are rather distant from the mean, on either side, speaker 2 being 
somewhat less extreme than speaker 6. The other two speakers have positive 
correlations with the ideal speaker, although very low. Speaker 4 is close to the 
mean. The higher correlation for speaker 8 on the temporal scale seems to be 
reflected by a higher speaking rate, and thus a lower pause ratio. As for the 
intonational characteristics, speaker 4 is the only one with a positive correlation, 
and is quite close to the mean male values. The lower values for 'High end' for 
speaker 2 and the higher values for 'Mean F0' seem to cause the high negative 
correlations for these speakers. For speaker 8 the high negative correlation seems 
to be reflected by a lower standard deviation of F0 and lower peak heights, 
relative to the other male speakers, but also the higher values for 'High end'. 
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These are all characteristics of a narrow range, which is also indicated by the 
value for 'Range', therefore this speaker was judged to be rather monotonous. 
Apparently, strategies used by the male speakers are acceptable, but are not 
appreciated very much. Their way of retelling may be a bit 'dull'. 

Table 3.11 Speaker profiles, specifying the use of acoustic-prosodic means for temporal, 
pausal, and intonational features, as well as the correlation with the ideal speaker 
per feature, for male speakers. Details can be found in the text. 

MALE SPEAKERS 
Feature Measure Reference Spkr2 Spkr4 Spkr 6 Spkr 8 

Temporal Total duration 190.7 = > > < 

Speaking rate 3.347 < > « » 
Artie, rate 5.342 » < « > 

ASD speaking 0.310 < < » < 
ASD artic. 0.189 < < » < 

Pausal Silent pauses 43.5 » > < < 

Filled pauses 16.75 < < » < 
After length. 21.5 < » < > 
Pause ratio 0.37 > < > « 

Correlation with ideal speaker 'Temporal' -.76 .29 -.88 .71 

Intonational Mean FO -0.5 < > » < 
sdFO 1.7 > > > « 
Range 9.2 > > > « 

Peak height 2.3 < > > « 
High end 4.0 « < > » 
Low end -2.0 = < = > 

Correlation with ideal speaker ' Intonational" -.86 .37 -.98 -.84 

Overall Corr. with ideal -.39 .29 -.80 .30 

Judaement 5.8 6.4 4.9 6.6 

In this chapter we have presented a - mainly descriptive - overview of the 
prosodic means used by the speakers in the production of essential information 
in spoken discourse. So far, we have considered only global measures, such as 
speech tempo, average syllable duration, mean F0 and standard deviation, overall 
perceptual evaluation, and the like. In the next two chapters we will look at 
specific aspects in the realization and perception of spoken discourse, and 
concentrate on discourse boundaries (chapter 4) and focal structure (chapter 5), 
both from the point of view of the speaker (production) and of the listener 
(perception). In this respect, we will focus on two prosodic aspects specifically, 
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namely, temporal and international features, that is, the two most important 
factors used bv the naive listeners in the evaluation of the retold stories. 



Prosodie characteristics of 
discourse boundaries" 

Abstract 

The present chapter discusses the prosodie characteristics of discourse 
boundaries in spontaneous discourse. Twelve naive listeners marked perceived 
discourse boundaries in the eight spoken versions of the retold stories. The 
location of boundary marking pitch movements in the same stories was 
determined on an auditory basis. The verbatim transcriptions of these stories 
had previously been analyzed on prosody-independent grounds for discourse 
structure, using the framework Information Structure In Discourse (ISID). 

The aim of the study was to find out what acoustic-prosodic means speakers 
use to mark discourse boundaries: how are clause, sentence, and paragraph 
boundaries realized by speakers in spontaneous unrestricted speech? Do all 
speakers use the same means? And, how do listeners use these cues to perceive 
discourse boundaries? 

Results show that discourse boundaries are marked by the speakers 
predominantly with high boundary tones, also at places where low boundary 
tones would be expected on the basis of the discourse analysis, and that heavier 
boundaries are marked with longer pauses. Listeners used pausing as well as 
boundary tones as a cue for boundary perception, but with different degrees of 
importance for different types of boundaries. 

Parts of this chapter appeared in Van Donzel (1997) and in Van Donzel & Koopmans-van 

Beinum (1996a, 1996b, 1997a, and 1998). 
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4.1. Introduction 

4.1.1. Discourse boundaries 

It is generally assumed that in spoken discourse speakers may use various 
acoustic means to assign structure to the text. They may do this, for instance, by 
dividing the text into smaller parts using pauses or intonation movements, and/or 
by marking highly important words as more prominent. Listeners are also able to 
detect these structures: they usually have ideas about the structure of the 
incoming text. When listening to someone telling a story, for example, one 
realizes when the speaker has finished one part of his/her story, and also when 
the speaker is starting on a new topic within that story (e.g. Lehiste, 1979; 
Swerts, 1994; Chafe, 1994; Nakatani, 1995). 

Within spoken discourse, as used in normal, communicative situations, 
speakers introduce concepts at various points in the discourse. Depending on the 
kind of information to be expressed in these concepts, the speaker will mark 
some concepts as more prominent than others. Concepts introducing 'new' 
information will generally be more prominent, from both the speaker's and the 
listener's point of view, than concepts expressing information that has already 
been mentioned previously. A concept introduced earlier can be referred to by 
the speaker at later points in the discourse, for instance by the use of pronouns 
and anaphora (the given/new distinction, cf. Prince, 1981, 1992; Home, 1990, 
1991a, 1991b). Listeners usually can trace the referent of such a pronoun without 
much difficulty. This means that they keep track of the information status of 
objects, expressed in earlier stages of the discourse. This also means that it is 
necessary to do so, otherwise it would not be possible to process the pronouns in 
a meaningful way. 

At some points in the discourse, however, pronominalization is no longer an 
available option to refer to items introduced earlier. When the referent is too far 
back in the discourse, the use of a pronoun may lead to ambiguity. In such cases, 
the speaker needs to repeat (a variant of) the full noun. Thus, apparently, there 
has been some kind of discourse boundary across which pronominalization is not 
possible (cf. also Home et ai, 1993). This indicates that listeners also have to 
keep track of more 'global' structures. See chapter 2 for a more elaborate 
discussion. 

Listeners are able to tell when new discourse units begin, and when they end, 
and they are also able to tell which information is of less importance. This has 
convincingly been shown, at least for structured discourse tasks in Dutch, by e.g. 
Swerts (1994) and Blaauw (1995). This chapter will deal with the question where 
and how speakers mark discourse boundaries in a less restricted type of 
spontaneous speech, namely, retold stories. 

The study described in this chapter thus focuses on boundary marking 
discourse features ('phrasing'); features such as the prosodie marking of 
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different types of information status ('focal structure') will be discussed in 
chapter 5. 

4.1.2. Boundary marking pitch movements 

The prosodic organization of texts read aloud has been investigated widely (e.g. 
Bruce, 1982). Boundaries can be prosodically marked by the speaker with, for 
instance, a pause, with a boundary-marking pitch movement, or with both. A 
boundary is always at least marked by pre-boundary lengthening (De Rooij, 
1979: Blaauw, 1995). Full prosodic boundaries are said to include both melodic 
and pausal cues, while less heavy boundaries are marked with only a pitch 
movement or a pause (Blaauw, 1995). In Dutch, melodic means to mark 
boundaries include rising and level tones, generally associated with non-finality 
or continuation, and falling tones, associated with finality (cf. Wichman, House 
& Rietveld, 1997). This leads to the general expectation that in spoken discourse 
and in text read aloud, phrases and main and subordinate clauses are marked as 
non-final, while sentences and paragraphs are marked as final by the speaker. 
This enables the listener to keep track of the global structure of the discourse. 
Sanderman (1996) showed that listeners are indeed able to distinguish between 
boundaries of different 'depths'. She mainly concentrated on sentence-initial 
word boundaries (i.e. boundaries after the first few words in a sentence). Swerts 
(1997) showed similar results for unrestricted spontaneous Dutch monologues. 

Spontaneous discourse, even if it is less strictly structured and 
characteristically contains more disfluencies and hesitations, will have a structure 
along the same general lines as more carefully structured (or prepared) material. 
The same global build-up into phrases, clauses, sentences, and paragraphs 
applies. In spontaneous discourse, listeners also keep track of the information 
status of concepts introduced earlier (cf. the frequent use of pronouns). 

4.1.3. Pausing strategies 

Apart from boundary marking pitch movements, speakers may also use pausing 
to assign structure to their speech. In spontaneous speech, as well as in more 
prepared types of speech, speakers use pausing strategies to structure the 
continuation of their discourse. At certain points in their discourse, speakers will 
have to pause, in order to determine the way in which they want to continue their 
telling. The exact content of the message in spontaneous speech is not fixed as it 
is in texts read aloud. A speaker may also introduce a pause for more functional 
reasons, for instance to build up the tension or to make listeners have specific 
expectations about the rest of the telling. Furthermore, speakers may pause 
before important words so as to draw the listener's attention. These functional 
pauses should be distinguished from 'hesitation pauses': hesitation pauses are 
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characteristically a part of spontaneous speech and indicate where the speaker is 
confused or not sure about how to continue. These pauses also have some 
'function', of course, in that they give a clear signal to the listener as to where 
he/she can expect disfluencies or hesitations in the speaker's formulation. 
Speakers may differ in the way they achieve pausing: some will just introduce a 
silent interval, while others prefer to pause using 'fillers'. 

A difference in pausing may also depend on the kind of speech material. In a 
monologue a speaker will use pauses to give the listener time to process the 
message. Since the speaker is usually not interrupted in a monologue, it will then 
be sufficient to just introduce a silent pause. In dialogues, the different 
participants can use pausing for various purposes. They may want to signal the 
end of their contribution, and give the floor to the other participants. In such a 
case, the speaker can just use a silent pause. They may also wish to continue, but 
need a pause to plan the follow-up of their contribution. In this case, one can 
imagine the speaker using all kinds of fillers in order to make sure that he/she 
doesn't lose his/her turn. 

The relation between pausing and discourse structure is often investigated for 
fairly structured material, for instance instruction monologues (Swerts, 1994; 
Blaauw, 1995), or for more restricted types of texts such as news bulletins 
(Home et ai, 1993; Strängen, 1991). Pauses are said to coincide with prosodie 
discourse boundaries on both the clause/sentence and the paragraph level, and to 
occur before highly important words (cf. Goldman Eisler, 1968). So far, 
however, little research has been done for Dutch using unrestricted spontaneous 
speech of the type we use in this study. Even the spontaneous instruction 
monologues, a very specific task in the communication between speaker and 
listener, used by Swerts and Blaauw represent a different, but also 'less' 
spontaneous speech type or speech style than our material. Results obtained so 
far are not necessarily the same as for unrestricted speech. 

4.1.4. Other prosodic-acoustic cues 

Boundary marking pitch movements and pausing strategies are obviously not the 
only prosodic-acoustic cues available to the speaker to mark discourse structure. 
Other means include pre-boundary lengthening, variations in spectral quality 
(sloppy vs. clear articulation), and variations in intensity or spectral tilt. Earlier 
work by De Rooij (1979) has revealed that for Dutch pre-boundary lengthening 
alone is a sufficient cue in the perception of prosodically marked boundaries. 
Moreover, if a boundary is marked with a boundary marking pitch movement, 
but without pre-boundary lengthening, the boundary is not clearly perceived as a 
prosodie one (cf. also Blaauw, 1995). 

Differences in spectral quality between spontaneous and read speaking styles 
have been investigated for Dutch by, among others, Koopmans-van Beinum 
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(1980, 1992a, 1992b), Van Son (1993), Van Son & Pols (1996), and Laan 
(1997). These results are related to the distinction between different speaking 
styles. The relation between variations in spectral quality and discourse structure 
has not been investigated in detail for spontaneous speech. The results from the 
factor analysis in chapter 3, however, suggest that this would be worthwhile 
investigating. Unfortunately, this lies outside the scope of the present study. 
Here, we will concentrate on temporal and international phenomena in relation to 
the structuring of discourse. 

4.1.5. Research questions 

Our goal in this chapter, as mentioned above, is to investigate how discourse 
structure, and more specifically discourse boundaries, are realized and perceived 
in spontaneous speech. When listening to spontaneous speech, one has to infer 
the intended global structure from the acoustic aspects, on the assumption that 
speakers mark the different chunks of the discourse acoustically, for instance by 
using pauses and boundary marking pitch movements. Other cues also play a 
role, such as visual and gestural cues, and syntactic and pragmatic cues. The 
listener needs this information to process the discourse in a coherent and 
meaningful way, and to know where to expect new discourse units. 

The questions to be answered, then, are: 

• What acoustic-prosodic means are used by the speakers to mark the 
discourse structure of a spontaneously spoken discourse? 

• How may the various means be used and combined in terms of (speaker-
dependent) strategies? 

• What acoustic-prosodic cues, as given by the speaker, do listeners use to 
detect the discourse structure of a spontaneously spoken discourse? 

The perceived structure, as indicated by the listeners in the listening experiment 
will be related on the one hand to the objective prosody-independent structure as 
obtained from the textual discourse analysis by the experts, and on the other 
hand to acoustic measurements performed on the speech signal (cf. the work by 
Bruce and colleagues, for instance Bruce et ai, 1996). 

At some points in the discourse, boundaries are more likely to occur than at other 
points. We expect the speaker to have acoustically realized some of the 
boundaries on the basis of the discourse structure to be transferred to the listener. 

On the basis of findings in the literature and of our own ideas, we have 
formulated the following hypotheses: 
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• We expect boundaries to be realized and perceived at the major transition 
points in the discourse: between clauses, sentences, and paragraphs. At such 
transition points the speaker may signal either non-finality or finality. 

• A speaker may signal non-finality, by means of (shorter) pauses and/or 
boundary marking pitch movements, to plan or to indicate the intention of 
the continuation of his/her retelling, or to give the listener time to process 
the relation between the preceding clause and the one he/she is about to 
utter. 

• The speaker may also signal finality, by means of (longer) pauses and/or 
pitch movements, to indicate the end of a paragraph or discourse unit. 

• Internal boundaries, not occurring on any discourse boundary but within a 
clause, will be perceived as non-final. Clause boundaries will be perceived 
as non-final if they are not the last one in a sentence or a paragraph. 
Otherwise we expect them to be perceived as final: sentence final if they are 
the last one in a (textually defined) sentence, and paragraph final if they 
close a discourse paragraph. Boundaries between paragraphs will be 
perceived as paragraph final. 

The scheme below (Table 4.1) summarizes the hypotheses about the realized and 
perceived discourse structures. Exactly how temporal and intonational cues are 
used by the speaker and the listener is, of course, the subject of our investigation. 
This table shows that we consider the various discourse structures to be potential 
anchor points for temporal and/or intonational phenomena. 

Table 4.1 Hypothesized relation between textual discourse boundaries (Internal, Clause, 
Sentence. Paragraph), their acoustic realization (Boundary tone and Pause), and 
type of perceived discourse boundaries (Non-final, Sentence final, and Paragraph 
final). 

Non-final Sentence final Paragraph final 

Bnd Tone Pause Bnd Tone Pause Bnd Tone Pause 

Internal high short 

Clause high short low longer low longest 

Sentence low longer low longest 

Paragraph low longest 

The outline of this chapter is as follows: The experimental design is given in 
section 4.2. Section 4.3 presents the results of a listening experiment with regard 
to the perception of prosodie discourse boundaries, and section 4.4 gives the 
results of the acoustic measurements of the realization of discourse boundaries in 
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terms of pitch movements and pausing. Discussion and conclusions are given in 
section 4.5. 

4.2. Experimental design 

4.2.1. Speech material 

In this study we used the 'spontaneous' part of the larger database recorded 
within this research project. A full description of the whole database is presented 
in chapter 3. Below, we will briefly summarize how we obtained the 
spontaneous versions. As for discourse structure, we will concentrate here on the 
•phrasing' level, i.e. clause, sentence, and paragraph boundaries. We will also 
give the definitions of the labels used in the method of discourse analysis applied 
to obtain these structures. The material is the same as described in chapter 3. 
Since it is important to know how we obtained the material, we will repeat here 
the exact procedure. 

Eight speakers of standard Dutch, four male and four female, were selected. 
They were all students or staff members of the Institute of Phonetic Sciences at 
the University of Amsterdam. The speakers were asked to read aloud a short 
story in Dutch ('Een triomf by Simon Carmiggelt, 1966). After a short break, 
they were asked to retell the same story in their own words, with as many details 
as possible (the 'retold version'). During the retelling a listener was present in 
the recording room to create a more natural narrative situation. All recordings 
were made in a sound-treated room on DAT-tape, using a Sennheiser MKH105 
high frequency condenser microphone. 

The retold versions (between 3 and 5 minutes of speech per speaker) were 
stored as digitized audio files (sampling frequency 48 kHz, 16-bit precision). 

4.2.2. Discourse analysis 

A framework for discourse analysis was developed (see chapter 2), in which the 
information structure of a discourse is based on pragmatic grounds rather than on 
acoustic features. This method of analysis 'Information Structure In Discourse' 
(ISID) is inspired by the work of Mann & Thompson (1988), Prince (1981, 
1992), Chafe (1987, 1994), and Redeker (1996). Here, we will discuss only the 
'global' level, i.e. the division of the discourse into smaller parts such as clauses, 
sentences, and paragraphs. The more 'local' level of focal structure (i.e. the 
given/new distinction) will be discussed in chapter 5. 

A 'clause' is defined as a unit containing words or word groups, which are 
grouped together on semantic, syntactic, or functional grounds. A 'sentence' may 
contain several clauses, which together form a functional unity. A 'paragraph' 
consists of one or more sentences dealing with the same topic. 
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A verbatim transcription was made of each of the eight retold versions by the 
author of this study. These versions were then analyzed for discourse structure 
by the author, following the conventions and the method proposed by the 
discourse analysts, as described in chapter 2. 

4.2.3. Listening experiment 

Thirteen students at the Free University of Amsterdam and three students at the 
University of Amsterdam were selected as listeners in the perception experiment. 
They were all familiar with theories on written discourse structures; they had all 
followed an introductory course in discourse analysis. However, they were 
neither discourse experts nor phonetically trained listeners. 

The material consisted of the eight retold versions of the same story, as 
described above. In total, this was about 30 minutes of speech, including a 
version used for practice. The eight retold versions were copied from the original 
DAT-tapes on audio tape, and sent to the listeners, with detailed information 
about and instructions for the task. This take-home procedure was chosen in 
order to avoid too lengthy listening sessions, and to enable the listeners to work 
on the task in several shorter periods as accurately as possible. 

The listeners were asked to evaluate the retold versions in terms of 
prominence (cf. chapter 5) ana phrasing (this chapter), on the basis of the speech 
signal only. They were asked to assign structure to the text, using conventional 
punctuation, on the assumption that in a written text, commas correspond to non-
final boundaries and periods correspond to final boundaries. To mark 
paragraphs, a double slash was used. The relation between punctuation and the 
discourse boundaries was not mentioned explicitly in the instructions in order not 
to influence the listeners in any way, but will be interpreted as such in the 
processing of the data. Furthermore, the listeners were asked to indicate 
prominence by underlining those words or word groups they perceived as being 
emphasized by the speaker. 

The verbatim transcription of each text without punctuation, paragraph 
indents, and capitals was used as an answer sheet. The listeners were asked 
explicitly to base their judgements on what they heard, rather than on the text in 
front of them. The listeners were paid for their participation, but only after a 
careful check by the author of this study as to the accuracy of the evaluation (in 
following the instructions). This resulted in the elimination of four evaluations, 
leaving twelve valid ones. The four eliminated evaluations were excluded 
because the listener either did not evaluate all eight speakers, or he/she did not 
fulfill all parts of the task (omitting prominence judgements and/or boundary 
marking), or he/she marked too few judgements to give reliable measurements. 

This method of evaluation was tested in a pilot-experiment; for details, see 
chapter 2. 
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4.2.4. Statistical analyses 

The data are presented in terms of number of occurrences, and are tested using 
analyses of variance. Since we are dealing with spontaneous speech, not all 
speakers produced an equal number of structures. Expected numbers are thus not 
equal for all categories, and statistical results should be interpreted with care. We 
do, however, want to be able to compare across speakers in order to make 
generalizations. Therefore, all data will also be presented as percentages or ratios 
relative to total numbers, to enable this comparison. 

4.3. Results of the listening experiment 

4.3.1. Listeners' judgements 

Each of the spoken versions, as produced by the eight speakers, was evaluated by 
all of the twelve listeners who participated in the listening experiment. For the 
processing of the results, the prosody-independent text-based discourse analysis 
(ISID, see chapter 2) of each of the eight retold versions was taken as a reference 
point. The perceptual judgements of the listeners were marked, specifying the 
exact place and type of each boundary, as well as the judgements for 
prominence. This resulted in one overview per speaker, in which it became clear 
which places in the discourse were marked with a certain kind of boundary, the 
type of boundary (boundaries) marked by the listeners, the number of listeners 
who marked the boundary, as well as which words were perceived as prominent 
by one or more listeners. For example, a marked boundary could have the 
following label: 5C;3S;1P, indicating that five listeners marked that point as a 
non-final clause boundary (C), three marked it as a sentence boundary (S), and 
one marked it as a paragraph boundary (P). The remaining three listeners 
apparently did not mark that boundary at all. The results thus obtained were used 
for further examination. 

Not all of the listeners marked paragraph boundaries in a systematic way. 
Only eight out of the total of twelve listeners marked paragraph boundaries at all. 
This means that for the 'non-final' and 'sentence final' boundaries the maximum 
number of judgements is twelve, whereas the maximum number of judgements 
for 'paragraph final' boundaries is only eight. 

4.3.2. Agreement among listeners 

An indication of how well the listeners agree in marking a certain boundary in 
the discourse can be obtained in the following way: For each perceived 
boundary, we checked the number of listeners, as well as the type of boundary 
perceived. We expected much more variance in the number of 'light' boundaries 
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(fewer listeners per boundary) than in the number of 'heavy' boundaries (more 
listeners per boundary; cf. also Swerts, 1997). In other words, we expected that 
the majority of the judgements would consist of judgements with lower values 
for 'non-final' boundaries, and with higher values for 'final' boundaries. 

In Table 4.2 frequency counts are given for the three types of boundaries 
"non-final', 'sentence final', and 'paragraph final'. The frequency shows how 
many listeners agree on a specific type of boundary, in other words, how many 
times a number of listeners marked a boundary as such. 'Value' refers to the 
number of listeners. We will take the judgements where at least ten (out of 12) 
listeners agree as the majority reference point. It should be noted, of course, that 
not every boundary is uniquely marked by the listeners as either 'non-final' or 
"sentence final' or "paragraph final'. Each boundary can be perceived as 'non-
final' by some listeners, while others judge it 'sentence final' or 'paragraph 
final'. This means that if a boundary is marked, for instance, by only two 
listeners as 'non-final', it can potentially have been perceived as 'sentence final' 
or 'paragraph final' by the other listeners (the majority). Each boundary is given 
a value corresponding to the number of listeners who marked that boundary. For 
instance, a value '5 ' and a percentage of '8.5' (see Table 4.2) for non-final 
boundaries means that 8.5% of all judgements is accounted for by judgements 
where five listeners (out of twelve) marked that boundary as non-final. 

Table 4.2 Frequency counts in percentage and cumulative percentage, broken down for 
discourse boundary ('Non-final', 'Sentence final', "Paragraph final') and for 
number of listeners per judgement ("Value'). 

Non-final (.) Sentence final (.) Paragraph final (II) 

Value Percentage Cumulative Percentage Cumulative Percentage Cumulative 

1 30.9 30.9 21.6 21.6 49.2 49.2 

2 19.1 50.0 13.3 34.9 19.0 68.3 

3 14.3 64.3 6.3 41.2 7.9 76.2 

4 11.2 75.5 8.0 49.2 3.2 79.4 

5 8.5 84.0 

5.6 89.6 

8.6 57.8 

5.3 63.1 

12.7 92.1 

6 

8.5 84.0 

5.6 89.6 

8.6 57.8 

5.3 63.1 3.2 95.2 

7 3.0 92.7 5.0 68.1 1.6 96.8 

8 2.6 95.3 3.7 71.8 3.2 100 

9 2.8 98.2 5.3 77.1 .. 
10 1.2 99.4 9.6 86.7 .. 

11 0.4 99.8 7.0 93.7 -
12 0.2 100 6.3 100 .. 

100% 100% 100% 
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The data clearly show that variability is high. A look at the 'non-final' 
boundaries (marked as commas by the listeners) reveals that about a third of all 
judgements concerns cases where only one listener marked a boundary. Cases 
where all 12 listeners agree are very rare: only 0.2%. Seventy-five percent of all 
judgements are covered by the cases where at most four listeners agreed. Cases 
where the majority of the listeners (here defined as ten out of 12) agree, do not 
even cover 2% of all judgements. This indicates that agreement is rather low (cf. 
also Bannert, 1993, 1995 for comparable results in a similar experimental setup). 

As for the 'sentence final' boundaries (marked as full stops), a somewhat 
different picture appears. Still, most judgements concern cases where only one 
listener is involved (21.6%). However, those cases where the majority of the 
listeners agree (at least ten) explains almost a quarter of all judgements (22.9%), 
which is considerably higher than for the 'non-final' boundaries. The 75% point 
lies where at most eight listeners agreed. These figures indicate a much higher 
agreement. 

Only eight listeners marked paragraph boundaries at all, the other four not 
even marking one single paragraph boundary. Therefore, the judgements as 
given by the eight listeners was counted as 100%, the majority reference point 
being taken where at least six listeners agree. Again, almost half of all cases 
concern judgements from only one listener. Only 8% of all judgements is 
explained by at least six listeners. The 75% point lies where at most three 
listeners agree. These figures indicate that variability is rather high for 
'paragraph final' boundaries. It is not clear why four listeners did not mark 
paragraph boundaries. The instructions were clear enough: an annotated sample 
was given in which was clearly indicated what they were expected to do. This 
suggests that the notion of 'paragraph' is related to written rather than to spoken 
text. One should recall that the part in the ISID-model that accounts for the 
location boundaries is taken mainly from RST (Mann & Thompson, 1988), a 
theory which is based on written text. 

In summary, the data indicate that variability among listeners is rather high, 
especially for the 'non-final' and the 'paragraph final' judgements. There is less 
variability for 'sentence final' judgements. 

4.3.3. Perceived discourse boundaries 

Information about the 'ambiguity' of certain boundaries shows how listeners 
perceive discourse boundaries. It also gives additional information about 
agreement among listeners. Boundaries where listeners marked 'non-finality' as 
well as 'sentence finality' and 'paragraph finality' are obviously more 
unanimous than boundaries where all listeners (who marked some kind of 
boundary) marked, for instance, 'sentence finality'. Each perceived boundary 
was classified as either 'non-unanimous' (i.e. not all listeners marked the same 
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type of perceived boundary) or "unanimous' (i.e. all listeners marked the same 
type of perceived boundary), and in the latter case the types of perceived finality 
was indicated. Table 4.3 presents the distribution of perceptually unanimous and 
non-unanimous boundaries, broken down for speaker. The term 'N&S' refers to 
the cases where both 'non-final' and 'sentence final' judgements were given, 
'S&P" to "sentence final' and 'paragraph final'judgements, and 'N&S&P' to all 
three types of perceived finality, 'N', 'S ' , and 'P ' refering to 'non-final', 
"sentence-final', and 'paragraph final' only, respectively. The combination 
'N&P' did not occur in our data. The last two columns present the total number 
of perceived boundaries compared to the total number of structural boundaries, 
ratios in parentheses. The number of structural boundaries per speaker here 
equals the total number of clause boundaries as determined by the discourse 
analysis. 

Table 4.3 Distribution of perceptually unanimous and non-unanimous boundaries, as well as 
total number of perceived and structural boundaries (ratio in parentheses), broken 
down for speaker (1-8) and for type of perceived finality. N&S = non-final and 
sentence final, S&P = sentence and paragraph final, N&S&P = non-final, sentence 
final, and paragraph final, N = non-final only, S = sentence final only, P = 
paragraph final only. 

Type Non-unanimous Unanimous Total 

Spkr N&S S&P N&S&P Total N S P Total Perceived Structural 

1 23 1 11 35 86 2 0 88 123(1.68) 73 
2 18 1 11 30 78 1 0 79 109(1.53) 71 
3 40 2 7 49 87 1 0 88 137(1.80) 76 
4 38 1 5 44 91 1 0 92 136(1.94) 70 
5 32 0 6 38 75 0 0 75 113(1.76) 64 

6 18 1 9 28 56 0 0 56 84(1.83) 46 
7 24 1 4 29 74 2 0 76 105(1.72) 61 

8 27 1 10 38 93 2 0 95 133(1.98) 67 

Total 220 8 63 291 640 9 0 649 940(1.78) 528 

As can be seen from Table 4.3, the total number of unanimous boundaries is 
always higher than the total number of non-unanimous ones. Furthermore, we 
see that within the group of non-unanimous boundaries, most cases concern the 
situation where listeners judged both non-final and sentence final boundaries 
(N&S). Fewer cases are concerned with judgements of all three types of finality 
('N&S&P'), and even fewer with judgements of both 'sentence finality' and 
'paragraph finality'. Within the group of unanimous boundaries, we see that 
there are no boundaries where only 'paragraph finality' is perceived, and only a 
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few with only 'sentence finality'. The majority of the cases concern judgements 
of'non-finality' only. In general, mostly non-final boundaries are perceived; one 
should note that there is of course a 'hierarchy' in the relative number of 
boundaries: more clause than sentence boundaries, and more sentence than 
paragraph boundaries, since paragraphs consist of sentences, which consist in 
turn of clauses. Comparing the total number of perceived boundaries to the total 
number of structural boundaries, we see that more boundaries are perceived than 
was expected on the basis of the discourse analysis (ratios above 1). This 
indicates that listeners also perceived boundaries clause internally, thus at places 
where on the basis of the discourse analysis no boundary is expected. 

These data, however, do not give any information about the relation between 
perceived and structural discourse boundaries. For those cases in the discourse 
where a perceived boundary coincides with a structural one (see Table 4.4), we 
are interested in finding out whether the perceived boundary is of the same type 
as the structural one. This can obviously not be checked in the cases where the 
perceived and structural boundaries do not coincide, as is the case for internal 
boundaries. We selected the places in the discourse where a perceived boundary 
coincided with a structural boundary. For each type of structural boundary 
(clause, sentence, or paragraph) we counted the number of times a non-final, 
sentence final, or paragraph final boundary was marked by the listeners. For 
example, if a structural clause boundary was marked by four listeners as 'non-
final', by two as 'sentence final', and by 1 as 'paragraph final', all seven 
judgements were taken into account. Table 4.4 shows the results. Ratios are 
given in relation to the total number of judgements per speaker. Note that Table 
4.3 presents the data for all structural and perceived boundaries, whereas Table 
4.4 presents a selection, i.e. only those cases where a perceived boundary 
coincides with a structural one (as far as place is concerned, not necessarily 
type). 

The data show that clause boundaries are mostly associated with 'non-finality'. 
Occasionally, clause boundaries are perceived as 'sentence final', but virtually 
never as 'paragraph final'. The situation for sentence boundaries is less clear. 
The listeners tend to perceive here both 'non-finality' and 'sentence finality'. 
'Paragraph finality' is perceived in relatively few cases. At the end of 
paragraphs, listeners perceive all three types of finality, but there is a slight 
preference for 'sentence finality'. One should recall that only few listeners 
marked this paragraph structure altogether. 

If we compare speakers, we see that some are more 'confusing' than others; 
this also depends on the type of boundary: the higher the number is in each 
column per boundary, the more different the judgements are that are given by the 
listeners, and boundaries become more confusing the heavier they are. Speaker 7, 
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for instance, is very clearly perceived as non-final for the clause boundaries 
(.27), but almost as often as non-final (.25) or sentence final (.21) for sentence 
boundaries, and also almost as as non-final (.09), sentence final (.09), or 
paragraph final (.06) for paragraph boundaries. The listeners were less certain 
about speaker 2, all three types of discourse boundaries being virtually always 
perceived as non-final and sentence final. However, across speakers, the same 
picture appears: mostly non-final boundaries were perceived, also on discourse 
boundaries where sentence or paragraph finality was the expected type of 
perceived boundary. 

Table 4.4 Number of occurrences of coinciding perceived and structural discourse boundaries 
(ratios in parentheses), broken down for perceived type of discourse boundary, and 
for speaker. N = non-final, S = sentence final, P = paragraph final. 

Clause Sentence 

Speaker N S P N S P 

1 38 (.36) 9 (.8) 0 14 (.13) 13 (.12) 2 (.02) 

2 37 (.33) 14 (.12) 0 17 (.15) 17 (.15) 5 (.04) 

3 36(32) 13 (.12) 0 20 (.18) 17 (.15) 2 (.02) 

4 39 (.36) 13 (.12) 0 18 (.17) 16 (.15) 3 (.03) 

5 36 (.34) 14 (.13) l(-) 15 (.14) 14 (.13) 1(.01) 

6 23 (.29) 6 (.08) 0 11 (.14) 11 (.14) 3 (.04) 

7 24 (.27) 2 (.02) 0 22 (.25) 19 (.21) 1 (.01) 

8 34 (.37) 3 (.03) 0 18 (.20) 11 (.12) 0(-) 

Total 267 (.33) 74 (.09) l(-) 135 (.17) 118(15) 17 (.02) 

Paragraph 
1 

Total Total 

Speaker N S P Judgements Boundaries 

1 8 (.08) 13 (.12) 10 (.09) 107 67 

2 8 (.07) 11 (.10) 4 (.04) 113 68 

3 7 (.06) 11 (.10) 6 (.05) 112 68 

4 4 (.04) 9 (.08) 6 (.05) 108 66 

5 10 (.10) 11 (.10) 4 (.04) 106 62 

6 7 (.09) 10 (.13) 7 (.09) 78 45 

7 8 (.09) 8 (.09) 5 (.06) 89 1 57 

8 11 (.12) 12 (.13) 3 (.03) 92 65 

Total 63 (.08) 85(11) 45 (.05) 805 498 



PROSODIC CHARACTERISTICS OF DISCOURSE BOUNDARIES 81 

The questions to be asked now are: On the basis of which acoustic cues did the 
listeners make their judgements? What made some listeners decide to mark a 
boundary as non-final, whereas this same boundary was marked as sentence final 
or paragraph final by others? This will be checked by looking at the acoustic 
details of both the waveform and the FO-contour. We will concentrate in this 
respect on boundary marking pitch movements and pauses, as presented in the 
hypotheses (section 4.1.5), while neglecting other aspects like (sentence) final 
lengthening. But first we will investigate how speakers make use of pausing and 
boundary tones to structure their message. 

4.4. Results of the acoustic measurements 

4.4.1. Introduction 

Speakers may use FO-variations to divide their discourse into smaller parts, and 
to indicate what the relation is between those parts. For this purpose boundary 
tones can be used: falling tones generally indicate finality, whereas rising or 
level tones indicate non-finality or continuation, at least for Dutch (cf. Swerts, 
1994; Blaauw, 1995). One of the complications is that a rising boundary tone 
may also coincide with a pitch accent, resulting in a word being acoustically and 
perceptually prominent, for instance in (monosyllabic) words with final lexical 
stress carrying a pitch accent on that stressed syllable and occurring at the end of 
a clause, but not at the end of a sentence. Thus, the rise of a pitch accent is 
followed by a rising tone instead of a fall. In such a case, we could speak of an 
'accent lending boundary tone', which would count as both a pitch accent and a 
boundary tone. This phenomenon is also described by Swerts (1994). Variations 
in FO need not necessarily be the only means available to the speaker to mark 
information structure (Ten Bosch, 1993a, 1993b; Streefkerk & Pols, 1996). 
Other means include, among others, durational variation, pausing, variations in 
intensity and in vowel quality. This section will focus on the FO-variations and 
on pausing. 

The location of boundary marking pitch movements and of acoustic pauses 
measured in the speech signal were related to the actual and perceived discourse 
structure on the one hand, and analyzed for specific acoustic details on the other 
hand. We will here present the data for the boundary marking pitch movements; 
the data for pitch accents will be presented in chapter 5. 

4.4.2. Locating boundary marking pitch movements 

It is not a straightforward task to locate boundary tones and pitch accents 
objectively in the speech signal, as it is, for instance, for acoustic pauses. In the 
latter case, one can simply look at the waveform and measure the pause durations 
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pretty much objectively, i.e. almost independent of any interpretation. In the 
former case, however, one has to do with changes in fundamental frequency, 
which are much more dependent on the interpretation of the transcriber. Ideally, 
one would like to have some computer algorithm which detects changes in the 
fundamental frequency of some sort and decides subsequently whether it is 
dealing with a boundary tone or an accent or not. If such an algorithm had 
existed, we would have used it in the present research. Since such a self 
operating algorithm does not (yet) exist for spontaneous speech (and the 
development of one lies outside the scope of the present research), the next best 
thing to do is to use intonation experts as a measuring instrument, since they also 
represent the knowledge on which such an algorithm could possibly be built (but 
see, for instance, Kießling et ai, 1994, 1996; Strom, 1995, for German). In the 
present research, we will use the judgements of Dutch intonation experts to 
obtain the location of pitch movements in our speech signal in an objective way. 
With all due respect, these intonation experts are 'reduced' to being a measuring 
tool. 

The location of boundary marking and accent lending pitch movements was 
obtained by presenting the spoken versions of the retold stories to eight Dutch 
intonation experts, and having them indicate FO-movements in the matching 
verbatim transcriptions. They were asked to determine where in the discourse the 
speaker had realized pitch accents and boundary marking pitch movements. They 
furthermore had to indicate whether the boundary marking movement was a high 
or a low tone. It was stated that they should pay attention to pitch movements 
specifically, leaving durational aspects out of consideration, for instance when 
marking realized boundaries. The eight retold versions were randomly ordered 
and distributed over the experts in such a way that each speaker was evaluated by 
three different experts. 

Six of the eight experts had a traditional IPO background. The two others had 
an autosegmental background. We do not think that this difference in 
background presents a problem for the present task, since in both approaches, the 
decision of whether a pitch accent (the general term) is realized can be made just 
by listening. The major difference between the two approaches is the issue 
whether a pitch accent is realized by means of (a combination of) movements 
(IPO approach) or as a tonal target (autosegmental approach). This issue will not 
be dealt with in this study. 

Since our main concern is not the strategies used by the intonation experts in 
determining pitch accents and boundary tones, we will 'summarize' the 
judgements in the following way: In order for a word to count as being accented, 
two out of three experts had to agree. The same criterion was set for boundaries, 
the type of boundary ('high' or 'low') being determined by the majority (at least 
two identical judgements on type). Expert judgements were consistent, in the 
sense that in the majority of the judgements for one speaker, all three experts 
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agreed on the location of a pitch accent or a boundary tone. In the event of a 
boundary being marked by two experts, but no decision could be made on the 
exact type of boundary (one marked it as "high' and one as 'low'), it was labeled 
'ambiguous'.' This resulted in one overview per speaker indicating the location 
of pitch accents and boundary tones.2 In this chapter we will focus on the 
boundary tones; pitch accents are discussed in chapter 5. 

4.4.3. Measuring procedures 

The speech files were digitized at a sampling rate of 48 kHz with 16-bit 
precision on a Silicon Graphics workstation and subsequently analyzed, using 
the speech editing program 'Praat' (Boersma, 1997). Pitch extraction was done 
automatically; default parameters as suggested by the algorithm were used (time 
step 0.01 sec, range 75-600 Hz, silence threshold 0.03). 

The original F0-contours were semi-automatically stylized, using both visual 
and auditory cues, in such a way that the original and the stylized version were 
as similar as possible (cf. 't Hart, Collier & Cohen, 1990). This was done by 
replacing the F0-contour with straight lines, which interpolate the labeled pitch 
points (the 'bend-points') in the contour. This stylization was done to correct 
octave jumps and to 'smooth' the contour, and does not pretend to actually be a 
'close copy stylization' in the sense that't Hart, Collier & Cohen would require. 
See chapter 3 for an example of a stylization. 

All boundary marking pitch movements occurring in the speech material 
were measured directly in the (stylized) F0-contour. Durational measurements 
were performed directly in the speech waveform. A description of the procedure 
of pause measurements can be found in chapter 3. The same measurements and 
data were used here. 

Information about the relation between structural and perceived discourse 
boundaries and the presence of acoustic pauses and boundary marking pitch 
movements was obtained in the following way: For each discourse boundary, 

1 Not all experts assigned high and low boundary tones using the same reference. In order to make 

the judgements comparable, a high boundary tone was defined as covering all instances of'high' or 

'non-low' boundaries, all instances of 'low' or 'non-high' boundaries were defined as low boundary 

tones. 
2 After performing the task, some experts commented that it was a difficult one to fulfill, 

especially those cases where a pitch accent and a boundary tone coincided on phrase final 

monosyllabic words. This confirms the experience by the author in an earlier 'pilot measuring 

session', on the basis of which it was decided to have intonation experts indicate the location of pitch 

accents and boundaries, and thus using them as a measuring instrument. The comments by the 

experts again confirm the difficulty of transcribing, or even interpreting, intonational features in 

spontaneous speech. 
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structural or perceived, we checked whether it was accompanied by a pause 
and/or a boundary tone. If so, we marked what type of pause (no pause, silent 
pause, including silences after lengthening, or filled pause) and/or boundary tone 
(none, high, low, ambiguous) occurred on what type of boundary (structural: 
clause, sentence, or paragraph; perceived: type of perceived finality, see below). 
The labeling thus obtained gave us the following information: 

• Type of discourse boundary at a specific point in the discourse: clause, 
sentence, and paragraph; 

• Type of perceived boundary at a specific point in the discourse: non-final 
(','), sentence final ('.'), or paragraph final ('//'); 

• Type and endpoint frequency of boundary tones, and type and duration of 
pauses on structural and on perceived discourse boundaries. 

The data will be presented both as number of occurrences and as mean 
frequencies or durations with standard deviations. The number of occurrences 
are intended as descriptions. Since the expected numbers per cell are not equal 
for all categories, statistical analyses are difficult to interpret for these data. 
Therefore, statistical analyses will be done on the raw data for frequencies and 
durations rather than on the observed numbers of occurrence. Analyses of 
variance are used, with frequency or duration as dependent variable, and speaker, 
boundary tone, pause type, perceived boundary, or discourse boundary type as 
fixed factors. Post hoc tests will be performed using Tukey's multiple 
comparisons, since in this procedure all the variance is taken into account. 

Section 4.4.4 will present the prosodie features of discourse boundaries 
determined in the discourse analysis, while section 4.4.5 will deal with the 
relation between perceived discourse boundaries and acoustic-prosodic features. 

4.4.4. Prosodie discourse boundaries 

4.4.4.1 Boundary tones 
First of all, we will look at the relation between the discourse structure and the 
boundary marking pitch movements. 

Table 4.5 shows the number of boundary marking pitch movements, broken 
down for speaker and for structural discourse boundary. 'H%' refers to high 
boundary tones ('continuation rises'), 'L%' refers to low boundary tones, and 
'B ' to ambiguous boundary tones (for 'boundary', i.e. no consensus about the 
type of boundary, only on the location of the boundary). 'Internal' boundaries 
cover the cases where a boundary tone was indicated in other places than at 
discourse boundaries, thus within a clause. The total number of expected internal 
boundaries cannot be given, since they can in principle occur between every two 
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adjacent words. For the other discourse boundary types, ratios are given of the 
number of realized boundaries relative to the number of structural boundaries. 
The number of structural (or expected) boundaries per speaker equals the total 
number of clause, sentence, and paragraph boundaries as determined by the 
discourse analysis. 

The data in table 4.5 show that, looking at the total numbers both across and 
within speakers, high boundary tones (H%) dominate. They are realized mostly 
at clause boundaries, less at sentence boundaries, and almost equally often at 
paragraph boundaries and clause-internally. Low boundary tones (L%) are 
almost equally often realized at sentence and at paragraph boundaries, and only 
occasionally at clause boundaries or clause-internally. 'Unidentified' boundaries 
('B', i.e. experts agreed only on the location of a boundary, not on its identity) 
occur mostly at sentence and at clause boundaries, and again only occasionally at 
paragraph boundaries or clause-internally. Relative to the total number of 
possible discourse boundaries that can be marked by a boundary tone ('N'), we 
see that 51% of all clause boundaries, 91% of all sentence boundaries, and 80% 
of all paragraph boundaries are marked by some kind of prosodic boundary tone. 
In total, 77% of all boundaries are marked. 

These findings are partially in accordance with our hypotheses. With respect 
to the low boundary tones, we predicted that they would occur at sentence and at 
paragraph boundaries, as is the case. High boundary tones, however, occur at all 
boundary types, thus also at sentence and paragraph boundaries. But, they are 
realized most often at clause boundaries, as was predicted. The fact that many 
high boundary tones also occur at sentence and at paragraph boundaries indicates 
that in the spontaneous retelling task, speakers do not mark finality as much as 
would be expected on the basis of the discourse structure. In a spontaneous 
monologue, a speaker might well produce high end tones at the end of each 
(sub)utterance, just to make sure that the listener keeps following the story, or 
simply as a form of feedback ('do you understand what I'm saying?'). 

Speaker differences were apparent. Looking at the total absolute number of 
boundaries realized through boundary tones per speaker, we see that speaker 2 
realized only 37 boundaries out of 71, whereas speaker 1 realized 66 out of 73. 
Comparing speakers relative to the ratio of realized boundaries, the data show 
that speaker 6 realized as many boundaries (46) as expected (47). Speakers 1 and 
5 also scored extremely high (around 90%). Speaker 2 realized only about half of 
all boundaries (52%) via boundary tones, whereas the other speakers all ranged 
between 64% and 86%. 

The data also show some striking aspects for the three types of discourse 
boundaries: clause, sentence, and paragraph. As stated above, clause boundaries 
were marked in 51% of the cases by means of a boundary tone. Speaker 6 scored 
extremely high in relation to this average (83%). The relative number of realized 
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sentence boundaries was much higher overall for all speakers (at least 70%, 
speaker 2). Some speakers realized at least as many boundaries as expected 
(speakers 1, 5, 6, and 8). For the paragraph boundaries, we see again high 
relative numbers, except for speaker 2 (not even 50%). 

A second element in the relation between boundary marking pitch movements 
and discourse structure is the question how exactly the boundary movements are 
realized in terms of acoustic features. For each boundary marking pitch 
movement, we measured the end point frequency directly in the intonation 
contour. Table 4.6 presents the mean end point frequency (ST, zero ST=100 Hz), 
broken down for boundary type and for speaker. Empty cells ('-') correspond to 
the cells with no observations in Table 4.5. 
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Table 4.5 Total number of discourse boundaries realized with a boundary tone (H%, L%, B; 
ratios in parentheses), broken down for speaker (1-8), and for type of discourse 
boundary (Internal, Clause, Sentence, and Paragraph). 

Internal N Clause N 

Speaker H% L% B Total H% L% B Total 

1 10 2 2 14 - 18 2 3 23 (.53) 43 

2 2 0 0 2 - 15 0 1 16 (.40) 40 

3 4 0 0 4 - 17 1 2 20 (.45) 44 

4 6 1 1 8 - 19 2 0 21 (.51) 41 

5 6 0 4 10 - 22 2 0 24 (.63) 38 

6 5 0 1 6 - 18 1 1 20 (.83) 24 

7 5 2 2 9 - 13 1 1 15 (.54) 28 

8 2 0 0 2 - 7 0 5 12 (.32) 37 

Total 40 5 10 55 - 129 9 13 151 (.51) 295 

Sentence N Paragraph N 

Speaker H% L% B Total H% L% B Total 

1 11 7 1 19(1.1) 17 2 8 0 10 (.77) 13 

2 11 0 3 14 (.70) 20 2 0 3 5 (.45) 11 

3 10 5 3 18 (.86) 21 4 4 0 8 (.73) 11 

4 10 4 2 16 (.84) 19 3 5 1 9 (.90) 10 

5 14 1 0 15(1.0) 15 9 1 0 10 (.91) 11 

6 11 1 0 12(1.0) 12 5 4 0 9 (.90) 10 

7 14 6 1 21 (.88) 24 5 3 0 8 (.89) .9 

8 11 0 7 18(1.0) 18 9 1 1 11 (.92) 12 

Total 92 24 17 133 (.91) 146 39 26 5 70 (.80) 87 

Total 

Speaker Realized Structural 

1 66 (.90) 73 

2 37 (.52) 71 

3 50 (.65) 76 

4 54 (.77) 70 

5 59 (.92) 64 

6 47(1.02) 46 

7 53 (.86) 61 

8 43 (.64) 67 

Total 409 (.77) 528 
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Table 4.6 Mean end point frequency as well as mean fundamental frequency (ST; standard 
deviations in parentheses), broken down for type of discourse boundary (Internal, 
Clause, Sentence, and Paragraph), for type of boundary tone (H%, L%, and B), and 
for speaker (1-8). 

Mean FO Internal Clause Sentence Paragraph All 

Speaker High boundary tone (H%) 

1 11.4(3.0) 18.8(3.7) 16.7(2.8) 17.5(4.1) 14.1 (7.0) 17.3(3.6) 

2 -2.2 (2.4) -0.1(1.3) 0.64(3.7) -1.2(3.2) -0.1(2.7) -0.1 (3.3) 

3 5.3(2.1) 8.0 (4.0) 8.9(3.6) 8.7(3.9) 8.6(5.8) 8.7(3.8) 

4 -0.5 (2.7) 1.8(3.8) 2.7 (3.4) 4.6(3.1) 4.2 (4.0) 3.2(3.4) 

5 11.2(2.0) 12.0(1.4) 14.0 (4.0) 15.0(2.6) 15.7(2.6) 14.3(3.3) 

6 2.5 (2.3) 5.1(4.1) 6.8 (4.2) 7.1 (4.3) 6.0(3.2) 6.6 (4.0) 

7 12.9(1.9) 16.4(2.9) 14.3 (2.3) 14.6(2.6) 15.0(3.1) 14.8(2.6) 

8 -2.2(1.5) -0.2(1.5) -0.3(1.6) 0.09(2.1) 0.1 (2.7) 0.0(2.1) 

Speaker Low boundary tone (L%) 

1 11.4(3.0) 7.5(0.7) 8.0(0.3) 6.4(5.3) 7.9(1.1) 7.3 (3.2) 

2 -2.2 (2.4) - - - - -
3 5.3(2.1) - 0.1 (-) 2.5 (2.8) 1.7(2.1) 1.9(2.3) 

4 -0.5 (2.7) -3.4 (-) -4.1 (0.1) -2.8(0.9) -0.9 (2.6) -2.3(2.1) 

5 11.2(2.0) - 8.3 (.01) 8.1 (-) 8.0 (-) 8.1 (0.1) 

6 2.5 (2.3) - 1.5 (-) 0.4 (-) -0.5 (0.4) 0.0 (0.9) 

7 12.9(1.9) 12.5 (2.4) 10.5 (-) 10.2(2.2) 9.0(1.0) 10.3 (2.0) 

8 -2.2(1.5) - - - -4.2 (-) -4.2 (-) 

Speaker Ambiguous boundary tone (B) 

1 11.4(3.0) 14.5(3.9) 7.8 (8.8) 12.1 (-) - 10.7(6.7) 

2 -2.2 (2.4) - -5.2 (-) -3.0(1.2) -4.1 (0.5) -3.8(1.1) 

3 5.3(2.1) - 2.9(0.2) 5.2 (0.6) - 4.3(1.3) 

4 -0.5 (2.7) -3.6 (-) - -2.4 (0.6) 0.8 (-) -1.9(1.9) 

5 11.2(2.0) 9.7(1.5) - - - 9.7(1.5) 

6 2.5 (2.3) 2.4 (-) 1.3 (-) - - 1.9(0.7) 

7 12.9(1.9) 13.1 (0.5) 12.8 (-) 12.4 (-) 12.8 (0.4) 

8 -2.2(1.5) - -2.8(1.3) -1.3(2.3) -0.8 (-) -1.8(2.0) 

These values can best be interpreted in relation to the average pitch level per 
speaker, as based on the stylized intonation contours. Taking the last column in 
table 4.6 as a reference point (value across boundaries), we see that high 
boundary tones are realized at a significantly higher pitch level than low 
boundary tones for each speaker. Standard deviations are on the whole higher for 
the high boundary tones. Ambiguous boundary tones ('B') are realized 
somewhere between the high and low boundary tones. Differences in realization 
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of the boundary tones were statistically significant (F(2,406)=55.6, p<0.01); post 
hoc tests showed that this is only true for high and low boundary tones, low 
boundary tones did differing from ambiguous boundary tones. Speakers also 
appeared to be statistically different in the realization of boundary tones 
(F(7,401)=57.6, p<0.01). The realizations of different discourse boundaries with 
a specific boundary tone (for instance, clause, sentence, and paragraph 
boundaries marked with a high tone) did not differ significantly (F(3,405)=0.441, 
p=.724). 

Post-hoc tests for the 'speakers' showed no significant differences between 
speakers I, 5, and 7 (all female), and between speakers 2, 4, and 8 (all male), and 
between speaker 3 (female) and 6 (male). This indicates a difference in sex of 
speaker, as was, of course, to be expected. The fact that no difference in acoustic 
realization was found between speakers 3 and 6 can probably be explained by the 
fact that female speaker 3's pitch was extremely low pitch in general, and was 
thus comparable to the highest speaking male speaker. 

Research by Bruce (1982) for read material in Swedish and Swerts et al. 
(1994) for spontaneous instruction monologues in Dutch suggest that there is a 
constancy in the end point frequency of speakers, which is equal to the bottom of 
the speaker's voice. Contours with high endings may vary much more in terms 
of realization. In our data, we find that low boundary tones are realized a few 
semitones higher than the minimum FO measured in chapter 3. Standard 
deviations for these L% are in general low, although this is not the case for all 
speakers. Our data show the same tendency as suggested by Bruce (1982) and 
Swerts et al. (1994), but more data would be needed to validate the findings. 

4.4.4.2. Pausing 
What is the relation between pauses and the marking of prosodic discourse 
boundaries? How are clause, sentence, and paragraph boundaries in spontaneous 
discourse marked by pauses? Before we answer these questions, we will again 
have a closer look at the structure of the discourse itself. 

Table 4.7 gives the distribution of different types of structural discourse 
boundaries marked with a pause. A distinction is made between silent pauses 
(including silences after lengthening) and filled pauses (hesitation sound plus 
surrounding silent intervals). Again, the number of structural boundaries per 
speaker equals the total number of discourse boundaries as determined by the 
discourse analysis. 

As Table 4.7 shows, discourse boundaries are clearly realized significantly more 
often with silent pauses rather than with filled ones. This is true for all speakers. 
We do see, however, a slight reflection of the pausing strategies per speaker as 
presented in chapter 3: if a boundary is marked by a filled pause, it is done by 
speakers 1 and 6, who were also the ones with a clear preference for filled 



90 C H A P T E R 4 

pauses. For more details on pausing strategies, see chapter 3. The percentage of 
boundaries realized with a pause relative to the total number per type of 
boundary across speakers, shows that clause boundaries are accompanied by a 
pause in 40%, sentence boundaries in 66%, and paragraph boundaries in 85% of 
the cases. This shows that heavier and more important boundaries are marked 
with a pause more often than lighter and less important boundaries, as was 
expected. 

Table 4.7 Total number of boundaries realized with or without a pause (Silent, Filled, or 
None), broken down for speaker (1-8), and for type of discourse boundary (Clause, 
Sentence, Paragraph). 

Clause N Sentence N 
Speaker Silent Filled Total Silent Filled Total 

1 16 1 17 (.40) 43 11 2 13 (.76) 17 
2 21 2 23 (.58) 40 12 0 12 (.60) 20 
3 17 0 17 (.39) 44 15 0 15 (.71) 21 
4 17 0 17 (.41) 41 16 0 16 (.84) 19 
5 15 0 15(39) 38 8 0 8 (.53) 15 
6 15 2 17 (.71) 24 10 1 11 (.92) 12 
7 4 0 4 (.14) 28 16 0 16 (.67) 24 
8 8 0 8 (.22) 37 6 0 6 (.33) 18 

Total 113 5 118(40) 295 94 3 97 (.66) 146 

Paragraph N Total 

Speaker Silent Filled Total Realized Structural 

1 8 3 11 (.85) 13 41 (.56) 73 
2 10 0 10 (.91) 11 45 (.63) 71 
3 10 0 10 (.91) 11 42 (.55) 76 
4 9 0 9 (.90) 10 42 (.60) 70 
5 9 1 10 (.91) 11 33 (.52) 64 

6 6 3 9 (.90) 10 37 (.80) 46 
7 7 0 7 (.78) 9 27 (.44) 61 
8 7 1 8 (.67) 12 22 (.32) 67 

Total 66 8 74 (.85) 87 289 (.55) 528 

Speaker differences within boundaries are apparent. If we compare the relative 
number of clause boundaries marked with a pause, we see that speaker 6 marks 
up to 71% of all boundaries, whereas speaker 7 marks only 14%. This difference 
is considerable. The same goes for the differences on sentence boundaries, which 
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range from marking only 33% of all sentence boundaries for speaker 8 to 92% 
for speaker 6. The marking of paragraph boundaries by means of pauses is 
somewhat less speaker-dependent (around 85%), although speakers 7 and 8 
deviate from the others in having lower ratios (.78 and .67, respectively). 

Table 4.8 below gives the mean durations in seconds for the silent and filled 
pauses realized at the various discourse boundaries, broken down for speaker. 
Standard deviations are given in parentheses. 

Table 4.8 Mean duration of silent and filled pauses in seconds (standard deviations in 
parentheses) realized at discourse boundaries, broken down for speaker. 

CI itise Sentence Paragraph 

Speaker Silent Filled Silent Filled Silent Filled 

1 .992 (.66) 2.657 ( - ) 0.838 (.56) 1.888 (.65) 1.592 (.94) 3.477 (.73) 

2 .903 (.62) 1.179 (.13) 1.507 (.98) 0 1.607 (.78) 0 

3 .685 (.39) 0 1.060 (.41) 0 1.335 (.56) 0 

4 .668 (.25) 0 0.698 (.28) 0 1.146 (.44) 0 

5 .605 (.33) 0 0.839 (.31) 0 1.047 (.55) 0.965 (—) 

6 .824 (.51) 1.629 (.33) 1.202 (.72) 4.839 (--) 1.954 (.61) 5.778(1.0) 

7 .363 (.11) 0 0.619(34) 0 0.627 (.22) 0 

8 .783 (.38) 0 0.796 (.45) 0 0.744 (.24) 1.581 (—) 

Mean .770 (.48) 1.655 (.62) 0.934 (.59) 2.872(1.76) 1.261 (.69) 3.889(1.99) 

The data show first of all that silent pauses are always shorter than filled ones. 
This is not surprising, since the filled pauses contain both silences and fillers 
('eeh'). This effect is significant (F(l,287)=47.66, p<0.01). Thus, pause 
durations for silent pauses are shortest at clause boundaries, a little longer at 
sentence boundaries, and still longer at paragraph boundaries. This effect also 
appeared to be statistically significant (F(2,286)=29.68, p<0.01). The effect of 
the speaker was also significant (F(7,281)=16.52, p<0.01). Interactions were 
significant as well. Post-hoc tests for speakers revealed that almost all speakers 
differed from each other. 

The relation between the strength of boundaries in a hierarchical discourse 
structure and increasing pause durations at those boundaries has been established 
before, see, for instance, Home et al. (1995) for Swedish, or Cahn (1992) for 
American English. 

The next section will look at the combined use of boundary tones and pausing 
in relation to the marking of structural discourse boundaries. 



92 C H A P T E R 4 

4.4.4.3. Boundary tones and pausing 
In this section, the combined use of boundary tones and pausing in relation to the 
prosodie marking of structural discourse boundaries will be investigated. For 
each discourse boundary we checked whether it was accompanied by a boundary 
tone and/or a pause. If so, we marked what type of boundary tone (high, low, 
ambiguous, or none) and/or pause (silent pause, including silences after 
lengthening, filled pause, or none) occurred at what type of discourse boundary 
(clause, sentence, or paragraph). Figures 4.1 and 4.2 below give the distribution 
of temporal and intonational strategies used by the speakers. Four strategies are 
possible to mark discourse boundaries: no tone & no pause, no tone & pause, 
tone & no pause, and tone & pause. The data are first presented for all speakers, 
followed by those for individual speaker strategies. (Table D.l in Appendix D 
gives the total number of discourse boundaries realized with a boundary tone 
and/or a pause, broken down for type of boundary tone and type of pause, for 
speaker, and for clause, sentence, and paragraph boundaries separately. Subtotals 
are given for each boundary type, as well as mean numbers.) 

The overall strategy can be described in the following way: The heavier the 
boundary, the more often both a boundary tone and a pause are used. Clause 
boundaries are in most of the cases not marked with any of the two prosodie 
events (38%; no tone, no pause). If a boundary is marked, it is mostly done by a 
pause (24%) or a tone (24%). Relatively few cases of clause boundaries are 
marked with both a boundary tone and a pause (15%). As for the sentence 
boundaries, only very few cases are not marked by any prosodie event (5%). A 
majority of the cases is marked with both a tone and a pause (38%). If only one 
prosodie cue is used, this is predominantly a tone (35%) rather than a pause 
(22%). Paragraph boundaries are always marked prosodically. That is, 
boundaries are always realized with either a pause (38%) or a boundary tone 
(11%) or both (51%). In most cases, they are marked with both cues. If only one 
cue is used, it is a pause rather than a boundary tone, contrary to what we saw for 
sentence boundaries. 

The strategies used by the individual speakers will now be discussed, in relation 
to this overall view of the prosodie marking of discourse boundaries. 

Figure 4.1 (All speakers) Distribution of prosodie events realized at various types of structural 
discourse boundaries, over speakers. 

Figure 4.2 (Speakers 1-8) Distribution of prosodie events realized at various types of structural 
discourse boundaries, broken down for speaker. 
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Clause boundaries show a rather similar pattern of behavior across speakers, 
except where speaker 7 is concerned. She is the only speaker never to use a 
pause alone to mark a clause boundary. She always uses a tone, occasionally 
accompanied by a pause. However, a majority of the clause boundaries are not 
marked by any prosodic event at all. 

As far as sentence boundaries are concerned, speakers 2, 3, and 7 are closest 
to the overall picture. Speakers 1 and 4 use the same strategies, and always mark 
sentence boundaries with either a boundary tone, a pause, or both. No boundaries 
are left prosodically unmarked. Speakers 5, 6, and 8 also use the same strategies, 
i.e. a boundary tone whether or not accompanied by a pause. 

Speaker 1 is closest to the overall picture for paragraph boundaries. Speakers 
2 and 3 are literally identical in their use of pausing alone or accompanied by a 
boundary tone. Speakers 4 and 6 are also identical in their use of a pause 
combined with a boundary tone as the only strategy to mark paragraph 
boundaries. Speakers 5, 7, and 8 use comparable strategies: boundary tone and 
pause, or only a boundary tone. None of the speakers leaves paragraph 
boundaries unmarked. 

An increasing use of temporal and intonational features can be observed 
across speakers as discourse boundaries become heavier. That is, the use of 
pauses, as the only cue or combined with a boundary tone, are used more often 
as the boundary becomes heavier. 
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Although the results seem to point in a certain direction, they should be 
interpreted with care, since the absolute number of occurrences ('N' at the 
bottom of each bar chart) is rather low for some speakers and for certain 
discourse boundaries. 

In the next section we will look at the relation between perceived discourse 
boundaries and acoustic-prosodic features, to determine what cues were 
important to the listeners in the perception of discourse boundaries. 

4.4.5. Relation with perceptual judgements 

So far, we have looked at the speaker-side, that is, the acoustic realization of 
discourse boundaries. Boundary marking pitch movements and pauses were 
analyzed to see to what extent the realized discourse boundaries matched with 
the structural boundaries as determined in the model of 'Information Structure In 
Discourse' (see chapter 2). We also wanted to know how listeners interpreted 
boundary tones and pauses in the perception of prosodie discourse boundaries. In 
other words, how do the perceived discourse boundaries match the realized 
prosodie cues by the speakers? 

For each perceived discourse boundary marked by at least one of the twelve 
naive listeners, we checked whether it was accompanied by a boundary tone 
and/or a pause, and when this was the case, we marked the type of boundary tone 
(high, low, or ambiguous) as well as the type of pause (silent or filled). 
Furthermore, for each perceived boundary, the perceptual boundary strength 
(PBS) was determined (cf. Sanderman, 1996). In Sanderman (1996) PBS is 
determined by having listeners judge the strength of the boundary between any 
two neighboring words in a sentence on a 10-point scale (cf. ToBI labeling). In 
the present study, we take the judgements by the naive listeners as a reference 
point. Perceptual boundary strength is computed here for each perceived 
discourse boundary, relative to the number of listeners and the type of perceived 
finality. Thus, at places where no discourse boundaries are perceived, no 
boundary strength is computed, or is considered to be zero. Since in this study 
we are mainly concerned with where discourse boundaries are perceived, this 
latter type of information is not necessary. 

The following formula determines PBS in our study: 

PBS = (number of non-final judgements * 1) + (number of non-final judgements * 1) 
(number of sentence final judgements • z.) i 
(number of paragraph final judgements * 3) 

Judgements for non-final boundaries receive 1 point, and sentence final 
boundaries receive 2 points. Sentence boundaries perceived also as paragraph 
boundaries receive an additional 3 points. These values were chosen to reflect 
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the weight of the boundaries: the weaker the boundary, the lower the value. As a 
consequence, given the 12 listeners, the maximum PBS value for non-final 
boundaries is 12, and for sentence final boundaries 24. Only eight out of twelve 
listeners assigned paragraph boundaries at all, so the maximum PBS for a 
paragraph final boundary is 48. PBS values were clustered into three groups: 
Weak (values 1-12, i.e. 12*1), Strong (values 13-24, i.e. 12*2), and Extra Strong 
(values 25-48, i.e. 12*2 + 8*3). 

4.4.5.1 Boundary tones 
Table 4.10 presents the relation between the acoustic realization of discourse 
boundaries in terms of FO-movements and the perceptual boundary strength. 
Since we are looking here at the perceptual side of discourse boundaries, the 
number of expected boundaries per speaker equals the total number of perceived 
discourse boundaries as determined by the naive listeners (as opposed to the 
previous section on the production of discourse boundaries). 

As in the realization of boundary tones (see Tables 4.5 and 4.6), high boundary 
tones also dominate in the relation to perceived discourse boundaries. High 
boundary tones (H%) are mostly realized at perceived weak boundaries 
(241/290=.83), less at perceived strong boundaries (80/114=.70), and only 
occasionally at perceived extra strong boundaries (15/43=.34). Low boundary 
tones (L%) are realized mostly at extra strong boundaries (27/43=.63), and less 
at perceived strong (25/114=22) and weak (21/290=07) boundaries. Ambiguous 
boundary tones (B) are mostly realized at perceived weak boundaries 
(28/290=. 10), less at perceived strong boundaries (9/114=08), and rarely at extra 
strong boundaries (1/43=02). These data confirm the hypothesis that heavier 
boundaries (perceived as 'strong' and as 'extra strong') are realized with low 
boundary tones, whereas shallower boundaries (perceived as 'weak') are realized 
with high boundary tones. 

In relation to the total number of perceived boundaries (see Table 4.3), we see 
that in general few boundaries (47%) are perceived that are realized with a 
boundary marking pitch movement. Apparently, boundary tones are not the main 
cue for listeners in the perception of discourse boundaries. However, speaker 
differences are also apparent. For all speakers less boundaries were perceived 
than were expected, percentages varying from 32% (speaker 2) to 54% (speaker 
6). 
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Table 4.10 Total number of perceived boundaries per boundary tone (H%, L%, B), broken 
down for speaker (1-8) and for perceptual boundary strength (weak, strong, and 

extra strong). 

Weak N Strong N 

Speaker H% L% B Total H% L% B Total 

1 33 6 5 44 (.44) 98 5 7 1 13 (.86) 15 

2 20 0 2 22 (.26) 84 5 0 4 9 (.52) 17 

3 27 1 1 29 (.27) 105 16 4 3 23 (.92) 25 

4 41 5 5 51 (.43) 117 11 3 1 15 (.88) 17 

5 35 2 4 41 (.41) 99 11 1 0 12(1.0) 12 

6 24 1 2 27 (.41) 65 11 0 0 11(1.0) 11 

7 27 3 4 34 (.39) 87 8 6 0 14(1.0) 14 

8 34 3 5 42 (.39) 107 13 4 0 17(1.0) 17 

Total 241 21 28 290 (.38) 762 80 25 9 114 (.89) 128 

Extra strong N Total 

Speaker H% L% B Total Realized Perceived 

1 2 6 0 8 (.80) 10 65 (.52) 123 

2 3 0 1 4 (.50) 8 35 (.32) 109 

3 1 6 0 7(1.0) 7 59 (.43) 137 

4 0 1 0 1 (.50) 2 67 (.49) 136 

5 1 1 0 2(1.0) 2 55 (.48) 113 

6 3 5 0 8(1.0) 8 46 (.54) 84 

7 1 3 0 4(1.0) 4 52 (.49) 105 

8 4 5 0 9(1.0) 9 68 (.51) 133 

Total 15 27 1 43 (.86) 50 447 (.47) 940 

4.4.5.2. Pausing 
What is the influence of pauses on the perception of discourse boundaries? How 
important are pauses in this respect? Previous research has shown that full 
prosodie boundaries include both boundary marking pitch movements and 
pauses (cf. Blaauw, 1995). In this section, we will look at the effect of acoustic 
pauses in spoken discourse on the perception of final and non-final discourse 
boundaries by listeners. 

Table 4.11 presents the total number of pauses in relation to perceptual 
boundary strength, broken down for speaker and for type of pause. The number 
of expected boundaries per speaker equals the total number of perceived 
discourse boundaries as determined by the naive listeners. 
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As for the structural discourse boundaries discussed above, we see that a silent or 
unfilled pause is the predominant type of pausing. In absolute numbers, silent 
pauses are mostly associated with boundaries perceived as weak, less with those 
perceived as strong, and even less with those perceived as extra strong. Relative 
to the total number of pauses, however, silent pauses are mostly realized at 
strong boundaries (109/115=94), less at weak boundaries (286/354=80), and 
even less at extra strong boundaries (37/50=74). Looking at the filled pauses in 
relation to perceived finality, we see that they are mainly realized on boundaries 
perceived as extra strong (13/50=26). Furthermore, if a perceived boundary is 
realized with a filled pause, it is mainly done by speakers 1 and 6. These data 
again reflect the overall pausing strategy per speaker as presented in chapter 3. 
Perceived weak boundaries are in 46% realized with a pause, 'strong' boundaries 
in 89%, and 'extra strong' boundaries in all cases (100%). 

The data presented in this table (4.11) concern the perceived boundaries 
accompanied by a pause. Comparing the selection here to the total number of 
perceived discourse boundaries per speaker (the last two columns, 'realized' vs. 
'perceived'), we see that not all boundaries are accompanied by a pause. 
Percentages range from 45% (speaker 7) to 71% (speaker 6). On the whole, 
around half of all perceived boundaries are realized with a pause (55%). The 
presence of an acoustic pause is thus not in itself decisive for the listeners as a 
cue to the perception of discourse boundaries. As we have seen in the preceding 
section, perceived boundaries were in 47% accompanied by a boundary tone. 

Pausing is thus apparently slightly more important than boundary marking pitch 
movements in the perception of discourse boundaries, but neither of the two is 
highly prominent. Daly-Kelly (1995), in a study on human/machine dialogue, 
finds that pause intervals may code syntactic information, in demarcating 
information bearing units. This strategy may help listeners in distinguishing the 
essential parts in the discourse as well, and is thus an important factor in their 
perception of (heavier) discourse boundaries. 

In the next section, we will look at the combination of boundary tones and 
pausing in relation to perceived discourse boundaries. 
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Table 4.11 Total number of pauses occurring at perceived boundaries, broken down for speaker 
(1-8), for type of pause (Silent or Filled) and for boundary strength (Weak, Strong, 
and Extra strong), as well as total number across speakers. 

Weak N Strong N 

Speaker Silent Filled Total Silent Filled Total 

1 35 15 50 (.51) 98 13 1 14 (.93) 15 
2 44 3 47 (.55) 84 15 1 16 (.94) 17 
3 45 3 48 (.45) 105 22 0 22 (.88) 25 
4 43 3 46(39) 117 15 1 16 (.94) 17 
5 37 1 38(38) 99 11 1 12(1.0) 12 
6 27 14 41 (.63) 65 10 1 11(1.0) 11 
7 28 3 31 (35) 87 13 0 13 (.92) 14 

8 41 14 55(51) 107 16 1 17(1.0) 17 

Total 286 68 354 (.46) 762 109 6 115 (.89) 128 

Extra strong N Total 

Speaker Silent Filled Total Realized Perceived 

1 5 5 10(1) 10 74 (.60) 123 

2 8 0 8(1) 8 71 (.65) 109 

3 7 0 7(1) 7 77 (.56) 137 

4 2 0 2(1) 2 64 (.47) 136 

5 2 0 2(1) 2 52 (.46) 113 

6 4 4 8(1) 8 60 (.71) 84 

7 4 0 4(1) 4 48 (.45) 105 

8 5 4 9(1) 9 81 (.60) 133 

Total 37 13 50(1) 50 521 (.55) 940 

4.4.5.3. Boundary tones and pausing 
As was the case for the structural discourse boundaries, we checked for each 
perceived boundary whether it was accompanied by a boundary tone and/or a 
pause. If so, we marked what type of boundary tone (high, low, ambiguous, or 
none) and/or pause (silent pause, including silences after lengthening, filled 
pause, or none) occurred at what strength of perceived boundary (weak, strong, 
or extra strong). Figures 4.3 and 4.4 below give the distribution of temporal and 
intonational strategies used by the speakers at places where discourse boundaries 
were perceived. Again, four strategies may have been used by the speakers as 
possible cues for the listeners: no tone & no pause, no tone & pause, tone & no 
pause, and tone & pause. As for the discourse boundaries, the data are first 
presented for all speakers combined, followed by those for individual speaker 
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strategies. (Table D.2 in Appendix D gives the total number of perceived 
boundaries realized with a boundary tone and/or a pause, broken down for type 
of boundary tone and type of pause, for speaker, and for weak, strong, and extra 
strong boundaries separately. Subtotals are given in the figures for each type of 
perceived boundary, as well as mean numbers.) 

All speakers 

weak strong 

Perceived boundary 

extra 

Prosodic event 

l ^ T o n e , no Pause 

t= |noTone, no Pause 

fflTone, Pause 

§§noTone, Pause 

Figure 4.3 (All speakers) Distribution of prosodic events realized at various types of perceived 
discourse boundaries, over speakers. 

The general tendency seen in this overall figure is that the heavier the perceived 
boundary, the more cues seem to be used by the speaker, thus the more boundary 
tones as well as pauses are realized. Perceived weak boundaries are in a majority 
of the cases not marked by any prosodic event at all (no boundary tone, no 
pause; 30%). The main prosodic strategy used by the speakers at weak 
boundaries seems to be the realization of only a pause (27%) or a boundary tone 
(28%). The use of both boundary tones and pauses is relatively small (15%). 
Boundaries perceived as strong are in the vast majority realized with both a 
pause and a boundary tone (77%), and virtually never without any prosodic event 
(1%). Perceived strong boundaries are also realized with only a pause (12%) or a 
boundary tone (10%), but this strategy is used rarely. Boundaries perceived as 
extra strong are realized with at least a pause (19% with only a pause). In the 
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majority of the cases, a boundary tone is also realized (81%). No extra strong 
boundaries are perceived where no prosodie event is realized, or where only a 
boundary tone is realized. 

Speaker differences relative to perceived boundaries are presented in Figure 
4.4. The differences will be discussed per boundary type. 

Figure 4.4 (Speakers 1-8) Distribution of prosodie events realized at various types of perceived 
discourse boundaries, broken down for speaker. 

c 
o 

Speaker 1 - female 

Prosodie event 

Tone,no Pause 

no Tone, no Pause 

Tone, Pause 

no Tone, Pause 

weak strong 
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extra 
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Speaker 2 - male 
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Q. 

Speaker 4 - male 

weak strong 
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O) 
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Speaker 8 - male 

Prosodie event 

Tone, no Pause 

no Tone, no Pause 

Tone, Pause 

no Tone, Pause 

weak strong 

Perceived boundary 

extra 

As for the weak boundaries, we see no important differences between the eight 
speakers. They all have about the same distribution of strategies. Percentages are 
also comparable. 

Much more variation can be seen for the strong boundaries. Speakers 1,3, 
and 4 are closest to the overall picture. Speakers 5, 6, and 8 show identical 
behavior, i.e. all boundaries perceived as strong are realized with both a 
boundary tone and a pause, and this is the only strategy used for this type of 
boundary. Speaker 2 is the only speaker for whom strong boundaries are 
perceived that were not realized with any prosodie event. Speaker 7 is very 
'intonational' in the sense that her boundaries perceived as strong are always 
realized with a tone, and occasionally also with a pause. 

Boundaries perceived as extra strong show less variation than those 
perceived as strong. Speakers 1 and 2 are closest to the overall picture. Speakers 
3, 5, 6, 7, and 8 show identical behavior in that they always prosodically mark 
perceived extra strong boundaries and only with both a boundary tone and a 
pause. Speaker 4 uses mainly pauses, and is in that respect rather 'temporal'. 

Furthermore, we see that speaker 2 shows an increasing use of temporal and 
intonational features as perceived boundaries become heavier. That is, pauses, 
alone or in combination with a boundary tone, are used relatively more and more 
often. This can to a certain extent also be observed for speaker 1. The other 
speakers do not show such a clear picture. 
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As was the case for the structural discourse boundaries, the results show 
some clear speaker strategies in the prosodic cues used for boundary perception. 
However, generalizations should be made with care, since the absolute number 
of occurrences is fairly low, especially for the boundaries perceived as 'extra 
strong'. 

The next section will discuss the data presented so far. 

4.5. Discussion and conclusions 

In this section, we will try to answer the questions posed in the introduction of 
this chapter, and to see to what extent we are able to confirm our hypotheses. 
The research questions were the following, here re-formulated specifically with 
respect to intonational and temporal aspects: 

• How do speakers use boundary marking pitch movements and pausing, or 
the combination of both, to mark discourse structure? 

• How are these cues used and combined in terms of (speaker-dependent) 
strategies? 

• How do listeners use boundary marking pitch movements and pausing, or 
the combination of both, in the perception of discourse structure? 

We hypothesized that boundaries are realized and perceived at the major 
transition points in the discourse, i.e. between clauses, sentences, and 
paragraphs. At these transition points, speakers may signal non-finality or 
finality. We furthermore hypothesized that non-finality is signaled by the speaker 
by means of (shorter) pauses and/or boundary marking pitch movements, and 
that finality is signaled by (longer) pauses and/or pitch movements. As for the 
perception of boundaries, internal boundaries were expected to be perceived as 
non-final; clause boundaries are also perceived as non-final if they are not the 
last one in a sentence or a paragraph, otherwise they are perceived as final: 
sentence final if they close a sentence, and paragraph final if they close a 
paragraph. Boundaries between paragraphs are expected to be perceived as 
paragraph final, also since they are heavier. Our main findings can be 
summarized as follows. 

Structural discourse boundaries are realized at the major transition points in the 
discourse. Boundaries between clauses, sentences, and paragraphs, as indicated 
by the objective discourse analysis, are marked with acoustic-prosodic cues by 
the speaker. However, internal boundaries may be acoustically marked as well, 
mainly by clause internal boundary tones. Discourse boundaries are mostly 
realized as non-final in our material, even if the discourse analysis predicts a 
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final boundary; only occasionally are they realized as final. The pitch excursion 
expressed in ST for high and low boundary tones were statistically significant. 
However, the use of a high boundary tone in the realization of different types of 
discourse boundaries was not significant. 

Clause boundaries are marked by the speakers with silent pauses rather than 
filled pauses, as well as with high boundary marking pitch movements. Half of 
all non-final clause boundaries are marked with a boundary marking pitch 
accent, while only 40% is marked with a pause. These findings are in accordance 
with earlier experiments and results for Dutch (Van Donzel, 1996a; Blaauw, 
1995). Pauses occurring at clause boundaries are significantly shorter than those 
occurring at other types of boundaries, as was expected. High boundary tones are 
realized at a significantly higher pitch level than low boundary tones, as was 
predicted. 

Sentence final boundaries are realized with longer silent pauses, as was 
predicted. However, contrary to the hypothesis that this type of boundary is 
marked with low boundary tones, they are mostly realized with high boundary 
tones. Almost all sentence final boundaries (91%) are marked with some kind of 
boundary tone, while only 66% is marked with a pause. 

This same picture is visible for paragraph final boundaries: pauses occurring 
at this type of boundary are even longer, and high boundary tones are used rather 
than low boundary tones. Eighty percent of all boundaries is marked with a 
boundary tone, 85% being marked with a pause. 

As far as the combined use of pausing and boundary tones is concerned, the 
overall strategy is that the heavier the boundary, the more often both prosodie 
cues are used. For clause boundaries, speakers use either a pause or a boundary 
tone, and only occasionally both cues. A majority of the sentence boundaries, 
however, is marked with both a tone and a pause. If speakers realize sentence 
boundaries with only one prosodie cue, this is more often a boundary tone than a 
pause. Paragraph boundaries are always marked prosodically, in most cases even 
with a pause as well as with a boundary tone. Contrary to sentence boundaries, if 
a paragraph boundary is marked with only one cue, it is a pause rather than a 
boundary tone. 

Speakers may differ in the way they use prosodie means to mark discourse 
boundaries. These differences do not seem to be related to the sex of the speaker, 
and can thus be regarded as individual speaker differences. As boundaries to be 
marked become heavier, differences seem to be larger. Speakers behave rather 
similarly in marking clause boundaries (only one speaker is really 'temporal' in 
that she always uses at least a boundary tone). Three main strategies can be 
observed for marking sentence boundaries: a) boundary tone, pause, or both 
(speakers 1 and 4), b) boundary tone, whether or not accompanied by a pause 
(speakers 5, 6, and 8), and c) boundary tone and pause, i.e. the general picture as 
described above (speakers 2, 3, and 7). For paragraph boundaries, the following 
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strategies are used: a) pause, whether or not accompanied by a boundary tone 
(speakers 2 and 3), b) always and only pause and boundary tone (speakers 4 and 
6), and c) boundary tone and pause, or only boundary tone (speakers 5, 7, and 8). 
Speaker 1 is the 'average speaker', being comparable to the general picture. 

Perceived discourse boundaries are first of all mostly judged as non-final, also at 
places where a sentence finality or paragraph finality is expected on the basis of 
the discourse analysis. If a boundary is perceived as sentence final, it is at a 
structural sentence or paragraph boundary. Paragraph final judgements are 
virtually always perceived at structural sentence or paragraph boundaries. 
Perceived discourse boundaries are realized with a pause more often than with a 
boundary marking pitch movement. Boundaries perceived as weak are in 38% of 
the cases accompanied with a boundary tone, and in 46% with a pause. Strong 
boundaries are realized with both a boundary tone and with a pause in 89% of 
the cases. Extra strong boundaries are 86% of the time realized with a boundary 
tone and in 100% with a pause. Weak and strong boundaries are predominantly 
marked with high boundary tones, whereas extra strong boundaries are marked 
by low boundary tones. All three boundary types are marked with silent pauses 
rather than filled ones. 

The combined use of pauses and boundary tones in relation to perceived 
boundaries showed that the heavier the perceived boundary, the more cues were 
used by the speaker, thus the more both boundary tones and pauses were 
realized. Boundaries perceived as weak boundaries, if prosodically realized at all, 
were realized with only a pause or a boundary tone. In fewer cases both prosodie 
cues were realized at this type of perceived boundary. Perceptually strong 
boundaries were predominantly realized with both a pause and a boundary tone 
by the speakers. Occasionally, they were realized with only a pause or a 
boundary tone. Boundaries perceived as extra strong are always realized with a 
pause, and in the majority of the cases also with a boundary tone. 

The main cues used by the listeners in the perception of discourse boundaries 
can be described as follows: For weak boundaries, no difference in strategy can 
be observed in the acoustic behavior of the speakers. That is, listeners made use 
of the same prosodie cues for all speakers. For perceived strong boundaries, 
however, we do see differences in prosodie strategy used by the speaker: a) 
boundary tone and pause as the only means (speakers 5, 6, and 8), b) always 
boundary tone, occasionally with a pause (speaker 7, i.e. an 'intonational' 
speaker), and c) boundary tone and pause, but also only boundary tone or pause 
(speakers 1, 3, and 4), i.e. the strategy comparable to the average picture. 
Speaker 2 is the only speaker who did not mark prosodically some of the 
perceived strong boundaries. Extra strong boundaries show rather clear 
strategies: a) always and only with both a boundary tone and a pause (speakers 3, 
5, 6, 7, and 8), b) pauses as main cue (speaker 4, i.e. a 'temporal' speaker). 
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Speakers 1 and 2 are comparable to the general picture, in that they use mainly a 
pause and a boundary tone, but not as the only strategy. 

The summary of the intonational and temporal cues used by the speakers to mark 
structural discourse boundaries and by the listeners to detect perceived discourse 
boundaries is given as an overview in Table 4.12. 

Table 4.12 Summary of the intonational and temporal cues used by the speakers to mark 
structural discourse boundaries (Internal, Clause, Sentence, Paragraph) and by the 
listeners to detect perceived discourse boundaries (Weak, Strong, Extra strong). 

Intonational Temporal Combined 

Marked Tone Marked Pause Tone & Pause 

Internal -- high -- --
Structural Clause 51% high 40% short none, tone or pause 

Sentence 91% high 66% longer tone and pause 

Paragraph 80% high 85% longest tone and pause 

Weak 38% high 46% silence none,tone or pause 

Perceived Strong 89% high 89% silence tone and pause 

Extra strong 86% low 100% silence always at least pause 

Going back to our hypotheses, we can conclude for the structural boundaries that 
clause boundaries, if marked at all, are indeed realized with a high boundary tone 
or a pause. However, they are rarely marked with both prosodie cues. Sentence 
boundaries are not usually marked only with a low boundary tone as was 
expected, but mostly with a high boundary tone. The occurrence of a pause at 
this location was as expected. Paragraph boundaries are, contrary to our 
hypothesis, marked with a high boundary tone instead of a low one. The 
presence of a pause was again as expected. 

With regard to the perceived boundaries, we can conclude that in the 
perception of weak boundaries (i.e. 'non-final'), listeners made use mostly of 
other, probably lexical, cues than the ones investigated in the present study, since 
most of these boundaries were not realized with a boundary tone or a pause. This 
issue obviously needs further investigation. But, if they did make use of prosodie 
cues, these were, as expected, a high boundary tone or a pause. For the 
perception of strong boundaries (i.e. 'sentence final'), listeners made use of high 
boundary tones and pauses. We expected low boundary tones, but as has been 
stated above, speakers did not use this type of boundary tone to mark boundaries. 
As for boundaries perceived as extra strong, listeners made use mainly of 
pausing, since all perceived boundaries of this type were realized by the speaker 
with at least a pause. However, if listeners made use of boundary tones, this was 
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in most cases a low boundary tone. This is noteworthy, since paragraph 
boundaries are predominantly realized with high boundary tones. Apparently, the 
occasional presence of a low tone is what influences listeners' perception of 
extra strong boundaries. 

Thus, in spontaneous discourse in Dutch, represented by retold stories in the 
present study, shallower boundaries are marked less often than heavier ones. 
Furthermore, if a boundary is marked, it is predominantly realized with high 
boundary tones, irrespective of the 'weight' of the boundary. Pauses are realized 
mainly on heavier boundaries. Listeners make use of pauses rather than 
boundary tones to detect the structure of a spontaneously spoken discourse. The 
heavier the perceived boundary, the more this pausing cue is important. For the 
perception of extra strong boundaries, low boundary tones are decisive as well. 

The structure of spoken discourse does not consist of boundaries alone. The 
information structure, in terms of given and new information, is a crucial aspect 
as well. The prosodie realization of focal structure will be dealt with in the next 
chapter. 





Prosodie characteristics of focal 
structure* 

Abstract 

In this chapter we will discuss the acoustic and perceptual features of focal 
structure in spontaneous speech. The focal structure of the material was first 
determined independently of prosody, based on verbatim transcriptions of the 
retold stories. Next, twelve listeners marked perceived prominence in the 
transcriptions. Then the location of pitch accents in the same stories was 
determined by experts on an auditory basis. Acoustic-prosodic measurements 
were performed in order to analyze the realization of pitch movements in 
relation to focal structure. 

The aim of the study was to investigate the acoustic-prosodic means available 
to the speaker to signal information structure in discourse, in other words: How 
do speakers signal important information in spontaneous discourse, and how do 
listeners use these cues, given by the speakers, to perceive information 
structure? 

Results show a tendency for 'new' information to be accented more often 
than 'given ', but pitch accents seem no to be the only cue used by listeners in the 
perception of prominence. The role of pausing as a marker of information 
structure was relevant in relation to 'discourse markers ', but was of less 
importance in the marking of information status. 

Parts of this chapter appeared in Van Donzel (1994 and 1997) and in Van Donzel & Koopmans
van Bemum (1995a, 1995b, 1997a, and 1998). 
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5.1. Introduction 

5.1.1. Information structure 

Spoken discourse generally contains information with various types of'newness' 
or 'givenness' to the listener. Information that is new to the discourse and to the 
listener has to be put in focus, and will generally be realized in a prominent way, 
e.g. with a pitch accent. Information that has already been mentioned previously 
will generally not be as prominent (see also chapter 2). In this way, the speaker 
may give instructions to the listener as to where he/she should pay attention, in 
other words, which parts of the discourse are important. See chapter 2 for a 
complete overview. 

However, the binary distinction between either given or new is possibly not 
sufficient to cover all types of information in spontaneously occurring discourse. 
Very often, speakers refer to entities which were not explicitly mentioned in the 
previous discourse, but which are nonetheless active in the discourse context of 
the listener. For instance, when someone is telling a story about taking a bus to 
go into town, the concept 'driver' would probably not be treated as new 
information by the listener, since he/she knows that buses generally have drivers. 
Thus, the listener is able to infer certain parts of the discourse on the basis of 
his/her knowledge of the world on the one hand, or on the basis of the previous 
discourse context on the other. This type of inferrable information is quite 
common in everyday conversation. Up to now, some research has been done on 
this specific type of information, both from a linguistic and a phonetic point of 
view (Birner, 1994a, 1994b, to appear; Caelen-Haumont & Bessac, 1997; Brown 
et al., 1980). These studies used languages such as English or French, but so far, 
no studies for Dutch have been undertaken including this specific type of 
information. 

5.1.2. Accent lending pitch movements and pausing 

One of the means available to the speaker to mark important information is the 
use of accent lending pitch movements. This means is generally assumed to be 
the primary cue in both the realization and perception of essential information. 
Earlier findings for Dutch (e.g. Blaauw, 1995; Van Donzel & Koopmans-van 
Beinum, 1997a) found that in spontaneous speech pitch accents are mainly 
realized as 'pointed hats' rather than 'flat hats', using the terminology defined in 
the Grammar of Dutch Intonation ('t Hart, Collier & Cohen, 1990). A 'pointed 
hat' consists of an accent lending rise immediately followed by a fall on the 
same syllable. A 'flat hat' consists also of an accent lending rise followed by an 
accent lending fall, but in this case the fall is realized on a subsequent syllable. 
Several syllables or words may span the two movements in the latter case. 
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The anchor point of the pitch movement in the word is in principle that 
syllable that bears lexical stress (see, for instance, Sluijter, 1995). However, for 
contrastive reasons, a non-stressed syllable may carry the pitch accent. 

Traditionally, the given/new distinction is closely related to the issue of 
accent placement (Baart, 1987; Nooteboom & Kruyt, 1987). The general 
assumption is that new information is put in focus and thus receives a pitch 
accent, whereas given information is put out of focus and subsequently does not 
receive a pitch accent. On the other hand, the claim is that pitch-accented 
information is necessarily in focus, while non-accented information is not. 

In this thesis we will break this circularity by determining the information 
status of words in the discourse first independently of any acoustic features (see 
chapter 2). The relation between information structure and accentuation will thus 
be investigated on objective grounds. The general expectation is that information 
that is essential to the content of the message can be regarded as a potential 
landing site for pitch accents. 

Another means available to the speaker to signal important information is 
pausing. Clause internal pauses (i.e. not realized at a structural discourse 
boundary, cf. chapter 4) are said to be mainly realized before highly informative 
words (Goldman Eisler, 1968; Blaauw, 1995). Pausing at this point is useful for 
both the speaker and the listener: the speaker may use the pause to determine the 
way in which he/she wants to continue, whereas it is a signal for the listener that 
something important is to be uttered. A speaker may also introduce a pause for 
more functional reasons, for instance to build up the tension or to make listeners 
have specific expectations about the rest of the telling. Clause internal pauses 
may thus reflect the speaker's strategy in the formulation of the message, in that 
the fewer internal pauses used by the speaker, the more he/she is sure about what 
to say. The use of pauses in this connection may thus very well be a speaker-
dependent feature, related also to the performance as a speaker. 

5.1.3. Other acoustic-prosodic cues 

Variations in FO and pausing need not, of course, be the only means available to 
the speaker to mark discourse structure in general and focal information more 
specifically. Other means include, among others, variations in intensity and 
spectral tilt, and in vowel quality. 

Research by Sluijter (1995) has shown that variations in intensity and spectral 
tilt had a significant effect on the distinction between lexical stress and accent, in 
the sense that 'spectral balance is an acoustic correlate of stress [...] irrespective 
of accent' (p. 67) accent referring here to the focused, i.e. pitch-accented, part in 
the sentence, and thus to the essential information. These measures are, however, 
not very useful so that they need not be included in the present research. In order 
to obtain reliable measures for intensity and spectral tilt variations, it is necessary 
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to control for 'local' intensity variations, for instance, by keeping the distance 
between the speaker's mouth and the microphone constant (i.e. fixing the 
speaker's head to the chair). If one is working with short pre-arranged read aloud 
sentences, this task is not impossible for the speaker, yet very uncomfortable. 
When one wants to collect spontaneous speech data, this is of course not an 
option. 

Differences in spectral quality in relation to focal structure in different 
speaking styles have been investigated by Koopmans-van Beinum (1990, 1992a, 
1992b) using the so-called 'peak-level model'. Level words (i.e. perceived as not 
in focus) from a more carefully pronounced speaking style became peak words 
(i.e. perceived as in focus) when copied into a more sloppily pronounced 
speaking style. Laan (1997) also included spectral measures in the distinction of 
different speaking styles. 

In the present research we are mainly interested in the relation between 
different types of information and accentuation in the structuring of spontaneous 
discourse. We therefore focus on intonational and also temporal phenomena. 
Spectral aspects are not included, mainly because of the above-mentioned 
requirements to measure spectral tilt reliably. 

5.1.4. Research questions 

This chapter focuses on the question of how local discourse structure and, more 
specifically, how the different types of information structure in terms of the 
given/new distinction, are realized and perceived in spontaneous speech. The 
listener is able to infer from the acoustic cues given by the speaker which parts in 
the discourse are important, and which parts are of less importance. The 
assumption is that the speaker marks these different parts of the discourse 
acoustically, e.g. by using pitch movements and pausing strategies. This 
information is crucial to the listener in order to process the discourse in a 
coherent and meaningful way. 

The questions to be answered, then, are: 

• What acoustic-prosodic means are used by speakers to mark the information 
structure of a spontaneously spoken discourse? 

• What acoustic-prosodic cues, as given by the speaker, do listeners use to 
detect the information structure of a spontaneously spoken discourse? 

Following the method explained in chapter 4, the perceived structure, as 
indicated by the listeners in a listening experiment, will be related on the one 
hand to the objective prosody-independent structure as obtained from the 
discourse analysis by the experts, and on the other to acoustic measurements 
performed on the speech signal. The study described in this chapter thus focuses 
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on the level of information structure in discourse; the level of the prosodic 
marking of discourse boundaries was discussed in chapter 4. 

Not all types of information are equally likely to be realized acoustically in a 
specific way. We expect the speaker to realize the various information types on 
the basis of the structure to be transferred to the listener. 

On the basis of the taxonomy by Prince (1981) and on our own model of 
Information Structure In Discourse, we have formulated the following 
hypotheses: 

• New information will be marked more prominently by the speaker than 
given information, since the former has to be put in focus, and will thus be 
presented to the listener as being of more importance than the latter. For the 
same reason, the former will be preceded by a pause, while the latter will not 
be. 

• Inferrable information, of which the speaker assumes that the listener can 
infer it from the preceding context and his/her knowledge of the world, will 
not be marked by the speaker as prominently as new information. Since this 
type of information is still important to the whole discourse, however, we 
expect it to be prominent less often than new information, but more often 
than given information. It may be preceded by a pause, but again less often 
than 'real' new information. 

• Discourse markers, which indicate the major transition points between the 
different parts of the discourse will marked by the speaker as important, and 
thus prominent. This type of information will be followed by a pause, as an 
indication to the listener that the speaker is about to continue his/her story, 
and that something important is coming up. 

• Modifiers give additional information about a certain type of information, 
which is not of crucial importance but is still new to the discourse, and can 
thus be expected to be prominent, and subsequently can be expected to be 
preceded by a pause (cf. O'Shaugnessy & Allen, 1983). 

• Verbs are said to be part of or to belong to a concept (usually an NP) and are 
therefore not taken into account in the taxonomy by Prince (1981). In our 
model, we do include verbs as a separate category; the acoustic realization in 
terms of accentedness is one of the questions to be answered. Prince (1981) 
would predict no pitch accent, no prominence, and no pause. 

The table below (Table 5.1) summarizes the hypotheses about the realized and 
perceived information structures. For each of the types of information structure, 
it is indicated whether a pitch accent is expected or not, whether it is expected to 
be accompanied by a pause (realized either before or after important information, 
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as will be explained in section 5.5.1), and whether it is expected to be perceived 
as prominent. 

Table 5.1 Hypothesized relation between information structure, the realization of pitch 
accents and pauses, and the perception of prominence. 

Information type Realized Perceived 

Pitch accent Pause Prominence 

New always often always 

Inferrable often less often often 

Given/Evoked never never never 

Modifier always often always 

Discourse marker always always always 

Verbs never never never 

The outline of this chapter is as follows: The experimental design is discussed in 
section 5.2. Section 5.3 presents the results of the listening experiment in 
perceived prominence, and section 5.4 gives the results of the pitch accent 
judgements. Section 5.5 deals with clause internal pauses as markers of 
information structure. Section 5.6 gives the discussion, and the conclusions are 
presented in section 5.7. 

5.2. Experimental design 

5.2.1. Speech material 

An extensive discussion of the material was presented in chapters 2 and 3. To 
recapitulate: Eight speakers first read aloud a short story in Dutch. After a short 
break they were asked to retell the story they had just read in their own words, 
with as many details as possible. This resulted in eight retold versions of the 
same story, as produced by the eight speakers. These are the so-called 'retold 
versions', and the ones used in the present chapter. 

5.2.2. Discourse analysis 

A full description of the analysis procedures is presented in chapter 2. We will 
here summarize the method for indicating information structure in terms of given 
and new information. 

At a 'local' level of discourse structure, a distinction is made between three 
types of information: new information, i.e. information which the speaker 
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assumes to be completely new in the listeners' context (discourse-new and 
hearer-new; cf. Prince, 1992); inferrable information, i.e. information which the 
speaker assumes the listener can infer from the preceding context or from his/her 
knowledge of the world (discourse-new, but hearer-old); evoked information, i.e. 
information that has previously been mentioned in the discourse, and that is 
known to the listener (discourse-old and hearer-old). Furthermore, discourse 
markers (for instance, 'but', 'then', 'so', 'anyway', including 'and'), indicating 
the main transition points between the different parts of the discourse, were 
indicated. Elements which indicate degrees of manner or place are labeled 
modifiers. These include mainly adverbs which give additional information 
about a noun phrase or a verb phrase. Verbs were labeled separately; if a particle 
to a verb was separated from the verb itself, it was labeled separately. 

Verbatim transcriptions were made by the author of this study of all eight 
retold versions. These were analyzed for information structure, using the method 
described above and in chapter 2. 

5.2.3. Listening experiment 

The design of the listening experiment was the same as described in section 
4.2.3. In this chapter, we will concentrate on the judgements for perceived 
prominence, which were obtained by having twelve naive listeners evaluate the 
eight spoken versions of the retold stories. They were asked to underline those 
words or word groups they perceived as being emphasized by the speaker. 

5.2.4. Locating pitch accents 

The location of pitch accents and boundary tones in the retold versions was 
obtained by having eight Dutch intonation experts evaluate the material for 
accent lending and boundary marking pitch movements (see also chapter 4). The 
design of the task was the same as described in section 4.4.2. Here, we will focus 
on the judgements for the location of pitch accents. 

5.2.5. Statistical analyses 

The speech material is the same as described in chapter 4. Not all speakers 
produced an equal number of structures. The number of pitch accents and 
prominent words will therefore differ. Expected numbers are thus not equal for 
all categories, and statistical results should again be interpreted with care. As 
was the case in chapter 4, the data are presented as number of occurrences, and 
are tested using analyses of variance. To enable a comparison across speakers, all 
data are also presented as percentages or ratios relative to total numbers, in order 
to allow generalizations. 
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5.3. Results on the judgements of perceived prominence 

5.3.1. Listeners' judgements 

For the processing of the data on perceived prominence, the same overview of 
perception judgements per speaker was used as for the phrasing data. Listeners 
were asked to underline those words or word groups they perceived as being 
emphasized by the speaker. Since all listeners evaluated all speakers, one 
overview per speaker could be made in which was marked how many listeners 
marked a certain word or word group as prominent. For more details, see 4.3.1. 

5.3.2. Agreement among listeners 

As a measure for agreement and variability among listeners, we computed, as in 
chapter 4, frequency counts. In Table 5.2 a frequency count is given for the 
prominence judgements. Each prominence judgement is given a value 
corresponding to the number of listeners who marked that word or word group. 
'Value' refers to the number of listeners and 'percentage' refers to the percentage 
of judgements accounted for by that number of listeners. For instance, to the 
value ' 3 ' belongs a percentage of'11.2' indicating that 11.2% of all judgements 
concern judgements where three (out of the 12 naive) listeners marked that word 
or word group as prominent. In this section, we will take the judgements where 
at least ten listeners agree as the majority reference point. However, in the 
analysis of the data, no specific selection is made, as will be explained below. 

Table 5.2 Frequency counts in percentage and cumulative percentage for prominence 
judgement. 

Value Percentaae Cumulative 

1 14.8 14.8 

2 17.7 32.5 

3 11.2 43.6 

4 12.9 56.6 

5 8.1 64.7 

6 6.7 71.4 

7 6.3 77.7 

8 5.0 82.7 

9 4.6 87.3 

10 3.7 91.0 

11 4.8 95.8 

12 4.2 100 

100% 
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The data show that variability is high. More than half of all judgements (57%) is 
explained by the judgements from at most four listeners. Cases where the 
majority of the listeners agree (10, 11 or 12) explain only 12.7% of all 
judgements. 

5.3.3. Perceived prominence and information structure 

To analyze the scores on perceived prominence, we took the listeners' overview 
of each of the eight retold versions as a reference point. The maximum score for 
each word perceived as prominent was twelve, since twelve listeners participated 
in the experiment. Obviously, not all listeners marked an equal number of words 
in the discourse as prominent. Some listeners evaluated the discourses in much 
more detail than others. However, since all listeners evaluated all speakers, we 
will not make a selection by taking only those judgements where a certain 
number of listeners agree, since this might obscure the picture. 

For each of these perceptually prominent words, we checked the information 
status. Table 5.3 shows the total number of words marked as prominent by one 
or more listeners for the eight speakers separately (percentages relative to the 
total number are given in parentheses), as well as the total number of words, the 
ratio prominent concepts relative to this total number, the mean number of words 
per phrase, and the mean number of prominent items per phrase. The category 
'Discourse markers' also contains prominent connectives ('and'); the category 
'Verbs' contains verbal elements such as auxiliaries, particles, and main verbs. 

The total absolute number of words perceived as prominent differs across 
speakers. Since the discourses produced by the speakers are not equal in length, 
these figures can best be interpreted relative to the total number of words per 
speaker, as given in the table. Comparing the ratios across speakers, we see that 
they are comparable: they all range between .30 and .33, except for speaker 1 
who has a slightly higher ratio of .36. Thus, about a third of the words occurring 
in each discourse is perceived as prominent. Statistical analyses revealed that the 
speakers differed significantly (F(7,1243)=2.4, pO.01), and that the type of 
information also had a significant effect (F(9,1241)=18.9, pO.01). 

For all speakers, the mean number of words per phrase being around 7.3, the 
mean number of prominent words per phrase is around 2.3. This means that each 
phrase contains at least two prominent concepts. Streefkerk & Pols (1998) did a 
similar experiment on perceived prominence in isolated utterances from the 
Dutch Polyphone Corpus (Damhuis et ai, 1994), which was recorded via the 
telephone. In their experiment, sentences have a mean length of 10.4 words, 
among which 1.24 words are on average perceived as prominent. Thus, almost 
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12% of the total number of words is perceived as prominent. This is very little 
compared to our results, where 32% of the words is perceived as prominent. 
However, the data by Streefkerk & Pols are based on a 80% majority vote, 
whereas in our data all judgements were taken into account. If we would use the 
80% majority vote in our data as well, this would leave us with less than 13% of 
all judgements, which is too little for making any assertions. 

Furthermore, the phrases in our material are somewhat shorter (7.3 vs. 10.4 
words per phrase), whereas the number of prominent words per phrase in our 
material is almost twice as high (2.3 vs. 1.24) than in the material used by 
Streefkerk & Pols. The difference in speech material (phonetically balanced 
sentences spoken out of context vs. spontaneous retellings of a story) may 
explain a large part of this discrepancy. However, in so far as we are able to 
compare the two speaking styles, in spontaneous speech there seem to be more 
prominent items in shorter phrases (cf. Mehta & Cutler, 1988). Considering the 
differences in planning and look-ahead between spontaneous and read speech, 
this is not surprising. 

Table 5.3 Distribution of total number of words perceived as prominent by one or more 
listeners (percentages in parentheses), as well as total number of words, ratio of 
prominent words relative to total number of words, mean number words per phrase, 
and mean number prominent words per phrase, broken down for information type 
and for speaker, as well as mean values. 

Speaker 

Information 1 2 3 4 5 6 7 8 Mean 

New 41(21) 38(26) 51(27) 46(28) 35(23) 38(33) 34(24) 60(37) 43 (28) 

Inferrable 45(23) 31(22) 39(21) 30(19) 40(27) 31(27) 29(21) 23(14) 33(21) 

Evoked 5(2) 2(1) 3(2) 4(2) 3(2) 1(2) 2(3) 5(3) 3(2) 

Modifier 30(15) 21(15) 40(22) 26(16) 31(21) 14(12) 25(16) 26(16) 27(17) 

Disc, marker 17(9) 8(6) 11(6) 13(8) 10(7) 5(4) 9(4) 6(4) 10(6) 

Verbs 57(30) 43(30) 41(22) 43(27) 31(20) 25(22) 40(29) 43(26) 40 (26) 

Total 195 143 185 162 150 114 139 163 156 

No. of words 537 459 582 504 491 361 417 511 483 

Ratio .36 .31 .31 .32 .30 .31 .33 .31 .32 

No. of phrases 73 71 76 70 64 46 61 67 66 

Words/phrase 7.3 6.5 7.7 7.2 7.7 7.8 6.8 7.6 7.3 

Prom./phrase 2.6 2.0 2.4 2.3 2.3 2.4 2.2 2.4 2.3 

These figures make sense only when we have information about the total number 
of items within each category based on the prosody-independent discourse 
analysis. This is shown in Table 5.4, for the essential categories of information 



P R O S O D I C CHARACTERISTICS OF FOCAL STRUCTURE 125 

structure. The percentage perceived as prominent within each category is 
included. 'Evoked' information is not included, since the number of items 
perceived as prominent in this category is negligible (see Table 5.3). 

Note that the total number of prominently perceived words (Table 5.3) may 
exceed the total number of items per category (Table 5.4), since an item or 
concept may consist of several words. For example, we see in Table 5.3 that for 
speaker 1,41 words are perceived as prominent in the category 'new', whereas 
Table 5.4 shows that speaker 1 has only 36concepts in the category 'new'. In the 
discourse analysis, concepts are labeled rather than words. In the prominence 
analysis, the words within one concept were labeled separately if the number of 
judgements for prominence differed (for instance: if the adjective had nine 
judgements and the rest of the concepts only seven, the adjective was given a 
separate label). This explains the difference between the total numbers. Concepts 
can be compared to noun phrases in the grammatical sense of the word: a noun 
accompanied by determiners, modifiers, and/or adjectives. 

Table 5.4 Total absolute number of concepts within the essential information categories 
(Total), mean number of words perceived as prominent (Prominent), and percentage 
of concepts perceived as prominent (% Prominent), broken down per speaker, as 
well as mean values over speakers. 

Speaker 

Info type 1 2 3 4 5 6 7 8 Mean 

New Total 36 38 38 30 30 30 27 46 34 

Prom 41 38 51 46 35 38 34 60 43 

% Prom 114 100 134 153 116 126 125 130 121 

Infer. Total 34 32 44 33 34 31 24 27 32 

Prom 45 31 39 30 40 31 29 23 34 

% Prom 132 96 88 90 117 100 120 85 96 

Mod. Total 48 49 69 50 59 28 50 61 51 

Prom 30 21 40 26 31 14 25 26 27 

% Prom 62 42 57 52 52 50 50 42 50 

Disc. Total 36 24 36 44 48 19 29 47 35 

marker Prom 17 8 11 13 10 5 9 6 10 

% Prom 47 33 30 29 20 26 31 12 28 

Verb Total 77 70 81 75 76 48 76 75 72 

Prom 57 43 41 43 31 25 40 43 40 

% Prom 74 58 49 57 39 52 48 54 53 

Table 5.4 shows the total number of concepts based on the discourse analysis, as 
well as the percentage of words perceived as prominent per information 
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category. The mean percentage prominent in each information category indicates 
that 121% of all 'new' information is perceived as prominent, 96% of all 
'inferrable' information, 50% of all 'modifiers', 28% of all 'discourse markers', 
and 53% of all verbs. These results are in accordance with Brown (1983), who 
found that in instruction monologues, new and inferrable information is 
prominent (prominence defined as pitch), whereas evoked information is not 
prominent. The same taxonomy by Prince (1981) was used. 

The category 'new' is interesting, since the percentage exceeds 100% for all 
speakers. This suggests that within each concept, which may consist of more 
than one word, at least one is perceived as prominent. This is in accordance with 
the Sentence Accent Assignment Rule (Gussenhoven, 1984). Furthermore, it 
indicates that more words within one concept may be perceived as prominent. 

The 96% perceived prominence for 'inferrable' information is as predicted in 
the hypotheses. However, large speaker differences are apparent: percentages for 
speakers 1, 5, 6, and 7 are equal to or exceed 100%. The other speakers still have 
high percentages prominent for this category (85%-96%). 'Modifiers' are in 
general perceived as prominent in only half the cases. This is less than what we 
had expected. We see again speaker differences. Speaker 1 again scores highest 
(62%), followed by speaker 3 (57%). The others all have values around 50%, 
except for speakers 2 and 8, who are at only 42%. These low values could 
indicate a less dynamic way of retelling, since modifiers are the elements added 
to the story as additional non-crucial information. Recall from the evaluation 
experiment in chapter 3 that speakers 4 and 8 were evaluated as only average. As 
for 'discourse markers', these are perceived as prominent in only 28% of the 
cases, whereas we had expected a larger percentage, since these elements 
represent the major turning points in the discourse. However, speaker differences 
are considerable. For speaker 1, for instance, no less than 47% of the discourse 
markers is perceived as prominent, whereas for speaker 8 this is only 12%. The 
other speakers center around 20%, which is still much lower than expected. One 
explanation could be that the clear linguistic form and function of discourse 
markers are taken as a sufficient cue by the speakers in the production of the 
discourse, and are therefore not marked as being acoustically more prominent, 
and is thus not perceived as such. This could mean that the speaker assumes that 
the listener does not need the 'extra' prosodie information to recognize and/or 
process discourse markers. 

In the next section we will look at the location of pitch accents, i.e. 
acoustically realized accent lending pitch movements, in relation to the discourse 
structure, in the same way as we have done in the present section. 
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5.4. Results on the location and realization of pitch accents 

5.4.1. Introduction 

An earlier study on Dutch (Blaauw, 1995) found that in spontaneous speech 
pitch accents are mainly realized as so-called 'pointed hats' rather than 'flat hats' 
(see 5.1.2). This was confirmed for our own data (see Van Donzel & Koopmans
van Beinum, 1997a and 1998), where the majority of the pitch accents was 
realized as ' l&A', following the terminology of the IPO grammar of Dutch 
intonation ('t Hart, Collier & Cohen, 1990). In an auto-segmental approach for 
Dutch, this type of accent would be described as 'H*L' (Rietveld & Van 
Heuven, 1997). In the study by Blaauw, the occurrence of pitch accents was, 
however, not related in detail to information structure in terms of given and new 
information. Another study (Streefkerk & Pols, 1996), using parts of the original 
read versions of the material used in the present research (see chapter 2) found 
that almost all perceptually prominent items were realized with a pitch accent. 
Again, these results were not related to the information structure of the sentence. 

Furthermore, these studies made use of either read material, or so-called 
'instruction monologues'. These were first introduced by Terken (1984) to 
investigate the use of accentuation in signaling the availability of information in 
Dutch. Swerts (1994) and Blaauw (1995) also made use of these instruction 
monologues. A speaker is asked to give instructions to a listener on how to build 
the front view of a house from a set of cardboard pieces. Both speaker and 
listener have the same set of cardboard pieces. The speaker does not receive 
auditory or visual feedback from the listener, but he is asked to make his/her 
instructions as clear and specific as possible, in order for the listener to be able to 
assemble the house while following the instructions. The advantage of such a 
task is that the speech uttered is relatively simple, with a clear discourse structure 
(e.g. Swerts & Geluykens, 1994). Furthermore, different speakers appear to carry 
out the task in similar ways, so that speech samples are comparable across 
speakers. However, even if the instruction monologues are produced 
spontaneously, this kind of spontaneous speech is of a different order, compared 
to a more unrestricted type, where speakers are, for instance, telling a story and 
are not restrained as such. On a scale expressing the different types of 
spontaneous speech, with 'careful' on the one side and 'sloppy' on the other, the 
instruction monologues would be on the 'careful' side, whereas retelling a story 
would be on the 'sloppy' side. Still, both are instances of spontaneous speech. 

In the following sections, we will look in detail at the location of pitch 
accents in relation to information structure in spontaneous discourse. Secondly, 
we will look at the realization of those pitch accents in terms of peak heights 
relative to mean F0 and to F0-range. A full account of the various contour types 
of the accents (other than the realized 'l&A') is not useful at this point; it is also 
beyond the scope of this research. 
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5.4.2. Pitch accents and information structure 

First of all, we want to know how many pitch accents were realized by the 
speakers in relation to the information status of the discourse. Secondly, we want 
to have a closer look at the relation between pitch accents and information 
structure. Our questions are: Where are pitch accents realized, and what type of 
information structure is most likely to be given a pitch accent? 

As has already been discussed in chapter 4, locating the pitch accents in the 
speech signal in an objective way is not a straightforward task. The changes in 
fundamental frequency are not independent of the interpretation of the 
transcriber. Ideally, a computer algorithm should be able to detect the changes in 
the FO-contour, and interpret them subsequently as a boundary tone or a pitch 
accent. The next best thing, in the absence of such an algorithm, is asking 
intonation experts to function as a measuring instrument, since they also 
represent the knowledge on which such an algorithm could possibly be built. 
Again, as was explained in chapter 4, we use the judgements of Dutch intonation 
experts to obtain the location of pitch movements in our speech signal in an 
reliable way. 

The location of accent lending pitch movements was obtained by presenting 
eight Dutch intonation experts with the spoken versions of the retold stories, and 
having them indicate FO-movements in the matching verbatim transcriptions. 
They were asked to determine where in the discourse the speaker had realized 
pitch accents. It was stated that they should pay attention to pitch movements 
specifically, leaving durational aspects out of consideration. The eight retold 
versions were randomly ordered and distributed over the experts in such a way 
that each speaker was evaluated by three different experts. 

The judgements of the experts were 'summarized' in the following way: In 
order for a word to count as being accented, two out of three experts had to 
agree. Expert judgements were consistent, in the sense that in the majority of the 
judgements for one speaker, all three experts agreed on the location of a pitch 
accent. This resulted in one overview per speaker indicating the location of pitch 
accents. Detailed information about the experts and the procedures can be found 
in chapter 4. 

As has been indicated in the introduction, we expect new information to be 
accented more often than, for instance, given information. This will be tested by 
looking at the way the pitch accents are distributed over the various types of 
information structure. Table 5.5 presents the data, broken down for information 
category and speaker, as well as the total number of words, the ratio of accents 
relative to this total number, the mean number of words per phrase, and the mean 
number of accents per phrase. (In the analysis presented below, the category 
verbs contains the verbal elements auxiliaries, particles, and main verbs; 
discourse markers and connectives are put into the category discourse markers.) 
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Table 5.5 Distribution of total number of words realized with a pitch accent (percentage in 
parentheses), as well as total number of words, ratio of accented words relative to 
total number of words, mean number of words per phrase, and mean number 
accented words per phrase, broken down for information type and for speaker, as 
well as mean values. 

Speaker 

Information 1 2 3 4 5 6 7 8 Mean 

New 39(25) 32(26) 44(23) 36(32) 29(27) 28(33) 33(25) 45(44) 35 (28) 
Inferrable 35(22) 28(22) 49(26) 23(20) 24(22) 25(30) 26(19) 15(14) 28 (22) 

Evoked 3(2) 0(0) 6(3) KD 2(2) 1(1) 3(2) 2(2) 2(2) 
Modifier 27(17) 17(14) 45(24) 16(14) 21(20) 9(11) 24(18) 14(14) 22(17) 

Disc, marker 8(5) 5(4) 6(3) 6(5) 4(4) 5(6) 9(7) 3(3) 6(5) 
Verbs 46(29) 42(34) 41(21) 31(27) 27(25) 16(19) 39(29) 24(23) 33 (26) 
Total 158 124 191 113 107 84 134 103 127 

No. of words 537 459 582 504 491 361 417 511 483 
Ratio .29 .27 .32 .22 .22 .23 .32 .20 .26 

No. of phrases 73 71 76 70 64 46 61 67 66 
Words/phrase 7.3 6.5 7.7 7.2 7.7 7.8 6.8 7.6 7.3 

Accents/phrase 2.1 1.7 2.5 1.6 1.6 1.8 2.1 1.5 1.9 

The absolute number of pitch accents is, again, different for the eight speakers. 
Ratios relative to the total number of words are more suitable to compare 
speakers. We see that the differences are substantial, ranging from 20% accented 
(speaker 8) to 32% (speakers 3 and 7). The effect of information type across 
speakers is not significant (F(7,1006)= 1.795, p=.085). 

The mean number of accents per phrase is around 1.9 for all speakers, which 
means that in each phrase 2 pitch accents were realized. The mean number of 
words per phrase is given as well. The study by Streefkerk & Pols (1998), 
mentioned earlier, has no data available on the number of pitch accents in their 
material. Therefore it is not possible to see whether the realization of pitch 
accents also differs as much as the perception of prominence. Recall that their 
materia! consisted of phonetically balanced sentences, spoken in isolation over 
the telephone. On the basis of the Sentence Accent Assignment Rule 
(Gussenhoven, 1984), we would expect only one accent per phrase (p. 69). 
However, since SAAR is formulated using isolated sentences or question-and-
answer pairs, and it is not necessarily possible to also expect these numbers for 
spontaneous speech. 

Birch & Clifton (1995) shows that in question-answer pairs given NPs 
(=evoked information) should not receive an accent. Furthermore, listeners do 
not have difficulties processing an unaccented verb if the noun phrase is 
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accented. This last point may explain why verbs are not accented very often: new 
information is almost always accented. Although these results were found for a 
completely different kind of speech material, our data point in the same 
direction. 

The data show furthermore that for all speakers, about half of all accent peaks 
are realized on new or inferrable information, while virtually no peaks are 
realized on evoked information, and very few on discourse markers. Modifiers 
and verbs are often realized with pitch accents as well, but speakers seem to vary 
more for these categories than for the other ones. So far, this seems to be in 
accordance with our hypotheses (except for the verbs) and our earlier findings on 
perceived prominence. Traditionally, verbs are said not to attract pitch accents. 
These data show that, at least in spontaneous speech, verbs should be taken into 
account when looking at the possible landing sites for pitch accents as markers of 
focal structure. 

The data from Table 5.5 give information only about how the realized pitch 
accents are distributed over information categories. The question now is: What 
percentage of all new, inferrable, etc. words is accented? Table 5.6 gives an 
overview of the mean number of concepts for the essential information 
categories, as well as the mean percentage of words realized with a pitch accent, 
broken down per speaker. 'Evoked' information is not presented since the 
percentage of evoked information realized with a pitch accent or perceived as 
prominent is negligible. 

These data show first of all that, for certain speakers, the percentage pitch 
accented for new and inferrable information exceeds 100%. Recall that the 
realized pitch accents are counted per word, whereas the essential information 
categories are counted in concepts, which may contain more than one word. The 
data presented above indicate that, in those cases where the percentage accented 
exceeds 100%, more than one word per concept is accented (cf. perceived 
prominence). Speaker differences are larger for inferrable information than for 
new information. The percentage accented for modifiers is 41 on average, some 
speakers being well above this average (speakers 1 and 3), and one (speaker 8) 
well below it. Discourse markers are accented around 20% of the cases, with the 
exception of speakers 5 and 8, who do not accent them even in 10% of the cases. 
Speaker 7, on the other hand, accents up to a third of all discourse markers. For 
the verbs, finally, we see that they are accented between 32% and 60% of the 
cases. Therefore, almost up to two-thirds of all verbs may be accented. 

The percentage accented per information type is roughly in accordance with 
what we expected on the basis of the literature, except again for verbs, which 
points in the same direction as that found in earlier experiments on perceived 
prominence. The percentages for perceived prominence are obviously higher, but 



PROSODIC CHARACTERISTICS OF FOCAL STRUCTURE 131 

the ordering is comparable: for instance, new is realized and perceived more 
often as being important than inferrable. This ordering is related to the likeliness 
of information to be marked as focused (Gussenhoven, 1984, p. 36). 

Table 5.6 Total absolute number of concepts within the essential information categories 
(Total), mean number of words realized with a pitch accent (Accented), and 
percentage of concepts realized with a pitch accent (% Accented), broken down per 
speaker, as well as the mean across speakers. 

Speak er 

Info type 1 2 3 4 5 6 7 8 Mean 

New Total 36 38 38 30 30 30 27 46 34 

Accented 39 32 44 36 29 28 33 45 36 

108 84 115 120 97 93 122 98 104 

Infer. Total 34 32 44 33 34 31 24 27 32 

Accented 35 28 49 23 24 25 26 15 27 

% Ace 103 87 111 70 71 81 108 55 86 

Mod. Total 48 49 69 50 59 28 50 61 51 

Accented 27 17 45 16 21 9 24 14 22 

% Ace 56 35 65 32 36 32 48 23 41 

Disc. Total 36 24 36 44 48 19 29 47 35 

marker Accented 8 5 6 6 4 5 9 3 6 

% Ace 22 21 17 14 8 26 31 6 18 

Verbs Total 77 70 81 75 76 48 76 75 72 

Accented 46 42 41 31 27 16 39 24 33 

% Ace 60 60 51 41 35 33 51 32 45 

5.4.3. Acoustic characteristics of pitch accents 

Our next step is to look at the mean F0-values at which the pitch accents are 
actually realized. The speech files were digitized at a sampling rate of 48 kHz 
with 16-bit precision on a Silicon Graphics workstation and subsequently 
analyzed, using the speech editing program 'Praat' (Boersma, 1997). Pitch 
extraction was done automatically; default parameters as suggested by the 
algorithm were used (time step 0.01 sec, range 75-600 Hz, silence threshold 
0.03). 

The original F0-contours were semi-automatically stylized, using both visual 
and auditory cues, in such a way that the original and the stylized versions were 
as similar as possible (cf. 't Hart, Collier & Cohen, 1990). This was done by 
replacing the F0-contour with straight lines, which interpolate the labeled pitch 
points (the 'bend-points') in the contour. This stylization was done to correct 
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octave jumps and to 'smooth' the contour, and does not pretend to actually be a 
'close copy stylization' in the sense that't Hart, Collier & Cohen would require. 
These stylized intonation contours are the same ones as used and described in 
section 4.4.1. Pitch accents were measured in the (stylized) FO-contour, and for 
each pitch accent the information status of the accented word was marked. The 
pitch accents to be analyzed were the ones determined by the intonation experts' 
judgements (see sections 4.2.4 and 5.2.4). 

The data are shown in Table 5.7. To facilitate interpretation, the essential data 
are presented relative to the mean FO-value for each speaker, measured over the 
whole discourse. The mean FO-value is suitable as a reference point, since it was 
recomputed after stylization and smoothing. Using this procedure, octave jumps 
and other measuring faults are eliminated and can thus not influence the mean 
values. From the mean values per information category and speaker, AFO was 
computed by subtracting the overall mean FO-value from the mean FO-value per 
information category. Evoked information is not presented, since there were only 
very limited numbers of accented evoked information (see Table 5.5). All values 
are in semitones (relative to 100 Hz), to facilitate comparison between male and 
female speakers. 

Table 5.7 Mean FO-value and standard deviation, AFO relative to the mean FO-value, broken 
down for speaker (1-8, Female or Male), and for information category (New, 
Inferrable, Modifier, Disc, marker, Verb). All values are in semitones (ST relative 
to 100 Hz). 

Speaker Mean F0 sd Information category Mean AFO 

New Inferrable Modifier Disc.marker Verb 

1 -F 11.4 3.0 3.0 2.7 2.1 5.4 1.9 2.6 

2 - M -2.2 2.4 1.4 1.6 -0.1 1.9 0.6 1.0 

3 - F 5.3 2.1 2.1 1.1 2.2 5.8 1.8 1.9 

4 - M -0.5 2.7 3.0 3.9 4.3 3.9 2.7 3.3 

5 - F 11.2 2.0 2.5 1.4 2.2 3.8 3.1 2.4 

6 - M 2.5 2.3 2.7 2.3 1.7 2.3 2.9 2.5 

7 - F 12.9 1.9 2.8 1.8 1.9 2.8 1.9 2.2 

8 - M -2.2 1.5 1.9 1.7 0.7 6.0 1.8 1.8 

Mean 4.8 2.2 2.2 2.6 3.1 5.1 2.5 2.7 

As can be seen, peak heights are always positive and thus always higher than the 
mean FO-value, for all speakers. All these differences appeared to be statistically 
significant across speakers and information types (including the few (not shown) 
cases of 'evoked' information), except for the category 'modifiers' which was 
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not significantly higher than the average FO-value at the .05 level (t-tests for one 
sample). The peak values for most speakers are on average 2.7 ST higher than 
the average F0. Speakers differed significantly in the realization of pitch accents 
(F(7,1006)=748.4, p<0.01), while the effect of information type was not 
significant (F(5,1008)= 1.9, p=.077). 

The type of information does not seem to affect the peak height for pitch 
accents within speakers. That is, whether the peak is realized on new or 
inferrable information, or on modifiers or verbs, does not seem to influence the 
height of the peak. The only exception in this respect is the category discourse 
markers. Accent peaks realized on this type of information are higher than on the 
other types, except for speakers 4, 6, and 7. The high mean delta F0 for discourse 
markers can be explained by the fact that discourse markers generally occur at 
the beginning of clauses, thus at the exact point where F0-resets occur. The 
higher peak values for discourse markers is thus more the effect of F0-resets than 
a typical FO-value for discourse markers as opposed to other types of 
information. Even if the values were interpreted in relation to declination, this 
effect would remain, since discourse markers occur only at clause initial 
position. 

These results suggest that, as indicated above, information status does not 
influence the height of realized pitch accents. New accents, for instance, are thus 
not realized at a higher pitch than inferrable accents. Apparently, a speaker may 
choose to accent some type of information in the discourse, the realization ofthat 
accent being the same 'standard' realization for all types of information, with the 
exception of discourse markers, as stated above, which are generally speaking 
realized at a higher pitch, due to F0-resets. Note that these data should be 
interpreted with care, since we used the overall mean F0 as a reference point 
(instead of, for instance, the mean F0 per clause). However, Home (1991a), 
using read sentences, found that speakers of American English did not differ in 
their pitch excursions on new or given information, whereas speakers of British 
English did make a distinction. Speakers of Dutch may in this respect resemble 
the speakers of American English, at least in this respect, in that study. 

5.4.4. Prominent pitch accents 

In this section, we will look at the relation between perceived prominence and 
the presence of a pitch accent in more detail. As has already been explained 
above, the judgements of the Dutch intonation experts about the location of pitch 
accents were used as a measuring tool, i.e. as an objective way to obtain 
information on whether or not a pitch accent was realized in the speech signal. In 
the present section, we will take these pitch accents as a reference point. For each 
accented word (i.e. realized with a pitch accent on the stressed syllable, 
according to the experts) in the spoken discourses, we checked whether it was 
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actually perceived as prominent or not by the naive listeners. The assumption is 
that all accented words are also perceived as prominent, since pitch accent is one 
of the means available to the speaker to mark a word or a group of words as 
being more salient than its neighbors (cf. Rump, 1996). 

Table 5.8 gives the total number of pitch accents, broken down for 
prominence, for information type, and for speaker. Evoked information is not 
included in this table, since the number of accented words in this category is 
negligible, and therefore the total number of accents is a little lower than the 
numbers given in Tables 5.5 and 5.6. 

Table 5.8 Total number of pitch accents, broken down for prominence (Plus, Min), for 
information type (New, Inferrable, Modifier, Discourse marker, Verbs), and for 
speaker (1-8). Mean values are given in the last column, with percentages non-
prominent relative to total per information category given in parentheses. Evoked 
information is not included here. 

Speaker Mean 

Info Prom I 2 3 4 5 6 7 8 

New Total 39 32 44 36 29 28 33 45 36 

Plus 38 32 42 36 29 26 31 45 35 (98) 

Min 1(2) 0(0) 2(5) 0(0) 0(0) 2(7) 2(6) 0(0) 1(2) 

Infer Total 35 28 49 23 24 25 26 15 27 

rable Plus 32 26 37 20 23 23 24 14 24 (89) 

Min 3(8) 2(7) 12 (24) 3(13) 1(4) 2(8) 2(7) 1(6) 3(11) 

Modi Total 27 17 45 16 21 9 21 14 22 

fier Plus 24 14 37 12 20 8 16 12 18(82) 

Min 3(11) 3(17) 8(18) 4(25) 1(5) 1(11) 5(9) 2(14) 4(18) 

Disc. Total 8 5 6 6 4 5 9 3 6 

mrkr Plus 6 4 5 5 4 4 5 3 4(67) 

Min 2(25) 1(20) 1(17) 1(17) 0(0) 1(20) 4(44) 0(0) 2(33) 

Verbs Total 46 42 41 31 27 16 39 24 33 

Plus 36 30 33 28 18 15 33 23 27 (82) 

Min 10(22) 12(28) 8(19) 3(9) 9(33) 1(6) 6(15) 1(4) 6(18) 

Total accents 155 124 185 112 105 83 131 101 126 

The data clearly show that, in general, the greater number of all pitch accents is 
also perceived as prominent. This is, of course, to be expected. However, we see 
a hierarchy in the percentage non-prominent pitch accents per information type. 
For the new information this is only 2% overall; inferrable information has a 
higher number of non-prominent pitch accents (11%), modifiers and verbs have 
equal percentages (18%), and discourse markers have 33% non-prominent pitch 
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accents. Recall that the issue here is whether pitch accents are also perceived as 
prominent by the naive listeners; the total number of prominent or accented 
words per information type is given in Tables 5.4 and 5.6, respectively. 

Speaker differences are apparent. For instance, for speakers 2, 4, 5, and 8, all 
pitch accents in the category new are also prominent. For the other speakers, 
percentages of non-prominent pitch accents vary between 2% (speaker 1) and 
7% (speaker 6), which is still considerably low. As for inferrable information, 
percentages vary between only 4% (speaker 5) to as much as 24% (speaker 3). 
However, speaker 3 seems to be an exception, since 13% (speaker 4) is the next 
highest value, which is much lower. Variation for modifiers is again rather high, 
ranging from only 5% (speaker 5) to 25% (speaker 4). Discourse markers also 
show a wide range of variety, from 0% for speakers 5 and 8, to 44% for speaker 
7. Finally, speaker differences in the verbs category range between 4% (speaker 
8) and 33% (speaker 5). 

As a preliminary conclusion, we may state that, in general, realized pitch 
accents are also perceived as prominent by naive listeners, but that there is an 
ordering depending on the information status of the words, in that new pitch 
accents are most often also perceptually prominent, inferrable pitch accents 
somewhat less, modifiers and verbs even less, and discourse markers still less. 
This hierarchy is nearly identical to that presented by the percentage of accented 
and prominent words per information type: new information is accented and 
perceptually prominent more often than inferrable information, followed by 
modifiers and discourse markers, and, finally, verbs. 

In the next section, we will look at clause internal pauses as markers of 
information structure in discourse. 

5.5. Internal pauses as markers of information structure 

5.5.1. Measuring procedures 

Scharpff (1994) has shown that in synthesized speech, acceptability is highest if 
pauses are inserted at the end of meaningful groups of words. In our 
terminology, this would be between concepts, but also after discourse markers. 
Work by Nooteboom et al. (1990) has shown that, again in synthetic speech, 
pauses realized within constituents (i.e. within concepts) have a negative effect 
on word recognition. This type of pausing is probably interpreted as a hesitation 
pause by listeners. Since hesitation, as well as corrections, is one of the 
characteristics of spontaneous speech, pauses related to this phenomenon are also 
taken into account here. 

The location of clause internal pauses relative to the discourse structure was 
marked, specifying the following places: 1) after a discourse marker or a 
connective, 2) after a hesitation or a correction, 3) between concepts, and 4) 
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within concepts, where 'concepts' here refer to those defined and labeled in the 
discourse analysis. These four categories are not mutually exclusive, but pauses 
were labeled following the order mentioned above, that is, pauses occurring at 
the boundary of a discourse marker and some other concept, were labeled 'after 
discourse marker'. For those cases where the pause occurred between concepts, 
we marked the information type of the following concepts, on the assumption 
that pauses mainly occur before highly informative words (cf. Blaauw, 1995). In 
those cases where the pause occurred within a concept, we marked the 
information type of the concept containing the pause. 

5.5.2. Distribution of clause internal pauses 

In this section we will focus on the relation between pausing and local 
information structure, that is, the information status on the level of words and/or 
concepts. Earlier studies for Dutch have suggested that speakers tend to pause 
before highly informative words (Blaauw, 1995). Speakers may also use 
rhetorical pauses to build up tension. Hesitation pauses occur when the speaker is 
correcting him/herself or searching for a specific word or formulation. For an 
elaborate discussion on pausing in relation to hesitation phenomena and 
disfluencies, see Shriberg (1994). In this research, we are mainly interested in the 
contribution of pausing to the prosodie realization of discourse structure. 
Therefore, pausing strategies are not related to disfluencies and other hesitation 
phenomena in detail in the present research. Since the number of occurrences of 
the various types of pausing in relation to discourse structure are rather low, we 
will omit durational analysis of the pauses. Because of the small sample size per 
category, this would not give reliable results and conclusions to be taken as 
generalizations. 

As was explained in chapter 3, we distinguished different types of pausing. On 
the acoustic level, a distinction was made between silent and filled pauses and 
pauses after lengthening, as reflecting various speaker-dependent pausing 
strategies. In chapter 4, the use of pauses in the realization and perception of 
discourse boundaries was investigated. Clause internal pauses, i.e. those not 
realized at structural discourse boundaries, are then related to the marking of 
local information structure, and will be discussed here, but were also presented 
in chapter 4 in relation to boundary marking. At this point we are concerned with 
the occurrence of pauses on the whole, and we will therefore not distinguish 
between silent pauses, filled pauses, and pauses after lengthening (see Shriberg 
& Lickley (1993) and Swerts, Wightman & Beun (1996) for a discussion on the 
relation between filled pauses and discourse structure). Table 5.8 presents the 
number of clause internal pauses (percentages in parentheses), broken down for 
place of occurrence and for speaker. 
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Table 5.8 Total number of clause internal pauses (percentages in parentheses), broken down 
for place of occurrence and for speaker. 'Dm' and "conn.' refer to 'discourse 
markers' and 'connectors', respectively. 

Clause internal pauses Total 

Speaker Between After dm Subtotal Within After Subtotal 

concepts or conn. concepts hesitation 

1 21 (47) 12(27) 33(74) 10(22) 2(4) 12 (26) 45 

2 9(32) 12(43) 21(75) 6(21) 1(4) 7(25) 28 

3 17(35) 16(33) 33(68) 12(25) 3(6) 15(31) 48 

4 15(33) 22 (48) 37(81) 8(17) 1(2) 9(19) 46 

5 9(41) 8(36) 17(77) 3(14) 2(9) 5(23) 22 

6 11(37) 12 (40) 23(77) 6(20) 1(3) 7(23) 30 

7 9(38) 7(29) 16(67) 7(29) 1(4) 8(33) 24 

8 18(48) 8(21) 26(69) 7(18) 5(13) 12(31) 38 

Total 109(39) 97(35) 206(74) 59(21) 16(5) 75 (26) 281 

As can be seen from Table 5.8, the majority of the clause internal pauses are 
realized between concepts and after discourse markers (109, 39%) and 
connectives (97, 35%), respectively. Fewer pauses occur within concepts (21%), 
and still fewer after hesitations (5%). These data suggest that clause internal 
pauses do not occur randomly, but are related to the discourse structure in that 
they tend to be placed after the element connecting clauses (discourse markers) 
or indeed at the boundary between concepts or word groups. Pauses occurring 
within concepts can be put into one group with those occurring after hesitations, 
reflecting the cases of hesitation by the speaker (26%); those occurring between 
concepts and after discourse markers or connectives can be put into one group 
reflecting 'predictable' pausing locations on the basis of the information 
structure (74%). This does not, however, necessarily imply that these pauses do 
not (also) indicate hesitations. 

The speakers seem to behave in a similar fashion overall, but still some 
differences are apparent. Of all clause internal pauses, those occurring between 
concepts range from 33% for speaker 4 to 48% for speaker 8. A high relative 
number of pauses located between concepts indicates that the speaker in question 
behaves in a 'predictable' way, since this type of boundary, i.e. between word 
groups or concepts, may, of course, be prosodically marked. Pauses occurring 
after discourse markers and connectives range between 21% for speaker 8 and 
48% for speaker 4. High relative numbers at this location in the discourse also 
indicate that the speaker is structurally predictable. Looking at the subtotal for 
these 'predictable places', we see that the values range between 81% for speaker 
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4 and 67% for speaker 7. Nevertheless, 67% pausing at structurally predictable 
places is quite high. The effect of Speaker did not appear to be significant 
(F(7,273)=.867, p=.533). 

As for the less predictable places, we see that pauses occurring within 
concepts range between 14% for speaker 5 and 29% for speaker 7. Pauses 
located after hesitations range between 2% for speaker 4 and 13% for speaker 8. 
This type of pausing occurred in relatively few cases altogether (19% to 33%). 
However, it may very well be the case that the pauses occurring within concepts 
are related to the information structure proper rather than to hesitation 
phenomena. In the next section, the relation of pauses occurring between and 
within concepts to the information structure is discussed. 

The preference for predictable places may, of course, very well indicate a 
perceptual goal: pauses occurring between concepts and after discourse markers 
or connectives are evidently easier to capture and to process by the listener than 
pauses occurring at "unpredictable' places. 

5.5.3. Clause internal pauses and information structure 

The next step is to see how these pauses are related to the information structure. 
In other words, do clause internal pauses occur before a specific type of 
information? Table 5.9 presents the distribution of pauses occurring between and 
within concepts relative to the information structure, broken down for speaker. 
'Connector' here refers to clause internal connectors of the type 'and' and 'or', 
not to be confused with clause initial connectors such as discourse markers. 
These connectors are evidently not a valid category for the pauses within 
concepts. 

As the far right column in Table 5.9 shows, the total number of pauses occurring 
between concepts is always higher than the number occurring within concepts, 
compared per speaker as well as over all speakers. In the other direction, i.e. the 
total numbers for 'between concepts' and 'within concepts', we see that the 
pauses between concepts are about equally distributed over information 
categories across speakers, except for the connectors. Thus, the occurrence of 
pauses between concepts, i.e. at word group boundaries, does not seem to be 
related to the information status of the forthcoming concept. 

The pauses within concepts show a different overall picture: half of all pauses 
are associated with new information, about a quarter with inferrable information, 
and the rest with modifiers (10%) and verbs (14%). These data, however, suggest 
that the occurrence of pauses within concepts is to a great extent related to the 
information status of the concept. If the speaker pauses within a concept, it is 
most often within a concept expressing information that is new to the discourse. 
This is as was to be expected, and also makes sense from the point of view of the 
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listener, who may use this as a signal that he/she is dealing with important 
information. The effect of information type on pause location (for pauses 
occurring between and within concepts) appeared to be statistically significant 
(F(5,162)=3.896, p<0.01). 

Table 5.9 Total number of clause internal pauses between and within concepts, broken down 
for information type, and for speaker. 

Info type New Inferrable Modifier Verb Connector Total 

Speaker Between concepts (= before info type) 

1 5(24) 5(24) 4(19) 6(29) 1(5) 21 

2 3(33) 3(33) 1(11) 0(-) 2(22) 9 

3 3(17) 10(59) 2(12) 2(12) 0(-) 17 

4 4(27) 1(6) 4(27) 4(27) 2(13) 15 

5 3(33) 2(22) O(-) 2(22) 2(22) 9 

6 3(28) 2(18) 4(36) 2(18) 0(-) 11 

7 1(11) 2(22) 3(33) 3(33) O(-) 9 

8 4(22) 2(11) 5(28) 6(33) 1 (6) 18 

Total 26(24) 27(25) 23(21) 25(23) 8(7) 109 

Within concepts 

1 3(30) 2(20) 2(20) 3(30) - 10 

2 2(33) O(-) 1(17) 3(50) - 6 

3 5 (42) 4(33) 2(17) 1(8) - 12 

4 5(71) 2(29) 0(-) 0(-) - 7 

5 2(67) 1(33) 0(-) 0(-) - 3 

6 4(66) 1(17) 1(17) 0(-) - 6 

7 3(43) 3(43) 0(-) 1(14) - 7 

8 5(71) 2(29) 0(-) 0(-) - 7 

Total 29(50) 15(26) 6(10) 8(14) - 58 

The overall picture seems clear, but speaker differences are apparent. As for the 
pauses occurring between concepts, not all speakers pause at the same locations. 
Speakers 1, 4, and 5 have a fairly equal distribution over information categories 
for the pauses occurring between concepts, whereas for the other speakers, the 
pauses are placed mostly in relation to new information and to modifiers. 
Speakers 7 and 8 also pause often (percentage-wise) before verbs. Speaker 3 is 
somewhat special: she realizes no less than 59% of her between-concept pauses 
before inferrable information. (But note that the actual number of occurrences is 
rather low.) She is also the only speaker to do so. As far as the pauses within 
concepts are concerned, these are for all speakers mostly associated with new 
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information. The distribution over information categories is not as equal as for 
the pauses between concepts, for not all speakers have realized pauses relative to 
all information types. The effect of speaker, however, was not significant 
(F(7,160)=.329, p=.940). Note that small numbers of occurrences imply that 
these results should be interpreted with care. 

As was the case for the data on perceived prominence and accent placement, we 
are interested in finding out how many of all concepts within a specific 
information category are realized with a pause. The table below (Table 5.10) 
gives the number of concepts realized with a pause (between and within taken 
together) relative to the total number of concepts per discourse, broken down per 
speaker. 

Table 5.10 Total absolute number of concepts within the essential information categories 
(Total), mean number of concepts realized with a pause (+ Pause), and percentage 
of concepts realized with a pause (% Pause), broken down for speaker. 

Speak er 

Information type 1 2 3 4 5 6 7 8 Mean 

New Total 36 38 38 30 30 30 27 46 34 

+ Pause 8 5 8 9 5 7 4 9 7 

% Pause 22 13 21 30 17 23 15 20 20 

Infer. Total 34 32 44 33 34 31 24 27 32 

+ Pause 7 3 14 3 3 3 5 4 5 

% Pause 20 9 32 9 9 10 21 15 18 

Mod. Total 48 49 69 50 59 28 50 61 51 

+ Pause 6 2 4 4 0 5 3 5 4 

% Pause 13 4 6 8 0 18 6 8 8 

Disc. Total 36 24 36 44 48 19 29 47 35 

marker + Pause 12 12 16 22 8 12 7 8 12 

% Pause 33 50 44 50 17 63 24 17 37 

Verbs Total 77 70 81 75 76 48 76 75 72 

+ Pause 9 3 3 4 2 2 4 6 4 

% Pause 12 4 4 5 3 4 5 8 6 

The data clearly show that variability among the speakers is high. New 
information, for instance, is realized with a pause in 13% of the cases for speaker 
2 and in 30% for speaker 4. Therefore, almost up to a third of all new concepts 
may be marked with a pause. Inferrable information is also variable, ranging 
from only 9% for speakers 2, 4, and 5 to 21% for speaker 7. Modifiers are in 
fewer cases marked with a pause, ranging from never (speaker 5) to 18% for 
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speaker 6. Discourse markers are much more often accompanied by a pause, 
ranging from 17% for speakers 5 and 8 to 63% for speaker 6. The other speakers 
range between 24% and 50%, which indicates that the scores of speakers 5 and 8 
are relatively low and those of speaker 6 relatively high. Verbs, finally, are 
seldom realized with a pause, except by speaker 1 (12%); the other speakers 
range between 3% and 8%. 

Pausing as a marker of discourse structure seems less effective than 
accentuation, except for discourse markers, which are marked with a pause in 
about a third of the cases. Furthermore, pausing as a prosodic means to convey 
discourse structure seems much more speaker-dependent than the use of pitch 
accents. These data confirm our findings in chapter 3 on the use of pausing 
strategies in discourse. 

In the next section, the relation between accentuation, prominence, pausing, 
and information structure will be discussed. 

5.6. Discussion and conclusions 

In this section we will combine the data on realized pitch accents, perceived 
prominence, and concepts realized with a pause in relation to the information 
structure. 

The questions we wanted to answer in this chapter were the following. 

• How do speakers use accent lending pitch movements and pausing to mark 
the information structure in spontaneous discourse? 

• How do listeners use accent lending pitch movements and pausing in the 
perception of information structure? 

We hypothesized, on the basis of our model 'Information Structure In 
Discourse', that new information is always marked with a pitch accent, always 
perceived as prominent, and often accompanied by a pause. Inferrable 
information is often, but not always, pitch accented and perceived as prominent, 
and less often marked with a pause. Given or evoked information is never pitch 
accented, perceived as prominent or accompanied by a pause. Modifiers are 
always realized with a pitch accent, always perceived as prominent, and also 
accompanied by a pause. Verbs, finally, are never marked with a pitch accent, 
perceived as prominent, or accompanied by a pause. Our main findings are 
summarized below. 

The data show (for an overview see Table 5.11) that the percentages 
accentuation and perceived prominence per information type are roughly in 
accordance with what we expected on the basis of the literature and point in the 
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same direction as that found in earlier experiments. However, some remarks 
should be made. The percentages for 'new' exceed 100% in both accentuation 
and perceived prominence. Apparently, within each concept, which may consist 
of more than one word, at least one is accented and perceived as prominent. As 
for the relation between accentuation and prominence, if the number of accents 
and prominent words per phrase were equal, it could be assumed that perceived 
prominence is triggered by the presence of a pitch accent. Our data, however, 
indicate that pitch accents are apparently not the only cue to perceived 
prominence for the listeners, at least in our retold stories. Furthermore, not all 
pitch accents are also perceptually prominent. This seems to be dependent on the 
information type, in that for the information that is most important to the 
discourse more pitch accents are perceptually prominent than for information 
that is less important to the discourse. Pausing, however, only seems to 
contribute to the marking of information that is important to the discourse at 
concept level (new and inferrable information); modifiers and verbs do not seem 
to be marked by pauses a lot. Discourse markers are the elements that are most 
associated with pauses: 37% is marked with a pause. This can be expected: since 
discourse markers constitute the major transition points in the discourse, it is 
logical for a speaker to pause after such an element; he/she may use this time to 
plan the continuation of the story, and at the same time it is a signal to the 
listener that the speaker has not finished talking, and possibly that something 
important is coming up. 

The data furthermore show that there is some kind of ordering in the types of 
information: new information is realized and perceived more often as being 
important in the sense of accented and prominent than inferrable information, 
followed by verbs, modifiers, and discourse markers. This ordering is identical 
for accent placement and prominence perception. Verbs are more important than 
was predicted in the hypotheses, but only for FO-movements. In Prince (1981), 
they are not taken into account. Our present data, however, show that they 
should be, at least for spontaneous speech. Verbs are realized and perceived as 
being important in about 50% of the cases, which is far from negligible, but they 
are rarely accompanied by a pause. Modifiers are somewhat lower in the 
ordering than predicted in the hypotheses. They do, indeed, add extra 
information to the discourse, but this is not crucial to the content, and apparently 
not equal to 'real' new information, both from a production (accents and 
pausing) and a perception point of view. Discourse markers are not as important 
as was expected regarding FO-movement, but they do play an important role with 
respect to pausing. One explanation could be that the clear linguistic form and 
function of discourse markers was taken as a sufficient cue by the speakers in the 
production of the discourse, and therefore are not marked as being acoustically 
more prominent by means of a pitch accent, and thus are not perceived as such. 
This could mean that the speaker assumes that the listener does not need the 
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'extra' prosodic information (i.e. a pitch accent) to recognize and/or process 
discourse markers, and that a pause following the discourse marker is enough. 

An overview of the results is siven in Table 5.11. 

Table 5.11 Summary of the main findings on the prosodic aspects of focal structure. 
Percentages realized pitch accent, pause, and perceived prominence, broken down 
for information category. Important findings are marked in bold face. 

Information tvpe Realized Perceived 

Pitch accent Pause Prominence 

New 104 20 121 
Inferrable 86 18 96 

Given/Evoked -- -- — 
Modifier 41 8 50 

Discourse marker 18 37 28 
Verbs 45 6 53 

Summarizing the results presented from the present study, we may come to the 
following conclusions: The realization of pitch accents is closely related to the 
perception of prominence. When naive listeners are asked to judge 'emphasis' 
(neutral term) in spontaneous discourse, they use FO-variations as a primary cue. 
However, more concepts were perceived as being prominent than were realized 
with a pitch accent, meaning that listeners also used other prosodic cues in the 
perception of prominence, probably pausing. The data on pausing revealed that 
this seems to be the case for the information categories new and inferrable, and 
for discourse markers. It seems to be the case that essential information in the 
discourse is marked both by pitch accents and pausing, and is more often also 
perceptually prominent, whereas less essential information is marked by only a 
pitch accent and is less often perceptually prominent. Discourse markers, 
indicating the major transition points in the discourse, may be marked by only a 
pause, probably because of their clear linguistic form and function. The relation 
between pitch accentuation and information type with what was predicted: there 
is a tendency to accent information that is new to the discourse, while given 
information is not accented. 

There is a hierarchy in the accentability of focal structure, ranging from much 
accented to little accented: new information > inferrable information > verbs > 
modifiers > discourse markers. Realization in terms of target F0-values are not 
dependent on hierarchy in types of information. New and inferrable information, 
as well as discourse markers, may also be marked with a pause. 
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Even though the speakers produced texts of different length and content, they 
used the same means to signal information structure. Pitch accents are mostly 
constant across speakers, both in terms of acoustic realization and distribution 
over information types. Acoustic realizations, again, are mostly constant. 
Pausing strategies are much more speaker-dependent, and can be regarded as an 
additional cue. 

Listeners are little influenced by the difference in acoustic realization by the 
speaker, and are very flexible: the perception of prominence across speakers is 
comparable. Apparently, speakers can allow themselves a great degree of liberty 
in the realization of spontaneous discourse, without disturbing the listener. The 
acoustic means available to the speaker may be used in various ways, and this 
has no perceptual effect on the listener in detecting the structure of the message. 

The next chapter will bring together the results from chapters 3, 4, and 5 in a 
general discussion on the prosodie aspects of information structure in discourse, 
and present the final conclusions. Furthermore, some suggestions for future 
research will be »iven. 



General discussion 

Abstract 

In this final chapter the results from the various parts of this study are brought 
together and discussed. The main research questions in the present study were: 
Which prosodie cues do speakers use to signal the structure of a spoken 
discourse, and how do listeners use these cues to detect this structure? The 
results show that discourse boundaries are marked by the speakers 
predominantly with high boundary tones (also at locations where a low 
boundary tone was expected), and that heavier boundaries are marked with 
longer pauses. Listeners used acoustic pauses more than boundary tones as a 
cue for phrasing. Furthermore, there seems to be an ordering in the percentage 
'pitch-accented' and 'perceived as prominent' relative to information structure: 
new > inferrable > modifier > discourse marker > verbs. Finally, the limitations 
of the present study are treated and suggestions for future research are provided. 
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6.1. Introduction 

The present thesis dealt with two main research questions: first of all, what 
acoustic-prosodic means do speakers use to mark the information structure of a 
spontaneously spoken discourse, and secondly, which cues are most important 
for the listener to detect this structure. In other words, we want to know how 
speakers acoustically realize discourse structure, i.e. how do they indicate the 
important information of the discourse such as highly informative words and 
discourse boundaries. We also want to know how listeners use the acoustic cues 
provided by the speaker to determine the structure of the incoming discourse, i.e. 
on the basis of which acoustic cues do they decide which parts contain important 
information and where discourse boundaries are located? 

We gave an overview of three different methods of textual discourse analysis. 
These methods served as a starting point for the development of our own 
framework for analyzing information structure in spoken discourse ('Information 
Structure In Discourse'), using a purely text-based method. The results of a pilot 
experiment showed that this framework is a very useful tool if one wants to 
obtain an independent analysis of global and local discourse structures, i.e. the 
location of different types of discourse boundaries and the information status of 
the various concepts that build up the discourse. This framework was therefore 
used in the remainder of this thesis. 

The selection of speech material and the procedure of collecting and 
recording the material were presented next. Furthermore, an overall 
characterization of the speakers was given in terms of pausal and intonational 
features. Perceptual evaluations on the (prosodie) performance of the speakers in 
their production of the discourse completed this characterization. Speaker 
profiles, integrating the prosodie characterization in temporal and intonational 
terms, and the perceptual evaluation in terms of correlation with the ideal 
speaker, as well as the overall judgement, concluded this chapter. 

Our next step was the investigation of prosodie characteristics of discourse 
boundaries. The location of boundaries in the text-based discourse structure was 
taken as a reference point, and the actual realization of boundaries by the 
speakers and the perception of boundaries by naive listeners was investigated, in 
terms of both pausal and intonational (boundary tones) aspects. Different 
strategies could be observed in the way speakers acoustically realize discourse 
boundaries, as well as in the use of acoustic cues by the listeners in perceiving 
discourse boundaries. 

Finally, we presented a study on the focal structure in discourse, i.e. the 
relation between the text-based information structure (cf. the given/new 
distinction), on the one hand, and the realization (i.e. accentuation) and 
perception (i.e. prominence) of that structure, on the other hand. This relation 
was investigated by studying the location and realization of pauses and pitch 
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accents relative to the information structure, the perceptual evaluation being 
obtained from prominence judgements by naive listeners. 

This present chapter will bring together the results presented in the previous 
chapters. Section 6.2 presents a discussion of the main findings. In section 6.3 
we formulate the answers to the research questions presented in chapter 1. 
Section 6.4 deals with the limitations of the present study and will present some 
suggestions for future research. 

6.2. Discussion of main findings 

Our study of the prosodie aspects of information structure in discourse was 
broken down into three parts: prosodie speaker characteristics, prosodie 
characteristics of boundaries, and prosodie characteristics of focal structure. 
Each of these parts will be discussed separately. Before that, however, we will 
go back to the model representing the various aspects in this study, reproduced 
below in Figure 6.1. 

SPEAKER - concepts 
4 

LISTENER - percepts 
Î 

information structure information structure 
discourse structure 

1 
discourse structure 

Î 
linguistic means linguistic cues 
acoustic means 

4 
spoken discourse —> 

acoustic cues 
T 

—» spoken discourse 

acoustic means 
4 

spoken discourse —> speech 

acoustic cues 
T 

—» spoken discourse 
DISCOURSE 

Figure 6.1. Overview of the various aspects in this study and their relation. 

The central part in this figure is the discourse, i.e. the message between the 
speaker and the hearer. The speaker makes use of concepts to formulate his/her 
message. The structure of the message, in this case the spoken discourse, is 
realized by the use of both linguistic and acoustic means. The listener also makes 
use of these means to reconstruct the message of the speaker (the discourse), this 
time in terms of percepts. 

The discourse can thus be seen from two sides: the structure as produced by 
the speaker and that perceived by the listener. On both sides, at least two levels 
can be distinguished: one to indicate the broad structure of the message in terms 
of where discourse units begin and end ('discourse structure' in the diagram) and 
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one to indicate the narrow structure in terms of important information 
('information structure' in the diagram). 

In this thesis, we focus on the path from the speaker via spoken discourse to 
the listener. The part from the writer through written discourse to the reader, as 
presented in chapter 2, lies outside the scope of the present study. The text-based 
discourse analysis is taken as reference point. The prosodie realization of the 
'discourse structure' and 'information structure' by the speakers is investigated, 
as well as the perception of both types of structures by the listener. 

In the following three subsections, the main results will be discussed. In 
section 6.2.1 the characterization of the speakers is presented. It shows what 
prosodie means were used by the speakers to realize spoken discourse, and how 
the use of these means was evaluated by the listeners. Section 6.2.2 discusses 
the results of the prosodie characteristics of discourse boundaries, both from the 
speakers' and the listeners' point of view. The central issue here is which cues 
are used by the speaker to mark discourse boundaries in spoken discourse, and 
which cues are used by the listeners to detect these boundaries. Section 6.2.3, 
finally, discusses the findings on the prosodie characterization of focal structure. 
Here, information structure is investigated, again from the speakers' and the 
listeners' viewpoint. How do speakers prosodically mark information structure in 
spoken discourse, and how do listeners use the prosodie cues to detect important 
information? 

6.2.1 Prosodie speaker characteristics 

The perceptual evaluation of the 'prosodie retelling performance' of the eight 
speakers, as presented in chapter 3, showed that listeners have a clear idea about 
how the ideal speaker of a retold story should sound and that they for the most 
part on this. Furthermore, they also have specific ideas about the acoustic 
realization of retold stories. Some speakers are judged as 'better' retellers than 
others. 

Listeners thus clearly make a distinction between 'good' and 'bad' speakers, 
which is related to the picture of the ideal speaker. The closer a real speaker is to 
this picture, the better he/she is evaluated. In this respect, aspects related to the 
factor Intonational characteristics are most important, followed by aspects 
related to the factors Dynamic features and Articulation. However, this ordering 
is not identical for all speakers: to characterize their speech, the Dynamic 
features are of more importance for some speakers, whereas for others the 
Intonational characteristics are more important. 

The relation between these perceptual judgements and the acoustic realization 
by the speakers can be summarized as follows: The acoustic cue related to the 
Intonational characteristics factor is mean FO. Therefore, listeners based their 
judgements basically on the average FO of the speaker, combined with the 
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maximum and/or the minimum FO. The combination of mean, maximum, and 
minimum FO seemed to be important for the scales 'varied' and 'sonorous'. 
Mean and maximum FO correlated positively with the scale 'melodious', 
whereas mean and minimum FO appeared to be important for judgements on 
'vivacious' and 'expressive'. Minimum and maximum FO did not appear to be 
important for judgements on the scales 'active' and 'cheerful'. 

As for the Dynamic features factor, all acoustic cues appeared to be relevant 
for the listener. Judgements for the scales 'brisk', 'self-confident', and 'quick' 
appeared to be related to speaking rate. Thus, higher judgements for 'self-
confident' correlated with a higher speaking rate. Scales 'brisk' and 'powerful' 
were related to the duration of silent pauses, but in a negative way. The more a 
speaker was evaluated as 'powerful', the shorter he/she made his/her silent 
pauses. The data furthermore suggest that the more a speaker was evaluated as 
'self-confident', the shorter he/she realized filled pauses. The scales 'brisk' and 
'quick' also correlate highly with the ratio between speech and pause time. 

The aim of the experiments described in chapter 3 was to find out which acoustic 
features speakers should have to be evaluated as a good speaker when retelling a 
story. In this respect we looked separately at male and female speakers. The 
reference point was the correlation with the ideal speaker, in terms of both the 
overall correlation and the correlation on the different scales and factors. 

The female speakers were evaluated as 'good' collectively, but low 
correlations for temporal and pausal features lowered the overall score. The use 
of many filled pauses, rather than silent pauses, was not very appreciated, 
whereas high articulation rate and low pause ratio were. 

Variation within the group of male speakers was much larger. A high number 
of filled pauses was reflected by a high negative correlation, and was in that 
respect literally far from ideal. Furthermore, a higher speaking rate and values 
close to the mean values of the male speakers appeared to have some positive 
effect on the evaluation. Listeners do not like characteristics indicating a narrow 
range (low sd of FO, low values for high end tones, and lower peak heights). In 
general, the male speakers' strategies were acceptable, without being appreciated 
very much. 

6.2.2 Prosodie characteristics of discourse boundaries 

In this part of the study, we wanted to investigate the production and perception 
of discourse boundaries in spontaneous speech. First of all, a listening 
experiment was run to see where listeners perceive boundaries in discourse. The 
results showed that variability in the judgements was high. Many of the 
judgements concerned cases where only a few of the 12 listeners agreed on the 
specific type of boundary (non-final, sentence final, or paragraph final). The 
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stronger the type of perceived boundary, the stronger the agreement, i.e. more 
listeners agree on the type of boundary. Paragraph boundaries were not perceived 
very often, and also not by all listeners. More boundaries were perceived than 
was expected in the text-based discourse analysis, indicating that clause internal 
boundaries were also perceived. 

A comparison between the perceived type of boundary at locations where a 
structural boundary (i.e. determined by the text-based discourse analysis) also 
occurred, revealed that clause boundaries are, as expected, also associated with 
non-final judgements. Sentence boundaries, however, are equally often 
associated with non-final and with sentence final judgements. Paragraph 
boundaries, on the other hand, show a tendency in most cases to be associated 
with sentence finality. 

The realization of boundary marking pitch movements in relation to the text-
based discourse structure showed that discourse boundaries are predominantly 
realized with high boundary tones, even in places where a low boundary tone 
was expected, such as at sentence and paragraph boundaries. When low 
boundary tones are realized, they are associated with sentence and paragraph 
boundaries. This indicates that in spontaneous discourse speakers tend to mark 
boundaries as continuation (expressed by high boundary tones) rather than 
finality (expressed by low boundary tones). In a monologue situation, as used in 
our study, this continuation serves as a sign to the listener that the speaker has 
not yet finished talking and thus makes sure that the speaker still has the 
listener's attention. Half of all clause boundaries are realized with a boundary 
marking pitch movement (51%), 91% of all sentence boundaries, and 80% of all 
paragraph boundaries. These percentages vary for the individual speakers. 
Discourse boundaries are also marked by means of pauses, in the majority of the 
cases silent pauses. Fourty percent of all clause boundaries, 66% of all sentence 
boundaries, and 85% of all paragraph boundaries are marked with a pause. 
Heavier and more important boundaries are thus marked with a pause more 
often. Again, speaker differences were apparent. These data suggest that pausing 
is a more reliable and important cue for boundary marking in spontaneous 
speech than pitch movements. The combination of pauses and boundary marking 
pitch movements was investigated next. 

The heavier a boundary, the more often both pausing and pitch movements 
are used. Clause boundaries are generally not marked by any prosodie cue, or 
with only a pause or a boundary tone. Sentence boundaries are in most cases 
marked with both a tone and a pause, or with only a tone. Paragraph boundaries, 
finally, are always marked prosodically, in most cases with both a tone and a 
pause, or with only a pause. These results confirm the hypothesis that heavier 
boundaries are marked with more prosodie cues. 

The final step in the investigation into discourse boundaries is relating the 
judgements on perceived boundaries to specific prosodie cues as provided by the 
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speaker. Perceived boundaries were classified as weak, strong, or extra strong, 
dependent on the number and type of judgements given by the listeners. The 
results for boundary tones showed that high boundary tones are realized at 
boundaries perceived as weak, less at boundaries perceived as strong, and even 
less at boundaries perceived as extra strong. Low boundary tones are realized at 
boundaries perceived as strong and as extra strong. Thus, boundaries perceived 
as heavier are realized with low boundary tones, whereas boundaries perceived 
as shallower are realized with high boundary tones. However, relatively few 
perceived boundaries are realized with a boundary tone altogether, which 
indicates that boundary marking pitch movements are not the main cue for the 
perception of discourse boundaries. 

Pausing appeared to be a more important cue for the listener. Boundaries 
perceived as weak were in 46% of the cases realized by the speaker with a pause. 
For boundaries perceived as strong, this is 89%, and for extra strong boundaries, 
it is even 100%. Again, we see a hierarchy in the weight of the boundary and the 
number of times it is marked with a pause. In total, 55% of all perceived 
boundaries is realized with a pause, which is a bit higher than the 47% for the 
boundary tones. 

The use of both boundary tones and pausing in relation to perceived 
boundaries was looked at next. As could be expected, the heavier a boundary is 
perceived, the more often both prosodie cues were used by the speaker. Weak 
boundaries were in most cases not marked by any prosodie cue, whereas those 
perceived as strong were in the vast majority of the cases realized with both a 
pause and a boundary tone. Extra strong boundaries were always realized at least 
with a pause, and in the majority of the cases also with a boundary tone. Thus, in 
the perception of discourse boundaries in spontaneous speech, pausing appears to 
be the main cue for the listener, followed by boundary tones. 

6.2.3 Prosodie characteristics of focal structure 

In this part of our study on the prosodie aspects of information structure, the aim 
is to see how information status is marked prosodically by the speakers, using 
means such as pitch accentuation and pausing, and how this is related to 
perceived prominence by the listener. 

The results from the experiment on perceived prominence show that there is 
an ordering in the relation between information structure and prominence. New 
information is always perceived as prominent. Inferrable information is 
perceptually prominent less often, but still in 96% of the cases. Half of all 
modifiers are perceived as prominent, and 28% of all discourse markers. Fifty-
three percent of all verbs are perceptually prominent. Speakers may differ in this 
respect, but the overall ordering is more or less equal. 
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The same ordering is found for the relation between information structure and 
pitch accentuation. New information is accented more often than inferrable 
information, followed by verbs, modifiers, and, finally, discourse markers. 
Again, speaker differences were observed, but the ordering was roughly the 
same. Measurements of the actual realization of the pitch accents in fundamental 
frequency revealed that the type of information on which the pitch accent is 
realized has no effect. That is, pitch accents realized on new information are not 
realized differently from those realized on inferrable information or modifiers, 
for instance. 

This ordering is also visible if one looks at the so-called 'prominent pitch 
accents', i.e. those words that are both accented and perceived as prominent. 
Overall, the vast majority of pitch accented words is also perceptually prominent. 
Of all new information 98% is prominent and pitch accented, for inferrable 
information this is 89%, it is 82% for both modifiers and verbs, and 67% for 
discourse markers. 

The data presented so far clearly show that the various types of information 
structure were marked differently by the speakers, and were also picked up as 
such by the listeners. In this respect, the presence of a pitch accent appeared to 
be a major cue for the listener, as can be concluded from the high percentage 
'prominent pitch accent'. 

Information structure could also be marked by pausing strategies. This was 
investigated by looking at clause-internal pauses (i.e. not at discourse 
boundaries) in relation to information structure. The majority of the pauses 
occurred between concepts (at word group boundaries) or after discourse 
markers; fewer pauses occurred within concepts. 

The relation between the information status of the word group and the pause 
was investigated next. The occurrence of pauses between concepts did not appear 
to be dependent on the information status of the forthcoming concept. This may 
indicate that speakers just pause at these locations, for instance to give 
processing time to the listener, or as a 'chunking device' at word group level. 
Pauses within concepts, however, are associated with the information structure 
of the concept in which they are incorporated. Half of all pauses of this type 
occur in concepts that are new to the discourse (new and inferrable information). 
This also makes sense to the listener, providing an indication that he/she is 
listening to something important. 

Compared to the total number of concepts in the discourse, we see that 20% 
of all new information is marked with a pause (either between or within), 18% of 
all inferrable information, 8% of all modifiers, 37% of all discourse markers, and 
only 6% of all verbs. Clearly, the ordering in this respect is different from what 
we have seen before. Here, discourse markers are marked with a pause, followed 
by new and inferrable information, and, finally, modifiers and verbs. We 
observed above that discourse markers are rarely accented or perceived as 
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prominent. The fact that discourse markers are realized so often (relative in the 
ordering) with a pause is not surprising, since these are the major turning points 
in the discourse, and may for that reason alone be marked with a pause. The 
other types of information structure are prosodically marked with intonational 
means, whereas the discourse markers are marked more often with temporal 
means. 

6.3. Prosodie aspects of information structure in discourse 

The main questions in the present research were formulated as follows: 

• What acoustic-prosodic means are used by speakers to mark the structure of 
a spontaneously spoken discourse? 

• Which acoustic-prosodic cues, as given by the speaker, do listeners use to 
detect the structure in spoken discourse? 

The hypotheses concerning the acoustic realization and perceived structure of 
discourse were formulated in chapters 4 and 5. Table 6.1 gives a schematic 
overview, bringing the levels of discourse structure (phrasing) and information 
structure (prominence) together. In how far do our results meet these 
hypotheses? Table 6.2 presents an overview of the realization and perception of 
both discourse structure and information structure, according to the same setup 
as in Table 6.1. 

On the level of discourse structure, the hypothesis that heavier discourse 
boundaries are realized with longer pauses is confirmed. An acoustic pause 
marking a sentence boundary is significantly longer than when realized at a 
clause boundary, and is significantly shorter than when realized at a paragraph 
boundary. As for the boundary tones, however, we predicted that clause 
boundaries would be marked with a high boundary tone, whereas boundaries at 
sentences and paragraphs would be marked with a low tone. This was confirmed 
for clause boundaries, but sentence and paragraph boundaries, contrary to our 
expectation, were realized with a high boundary tone as well in our corpus of 
spontaneous speech. 
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Table 6.1 Hypothesized realization of discourse structure and information structure by means 
of boundary tones, pitch accents, and pauses, and the hypothesized use of prosodie 
cues by the listeners in the perception of discourse boundaries and prominence. 

Structure Realized Perceived 

DISCOURSE Boundary tone Pause Boundarv Tone Pause 

Clause high yes, shorter Weak high yes, shorter 

Sentence low yes, longer Strong low yes, longer 

Paragraph low yes,still longer Extra Str. low yes,still longer 

INFORMATION Pitch accent Pause Prominence 

New always often always 

Inferrable often less often often 

Modifier always often always 

Disc, marker always always always 

Verb never never never 

Table 6.2 Actual realization of discourse structure and information structure, by means of 
boundary tones, pitch accents, and pauses, and of the prosodie cues used by the 
listeners in the perception of discourse boundaries and prominence. 

Structure Realized Perceived 

DISCOURSE Boundary tone, pause, both, none Boundary tone, pause, both, none 

Clause/Non-final none, high tone or (short) pause none, tone or pause 

Sentence/Sent, final high tone and (longer) pause tone and pause 

Paragraph/Par.final high tone and (longest) pause at least alwavs pause, often tone 

INFORMATION Pitch accent Pause Prominence 

New always few always 

Inferrable very often few very often 

Modifier often very few often 

Discourse marker few often less often 

Verb often very few often 

Our results are in accordance with what Blaauw (1995) has found for instruction 
monologues in Dutch. In her material, a little more than half of all paragraph-
final phrases are marked with a low boundary tone, the rest being realized with a 
so-called non-low tone. However, Swerts & Geluykens (1994), using also 
instruction monologues, found that 81% of the paragraph final phrases were 
demarcated with a low boundary tone. Our results support the suggestion by 
Blaauw (1995) that "the connection between final paragraph position and low 
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boundary tunes in spontaneous speech is not as strong as has been suggested by 
Brown et al. (1980), Yule (1980) and Swerts & Geluykens (1994)" (p. 151). 
Furthermore, our results confirm findings by Blaauw (1995) that minor 
boundaries (i.e. our clause boundaries) are not prosodically marked in about half 
of the cases, whereas major boundaries (i.e. our sentence and paragraph 
boundaries) are realized in the vast majority of the cases in spontaneous speech. 
The actual realization of the prosodically marked boundaries found in our data 
differs from the results given by Blaauw. She finds that minor boundaries are 
predominantly marked with a pitch movement or a pitch movement and a pause, 
whereas our clause boundaries are mainly realized with a pitch movement or a 
pause, and seldom with both cues. Major boundaries are more comparable across 
both studies, i.e. marked with both a pause and a pitch movement. 

The prosodie cues provided by the speaker are used by the listener to detect the 
structure of the spoken message. In this respect, the speakers use predominantly 
pausing rather than boundary tones. Since the speakers used high tones to mark 
discourse boundaries, our prediction that listeners make use of low tones cannot 
be confirmed. Speakers use high tones to mark discourse boundaries. A listener 
may still expect a low boundary tone to mark the end of a sentence or paragraph, 
but in the absence of such a cue in spontaneous speech, he/she relies on temporal 
cues instead. 

The level of information structure shows that our hypotheses concerning new 
information are confirmed. This type of information is always marked with a 
pitch accent, and is also always perceived as being prominent. Inferrable 
information, however, is pitch accented and prominent more often than was 
expected, and behaves even similar to new information. This means that 
inferrable information should be treated as expressing additional information 
rather than the repetition of information (i.e. given) that is already available in 
the discourse, be it implicitly. The fact that inferrable information is recoverable 
from the discourse context or the knowledge of the world, does not mean that it 
is equal to given or evoked information, can thus be deaccented and is therefore 
not perceived as prominent. Both new and inferrable information are 
occasionally marked with a pause. Altogether, pauses are rarely used to mark 
information structure, but when this is the case, it concerns the most important 
information in the discourse (but see below for the discourse markers). Modifiers 
are marked with a pitch accent and are perceived as being prominent less often 
than was expected. This can be explained as follows: Modifiers occur mostly in 
combination with new and inferrable information, as adverbs of place or time. In 
this sense they are additional information, albeit newly introduced in the 
discourse, and were therefore expected to be pitch accented and prominent. But, 
since all new and almost all inferrable information is already pitch accented and 
prominent, these modifiers can very well do without pitch accent and 
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prominence. The speaker knows that the listener is paying attention to this type 
of information, and can therefore afford not to accent the modifiers. The category 
discourse markers is also much less pitch accented and prominent than was 
expected. However, this type of information is more often marked with a pause 
instead. The clear linguistic function of discourse markers may explain this. By 
pausing right after a discourse marker, the speaker signals his/her intention to 
continue the story, but he/she is apparently not quite sure about how to continue 
it. This signal is picked up by the listener, which explains the fact that discourse 
markers are still more often prominent than accented. Verbs, finally, were 
expected not to be pitch accented nor perceived as being prominent, following 
the ideas of Prince (1981) and also Chafe (1987) in which verbs form a so-called 
'unitary concept' with the NP. Our data show that they quite often carry pitch 
accent, and are also often perceived as being prominent. They are in only a few 
cases accompanied by a pause. This shows that it is worthwhile to include verbs 
as a separate category in a model of information structure in spontaneous speech. 

The results of the present study, in answer to our main research questions, can 
now be summarized as follow: 

Speakers mark information structure in discourse in terms of phrasing or 
'chunking' (discourse boundaries) and in terms of information status 
(accentuation). Structural discourse boundaries, i.e. those determined by textual 
information, are prosodically marked, but the specific means used to do this are 
dependent on the type of boundary: the heavier the boundary, the more a 
boundary is realized prosodically, and the more prosodie cues are used. These 
cues are, in order of importance, silent pauses and high boundary tones. 

Information expressing the lexical content of the discourse, such as new or 
inferrable information or modifiers, is marked predominantly by pitch accent. 
There is an ordering in the 'accentability' of information status in discourse: new 
> inferrable > verbs > modifiers > discourse markers. Information indicating the 
major transition points (discourse markers) in the discourse are mainly realized 
by means of a pause realized after this specific discourse marker. In terms of the 
scheme in Figure 6.1, these are the acoustic means used by the speaker to realize 
information structure and discourse structure. It was outside the scope of the 
present study to investigate also the speaker's use of linguistic means, such as 
sentence form, sentence structure, word order, and/or the choice of specific 
lexical items, to structure discourse. 

Listeners make use of the prosodie information provided by the speakers to 
detect the structure of spoken discourse. For the perception of discourse 
boundaries, pausing is more important than pitch movements, especially if it 
concerns heavier boundaries. Discourse boundaries are mainly perceived as 
being 'non-final'. The perception of prominence (i.e. the important parts of the 
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discourse) is mainly triggered by pitch accents, and is also dependent on the type 
of information. The same ordering applies as for accentability: new > inferrable 
> verbs > modifiers > discourse markers. This is the panel on the right in the 
scheme in Figure 6.1, from the 'spoken discourse' to the LISTENER. The 
acoustic cues are provided by the speaker and used by the listener to decode the 
discourse structure and the information structure. Listeners may, of course, also 
have used linguistic cues. The investigation of these cues in relation to perceived 
discourse structure lies outside the scope of the present study. 

Several strategies are possible in the use of prosodie means. As has become 
clear from our results on speaker characteristics, none of the speakers was really 
judged as 'insufficient' by the listeners in their prosodie realization of the 
retelling task, but the female speakers were preferred to the male speakers in 
general. However, the detailed analysis of the use of prosodie cues to mark both 
discourse boundaries and information status revealed no specific sex-related 
differences in strategy. The use of particular acoustic features, such as the 
frequent use of filled pauses, is related to the overall judgement and the 
similarity to the 'ideal speaker', but this is more an issue of individual speakers, 
irrespective of their sex. 

6.4. Limitations and suggestions 

The study of how prosody is used by speakers to structure their messages 
involves numerous aspects. In the present study, we have focused specifically on 
temporal and intonational aspects, but this does not mean that other aspects, such 
as spectral features and segmental information, are not important. Analyses of 
segment durations or of variations in intensity require a fully labeled database. 
We wanted to use a specific type of spontaneous speech material, one that comes 
close to an everyday communicative situation. The full labeling and 
segmentation of such a database would have been too time consuming, and was 
therefore not done. This implies that acoustic analyses on the segment level are 
not included in our study. 

The relation between discourse structure and prosodie characteristics is very 
complex. The structure of the discourses was divided into a so-called discourse 
structure, being the division into smaller parts such as clauses, sentences, and 
paragraphs, and a so-called information structure, the classification of the 
various words and word groups according to their information status. One 
limitation of the present study lies in the fact that these two levels were studied 
and discussed separately. If both levels are integrated, information about the 
number of words expressing 'new' or 'inferrable' information per clause, 
sentence, or paragraph becomes available, as well as more detailed information 
about word order. As Terken & Hirschberg (1994) have suggested, information 
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about grammatical role, surface position, and form of referring expression should 
also be included in a discourse model. Labels to identify this type of information, 
thereby also integrating both levels of analysis, can, of course, easily be added to 
our model. Furthermore, a more elaborate analysis of hesitation and correction 
phenomena in relation to discourse structure would then become possible. 

The database we recorded (see chapter 3) consisted of three spoken versions 
of the same discourse for each speaker. In the present research, we only used the 
so-called 'retold' version. The other two versions are the 'original' read version 
and the 're-read' version. This 're-read' version is a read aloud recording of the 
transcribed retold version, these two versions being in principle lexically 
identical. A natural follow-up would be a prosodie comparison of the 'retold' 
and 're-read' versions. This would give insight into possible differences in the 
way speakers mark information structure in different speaking styles, and in how 
this is processed by the listener. A pilot experiment was set up in a first attempt 
to test this, but the results were not available in time to be included in this thesis. 

In chapter 3 we tested how the speakers were evaluated in their prosodie 
performance in retelling a story. From a more psycholinguistic viewpoint, this 
could be completed by having listeners also evaluate the way the content of the 
original story is rendered. This would give valuable information about how 
discourse is processed in the mind of the speaker, and how the various types of 
information in the original discourse are transferred. 

As has been pointed out several times, the use of linguistic means by the 
speaker to structure discourse was not investigated. It would be interesting to 
combine linguistic and prosodie aspects of discourse structure, to see what the 
systematic properties (pragmatic, semantic, and syntactic) are of the acoustic 
chunks produced by speakers in spontaneous discourse or dialogue. Which 
prosodie cues are used to mark these properties? And, how important are these 
means to the listener as indicators of efficient communication? Furthermore, 
what is the relation between the linguistic and the prosodie properties? Focusing 
on these aspects would not only give additional insight into the grammatical 
structure of spoken discourse and dialogue, but would also be relevant for 
language and speech technological applications such as dialogue systems. 

Knowledge about the way human speakers structure their message can 
improve synthetic speech, especially where spontaneous output is required. 
Reading machines for the blind could benefit from good, naturally sounding 
synthetic speech output. Depending on the content and the type of material to be 
synthesized, a 'spontaneous' sounding voice can be more appropriate. 
Furthermore, more insight into the prosodie aspects of spontaneous speech may 
also help hearing-impaired people. Training programs could be developed to 
teach these people to produce their speech in a naturally sounding way, i.e. 
comparable to spontaneous speech as used by normally hearing people in 
everyday communicative situations. 
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The role of prosody is also of interest to the field of automatic speech 
recognition, for instance, in the disambiguation of different readings of a same 
sentence. The few prosody-driven recognizers that presently exist use automatic 
detection of pitch accents and phrase boundaries as indicators of discourse or 
dialogue structure. Knowledge about how humans build and perceive these 
structures, and use this structure to interpret the message, can help to improve the 
system's performance. 

Text-to-speech systems automatically place accent lending and boundary 
marking pitch movements in the spoken version of a text given to the system. 
Such systems require fairly structured texts as input, for instance news bulletins, 
weather reports or even books to be read aloud. A text in the form of a 
transcription of the retold stories as used in the present study, is not suitable as 
input for a text-to-speech system as described here. In the present research, the 
predicted location of pitch accents was based on the textual analysis. In a text-to-
speech system, this is in principle also the case, but the knowledge is based on 
more strictly structured texts. It would therefore be interesting to compare the 
actual location of pitch accents, as determined by the intonation experts (chapters 
4 and 5), with the location of accents determined by a text-to-speech system. We 
expect that where the two approaches differ, this will be at the level where 
spontaneous and read speech differ most, i.e. the use of modifiers, hesitations, 
corrections, false starts and the like. 

In the present study, our speech material consisted of only monologues, i.e. 
one speaker without interference from other speakers. A natural follow-up would 
be to also look at dialogues between two or even more speakers, using, for 
instance, the Map Task (Anderson et al., 1991), or at human/machine dialogues. 
Preparations for such a follow up project are currently under way at our institute. 





Appendix A Original Dutch text 

Simon Carmiggelt (1966) 
'Een triomf, in: Fluiten in het donker 

ABC boeken, Amsterdam 

Toen deze winter de sneeuw eens zo overvloedig begon neer te dwarrelen, 
spoorden we de stad uit om te kijken hoe het er in het bos uitzag. 

Het was geen vergeefse reis. 
Onder de vracht van sneeuw en ijs beladen kraakte het woud als een orthodox 

spookhuis. Het feit dat je grote takken, die het niet langer konden volhouden, 
afbraken en naar beneden stortten, op je kop kon krijgen, gaf onze tocht een 
accent van gevaarlijk leven, dat in de stad alleen de zebrapaden kunnen bieden. 
Bovendien beleefden we op de smalle paadjes veel aan kleine, dunne bomen die 
zó zwaar overhingen dat we er op handen en voeten onder door moesten kruipen 
waardoor wij ons, een dik uur van Amsterdam verwijderd, zeer dicht bij de barre, 
onherbergzame natuur voelden. 

Urenlang ontmoetten wij geen levend wezen. 
Geen mens. 
Maar ook geen dier. 
'Je ziet zelfs geen sporen van herten en zwijnen,' zei mijn vrouw. 'Waar 

zouden ze allemaal gebleven zijn?' 
'Dat komt door de drijfjachten,' antwoordde ik. 
En ik begon parmantig een uit de lucht gegrepen theorie te ontvouwen die ik 

besloot met de woorden: 'Daarom houden ze zich schuil.' 
We waren, toen ik dit zinnetje uitsprak, juist bij een zijpad gekomen dat leidt 

naar een dal, waarin je 's zomers tussen manshoge varens loopt. 
Toen we rechtsaf sloegen, zei mijn vrouw alleen: 'Zich schuil...' 
Voor ons stond een complete kudde wilde zwijnen. Ik had er nog nooit 

zóveel bij elkaar gezien, 't Waren er minstens dertig en zij vormden een 
gevarieerd, maar weinig aantrekkelijk gezelschap. Moeders met kinderen. Wat 
half volwassen eenlingen. Een paar enorme kanjers, die deden denken aan logge 
asocialen, met wie je moet uitkijken. En de baas van het spul, een met 
vervaarlijke slagtanden toegerust monster dat voorop stond en naar ons keek met 
een verre van gastvrije blik. 

'Die theorie neem ik terug,' zei ik. 
Mijn vrouw knikte. 
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'Belangrijker is wat we nu gaan doen,' vond ze. 
Ik aarzelde. 
'Wat denk je van hard weglopen?' stelde ze voor. 'Niemand ziet het.' 
Maar opeens schoot mij Napels te binnen. Als u er wel eens geweest is weet 

u dat het bedelen daar pathologische vormen heeft aangenomen. Jong en oud 
geven er zich met zulk een fervente volharding aan over datje, na een dag aan 
iedereen wat gegeven te hebben, in het belang van je reisbudget eelt op je ziel 
krijgt en al die jengelende kinderen, jongelieden en grijsaards begint af te 
schudden. Gewoon doorlopen helpt niet, want dan blijven ze je kermend volgen. 
Je moet er - zo heeft ervaring ons geleerd - duidelijk gearticuleerd in het 
Hollands bij zeggen: 'Donder op.' 

Dan druipen ze af, omdat deze krachtterm blijkbaar een internationale, 
explosieve uitwerking heeft. 

'We proberen 't op z'n Napels,' zei ik tegen mijn vrouw. 
'Goed.' 
Hand in hand liepen we de kudde tegemoet. Is het niet aangrijpend, vrienden, 

dat je in een overbevolkt land als het onze, nog plekken vinden kunt waar je 
opeens wordt omringd door dieren met een hoogst onaangenaam uiterlijk, wier 
voornemens moeilijk te peilen zijn? 

De leider van de kudde gaf toen wij, op een wankele wijze, moedig naderbij 
kwamen een schorre knor ten beste die de moeders met de kinderen en de half 
volwassen vrijgezellen tussen de bomen deed vluchten. Maar zelf bleef hij staan, 
met nog een paar fikse onverplaatsbare neven. 

'Donder op,' zei ik, toen we vlak bij waren. 
En ik zweer het u - hij dééd het onmiddellijk, braaf gevolgd door die andere 

zware jongens. Tussen de bomen bleven ze wel zeer muf naar ons staan kijken, 
maar ze kwamen ons niet achterna toen wij verder liepen - twee fiere 
stadsmensjes, die de natuur eindelijk onder de duim hadden. 



Appendix B English translation 

Simon Carmiggelt (1966) 
'Triumph', in: A Dutchman 's slight adventures 

N.V. De Arbeiderspers, Amsterdam 
Translation by E. Willems-Treeman 

Last weekend, when the snow fell thick and fast, we took a little trip to see 
winter in our national forest. The venture was rewarding. Under the load of snow 
and ice, the woods creaked and groaned like an orthodox haunted house. The 
constant threat of branches breaking under their burden and toppling down on 
our heads added an element of danger that can be paralleled in the city only by 
crossing the street. In addition, many of the snow-covered saplings lining the 
paths were bent so low that we had to crowl under them on our hands and knees. 
At no more than an hour's distance from Amsterdam, we felt very close to raw 
and inexorable Nature. 

For hours we encountered no living being. Not a single person. Not a single 
animal. 

'There aren't even any tracks of deer or wild swine,' said my wife. 'Where 
do you suppose they all are?' 

'They've been driven away by hunters,' I replied. And I began jauntilyto 
unfold an air-spun theory, concluding with the words, 'So that's why they've 
hidden themselves.' As I spoke we arrived at a side path that leads to a dell 
where man-high ferns grow in summer. We turned right, my wife repeating after 
me, 'Hidden themselves,' and came face to face with a whole herd of wild swine. 
I have never seen so many. There were at least thirty, and they formed a varied 
but scarcely attractive group. Mothers with children. Several half-grown 
adolescents. A few enormous boars that looked like muscle-bound hoodlums 
whose path it is just as well not to cross. And the boss of the whole caboodle - a 
monster with tremendous tusks. He stood at the head of the herd and glared at us 
with a far from friendly eye. 

'I withdraw my theory,' I said. 
My wife nodded. 'The important thing,' she whispered, 'is, what do we do 

now?' I hesitated. 
'What do you think about a fast retreat?' she suggested. 

'No one is looking.' 
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But all at once I thought of Naples. If you've ever been there you know that 
Neapolitan begging has assumed pathological proportions. Young and old have 
dedicated themselves to it with such fervent tenacity that after a day of giving 
something to everyone you are forced, in the interest of your traveling budget, to 
let your soul become calloused. You begin to shake off all the whining children, 
youths, and grandfathers. It doesn't help just to keep on walking, for they cling 
to you like groaning flies. Experience has taught me that the only thing to do is 
to say, in clearly articulated Dutch, 'Donder op!' They drop off immediately, 
since this expletive apparently has an internationally blasting effect. 

'We'll try it à la Naples,' I said to my wife. 
'Okay.' 
Hand in hand we approached the herd. 
Isn't it thrilling, friends, to know that in an overpopulated, undersized 

country like the Netherlands some spots still remain where you can be suddenly 
surrounded by wild animals of extremely unappealing appearance and 
completely unfathomable intention? I think so. 

As we somewhat shakily yet dauntlessly drew nearer to the swine, the leader 
let out a hoarse grunt that sent the mothers, babies, and teen-agers scuttling off 
through the trees. He himself remained firmly planted, together with his robustly 
resolute nephews. 

'Donder op!' I said when we were quite near by. 
And I swear with my hand on my heart, he dondered op like a flash, 

virtuously followed by the muscle boys. They did stop for a moment under the 
trees to stare mustily at us, but they didn't follow us when we walked on - two 
proud little city slickers who had finally got one up on Nature. 
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Semantic scales 

Semantic scales used in the evaluation experiment in chapter 3, with English 
translations. In the actual experiment the Dutch terms were used. '*' = a < .80. 

Dutch terms English translation 

* aangenaam-onaangenaam 
*vriendelijk-kortaf 

luid-zacht 
hees-niet hees 

stereotiep-gevarieerd 
aktief-passief 

*ongekunsteld-geaffecteerd 
flets-klankrijk 
slordig-precies 

stevig-slap 
*krakerig-niet krakerig 

traag-vlot 
melodieus-eentonig 

krachtig-zwak 
lelijk-mooi 
*ruw-glad 

doods-levendig 
diep-schel 
arm-rijk 

*gespannen-ontspannen 
expressief-uitdrukkingsloos 

vast-onvast 
plat-beschaafd 

zelfverzekerd-weifelend 
zeurig-opgewekt 

verzorgd-onverzorgd 
*afwijkend-normaal 

snel-langzaam 
opgewonden-rustig 

duidelijk-onduidelijk 

*pleasant-unpleasant 
* friendly-dull 

loud-soft 
husky-not husky 

stereotyped-varied 
active-passive 

* artless-affected 
colorless-sonorous 

careless-precise 
firm-slack 

*creaky-not creaky 
dragging-brisk 

melodious-monotonous 
powerful-weak 
ugly-beautiful 
*rough-smooth 

spiritless-vivacious 
deep-shrill 
poor-rich 

*tense-relaxed 
expressive-expressionless 

steady-unsteady 
broad-cultured 

self-confident-wavering 
whining-cheerful 
polished-slovenly 
*deviating-normal 

quick-slow 
agitated-calm 

distinct-indistinct 
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Factor loadings per scale and factor 

Table C.I Results of the factor analysis for the eight speakers and the selected 23 scales in five 
dimensions (% variance explained in parentheses). Scales are grouped and sorted by 
loading per factor. Cells with loadings higher than .55 or smaller than -.55 are 
presented in gray. 

Semantic scale Factor 1 Factor 2 Factor 3 Factor 4 Factor 5 

(48%) (9%) (6%) (5%) (5%) 

Intonational Dynamic Articulation Pitch Voice 

characteristics features quality abnormality 

melodious-monotonous -.841 .133 -.193 .130 -.075 

expressive-expressionless -.809 .278 -.190 .156 -.028 

stereotyped-varied .765 -.041 .248 -.082 -.027 

colorless-sonorous .765 -.274 .159 -.098 .304 

spiritless-vivacious .732 -.398 .268 -.245 -.040 

poor-rich .702 -.286 .387 .071 -.034 

active-passive -.700 .448 -.073 .117 -.105 

whining-cheerful .688 -.451 .160 -.230 .030 

ugly-beautiful .675 -.131 .493 .127 .010 

steady-unsteady -.162 ,681 -.391 -.094 .032 

loud-soft -.192 .656 .121 .073 -.534 

powerful-weak -.470 .647 -.351 .156 -.022 

firm-slack -.494 .624 -.253 .030 -.034 

quick-slow -.273 .622 -.162 .476 .188 

self-confident-wavering -.313 .570 -.472 .020 .163 

dragging-brisk .500 -.564 .285 -.334 -.009 

polished-slovenly -.262 .225 -.827 .060 -.081 

broad-cultured .117 -.087 .819 .014 .088 

careless-precise .294 -.127 .768 .003 .022 

distinct-indistinct -.314 .346 -.612 .026 .007 

deep-shrill .022 .043 -.026 -.825 .245 

agitated-calm -.289 .223 .044 .744 .253 

husky-not husky .095 .060 .133 -.009 .851 
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Results for the ideal speaker 

Table C.2 Mean scores and standard deviations for the ideal speaker on the 23 reliable scales. 
Scales mainly loading on one factor (see Table 3.10) are separated by a dashed line. 
The positive aspect is presented on the righthand side of each scale. Scales are 
sorted by mean score per factor. 

Factor Semantic scale Mean score sd 

spiritless-vivacious 6.5 .5 

whining-cheerful 6.0 .8 

colorless-sonorous 5.9 .8 

stereotyped-varied 5.7 .9 

1 ugly-beautiful 5.5 1.0 

expressionless-expressive 5.3 .8 

monotonous-melodious 5.2 .7 

poor-rich 5.2 .9 

passive-active_ 4.9 .8 

dragging-brisk 5.8 .7 

weak-powerful 4.6 .8 

slack-firm 4.5 .7 

2 wavering-selfconfident 4.5 .5 

unsteady-steady 4.1 1.0 

slow-quick 3.9 .8 

_ soft-loud_ 3;5_ _._8 _ 

indistinct-distinct 5.2 .9 

3 careless-precise 5.0 .9 

broad-cultured 5.0 1.1 

_ _slovejrK'-£o]is_he_d _ _ ü _ _ l ^ _ 

4 agitated-calm 4.1 1.1 

shrill-deep_ _3_7 .7 

5 huskv-not huskv 5.5 1.3 
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Structural discourse boundaries 

Table D.l gives the total number of discourse boundaries realized with a 
boundary tone and/or a pause, broken down for type of boundary tone and type 
of pause, and for speaker, for clause, sentence, and paragraph boundaries 
separately. Subtotals are given for each boundary type, as well as mean numbers. 

Table D.l (Continued on next page) Total number of expected structural discourse boundaries 
realized with a pause, a boundary marking pitch movements, or both, broken down 
for speaker (1-8), for boundary type (Clause, Sentence, or Paragraph), for boundary 
tone (H%, L%, Ambiguous (B), or None), as well as total number per speaker and 
total number across boundary tone. 

Clause Total 

H% L% B None 

Spkr Pause None Pause None Pause None Pause None 

1 9 12 3 0 1 1 3 14 43 

2 11 3 0 0 1 0 11 14 40 

3 13 4 1 0 1 1 3 21 44 

4 12 8 2 0 0 0 3 16 41 

5 12 10 2 0 0 0 1 13 38 

6 14 4 0 1 1 0 2 2 24 

7 3 11 0 1 1 0 0 13 29 

8 1 6 0 0 2 3 5 19 36 

Mean 9.3 7.2 1 0.2 0.8 0.6 3.5 14 36 
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Sentence Total 

H% L% B None 

Spkr Pause None Pause None Pause None Pause None 

1 6 2 4 2 2 0 1 0 17 

2 7 4 0 0 3 0 4 2 20 

3 7 3 4 1 3 0 2 1 21 

4 7 2 4 0 2 1 3 0 19 

5 9 5 0 1 0 0 0 0 15 

6 10 1 1 0 0 0 0 0 12 

7 11 2 5 1 0 1 0 3 23 

8 6 5 0 0 1 6 0 0 18 

Mean 7.9 3.0 2.2 0.6 1.4 1.0 1.2 0.7 18 

Para :raph Total 

H% L% B None 

Spkr Pause None Pause None Pause None Pause None 

1 2 0 7 1 0 0 2 0 12 

2 2 0 0 0 3 0 5 0 10 

3 4 0 4 0 0 0 2 0 10 

4 3 0 5 0 1 0 0 0 9 

5 8 1 1 0 0 0 0 0 10 

6 5 0 4 0 0 0 0 0 9 

7 4 0 3 0 0 0 0 0 7 

8 7 2 1 0 0 0 0 0 10 

Mean 4.3 0.4 3.1 0.1 0.5 0.0 1.1 0.0 9.5 
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Perceived discourse boundaries 

Table D.2 gives the total number of perceived boundaries realized with a 
boundary tone and/or a pause, broken down for type of boundary tone and type 
of pause, and for speaker, for weak, strong, and extra strong boundaries 
separately. Subtotals are given for each type of perceived boundary, as well as 
mean numbers. 

Table D.2 (Continued on next page) Total number of perceived discourse boundaries realized 
with a pause, a boundary marking pitch movements, or both, broken down for 
speaker (1-8), for boundary (Weak, Strong, or Extra), for boundary tone (H%, L%, 
B, or None), as well as total number per speaker, and total number across boundary 
tone. 

Weak Total 

H% L% B None 
Spkr Pause None Pause None Pause None Pause None 

1 15 18 4 2 3 2 28 26 98 
2 12 8 0 0 2 0 33 29 84 
3 15 12 0 1 1 0 32 44 105 
4 22 19 3 2 5 0 16 50 117 
5 19 16 1 1 4 0 14 44 99 
6 17 7 0 1 2 0 22 16 65 
7 10 17 1 2 2 2 18 35 87 
8 18 16 1 2 3 2 33 32 107 

Mean 15.1 14 1.2 1.4 2.7 0.7 23.6 34 95 

Strona Total 

H% L% B None 

Spkr Pause None Pause None Pause None Pause None 

1 5 0 6 1 1 0 2 0 15 
2 5 0 0 0 4 0 7 1 17 
3 15 1 2 2 3 0 2 0 25 
4 11 1 3 0 1 0 1 0 17 
5 11 0 1 0 0 0 0 0 12 
6 11 0 0 0 0 0 0 0 11 
7 8 0 5 1 0 0 0 0 14 
8 13 0 4 0 0 0 0 0 17 

Mean 9.8 0.2 2.6 0.5 1.1 0.0 1.5 0.1 16 
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Extra strong Total 

H% L% B None 

Spkr Pause None Pause None Pause None Pause None 

1 2 0 6 0 0 0 2 0 10 

2 3 0 0 0 1 0 4 0 8 

3 1 0 6 0 0 0 0 0 7 

4 0 0 1 0 0 0 1 0 2 

5 1 0 1 0 0 0 0 0 2 

6 3 0 5 0 0 0 0 0 8 

7 1 0 3 0 0 0 0 0 4 

8 4 0 5 0 0 0 0 0 9 

Mean 1.9 0.0 3.4 0.0 0.1 0.0 0.8 0.0 6 



Summary 

When producing spoken discourse, speakers may use various prosodie means to 
convey the structure of the message they are uttering. Certain words or word 
groups will be marked as more important than others. The whole message will 
furthermore be 'chunked' into smaller pieces, such as paragraphs and sentences. 
Listeners of such spoken discourse have certain ideas about the structure of the 
text they are hearing. Certain words or word groups will be perceived as more 
important than others. They are also able to detect different types of boundaries, 
such as sentence boundaries and paragraph boundaries. The text uttered by the 
speaker, the message itself, also has a structure. This text is assumed to be more 
or less coherent, otherwise the listener will have trouble understanding it, and 
can be divided into paragraphs, sentences, clauses, phrases, etc. Apart from the 
acoustic means, the speaker also has a variety of linguistic means available to 
indicate the structure of the message. This structure of spoken or written texts in 
terms of important information and boundaries can be referred to as the 
information structure of a text. 

In this thesis, we focus on two main research questions. First of all, from the 
speaker's side, what acoustic means do speakers use to signal information 
structure in a spoken discourse? Secondly, from the listener's side, how are the 
acoustic cues, as provided by the speaker, used by the listener to detect the 
structure of the spoken message? In order to answer these questions, 
spontaneously spoken discourses were collected from speakers of standard 
Dutch. The discourse text was obtained by making verbatim transcriptions of the 
discourses. This text was then analyzed for discourse structure using a purely 
text-based method called 'Information Structure In Discourse' (ISID), that we 
developed for this purpose. The material was then viewed from the three 
components of the communication chain: the message, the speaker, and the 
listener. 

The method for discourse analysis, ISID, is described in chapter 2. On the basis 
of the different theories and approaches found in the literature, we developed a 
method suitable to analyze our spontaneous speech material. It was specifically 
designed to analyze spontaneous data. The results of a pilot experiment showed 
that indeed this method is useful to analyze the discourse structure of 
spontaneously spoken texts. Furthermore, it can be used to explain listeners' 
judgements on perceived prominence. 
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The model has a 'global' level and a 'local' level of structure. The starting 
point of the analysis is a verbatim transcribed spoken text, without any 
punctuation and/or typographical lay-out. The first step is to identify the 
hierarchical level of global discourse structure (from the largest to the smaller 
functional unit): discourse -> paragraphs -» sentences -* clauses -> word 
groups. The discourse thus consists of paragraphs, which consist of sentences, 
which consist of clauses, which consist of word groups. The next step is to 
determine the local level of information structure. For each word group in the 
clause, the information status is labeled accordingly. The main category labels 
are: new, inferrable, evoked, discourse marker, modifier, and verb. 

Chapter 3 gives an overview of the speakers and the material used in this thesis. 
The material is characterized in terms of various overall acoustic-prosodic 
measures, to see what means are used by the speakers to realize the essential 
information in spoken discourse. 

Eight speakers of standard Dutch, four male and four female, were chosen. 
They were asked to read aloud a short story in Dutch at a normal speaking rate 
('Een triomf, by Simon Carmiggelt, 1966; see appendix A and B). After a short 
break they were asked to retell the story they just read in their own words, with 
as many details as possible. The speech material was then described in temporal, 
pausal, and intonational features. The temporal aspects include clause, sentence, 
and paragraph durations, and speech tempo. Pausal features include type and 
duration of pauses, whereas the intonational aspects focus on global measures as 
minimum, maximum, and mean FO, range, peak heights, and high and low end 
tone. 

A perception test was then carried out, in which listeners were asked to 
evaluate various prosodie aspects in the retold stories, using semantic scales. The 
aim was to see which features at the prosodie level listeners prefer when 
listening to a retold story in Dutch, and if 'good' and 'bad' speakers can be 
distinguished in this respect. The listeners were instructed to judge how well the 
speaker had performed the retelling task regarding the prosodic-acoustic 
realization. The results show that aspects related to the factor Intonational 
characteristics are most important, followed by the factors Dynamic features and 
Articulation quality. They furthermore show that there are clearly 'good' and 
'bad' speakers when it comes to retelling a story. Still, all speakers were 
evaluated as sufficient. In general, the female speakers were preferred to the 
male speakers. 

The next step was to see how the judgements from the perceptual evaluation 
test can be explained by looking at the acoustic aspects. The acoustic cue related 
to the judgements on Intonational characteristics appeared to be 'mean FO', in 
combination with 'minimum FO' and/or 'maximum FO'. Listeners apparently 
based their judgements for the various scales on the 'average FO' of the speaker, 
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combined with either the 'maximum FO', the 'minimum FO', or both. For the 
Dynamic characteristics, all acoustic cues were relevant for the listener. A 
higher speaking rate, for example, caused speakers to be evaluated as more 'self-
confident'. Or, the shorter a speaker realized his/her pauses, the more he/she was 
judged to be 'powerful'. 

In conclusion, chapter 3 shows us that the female speakers were evaluated as 
'good' altogether. However, low correlations with the ideal speaker for temporal 
and pausal features lower the overall judgement score. The male speakers vary 
much more. In general, male speakers were acceptable in retelling a story, 
without being very appreciated. 

In chapter 4 we looked at how discourse boundaries (the global level in our 
ISID model) are realized acoustically by the speakers, and which of these 
acoustic cues are most important for the listener in the perception of discourse 
boundaries. A listening experiment was carried out to investigate where listeners 
perceive boundaries of different 'depths' in the discourse (non-final, sentence 
final, and paragraph final). 

The data show that the relation between perceived and structural discourse 
boundaries is as follows: clause boundaries are, as was expected, associated with 
'non-final' judgements. Sentence boundaries, however, are equally often 
associated with 'non-final' and with 'sentence final' judgements. Paragraph 
boundaries are mostly associated with 'sentence final' judgements, and not with 
the expected 'paragraph final' judgements. This suggests that in spoken 
discourse, the notion of 'paragraph' is not relevant for listeners. This seems to be 
a characteristic of written text that does not have perceptual relevance in spoken 
text, at least in the retold versions used in the present study. 

The speakers realized discourse boundaries intonationally mainly with high 
boundary tones, also at places where low boundary tones were expected. Thus, in 
spontaneous discourse, speakers tend to mark continuity at boundaries rather 
than finality. Discourse boundaries are also marked by pausing. Heavier and 
more important boundaries are marked more often with a pause, pauses are also 
significantly longer in duration the stronger the boundary becomes. In this sense, 
pausing is a more reliable cue for boundary marking than the use of boundary 
tones. The combination of boundary tones and pausing, finally, shows that the 
heavier the boundary, the more often both cues are used by the speaker. This 
confirms the hypothesis that heavier boundaries are marked by more prosodie 
cues than shallower ones. 

Perceived boundaries were classified as either 'weak', 'strong', or 'extra 
strong', depending on the number and type of judgement given by the listeners. 
Looking then at the acoustic characteristics of these perceived boundaries, we 
saw that boundaries perceived as strong were realized with low boundary tones, 
whereas boundaries perceived as being less strong were realized with high 
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boundary tones. However, pausing appeared to be more important for boundary 
perception than intonation. The stronger the perceived boundary, the more often 
it was realized with a pause, up to 100% for 'extra strong' boundaries. The 
combination of pausing and boundary tones, again, showed that the stronger a 
perceived boundary, the more often both prosodie cues were used by the speaker 
to realize this boundary. 

Chapter 5 deals with the prosodie characteristics of information structure in 
discourse. The aim was to see how information status (the 'local' level in our 
ISID model) is prosodically realized by the speakers, using characteristics such 
as pitch accentuation and pausing. This acoustic realization of information 
structure was related to perceptual judgements by listeners, in this case perceived 
prominence. 

The results for perceived prominence showed that there is a clear ordering in 
the relation between information status and perceived prominence, going from 
more to less prominent: new > inferrable > modifiers & verbs > discourse 
markers. The same ordering is found for the relation between information status 
and pitch accentuation. This same ordering is also visible if we look at the so-
called prominent pitch accents, i.e. those words realized with a pitch accent and 
also perceived as being prominent. Pitch accent is the main cue for prominence 
perception. 

However, pausing also appeared to have some relation with information 
status. Pauses realized within concepts occurred in concepts expressing new 
information in the discourse, i.e. new and inferrable information, and not in 
concepts expressing information that was already available. Pauses realized 
between concepts, i.e. on word group boundaries, did not have such a relation 
with information structure. 

The ordering in the relation between information structure and pausing 
(either between or within concepts) is different from the one we saw before: 
discourse markers > new > inferrable > modifiers > verbs. The category 
discourse markers has moved to the first place in this ordering. This can be 
explained by the fact that discourse markers are located at the major turning 
points in the discourse. By pausing at these locations, the speaker indicates that 
he/she is planning the continuation of his/her story. To conclude, information 
structure in spoken discourse at the 'local level' is predominantly marked with 
intonational means, except for discourse markers, which are marked more with 
temporal means. 

The conclusion of this thesis (Chapter 6) is that in spontaneous speech, 
discourse boundaries are realized with, in order of importance, silent pauses and 
high boundary tones. The stronger the boundary, the more often both cues are 
used by the speaker. Information status is realized by means of pitch 
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accentuation, except for the category 'discourse marker', which is realized by 
means of pausing. Listeners make use of prosodie cues to detect information 
structure in discourse: the main cue for boundary perception is pausing, for 
information status it is the presence of a pitch accent. 

In this thesis we have focused on temporal and intonational features in relation to 
discourse structure, from the point of view of the speaker, the listener, and the 
text of the discourse itself. Other prosodie aspects, such as spectral features and 
segmental information are important as well, but have not been included here. 

Apart from the prosodie means, speakers did, of course, also use linguistic 
means to signal the structure of their message, such as word order and 
grammatical structures. An interesting follow-up of the present research would 
be to combine linguistic and prosodie aspects of discourse structure, and to 
investigate the systematic properties (pragmatic, semantic, and syntactic) of 
acoustic chunks uttered by the speakers of a spontaneous discourse or dialogue. 
How important are these properties to the listener as indicators of efficient 
communication? The study of dialogues between two or more speakers, or 
human/machine dialogues, in relation to the linguistic and prosodie aspects of 
these dialogues would not only give more insight into the grammatical structure 
of spoken discourse and dialogue, but would furthermore be of importance to 
language and speech technological applications such as dialogue systems. 





Samenvatting Summary in Dutch 

In spraakcommunicatie zijn drie elementen van belang: de spreker, de luisteraar 
en de boodschap. Om de struktuur van hun boodschap duidelijk te maken kunnen 
sprekers gebruik maken van verschillende akoestische middelen, zoals 
toonhoogtebewegingen en pauzes. Zo zullen bepaalde woorden of woordgroepen 
als belangrijker gemarkeerd worden dan andere. De boodschap als geheel zal 
bovendien in kleinere eenheden opgedeeld worden, zoals bijvoorbeeld alinea's 
en zinnen. Naast de akoestische middelen heeft de spreker een verscheidenheid 
aan linguïstische middelen ter beschikking om de struktuur van de boodschap 
aan te geven. Degene die naar zo'n gesproken tekst luistert heeft eveneens ideeën 
over de struktuur van de boodschap die hem/haar ter ore komt. Sommige 
woorden of woordgroepen zullen als belangrijk worden waargenomen, terwijl 
andere als minder belangrijk worden ervaren. Luisteraars zijn bovendien in staat 
om verschillende typen grenzen waar te nemen, zoals zins- en alineagrenzen. 
Van deze tekst kan worden aangenomen dat hij in meerder of mindere mate 
samenhangend is, omdat de luisteraar anders moeite heeft deze te begrijpen. De 
tekst als zodanig kan dan ook weer worden opgedeeld in alinea's, (deel)zinnen, 
woordgroepen, woorden, etc. De struktuur van geschreven of gesproken teksten, 
zoals aangegeven door belangrijke informatie en grenzen, wordt de 
informâtiestruktuur van een tekst genoemd. 

In het onderzoek waarvan in dit proefschrift verslag wordt gedaan richten we 
ons op twee vragen. Ten eerste: van welke akoestische middelen maken sprekers 
gebruik om de struktuur van een gesproken tekst aan te geven? Ten tweede: hoe 
worden deze akoestische middelen gebruikt door de luisteraar om de struktuur 
van zo'n gesproken tekst te bepalen? Om een antwoord te krijgen op deze vragen 
hebben we spontaan spraakmateriaal van sprekers van het standaard Nederlands 
verzameld, te weten navertelde verhalen. De teksten van deze verhalen werden 
verkregen door ze letterlijk te transcriberen. Deze teksten werden vervolgens 
geanalyseerd op informatiestruktuur (ook wel discourse struktuur genoemd) op 
basis van een methode die door ons hiertoe ontwikkeld is: 'Informatie Struktuur 
In Discourse' (ISID). Het materiaal werd vervolgens bekeken vanuit de drie 
aspecten van de communicatieketen: de boodschap, de spreker en de luisteraar. 

De methode om discourse struktuur te analyseren wordt beschreven in 
hoofdstuk 2. Bij de ontwikkeling van deze methode zijn we uitgegaan van een 
aantal theorieën uit de literatuur. De methode is geschikt om ons spontane 
spraakmateriaal te analyseren, maar kan ook voor andere typen spraakmateriaal 
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gebruikt worden. Uit de resultaten van een oefenexperiment bleek dat deze 
methode inderdaad heel geschikt is om de informatiestruktuur van een gesproken 
tekst te analyseren. Bovendien kan deze methode gebruikt worden om de 
oordelen van luisteraars over waargenomen prominentie te verklaren. 

Het model heeft een 'globaal' en een 'locaal' struktuurniveau. Het 
uitganspunt voor de analyse is de transcriptie van de gesproken tekst, zonder 
interpunctie en/of typografische lay-out. De eerste stap is dan vervolgens het 
identificeren van het hiërarchische niveau van globale discourse struktuur (van 
de grootste naar het kleinste functionele unit): discourse —> alinea's -» zinnen -> 
deelzinnen -» woordgroepen. De discourse bestaat dus uit alinea's, die op hun 
beurt uit zinnen bestaan, die weer uit deelzinnen zijn opgebouwd, die weer uit 
woordgroepen bestaan. De volgende stap is het vaststellen van het locale niveau 
van informatiestruktuur. Iedere woordgroep in een deelzin wordt geklassificeerd 
naar het soort informatie dat wordt uitgedrukt. De belangrijkste categorieën zijn: 
nieuwe informatie, herleidbare informatie (op grond van de context of kennis van 
de wereld), oude of gegeven informatie, discourse marker (bijwoorden van tijd, 
plaats, etc. aan het begin van de (deel)zin), modifier (bijwoorden van tijd, plaats 
etc. op andere plaatsen in de (deel)zin), en werkwoord. 

Hoofdstuk 3 geeft een overzicht van het spraakmateriaal dat in dit onderzoek 
gebruikt is. Het materiaal wordt gekarakteriseerd in termen van diverse algemene 
akoestisch-prosodische maten. 

Vier mannelijke en vier vrouwelijke sprekers van het standaard Nederlands 
zijn geselecteerd. Hun is gevraagd een kort verhaaltje in normaal tempo voor te 
lezen ('Een triomf, van Simon Carmiggelt, 1966; zie appendices A en B). Na 
een korte pauze moesten ze het zojuist voorgelezen verhaaltje in hun eigen 
woorden na te vertellen, met zoveel mogelijk details. Het spraakmateriaal van de 
navertelde verhaaltjes is vervolgens geanalyseerd op duuraspecten (duren van 
(deel)zinnen, alinea's, en spreektempo), kenmerken met betrekking tot pauzes 
(duren en type pauze) en intonatie (algemene maten zoals minimum, maximum, 
en gemiddelde toonhoogte, en bereik). Hiermee wordt onderzocht van welke 
middelen elk van de sprekers gebruik maakt in het markeren van de belangrijke 
informatie in gesproken discourse. 

Vervolgens is een luisterexperiment uitgevoerd. Hierin is luisteraars gevraagd 
de verschillende prosodische aspecten van de navertelde verhaaltjes te 
beoordelen op semantische schalen. Het doel hiervan was te onderzoeken welke 
prosodische kenmerken door de luisteraars als prettig of onprettig ervaren 
werden in navertelde verhaaltjes, en of prosodisch 'goede' en 'slechte' 
navertellers onderscheiden konden worden. De luisteraars moesten beoordelen 
hoe goed de spreker zijn/haar naverteltaak had volbracht voor zover het de 
prosodische realisatie betrof. De resultaten lieten zien dat aspecten die 
gerelateerd zijn aan Intonationele kenmerken (gebruik van toonhoogte-
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verschillen) het belangrijkst waren, gevolgd door Dynamische kenmerken 
(duurverschillen, spreektempo), en Articulatie ('netheid' van spreken). De 
resultaten laten verder zien dat 'goede' en -slechte' ( o f minder goede') vertellers 
duidelijk onderscheiden kunnen worden op grond van de luisteraarsoordelen. 
Echter, alle acht sprekers worden als voldoende (minstens waarde 5 op een 10-
puntsschaal) beoordeeld. De vrouwelijke sprekers worden over het algemeen als 
beter geëevalueerd dan de mannelijke sprekers. 

Als volgende stap hebben we onderzocht hoe de oordelen van de luisteraars 
verklaard konden worden, door te kijken naar de akoestische karakteristieken. De 
akoestische maat die aan de oordelen over Intonationele kenmerken gekoppeld 
kan worden is 'gemiddelde toonhoogte', maar in combinatie met 'minimum 
toonhoogte' en/of 'maximum toonhoogte', afhankelijk van de semantische 
schaal waarop gescoord werd. De luisteraars hebben hun oordelen kennelijk 
gebaseerd op de gemiddelde toonhoogte, gecombineerd met 'minimum' of 
'maximum', of met beide. Bij de beoordeling van de Dynamische kenmerken zijn 
alle akoestische maten van belang. Een hoger spreektempo leidt bijvoorbeeld tot 
een hogere score voor 'zelfverzekerd' voor een spreker. En ook, hoe korter de 
pauzes van een spreker, hoe meer zo'n spreker beoordeeld wordt als 'krachtig'. 

Concluderend hebben we kunnen vaststellen dat de vrouwelijke sprekers 
eigenlijk altijd als prosodisch 'goed' worden beoordeeld. De mannelijke sprekers 
variëren meer in dit opzicht. Over het algemeen zijn ze wel acceptabel in het 
navertellen van een verhaal, maar zonder echt positief gewaardeerd te worden. 

In hoofdstuk 4 wordt beschreven hoe discourse grenzen (het globale niveau in 
het ISID model) akoestisch gerealiseerd worden door de sprekers, en welke van 
deze akoestische kenmerken belangrijk zijn voor de luisteraar bij het waarnemen 
van deze grenzen. In een luisterexperiment is nagegaan waar in de discourse de 
luisteraars grenzen van verschillende 'dieptes' waarnemen: einde van deelzin 
(niet-finaal), einde van zin (zinsfinaal), einde van alinea (alineafinaal). 
Luisteraars moesten een waargenomen niet-finale grens aangeven door het 
plaatsen van een komma in de transcriptie van de gesproken tekst. Voor een 
waargenomen zinsfinale grens moesten ze een punt markeren, en voor een 
waargenomen alineafinale grens een '//'. 

De relatie tussen de waargenomen en de strukturele op de tekst gebaseerde 
discourse grenzen kan als volgt beschreven worden: grenzen op deelzinnen 
worden, zoals verwacht, als 'niet-finaal' waargenomen. Zinsgrenzen echter 
worden even vaak als 'niet-finaal' en als 'zinsfinaal' waargenomen. 
Alineagrenzen worden voornamelijk als 'zinsfinaal' waargenomen, en niet als 
'alineafinaal', zoals de verwachting was. Deze data suggereren dat de notie 
'alinea' minder relevant is voor de luisteraars. Het lijkt een kenmerk te zijn van 
geschreven tekst, dat geen perceptuele relevantie heeft in gesproken tekst, 
tenminste niet in de navertelde verhaaltjes die hier zijn gebruikt. 
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De sprekers gebruiken voornamelijk hoge grenstonen ('continuering') om 
strukturele discourse grenzen te markeren, ook op plaatsen waar lage grenstonen 
('finaliteit') verwacht worden. Dus, in gesproken discourse lijken sprekers met 
name continuiteit aan te geven ("ik ga direct weer verder"), eerder dan fmalteit 
("ik ben klaar met dit stukje"). Pauzes worden ook gebruikt om discourse 
grenzen te markeren. Diepere belangrijkere grenzen gaan vaker gepaard met 
pauze, en deze pauzes zijn dan ook langer. In dit opzicht is pauzering een 
betrouwbaardere aanwijzing voor grensmarkering dan de grenstonen. Verder 
laten de data zien dat het gelijktijdig gebruik van grenstonen en pauzes ook weer 
afhankelijk is van de diepte van de grens: hoe dieper de grens, hoe vaker beide 
prosodische kenmerken gebruikt worden. Hiermee wordt de hypothese bevestigd 
dat diepere en belangrijkere grenzen gemarkeerd worden door meer prosodische 
attributen dan minder diepe grenzen. 

De waargenomen grenzen zijn vervolgens geklassificeerd in de categorieën 
'Zwak', 'Sterk', en 'Extra Sterk' afhankelijk van het type grens dat werd 
waargenomen, en van het aantal luisteraars dat een oordeel had gegeven door het 
plaatsen van komma's, punten en '//'. Door de akoestische kenmerken van deze 
waargenomen grenzen te onderzoeken, wordt duidelijk welke kenmerken voor de 
luisteraar van belang zijn. De resultaten laten zien dat waargenomen sterkere 
grenzen vaak gerealiseerd worden met een lage grenstoon, terwijl grenzen die als 
minder sterk worden waargenomen met hoge grenstonen worden gerealiseerd. 
Echter, pauzering blijkt belangrijker voor het waarnemen van grenzen dan de 
aanwezigheid van een grenstoon. Hoe sterker de waargenomen grens, hoe vaker 
hij gemarkeerd wordt met een pauze, tot 100% voor 'Extra Sterke' grenzen. Het 
gecombineerde gebruik van grenstonen en pauzes laat weer zien dat hoe sterker 
de waargenomen grens, hoe vaker zo'n grens gerealiseerd wordt met beide 
prosodische kenmerken. 

Hoofdstuk 5 is gericht op de prosodische kenmerken van informatiestruktuur 
(het locale niveau in het ISID model). Het doel was te onderzoeken hoe 
informatiestruktuur prosodisch gerealiseerd wordt door de sprekers, waarbij zij 
gebruik maken van toonhoogteaccenten en pauzes. Deze prosodische realizatie is 
vervolgens gerelateerd aan de oordelen van luisteraars over waargenomen 
prominentie. 

De resultaten met betrekking tot waargenomen prominentie laten zien dat er 
een duidelijke volgorde is in de relatie tussen informatiestruktuur en 
prominentie, van meer naar minder prominent: nieuwe informatie > herleidbare 
informatie > modifiers en werkwoorden > discourse markers. Een identieke 
volgorde is van toepassing op de relatie tussen informatiestruktuur en 
accentuering. Ook voor de relatie tussen informatiestruktuur en prominente 
toonhoogteaccenten (woorden die als prominent worden waargenomen en die 
ook met een toonhoogteaccent gerealiseerd zijn) is deze volgorde gelijk. De 
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aanwezigheid van een toonhoogteaccent is voor de luisteraars van belang bij het 
waarnemen van prominentie. 

De aanwezigheid van pauzes blijkt echter ook van belang te zijn in relatie tot 
informatiestruktuur. Indien pauzes gerealiseerd worden binnen woordgroepen, 
betreft dit woordgroepen die nieuwe informatie toevoegen aan de discourse, dus 
nieuwe of herleidbare informatie, en geen woordgroepen die informatie bevatten 
die al bekend is in de discourse. Deze relatie met informatiestruktuur bestond 
niet voor pauzes die tussen woordgroepen gerealiseerd werden. 

De volgorde in de relatie tussen informatiestruktuur en pauzering (zowel 
binnen als tussen woordgroepen) wijkt af van de volgorde die we eerder zagen. 
De volgorde is nu: discourse markers > nieuwe informatie > herleidbare 
informatie > modifiers > werkwoorden. De categorie discourse markers staat nu 
voorop. Dit kan verklaard worden door het feit dat discourse markers op 
keerpunten in de discourse gerealiseerd worden. Door op deze plaatsen te 
pauzeren kan de spreker aangeven dat hij/zij het vervolg van het verhaal aan het 
plannen is. Concluderend kunnen we zeggen dat het locale niveau van 
informatiestruktuur in gesproken discourse voornamelijk wordt gemarkeerd met 
behulp van intonationele middelen, behalve voor zover het discourse markers 
betreft, deze worden gerealiseerd door temporele middelen. 

In hoofdstuk 6 worden de conclusies gepresenteerd: in spontane spraak wordt 
door de spreker gebruik gemaakt van, in volgorde van belangrijkheid, pauzes en 
hoge grenstonen om grenzen te markeren. Hoe sterker de grens, hoe meer beide 
middelen gebruikt worden. Informatiesstruktuur wordt door de spreker 
gerealiseerd door het plaatsen van toonhoogteaccenten, behalve voor discourse 
markers, waarbij pauzering een belangrijkere rol speelt. Luisteraars maken 
gebruik van deze prosodische middelen om de struktuur van de boodschap te 
achterhalen: pauzering is van belang voor het waarnemen van grenzen terwijl de 
aanwezigheid van toonhoogteaccenten belangrijk blijkt voor de waarneming van 
informatiestruktuur. 

In het onderzoek dat in dit proefschrift beschreven wordt hebben we ons beperkt 
tot pauzeringskenmerken en intonationele kenmerken in relatie tot discourse 
struktuur, bekeken vanuit de realisatie door de spreker, de waarneming door de 
luisteraar en de struktuur van de boodschap zelf. Andere prosodische aspecten 
zoals spectrale kenmerken en segmentele informatie zijn ook van belang, maar 
werden hier buiten beschouwing gelaten. 

Aan het slot van hoofdstuk 6 wordt ingegaan op aspecten van het onderzoek 
die niet aan de orde zijn geweest. Ook worden suggesties voor vervolgonderzoek 
gedaan. Sprekers maken uiteraard ook gebruik van linguïstische middelen om de 
struktuur van hun boodschap te markeren, bijvoorbeeld woordvolgorde en 
grammaticale struktuur. Een interessant vervolgonderzoek zou zich kunnen 
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richten op het combineren van prosodische en linguistische aspecten als 
indicatoren van discourse struktuur. Hierin zouden de systematische 
(pragmatische, semantische en syntactische) eigenschappen van akoestische 
eenheden onderzocht kunnen worden, zoals die door sprekers van spontane 
discourse of dialogen geproduceerd worden. Hoe belangrijk zijn deze 
eigenschappen voor de luisteraar als indicatoren voor een efficiënte 
communicatie? Ook het bestuderen van dialogen tussen twee of meerdere 
sprekers of tussen mens en machine zou niet alleen meer inzicht geven in de 
grammaticale struktuur van gesproken discourse, maar zou bovendien van 
belang kunnen zijn voor taal- en spraaktechnologische toepassingen zoals 
dialoogsystemen. 
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