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Equitable hiring is at the forefront of the minds of many HR  practitioners and 
policymakers. The concern for the issues of hiring is exemplified by the concept of 
 inclusive prosperity, which espouses that social inclusion and equitable distribution of 
benefits go hand in hand with societal and economic well-being (Fetting, 2020; Fritz & 
Koch, 2014; Summers & Balls, 2015; United Nations, 2015). Against increased adoption 
of automated hiring practices, issues dealing with socially inclusive hiring practices and 
equitable access to employment opportunities become important to address (Bogen & 
Rieke, 2018), and research into the  interactions of interpersonal biases and algorithmic 
influences, therefore, must apply adequate empirical scrutiny and discernment (Adams 
et al., 2024; McLaughlin et al., 2022). The current dissertation aims to disambiguate 
latent features of candidate sourcing content that may indicate social group-based hiring 
inequities, as well as predict inequitable consequences for algorithmically-aided hiring.

Keeping communication science at the heart of this investigation, this dissertation 
presents an interdisciplinary approach that combines social categorization framing 
 (Yang, 2015) with the stereotype content model (SCM; Fiske et al., 2002), specifically 
its dimensions of warmth and competence. Using this approach, Chapter 2 opened on 
an investigation into the presence of gender and age stereotypical frames in job ads 
from sectors with varying gender and age compositions. Then, Chapter 3 explored the 
consequences of such frames on candidate sourcing by examining framed online job 
ad delivery outcomes to users from different gender and age groups. This chapter also 
accounted for country-level contexts and examines the moderating role of individualist 
and egalitarian norms on job ad delivery outcomes. The last empirical chapter, Chapter 4, 
then focused on algorithmically-aided candidate selection by exploring the influence of 
gender stereotypical framing in job ads and candidate profiles on algorithmically-aided 
candidate selection and hiring decision-making, conceptualizing both job ads and AI 
recommendations as additional sources of information that potentially alter candidate fit 
assessments. Figure 1. 1 in Chapter 1 shows this trajectory of the dissertation, pinpointing 
how each chapter contributes to a deeper understanding of gender and age stereotypes 
in the occupational domain, how these stereotypes may manifest subtly as frames in 
candidate sourcing content, and the consequences of such content for candidate sourcing 
and selection in a digital society.

 In doing so, the objective of this dissertation is to address the question posed in the 
introductory chapter: (a) to what extent are gender and age stereotypes reflected in job ads, 
and how do they impact algorithmically-aided (b) online ad delivery and (c) candidate selection 
decisions? To answer this guiding research question, this final chapter summarizes the 
findings of the three empirical chapters constituting the dissertation at hand, as well 
as their implications as per each’s scope. Following this, the current chapter bridges 
the three empirical studies and reflects on the broader implications of the findings 
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collectively, for theory, method, and practice. Lastly, the chapter discusses the limitations 
of the studies and provides recommendations for future researchers, policymakers, and 
HR professionals.

 Chapter 2: Bias in Candidate Sourcing Communication
An automated content analysis investigated the presence of stereotypical frames, 
specifically warmth and competence frames (Fiske et al., 2002), in online job ads from 
19 Dutch employment sectors with varying gender and age compositions.   The research 
question guiding Chapter 2 was: to what extent are job advertisements from gender- and 
age-homogeneous and heterogeneous sectors framed in terms of warmth- and competence-
related stereotypes? Moreover, an exploratory analysis looked at intersectional sectors, or 
sectors dominated by a single gender as well as a single age group, e.g., sectors that are 
simultaneously gender and age homogeneous. This exploratory investigation aimed to 
uncover the influence of multi-group membership on job ad framing and, consequently, 
shed light on intersectional stereotypes in the occupational domain.

The study found that the skew of stereotypical frames in job ads largely mirrors gendered 
social stereotypes, but not age stereotypes. In line with expectations (Fiske et al., 2002; 
Yang, 2015), female-dominated sectors favored warmth framing and male-dominated 
ones favored competence framing. Against expectations, however, older-dominated 
sectors tended to use competence framing, whereas younger-dominated sectors leaned 
towards warmth-framing. This result mirrors the mixed empirical findings on age-typed 
jobs wherein evaluations of older job seekers diverge from their social stereotypes 
 (Abrams et al., 2016; Krings et al., 2011).

An intriguing yet tentative finding from the exploratory examination of intersectional 
sectors, i.e., simultaneously gender and age homogeneous sectors, showed that gender 
stereotypes may supersede age ones in occupational domains, adding support to gender 
stereotypes enduring throughout one’s lifespan (Andreoletti et al., 2015; Neumark et al., 
2019). All in all, the chapter demonstrates that stereotypical frames in job ads reflect 
gender – but not age – social stereotypes, may serve to signal ownership of sectors by a 
social group, and may inadvertently contribute to occupational segregation.

Implications
The findings of Chapter 2 carry a few notable implications. First, they demonstrate that 
gender and age stereotypes in the occupational domain can be ascertained from the 
stereotypical frames present in job ads. Second, they demonstrate the transferability 
of social stereotypes to occupational domains and that this transference is a function 
of domain composition (Abrams et al., 2016; Fischbacher et al., 2024; Froehlich et al., 
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2020; He et al., 2019; Krings et al., 2011; Strinić et al., 2022). Third, they suggest that 
stereotypes in the occupational domain can differ from those in the social domain, as was 
the case for age groups in the chapter. Moreover,  the exploratory analyses in the study 
show that examining intersectionality can add depth to findings on group stereotypes in 
the occupational domain. Last, and most important, the findings suggest that both social 
and structural dynamics play a role in constructing gender and age stereotypes in the 
occupational domain, however, their relative influence depends on domain composition. 
More specifically, the observed emphasis on stereotypes in job ads from sectors with 
varying gender and age compositions suggests that, in homogeneous occupational 
domains, socialization rather than structural dynamics exert the most influence on 
stereotype construction. HR practitioners should thus be aware that these dynamics 
ultimately shape candidate sourcing content in subtle ways, and that the non-neutral 
meanings conveyed by framed candidate sourcing content may hinder efforts to diversify 
the workforce.

Chapter 3:  Bias in Automated Job Advertisement Delivery
By means of an automated content analysis of online job ads combined with ad 
audiences’ reach data, Chapter 3 investigated the consequences of textual and contextual 
factors on online ad delivery outcomes. Specifically, it tested the influence of warmth- and 
competence-framed job ads on reach to different gender and age groups. In tandem, it 
examined the contextual influence of country-level norms, namely individualism and 
egalitarianism, across 22 European countries. The research questions guiding Chapter 3 
were thus: (1) to what extent does the framing of online job advertisements in terms of warmth 
and competence stereotypes influence ad delivery to different gender and age groups? and (2) 
﻿to what extent do country-level individualism and egalitarianism moderate the relationship 
between stereotypical framing of online job ads and their delivery to different gender and age 
groups?

The study found that, across countries, warmth-framed job ads reached female users 
more than competence-framed ones, whereas competence-framed job ads reached male 
users more than warmth-framed ones. However, mirroring Chapter 2’s findings, a reversal 
of age-related social stereotypes was observed in occupational contexts. Competence-
framed job ads reached older users more than warmth-framed ones, whereas warmth-
framed ads reached younger users more than competence-framed ones. Furthermore, 
country-level norms altered job ad delivery outcomes. Individualism seemed to counter 
the main effects observed. Higher individualism predicted fewer warmth-framed 
ads reaching female and younger users, and fewer competence-framed ads reaching 
male and older users. Most notable, however, were findings regarding country-level 
economic egalitarianism. Economic egalitarianism bolstered delivery in line with the 
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gender and age stereotypes of these groups in the social domain, rather than those in 
the occupational domain. Chapter 3 thus demonstrates that ad delivery outcomes are 
directed by the stereotypical framing in job ads – essentially in line with the gender and 
age stereotypes in the occupational domain observed in Chapter 2 – and are altered by 
country-level norms in varied ways.

Implications
The findings of Chapter 3 bolster previous findings about the endurance and 
transferability of social gender stereotypes to occupational domains (He et al., 2019; 
Krings et al., 2011; Strinić et al., 2022). Moreover, they provide a degree of validity to 
the differences found in age stereotypes between social and occupational domains. The 
findings also imply that job ad delivery systems infer tacit ad targeting criteria related to 
users’ gender and age based on latent job ad content. These targeting criteria produce 
delivery outcomes congruent with gender and age stereotypes in the occupational 
domain, further supporting the influence of these stereotypes on candidate sourcing 
(Ali et al., 2019; Sapiezynski et al., 2022; Zhang & Kuhn, 2024).

The findings also demonstrate the influence of contextual factors on ad delivery 
outcomes, specifically country-level norms. The ad delivery outcomes in the study may 
reflect the degree to which contextual factors influence ad audiences’ evaluation of and 
engagement with stereotypically framed job ads, however, this remains to be examined. 
Nonetheless, the findings urge a more nuanced accounting for broader cultural 
factors when investigating online ad delivery, in particular, norms related to economic 
dimensions. Lastly, the study carries implications for policymakers interested in curbing 
inequitable ad delivery. The findings highlight that delivery system debiasing efforts 
would benefit from attending to latent textual and contextual factors outside those 
previously explored, particularly as large language models become more incorporated 
into ad delivery systems.

Chapter 4:  Bias in AI-Aided Candidate Selection
Focusing on candidate gender and gendered self-presentation, the study in Chapter 4 
used a  repeated measures experimental design to explore the influence of (un)biased 
algorithmic recommendations on candidate selection and overall hiring decision-
making, the latter indicated in the study by candidate ratings. The study constituting 
the chapter examined this premise when presented with  gender-stereotypical warmth- 
and competence-framed information about the job, i.e., job ad, and the candidates, i.e., 
gender stereotype-congruent profiles. In other words, the chapter explored candidate 
selection and hiring decision-making as a function of gender stereotypical fit perceptions, 
AI recommendations, and their (un)biasness. Furthermore, it explored the moderating 
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role of  decision-makers’ acceptance of AI-hiring tools’ use. The research questions guiding 
Chapter 4 were thus: (1) to what extent do candidate fit and AI recommendations influence 
candidate selection and hiring decision-making? and (2) what moderating role does acceptance 
of AI use play in this relationship?

The study found that stereotype-incongruent candidates, i.e., the more qualified 
candidates, are selected more but not rated higher than their stereotype-congruent 
counterparts. Differences in candidate choice due to job ads’ stereotypical framing 
were thus observed, however, the overall selection patterns suggest interpretations are 
not straightforward. To explain, the experimental design asked participants to select 
one of two candidates, a less qualified yet stereotype-congruent candidate or a more 
qualified yet stereotype-incongruent candidate. The selection pattern observed showed 
that female candidates were selected more, regardless of their stereotype-congruence 
or qualifications.

The higher selection of female candidates suggests two possible interpretations. The first 
is that in many circumstances, female candidates who reach the final candidate selection 
stage have a higher chance of being selected. This is supported by extant literature on 
stereotype-incongruent candidate selection, with the rationale being that these female 
candidates may be perceived as exceptional in some way (Dutz et al., 2022). The second 
possible interpretation for the findings on the observed female candidate preference 
relates to potential social desirability. At the start of the experiment, participants 
answered some items dealing with gender bias. These items may have cued participants 
that a manipulation related to candidate gender may have been at play. Combined 
with the fact that much of the content provided to aid decision-making, i.e., job ads 
and candidate profiles, emphasized gender stereotypes, this interpretation also has a 
degree of credibility. Whether female candidates who reach the final selection stage are 
advantaged or whether social desirability contributed to the selection patterns cannot 
be fully ascertained. Nevertheless, the findings tentatively and optimistically suggest 
that pre-candidate selection salience of gender bias may induce a degree of corrective 
fit assessment during hiring tasks.

The study further revealed that AI-recommended candidates, versus those not 
recommended by AI, were selected more yet not rated higher. Thus, decision-makers 
showed an overreliance on algorithmic recommendations, exhibiting what is termed AI 
preference. Yet the null effect on candidate ratings showed AI recommended candidates, 
when selected, were not deemed a better fit. When AI recommendations were biased, 
the selection of AI-recommended candidates dropped along with their rating. This is 
an encouraging finding as it suggests AI preference did not carry over into instances 
where recommendations were biased. Remarkably, the study found that the initial AI 
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preference, wherein decision-makers selected AI-recommended candidates more than 
their counterparts, was not found for decision-makers with higher acceptance of AI-hiring 
tools’ use. In other words, decision-makers who were more accepting of algorithmic 
hiring tools’ use were less likely to follow AI recommendations and thus did not exhibit 
AI preference by selecting AI-recommended candidates significantly more than those 
not recommended by AI.

Implications
The findings of Chapter 4, the last empirical chapter, carry a few notable implications. 
First, they demonstrate that stereotype-(in)congruence in information meant to aid in 
hiring decision-making, such as job ads, candidate profiles, and AI recommendations, 
do not necessarily lead to heuristics-driven candidate selection. As mentioned, 
the interpretation of candidate selection due to stereotype-congruence are not 
straightforward and social desirability due to the sensitizing influence of gender bias 
items may have played a role. Nonetheless, a case could be made that the potential 
priming effect of these items may have increased the salience of gender-related 
interpersonal and algorithmic bias in the minds of decision-makers, consequently 
leading to decision-makers countering both types of biases. The findings also show that 
candidate selection is not necessarily tied to candidate ratings, the latter aligning more 
with stereotype-congruent candidate fit assessments. The results of candidate ratings 
differences, therefore, demonstrate that the influence of stereotypes in hiring might be 
more subtle and, importantly, that candidate selection is comparative and contextual.

For the influence of algorithmic recommendations, the results imply that, on the 
whole, AI preference is likely , however, this was not the case when AI recommendations 
are biased. Put differently, decision-makers did not show AI preference for biased 
recommendations. AI preference as an attitudinal factor may thus requires more 
granular conceptualization to capture the tension that emerges when algorithmic bias 
is at play. Lastly, the findings regarding the acceptance of AI-hiring tools’ use highlight 
the propensity required from decision-makers to utilize algorithmic tools successfully. 
Human-in-the-loop approaches for instance support that reflective decision-making, 
willingness to engage with algorithmic tools, and recognition of their shortcomings could 
have a positive effect on algorithmically-aided decision-making (Kares et al., 2023; Kilian 
(CNECT), 2020; Smuha, 2019). Therefore, the findings spotlight critical and reflective 
engagement with algorithmic tools as crucial for equitable hiring when algorithms aid 
candidate selection.

5
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Theoretical Implications
The dissertation at hand explores inequities in hiring from multiple perspectives, ranging 
from the manner in which stereotypes subtly manifest in job ad content, to online 
delivery outcomes of these job ads, and, finally, to their influence in algorithmically-aided 
hiring decision-making. The interdisciplinary theoretical approach taken was therefore 
put to the test under varied conditions, and the comprehensive findings herein carry 
some notable implications for the theories they employ.

Contextuality of Warmth and Competence Stereotypes
Across all chapters, but particularly those situated in the candidate sourcing phase, 
i.e., Chapter 2 and Chapter 3, the findings raise questions about the contextuality of 
stereotype content (Fiske et al., 2002). Specifically, the findings suggest that warmth- and 
competence-related stereotypes should be contextualized in relation to domain culture 
and relevant dynamics (Aldoory & Toth, 2002; Brown & Starkey, 1994; Gordon, 1991) as 
well as the larger societal culture and relevant norms (Ackerman & Chopik, 2020; Breda 
et al., 2020; Cuddy et al., 2015; Hofstede, 2011; Vauclair et al., 2017).

Domain-Level Contextuality
The first implication relevant to contextual considerations relates to domain-level 
contextuality. Findings suggest that domain-level contexts, such as domain culture and 
the social and structural dynamics within it, influence domain-specific stereotypes and 
their construction. Specifically, that different domains, social and occupational in the 
current case, may at times produce different stereotypes for the same social group(s). 
Across two studies, i.e., Chapter 2 and Chapter 3, gender-related social stereotypes 
mirrored those in the occupational domain, yet age-related stereotypes differed 
between social and occupational domains. Contrary to the association of warmth with 
older individuals and competence with younger individuals in the social domains, the 
findings of the two chapters show warmth was associated with younger candidates 
and competence with older candidates in the occupational domain. These findings are 
not unique to the studies herein, as  extent literature finds differences in stereotypes 
associated with older people between social and occupational domains (Abrams et 
al., 2016; Krings et al., 2011). When taken together, the findings and relevant literature 
suggest stereotypes are not readily transferable from social to occupational domains for 
all social groups. Therefore, an important takeaway here for researchers investigating 
group stereotypes across different domains is to begin by establishing warmth and 
competence stereotype content in the respective domain(s).

The second potential implication of domain-level contextuality, when assessed in 
light of intersectional findings, relates to the entrenchment and/or persistence of 
social stereotypes, i.e., how strongly endorsed the stereotype is in society and relevant 
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culture. Specifically, the findings suggest that the degree to which social stereotypes 
are  entrenched may influence the degree to which transference into other domains 
occurs. Research on social stereotypes finds that gender stereotypes are more persistent 
than age stereotypes (Andreoletti et al., 2015). In the same vein, exploratory findings 
on intersectional sectors in Chapter 2 show that gender-related stereotypes in the 
occupational domain consistently supersede their age-related counterparts. When 
taken together, the literature and current findings tentatively suggest that gender 
stereotypes may be more readily transferable to occupational domains, due in part to 
their entrenchment in social domains. Future research on stereotypes may therefore 
benefit from examining the relative influence and transferability of social stereotypes 
in light of intersectional identities of workers and job seekers.

Country-Level Contextuality
The second implication relevant to contextual considerations when examining 
stereotypes in the occupational domain relates to country-level contextuality. Country-
level context, such as individualistic and egalitarian norms, presents a rich ground for 
investigating stereotypes in occupational contexts as research consistently finds that 
endorsement of social stereotypes varies by country norms (Breda et al., 2020; Cuddy 
et al., 2015; Knight & Brinton, 2017; Marcus & Fritzsche, 2016; Siy & Cheryan, 2013). 
Stereotypes in the occupational domain, as mentioned, do not necessarily mirror those 
in the social domain for all groups, due in part to domain culture and dynamics. The 
findings of Chapter 3 suggest that country norms may contribute to further variations 
in these stereotypes. Although the findings do not speak to these variations outright, 
they do hint at the potential effects of country norms on stereotypes in the occupational 
domain. For instance, a notable finding on online job ad delivery in Chapter 3 is that ad 
delivery outcomes in countries high in economic egalitarianism mirrored age-related 
stereotypes in the social  domain as opposed to the occupational domain, a moderation 
effect diverging from the main effect. One implication that can be drawn from this 
finding is that economic egalitarian norms may influence the transference of social 
stereotypes to occupational domains. Indeed, it follows intuitively that country norms 
relevant to the economy and employment would influence occupational cultures and, 
consequently, stereotypes in the occupational domain. The findings herein, therefore, 
underscore that considering country-level contexts not only grounds investigations into 
stereotypes in culturally relevant contexts but also sheds light on possible considerations 
underlying mixed or contested findings.

5
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The Subtle Influence of Stereotypes on Candidate Fit Assessments and 
Hiring Decision-Making
The findings of the dissertation at hand also carry theoretical implications for candidate 
fit assessments in the context of algorithmically-aided hiring. Specifically, the findings 
in Chapter 4 suggest that investigating candidate rating in tandem with selection, 
as opposed to selection alone, is potentially more informative about the complex 
interactions between candidate stereotypes, fit assessments, and AI recommendations 
in hiring decision-making.  Findings show that better-qualified candidates, although 
selected more often, had no overall ratings advantage compared to stereotype-congruent 
candidates – unless they were also recommended by AI. In a sense, the differences 
observed between the two measures, i.e., selection and rating, suggest that candidate 
selection is a comparative task, wherein one candidate may win over another yet may 
not seem the best overall fit.

One possibility is that stereotype-congruence subtly influences fit perceptions, however, 
falls shy of influencing selection. The role of AI recommendations, conceptualized herein as 
an additional source of information, is, therefore, to  (dis)confirm decision-makers’ overall 
assessments. On an optimistic note, the findings suggest the (dis)confirming influence of 
AI recommendations ultimately does not dictate selection when recommendations are 
biased. Taken together, candidate ratings may reveal the subtle  influence of stereotypes 
on candidate fit assessments as well as the mechanisms by which AI recommendations 
influence decision-making beyond selection. The most apparent implication of these 
findings is, therefore, that investigations based on candidate selection alone may not 
reflect as full a picture regarding the influence of stereotypes in candidate assessments 
 (Dutz et al., 2022), particularly when algorithms aid the process (Chen et al., 2025; Chen 
& Benson, 2023; Lacroux & Martin Lacroux, 2023; Oberst et al., 2020).

 Human-in-the-Loop and Acceptance of AI-Hiring Tools’ Use
The findings herein lend strong support for human-in-the-loop approaches to 
algorithmically-aided hiring (Harris, 2024; Kilian (CNECT), 2020). However, they also 
underscore an important implication for the disposition required for successful human-
AI collaborative hiring; that being a tendency towards reflective and effortful engagement 
with algorithmic tools and an understanding of their limitations. Concepts like need-for-
cognition, conscientiousness, and reflective thinking have been linked to acceptance of AI 
tools’ use (Buçinca et al., 2021; Calluso & Devetag, 2025; Cho & Park, 2014; Shi et al., 2021). 
These concepts point to the kind of individual-level attitudes and dispositions that have 
the potential to shield decision-makers from AI preference and aversion simultaneously, as 
was the case in the findings of Chapter 4.  The above-mentioned individual-level attributes 
and other associated concepts, therefore, may hold the key to critical engagement with 
algorithmic tools, placing human agency at the heart of equitable hiring in a digital society.
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Social Construction of Technology Theory (SCOT): Contextuality Beyond 
the Individual
Lastly, the discussion on the direct implications of the findings herein can be further 
contextualized through the social construction of technology theory (SCOT; Bijker & 
Pinch, 1987), and similarly carries implications for the theory. SCOT’s interpretative 
flexibility axiom underscores that algorithmic bias is defined by various stakeholders 
through their subjective needs, values, and interactions with algorithmic tools. 
The differences in how job seekers and decision-makers perceive algorithms, and, 
consequently, the differences in how each act upon their outputs, further stress that 
the contexts producing these differences go beyond the individual. Specifically, when 
stakeholders interact with biases in algorithmic outputs, the contextual considerations 
subsume factors relevant to occupational and societal cultures. Therefore, the findings 
here draw attention to the breadth of contexts with which stakeholders contend and that 
may subtly influence their interactions with algorithmic tools.

Methodological Implications
The methodological approaches taken in the current dissertation are varied, however, 
they carry a few notable implications for future research.

Occupational Warmth and Competence Framing
The empirical chapters in the current dissertation present  and test a novel method to 
operationalize occupational domain-specific warmth and competence frames via the 
social categorization framing (Yang, 2015) and the stereotype content model (SCM; 
Fiske et al., 2002). Additionally, Chapter 2 and Chapter 3 present a coding procedure, 
called holistic singular assessment coding, that is commensurate with annotating latent 
constructs in domain-specific text (David et al., 2011), in this case, stereotypical frames in 
job ads. Consequently, the dissertation combines occupational warmth and competence 
frame operationalizations with a well-suited coding procedure to create a detailed 
codebook for manual annotation. This codebook has been used to train both traditional 
and state-of-the-art automated classifiers, therefore demonstrating its flexibility and 
reusability (for codebook, see Chapter 2, Appendix 2B).

To elaborate on the operationalization and coding procedure, warmth framing in the 
occupational domain can be ascertained through emphasis on “an orientation towards 
people, team and community building, and strong interpersonal characteristics,” and 
occupational competence framing emphasizes “productivity, performance on tasks, 
measurable outcomes, and the display of technical acumen” (Noon et al., 2024, p. 12). 
As for the coding procedure, that being  holistic  singular assessment coding, its merit lies 
in that it forgoes indicator-, syntax- or word-based annotation, instead asking coders to 
annotate text based on predetermined definitions and context-aware understanding of 

5
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the domain. Because the approach mimics the manner in which automated classifiers 
tacitly learn from the annotated texts, holistic singular assessment coding is suitable 
for subsequent supervised machine learning. Together, the operationalization and 
coding procedure open avenues for research into latent content in domain-specific texts, 
specifically when leveraging automated content analysis.

 Classifying and Validating Frames in Automated Content Analysis
The use of warmth and competence probability scores in the analyses conducted 
in Chapter 2 and Chapter 3 served an important purpose and carries implications for 
framing research and automated content analysis. Although the manual annotation of 
text resulted in binary annotations for warmth or competence framing, the automated 
content analysis that followed produced more nuanced  scores commensurate with the 
axioms of framing theories (Entman, 1993). Specifically, the procedure scores for the 
probability that warmth and competence frames are present in the text, as opposed 
to the binary classifier-label annotations. These scores reflect the degree of emphasis 
on each of the SCM dimensions, a measurement level that aligns with definitions of 
framing as a practice achieved through strategic emphasis (Reese et al., 2001). Although 
caution is advised as some frames may manifest in a binary manner, in the current case, 
analyzing probability scores facilitated better construct validity and robustness in the 
above investigations. Moreover, Chapter 2 shows results leveraging probability versus 
binary scores did not differ significantly. Therefore, the decision to use probability scores 
facilitated research into frames that is better aligned with the definitions in the field and 
produced more nuanced findings in this regard.

Relevant to the above, the use of automated content analysis to classify textual content 
of different formats meant that validation to ensure domain transferability was often 
required. To this end, Chapter 3 presents a two-step supervised validation method 
that leverages training data of a format different from the target data yet achieve 
satisfactory classification results. The method, although can be labor-intensive, cuts 
down the computational cost and time of annotating a full training sample. Therefore, 
this validation method opens avenues for reusable and reproducible research when 
leveraging automated content analysis and the resulting mixed format dataset can aid 
in validation for subsequent few-shot classification tasks. The benefit of this method is 
that it performs well in classifying latent content, however, prompt-based classification 
models may also prove useful as these newer models require few annotated examples 
to perform classification tasks (Thaminkaew et al., 2024). Whether few-shot prompt 
models can validate the classification of latent text content remains to be examined, but 
the speed with which improvements in these models occur is promising.
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Ethical Experimental Designs in Research on Hiring Inequities
It must be stated that the issues broached in the current dissertation should not be 
approached lightly, particularly in instances where human participants are involved. 
When examining sensitive topics such as inequitable hiring, care should be given to allow 
human participants to make true-to-life decisions that are reasonably unobstructed by 
design shortcomings. The repeated measures experimental design employed in Chapter 
4 strived to allow participants adequate breadth to make fair hiring choices. However, the 
ethical decisions taken did not compromise the study’s rigor as many considerations went 
into ensuring validity. For instance, the design relied on repeated choices (Hainmueller 
et al., 2014; Oberst et al., 2020) as hiring decision-makers often make multiple selection 
decisions in a short span, particularly when hiring is within their job scope. Moreover, 
candidates’ display order was counterbalanced across conditions to account for order 
effects. The experimental design employed in Chapter 4, therefore, lends a degree 
of ecological validity to the study all while providing a methodological template for 
examining sensitive topics such as inequitable hiring in an ethical and conscientious 
manner.

Practical Implications
The current dissertation presents some notable implications relevant to policymakers 
and practitioners as algorithmically-aided hiring becomes a mainstay of HR processes.

Locating Latent Sources of Inequities in  Algorithmically-aided Hiring
The findings of the current dissertation hold value for various stakeholders, particularly 
policymakers and HR practitioners interested in advancing hiring equity as well as 
safeguarding it against negative algorithmic consequences. The findings reveal  the subtle 
yet observable influence of latent textual and contextual factors on algorithmically-aided 
candidate sourcing and selection practices. Consequently, it underscores that the sources 
of hiring inequities are more subtle, nuanced, and varied than the previously explored 
explicit features in content, such as wording or images (Gaucher et al., 2011; Kaplan et al., 
2022; Mihaljević et al., 2022; Nagaraj Rao & Korolova, 2023). Therefore, legislative and 
practical efforts to counter inequitable hiring, as well as debias algorithmic hiring tools, 
must adopt more substantive and foundational conceptualizations of bias. Although 
the current work primarily examines one potential source of inequities in hiring, i.e., the 
stereotypical frames present in job ads, literature points to numerous such sources that 
may be equally pertinent sources of inequities, for instance, the linguistic and syntactic 
features of textual content (Beukeboom & Burgers, 2019; Burgers & Beukeboom, 
2020). By broadening the scope of conceptualization, stakeholders not only gain a 
better understanding of the varied sources of hiring biases, but are also able to counter 
algorithmic biases more effectively throughout the HR process (Albaroudi et al., 2024; 
Shanklin et al., 2022).
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Locating Phases Vulnerable to Inequities in Algorithmically-aided Hiring
Insights from the dissertation at hand additionally highlight the phases of the hiring 
process most vulnerable to inequities and, consequently, the phases where debiasing 
efforts may yield the best results. The overall findings indicate that candidate sourcing is 
particularly vulnerable to reflecting and propagating social gender stereotypes. Findings 
on the vulnerability of candidate sourcing to hiring inequities (i.e., the findings of Chapter 
2 and Chapter 3) are in contrast with findings on candidate selection in Chapter 4, wherein 
hiring decision-makers consistently opted to select better-qualified yet stereotype-
incongruent candidates.

Candidate sourcing has always been imperative to finding and attracting quality talent 
(Michaels et al., 2001), and automated sourcing practices have exponentially increased 
online job ad reach to potential candidates ( Black & van Esch, 2020). However, the findings 
of Chapter 2 demonstrate that gender social stereotypes are transferable to occupational 
domains and consequently reflected in job ads. Moreover, Chapter 3 finds that ad delivery 
outcomes also align with gender stereotypes, therefore, a good portion of ads reaching 
candidates are indeed stereotypically framed. Candidates  exposed to stereotypically 
framed ads may hence be prompted to evaluate themselves via their stereotype-
congruence and, consequently, may preemptively self-select or self-eliminate (Barbulescu 
& Bidwell, 2013; Pacelli et al., 2022).  A potential consequence for organizations who post 
these jobs ads is that they may inadvertently  foster a negative view of themselves amongst 
potential candidates, causing reputational harm (Black & van Esch, 2020; Furnham, 2012). 
Therefore, stakeholders who  aim for equitable hiring are advised to concentrate efforts 
on the sourcing phase of algorithmically-aided hiring and be cognizant of the extent to 
which the latent content in sourcing communication aligns with their strategic goals.

Bias Mitigation in Candidate Selection
Although the findings in Chapter 4 showed that social desirability may have played a 
role in candidate selection, they also hint at the potential efficacy of priming as a bias-
countering intervention. In the experimental study constituting the chapter, making 
biases conscious and obvious to decision-makers before they engaged in candidate 
selection tasks may have contributed to overall candidate choice favoring more 
qualified yet stereotype-incongruent candidates. Indeed, research finds that awareness 
and recognition of biases are key to mitigating discriminatory hiring (Chamberlain, 
2016). These findings, therefore, open up space for other discussions about potential 
interventions, both in terms of reimagining hiring workflows as well as through 
leveraging automated hiring tools to make biased information clear. Policymakers, 
HR practitioners, and automated hiring tool designers may benefit from incorporating 
priming-based interventions to counter the influence of bias during candidate selection, 
and moreover, may consider leveraging algorithmic tools for effective priming.
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Limitations and Recommendations for Future Research
 As with all research endeavors, the current dissertation is not without limitations, 
however, these limitations can serve as a roadmap for future research. First, the scope 
of the empirical chapters is limited to gender and age groups. However, research 
consistently shows that other social categories, such as race or ethnicity (Quillian et al., 
2017; Quillian & Lee, 2023; Zschirnt & Ruedin, 2016), disability status (Ameri et al., 2018; 
Antonopoulos et al., 2023; Ren et al., 2008), and sexual orientation (Flage, 2019; Sterkens 
et al., 2025), among others, also influence equitable hiring due to implicit biases and 
resultant stereotypical beliefs. Members from these social categories are also stereotyped 
based on warmth and competence in social domains (Fiske et al., 2002). For instance, 
Cuddy et al. (2008) find that minority ethnic groups are consistently stereotyped as low 
on warmth, and Mize and Manago (2018) find that sexual orientation reverses gendered 
warmth and competence stereotypes. Although these findings inform the stereotypes 
that may become associated with these groups in hiring contexts, and consequently hint 
at possible hiring outcomes, an investigation is required to ascertain this supposition as 
well as exactly how these stereotypes manifest and propagate throughout the hiring 
process. Future researchers are invited to utilize the theoretical and methodological 
approaches used herein to further this field of research.

Second, the empirical work in this dissertation can provide grounding for discourse 
around data access and transparency, an area that undoubtedly requires scrutiny by 
the research community. Much of the textual data used in Chapter 2 and Chapter 3 was 
obtained from job search websites and social media platforms. Various EU regulations 
have indeed improved data access and transparency (European Union, 2016, 2022, 
2024b), however, job ads at times fall under different considerations compared to other 
categories of online advertising, for instance political ads (European Union, 2024a). Data 
access and transparency, as they pertain to online job ads, therefore, lag behind in terms 
of financial and ad targeting disclosures (LinkedIn’s Ad Library, 2024; Meta, 2023). Due to 
these differences, Chapter 3 was limited to examining reach, but could not analyze spend 
differences or impressions, both metrics often explored in research on online political ad 
delivery (Ali et al., 2021; Votta et al., 2024). Effort must be put into ensuring adequate 
data access across all domains relevant to healthy societal functioning and inclusive 
prosperity (Fetting, 2020; Summers & Balls, 2015). Researchers and policymakers 
interested in furthering equitable hiring in the age of algorithms are therefore urged to 
consider data access and transparency initiatives and directives that serve public interest 
and social inclusion.

Last, the findings in Chapter 4 shed light on how to design experiments that can 
successfully detect subtle effects. Specifically, experimental designs in this area may 
benefit from utilizing both binary choice  measures and fine-grained continuous measures 
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in repeated measure s experiment. As observed in Chapter 4, candidate ratings were 
found to provide a more nuanced insight into decision-makers’ candidate fit assessments. 
They also revealed the comparative nature of fit assessments, and their susceptibility to 
algorithmic influences. Conversely, the repeated binary choice measures were found to 
be more indicative of final selection and subject to sensitization. Future experimental 
designs examining candidate fit assessments would benefit from incorporating rating 
per choice task in addition to overall candidate ratings to truly capture the full range of 
considerations in the hiring decision-making process. This proposed design is indeed 
difficult to implement, yet the unexpected insights gleaned from candidate ratings may 
present an opportunity to enrich future explorations.

Conclusion
The introduction to this dissertation asked: Can hiring be equitable in a digital society? 
Answering this question, the dissertation’s thesis argued, requires empirical scrutiny of the 
content that may reflect, reproduce, and reinforce inequities, and the consequences of such 
content for algorithmically-aided hiring. The work herein takes a communication-science-
first interdisciplinary approach to identify the sources of inequities in algorithmically-
aided hiring that are subtle and contextual yet demonstrably influential throughout 
the hiring process. By examining gender and age stereotypical frames in online job ads, 
the dissertation traces the influence of stereotypical beliefs and implicit biases in the 
occupational domain on the content of job ads, on online delivery systems, and finally on 
hiring decision-makers’ assessments. Decidedly, the findings affirm the reproduction of 
stereotypes in candidate sourcing content and its impact on automated hiring, however, 
stress the plethora of contextual considerations steering the process. Moreover, they 
demonstrate that even when algorithms fall short, individuals, particularly those with 
a propensity towards reflective engagement with automated tools, are able to counter 
implicit biases and heuristics-driven hiring decision-making. A significant contribution of 
this dissertation, however, lies in the theoretical, methodological, and practical insights 
that were gleaned.   These insights, although they do not outrightly answer the question 
posed in the introductory chapter, point out areas where efforts to promote equitable 
hiring can be best spent. With these insights, researchers, practitioners, and policymakers 
with an interest in advancing nondiscriminatory hiring and ensuring inclusive prosperity 
can pave the way towards true equity in the digital society.


