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University of Amsterdam

Amsterdam, The Netherlands
p.e.g.danielse@uva.nl

Hsiang-ling Tai
University of Amsterdam

Amsterdam, The Netherlands
hsiang-ling.tai@student.uva.nl

Shashikant Ilager
University of Amsterdam

Amsterdam, The Netherlands
s.s.ilager@uva.nl

Zhiming Zhao
University of Amsterdam

Amsterdam, The Netherlands
z.zhao@uva.nl

Abstract—Modern cloud-native applications use serverless
computing, which enables cost- and resource-efficient scalable
run-time behaviour. Adopting serverless computing in edge is
becoming popular. Many of these emerging edge applications
are time-critical, requiring quick responses. However, edge work-
loads often need to be dynamically offloaded to the cloud
due to resource constraints. Consequently, identifying efficient
offloading architectures is crucial to utilizing the benefits of
serverless computing on the edge. In this work, we present and
evaluate three offloading architectures under dynamic workload
conditions for edge computing: (1) node-to-node, (2) cluster-to-
cluster, and (3) centralized offloading. Furthermore, we highlight
when offloading is an effective tool for increasing the efficiency of
the edge. Our initial experiments show that in cases where client
requests result in small computations, serverless computing on
edge can improve response time by at least 36%.

Index Terms—Serverless computing, Cloud-Edge Continuum,
Offloading

I. INTRODUCTION

Computing using the serverless paradigm has become
popular for developing and deploying state-of-the-art cloud-
native applications in the cloud-edge continuum. Serverless
computing splits an application’s functionality across many
small functions. Although this paradigm is ubiquitous in cloud
computing, its wider application in the edge is rare due to
multiple challenges including resource constraints and the
need for dynamic offloading. Existing studies have tried to
overcome reliability and performance engineering challenges
[1] and enable the development of cost-effective and resource-
effective time and quality critical applications. However, we
need explicit methods to utilize the edge resources dynam-
ically so that infrastructure providers and developers can
effectively host and run critical services in remote edge areas.
Because edge devices experience overloading, we need to
identify dynamic offloading strategies to benefit from both
the available cloud and edge resources. However, designing
where and how the control nodes and worker nodes should
be organized when offloading can significantly impact the
performance of serverless applications [2]. Thus, identifying
the right server architectures for servers making offloading
decisions is crucial. Accordingly, we need to design an optimal
cloud-edge continuum for the operation of serverless functions
as existing reference implementations are limited to individual
applications and services [3]. In this regard, we study the state-
of-the-art architectures for dynamic offloading strategies on

edge servers for serverless applications. We consider three
architectures (centralized, federated, and decentralized) and
investigate their ability to affect the response time under
various workload conditions. Additionally, we analyze under
what conditions each of these architectures can be effective.

To summarize, our work fills an important gap in designing
future edge systems and has important implications for com-
mercial and scientific platforms. In particular, we make the
following contributions.

• We developed a prototype system to evaluate various
offloading server architectures, guiding the construction
of edge systems that efficiently manage offloading.

• Our experimental study, conducted on a real testbed,
demonstrates that edge computing is effective only when
the latency of transferring computation to the cloud
significantly impacts execution time.

• Our analysis uncovers numerous findings, including ef-
ficient edge-offloading strategies that can enhance the
overall system performance and distribute the load among
available resources effectively in various scenarios.

II. RELATED WORK

Extensive efforts are being made to address the challenges
of extending the serverless paradigm from cloud environments
to the edge. Accordingly, a growing body of research has
focused on optimizing function scheduling, reducing cold start
latencies, and improving state management.

Seamless integration of serverless functions is proposed in
Simion et al. [3]. Here, the existing serverless infrastructure
Knative is extended to allow function scheduling across the
continuum. Russo et al. [2] propose a fully decentralized
serverless platform. Their use of the Vivaldi Algorithm [4] al-
lows the system to estimate network distance per node by eval-
uating the round trip time. Each node gets state updates from
neighbors to make informed offloading decisions. Similar to
our fully decentralized strategy, Ciavotta et al. propose DFaaS
[5], a fully peer-to-peer method for distributing the execution
across multiple clusters. P2PFaaS [6] is another framework for
offloading serverless functions and includes learning the opti-
mal offloading decisions with reinforcement learning. P2PFaaS
targets single-host environments, which limits its ability to
connect with cluster-type cloud environments as shown by
Raith et al. The decentralized nature of these platforms allows
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Fig. 1. The overview of the different levels of decentralization that the system can exhibit for offloading decisions.

us to create task offloading performance optimizations like in
Yao et al. [7], where multi-agent reinforcement learning has
shown to be effective in managing edge-offloading. Authors
in [8] propose a mobility-aware platform that schedules based
on locality and resource availability. In general, all these
existing offloading implementations extend existing platforms
to enable communication of state and offloading computation.
They use a peer-to-peer strategy to do so. In contrast, this
work investigates different scenarios and a sliding scale of
decentralization in the strategy. Our system implementation
draws from these works on creating a location-aware, cloud-
edge system that offloads computation using decentralized and
centralized scheduling strategies to leverage the strength of
edge computing.

III. DESIGN AND IMPLEMENTATION

The edge infrastructure can be utilized to execute serverless
functions. This enables users to access the closest resources
and get a faster response time. However, serverless envi-
ronments are based on a controller-worker pattern. Because
of the limited resources, controllers also allow functions to
be executed using their resources. Figure 1 shows a high-
level architectural design and the possible configurations of
these systems. If there is one controller, we call the system
centralized; if there is more, the system becomes decentralized.
Based on incoming requests, the controller that receives them
places functions on resources in its domain. However, if this
controller cannot guarantee a timely execution, the requests
must be offloaded to the most suitable controller capable
of handling the client’s requests. In this way, the controller
offloading computation acts like a proxy. Choosing the most
suitable controller is learned at runtime by profiling offloaded
functions and using this information in a weighted round-
robin scheduler requests are equally distributed among the
most suitable controllers. Thus, our design enables smart
offloading by letting each controller independently learn and
make decisions to offload to nodes with available resources.

Prototype Implementation: We implement our prototype by
extending the OpenFaas1 platform, which suits the require-
ments for this work. We chose OpenFaas because it can run
on both Kubernetes propper and its lightweight implementa-
tion K3s, which is suitable for edge settings. Its serverless
engine faasd, packaged separately, is extended for the fully
decentralized implementation as it does not need Kubernetes.
Offloading Architectures: This work investigates and com-
pares three architectures. As Figure 1 illustrates, our three ar-
chitectures are fully centralized, federated, and decentralized.

1) Centralized: The centralized architecture is an out-of-
the-box baseline implementation. The controller is positioned
in the cloud and provides a central gateway to interact with
the system. Furthermore, functions are placed in the cloud,
and other resources are managed from the cloud.

2) Federated: Conversely, the federated architecture allows
each site to manage its resources and serve clients. This
enables clients to connect to the closest site and gives them
fast access to the resources. Running the cluster and serverless
controller adds some overhead to each edge cluster.

3) Decentralized: The fully decentralized architecture lets
all the nodes in the system manage themselves. Each node
serves its clients, and functions are executed on the server
that receives them unless the request needs to be offloaded.
Running the engine on each node adds additional overhead.

In theory, the decentralized and federated architectures
minimize the client latency and reduce the complexity of
offloading decisions. However, dynamic workload conditions
can create complex scenarios, requiring us to examine each of
these architectures under different conditions.

IV. PERFORMANCE EVALUATION

We conduct our experiments on a real testbed of edge
(Raspberry Pi 4 model B) and cloud hardware. Using the
tc command line tool, artificial network latency has been

1https://www.openfaas.com
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Fig. 2. Network latency configuration for simulating edge devices in a real-
world use-case with a significant distance between the computing sites.

introduced between computing sites, as shown in figure 2 to
model a geographically distributed system. We evaluate the
performance of each architecture, how it scales when serving
clients, and how it behaves under various scenarios. In our
experiments, clients send consecutive requests to execute a
benchmark program. Our edge environment can reach up to 13
concurrent clients who continuously execute functions without
degradation. We use the following two benchmarks.

a) Floating Point Operation (FLOP) Sine: A CPU-
intensive benchmark with a computation time comparable to
the network latency. This workload is similar to that in Rajput
et al. [9]. It calculates the sine value of 360°, 600 times.

b) Resize Image: A data-intensive benchmark. A 15 MiB
image is stored in an object storage database run at each
cluster. The image is retrieved via its URL and resized. This
workload demonstrates a potential use of edge computing by
processing data close to the event, thereby reducing the time
required to transfer data from the edge to the cloud.

Scenarios: The experiments are blocked on two independent
variables. Request arrival patterns are performed using bursts
of requests or a steady stream. The entry point distribution is
set to multiple across the edge nodes or one central point. This
was done to evaluate the best and worst usage scenarios

Results and Analysis

Figure 3.a shows our main finding, i.e., because requests
can arrive at any node, the fully decentralized architecture can
perform reliably well. It can decrease the response time by
roughly 92 ms from the centralized architecture. This is an
increase of 36%. It is also clear that the federated architecture
cannot perform as well. Further investigation has shown that
running K3s with OpenFaaS on the edge hardware produces

overhead. The mean response time of the decentralized archi-
tecture decreased by 8.2% using the centralized as a baseline.

Figure 3.b shows the resource static consumption of each
of the architectures. The federated architecture stands out here
because of its increased resource consumption. Hosting a K3s
service on the edge has too much overhead and significantly
reduces the load the edge system can take.

Although the decrease in response time is still visible, the
ratio between the latency and the execution time should not
differ too much. As the difference becomes bigger, the gain
from edge offloading diminishes. However, in the experiments
with our the Resize Image benchmark, the mean response time
decreases by 13.76%. (Figure 3.c) it is a sizable performance
increase. However, this can be attributed to the difference in
overhead from memory-heavy operations on the computing
platforms. This clearly shows our second finding. The Resize
Image function could be executed in the cloud environment
and gains nothing from using edge servers.

Our final experiments evaluate the worst-case performance
of our three configurations, in figure 3.d the requests arrive
at one node in the system. The centralized configuration
remains stable as it is normal behavior. The decentralized con-
figuration’s performance degrades considerably. All requests
past a certain point need to be offloaded, and the system
starts exhibiting the behaviour of the centralized configuration,
acting with a single but now underpowered gateway. The
federated configuration performs worse than the centralized
baseline but less so than the decentralized configuration, as
fewer requests need to be offloaded.

Threats to validity

One factor affecting system performance is the sensitivity
to scale-up, which is directly influenced by the explicit scale-
up threshold. If the explicit threshold is not set very tightly,
the system might trigger the scale-up prematurely, which is
especially detrimental for resource-constrained devices.

Our experiments were performed in sequence without reset-
ting the system state. The function instances were reset to one
but retained the function response time data. This allowed the
system to keep its understanding of the workload, artificially
increasing the system’s cold start performance measurements.

V. CONCLUSIONS AND FUTURE WORK

Extending the serverless paradigm to the edge brings many
opportunities and challenges both for scientific and industry
use cases. In this work, we highlight challenges and pro-
vide insight into key factors for designing applications on
the edge. Our prototype implementation which is based on
the open-source platform OpenFaas shows the feasibility of
using a serverless paradigm on the edge. We found that the
decentralized configuration outperforms the other two architec-
tures regarding response time and using the constrained edge
resources. It achieves lower CPU and memory usage while
delivering low response times because of its fully decentralized
gateways and minimal deployment. However, under certain
workload conditions, different architectures can be considered,
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Fig. 3. Preliminary experimental results showing the architectures and their response times across different scenarios and under increasing load. The average
value and a bootstrapped confidence interval from three repetitions of the experiment are shown.

as shown by the performance of our two benchmark programs.
A centralized architecture would be more efficient if the
service offered mainly consists of functions with a longer
response time; however, then one would question using the
edge resources in the first place.

Our future work will focus on creating better insights into
the interaction between the latency and the execution time of
serverless functions; providing more insight into this could
help guide decisions on when and where to apply the offload-
ing techniques we propose. We consider this research and the
architectures to be generalizable to any cloud environment.
Furthermore, these insights also apply to other computing
paradigms like microservice or monolithic applications.
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