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ABSTRACT
This work concerns a procedure to estimate the joint dis-
tribution of the per-edge travel times in a road traffic
network with spatial dependence. The constructed esti-
mator, based on the realized travel times of a collection
of independently operating probe vehicles traversing the
network, is shown to be consistent and rate-optimal. The
obtained estimates of the joint travel-time distribution
can be used in routing policies. In particular, as realized
travel times are observed en route to the destination, spa-
tial dependence can be leveraged to iteratively update
the predictive distribution of the remaining travel time.
Importantly, we can deal with general objective func-
tions, reflecting the individual traveler’s specific risk
aversion, including ones that involve the uncertainty
of the estimates. Through a series of numerical exper-
iments, we systematically study the estimator’s perfor-
mance in combination with specific routing policies and
objective functions.
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1 INTRODUCTION

In road traffic networks, travelers typically seek to find a route to a chosen destination that min-
imizes their travel time. Since travel times in road networks are subject to various unforeseen
disruptions, it is natural to model them as being random. The identification of optimal paths in
stochastic networks is a well-studied problem; see for instance the contributions Loui (1983); Sen
et al. (2001); Sivakumar and Batta (1994). To properly select the best path, it is essential to have
access to the joint distribution of travel times of all relevant edges in the underlying network.
While in existing studies this joint distribution is usually given by some assumed model, in this
paper we focus on the development of efficient techniques to estimate it from data, and on a
demonstration of its use in the routing context.

1.1 Background and motivation

Paths consist of a sequence of road segments, or edges. As mentioned earlier, the per-edge travel
times are intrinsically stochastic. Besides taking into account this randomness, one should rec-
ognize that in addition there will be a correlation between the travel times at the individual
edges. In a network with time dependence, meaning that the travel time on each of the edges
depends on the arrival time at that edge, the dependence between per-edge travel times is evident;
cf. Miller-Hooks (2001); Miller-Hooks and Mahmassani (1998, 2003) and the references therein
for work in this direction. However, there may be dependence in a time-invariant setting as well,
meaning that per-edge travel-time distributions are constant over time — a type of dependence
referred to as spatial dependence Chan et al. (2009); Chen et al. (2012). For instance, per-edge travel
times may be positively correlated due to the diffusion of congestion to neighboring road seg-
ments. Alternatively, in a road network with an essentially fixed number of vehicles, if two edges
are part of different routes between an origin and destination, then congestion on one edge could
imply a lower probability of encountering congestion on the other edge, thus possibly leading to
a negative correlation.

Regardless of the sign of the correlation, the dependence should be taken into account when
determining a driver’s optimal route, for the following two reasons.

• In “classical” studies on the stochastic shortest path problem, one aimed at minimizing
the expected travel time. Ignoring the corresponding standard deviation or other met-
rics that reflect the travel time’s uncertainty, this approach does not take into account
the individual traveler’s level of risk-averseness. This observation led to various papers
in which the traveler’s objective is distribution-based, covering, for example, the case of
finding the path that maximizes the on-time arrival reliability (i.e., probability of on-time
arrival at the destination). In this distribution-based context, the correlations between
per-edge travel times may significantly affect the optimal route; see, for example, Zock-
aie et al. (2013) for an illustration of this claim under a constraint on the on-time arrival
reliability.

• Second, as already mentioned in the seminal work Hall (1986), in a stochastic time-dependent
setting one should not determine the route a priori; instead, one should work with an adaptive
decision rule, also called a routing policy Huang and Gao (2018). In this way, one can exploit,
when a path to the destination is partially traversed, the fact that the travel-time distribution
of the remainder of a path depends on the arrival times at the already visited vertices. As
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1060 KAMPHUIS et al.

such, a routing policy records the arrival time at each vertex, and only then chooses the
next edge to traverse, depending on the realized travel times at the edges that were already
traversed.

Even in a time-invariant setting, it was noted, for example, in Polychronopoulos and Tsitsik-
lis (1996), that routing policies may substantially outperform a priori determined routes if the
underlying road network is spatially dependent. To see this, note that as a traveler moves across
the network towards their destination, they get to observe the travel times of various edges in the
network. By the spatial dependence, these observations contain information on the travel times of
the edges that have not been traversed yet. As a result, the travel-time distribution of these remain-
ing edges can be updated, after which the routing policy decides the next edge to traverse. Below,
in our account of the existing literature, we discuss the approach followed in Polychronopoulos
and Tsitsiklis (1996) in greater detail.

1.2 Existing literature & research gap

We proceed by, non-exhaustively, discussing a series of works that are particularly relevant in the
context of our paper, also reflecting on their less desirable features. After that, we identify the
research gap by detailing relevant issues that were still open and that are addressed in this paper.

1.2.1 Discussion of earlier papers

An early paper that deals with spatial correlations in a time-invariant setting is Polychronopou-
los and Tsitsiklis (1996). A crucial assumption is that the joint travel time can take values on a
finite outcome space, and that the size of this outcome space reduces once realizations on the
travel times of individual edges become known (i.e., when traveling to the destination, the set of
possible values the remaining travel time can attain shrinks). As the routing policy exploits the
information given by the realized travel times, it can outperform the a priori-determined optimal
route. The assumption that travel times take only finitely many values is unrealistic. This issue
can be mitigated by working with a “finer” state space, but this leads to a rapid growth of the
complexity of the routing algorithm making it intractable.

Also, in Gao and Chabini (2006), a finite state space is assumed, but now in a time-dependent
setting. In the considered framework, one distinguishes between a priori information and online
information to categorize routing problems into three categories. First, “no online information”
refers to the scenarios where travelers have no knowledge of previously realized travel times
anywhere in the network. In this case, there is no benefit in utilizing a routing policy, and
one can simply rely on “a priori routing”. Second, “partial online information” assumes knowl-
edge of travel times on a portion of the network edges and past time periods. This includes the
trajectory-adaptive routing case described in Hall (1986), Polychronopoulos and Tsitsiklis (1996),
in which only information on travel times already traversed by the individual traveler is available.
Third, “perfect online information” assumes the knowledge of per-edge travel times across the
entire network and for all past time periods. Exploiting the finite outcome space and the known
travel-time distribution, Gao and Chabini (2006), Hall (1986), Polychronopoulos and Tsitsik-
lis (1996) obtain the optimal routing strategy by applying dynamic programming with trajectory
information.
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KAMPHUIS et al. 1061

The procedure proposed in Gao and Chabini (2006), Hall (1986), Polychronopoulos and Tsit-
siklis (1996) breaks down under the more realistic modeling paradigm of continuous travel-time
distributions with temporal and spatial dependencies. This issue has been remedied in Fil-
ipovska and Mahmassani (2021), presenting a series of experiments with log-normally distributed
travel times, where the underlying parameters may change between time intervals. As dynamic
programming is no longer feasible, a heuristically motivated procedure is proposed. Its first
component is an algorithm that yields a selection of candidate routes, where the travel-time dis-
tribution of each candidate route is approximated by relying on Monte Carlo simulation. Then,
a second algorithm determines the route with the shortest expected travel time, after which the
first edge of the proposed route will be traversed. The same routine is called when arriving at the
first vertex, etc., until the destination is reached.

This method, as presented in Filipovska and Mahmassani (2021), lacks provable performance
guarantees and specifically considers log-normal travel times. It is essentially a static routing
algorithm that is repeatedly (when arriving at the next vertex, that is) applied. In other words,
the procedure does not exploit the fact that one knows that at each of the next vertices one can
adapt the route, and hence it will not be optimal. The latter issue was recognized in Fu (2001),
entailing that optimal routing should account for the future availability of travel-time informa-
tion on individual edges. In Fu (2001), an insightful example is presented that demonstrates
that a route that allows for more future rerouting opportunities is to be preferred. As noted in
Huang and Gao (2018), if the trajectory information is included in the state variable, and if an
adaptive routing policy is constructed using dynamic programming, the value of future rerouting
opportunities is incorporated accordingly. However, since including trajectory information can
lead to the state space growing prohibitively large, Huang and Gao (2018) proposes a recursive
approximate algorithm of polynomial complexity. The algorithm, aiming to minimize expected
disutilities, performs well, in particular for large networks with high-risk aversion and high
correlation.

While the above works primarily focus on minimizing the expected travel time or closely
related disutilities, Gao et al. (2021), Hou et al. (2020) consider alternative optimization prob-
lems, such as maximizing the on-time arrival probability. Assuming that travel times are normally
distributed, their recursive procedure does not include trajectory information in the state vari-
able. As recognized by Huang and Gao (2018), it therefore does not solve the underlying dynamic
program, in that the solution obtained does not respect Bellman’s principle of optimality. Their
efficient GP4 algorithm aims to approximate dynamic programming.

1.2.2 Research gap

After the above account of the prior work, we are now in a position to systematically discuss the
three most prominent limitations. For each of these limitations, we also provide a brief account
of papers that have tried to overcome the issue raised. We conclude this subsection by stating the
specific research questions that we address in the present paper.

• A clear first limitation of the body of work mentioned above, is that the joint distribution of
the per-edge travel times is assumed to be known, while in reality, this distribution has to be
inferred. Numerous studies have focused on estimating the per-edge travel times from realized
travel times of a collection of independent probe vehicles traversing the network Bertsimas
et al. (2019; Yin et al. 2015; Zhan et al. 2013). However, to develop routing algorithms that
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1062 KAMPHUIS et al.

exploit the spatial dependence, it does not suffice to only estimate the per-edge travel-time
distributions.

• The procedure in Ghandeharioun and Kouvelas (2022) describes the incorporation of spatial
correlation in the estimation procedure. It imposes, however, strict assumptions on the corre-
lation function such that it does not allow for both positive and negative correlations between
the edges. As such, this framework lacks the desired flexibility and generality. While the deep
learning approach in Zhang et al. (2019) does allow for more general correlation structures,
its performance is only illustrated in numerical experiments and lacks explicit performance
guarantees.

• A third limitation concerns the precision of the estimates. Any estimate for the travel-time dis-
tribution comes with a certain amount of uncertainty; for example, if the estimate is based
on a relatively small sample, this uncertainty can be substantial. As argued earlier, travelers
may want to choose their optimal route based on detailed distributional properties (quan-
tiles, standard deviations) rather than on just the mean travel time. In addition, however, they
may be averse to estimation uncertainty, which can be taken care of by incorporating it into
the objective function. This issue is also recognized in Prakash and Srinivasan (2014), where
the sampling-based approximation method for the per-path travel-time variance mentioned in
Xing and Zhou (2011) is employed.

Based on the above account of the literature, we conclude that there is a clear need for an
estimation procedure, with explicit performance guarantees, of the per-path travel times, soundly
taking into account the spatial dependence. This procedure should be able to accommodate the
use of state-of-the-art routing strategies under general objective functions.

1.3 Contributions

The aim of this paper is twofold. First, we wish to develop an estimation procedure for travel
times in a spatially dependent network. Then, we demonstrate how the resulting estimates can
be put into use in state-of-the-art routing strategies. In concrete terms, these are the four main
contributions of our work:

• We provide an estimation procedure for per-path travel times that also captures spatial depen-
dence. Theorem 1 entails that the procedure is consistent (i.e., the estimates converge to the
true values as the sample size grows) and rate-optimal (in the minimax sense, that is). The
rate-optimality entails that the estimator’s asymptotic performance is not inferior to that of an
MLE, where our estimator has the crucial advantage that it can be computed at a significantly
lower computational cost. In addition, the asymptotics are for the resolution (which is made
precise later) with which data are collected, and not for the size of the graph.

Importantly, our approach is fully data-driven, in that it is based on the realized travel times
of a collection of independent probe vehicles traversing the network.

• Under our model and given the historical data, Section 4.2 provides, for any partially tra-
versed path, the distribution of the travel time of the remainder of the path, conditional on
the realized travel times on the edges that were already traversed. Specifically, the represen-
tation discussed in Remark 8 enables an efficient evaluation of trajectory-adaptive routing
policies. Furthermore, in addition to minimizing expected travel time, these policies also allow
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KAMPHUIS et al. 1063

for more general distribution-based route selection criteria (involving, e.g., standard deviations
and quantiles).

• Besides obtaining a prediction for the (remaining) travel-time distribution, the estimation
procedure also provides us with a quantification of the uncertainty of the estimates; see in
particular Theorem 2 and Remark 6. As a consequence, we can incorporate the estimate’s
uncertainty in the objective function when performing route selection.
In our approach we rely on a Gaussian “working model” that motivates the estimators, and that
is extensively justified in Remark 1. Importantly, we argue that the Gaussianity is hardly used.

• Finally, in Section 5 we present a carefully selected series of numerical experiments in which
we study the performance of our estimator, with a focus on its application in a routing con-
text. The experiments illustrate how to use the estimation procedure in combination with
state-of-the-art routing strategies, and display its applicability to a large real traffic network
(i.e., the Anaheim transportation network, frequently used in the literature as a benchmark).
The performance of routing with estimated travel time distribution closely matches that
of when the true distribution is known. In addition, they provide insight into the effect
of the parameters involved (such as the sample size and the network structure). Further-
more, we illustrate how the results still hold even when data does not come from our
working model.

1.4 Statistical aspects

We proceed by giving more background on the statistical aspects of our work. The estimation of
some underlying variance-covariance matrix finds applications in many areas such as finance and
economics, genomics and bioinformatics, neuroscience and brain imaging, signal processing, cli-
mate, and environmental sciences, health, epidemiology, image processing, and (more relevant to
us in the context of our paper) network analysis. For an i.i.d. sample of zero mean random vectors,
estimating the underlying covariance matrix is a canonical problem in statistics Anderson (1962),
but complications arise once one deviates from this setting. If the vectors are high-dimensional,
then the empirical covariance matrix can be studiedJohnstone (2001) but is well known to be
inconsistent and requires regularization Bickel and Levina (2008a, 2008b; Ledoit and Wolf 2004;
Cai et al. 2016; Wainwright 2019; Ravikumar et al. 2011), usually in the form of a penalty, banding,
or thresholding.

One may also want to assume a low-rank structure Negahban and Wainwright (2011), sparsity
Bien and Tibshirani (2011); Friedman et al. (2008), or some parametric form on the covariance
matrix. Alternatively, if the observations come from a stationary stochastic process, the covari-
ance matrix assumes a Toeplitz or circulant form Brockwell and Davis (2009), Xiao and Wu (2012);
see also Krivobokova et al. (2022), Opsomer et al. (2001) for this problem in the context of
non-parametric regression, also when the mean is unknown, and in a wider sense, applications
can be found in time series analysis Wu and Pourahmadi (2003), Anderson (2011), Pourah-
madi (2013). One also finds connections in the graphical model literature; cf. Whittaker (2009),
Koller (2009).

When specifically inferring the distribution of travel times on a graph, the underlying covari-
ance structure assumes a specific form that depends on the graph and that must be taken into
consideration for proper inference Kamphuis et al. (2021). Another complication relates to the
fact that data are collected in the form of travel times for paths and so each observation is a partial
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1064 KAMPHUIS et al.

observation of travel time on the entire network and, as a consequence, one needs an intrinsically
more sophisticated estimation method, for example, Dempster et al. (1977). These and other
specificities require bespoke approaches.

While there are points of contact with this literature, we propose a novel statistical model
where data are observed on a subdivision of the underlying network. This allows us to study the
large sample behavior of our statistical procedure in terms of the frequency at which data are
collected, rather than in terms of growing the size of the network, the latter option being often
difficult to justify in practice.

Our estimators assume a natural form and can be computed efficiently, scaling linearly with
the number of observations and quadratically with the size of the graph. The estimators are
rate-optimal (in the minimax sense) as shown by the bounds that we derive on their mean squared
error. While various technical hurdles need to be overcome in the proofs due to the aforemen-
tioned intricacies, this is not done at the expense of introducing technical assumptions: The
results only require a natural identifiability condition to be met, as well as a mild assumption on
the covariance structure, and a natural assumption on the minimal number of observations per
edge. From a statistics standpoint, the key novelty of our paper is that our approach estimates a
non-trivial covariance structure of travel times on a network based solely on a random sample of
partial (path-wise) travel-time observations and that we establish consistency and rate-optimality
for the estimator, all of this without having to rely on establishing the asymptotics in terms of a
growing graph.

1.5 Organization

This paper is organized as follows. First, Section 2 provides a motivational example, included
to demonstrate the crucial role that spatial dependence plays in route selection. Then, Section 3
describes our data and model. Under this model, Section 4 outlines our estimation procedure and
quantifies its performance (in particular, showing that it is rate-optimal). Numerical experiments
are performed in Section 5. Finally, Section 6 concludes with a discussion. Technical proofs of our
main results, as well as some auxiliary results, are collected in Appendices A–C.

2 MOTIVATIONAL EXAMPLE

This section presents an example that illustrates that route selection benefits from taking spa-
tial dependence into account, using a maximally elementary setup. For this, we consider the
(multi-)graph depicted in Figure 1, in which we consider a traveler who wishes to travel from
vertex 1 to vertex 3.

For this example, the random vector of travel times T = (T1,T2,T3), corresponding to the three
edges, has a joint distribution with known mean 𝝁 and covariance matrix 𝚺, given by

𝝁 =
⎛
⎜
⎜
⎜
⎝

10
10
10

⎞
⎟
⎟
⎟
⎠

, and 𝚺 =
⎛
⎜
⎜
⎜
⎝

1 0.5 −0.5
0.5 1 0
−0.5 0 1

⎞
⎟
⎟
⎟
⎠

.

Importantly, in our example the travel time T1 is correlated with the travel times T2 and T3.
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KAMPHUIS et al. 1065

T1

T2

T3

1 2 3

F I G U R E 1 The graph used in this motivational example. For i = 1, 2, 3, we denote by Ti the random travel
time required to traverse edge ei.

The distribution of the random vector T, however, is generally unknown and needs to be
estimated from data. While the estimation of the individual per-edge travel times is a standard
statistical problem, one cannot resort to such methods in the multivariate context. Ignoring
the spatial dependence, the estimation procedure only provides estimates for the per-edge
travel-time distributions with parameters 𝜇i = 10 and 𝜎2

i = 1 for i = 1, 2, 3. As already argued in
Section 1, ignoring spatial dependence gives rise to two issues, which we will discuss in more
detail.

In the first place, the correlations between per-edge travel times may significantly affect the
optimal route in case a traveler’s objective is distribution-based. Ignoring the correlation, it is
clear that a traveler will be indifferent between the routes p1 = {e1, e2} and p2 = {e1, e3}, since
the travel times of the paths are seemingly identically distributed. But this is not the case if we
take the correlations into account, as we have that Var(T1 + T2) = 3 while Var(T1 + T3) = 1. For
instance, if the joint distribution of the travel times is Gaussian, and we consider a traveler who
wants to arrive at vertex 3 within 21 time units, then

P(T1 + T2 ≤ 21) ≈ 0.718, and P(T1 + T3 ≤ 21) ≈ 0.841,

so that route p2 should be preferred over p1. This preference would go unnoticed if one were to
work with estimates of the per-edge distributions only.

In the second place, knowledge of spatial dependence is useful when setting up adaptive rout-
ing rules (i.e., routing policies). To see this, we go back to the three-edge example of Figure 1,
and again consider the two possible routes a traveler can choose from, viz. p1 = {e1, e2}, or
p2 = {e1, e3}. In other words, after traversing edge e1, a traveler can choose between edge e2 and
e3. Ignoring spatial dependence, regardless of the traveler’s (distribution-based) utility function,
they will be indifferent between the two options, as the travel times of these edges are believed to
be identically distributed. Consequently, a traveler will also be indifferent between the paths p1
and p2. However, this will not be the case if we recognize the presence of spatial dependence in the
network. Now, after traversing edge e1, the realized travel time of that edge, denoted by t1, can be
used to update the conditional travel-time distributions of T2 and T3. These updated versions are

(T2 |T1 = t1), and (T3 |T1 = t1),

which are generally no longer identically distributed. As a consequence, depending on the value
of t1 and the utility function chosen, a traveler will have a preference for one of the two edges. Note
that the realized travel time t1 played no role when we had ignored spatial dependence, in which
case we could determine the optimal route a priori. Hence, when including spatial dependence,
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1066 KAMPHUIS et al.

the next edge to be traversed depends on the realized travel times of the previous edge, so an
adaptive routing policy is to be employed.

The following numerical example demonstrates the relevance of exploiting spatial depen-
dence when developing routing policies. Suppose the objective is to minimize the traveler’s
expected travel time. Neglecting spatial dependence, the traveler simply has to choose at depar-
ture between paths p1 and p2, both with expected travel times 20, so that they will be indifferent.
The spatial dependence, however, can be exploited using an adaptive strategy: Once e1 has been
traversed and T1 has been observed, it would be preferable to traverse e2 rather than e3 if the
realized E[T2 |T1] is less than E[T3 |T1], and vice versa. Using this adaptive routing strategy, the
expected travel time has improved relative to the non-adaptive strategy: By Jensen’s inequality,

ET1 + E
[
min {E[T2 |T1],E[T3 |T1]}

]
≤ ET1 +min {E[T2],E[T3]} = 20.

Now let us quantify the gain of the adaptive strategy. Again assuming Gaussianity,

E[T2 |T1] = 10 + 0.5 (T1 − 10) , and E[T3 |T1] = 10 − 0.5 (T1 − 10) .

By weighing these with the density of T1, the expected travel time equals

ET1 + E
[
min {E[T2 |T1],E[T3 |T1]}

]
= 𝜇1 +

1
2
𝜇2 +

1
2
𝜇3 − 𝜙(0) = 20 − 1

√
2𝜋

≈ 19.60 < 20,

with 𝜙(⋅) the density of a standard Normal random variable.
We assumed Gaussianity primarily for the convenience of analytical computations, but alter-

native probability distributions for the travel times could also be considered. For example, based
on 10,000 Monte Carlo runs, the expected travel times using the adaptive strategy assuming a
Gamma and log-normal distribution are approximately 19.61 (with s.d. 1.34 ⋅ 10−3) and 19.60
(with s.d. 1.32 ⋅ 10−3), respectively.

Note that adaptive routing can also be used to optimize distribution-based quantities other
than the expectation. From the above, we conclude that to implement such a policy, it is necessary
to have access to (an estimate of) the covariance matrix 𝚺. Therefore, it is of crucial importance
to capture, besides estimates of the per-edge travel times, the spatial dependence in the network.
The main objective of this paper is to devise a consistent and rate-optimal estimation procedure
to achieve this.

3 NOTATION AND MODEL DESCRIPTION

In this section we present some notation, the data that our statistical procedure relies on, and the
assumptions needed for our results.

3.1 The traffic network

Consider a (multi-)graph G = (V ,E)with vertices V = (v1,…, vp) and edges E = (e1,…, eq), where
p, q ∈ N are respectively the number of vertices and edges of G. We assume throughout that the
graph G is connected.
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KAMPHUIS et al. 1067

The graph G represents a road network. Travelers take a certain amount of time to cross each
edge e ∈ E, which we model as being random. We think of this travel time as being affected by
the congestion of the network and, crucially, that the level of congestion of an edge may influ-
ence the level of congestion on other edges, so that the travel times on individual edges may be
correlated. This correlation can be either positive or negative: A certain edge being used more
intensively than usual may be indicative of an alternative edge being used less intensively than
usual.

Our objective is to infer the joint distribution of travel times across the entire network based on
so-called probing vehicle data, under a model that allows for possible correlations between travel
times across different edges.

3.2 The data and model

Consider a collection of n paths on G,

pi ∶= (pi,j ∶ j = 1,…, q)⊤ ∈ {0, 1}q
, i = 1,…,n.

Each path pi is encoded by a binary sequence, in that pi,j = 1 if the i-th path makes use of edge ej
(and 0 otherwise). Path i thus represents a set of adjacent edges connecting a source and destina-
tion, corresponding to the i-th traveler. We think of the set of possible paths as being known and
fixed throughout. Define also

qi ∶=
q∑

j=1
pi,j, i = 1,…,n, and Mn ∶=

n∑

i=1
pip⊤i , (1)

such that qi denotes the length (in terms of the number of edges) of path pi, and Mn is the matrix
whose (i, j)-th element denotes the number of paths, out of the n paths, that cross both edge i
and j. We also define ni ∶= (Mn)ii, the number of paths that cross the i-th edge, and write nmin ∶=
mini=1,…,q ni, the number of times that the least-visited edge has been crossed.

Our data consists of edge-wise realized travel times for each path. Specifically, with Ri,j denot-
ing the time to traverse the j-th edge of path pi, we have access to realizations of the random
vectors

Ri = (Ri,j ∶ j = 1,…, qi), i = 1,…,n. (2)

Our objective is to infer the joint distribution of the per-edge travel times on the entire network
based only on these partial, path-wise observations. To achieve this, we need a model for these
partial observations, which we induce by specifying a model on the joint distribution of travel
times across the entire network.

As a working model, meaning a proxy-model that motivates the definition of estimators (cf.
Remark 1 below), we assume that the random vector T, which comprises all travel times on the
q edges of the network, has a multivariate normal distribution. Specifically, for a vector 𝝁0 ∈ Rq

and a positive semi-definite matrix 𝚺0 ∈ Rq×q,

T ∼
(
𝝁0,𝚺0

)
. (3)

 14679469, 2025, 2, D
ow

nloaded from
 https://onlinelibrary.w

iley.com
/doi/10.1111/sjos.12780 by U

va U
niversiteitsbibliotheek, W

iley O
nline L

ibrary on [30/03/2026]. See the T
erm

s and C
onditions (https://onlinelibrary.w

iley.com
/term

s-and-conditions) on W
iley O

nline L
ibrary for rules of use; O

A
 articles are governed by the applicable C

reative C
om

m
ons L

icense



1068 KAMPHUIS et al.

As a consequence, if we define Pi ∈ {0, 1}qi×q (with i = 1,…,n) as the matrix1 diag(pi) with
the zero rows removed, then for T1,…,Tn denoting a random sample distributed like T as in
Equation (3),

Ri ∼ PiTi ∼
(

Pi𝝁0,Pi𝚺0P⊤

i
)
, i = 1,…,n. (4)

The goal of our estimation procedure is to infer 𝝁0 and 𝚺0 in Equation (3) from the (partial),
independent observations R1,…,Rn.

In the next section, we define estimators for 𝝁0 and 𝚺0. Regardless of the missing data, the
estimators are explicit and do not rely on iterative procedures such as the EM algorithm Dempster
et al. (1977). Our theoretical results specify the finite sample behavior of these estimators, in that
we provide explicit performance guarantees for any sample size n.

In our analysis we rely on the following assumptions, to be discussed in the remainder of this
section.

Assumption 1. The random vector T, which comprises all travel times on the q
edges of the network, has a multivariate normal distribution with parameters as in
Equation (3).

Assumption 2. The covariance matrix 𝚺0 in Equation (3) is positive definite.

Assumption 3. Every edge is crossed by at least one path, or, nmin ≥ 1.

Assumption 4. For every pair of edges (i, j), there exists at least one path that crosses
both i and j, or, mini,j(Mn)ij ≥ 1.

Assumption 1 is a mild and justifiable condition, as argued in the following remark.

Remark 1. At first glance, the choice to model travel times as being normally dis-
tributed as prescribed in Assumption 1 may feel unnatural, for instance, because it
does not rule out negative travel times. The choice to settle for a multivariate normal
framework is justified on the following grounds.

i. In the first place, normally distributed travel times are frequently assumed in
the literature; cf. Gao et al. (2021), Hou et al. (2020), Sen et al. (2001). Our multi-
variate normal framework thus complies with state-of-the-art papers on routing.
If the mean is substantially higher than the corresponding standard deviation,
which is typically the case, the fact that the random variable can attain negative
values has no practical impact.

ii. When developing routing policies, we will be mainly concerned with the dis-
tribution of the travel time of paths, that is, the sum of the travel times on the
individual edges. As long as the dependence between edges is not too strong, it
follows from the Lindeberg-Feller central limit theorem that the travel-time dis-
tribution of this path will be approximately normal as the number of edges of
the path is growing; see, for example, (Billingsley, 1986, p. 369).

iii. There is, in fact, substantial empirical support for the normality assumption. For
instance, the study Rakha et al. (2006) claims, in the context of freeway travel
times, that normality is justified from a practical standpoint.

iv. Even if the edge travel times are not normally distributed, this modeling
assumption still provides us with meaningful estimators. Specifically, our
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KAMPHUIS et al. 1069

estimators depend on the observed travel time only through their averages,
allowing us to invoke the Lindeberg-Feller central limit theorem. Consequently,
the distribution of those averages will be very close to their counterparts under
normality.

v. Further advantages are that one can explicitly specify the travel-time distribution
of the remainder of a path, conditional on the travel time observed so far, and
prediction distributions are also readily available.

vi. Also, from a computational perspective, it is attractive to model the joint
travel-time distribution as a multivariate normal. More concretely, explicit
expressions of conditional distributions are available (cf. point (v)), and all
relevant quantities can be evaluated using elementary matrix algebra.

vii. Coming back to our initial point, models for travel times other than the Gaus-
sian one have been considered in the literature as well, covering, for example,
skewed or heavy-tailed distributions, cf. Emam and Al-Deek (2006), Kaparias
et al. (2008), Rakha et al. (2010), Srinivasan et al. (2014), Susilawati et al. (2013)
for some examples. While bespoke models can be motivated in certain settings,
they lack the appeal of the Gaussian distribution and its connection with the cen-
tral limit theorem, hence our pragmatic choice. Nonetheless, at several points in
this paper, we illustrate the (lack of) impact in case the data is non-Gaussian.

Remark 2. Since the data R1,…,Rn are partial observations, 𝝁0 and 𝚺0 are not neces-
sarily identifiable from the data. For instance, if no path visits edge ei, then the i-th
column of each P1,…,Pn is a column of zeroes and, as such, the joint distribution of
the data does not depend on 𝜇0,i, which makes it impossible to recuperate the full 𝝁0
from the data. In a similar vein, Assumption 2 simply avoids degenerate situations.
Identifiability of 𝚺0 hinges on the data containing enough information about travel
times of pairs of edges, so that all possible correlations can be identified. Assump-
tions 3 and 4 provide straightforward sufficient conditions for identifiability of 𝝁0 and
𝚺0, respectively.

4 ESTIMATION

In this section, we present our estimators for the model parameters in Equation (3), using the
observations (2). These estimators, which are motivated by some natural summary statistics, are
rate-optimal, in the minimax sense, in that their risk has upper bounds that are inversely pro-
portional to nmin; see Theorem 1. Then, various examples illustrate the rate of convergence of
the estimator of the covariance in specific instances. Finally, using our estimators, we specify in
Theorem 2 the distribution of a future travel-time, also known as the prediction distribution.

4.1 The estimators

For a clearer exposition of the main theorem, we abbreviate

Di ∶= P⊤

i Pi, (5)
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1070 KAMPHUIS et al.

N ∶=
n∑

i=1
Di = diag(Mn), (6)

so that Di is a diagonal matrix whose j-th diagonal element equals 1 if the i-th path makes use
of edge ej (and 0 otherwise), and N is a diagonal matrix whose j-th diagonal element denotes the
number of paths, out of the n observations, that cross edge j.

Clearly, since N = diag({n1,…,nq}), we have that N is invertible under Assumption 3. We can
then define the estimator for 𝝁0 in Equation (3) as

𝝁̂ ∶= N−1
n∑

i=1
P⊤

i Ri. (7)

Moreover, under Assumption 4, we have that the Hadamard inverse of Mn, denoted as M◦−1
n , is

well-defined, so that we can define the estimator for 𝚺0 in Equation (3) as

̂𝚺 ∶= M◦−1
n ◦S, (8)

where

S ∶=
n∑

i=1
P⊤

i (Ri − Pi𝝁̂)(Ri − Pi𝝁̂)⊤Pi.

The following theorem, whose proof can be found in Section B, provides risk bounds for the esti-
mators 𝝁̂ and ̂𝚺. For the risk of 𝝁̂we use the 𝓁2-norm ||𝝁||2 ∶=

√∑q
i=1𝜇

2
i , and for the risk of ̂𝚺we

use the Frobenius norm

||𝚺||F ∶=
√

Tr
(
𝚺𝚺⊤

)
=

√
√
√
√

q∑

i=1

q∑

j=1
𝚺2

ij.

Note that the Frobenius norm is a natural choice to evaluate the risk of an estimator since, just
like the 𝓁2-norm, it is defined as the square root of the sum of the squared entries.

Theorem 1. Let Assumptions 1–3 hold. Then 𝝁̂ satisfies

E
[
||𝝁̂ − 𝝁0||

2
2
]
≤

Tr(𝚺0)
nmin

. (9)

Additionally, if also Assumption 4 holds, then

E

[
|| ̂𝚺 − 𝚺0||

2
F

]
≤

128 q2n2

mini,j (Mn)2ijnmin

( q∑

i=1
𝚺2

0,ii + (Tr(𝚺0))2
(
Tr(𝚺0) + 10q2)

)

. (10)

Remark 3. In our analysis, the focus has been on proving rate-optimality, by deriving
the upper bounds (9) and (10). Importantly, these upper bounds are uniform, in partic-
ular being valid for any underlying instance (in terms of the graph and observed paths)
and any sample size. We did not aim at minimizing the corresponding multiplication
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KAMPHUIS et al. 1071

constants. Experiment 1 reveals that the risk of the covariance may be substantially
smaller than the upper bound found in Equation (10).

Remark 4. The result in Equation (10) relies on Assumption 4, which requires that
there exists a path that crosses both edge i and j for every pair of edges (i, j). If this
condition is unfeasible for the graph structure under consideration or is too demand-
ing due to the size of the graph, one is, of course, free to apply Theorem 1 to relevant
submatrices of ̂𝚺 and 𝚺0 for which Assumption 4 does hold. We refer to Example 4
for more details.

Remark 5. Depending on the context, one may want to model the paths pi as being
random. In that case, one should read the bounds in Equations (9) and (10) as condi-
tional on the realized paths. Note, however, that in such a case, Assumptions 3 and 4
now become statements about random quantities (nmin and Mn) and thus can only be
said to hold with a given probability. Given that Assumptions 3 and 4 are necessary
for identifiability purposes, one can simply assume that the probability that Assump-
tions 3 and 4 do not hold is appropriately vanishing, and that if they do not hold, then
we define, for example, 𝝁̂ = 0 and ̂𝚺 = I.

The following corollary simplifies the bound in Equation (10). Its proof can be found at the
end of Section B.

Corollary 1. If we denote 𝜎2
max ∶= maxi 𝚺0,ii, then,

E

[
|| ̂𝚺 − 𝚺0||

2
F

]
≤

128 q6n2

mini,j (Mn)2ijnmin
𝜎

4
max(𝜎2

max + 11). (11)

The following examples specify the upper bound on the risk of ̂𝚺 for different combinations
of a graph G and a set of observed paths pi. They illustrate the non-triviality of the bound as it
is the combination of graph topology and size, and path length and overlap that determines the
performance of the estimator.

In the first example, every path crosses the entire network. It can be seen as the most favorable
case, as the data contain as much information as possible.

Example 1. Let G = (V ,E) be an Eulerian graph and suppose that each path pi is
an Eulerian path, or, pi = {1,…, 1}⊤ ∈ {0, 1}q, for i = 1,…,n. Then mini,j(Mn)ij = n =
nmin, so that (11) reduces to

E

[
|| ̂𝚺 − 𝚺0||

2
F

]
≤

128 q6

n
𝜎

4
max(𝜎2

max + 11).

In contrast to the previous example, we now consider the more realistic case in which there
are partial, path-wise observations. To infer the covariance structure and satisfy Assumption 4,
one needs access to a bare minimum of observations of pairs of edges.

Example 2. Let G = (V ,E) be a star graph and note that there exist
(

q
2

)
distinct paths

of length 2. Now, if the pi are such that we observe each distinct path n∕
(

q
2

)
times

(thus, we observe each path equally often), then

min
i,j
(Mn)ij =

n
(

q
2

) , and nmin =
2n
q
,
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1072 KAMPHUIS et al.

so that (11) reduces to

E

[
|| ̂𝚺 − 𝚺0||

2
F

]
≤

64 q7
(

q
2

)2

n
𝜎

4
max(𝜎2

max + 11).

The next example studies the effect of the lengths of the paths that we observe. For this, we
consider a circle graph and we assume that the length of each path is such that it covers more
than half of the edges in the graph, so that any two paths overlap.

Example 3. Let G = (V ,E) be a circle graph. Note that there exist q distinct paths of
length 𝓁 with q

2
< 𝓁 ≤ q − 1. Now, if the pi are such that we observe each of these q

paths equally often, then

min
i,j
(Mn)ij =

2n
q
⋅
(
𝓁 −

⌊q
2

⌋)
, and nmin =

n𝓁
q
,

so that (11) reduces to

E

[
|| ̂𝚺 − 𝚺0||

2
F

]
≤

32 q9

n𝓁
(
𝓁 −

⌊
q
2

⌋)2 𝜎
4
max(𝜎2

max + 11).

In the examples above, we always have that mini,j(Mn)ij and nmin grow linearly in n. As such,
the quantity in Equation (11) converges to zero with the optimal parametric risk n. We do see,
however, that the multiplying constant grows if the lengths of the paths that we observe decrease.

Instead of assuming that mini,j(Mn)ij grows linearly in n, the following example considers
another extreme, in which mini,j(Mn)ij = 0.

Example 4. Let G = (V ,E) be a perfect binary tree, and note that there exist q
2
+ 1

distinct root-to-leaf paths. Now, if the pi are such that we observe each of these paths
equally often, then

min
i,j
(Mn)ij = 0, and nmin =

n
q
2
+ 1

,

where mini,j(Mn)ij = 0 since each path only crosses one edge of every level of the
binary tree. As noted in Remark 4, this is a violation of Assumption 4, and it is not
possible to obtain an estimate for the full covariance matrix 𝚺0. Instead, one can con-
struct a subgraph of G for each distinct root-to-leaf path. Then, every root-to-leaf path
is an Eulerian path of this subgraph, whose covariance matrix can be estimated as
seen in Example 1.

So far, the graph size has been assumed to be fixed. The following example considers a setting
in which the graph size grows with the number of observed paths, and studies conditions on the
growth rate to still guarantee convergence of the covariance estimator.

Example 5. Let G = (V ,E) be a multigraph with V = {1, 2, 3}, E1 = ({1, 2},…, {1, 2})
with |E1| = ⌊nr⌋, 0 < r < 1, and E2 = ({2, 3},…, {2, 3}) with |E2| = ⌊ns⌋, 0 < s < 1.
Each pi is a path from vertex 1 to vertex 3 and can be seen as a job that is processed
in two stages, where for stages 1 and 2 there are ⌊nr⌋ and ⌊ns⌋ identical machines
available, respectively. We assume that the number of processed jobs n is such that
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KAMPHUIS et al. 1073

every combination of machines in stages 1 and 2 is observed equally often. As no job
is processed by more than one machine in each stage, we again resort to the setting as
encountered in Example 4 in which we estimate the covariance matrix of each sub-
graph consisting of each possible combination of machines, and will achieve a bound
on the submatrices as in Example 1. As there are ⌊nr⌋ ⋅ ⌊ns⌋ combinations, every
combination is observed n∕(⌊nr⌋ ⋅ ⌊ns⌋) times. With 𝚺0[i, j] denoting the covariance
matrix of the i-th and j-th machine in stage 1 and 2, respectively, then it follows from
Example 1 that for any pair (i, j) we have

E

[
|| ̂𝚺[i, j] − 𝚺0[i, j]||2

F

]
≤

128 ⋅ 64 ⋅ nr+s

n
𝜎

4
max(𝜎2

max + 11).

We learn that ̂𝚺[i, j] approximates 𝚺0[i, j]well for n large if nr+s
< n. That is, the num-

ber of combinations of edges should not grow faster than the number of observations.

4.2 The prediction distribution

Realistically, one does not know the true parameters 𝝁0 and 𝚺0, so we do not have access to
the distribution of a future observation Tn+1. What is available is the prediction distribution for
Tn+1 – a proxy for the distribution of Tn+1 based on historic information T1,…,Tn. The follow-
ing theorem treats the case in which 𝚺0 is known but 𝝁0 is unknown. Its proof can be found
in Section C.

Theorem 2. Suppose that Assumptions 1–3 hold. Then the prediction distribution of
Tn+1 for unknown 𝝁0 and known 𝚺0 is specified by

Tn+1 − 𝝁̂ ∼ (0,𝚺0 + Jn ◦𝚺0), where (Jn)ij =
(Mn)ij

ninj
, (12)

where 𝝁̂ is defined in Equation (7).

Remark 6. Recall that travelers may be averse to estimation uncertainty. This uncer-
tainty can be dealt with by routing policies that use the prediction distribution.
Indeed, as Jn is a non-negative matrix whose (i, j)-th element is decreasing in the num-
ber of paths that cross the i-th (or j-th) edge, we see that the variance of the marginal
prediction distribution corresponding to the i-th edge decreases in the frequency with
which the i-th edge is crossed. It follows that the prediction distribution indeed incor-
porates the estimate’s uncertainty: More reliable estimates (i.e., estimates based on
more observations) have a relatively lower variance.

Remark 7. In the setting where 𝚺0 is unknown as well, we will simply substitute ̂𝚺
for 𝚺0 into the prediction distribution (12). To motivate this approximation, note that
Theorem 2 implies that

( ̂𝚺 + Jn ◦ ̂𝚺)−1∕2(Tn+1 − 𝝁̂) ∼ (0, Iq) + op(1). (13)

If ̂𝚺 is consistent for 𝚺0, the prediction distribution of Tn+1 with unknown 𝝁0 and 𝚺0
is approximately given as in Equation (12), with ̂𝚺 substituted for 𝚺0.
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1074 KAMPHUIS et al.

Remark 8. Routing policies require frequent updating of the prediction distribution
to incorporate the observed travel times of a partially traversed path. Consider a trav-
eler following a path p = (p1,p2) that has already traversed p1, and has thus observed
the travel times corresponding to the edges of this path. The goal is then to obtain the
prediction distribution of travel times corresponding to p2, conditional on the already
observed travel times.

We now partition T = (T1,T2) such that T1 contains the travel times on the edges
contained in path p1, and T2 contains the travel times on the remaining edges in the
graph. Similarly, we partition

𝝁̂ =

(
𝝁̂1

𝝁̂2

)

, and ̂𝚺p =

(
̂𝚺p,11 ̂𝚺p,12

̂𝚺p,21 ̂𝚺p,22

)

,

where ̂𝚺p denotes the covariance matrix of the prediction distribution. It is straight-
forward to find that

T2 |T1 = t1 ∼ (𝝁̂2 + ̂𝚺p,21 ̂𝚺
−1
p,11(t1 − 𝝁̂1), ̂𝚺p,22 − ̂𝚺p,21 ̂𝚺

−1
p,11 ̂𝚺p,12),

from which the travel time distribution corresponding to p2 is easily obtained.

Remark 9. In our setup we have relied on the Gaussian working model (3). Upon
inspecting the proofs, it is seen that the point where Gaussianity is most crucial is in
establishing the predictive distribution in Theorem 2. (In actuality, we expect simi-
lar results to hold under a sub-Gaussian assumption.) Even there, 𝝁̂ being normal is
effectively the consequence of the central limit theorem, and if Tn+1 is not normally
distributed then we get a different zero mean distribution that can be worked out in
each particular case as the distribution of a difference. At any rate, the Gaussianity
working model can still be said to be a convenient choice since it conveniently allows
to determine marginal distributions.

5 EXPERIMENTS

In this section we present a selection of numerical experiments in which we implement and study
the performance of our estimators, with a focus on its application in a routing context.

5.1 Experiment 1: Performance of the estimators

We consider the setting of Example 3 with q = 8, 𝝁0 = (10,…, 10), and 𝚺0 = e−
3
2

C, where C is the
distance matrix of the line graph of G, so that (C)ij denotes the graph distance between edges i
and j. In Figure 2 we report, on a log-log scale, Monte Carlo approximations (based on 10,000
replications) of the left-hand side quantities in Equations (9) and (10) for different sample sizes
n and path lengths 𝓁 ∈ {5, 6, 7, 8}. For reference, we included solid lines that converge to zero
inversely proportionally to n, representing the order of the upper bounds in Equations (9) and
(10). From the similar rate of decay, we conclude that the estimators converge with the optimal
rate n, confirming that the bounds in Equations (9) and (10) are rate-optimal. We do see that the
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F I G U R E 2 The dots represent Monte Carlo approximations of the risk of the estimator for the mean (left)
and covariance (right) for different sample sizes and path lengths on a log-log scale. For reference, the solid lines
indicate the rate of convergence of the upper bounds in Equations (9) (left) and (10) (right).

T A B L E 1 Monte Carlo approximations of the expected travel time for the network in Section 2, using an
adaptive-routing strategy that relies on the prediction distribution.

Sample size Travel time (s.d.)
8 19.73 (1.38 ⋅ 10−2)

16 19.68 (1.37 ⋅ 10−2)

32 19.64 (1.37 ⋅ 10−2)

64 19.61 (1.36 ⋅ 10−2)

Note: We also report the standard deviation of the Monte Carlo replications.

(approximations) of the risk are smaller than the upper bounds prescribed by Theorem 2. We can
also see that the estimators perform better for longer paths, as they contain more information.

5.2 Experiment 2: Motivational example revisited

We return to the routing example we considered in Section 2, but now assume that 𝝁0 and
𝚺0 are unknown. Recall that for known 𝝁0 and 𝚺0, the expected travel time using an optimal
adaptive-routing strategy is approximately 19.60. We again apply the adaptive routing algorithm
as described in Section 2, but now rely on the prediction distribution as mentioned in Remark 7.

Table 1 reports approximations of the expected travel time based on 10,000 Monte Carlo sim-
ulations. Here, we consider various sample sizes n and assume that each observation consists
either of path p1 or path p2, where we observe each path with equal frequency. We see that, even
for small sample sizes, adaptive routing substantially outperforms a priori routing, which has an
expected travel time of 20. We see that for n = 64 the average travel time already closely resembles
the theoretical minimum in the case where 𝝁0 and 𝚺0 are known.

5.3 Experiment 3: On-time arrival probability with adaptive routing

As mentioned, adaptive routing algorithms can also be used to optimize distribution-based quan-
tities other than the expected travel time. Consider the graph in Figure 3, and suppose that a driver
located at vertex 1 wishes to arrive at vertex 25 within 80-time units. We let
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1076 KAMPHUIS et al.

1 2 3 4 5

6 7 8 9 10

11 12 13 14 15

16 17 18 19 20

21 22 23 24 25

F I G U R E 3 The graph used in Experiments 3 and 4. We consider a driver wishing to travel from vertex 1 to
vertex 25 within 80-time units.

T A B L E 2 Fraction of on-time arrivals for various covariance matrices, using adaptive routing. The on-time
arrival probability with a priori routing is 0.5.

𝜶 Fraction of on-time arrivals (s.d.)
5
3

0.5521 (4.97 ⋅ 10−3)
6
3

0.5501 (4.98 ⋅ 10−3)
7
3

0.5227 (5.00 ⋅ 10−3)

Note: We also report the standard deviation of the Monte Carlo replications.

𝝁0 = (10,…, 10), 𝚺0 = e−𝛼C
, 𝛼 ∈

{5
3
,

6
3
,

7
3

}
,

and randomly switch the sign of the covariances. Then, we apply the SOTA algorithm described
in Gao et al. (2021), which is an adaptive routing policy that aims to maximize the on-time
arrival probability. Since the number of candidate paths is large, for each iteration, we only con-
sidered 5 candidate paths and chose from these the path that maximizes the on-time arrival
probability. These candidate paths are the ones that minimize the remaining expected travel
time, found using Yen’s K shortest path algorithm Yen (1971). See Algorithm 1 for a summary
of this procedure. For an in-depth description and analysis of the SOTA algorithm, we refer to
Gao et al. (2021).

Table 2 reports the average on-time arrival probability based on 10,000 Monte Carlo runs
using the adaptive routing algorithm of Algorithm 1. Note that, since the expected travel time of
each edge is 10 time units, it is clear that the maximum on-time arrival probability with a priori
routing is equal to 0.5. Thus, we see that adaptive routing always outperforms a priori routing.
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KAMPHUIS et al. 1077

Algorithm 1. Heuristic routing policy to maximize the on-time arrival probability (cf. Gao
et al., 2021).

Result: Traversed path P with corresponding realized travel time t
Given: Graph G, vertices origin O and destination D, distribution
parameters 𝝁0 and 𝚺0, number of candidate paths k
Initialize: P = ∅, t = 0, set current vertex Vc to O, assign weights
𝝁0 to G
while Vc ≠ D do

1. Find k shortest paths from Vc to D using bib4655 and com-
pute on-time arrival probability for each path using (conditional)
distributional parameters 𝝁0 and 𝚺0

2. Traverse the first edge of the path with the highest on-time
arrival probability, observe realized travel time, and update Vc

3. Attach traversed edge to p, and add realized travel time to t
4. Using observed realized travel times, compute conditional

distributional parameters 𝝁0 and 𝚺0. Assign weights of conditional
𝝁0 to G
end while
Return: p and t.

T A B L E 3 The average on-time arrival probability for various sample sizes, using the adaptive routing
strategy in Algorithm 1. We consider both Gaussian, Gamma, log-normal, and Uniformly distributed data.

Sample size Gaussian (s.d.) Gamma (s.d.) log-Normal (s.d.) Uniform (s.d.)

25 ⋅ 70 0.519 (1.58 ⋅ 10−2) 0.524 (1.58 ⋅ 10−2) 0.547 (1.57 ⋅ 10−2) 0.544 (1.57 ⋅ 10−2)

50 ⋅ 70 0.527 (1.58 ⋅ 10−2) 0.550 (1.57 ⋅ 10−2) 0.569 (1.57 ⋅ 10−2) 0.546 (1.57 ⋅ 10−2)

100 ⋅ 70 0.553 (1.57 ⋅ 10−2) 0.582 (1.56 ⋅ 10−2) 0.531 (1.58 ⋅ 10−2) 0.5419 (1.58 ⋅ 10−2)

Furthermore, since smaller values for 𝛼 result in higher on-time arrival probabilities, we also see
that adaptive routing benefits more from stronger correlations.

5.4 Experiment 4: Adaptive routing with unknown parameters

Algorithm 1 requires that the parameters 𝝁0 and 𝚺0 are known. If this is not the case, we may
apply our estimation procedure in Section 4 and apply Algorithm 1 with 𝝁0 and 𝚺0 as the mean
and variance of the prediction distribution as in Remark 7, respectively.

We again consider the setting in Experiment 3 and set 𝛼 = 5
3
. Our observations consist of inde-

pendent realizations of travel times of the 70 distinct paths with graph distance 8 that connect
the origin and the destination. Table 3, in the first two columns, reports the on-time arrival prob-
ability by applying our estimation procedure in conjunction with Algorithm 1 for various sample
sizes, based on 1,000 Monte Carlo simulations. We see that for sample sizes sufficiently large, the
on-time arrival probability using Algorithm 1 with estimation closely resembles the case in which
one has access to the true parameters.
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1078 KAMPHUIS et al.

F I G U R E 4 The Anaheim transportation network used in Experiment 5. We consider a driver wishing to
travel from vertex 119 to 86, whose shortest path in graph distance is 32.

Lastly, to corroborate the claims in Remark 1, in Table 3, right-most three columns, we also
consider the case in which travel times are not Gaussian. Specifically, we let the travel times fol-
low several multivariate distributions. Travel times are obtained from a vector of independent,
standardized random variables of the indicated distributions, translated and scaled to match the
mean and covariance structure of the Gaussian distribution. The a priori on-time arrival probabil-
ity, in this case, is 0.5023 (approximated based on 10,000 Monte Carlo simulations, with standard
deviation 5.00 ⋅ 10−3), we see that even for non-Gaussian data substantial gains in on-time arrival
probability can be obtained by using our estimation procedure together with an adaptive routing
procedure.

5.5 Experiment 5: Analysis of the Anaheim transportation network

We conclude by demonstrating the applicability of our estimation procedure to routing in a real
traffic network, namely the Anaheim network2 depicted in Figure 4, which consists of 416 vertices
and 914 edges. The mean travel times corresponding to the edges are provided with the network,
and the covariance matrix we employ is specified in Gao et al. (2021). We consider a driver that
wishes to travel from vertex 119 to 86, whose shortest path in graph distance has length 32, which
happens to be the diameter (the length of the longest shortest path) of the graph.

We start by noting that a large portion of the Anaheim network will likely not be of relevance
when determining the optimal route. That is, it is not probable for far-away edges from the ori-
gin and destination to be part of the optimal route. By removing these edges from the graph, we
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KAMPHUIS et al. 1079

T A B L E 4 The expected travel time and on-time arrival probability for the Anaheim transportation network,
using adaptive routing with both known and estimated parameters.

Expected travel time (s.d.) On-time arrival (s.d.)
Known parameters 35.10 (2.44 ⋅ 10−2) 0.445 (1.57 ⋅ 10−2)

Estimated parameters 35.10 (2.42 ⋅ 10−2) 0.438 (1.57 ⋅ 10−2)

substantially speed-up our estimation procedure. Specifically, we generate the 50 shortest paths
in terms of graph distance that connect the origin to the selected destination. These paths are then
overlapped to create a subgraph derived from the original one, consisting of only 84 vertices and
108 edges.

For grid-like networks such as the Anaheim network under consideration, it is reasonable
that graph distance is closely related to travel time. As such, if the number of shortest paths in the
construction of the subgraph is chosen sufficiently large, it is conceivable that the optimal route in
the original graph is contained in the constructed subgraph. Particularly, we have verified that our
choice of 50 shortest paths is sufficient to capture the optimal route. Moreover, we have observed
that the number of vertices and edges of the constructed subgraph only grows sublinearly in the
chosen number of generated shortest paths, so choosing a higher number of generated shortest
paths does not come at a high computational cost.

Our observations consist of 20 travel time realizations for each of the 262 simple paths con-
necting the origin and destination in the constructed subgraph, so that n = 5 240. In this case,
the computation of the estimates 𝝁̂ and ̂𝚺 takes less than a minute on an ordinary laptop, and
we have verified the computation time scales linearly with the sample size. After obtaining the
parameter estimates, Algorithm 1 executes almost instantly.

Table 4 reports the expected travel time and the probability of arrival before 35-time units
based on 1,000 Monte Carlo runs, using adaptive routing with both known and estimated param-
eters. For the on-time arrival probability, we again use Algorithm 1 with k = 5, and for the
expected travel time we use a simplified version of Algorithm 1 where in each iteration one tra-
verses the first edge of the path with the lowest conditional expected travel time, see the GPRPP
algorithm described in Hou et al. (2020) for more details. We again see that routing with esti-
mation closely resembles the case in which one has access to the true parameters. We conclude
that our estimation procedure can be successfully employed in conjunction with state-of-the-art
routing algorithms in real traffic networks.

6 DISCUSSION

In this paper we have developed a travel-time estimation procedure in a spatially dependent
network. The main theoretical result shows that the proposed estimators are consistent and
rate-optimal, in the minimax sense. Furthermore, the estimation uncertainty is quantified
through the associated prediction distribution.

Numerical experiments demonstrated that the output of our estimation procedure can be
successfully used in conjunction with state-of-the-art routing algorithms such as Algorithm 1,
which is inspired by the SOTA algorithm developed in Gao et al. (2021). After devising a practi-
cal and computationally scalable heuristic, we have also demonstrated its applicability to routing
algorithms in a real traffic network. Specifically, we have shown that routing with estimated
parameters comes with little to no loss compared to the case in which the parameters are known.
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1080 KAMPHUIS et al.

Although our estimation and routing procedure relies on a normality assumption, in
our experiments we have shown that the procedure still provides reliable output when this
assumption is violated. This robustness is essentially due to the central limit theorem, since the
estimators depend only on averages of the observed travel times, where in addition the travel time
of a route is the sum of the travel times on the individual edges; see Remark 1.

In addition to proving the rate-optimality of the procedure, we have also provided performance
guarantees of the estimators in the form of risk bounds for any sample size. We further studied
the risk of the estimators in a numerical experiment, where the risk of the covariance turned out
to be much smaller than our derived upper bound in Equation (10). It is therefore noted, as also
stated in Remark 3, that there may be room for improvement here by finding a smaller multiplying
constant for the upper bound.

One may wonder to what extent there is room for improvement in developing alternative
statistical approaches for estimating the model parameters. In this context, the following points
should be borne in mind:

• The use of the EM algorithm is motivated by the challenge of integrating out latent observa-
tions. In our case, however, it is straightforward to marginalize the likelihood; see Equation (4).
This means that in our case one would be better off simply computing the MLE than using EM.

• It should be realized that the use of MLE would come at a substantial computational cost.
Indeed, since the observations are not identically distributed, the score of the mean vector (so
the partial derivative of the log-likelihood to the expectation vector) depends on the covariance,
and vice-versa. This means that the likelihood would have to be optimized iteratively to identify
the MLE. We conclude that, like applying the EM algorithm, also computing the MLE would
carry a significant computational cost.

• Our estimators can be computed directly (i.e., there is no need for an iterative procedure), and
attain the minimax rates. As such, their asymptotic performance is not inferior to that of the
MLE and can be computed at a significantly lower computational cost.

Based on the above, we conclude that our approach a priori outperforms alternative
approaches (EM, Bayes, M-estimation, etc.), in that our estimator is both (i) computationally
efficient and (ii) performs as well as one can hope for in our setting (attaining the minimax rate).

For future work, a natural next step is to incorporate that travel times are time heteroge-
neous. That is, travel times are not only spatially dependent, but also time-dependent. In this case,
one could maintain a moving window of data such that the travel-time distribution is only esti-
mated with relatively recent data. Time heterogeneity then also needs to be taken into account
for routing policies, as the travel-time distribution may substantially change after departure.
Therefore, follow-up research may involve the development of an estimation procedure and its
implementation in routing algorithms that deal with both spatial and time dependence.
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KAMPHUIS et al. 1081

ENDNOTES
1For a vector v ∈ Rd we denote diag(v) ∈ Rd×d such that (diag(v))i,j = vi𝛿i,j, where 𝛿i,j = 1{i = j}. For a matrix
V ∈ Rd×d we denote diag(V) = (Vi,i, i = 1,…, d)⊤ ∈ R⊤.

2Transportation Networks for Research Core Team Transportation Networks for Research, see https://github.com
/bstabler/TransportationNetworks (Last accessed August 15th, 2023).
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APPENDIX A. PRELIMINARIES

For completeness and later use, we present in this section a few well-known results as lemmas.

Lemma 1. For any n × n matrices A,B,

||A◦B||F ≤ ||A||F||B||F .

Proof. This follows by noting that ||A◦B||2
F =

∑n
i=1

∑n
j=1a2

ijb
2
ij and ||A||2

F||B||2
F =(∑n

i=1
∑n

j=1a2
ij

)(∑n
i=1

∑n
j=1b2

ij

)
. ▪

Lemma 2 (Harville (1997, Lemma 5.2.1)). For any m × n matrix A and n ×m
matrix B,

Tr(AB) = Tr(BA).

Lemma 3 (Magnus and Neudecker (2019, Chapter 11, Theorem 2)). For any m × n
matrix A and n ×m matrix B,

Tr(AB) ≤
√

Tr(A⊤A)
√

Tr(B⊤B).

Particularly, for any square A,

Tr(A2) ≤ Tr(A⊤A).

Lemma 4. For any n × n matrices A,B,

||A + B||2
F ≤ 2||A||2

F + 2||B||2
F .

Proof. The triangle inequality gives ||A + B||2
F ≤ (||A||F + ||B||F)2, and the conclusion

follows by noting that (a + b)2 ≤ 2a2 + 2b2. ▪

Whereas the previous lemma concerned sums of matrices, we now present a lemma that pro-
vides us with bounds for the trace of the product of matrices, which is known as Von Neumann’s
trace inequality.
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1084 KAMPHUIS et al.

Lemma 5 (Mirsky (1975)). Let A,B be n × n matrices with singular values 𝛼1 ≤ · · · ≤
𝛼n and 𝛽1 ≤ · · · ≤ 𝛽n, respectively. Then

|Tr(AB)| ≤
n∑

i=1
𝛼i𝛽i.

The following useful corollary follows directly from Lemma 5.

Corollary 2. For any n × n positive semi-definite matrices A,B,

Tr(AB) ≤ 𝜆n(A)Tr(B).

Lemma 6 (Rencher and Schaalje (2008, Theorem 5.2c)). Let 𝜺 ∼ (𝝁,𝚺) and let 𝚲
be an n × n symmetric matrix. Then

E[𝜺⊤𝚲𝜺] = Tr(𝚲𝚺) + 𝝁⊤𝚲𝝁, (A1)
Var[𝜺⊤𝚲𝜺] = 2Tr(𝚲𝚺𝚲𝚺) + 4𝝁⊤𝚲𝚺𝚲𝝁. (A2)

APPENDIX B. PROOF OF THE MAIN RESULT

In the proofs contained in this section, we will repeatedly apply the lemmas presented in
Section A, without always explicitly referring to them.

Before proving Theorem 1 we establish some propositions. In what follows, we will abbreviate
Jn as the matrix whose (i, j)-th element is given by

(Jn)ij =
(Mn)ij

ninj
. (B1)

We begin by presenting two bounds that we will frequently use.

Proposition 1. Let Jn as in (B1) and Mn as in (1), then

||Jn||
2
F ≤

q2

n2
min

, (B2)

||M◦−1
n ||2

F ≤
q2

mini,j (Mn)2ij
. (B3)

Proof. Since

||Jn||
2
F =

q∑

i=1

q∑

j=1

(Mn)2ij
(ninj)2

and (Mn)ij ≤ min{ni,nj}, inequality (B2) follows. Moreover, by writing

||M◦−1
n ||2

F =
q∑

i=1

q∑

j=1

1
(Mn)2ij

,

inequality (B3) follows. ▪
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KAMPHUIS et al. 1085

Proposition 2. Let Assumptions 1 and 3 hold. Then 𝝁̂ as defined in (7) is an unbiased
estimator of 𝝁0. Moreover,

Var𝝁̂ = Jn ◦𝚺0.

Proof. From Assumption 3, it is clear that N is invertible, so that (7) is well-defined.
Then, using that ETi = 𝝁0 by Assumption 1, and that N is given by (6), we obtain

E𝝁̂ = N−1
n∑

i=1
DiETi = N−1

n∑

i=1
Di𝝁0 = 𝝁0.

Next, using that VarTi = 𝚺0, we find

Var𝝁̂ = N−1

( n∑

i=1
Di𝚺0Di

)

N−1 = N−1(Mn ◦𝚺0)N−1 = Jn ◦𝚺0,

as claimed. ▪

We now abbreviate

A1 ∶=
n∑

i=1
Di(Ti − 𝝁0)(Ti − 𝝁0)⊤Di, (B4)

A2 ∶=
n∑

i=1
Di(Ti − 𝝁0)(𝝁̂ − 𝝁0)⊤Di, (B5)

A3 ∶=
n∑

i=1
Di(𝝁̂ − 𝝁0)(𝝁̂ − 𝝁0)⊤Di = Mn ◦ (𝝁̂ − 𝝁0)(𝝁̂ − 𝝁0)⊤, (B6)

so that we can write
S = A1 − A2 − A⊤

2 + A3. (B7)

Proposition 3. Let Assumptions 1 and 4 hold. Then, for ̂𝚺 as defined in (8),

E ̂𝚺 = 𝚺0 − 2𝚺0N−1 + Jn ◦𝚺0.

Proof. Since ̂𝚺 = M◦−1
n ◦S and since

ES = EA1 − EA2 − EA⊤

2 + EA3,

the result follows by noting that

EA1 =
n∑

i=1
Di𝚺0Di = Mn ◦𝚺0,

EA2 = EA⊤

2 =
n∑

i=1
DiCov(Ti, 𝝁̂)Di = (Mn ◦𝚺0)N−1

,

EA3 =
n∑

i=1
DiVar(𝝁̂)Di = Mn ◦ Jn ◦𝚺0,
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1086 KAMPHUIS et al.

where we used unbiasedness of 𝝁̂, see Proposition 2, in the second and third display
to obtain the Cov(Ti, 𝝁̂) and Var(𝝁̂) term, respectively. ▪

Proposition 4. Let Assumptions 1 and 4 hold. Then

||E ̂𝚺 − 𝚺0||
2
F ≤

(
8

n2
min

+
2q

nmin

)

||𝚺0||
2
F .

Proof. Using Proposition 3, we find

||E ̂𝚺 − 𝚺0||
2
F = || − 2𝚺0N−1 + Jn ◦𝚺0||

2
F

≤ 8||𝚺0N−1||2
F + 2||Jn||F||𝚺0||

2
F ≤

(
8

n2
min

+
2q

nmin

)

||𝚺0||
2
F ,

where the first inequality follows from Lemmas 4 and 1, and the last inequality follows
from Corollary 2 and Proposition 1. ▪

Using the decomposition in (B7), the following three propositions will provide us with an
upper bound for E

[
||S − ES||2

F
]
.

Proposition 5. Consider A1 as defined in (B4). Then

E
[
||A1 − EA1||

2
F
]
≤ 2n

q∑

i=1
𝚺2

0,ii.

Proof. We have

E
[
||A1 − EA1||

2
F
]
= E

[
Tr

[
(A1 − EA1)2

]]

≤ Tr
⎛
⎜
⎜
⎝

E

⎡
⎢
⎢
⎣

( n∑

i=1
(Ti − 𝝁0)(Ti − 𝝁0)⊤ − n𝚺0

)2⎤
⎥
⎥
⎦

⎞
⎟
⎟
⎠

= 2n
q∑

i=1
𝚺2

0,ii,

where the inequality follows from repeated applications of Corollary 2 and Lemma 2,
together with the observation that the largest eigenvalue of Di, denoted by 𝜆max(Di),
satisfies 0 ≤ 𝜆max(Di) ≤ 1 for every i, and interchanging the expectation and trace. The
last equality follows by noting that

n∑

i=1
(Ti − 𝝁0)(Ti − 𝝁0)⊤ ∼ Wq(𝚺0,n),

with Wq(𝚺0,n) denoting a Wishart distribution with n degrees of freedom and q × q
scale matrix𝚺0, thus having expectation n𝚺0 and a variance-covariance matrix whose
(i, j)-th entry is n(𝚺2

0,ij + 𝚺0,ii𝚺0,jj). ▪

Proposition 6. Consider A2 as defined in (B5). Then

E
[
||A2 − EA2||

2
F
]
≤

4n2

nmin
(Tr(𝚺0))2

(
Tr(𝚺0) + q2)

.
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KAMPHUIS et al. 1087

Proof. Note that we can write

(𝝁̂ − 𝝁0)⊤ =
n∑

i=1
(Ti − 𝝁0)⊤DiN−1

,

so that

A2 =
n∑

i=1

n∑

k=1
Di(Ti − 𝝁0)(Tk − 𝝁0)⊤DkN−1Di,

and thus

EA2 = E

[ n∑

i=1
Di(Ti − 𝝁0)(Ti − 𝝁0)⊤DiN−1

]

= (Mn ◦𝚺0)N−1
.

Now,

E
[
||A2 − EA2||

2
F
]
≤ 2E

[
||A2||

2
F
]
+ 2||EA2||

2
F

= 2E
[
||A2||

2
F
]
+ 2||(Mn ◦𝚺0)N−1||2

F ,

where

||(Mn ◦𝚺0)N−1||2
F ≤

1
n2

min

||Mn||
2
F||𝚺0||

2
F ≤

q2n2

n2
min

(Tr(𝚺0))2.

Next,

E
[
||A2||

2
F
]
= E

[

||

n∑

i=1
Di(Ti − 𝝁0)(𝝁̂ − 𝝁0)⊤Di||

2
F

]

= E

[

Tr

( n∑

i=1

n∑

j=1
Di(𝝁̂ − 𝝁0)(Ti − 𝝁0)⊤DiDj(Tj − 𝝁0)(𝝁̂ − 𝝁0)⊤Dj

)]

=
n∑

i=1

n∑

j=1
Tr

(
E
[
(Ti − 𝝁0)⊤DiDj(Tj − 𝝁0)(𝝁̂ − 𝝁0)⊤DjDi(𝝁̂ − 𝝁0)

])

≤

n∑

i=1

n∑

j=1
Tr

((
E
[
{(Ti − 𝝁0)⊤DiDj(Tj − 𝝁0)}2])1∕2

×
(
E
[
{(𝝁̂ − 𝝁0)⊤(𝝁̂ − 𝝁0)}2])1∕2

)

≤

n∑

i=1

n∑

j=1
Tr

((
E
[
{(Ti − 𝝁0)⊤DiDj(Tj − 𝝁0)}2])1∕2

E
[
(𝝁̂ − 𝝁0)⊤(𝝁̂ − 𝝁0)

])

= Tr(Jn ◦𝚺0)
n∑

i=1

n∑

j=1
Tr

((
E
[
{(Ti − 𝝁0)⊤DiDj(Tj − 𝝁0)}2])1∕2

)
,
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1088 KAMPHUIS et al.

where the first inequality follows from the Cauchy-Schwarz inequality and the second
inequality from Jensen’s inequality. We have also used that

E[(𝝁̂ − 𝝁0)⊤(𝝁̂ − 𝝁0)] = Tr(E[(𝝁̂ − 𝝁0)(𝝁̂ − 𝝁0)⊤]) = Tr(Var(𝝁̂)) = Tr(Jn ◦𝚺0).

Now, for i = j, we find

E

[{
(Ti − 𝝁0)⊤DiDi(Ti − 𝝁0)

}2
]
≤ E

[{
(Ti − 𝝁0)⊤(Ti − 𝝁0)

}2
]

= Var
[
(Ti − 𝝁0)⊤(Ti − 𝝁0)

]
+

(
E[(Ti − 𝝁0)⊤(Ti − 𝝁0)]

)2

= 2Tr(𝚺2
0) + Tr(𝚺0),

where the last line follows by Lemma 6. For i ≠ j, we have

E
[
{(Ti − 𝝁0)⊤DiDj(Tj − 𝝁0)}2]

= E
[
(Ti − 𝝁0)⊤DiDj(Tj − 𝝁0)(Ti − 𝝁0)⊤DiDj(Tj − 𝝁0)

]

= E
[
Tr

(
DiDj(Tj − 𝝁0)(Ti − 𝝁0)⊤DiDj(Tj − 𝝁0)(Ti − 𝝁0)⊤

)]

≤ E
[
Tr

[
(Ti − 𝝁0)(Tj − 𝝁0)⊤DiDj(Tj − 𝝁0)(Ti − 𝝁0)⊤

]]

= E
[
(Tj − 𝝁0)⊤DiDj(Tj − 𝝁0)Tr

(
(Ti − 𝝁0)(Ti − 𝝁0)⊤

)]
≤ (Tr(𝚺0))2,

where we used Lemma 3 in the first inequality. We thus find that

E
[
||A2||

2
F
]
≤ Tr(Jn ◦𝚺0)

(
2nTr(𝚺2

0) + nTr(𝚺0) + n(n − 1)(Tr(𝚺0))2
)

≤
1

nmin
Tr(𝚺0)

(
2n2(Tr(𝚺0))2 + nTr(𝚺0)

)

≤
2n2

nmin
(Tr(𝚺0))2(Tr(𝚺0) + 1).

Finally, combining now yields

E
[
||A2 − EA2||

2
F
]
≤

2n2

nmin
(Tr(𝚺0))2

(
Tr(𝚺0) + 1 + q2)

≤
4n2

nmin
(Tr(𝚺0))2

(
Tr(𝚺0) + q2)

,

as desired. ▪

Proposition 7. Consider A3 as defined in (B6). Then

E
[
||A3 − EA3||

2
F
]
≤

2q2n2

n2
min

(Tr(𝚺0))2.

Proof. First, observe that

E
[
||A3 − EA3||

2
F
]
≤ ||Mn||

2
FE

[
||(𝝁0 − 𝝁̂)(𝝁0 − 𝝁̂)⊤ − Jn ◦𝚺0||

2
F
]
,
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KAMPHUIS et al. 1089

where we used Lemma 1 and Proposition 2. We now obtain

E
[
||(𝝁̂ − 𝝁0)(𝝁̂ − 𝝁0)⊤ − Jn ◦𝚺0||

2
F
]

= E
[
Tr

(
(𝝁̂ − 𝝁0)(𝝁̂ − 𝝁0)⊤(𝝁̂ − 𝝁0)(𝝁̂ − 𝝁0)⊤

)]
− Tr

(
(Jn ◦𝚺0)2

)

= Tr
(
E
[
(𝝁̂ − 𝝁0)⊤(𝝁̂ − 𝝁0)(𝝁̂ − 𝝁0)⊤(𝝁̂ − 𝝁0)

])
− Tr

(
(Jn ◦𝚺0)2

)

= Tr
(
Var[(𝝁̂ − 𝝁0)⊤(𝝁̂ − 𝝁0)] + (E[(𝝁̂ − 𝝁0)⊤(𝝁̂ − 𝝁0)])2

)
− Tr

(
(Jn ◦𝚺0)2

)

= Tr
(
2Tr((Jn ◦𝚺0)2) + (Tr(Jn ◦𝚺0))2

)
− Tr

(
(Jn ◦𝚺0)2

)

= Tr
(
(Jn ◦𝚺0)2

)
+ (Tr(Jn ◦𝚺0))2

≤ 2(Tr(Jn ◦𝚺0))2 ≤
2

n2
min

(Tr(𝚺0))2

where we used Lemma 6 in the fourth equality. The conclusion follows immediately
by noting that ||Mn||

2
F ≤ q2n2

. ▪

Theorem 1. Let Assumptions 1–3 hold. Then 𝝁̂ satisfies

E
[
||𝝁̂ − 𝝁0||

2
2
]
≤

Tr(𝚺0)
nmin

. (B8)

Additionally, if also Assumption 4 holds, then

E

[
|| ̂𝚺 − 𝚺0||

2
F

]
≤

128 q2n2

mini,j (Mn)2ijnmin

( q∑

i=1
𝚺2

0,ii + (Tr(𝚺0))2
(
Tr(𝚺0) + 10q2)

)

. (B9)

Proof. We start by proving (9). Since 𝝁̂ is unbiased by Proposition 2, from the
bias-variance decomposition of the MSE we immediately find

E
[
||𝝁̂ − 𝝁0||

2
2
]
= Tr (Var𝝁̂) = Tr(Jn ◦𝚺0) =

q∑

i=1

𝚺0,ii

ni
≤

Tr(𝚺0)
nmin

,

where we used that the variance of 𝝁̂ is as in Proposition 2.
We continue by proving (10). To this end, we first observe that due to Lemma 4

E

[
|| ̂𝚺 − 𝚺0||

2
F

]
≤ 2E

[
|| ̂𝚺 − E ̂𝚺||2

F

]
+ 2||E ̂𝚺 − 𝚺0||

2
F

≤ 2E

[
|| ̂𝚺 − E ̂𝚺||2

F

]
+

(
16

n2
min

+
4q

nmin

)

||𝚺0||
2
F ,

where we used Proposition 4 in the second inequality.
Next, using Lemma 1, we find

E

[
|| ̂𝚺 − E ̂𝚺||2

F

]
= E

[
||M◦−1

n ◦S −M◦−1
n ◦ES||2

F
]
≤ ||M◦−1

n ||2
FE

[
||S − ES||2

F
]
,
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where, from (B7) and two applications of Lemma 4, we obtain

E
[
||S − ES||2

F
]
≤ 2E

[
||A1 − EA1||

2
F
]
+ 16E

[
||A2 − EA2||

2
F
]
+ 4E

[
||A3 − EA3||

2
F
]

≤ 4n
q∑

i=1
𝚺2

0,ii +
64n2

nmin
(Tr(𝚺0))2

(
Tr(𝚺0) + q2) +

8q2n2

n2
min

(Tr(𝚺0))2

≤ 4n
q∑

i=1
𝚺2

0,ii +
64n2

nmin
(Tr(𝚺0))2

(
Tr(𝚺0) + 9q2)

≤
64n2

nmin

( q∑

i=1
𝚺2

0,ii + (Tr(𝚺0))2
(
Tr(𝚺0) + 9q2)

)

,

where we used Propositions 5, 6, and 7 in the second inequality. Putting everything
together yields

E

[
|| ̂𝚺 − 𝚺0||

2
F

]
≤

2q2

mini,j (Mn)2ij

64n2

nmin

( q∑

i=1
𝚺2

0,ii + (Tr(𝚺0))2
(
Tr(𝚺0) + 9q2)

)

+

(
16

n2
min

+
4q

nmin

)

||𝚺0||
2
F .

Observing that

(
16

n2
min

+
4q

nmin

)

||𝚺0||
2
F ≤

2q2

mini,j (Mn)2ij

64n2

nmin
(Tr(𝚺0))2,

we finally obtain

E

[
|| ̂𝚺 − 𝚺0||

2
F

]
≤

128q2n2

mini,j (Mn)2ijnmin

( q∑

i=1
𝚺2

0,ii + (Tr(𝚺0))2
(
Tr(𝚺0) + 10q2)

)

,

using that q2 ≥ 1. ▪

Corollary 1. If we denote 𝜎2
max ∶= maxi 𝚺0,ii, then,

E

[
|| ̂𝚺 − 𝚺0||

2
F

]
≤

128 q6n2

mini,j (Mn)2ijnmin
𝜎

4
max(𝜎2

max + 11). (B10)

Proof. Since
∑q

i=1𝚺
2
0,ii ≤ q𝜎4

max and Tr(𝚺0) ≤ q𝜎2
max, the conclusion follows from

q∑

i=1
𝚺2

0,ii+(Tr(𝚺0))2
(
Tr(𝚺0) + 10q2)

≤ q𝜎4
max + q2

𝜎

4
max(q𝜎2

max + 10q2)

≤ q4
𝜎

4
max + q4

𝜎

4
max(𝜎2

max + 10) ≤ q4
𝜎

4
max(𝜎2

max + 11),

thus proving the claim. ▪
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APPENDIX C. PREDICTION DISTRIBUTION

Theorem 2. Suppose that Assumptions 1–3 hold. Then the prediction distribution of
Tn+1 for unknown 𝝁0 and known 𝚺0 is specified by

Tn+1 − 𝝁̂ ∼ (0,𝚺0 + Jn ◦𝚺0), (C1)

where 𝝁̂ and Jn are as in (7) and (B1), respectively.

Proof. By Proposition 2, we have that

𝝁̂ ∼ (𝝁0, Jn ◦𝚺0),

so that since Tn+1 ∼ (𝝁0,𝚺0) and Tn+1 is independent of T1,…,Tn (and therefore of
𝝁̂) the statement of the theorem immediately follows. ▪
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