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Finding the model that best describes a high-dimensional dataset is a daunting task, even more so if one aims to
consider all possible high-order patterns of the data (i.e., correlation patterns between three or more variables),
going beyond pairwise models. For binary data, we show that this task becomes feasible when restricting the
search to a family of simple models, which we call minimally complex models (MCMs). MCMs are maximum
entropy models that have interactions of arbitrarily high order grouped into independent components of minimal
complexity. They are simple in information-theoretic terms, which means they can only fit well certain types of
data patterns and are therefore easy to falsify. We show that Bayesian model selection restricted to these models
is computationally feasible and has many advantages. First, the model evidence, which balances goodness of fit
against complexity, can be computed efficiently without any parameter fitting, enabling very fast explorations of
the space of MCMs. Second, the family of MCMs is invariant under gauge transformations, which can be used
to develop a representation-independent approach to statistical modeling. For small systems (up to 15 variables),
combining these two results allows us to select the best MCM among all, even though the number of models is
already extremely large (10% models for 15 variables). For larger systems, we propose simple heuristics to find
optimal MCMs in reasonable times. Also, inference and sampling can be performed without any computational
effort. Finally, because MCMs have interactions of any order, they can reveal the presence of important high-
order dependencies in the data, providing an alternative approach to explore high-order dependencies in complex
systems. We apply our method to synthetic data and real-world examples, illustrating how MCMs portray the
structure of dependencies among variables in a simple manner, extracting falsifiable predictions on symmetries

and invariance from the data.

DOI: 10.1103/PhysRevE.111.054307

I. INTRODUCTION

“All models are wrong, but some models are useful” [1].
This statement is particularly appropriate in the context of sta-
tistical inference of high-dimensional data. Recent spectacular
advances in machine learning have shown that very complex
models, such as deep neural networks [2], can be very “useful”
in learning hidden features in high-dimensional data, making
it possible to generalize from examples. Models that encode
the laws of nature refer to a different notion of “usefulness.”
As argued by Wigner [3], they describe regularities—such as
how bodies fall under the effect of gravity—in simple forms
involving only a few variables and parameters. These regular-
ities occur in ways that are independent of many conditions
that could affect them. Simple models, such as Newton’s law,
tell us more about independence than about dependence. Their
simplicity reflects specific principles—such as invariances,
symmetries, and conservation laws—that are easy to falsify. In
this paper, we are interested in performing statistical inference
for binary data with models that display such simplicity. In this
sense, we depart from standard approaches in statistical infer-
ence [2,4-6] that take generalization as the main objective.
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In information theory, the simplicity of a statistical model is
defined unambiguously in terms of the minimum description
length (MDL) complexity, which is the minimal number of
bits required to describe the model [7]. This complexity is a
measure of the number of different datasets that can be de-
scribed by the same parametric model [8,9] and, therefore, of
the flexibility of the model. A simple model thus fits well few
types of statistical structures of data and, as a consequence,
is easy to falsify. In Bayesian inference, the MDL complexity
predicts how much a model should be penalized due to its
flexibility [8,9]. In the context of binary data, Beretta et al.
[10] have studied the MDL complexity of spin models, which
are maximum entropy models with interactions of arbitrary
order. They argue that, with the same number of parameters,
the simplest models are those for which statistical depen-
dencies concentrate on the smallest subset of variables. By
contrast, spin models with pairwise interactions, such as the
Ising model, turn out to be very complex. Their flexibility
[11] allows them to model a broad variety of datasets, from
neuronal activity [5,12] to voting outcomes [13]. Yet statistical
inference of pairwise models is known to be computationally
challenging [4,6,14—16], whereas the simplest spin models,
called “subcomplete models” in [10], are very easy to infer.

In this paper, we show that the evidence of subcom-
plete models is also straightforward to compute and that this

©2025 American Physical Society
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FIG. 1. Examples of minimally complex models for a six-spin
system. Models are represented by diagrams: single-spin variables
are dots, full in the presence of a local field, and empty otherwise;
pairwise interactions are blue lines; three-spin interactions are orange
triangles; and four-spin interactions are light blue polygons enclos-
ing four spins. Note that we show special examples of MCMs that
correspond to partitions of the variables into independent parts, with
the variables being completely connected within each part and not
connected at all between the parts. Models of this type form the
category MCM* in Fig. 2.

property makes Bayesian model selection (BMS) possible
within a remarkably broad family of simple models for bi-
nary data, for which both the maximum likelihood and the
model evidence are easy to compute. These models, which
we call minimally complex models (MCMs), are spin models
formed of independent components of minimal complexity.
In some representations, an MCM corresponds to a partition
of the variables into independent parts (or “components”)
with no interactions between the parts and with all pos-
sible interactions within each part (see Fig. 1). The best
MCM for a given dataset thus captures the global structure
of dependencies and independencies in the data, providing
robust predictions on dependencies between the variables.
In particular, our approach can identify the presence of im-
portant high-order interactions (i.e., between three or more
variables). Besides being simple and easy to infer, MCMs
also enjoy properties that make statistical inference invariant
under changes in the representation of data. Finally, inferred
MCMs can also be sampled from with minimal computational
effort.

In what follows, we formally define MCMs and discuss
how to compare them in the context of BMS. As the set of
potential MCMs to compare is huge (see Fig. 2), we propose
different heuristics to find the best MCM for a given dataset.
Our results are finally illustrated in several test cases, where
one can appreciate how our approach uncovers global data
structures of dependencies and independencies that are con-
sistent with the discussed phenomena.

II. BAYESIAN MODEL SELECTION OF SPIN MODELS

A binary dataset § = (s, ..., s™)) is a set of N inde-
pendent observations of spin configurations s = (s1, ..., ),
where s; = £1. In the following, we assume that each con-
figuration s is independently drawn from an unknown
distribution, which we aim to infer. To do so, we consider the
following parametric family of probability distributions:

1
pislg, M) = Zu@ exp ( ,LEZMgMWL(S))’ (1)

where M = {u@, ..., p®} is a set of K interactions of ar-
bitrary order, and where the u”'s are binary vectors encoding
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FIG. 2. Number of spin models as a function of the system size
n for different families (see Appendix I for proofs of the counts): all
spin models (green), all minimally complex models (MCM, violet),
all independent models (IM, orange), and all subcomplete models
(SCM, dark blue). MCM* and IM* indicate respectively the number
of MCMs and IMs that share the same preferred basis. For compar-
ison, we also report the number of pairwise models (PM*, red). The
number of IMs and of MCMs grows exponentially with n, roughly
as 2", whereas the number of PM*s grows as 27/2_ The number
of MCM*s grows slower than n". Note that the y axis reports the
logarithm base 10 of the number of models. For example, at n = 9,
there are of the order of 10'5* models, but only 102> MCMs, which
include 10'® IMs and 10° MCM*s; there are 10" PM*s.

which spins are involved in each interaction. Any choice of
the set M of interactions defines a spin model. The operators
" (s) = []._, si* are the product spin operators associated
with the interactions u = (@1, ..., W,), while the conjugate
parameters g, modulate the strength of the interactions. For
example, pairwise spin models contain operators of the form
" (s) = s5;5; between pairs of spins. In a four-spin system, a
three-body interaction between s, s, and s4 is encoded by
the binary vector u = (1, 1,0, 1) and is associated with the
operator ¢*(s) = s15,54. Finally, the partition function Zx(g)
ensures normalization (see Appendix A for more details on
spin models).

Equation (1) defines a complete family of models, capable
of describing all possible patterns of binary data with an ap-
propriate choice of the set M of operators [17]. In absence of
any prior knowledge about the system, one must compare the
performance of all spin models to find which best describes
a dataset §. We focus on the best model M, which is the one
achieving the largest posterior probability P(M |§). This is
obtained with Bayes’ theorem from the evidence (or marginal
likelihood) defined as follows [18]:

N
Pe1M) = [ dg [] psle M) Rigl M),
i=1

where Py(g| M) is a prior distribution over the parameters.
We assume a uniform prior over the models M, such that
the best model for data is also the one that maximizes the
evidence. Furthermore, we assume that Py(g| M) takes the
form of Jeffreys’ prior [19]. With this choice, it was shown
[8,9] that in the limit of large datasets (N — oc0) the model
M maximizing the evidence in Eq. (2) is also the one
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providing the most succinct description of the data as de-
fined by the minimum description length (MDL) principle
[7,20,21]. Indeed, expanding Eq. (2) to order O(1) in N gives
[8,9]

. o K N
log P($ | M) v log P(8 |g, M) — Elog (Z) — M,

3)

where g is the vector of maximum likelihood parameters.
Using this expansion, the best model is the one that has
the largest maximum log-likelihood penalized by two terms,
which can be recognized as the MDL complexity of model
M. The first is proportional to the number K of parameters in
the model (the more parameters, the more complex), while
the second term cj4 penalizes models depending on their
geometry (see definition in Appendix C).

Despite the existence of clear theoretical prescriptions on
how to select the best model, it is in practice nearly impossible
to find it. Indeed, it is computationally challenging to compute
the evidence in Eq. (2) or the complexity cq for a generic
spin model M. In addition, the number of potential models
to compare is huge: in an n-spin system, there exist 2" — 1
interactions of arbitrary order, and therefore 2>'~! potential
models. An exhaustive search among all spin models is unfea-
sible even for small systems (see Fig. 2). A possible solution
to this hurdle is to restrict model selection to a smaller family
of models, such as pairwise models. For this family, model
selection turns into a problem of graph reconstruction [14],
that aims at identifying the network of interactions among
spins. A plethora of methods and results have been derived
within this framework [4,6,15,16,22,23]. Here we propose to
focus on a different family of models, the minimally complex
models.

III. MINIMALLY COMPLEX MODELS
A. Definition

Minimally complex models (MCMs) are a subset of the
spin models defined in Eq. (1), for which the set M of in-
teractions is the union of independent complete components
(ICCs) M,:

M= M., “
acA

where A is the set of ICCs of M. A complete component M,
is a set of interactions verifying that, for any two interactions
I, v € M,, the interaction p @ v associated with the spin op-
erator p*®”(s) = ¢p*(s) ¢”(s) also belongs to M, (& denotes
the element-wise sum modulo 2 of the binary vectors p and
v; see Appendix A). Furthermore, complete components are
said to be independent if none of the operators of a given
component M, can be obtained by combinations of operators
of the other components (i.e., by products of operators of the
set M\M,). Figure 3 shows several examples of MCMs,
including two special cases: independent models and subcom-
plete models. Independent models (IMs) are MCMs for which
all ICCs have only a single operator. Subcomplete models
(SCMs) are MCMs with a single ICC, and they are the models
with the smallest complexity in Ref. [10].

I T l
o o) o o)
= ° °
— O O
o o o o
% ° fo) ° ° (@] ? ° O/
e iy A N

o o ) o [
o/. ° o .
o=y =
FIG. 3. Examples of MCMs and basis transformations: All these

models are MCMs and are represented with the same notations as
in Fig. 1. In the first column, the first model is an independent
model (IM) composed of two independent operators, the second
is a subcomplete model (SCM) composed of a single independent
complete component (ICC), and the last one is an MCM composed
of two ICCs. In each column, models of each row are obtained by the
same basis transformation 7; of the models of the first column, and
therefore have the same properties as their respective original model
(i.e., they are respectively IM, SCM, and MCM with two ICCs; see
Fig. 7 for details on the transformations 7; used). An alternative way
of thinking about this is that each row displays the same abstract spin
model represented in different bases.

B. Preferred basis of an MCM

Reference [10] introduced the notion of equivalence
classes of spin models. Models of the same class can be
obtained from one another by certain basis transformations of
the spin variables that preserve the structure of spin operators
(see examples in Fig. 3) and have thus the same statisti-
cal properties [24]. Such transformations are called gauge
transformation in [10] (see Appendix B). From a different
perspective, models of the same class can also be seen as the
same abstract statistical model represented in different bases.
Each row in Fig. 3 gives examples of models belonging to
the same class. Here one can observe that there are bases
in which the representation of an MCM is easy to define in
terms of a partition of the basis variables (see first column in
Fig. 3). In the following, we define this idea more formally,
by introducing the notion of preferred basis of an MCM.

A basis b of a model M is a minimal set of » independent
operators, b = (¢4, ..., ¢,), that can generate all the operators
of M. Thus, any operators ¢ € M can be written as a product
of elements of b in a unique way. The cardinality r of such
basis is called the rank of M (necessarily r < n). We recall
that a set b of operators is said independent if none of its
operators can be obtained as a product of other operators of
b [10] (such a set of operators forms an IM). For example,
b = {s1, 52,53} and b’ = {51, 5152, S15253} are two sets of in-
dependent operators, and both sets are possible bases for the
model M = {S] , 82,8182, S3}.

By definition, a complete component M, is a special case
of spin models that contains all the 2'« — 1 operators gener-
ated by its basis b, = (¢, ..., ¢,, ). As a direct consequence,
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the number of operators of an MCM is

K = 2(2’0 —1). (5)

acA

Note that the choice of basis of an ICC is not unique. In
the example above, b and b’ both generate the same ICC
M = {s1, 52, 53, 5152, 5253, 5153, 515253}

Finally, as a result of the independence between the com-
plete components M, of an MCM M, the union of the bases
b, for each M, forms a basis b of M,

b = Uge ab,, (6)

and the rank of an MCM is r = ), _ , ro. We refer to such
basis as a preferred basis of an MCM, because the represen-
tation of M precisely corresponds to a partition of the basis
variables into ICCs (such as in the examples of Fig. 1). Note
that the preferred basis of an MCM is not unique (except
for IMs).

C. Properties of MCMs

Let us now discuss the properties of MCMs. We first ob-
serve that, as a consequence of Eq. (6), the state probability
distribution of an MCM M factorizes over the probability
distributions of its ICCs, when expressed in terms of the
operators b(s) = U, b,(s) of a preferred basis of M (see
Appendix D):

1

pislg M) = o=

[1 Pa®a)1g, M. (D

acA

The ICCs M, are the gauge transformations of the ICCs M,
of M in the basis b, and each p, is a probability distribution
over r, spin variables only. The prefactor corresponds to a
1/2 probability for each of the (n — r) variables not modeled
by M (such as the spins represented by empty dots in the
first column of Fig. 3). Equation (7) implies that both the
likelihood and the evidence of an MCM factorize over its
ICCs. Note that this doesn’t mean that these quantities are
factorizable in the variables s of the original dataset. In addi-
tion, the evidence of an ICC is remarkably simple to compute
analytically (see Appendix E), and leads to this expression for

the evidence of an MCM:
1y I T (ks, + 1)
(N + 21 r'(3)

b,

R 1
PEIM) = 5 [ ]
ac A

®)

in which N is the number of datapoints in §, I" is the gamma
function, and kp, is the number of times that the basis opera-
tors of M/, take the value b, over the dataset. The product over
b, denotes a product over all the 2"« values that can be taken
by b,; states not observed in the data (kp, = 0) contribute a
factor 1. Finally, the value of the parameters that maximizes
the likelihood function is also straightforward to compute
and doesn’t require any parameter fitting (see Appendix E).

As a consequence, the model probability distribution at the
maximum-likelihood estimate g also takes a very simple form
(see Appendix E):

1 Kb, (s)

(n—r)
2 acA N

p(s1g M) = &)

where b,(s) is the representation of s in the basis b, and
kp,s) 1s the number of time the state b,(s) is observed in
the data. This makes sampling from the model distribution
computationally efficient (see Appendix H). In summary, all
the useful quantities in the context of statistical inference of
MCM (maximum-likelihood estimate, value of the maximum
likelihood and of the evidence, and model distribution at best
fit) have simple expressions that can be readily computed from
the counts k;, of the number of times the configuration b, of
the basis operators is observed in the data.

The invariance of the internal structure of MCMs with
respect to gauge transformations (GTs) that we alluded to
above deserves further discussion. A GT 7T is a bijection from
the set of states to itself (automorphism), where a new state
s’ is defined as a function of the original state s by a set of
n independent operators: 8" = T (s) = (¢1(5), ..., $,(s)). As
discussed above, GTs are changes of the reference frame with
which data, operators, or models are described. Indeed, GTs
are bijections from the set of all operators to itself [25], and
therefore also from the set of all spin models to itself [26] (see
Appendix B). The order of an operator, i.e., the number of
spins that occur in it, is not invariant under GTs (as illustrated
in Fig. 3). However, the mutual relation between the operators
of a model [27] is preserved under a GT [10], i.e., if ¢;(s)
and ¢,(s) are two operators and ¢1(s) = ¢1(s) $»(s), then
the gauge transformed operator ¢ ,(s") is still the product
of the transformed operators ¢;(s") and ¢,(s"). Therefore the
invariance of the family of MCMs under GTs makes the
space of MCMs akin to a cognitive map, as defined, e.g., in
Ref. [28], endowed with an inbuilt relational structure that is
an essential element in learning. It allows one to learn the re-
lational structure between operators—the sufficient statistics
in models of the form of Eq. (1)—irrespective of how the data
is represented. This is not true for pairwise models, because
the family of pairwise models is not closed under GTs: a
GT applied to a pairwise model does not necessarily return
a pairwise model. Invariance under GTs of the considered
family of models is a key requirement in BMS, because it
makes it possible to uncover a hidden relational structure that
is independent of how the data is represented.

Finally, Ref. [10] argues that, among all models with
the same number of parameters, models with a single ICC
have the lowest MDL complexity. As MCMs are formed by
the (independent) union of ICCs, their MDL complexity is
the sum of the complexity of each ICC, and is thus expected
to be small. We conjecture that MCMs are the models with
the lowest MDL complexity among all spin models with the
same number of parameters and the same rank. We verified
that this is true for all models with up to four spin variables
(see Appendix C). Although this statement has yet to be
proven in the general case, our belief in its likely correct-
ness motivated our choice of the name “minimally complex
models.”
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D. Bayesian model selection

All these properties are good reasons for restricting BMS to
the set of MCMs. First, the factorization in Eq. (7) shows that
the best MCM for a given dataset provides sharp predictions
on independencies between the variables modeled by different
ICCs. Second, the fact that the computation of the evidence in
Eq. (8) is straightforward greatly simplifies the task of BMS,
because comparisons between models can be done directly
on the basis of their evidence without any parameter fitting.
Finally, invariance under GTs of the family of MCMs ensures
that the selected model does not depend on the basis in which
the data are represented.

Yet the number of MCMs is still astronomically large, even
for moderate values of n (growing roughly as 27 see Fig. 2).
To find the MCM with maximal evidence, we propose to
divide the search in two steps. First, we search for the best
model among all independent models (IM), which are MCMs
with r, = 1 for all a € A (see Fig. 3). The maximization of
the evidence over this family can be done by finding the set
b* of the n most biased independent operators in the dataset
(see Appendix G). Although the number of IMs is also huge
(~2m), finding the best IM with this procedure takes only
of the order of n2" operations. We developed a program
performing the search for the best IM, which is available
at Ref. [29]. Once the best IM b* is found, we reduce our
search to the subset of MCMs that admit b* as a preferred
basis. This entails finding the optimal partition of the basis b*
into ICCs, which is the partition that maximizes the evidence.
Searching exhaustively among all possible partitions of b* can
be done efficiently using a Gray code [30,31]; our program
performing this search is available at Ref. [32]. The outcome
of the overall algorithm can be represented as a factor graph
with three layers [see Fig. 4(b)], one connecting the original
variables s to the preferred basis variables b*, and the other
connecting the latter to the ICCs of the best MCM* found in
the b* basis. Note that the number of IMs is not much smaller
than the number of MCMs, whereas the number of MCMs
with the same basis (denoted as MCM* in Fig. 2) is much
smaller. Indeed, the number of such models is given by the nth
Bell number, which grows slower than [n/ log(n)]" [33]. This
makes exhaustive search possible for moderate system sizes
(n < 15). Larger systems require further heuristics which will
be discussed in Sec. V.

IV. MCM SELECTION FOR SMALL SYSTEMS

We first tested our approach on synthetic data. In particular,
in Appendix J we discuss a toy example of a (non-noisy)
binary dataset, in which one can appreciate how MCMs allow
one to recover the simplest description of the data in terms of
probabilistic Boolean functions. In the following, we discuss
real-world examples.

Voting data from the U.S. Supreme Court

Let us first illustrate our method with the analysis of vot-
ing data from the U.S. Supreme Court database [34]. The
dataset we consider is composed of the votes of the n =9
justices on N = 895 cases debated during the second Rehn-
quist Court. As in Ref. [13], voting outcomes were relabeled

FIG. 4. Analysis of the U.S. Supreme Court data: Justices are
represented by circles labeled by their initials: Ruth Bader Ginsburg
(RG), John Paul Stevens (JS), David Souter (DS), Stephen Breyer
(SB), Sandra Day O’Connor (SO), William Rehnquist (WR), An-
thony Kennedy (AK), Clarence Thomas (CT), and Antonin Scalia
(AS). The colors represent their political orientation taken from
Ref. [13]: dark red indicates the most conservative-oriented justices
and dark blue the most liberal-oriented justices. (a) Best MCM,
represented in the original basis variables (i.e., the justices’ votes).
The best IM is composed of eight pairwise interactions, represented
by links between nodes with width proportional to their respective
strength, and one single-body interaction represented by a square
on CT. The strongest interaction has (scrsas) =~ 0.86, whereas the
weakest has (scr) >~ —0.45. The three large circles identify the par-
tition of these interactions into the ICCs of the best MCM (among
all). The red and blue dotted squares indicate the partition of the
judges that corresponds to the best MCM among those that have
the original basis of the data as a preferred basis. (b) Factor graph
representation of the best MCM. Spin variables s are represented
by circles. The model selection procedure first identifies the best
basis b*, whose independent operators are denoted by squares, and
then the best clustering of these operators into ICCs M,, denoted by
triangles. Each square in the second layer corresponds to one of the
interactions of the best IM represented in panel (a), numbered from
the strongest interaction (1) to the weakest (9).

using the political inclination (if known) of each debated case,
such that, for each case, each judge casts a vote s5; = —1
if the decision is conservative-oriented, or s; = +1 if it is
liberal-oriented. Reference [13] showed that a fully connected
pairwise model is able to explain higher-order features of the
data. Reference [35] further analyzed the data within a more
general scheme, showing that pairwise interactions are indeed
prevalent in this dataset. The size of the system (n = 9) is
sufficiently small to perform the exhaustive search described
in the previous section (the codes in [29,32] take together less
than a second to find the best MCM on a laptop).

The best IM, found using the exhaustive search in
Ref. [29], is displayed in Fig. 4(a). It has a very large log
evidence (log P(§| M) = —3327) compared to the IM com-
posed of nine single spin operators [for which log P(§| M) =
—5258]. Interestingly, we found that the nine most biased

054307-5



CLELIA DE MULATIER AND MATTEO MARSILI

PHYSICAL REVIEW E 111, 054307 (2025)

independent operators of the data are all single- or two-
body, although the selection procedure takes into account
interactions of all orders. This confirms the prevalence of
low-order interactions in the system. Moreover, these nine
interactions alone account for more than 80% of the infor-
mation captured by the fully connected pairwise model with
45 interactions, and therefore they must correspond to mean-
ingful patterns of the data. With the exception of the single
spin interaction on CT, all these interactions are pairwise.
They connect justices with similar political orientation [13]
and define a network that spans the entire political spectrum.
Interestingly, the strength of the interactions increases towards
the extremes of the political spectrum and is weaker at the
center. Without the single spin interaction, which is much
weaker than the other interactions, the systems would be
invariant under spin reversal (s; —> —s;). The single spin
interaction on CT introduces a bias towards conservative
votes.

The best MCM can be found from the best IM by us-
ing algorithms for generating all possible partitions of a set
[30,31,36] (as implemented in Ref. [32]). There are 115975
different MCMs that can be generated from a given IM with
n = 9. For the U.S. Supreme Court data, the best MCM is
composed of three ICCs (see Fig. 4). The first consists solely
of the interaction between AS and CT, suggesting that AS’s
voting patterns conditioned on that of CT is mostly inde-
pendent of all the others. The second ICC groups the three
interactions between judges on the liberal side of the political
spectrum, suggesting that, conditioned on the vote of SB, the
voting patterns of RG, JS, and DS are mostly independent of
the votes of the other judges. Finally, the third ICC groups
interactions on the conservative-center side of the political
spectrum. We refrain from discussions on the political science
implications of these results. Our aim is to underline how
extracting the best MCM from the data can lead to interesting
hypotheses on the voting behavior of the judges, grounded in
the data.

For comparison, Fig. 4(a) also shows the best MCM among
those that have the original basis of the data as a preferred
basis (i.e., with b =s). This MCM divides the court into
two independent components that happen to match the jus-
tices’ political orientations. Yet the evidence of this model
[log P(§] M) = —3300.4] is considerably smaller than that of
the MCM built from the best IM b* (log P(§| M) = —3154.4).
The evidence of the best MCM in the original basis is ac-
tually smaller than the evidence of most MCMs of rank 9
in the b* basis, which highlights the advantage of choos-
ing the best IM as a basis for searching for the best MCM
(see Fig. 10 for more details). For comparison with a fully
connected pairwise model, the best MCM identified by our
algorithm has fewer parameters [Kycm = (25 — 1)+ (23 —
1) + 1 = 39, while K.y = 9 x 10/2 = 45].

The log evidence of a model provides an estimate of
the achievable level of compression of a dataset. For instance,
the best MCM found in the original basis allows us to write
the data with an average of 5.32 bits/datapoint, while the
best MCM overall can encode the data with an average of
5.08 bits/datapoint, achieving respectively a compression of
40.9% and 43.5% of the original dataset. The optimal com-
pression of a dataset gives insights into its complexity, and the

absolute value of the log evidence of the model achieving such
compression can be interpreted as the complexity of the data
[8,9,20] [see discussion leading to Eq. (3)]. In general, the
complexity of a dataset is challenging to measure. However,
as illustrated here, MCMs can provide a feasible and efficient
way of estimating the complexity of datasets, due to how easy
it is to compute their evidence.

V. MCM SELECTION, HEURISTICS
FOR LARGE SYSTEMS

When n is large and an exhaustive search is unfeasible,
we propose the following heuristics. In order to find the best
IM b*, we start from an initial basis b (e.g., b = s), and we
build all interactions up to a chosen order k. Among these
interactions, we identify the set " of n independent operators
that are maximally biased, and replace b by b’". We repeat this
procedure until we find & = b. This final basis is our best
choice for the IM b*. Although the exploration of the space of
IM is limited by the choice of k, the iteration of this procedure
is able, in principle, to explore the space of operators to
any order. Our program implementing this algorithm is also
available in Ref. [29].

Next, we apply a hierarchical merging procedure to find the
optimal MCM. We start from the IM based on the basis opera-
tors b* identified above, which is an MCM with n ICCs of rank
r, = 1. We then compare all possible merging of two ICCs to
identify the pair that yields the maximal increase of the evi-
dence (if any). We merge the corresponding ICCs, and repeat
this procedure until the evidence can’t be increased by merg-
ing anymore. This procedure finds the MCM that achieves the
maximal value of the evidence along the hierarchical merging
trajectory, as the number of ICCs varies from n to 1. This
algorithm is guaranteed to converge, with a complexity in
the number of operations scaling only as O(n*). Our program
implementing this algorithm is available in Ref. [37]. In the
following sections, we apply this algorithm to several datasets,
performing the iterative search for the best basis at the
order k = 4. Detailed discussion about the performance of our
heuristic algorithm is beyond the scope of the present work,
which is focused on introducing MCMs. However, some gen-
eral observations to this effect are presented in Appendix L.
We explored other search algorithms (e.g., using simulated
annealing, or divisive hierarchical algorithm), which will be
part of a companion paper [38].

A. Big Five Personality Test

Figure 5 reports the resulting MCM for the Big Five
Personality Test [39]. The test consists of n = 50 questions
designed to probe the personality of individuals along five
dimensions that have been suggested as the main traits de-
scribing personality. These traits are extraversion, emotional
stability, agreeableness, conscientiousness, and openness to
experience. Each trait is evaluated from the answers to 10
questions, on a scale of one (disagree) to five (agree), that
can be either positively or negatively associated with the trait.
For example, agreeableness is probed by questions such as
“l sympathize with others’ feelings” or “I insult people.”
A public dataset with N = 1013 558 samples was obtained
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OPENNESS TO EXPERIENCE

FIG. 5. Best MCM found for the Big Five Personality Test
dataset. The numbered circles are the 50 questions ordered as in the
original dataset of Ref. [40], in which questions were grouped by
traits. This is not a factor graph, as the best MCM found in the best
basis happens to be the same model as the one displayed here in
the original basis (see Fig. 11 for the factor graph representation in
the best basis). According to this result, the statement 30, “I make
people feel at ease,” is better associated with extraversion than with
agreeableness.

from Ref. [40], which contains responses to the International
Personality Item Pool Big Five measure [41]. We converted
each answer in binary format, depending on whether it was
positively or negatively associated with the trait with respect
to the average score across the whole sample. For this dataset,
inference within the family of MCMs can reveal whether or
not the data confirm the hypothesis that these questions probe
the respondent’s personality along five dimensions, and how
well these dimensions are associated with the questions of the
test. We applied the heuristic approach previously described
[42]. Figure 5 shows the best MCM we found overall, dis-
played in the original basis variables because of its simple
visualization in this case. The factor graph representation of
this model in the best basis can be found in Fig. 11. Here as
well, the best basis b* contains exclusively single-body and
two-body operators. Except for one [43], all these interactions
are confined to questions relative to the same trait. The best
MCM also recovers the partition of the 50 questions along the
five traits, except for question 30, “I make people feel at ease,”
which correlates better with extraversion than agreeableness.
The difference in log evidence per datapoint is small, with
—35.835 bits per datapoint for the standard Big Five MCM
and —35.802 bits per datapoint for the best MCM found.
However, in view of the large number of datapoints, the dif-
ferent of log evidence for the whole dataset is of the order
of 10°.

A further analysis of the data showed that the agreeable-
ness trait is the least distinct relative to the other traits. For
instance, moving question 23, “I insult people,” from the
agreeableness ICC to the emotional stability ICC or to the
conscientiousness ICC doesn’t significantly decrease the log
evidence (down respectively to —35.845 and —35.857 bits
per datapoint; see Fig. 12), suggesting that this question is
also informative of these two other traits. In contrast, the
questions probing extraversion are mostly informative of that
specific trait (see Fig. 12). Moreover, the best basis analy-
sis also identified the strongest pairwise dependencies to be

within the agreeableness ICC (see Fig. 11), namely, between
questions 22 ("I'm interested in people"”) and 27 ("I am not
really interested in others"), 27 and 25 ("I am not interested
in other people’s problems"), and 24 and 26. These strong
dependencies contribute to the small value of log evidence per
variable in the agreeableness ICC of 0.58 bits per variable per
datapoint; in comparison, the other ICCs have values varying
between 0.72 and 0.76. This type of information could be used
to improve the design of the test.

Overall, our analysis confirms that the questions of the
Big Five Personality Test accurately probe the desired five
independent traits [39]. The analysis also identifies strong
dependencies between questions of the same traits, as well
as questions that are similarly informative of multiple traits.
This section illustrates how the log evidence of MCMs can be
used to assess the quality of surveys such as personality tests
and identify possible weaknesses, or inform future improved
versions of the test.

B. Modeling the MNIST database

Finally, we performed BMS with MCMs on the MNIST
database [44], which is composed of N = 60000 images of
handwritten digits. In order to reduce the data to a manage-
able size for our computational resources [45], we coarse
grained it in cells of 2 x 2 pixels, which were converted into
binary values by applying a threshold [46]. We focus on a
central zone of n = 11 x 11 = 121 pixels. Figure 6(a) shows
the evidence as a function of the number A = | A| of ICCs
at different stages of the hierarchical merging procedure. A
maximum is achieved at A = 17; the structure of this MCM
is rather complex, with a basis formed of several high-order
interactions, which are grouped in relatively large ICCs [see
Figs. 6(b) and 6(c)]. We found that the elements of the best
basis didn’t change significantly when running the algorithm
up to order k = 3 or 4 (see Fig. 13). This suggests that the
heuristic basis-search algorithm was able to quickly explore
most of the relevant high-order basis operators, even at rela-
tively small values of k.

The main aim of this section is to show that sampling from
simple models (i.e., fitted MCMs) is computationally simple,
even for large values of n. In doing so, we also explore the
generalization ability of MCMs in a case where the data are
likely not generated from a simple model. For this purpose,
we sample digits from the maximum likelihood distribution
Eq. (9) for the MCMs found at different values of A along
the hierarchical merging procedure. Sampling from an MCM
is remarkably cheap to perform, as it only requires drawing
A independent samples from the original data and computing
a few binary vector-matrix multiplications (see Appendix H;
our sampling code is available in [37]). For A = 1, the MCM
is complete and this procedure amounts to sampling digits
directly from the original dataset. For A > 1, sampling gen-
erates new patterns, as shown in the inset of Fig. 6(a). For
values of A from 2 to 14, the increase in log evidence re-
flects a compression of the data by the successively uncovered
MCMs, which seems still able to capture information about
the digits. Although the sampled images have some structure,
their resemblance to digits fades away as A increases further,
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FIG. 6. (a) Log evidence (in bits/datapoint) of the selected MCM as a function of the number A = | A| of ICCs during the merging
procedure. The maximum is attained at A = 17 (see vertical dashed line). (b) Histogram of the order of the interactions in the best IM b* found
by the iterative search at the fourth order. There is a significant number of interactions that are of order higher than pairwise. (c) Histogram of
the rank r, (“size”) of the 17 ICCs of the best MCM found with the merging procedure.

to a community structure) [38]. This is illustrated in several
examples.

Due to this factorization property, future works in the
modeling of very large systems could use MCMs as a
preprocessing step for dividing the modeling problem into
smaller subproblems that can be analyzed in more detail.
Similarly, MCMs provide a notion of locality that could be
used in the context of coarse-graining or data renormalization
procedures [47] going beyond pairwise correlations. More-
over, MCMs allow for modeling data with interactions of
arbitrary order and thus open up new ways to infer high-order
interaction structures from data. This contributes to advancing
research in the physics of high-order interactions in com-
plex systems [48-50]. Finally, the invariance of the family of
MCMs under gauge transformations (GTs) ensures that the
inference process is independent of how data are represented
[51]. This is not true when model selection is restricted to
a family of models that is not invariant under GTs, such as
the family of pairwise models. In this case, it may be hard
to say whether the structure of the inferred model reflects the
statistical dependencies of the data or the constraints imposed
by the considered family of models.

Our approach departs from the literature on graphical
model reconstruction [14-16,52] in important ways. Graph-
ical model reconstruction aims at retrieving the model from
which a given data could have been generated, by identifying
which interactions among a preassigned set (e.g., pairwise)
are present. In this work, we don’t make any assumptions
on the interactions present in the models, as our approach
takes into account all possible (low- and high-order) corre-
lation patterns in the data when searching for the best model.
Even more importantly, we are not interested in reconstructing
and fitting a specific set of interactions from which the data
could have been generated. Instead, we aim at finding the
most likely simple model that can inform us on true struc-
ture of dependencies in the data. Another critical aspect in

which is what we expect to happen when the generating model
of the data is not simple.

VI. CODES AND LINEAR ALGEBRA
REPRESENTATION OF SPIN MODELS

All the codes used for the data analyses presented in
this paper are available in Refs. [29,32,37]. Notably, our al-
gorithms use a binary linear algebra representation of spin
models and gauge transformations which is described in Ap-
pendix F. This representation allows us to significantly speed
up the codes and provides a convenient mathematical frame-
work for working with spin models.

VII. DISCUSSION

Finding the model that best describes a dataset within
Bayesian model selection is a daunting task. Here we show
that this task is considerably simplified when the selection
is restricted to the family of minimally complex models
(MCMs). BMS within MCMs probes interactions of arbitrary
order and can reveal the presence of high-order interac-
tions or confirm that low-order interactions are prevalent in
a dataset. Yet these models are simple in terms of their
information-theoretic complexity, as defined by the minimum
description length principle [20]. This means that they are
expected to provide robust predictions on dependencies in
the data. In particular, MCMs disentangle the structure of
statistical dependencies by modeling data with independent
model components: the best MCM for a given dataset pro-
vides the factorization of the state probability distribution
that best matches the statistical structure of the data. More
precisely, in some representations, the best MCM corresponds
to a partition of the variables into groups, where variables are
more correlated within groups than across groups (similarly
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graphical model reconstruction is parameter estimation, for
which different approximate algorithms have been proposed
[4]. We show that there is no need to infer model parameters
in order to perform model selection among MCMs, which is
a huge computational advantage. Moreover, MCMs can be
directly compared on the basis of their evidence (marginal
likelihood), which allows to optimally balance goodness of
fit and model complexity. For instance, reducing the sample
size of the data, or increasing the noise level, will yield op-
timal MCMs with smaller ICCs (which are less complex).
In contrast, the complexity of graphical models is difficult
to compute, which calls for adopting regularization methods
[4,52] that don’t always have a clear information-theoretic
foundation. Finally, the number of MCMs that can be com-
pared with BMS is much larger than the number of possible
pairwise models (see Fig. 2), covering more widely the space
of all statistical structures of data.

As mentioned previously, models of the same class can be
seen as different representations of the same abstract model.
In our approach to BMS of MCMs, we aim to find the best
model for the data independently of its representation; in other
words, we aim to find the best abstract model. This approach
to model selection that is independent of the representation
of the data may pave the way toward a better understand-
ing of the concept of abstraction. Put differently, our results
show that the constraint on model simplicity (1) defines an
extremely vast landscape of possible data structures that (2)
is endowed with a rich relational organization and (3) is
easy to navigate by Bayesian model selection algorithms.
These remarkable facts make MCMs a good candidate for the
“more sophisticated forms of knowledge representation” that
Tenenbaum et al. [53] argue “must underlie the probabilistic
generative models needed for Bayesian cognition.”

In summary, this paper offers an alternative perspective
on statistical inference of high-dimensional data by focusing
on simple representations of data. The computational effi-
ciency of performing BMS among MCMs, their ability to
uncover robust structures of dependencies in the data, and
their interpretability in terms of groups of highly correlated
variables make MCMs a very good tool for fast and inter-
pretable data analysis. MCMs open up new ways of tackling
challenging statistical modeling problems, such as modeling
very large systems or identifying significant high-order pat-
terns in data. Further extensions beyond binary variables (see
Appendix E), as well as the development of efficient optimiza-
tion algorithms to find the MCM with maximal evidence for
large systems, are promising avenues of research.
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APPENDIX A: SPIN OPERATORS AND SPIN MODELS

A spin model is a probabilistic model that describes the
state of a system of binary variables, called spins. The model
assumes the existence of interactions between the spins that
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FIG. 7. Additional information for Fig. 3: Basis transformations
T, and 7, are used to transform the models of the first column into
the models of the second and third columns, respectively. The inverse
transformations (respectively, 7’1_] and 7;‘1) are also provided.

constrain the states accessible to the system. As no spatial
organization is assumed, interactions can be of arbitrary range
and arbitrary order (i.e., between two, three, or more spins).
Spin models can be seen as a generalization of the Ising model
to include long-range and high-order interactions.

Spin operators. To mathematically define a spin model,
each interaction in the model is associated with a spin opera-
tor. Consider a system of n spin variables, s = (s, ..., $,),
that take random binary values s; = £1. A spin operator
¢*(s) associated with an interaction labeled by u is defined
as the product of the spin s; involved in the interaction:

n
prs) =[] s (AD)

i=1
Here u is an n-dimensional binary vector encoding which spin
is involved in the interaction, i.e., its ith element is u; = 1 if
spin s; is included in the interaction and u; = O otherwise.
Thus, the spin s; remaining in the product of Eq. (Al) are
the ones for which w; = 1. For example, in the model in
the bottom left corner of Fig. 7, the three-body interaction
between the variables sy4, ss, and s¢ is encoded by the bi-
nary vector . = (0,0, 0, 1, 1, 1) and associated with the spin
operator ¢*(s) = s4555¢; the pairwise interaction between s,
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and s3 is encoded by 0 = (0, 1, 1, 0, 0, 0) and associated with
¢*(s) = s»53; and the field interaction on s, (represented by a
black dot) is encoded by u = (0, 1, 0, 0, 0, 0) and associated
with ¢*(s) = s,. The number of possible spin operators is
equal to the number of non-null binary vector w, which is
2" — 1 in an n-spin system.

Properties of spin operators. With the addition of the iden-
tity operator, ¢°(s) = 1 for all s, the set of all spin operators,
denoted 2, = {¢*(s) | p € {0, 1}"}, with the product opera-
tion forms a commutative group. Indeed, the square of any
spin variable s;, and therefore of any operator, is equal to the
identity ¢°(s) = 1. Also, the product ¢*(s)p"(s) = Pp*®(s)
of any two spin operators is also a spin operator, where @
denotes the component-wise XOR Boolean operator (i.e., sum
modulo 2) applied to the two binary vectors p and v.

The set of operators also forms a complete and orthogonal
basis for all functions of n binary variables as

D () 9(s) =2" 8 (A2)
se{xl}"
201

and ) @H(s) P (s) = 2" 8y (A3)

n=0

Hence any function F(s) = Z;@o Su®*(s) defined on the
spin configurations can be represented as a linear combi-
nation of spin operators, with coefficients given by f, =
27" %" d*(s)F (s). These completeness relations hold also on
the subspace defined by a subset of the spins.

Spin models. A spin model is a maximum entropy model,
whose Hamiltonian is a linear combination of the elements
of a set M of spin operators, M C ,\{#"}. The probability
distribution over the spin variables s under a spin model M is

therefore
1
P(s|g, M) = eXp( g ¢"(s))
Zpm(g) EA g
with Zni(g) =) | exp ( > ¢“<s>), (A4)
s peM

where g = {g,, p € M} is a vector of real parameters and
where the partition function Z,4(g) ensures normalization.
Each parameter g, modulates the strength of the interaction
associated with the operator ¢*(s). Each spin model thus
defines a parametric family of probability distributions. In an
n-spin system, there are 2" — 1 different spin operators, hence
there are 22'~! different spin models that can be constructed.
Each model is identified by the set M of spin operators that
it contains. For example, the second model of the first column
in Fig. 7 has seven interactions (three one-body, three two-
body, and one three-body) which are identified by the set of
operators M = {s4, S5, S¢, 5455, S456, S556, 545556} and which
defines the spin models whose Hamiltonian is given by
8100 54 + &...010 S5 + 8..001 S6 + §...110 5455
+8..101 5456 + &..011 5556 + &...111 5455S6. (AS)

Here we only wrote the term in the exponential of Eq. (A4),
and for clarity, we replace the three first spins (s; to s3) with
dots in the labels of the parameters.

APPENDIX B: GAUGE TRANSFORMATIONS

Set of independent operators. A set of operators is said in-
dependent if none of the operators of the set can be obtained as
a product of other operators of the set. The sets {s;, s, s3} and
{s1, s152, s15253} are two examples, whereas {s;, s, 5152} is
not an independent set (as each operator can be obtained as a
product of the two others). We recall that for a spin variables
s; = £1 and therefore (5;)> = 1 always.

In an n-spin system, the set of the n spin variables
{s1,...,s,} is a set of independent operators. Also, all the
operators of the system can be generated as products of these
n basis spin operators. As a result, in an n-spin system, a set
of independent operators can have at maximum n elements.
The completeness relations (A2) and (A3) also hold on the
subspace defined by a set of independent operators.

Gauge transformations. In an n-spin system § =
(s1, ..., ), consider the set of n independent operators
b(s) = (™ (s), ---, ¢"(s)). The change of variables
§' = b(s), in which each new variable s; takes the binary
value s; = ¢*i(s), defines a bijective map from the space of
states (of the system) to itself. Reference [10] calls these
transformations gauge transformations (GTs) and identifies
them as being the automorphisms of the group (Z,", -) (see
the Supplemental Materials of [10]). Permutations of the
spins are special examples of GTs. The transformations 7;
and 75 in Fig. 7 are two other examples. As the transformation
s’ = b(s) is a bijection of the space of states, one can also
define the inverse transformation: s = bil(s/). For example,
Fig. 7 gives the inverse of the transformations 7; and 7,. In
the following, we will denote 7, the GT defined by the set
b(s) of n independent operators [i.e., 75 : § — s’ = b(s)] and
7;’1 its inverse transformation. Appendix F gives information
on how to use linear algebra to mathematically define GTs
and obtain their inverse.

More generally, GTs can be thought of as a change of basis
from the original spin representation to a new one. Under a
GT, an operator is transformed into another operator and a
spin model into another spin model.

Transformed operator. Any spin operator ¢*(s) can be
transformed under a gauge transformation 7, by simply reex-
pressing ¢*(s) in terms of the new basis variables s’ = b(s).
This can be done using the inverse gauge transformation
s = b~ '(s"), which yields the transformed operators:

Tol *1(s) = @™ (" (s")).

One can easily check that the resulting expression for
Tol ¢* 1(s") is still a spin operator but now expressed as a
product of the transformed variables s;. This means that there
exists a binary vector g’ such that

¢ () = Tol ¢" 1(s) = ¢ (B~ (s"))-
Appendix F gives the mathematical relation between u’, p,
and b(s) [see Eq. (F4)].

Transformed model. The GT M’ of a model M is obtained
by transforming each operator of M:

M =T [M] = {Tol¢*1 ] ¢* € M}.

Because 7, is a bijection of the space of states, the probability
of finding the system in the state s in model M is the same as

(B1)

(B2)

(B3)
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FIG. 8. Complexity caq of all spin models with n = 4 spins as
a function of the number of parameters K in the model, adapted
from Ref. [10]. Models of the same class have the same complexity.
In the original figure, each class is represented by a triangle; we
replaced the triangles by a circle for the classes of MCMs. Model
representants of some of the classes are displayed using the same di-
agrammatic notation as in Fig. 1. The complexity value of any model
lies between two limit lines: one corresponds to the complexity of IM
(solid line), the other to the complexity of SCM (dashed line). The
colors indicate the number r of independent variables in the model
(i.e., the rank of the model): red for O, pink for 1, green for 3, and
violet for 4. Among all models with same number K of parameters
and same rank r, MCMs are the simplest.

the probability of finding the system in the transformed state
s’ = b(s) in the transformed model M’ = Tp[M]:

p(s|g, M) =p(s'|g, M), (B4)
= p(b(s) | Tolgl, Ts[MD), (BS)

where the vector of parameters g = 7Tp[g] is a permutation
of the parameters g of M that is such that the transformed
operator ¢* = Ty[¢*] in M’ is parameterized by the same
parameter as the operator ¢* in M. Figure 7 shows examples
of GTs of spin models.

APPENDIX C: COMPLEXITY OF MCMs

Assuming Jeffreys’ prior over the model parameters, the
geometric complexity of spin models in Eq. (3) is

cm = log / dgy/detI i (g), (C1)
where I o (g) is the Fisher information matrix (FIM):

L A1 (8)] v = 95,0, [l0g Z 11 (8)]. (C2)

Reference [10] shows that GTs leave the partition function
Znr(g) of a spin model invariant up to permutations of its
parameters. As a consequence, the FIM in Eq. (C2) and the
geometric complexity caq of spin models are both invariant
under GTs. This allows the classification of all spin models
into equivalence classes characterized by the same complexity
c . Figure 8, adapted from Ref. [10], shows the complexity
of all the classes of spin models on n = 4 variables.

The geometric complexity of spin models is generally
difficult to compute due to the high-dimensional integral in
Eq. (C1). However, one can get a closed-form expression for
MCMs. As a consequence of the factorization property of
MCMs in Eq. (7), the FIM of an MCM M = U,c 4 M, is a
block diagonal matrix, in which each block I, (g,) is the
FIM of the ICC M, reduced to the modeled r, spin variables.
As aresult, the determinant of the FIM for an MCM factorizes
over the FIM of its ICCs, and the complexity of an MCM is
then the sum of the complexity of its ICCs:

cM = Z cm,, Wwhere cpq, = log/dgm/detIMa(ga).

acA
(C3)

Finally, the complexity of ICCs was computed in Ref. [10] (as
the complexity of subcomplete models):

cam, =2 Mogm — log T2, (C4)

where I' is the gamma function. In Fig. 8 we indicated the
classes of MCMs with a circle symbol, and one can see
that, for n = 4 or smaller, MCMs have the lowest complexity
among all models with the same rank and the same number of
parameters. This remains to be proven for larger values of n.

For the special cases of independent models (IMs) and
subcomplete models (which are MCMs with a single ICC),
Eq. (C3) gives back the complexity values obtained by
Ref. [10], i.e., respectively, caoq = K log 7 indicated by a solid
line in Fig. 8, and the complexity in Eq. (C4) indicated by a
dashed line.

APPENDIX D: FACTORIZATION OF THE PROBABILITY
DISTRIBUTION OF AN MCM

Consider an MCM M = U, 4M, and one of its preferred
bases b(s). By definition of a preferred basis, b(s) can be
written as b(s) = U,cab,(s), where each b,(s) is a basis of
the ICC M,. Expressing M in the basis b(s) gives the trans-
formed MCM M’ = T[M] = Uze 4 M, in which the ICCs
M. =T [M,] are now based on distinct basis variables
b,. Thus, the probability distribution of M’ (reduced to the
subspace defined by b(s)) is factorizable over its ICCs:

prd(s) g, M) =[] paba(s) g, M),
ac A

where M, = Tp [M,] and where the parameters g/, of M.,
are the permutations of the parameters g, of M, given by
(F5). Here each p, is a probability distribution over r, = |b,|
binary variables, and the model distribution p, is over r =
> . Ta = |b] variables.

Note that the rank r of an MCM can be smaller than n,
in which case b(s) is not a basis of the whole n-dimensional
spin system, but only of the r-dimensional subsystem modeled
by M. The basis b(s) thus defines a gauge transformation for
this subsystem (as used above), but not for the whole n-spin
system. Completing b(s) with (n — r) independent operators
to form a basis B(s) of the whole n-spin system, we can define
a gauge transformation of the n-spin system that will trans-
form M into the same model M/, i.e., such that Tg[M] =
Ts[M] = M. Using (B4) for the probability distribution of

(DD
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gauge-transformed models, we can then write that

1
p(s|g, M) = ——p.(b(s)|g, M).

2(n—r) (D2)

Combining this with (D1) finally leads to the factorization in
Eq. (7).

APPENDIX E: MAXIMUM LIKELIHOOD
AND EVIDENCE OF MCMs

Change of parametrization. Let us consider an ICC M,
with rank 7, and a basis b,(s) = (¢i(s), ..., ¢ (s)) of M,.
The probability distribution of the states of the system under
M, can be rewritten in the basis of operators b, as

1
ps18 Ma) = 55— aba(s)). (EL)

where q(b,) = p,(b,|g,, M,) is a normalized probability
distribution over the states of b, € {+1}«. For an ICC M,,
there is a bijective map between the 2« — 1 parameters g, of
M, and the 2’ — 1 state probabilities ¢(b,) (the last proba-
bility being fixed by the normalization). More precisely, the
value of the parameters g, can be obtained from the state
probabilities g(b,) by taking the logarithm of (E1), multiply-
ing by ¢*(s) and summing over all the states of s. Finally
using the orthogonality relation between operators (A2), one
finds that for all interactions u € M,

1
=75, ;qsﬂ(s) 10g 4(bu(s)). (E2)
Note that for pu ¢ M, this equation yields g, =0,
because the function ¢(b,(s)) is expressed solely in
terms of the operators g € M,. In general, the sta-
tistical inference of ICCs (and therefore of MCMs)
is more easily done in the g-representation, i.e., in
terms of the parameters ¢g(b,). The result can then
be rewritten in the original spin model representation
using (E2).
Maximum likelihood parameters. Using (E1), the like-
lihood function of an ICC M, for a dataset § can be
written as

N 1
PG g Ma) = Sy [T a®™, (E3)
b,

where the product is over all possible 2’ values of b,, and
where kp, is the number of times the basis operators take
the value b, over the entire dataset. Thanks to the bijection
between the 2« — 1 parameters g and the 2’ — 1 parameters
q(b,), the maximum likelihood can be obtained by maximiz-
ing (E3) directly over the parameters g(b,). This leads to the
maximum likelihood estimate of g:

kp,
N

Replacing these values in the likelihood function (E3) and
combining with the factorization over ICCs in (7) leads to the
value of the maximum likelihood of an MCM:

1 ks, \
PEI2 M) = o T ]‘[(%) . (B

acA | b,

4(ba) = (E4)

Finally, Eq. (9) for the probability distribution of an MCM
at the maximum-likelihood estimate is obtained by replacing
the values of the maximum likelihood parameters (E4) in the
factorization of (7) using that p,(b, | &,, M.) = G(b,).

Model evidence. The calculation of the evidence of an ICC
is likewise straightforward. We first exploit the invariance of
Jeffreys prior under reparametrization [19], which takes the
following form in the g-representation:

@I
]Tzra—l

Po(g I Ma) =

1
l;lma(%jqwa)— 1),

(E6)

where we denote by ¢ the vector of 2’« probabilities g(b,)
and I' is the gamma function. One can recognize the sym-
metric Dirichlet distribution with hyperparameter o = 1/2.
Combined with the expression of the likelihood in (E3), this
yields the evidence of ICCs:

PGIM,) = / dg PG g, M) Po(g| M) ET)
1 r@eh
T ON(n—ra) 2!

1
) ./0 H[q(bnkbaz]a(Zq(ba)— 1) dq
ba b,

1@ [, Tk, + )
= e . B9
IN(n—ra) T2 F(N _|_2ru—1)

where one can recognize the multivariate beta function in the
integral of (E8). This calculation easily generalizes to MCMs,
in which the components M, are associated with independent
bases b,. Indeed, using (7), both the likelihood and the prior
distribution Py factorize over the ICCs, which implies that the
evidence in Eq. (2) is the product of the evidence of each ICC
(reduced to their respective basis b,). This finally leads to the
expression of the evidence of an MCM in Eq. (8) [we recall
that I'(3) = /7].

Extension to discrete variables. The derivations in this
section don’t use the fact that MCMs can be expressed as
spin models, but only that these models are complete over
independent subspaces of the n-dimensional system. In par-
ticular, in the original basis of the data, an MCM corresponds
to a partition of the n variables into independent groups of
variables. The general expressions of the inference quanti-
ties (log-likelihood, evidence, complexity) are only related to
spin models through the possibility of gauge transformations,
which is expressed by the fact that b, may not necessarily refer
to a subset of variables in the original basis, but could be in
any other bases. The generalization of spin models and gauge
transformations to discrete variables is not trivial. However, it
seems natural to generalize the notion of MCMs to discrete
variables in the original basis of the data, as models corre-
sponding to partitions of the basis variables. In this case, the
generalization of the derivations performed in this section to
discrete data is quite straightforward.
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APPENDIX F: BINARY LINEAR ALGEBRA FORMALISM
FOR SPIN MODELS AND GAUGE TRANSFORMATIONS

The following appendix gives more insight into the binary
linear algebra formalism used in our codes. This frame-
work also provides a better mathematical description of
spin models and gauge transformations. Consider an n-spin
system § = (sq, ..., §,) and the gauge transformation 7y :
s — 8" = b(s), defined by the set of n independent opera-
tors b(s) = (p*i(s), ..., ¢ (s)). As it is a bijection of the
space of states, one can define the inverse transformation:
s=b"1(s).

Matrix representation of gauge transformations. We recall
that the label g indexing an operator ¢* is a binary vector
encoding which spins contribute to the operator, such that
d*(s) =[], i, where pu; € {0, 1} is the ith element of u.
Similarly, we can write a gauge transformation 7, under the
form of an (n x n)-binary matrix:

sz(”'b EE) I‘l’n)v (Fl)

where the n binary vectors u; defining the gauge trans-
formation are now the columns of T',. The inverse gauge
transformation b~' can then be obtained by inverting the
binary matrix Ty over Z /27, i.e., Ty = T;l (when taking
the matrix product over Z /27, the elements of the resulting
matrix are taken modulo 2). Note that the fact that the set
of operators {¢*(s), ..., ¢*(s)} is independent translates
into the fact that the set of vectors {u;, ..., u,} is linearly
independent in (Z/2Z)", and therefore that the rank of the
matrix T'p is n and the matrix is invertible.

Binary representation of states and transformed states.
Under the GT 7y, a spin configuration s of the system is
transformed into the new configuration s’ = b(s). Introduc-
ing the binary variables ¢; such that s; = (—1)% for all
spins, the state s of the system is equivalently represented
by the binary vector a = («q, ..., oy) € (Z/27Z)". Simi-
larly, the transformed state s’ = b(s) is represented by the
binary vector o, whose elements ¢ are then given by the
scalar product o] = & - p;. Thus, using the matrix represen-
tation T, of gauge transformations in (F1), the new state of
the spin system is given by the vector-matrix multiplication
over Z./27.:

o =aTp, (F2)

where @ and o' are row vectors. Similarly, a state in the
original basis can be recovered from the state of the system
in the new basis using

a=oT," (F3)

Transformed operator. Any spin operator ¢*(s) can be
transformed under a GT 7, by reexpressing ¢*(s) in terms
of the new basis variables s’ = b(s), as in Eq. (B1). The
transformed operator is then given by

Tol¢"1=¢*, where p' =T,'p (F4)

is a matrix-vector multiplication in Z /27, and p and u’ are
two column vectors.

Transformed model. The gauge transformation M’ of a
model M is obtained by transforming each operator of M;
see Eq. (B3). The probability of finding the system in the

transformed state s’ = b(s) for the transformed model M’ =
Tp[M] is given by Eq. (B4), where the vector of parameters
g = Tplg] is a permutation of the parameters g of M such
that the transformed operator ¢* in M’ is parameterized by
the same parameter as the operator ¢* in M, i.e. [based on
Eq. (F4)],

gw=gu for o/ =T;"p. (F5)

Example. For n = 3, take the gauge transformation s’ =
b(s) = (s152, 5253, s3). The inverse gauge transformation is
s =b'(s") = (55585, 855, 83). These two transformations
can be written under the matrix forms:

1 0 0 1 0 0
Tb =11 1 0 and bel =11 1 0
0 1 1 I 1 1

(F6)

One can easily check that T T -1 = I3.

Take the state s = (—1, —1, +1), which can also be de-
fined as « = (1, 1, 0) using that s; = (—1)%. In the new
basis b(s) defined above, this state takes the new value s’ =
(+1, —1, +1), which can also be written as &' = (0, 1, 0).
One can check that the same value of &’ can be obtained using
o = a Ty, as in (F2).

Take the operator ¢*(s) = s1s3, which is identified by
the binary vector u = (1, 0, 1). One can write the trans-
formed operator Ty[¢*"] using the inverse transformation s =
b~!(s"). In particular, using that s, = 518555 and that 53 = s,
one gets

F (s) = (5,55s5) X (55) = 555, (F7)

which is identified by the binary vector ¢’ = (1, 1, 0). One
can check that the same value of p’ is obtained by using p’ =
T;l I as in (F4).

APPENDIX G: SEARCH FOR THE BEST IM

An independent model (IM) is an MCM for which all the
components M, contain only a single operator (i.e., r, = 1
for all a € A). Let us focus on the case where the number of
components |A| is equal to the number of spins n. All such
IM have n independent operators, M = {¢;(s), ..., du(s)}.
Model selection among these models only requires comparing
their likelihood, because they all have the exact same com-
plexity (as they belong to the same complexity class [10]).
The maximum log-likelihood of an independent model takes
the simple form:

log P |8, M) = =N Y Hl$u(s)],

a=1

(GL)

where H[¢,(s)] is the entropy of the binary operator ¢,(s) in
the dataset §:

H([¢s] = —palog pa — (1 — pa)log(l — pa), (G2)

where p, = P[¢,(s) = 1] is the empirical probability that
¢.(s) =1 in the dataset. We note that the entropy of an
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operator can equivalently be written in terms of the bias
m, = p, — (1 — p,) of the operator in the data:

14+ m, 14+ m, 1—m, 1—m,
— log — log
2 2 2 2

1 & .
where m, = N ;%(S(Z)) = (¢a(s))p.

Hl¢a] =

(G3)

The entropy H[¢,] is maximal when p, = 0.5 (or equiv-
alently when the operator is least biased, m, = 0) and is
minimal when p =0 or p=1 (or equivalently, when the
bias of the operator is maximal, |m,| = 1). Equation (G1)
thus implies that the most likely independent model is given
by the most biased (or least entropic) set of n independent
operators.

The exhaustive algorithm to find the most biased set of
independent operators among a pool of possible operators is
the following. First, compute the bias of all the operators and
rank them from the most to the least biased. This procedure is
of the order O(NK log K), where N is the number of different
states observed in the dataset, and K is the total number of
operators to compare (if one considers all possible operators,
then K = 2" — 1). This is the most computationally expensive
part of this algorithm. Next, we must extract the most biased
independent set. To do so, we create an (n x K)-binary ma-
trix in which each column contains the binary representation
of one of the K operators (we recall that the vector u; is
the binary representation of the operator ¢#/). Operators are
placed by decreasing order of their bias, starting with the
most biased operator in the first column of the matrix. This
approach is similar to the way we defined the binary matrix
representation of a gauge transformation in Eq. (F1), except
that now the columns are not necessarily independent from
each other. To identify the most biased independent operators,
we then use Gaussian elimination: the columns with leading
coefficients will finally identify the most biased independent
operators.

In the main text, we propose a heuristic iterative algorithm
to find a good basis when the dimension of the system is
too large. All the steps above are then still valid; the only
difference is the initial pool of operators from which we
want to identify the best basis. In the case of the exhaus-
tive search, this pool contains all the 2" — 1 operators of
the n-spin system, while in the heuristic algorithm, it con-
tains only the operators up to a fixed order k (in a given
representation).

When K is large, there are other ways to accelerate the
algorithm slightly. Ideally, one would like to reduce the
number of operators to rank (as this is computationally de-
manding). This can be done by excluding operators whose
bias is too low, for instance, by using a threshold on the p
value for the bias of the selected operators. Note that this
can lead to a set of independent operators that is smaller
than n, meaning that some dimensions would then be consid-
ered irrelevant. Another straightforward way of accelerating
the algorithm when K is large is to reduce the size of the
matrix to contain only a fixed number of operators (for in-
stance, 100 columns). One can then perform the Gaussian

elimination several times, by keeping leading columns and
adding new operators as needed, until » independent operators
are found.

APPENDIX H: SAMPLING FROM AN MCM

Consider the MCM M = U,c 4 M, of an n spin system s
and a preferred basis b(s) = Uye 4b,(s) of M. We denote r =
D aca Ta the rank of M. For a given dataset, the probability
distribution of M at best fit reads

R 1 kp, (s)
P(s|g. M) = )
(s 18, M) 2,,,,(& Yy

(HI)

where ky, /N = §(b,) are the empirical probabilities of observ-
ing the states b,(s) in the data. We recall that each distribution
4(b,) is normalized over the 2'« states of b, [see (E1)]. To
sample a configuration s from this model, we perform the
following steps:

(1) For each ICC M, we draw a random configuration of
b, with probability §(b,) = kp,/N. This can be done either by
sampling directly from the empirical distribution §(b,) or by
drawing uniformly a configuration s from the data and then
computing the transformation b,(s”). Equation (H1) ensures
that this procedure samples a value of b, with the correct
distribution.

(2) If r < n, then one must complete b(s) with (n — r)
independent operators, b(s) = (Dr41(8), ..., Pu(s)), to form
a basis of the whole n-dimensional space. The resulting basis
B(s) = b(s) U b(s) defines a gauge transformation 73 between
the original data states s and the new states s = B(s). The
states of the (n — r) spins not modeled by M are then ran-
domly sampled with probability 1/2 to be +1 or —1, which
produces a sampled value of b. Note that for all the applica-
tions discussed in this paper, we searched for a best basis b* of
the whole n-spin system (and then for an MCM on this basis).
Therefore, for all these cases, r = n and we didn’t need to
introduce a complementary basis b.

(3) Next, we concatenate the sampled states b, and b to
obtain a sampled value of 8" = (U 4b,) U b.

(4) Finally, we perform an inverse GT to obtain a sampled
value of s = B~'(s"). As described in Appendix F, this last
step requires the inversion of an n x n binary matrix modulo
2 [see (F3)]. If one wants to sample multiple states from the
same MCM, then this inversion needs to be performed only
once.

Our implementation of this inversion (using Gaussian
elimination) and of the sampling functions can be found in
Ref. [37]. In practice it is computationally very efficient to
sample from an MCM, as it only requires drawing |.4]| in-
dependent configurations from the dataset and one binary
vector-matrix multiplication. Step 1 exploits the fact each ICC
M, is complete on the variables b,, and therefore, computing
b,(s) on a randomly drawn datapoint s from the dataset §
directly generates values of b, that are distributed accord-
ing to (H1). Hence, a new state of b can be generated in
a straightforward manner from |.A| independent draws from
the dataset.

054307-14



BAYESIAN INFERENCE OF MINIMALLY COMPLEX ...

PHYSICAL REVIEW E 111, 054307 (2025)

a —1)=0.: B(- =0.:
(@ state Sy 21 . (© R(1,-1)=02 > (=1,1) = 0.3
4 55 S6
P = 0.2 |s7 sg s9
state S
P2 =03 R(L)=05 B(-1-1)=0
state S
ps =05

144 p g
¢8 ¢’9 od o7

b il

FIG. 9. Analysis of a simple artificial dataset. (a) We generated
a dataset composed of three different states (S;, S,, and S3) each
sampled with a different probability (respectively p;, p,, and ps).
Dark pixels correspond to the spin state s; = —1 and light pixels to
s; = +1. (b) Factor graph of the best MCM found for this dataset.
(c) Once it is fitted, the best MCM can generate four different states.
Three of them are the original states and are sampled with the same
probability than their occurrence in the original dataset; the last one
is sampled with probability 0.

APPENDIX I: ENUMERATION

Number of independent models. All the IMs with r inter-
actions can be obtained by gauge transformations of the IM
Ming = {51, ..., 5,}. Therefore, their number is equal to the
number of GTs that transform this model into different ones
and is given by

r—1
MMmm=%ku2y (I1)
This corresponds to the number of ways of choosing r inde-
pendent operators in the set of all possible 2" — 1 operators,
divided by the number of possible permutations of these r ele-
ments. The first operator can be chosen in 2" — 1 ways. Then,
after having chosen i independent operators, the (i + 1)-th
operator can be chosen among 2" — 2/ operators, because 2!
operators are now dependent on the first i operators already
selected. For large values of n, the number of IMs of rank r
grows as 2" /r! . Finally, the total number of IMs in an n-spin
system is obtained by summing (I1) over all possible values
of r (from r = 0 to n) and is displayed in Fig. 2 (labeled as
“IM”). We estimated that this number grows roughly as 2,

Number of pairwise models. Since there are n(n+ 1)/2
possible single-spin and pairwise interactions, there are in to-
tal 2""+1/2 possible pairwise models (see plot labeled “PM*”
in Fig. 2). This number grows slower than the number of
independent models.

Number of subcomplete models. In an n-spin system, all the
SCMs of a given rank r can be obtained by taking all possible
GTs of any chosen SCM M of rank r. As the GTs that involve
only the operators in M leave M invariant, the number of
distinct SCMs is therefore

Nice(n, r) =

ﬁ 22 (12)
2r -2

i=0

0.003

MCM of rank 1 < 9
Contribution from MCM of rank » =9 7]

0.0025r
— 0002
o
i;? 0.0015F
A, 0.001F

0.0005 [

0

-0.0005 |

log E]
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FIG. 10. Distribution of the log evidence of MCMs for the U.S.
Supreme Court data: For all the MCMs that admit the best IM b*
as a preferred basis (blue distribution in the top graph) and for all
the MCMs that admit the original basis of the data as a preferred
basis (blue distribution in the bottom graph). Top plot: The best
MCM overall is based on b* [see Fig. 4(b)]; it has three ICCs and
a log evidence of log E ~ —3327 (indicated by the red vertical line).
The basis elements of b* are represented by squares, numbered as in
Fig. 4(b), and the three ICCs are indicated by different colors (blue,
purple, red). Bottom plot: The best MCM based on the original basis
of the justices is shown here; it has two ICCs, indicated by dotted
squares (blue or red), and has a log evidence of log E ~ —5258 (in-
dicated by the blue vertical line). In both graphs: The distribution in
blue corresponds to the distribution for all the MCMs with the same
preferred basis (i.e., models of all rank from » = 0 to r = 9). With
n = 9 spins, there are 115 975 such models. A part of this distribution
has been highlighted in red; it corresponds to the subset of MCMs
with rank r = 9. With n = 9 spins, there are 21 147 such models. It
is interesting to observe that most MCMs based on the original basis
(blue distribution in the bottom graph) have a significantly lower log
evidence than the MCMs of rank r = 9 based on the best IM b* (red
distribution in the top graph).

Here the numerator I—er—(; (2" — 2 counts the number of ways
of choosing the r basis operators of the SCM. The denomina-
tor I—er—(; (27 — 2% counts the number of GTs that transform
the basis of the SCM while leaving M invariant. Finally, the
total number of SCMs (i.e of models with a single ICC) in an
n-spin system is obtained by summing (I2) over all possible
values of r (from » = 0 to n) and is displayed in Fig. 2 (labeled
as “SCM”).

Number of minimally complex models. Consider an MCM
with m ICCs for an n-spin system; we denote m,, the number
of ICCs of rank r,, such that m = Z;’FO m,,. For MCMs on n
spins with m,, ICCs of the same rank r, one can combine the
two previous arguments and get the number of such distinct
models:

r—1

Hm—w
n ra—1 ra
l_[ m, ! |:1_[(2ra 21 :|

r,=1

NMCM(H, {mr”})

where the factor 1/m,, ! accounts for permutations among
ICCs of the same size. To count the total number of MCMs
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FIG. 11. Factor graph representation of the best MCM found for
the Big Five dataset. Original variables are represented by circles
numbered from 1 to 50 (for the 50 statements, ordered in the same
order as the dataset of Ref. [40]). The best basis was found with
the iterative search procedure at order k = 4 (which takes about 3
hours on a laptop). Basis operators are numbered from the strongest
to the weakest and the strength of the interactions is also indicated
by the thickness and opacity of the link (darker-thicker links indicate
stronger interactions). We observe several strong dependencies be-
tween questions within the agreeableness ICC (in blue); in particular,
the correlations between questions 22 ("I’'m interested in people")
and 27 ("I am not really interested in others"), 27 and 25 ("I am
not interested in other people’s problems"), and between 24 ("I
sympathize with other people’s problems") and 26 ("I have a soft
heart") are the strongest in the system. Such information provided by
the best basis could be used to improve the design of the questions.
The ICCs of the best MCM* found in this basis are indicated by the
triangles. This is the same MCM as the one displayed in the original
basis in Fig. 5.

with n spins (plotted in Fig. 2), one must sum over all the
classes of MCMs with different degeneracies m,,. The num-
ber of classes with different degeneracy corresponds to the
number of integer partitions of the rank r of the MCM in
the form r = Zra ram,,, and summing over all r < n. For
instance, r = 8 admits 22 partitions which are

8,71,62,611,53,521,5111,44,431,422,4211,
41111, 332,3311, 3221, 32111, 311111, 2222,
22211,221111, 2111111, 11111111.

Here the partition denoted “8” corresponds to the class of
MCMs that have only one ICC (with rank r = 8). The par-
tition “422” is the class of MCMs formed of three ICCs, two
of rank 2 and one of rank 4.

Number of minimally complex models with the same pre-
ferred basis. For a given choice of n basis operators, the
number of MCMs of rank r = n that admits that basis as a
preferred basis is given by the number of possible partitions of
this set of n basis elements, which is the Bell number B,,. Note
that Ref. [33] gives the upper bound B, < (12'(7n 9fl”) )". Finally,
the total number of MCMs that share the same preferred basis
(indicated as “MCM™*” in Fig. 2) is obtained by summing this
number over all ranks r (from r = 0 to n) while accounting

for the possible choices of the r basis operators:

Nyviems (n) = Z <’:>Br- (I3)

r=0

For example, for n =9, there are 115975 MCM* in total
(which are the MCMs that share the same preferred basis);
only 21 147 of them have the rank » = 9.

APPENDIX J: TOY EXAMPLE: RECOVERING
THE BOOLEAN DESCRIPTION
OF A NON-NOISY BINARY DATASET

We tested our approach on an artificial dataset of n =9
variables and N = 10° datapoints that we generated by sam-
pling randomly three different states, S, S, and S3, with
respective probabilities p; = 0.2, p, = 0.3, and p3 = 0.5 [see
Fig. 9(a)]. There were no additional patterns or sources of
noise in the data. The size of the system (n = 9) was cho-
sen sufficiently small to easily perform the exhaustive search
described in the previous section. The factor graph of the
best MCM found for this dataset is shown in Fig. 9(b). It is
composed of eight ICCs, seven of which are based on a single
operator (green triangles).

Once it is fitted, this MCM can be used as a generative
model. Notably, fitting an MCM does not require inferring
the vector g of parameters, due to the bijection between the
parameters g, and the state probabilities p(b,) for each ICC.
Instead, the likelihood is simply maximized when, for all the
states of b,, the probability of occurrence of the state in the
model is equal to its probability of occurrence in the data
[see (E4)]. We thus obtain that all the single-operator ICCs
in Fig. 9(b) (green triangles) are associated to statements that
are true with probability 1 over the entire dataset, i.e., they
are associated to independent tautologies of the data. For
instance, in this dataset, the operator ¢; = sgs9 is equal to
1 with probability 1 and the operator ¢s5 = s359 is equal to
—1 with probability 1, i.e., the two statements ¢; = 1 and
¢s = —1 are true over the entire dataset. After taking into
account the seven independent tautologies, we are left with
only four states that could be generated by the best MCM [see
Fig. 9(c)], each of them corresponding to a different value of
the basis elements b, = (¢s, ¢9) of the last ICC (orange trian-
gle). Fitting the probabilities of occurrence of b, on the data,
we obtained that P(¢pg = 1, pg = —1) = 0.2, P(—1, 1) = 0.3,
P(1,1) = 0.5 and, by normalization, P(—1, —1) = O (there
are only three independent probabilities). This finally pro-
vides a full description of the rules used to generate the data.
In this case, we observe that the best MCM provides the
shortest complete description of the data in terms of spin
models. Note that because each spin operator is associated
with an elementary Boolean function [54], the best MCM
therefore also provides a complete decomposition of the data
in terms of such Boolean functions, each associated with a
parameter that is the probability that this function takes value
1 over the dataset (seven of which being just probability
1 or 0).
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FIG. 12. Left: Big Five dataset: Distribution of the log evidence of randomly sampled MCMs with five ICCs: We uniformly sampled 10*
partitions of the 50 variables into five ICCs, both in the original basis (blue distribution) and in the best basis (green distribution). The log
evidence of the best MCM (see Fig. 11) is indicated by a red vertical line (log E ~ —35.802) and is just slightly larger than the log evidence
of the MCM partitioning the questions into the five standard categories of the Big Five Personality Test, indicated by a vertical dashed line
(log E >~ —35.835). Both values are far in the right tail of the two distributions, a good indication that both models capture interesting features
of the data. Among all the 2 x 10* randomly sampled partitions, the largest log evidence found is log E ~ —37.89 bits/datapoint and the lowest
is log E >~ —42.90 bits/datapoint (outside of the window). Note that there are (ZO) = 2118760 possible partitions of the 50 variables into five
parts. Right: Variation of the log evidence of the “Big Five MCM” when moving one question to another ICC: Value of the log evidence of
the corresponding MCM when moving one question from its original “Big Five ICC” (see labels on y axis) to another ICC. For instance,
moving question 30 from “agreeableness” to the “extraversion” ICC (see rightmost triangle on top of the vertical red line) increases the log
evidence compared to the MCM corresponding to the standard Big Five partition (indicated by the dashed line) and gives the best MCM (red
line). Moving any other question will only decrease the evidence, which is a good indication that the questions are most indicative of the
traits they are meant to assess. Based on the data, the “agreeableness” ICC appears to be the least distinguishable from the other traits. For
example, the two next rightmost triangles in the “agreeableness” ICC correspond to moving question Q.23 (“I insult people”) to the “emotional
stability” ICC (log E >~ —35.845) or to the “conscientiousness” ICC (log E ~ —35.857). The fact that these moves don’t seem to decrease the
log evidence significantly indicates that this question is also informative of these two other traits. On the contrary, the questions probing
extraversion are mostly informative of that specific trait.

APPENDIX K: COMPLEMENTARY FIGURES design, mostly prevalent within the traits rather than between
the traits, which means that the original basis of the data is
likely a preferred basis for the best MCM. This in part explains
why it was possible to find a better MCM with the greedy
search in the original basis than in the new basis.

For the MNIST data, the Greedy search found a more
optimal MCM in the best basis than in the original basis [see

Fig. 13(c)]. In particular, the average ICC size is smaller in
APPENDIX L: COMMENTS ON OUR HEURISTIC the best basis (7, ~ 7.12) than in the original basis (7, ~

This section provides complementary information on the
analysis of the U.S. Supreme Court dataset (see Fig. 10), the
Big Five Personality Test dataset (see Figs. 11 and 12), and
the MNIST dataset (see Fig. 13).

ALGORITHMS 8.07), resulting in a large reduction of the number of in-

Greedy search for the Best MCM. For the Big Five dataset, ~ teractions Kuvcw,, = 34631 in the best basis compared to
the Greedy search was only able to find the best MCM (dis-  Kmcm, = 73251 in the original basis [see Fig. 13(d)]. This

played in Figs. 11 and 5, with log E = —35.80 bits/datapoint) is a large number of parameters, but it is still smaller than
from the search in the original basis, but wasn’t able to find the number of different states observed in the dataset (which

it in the new basis. Instead, it found a suboptimal MCM with 15 57903). We believe that this MCM is likely not the most
log E = —36.12 bits/datapoint. Our understanding is that, be- ~ Optimal one, but it is still able to sample states that resemble

cause the Greedy algorithm starts by making local merging vaguely digits (see Fig. 6). In' the future, it WOl.lld be.us'efu% to
steps, it is more likely to initially take a wrong path in the new develop more efficient algorithms to solve this optimization

basis (where basis variables are the most independent) than ~ Problem. o
in the original basis (where correlations between variables Heuristic search for the best basis. Figure 13(b) shows the
are much stronger). Yet for most of the datasets we analyzed number of basis operators of order k obtained for different

with the Greedy search algorithm, we found a more optimal yalues of kmax by the heuristic “best basis™ search descr.ibe.d
MCM in the best basis than in the original basis. In the case in Sec. V for the MNIST dataset. We observe that the distri-

of the Big Five, the correlations between the questions are, by ~ bution doesn’t change much from kmax = 2 10 kmax = 4. This
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FIG. 13. (a) Maximum likelihood of the basis operators, ordered from the largest (i.e., most biased operator) to the lowest, for the original
basis (in black) and for the best basis found at k.« = 4 (in red). By definition (see Appendix G), more biased operators have a larger maximum
likelihood. The most biased basis operators are mostly identical between these two bases (overlap of the curves on the left part) and include
the 20 single-spin operators appearing in panel (b). The least biased operators, in the right tails of the plots, are different when going from
the original basis to the best basis (their maximum likelihood is larger in the best basis, as expected). (b) Number of basis operators of order
k obtained for different values of k.« for the heuristic Best Basis search described in Sec. V. At ky.x = 1, all 121 basis operators have order
k =1 (i.e., all field interactions). We observe that the distribution doesn’t change much from ky.x = 2 to kn.x = 4. This indicates that the
algorithm is able to explore most of the relevant high-order basis operators, even at relatively small values of ky,y. (c) Evolution of the log
evidence of the MCMs along the greedy merging procedure performed in the original basis (in black) and in the new basis (in red) as the
number of ICCs goes from A = 121 (independent model) to A = 1 (complete model). The maximum is reached a little sooner in the new
basis (at A = 17) than in the original basis (at A = 15), which means that the best MCM found in the new basis has on average smaller
communities. Finally, the algorithm reaches a maximum in log evidence that is larger (log E = —59.43 bits/datapoint) in the best basis than
in the original basis (log £ = —60.0 bits/datapoint). (d) Distribution of the number of ICCs of a given rank r, for the best MCM found by the
Greedy algorithm in the original basis (in black) and in the best basis (in red). We observe that in the new basis, the MCM has ICCs of lower
rank than in the original basis (e.g., more ICCs of rank r, = 1 and fewer ICCs of rank r, = 14), resulting in a large reduction of the number of
interactions in the best basis (Kvicwm,,, = 34 631) compared to the original basis (Kyem, = 73 251).

indicates that, although the number of variables is reasonably
large (121), the algorithm was able to explore most of the

relevant high-order basis operators, even with small values

of kpax.-
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