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Abstract—Identifying anomalous commits is essential
for maintaining software quality and reliability, as these
anomalies can indicate potential issues in code, devel-
opment practices, or repository management. Current
anomaly detection methods typically rely on prede-
fined rules or supervised learning, which suffer from
limitations such as dependence on labeled datasets,
rigid rule definitions, and high maintenance overhead in
rapidly evolving repositories. This paper introduces a
novel unsupervised framework for effectively detecting
anomalous commits without requiring labeled data or
rigid rules, providing a scalable and adaptable solution
to enhance code quality in modern version control
systems. To address the high-dimensional and mul-
tifaceted nature of commit data, our approach com-
bines dimensionality reduction techniques with tar-
geted feature engineering, enhancing both precision
and adaptability in anomaly detection. We systemati-
cally evaluate three state-of-the-art unsupervised tech-
niques—Local Outlier Factor (LOF), Isolation Forest
(IF), and Histogram-Based Outlier Score (HBOS)—
across five diverse open-source repositories. Our results
demonstrate that Isolation Forest achieves the highest
detection accuracy, effectively balancing precision and
recall while capturing both global and local anomalies.
Additionally, expert validation confirms the practical
relevance of our approach, providing insights into fre-
quent and high-impact anomalies encountered in real-
world repositories.

Index Terms—Anomaly Detection, Software Repos-
itories, Commit-Level Analysis, Unsupervised Learn-
ing, Feature Engineering

I. INTRODUCTION

In large-scale software development, maintaining code
quality and ensuring project stability are crucial tasks.
Poorly managed software quality can lead to signifi-
cant economic costs, increased security risks, and ele-
vated maintenance efforts. One critical aspect of soft-
ware maintenance is the identification of anomalous com-
mits—changes that deviate notably from typical develop-
ment activities. If left undetected, such commits may in-
troduce critical bugs, security vulnerabilities, or structural
modifications that adversely affect project timelines and
software reliability.

As software repositories expand rapidly, manually re-
viewing thousands of commits becomes impractical and
error-prone. Existing research often relies on simplistic

statistical or rule-based approaches [12], [17], [22], [26]
that quickly become outdated or generate high rates
of false positives. Moreover, these approaches tend to
overlook significant yet non-malicious commits, such as
major refactorings or organizational shifts. This limitation
underscores the need for more robust and flexible anomaly
detection methods tailored specifically to commit meta-
data.

Automated anomaly detection (AD) approaches offer
a promising solution by efficiently highlighting commits
that require further scrutiny. While AD techniques have
been successfully deployed in domains such as finance,
security, and various facets of software engineering, their
application to commit metadata in software repositories
remains underexplored. In this context, anomalies are
defined as data points or patterns that deviate significantly
from expected behavior, a concept that has proven instru-
mental in several fields. Commit metadata, which includes
features such as the number of files changed, lines of code
modified, and commit messages, can yield critical insights
into software evolution and potential issues.

A major challenge in detecting commit anomalies is
the scarcity of labeled data, a problem noted in previous
studies [13]. The lack of predefined labels diminishes the
effectiveness of traditional supervised and semi-supervised
methods. Additionally, the high-dimensional nature of
commit metadata—characterized by multiple interrelated
features—and the unbalanced distribution of anomalies
further complicate the detection task. These challenges,
combined with the need for interpretability, make unsu-
pervised anomaly detection a practical choice.

In response to these challenges, we propose a novel unsu-
pervised anomaly detection framework tailored specifically
for commit metadata analysis. Recognizing that unsu-
pervised techniques are broadly classified into distance-
based, statistical, and classification-based methods [9],
our approach integrates one representative algorithm from
each of these categories to ensure methodological diversity.
Specifically, we employ the Local Outlier Factor (LOF),
Isolation Forest (IF), and Histogram-Based Outlier Score
(HBOS) on five diverse open-source repositories, selected
from well-established projects to ensure a rich and varied
dataset. These methods are adept at dynamically adapting
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to evolving commit patterns while effectively handling
the unbalanced and multi-dimensional nature of commit
data. Moreover, to further enhance interpretability and
mitigate challenges associated with high-dimensional data,
we incorporate Principal Component Analysis (PCA) for
dimensionality reduction.

The practical relevance of the proposed framework is
validated through an expert survey that identifies the
types of anomalous commits developers consider most
critical. Additionally, the framework conducts a detailed
feature-level analysis of detected anomalies, exploring the
relationships between commit features and the anomaly
scores generated by each algorithm. This analysis illus-
trates how LOF, IF, and HBOS capture different aspects
of commit anomalies—ranging from localized irregularities
to broader, significant deviations.

Specifically, the contributions of this paper include: (i)
an unsupervised anomaly detection framework tailored to
commit metadata, (ii) a comparative analysis of LOF,
IF, and HBOS algorithms on five diverse open-source
repositories, (iii) insights from an expert survey aligning
the framework with real-world development needs, and
(iv) a focused feature-level analysis that enhances the
interpretability and trustworthiness of the anomaly detec-
tion results.

The remainder of the paper is organized as follows: Sec-
tion II reviews related work in detecting unusual commits
and examines existing unsupervised anomaly detection
techniques. Section III details the methodology, including
data collection, preprocessing, feature selection, and the
anomaly detection algorithms used. Section IV presents
the evaluation process and findings. Finally, Section V
concludes the paper and outlines directions for future
research.

II. RELATED WORK
A. Unusual Commits in Software Repositories

Initial work on detecting unusual commits has focused
on categorizing commits via broad statistical measures,
but these approaches often struggle to strike a balance be-
tween detecting genuinely anomalous commits and avoid-
ing excessive false positives. For instance, Alali and Kagdi
[1] paved the way by categorizing commits using a 5-point
summary, while Rosen et al. [22] used similarly broad
definitions to flag “risky” commits, ultimately labeling
nearly half of all commits as anomalous. UEDashboard
[17] similarly used statistical insights but ended up mark-
ing 46 of commits as unusual—an over-detection issue
likely related to the high dimensionality of commit data.
In subsequent work, Treude et al. [26] extended the defi-
nitions by introducing a 10-factor anomaly detector. How-
ever, they did not address the multidimensional nature of
modern repositories—where lines of code, the number of
modified files, commit messages, and other metadata must
be jointly analyzed—leaving questions about real-world
applicability in settings with large, evolving codebases.
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Meanwhile, some researchers have proposed domain-
specific strategies with limited scope or applicability.
Goyal et al. [13] emphasized statistical modeling over
multiple features, achieving high recall but suffering from
a flood of false positives, prompting developers to lose
confidence in the results. More recently, Anomalicious
[12] introduced a rule-based approach aimed primarily at
malicious commits, an effective but narrow application
that excludes more general-purpose anomalies.

Given these limitations and the complexity of high-
dimensional commit data, existing commit-based solutions
often rely on labeled or rule-based approaches that quickly
become outdated or overly rigid as development practices
evolve. Moreover, creating labeled ground truth for every
potential anomaly is impractical. Unsupervised methods
overcome these challenges by learning from the natural
distribution of commits, dynamically adapting to new
anomalous patterns without the need for manual labeling.
To build on these insights and address the shortcomings of
existing approaches, the next section explores the broader
landscape of unsupervised anomaly detection, highlighting
key methods that effectively handle high-dimensional, un-
labeled data and their relevance to commit-level analysis.

B. Unsupervised Anomaly Detection

Outside of commit-level analyses, the broader anomaly
detection literature offers a variety of unsupervised al-
gorithms that efficiently handle unlabeled data. Much of
this research draws on generic benchmark datasets rather
than the more nuanced domain of software commits.
Nonetheless, these large-scale comparisons consistently
highlight certain methods as high performers. IF stands
out for its balance between accuracy and computational
cost—achieving top marks in meta-analyses by Emmott et
al. [8] and Domingues et al. [7], and reaffirmed in a broader
study by Bouman et al. [3]. Other techniques, such as
density-based LOF [4], excel in capturing local anomalies
that occur in dense clusters—a property underscored by
Campos et al. [5], [25]. Goldstein and Uchida [11] addition-
ally advocate HBOS for its simplicity in detecting broader
outliers, while Soenen et al. [23] confirm IF’s versatility
but also note the strengths of both LOF and kNN under
certain conditions.

The lack of a robust framework capable of detect-
ing both global and local anomalies while accounting
for the multidimensional nature of commit data remains
a significant gap in the field. Addressing this requires
leveraging and integrating multiple unsupervised anomaly
detection techniques: IF for identifying global anomalies,
LOF for capturing localized irregularities, and HBOS for
efficiently detecting distribution-based outliers. Combin-
ing these methods with dimensionality reduction and fea-
ture engineering helps mitigate high-dimensionality chal-
lenges while enhancing precision and adaptability. This ap-
proach overcomes the limitations of existing commit-based
anomaly detection methods, providing a more scalable
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Fig. 1: Overview of the research methodology

and reliable framework for identifying unusual commits
in evolving software repositories.

III. PROPOSED METHODOLOGY

This section outlines the research methodology em-
ployed to identify unusual commits in software repositories
using commit metadata. The methodology consists of four
key stages: data collection, data preprocessing, anomaly
detection algorithms, and evaluation metrics. Figure 1
provides a visual representation of the methodology. In
the following, we will discuss these steps in detail.

A. Data Collection

The goal of data collection is to systematically extract
raw commit data from selected software repositories, en-
suring dataset diversity and a comprehensive feature set.
This process consists of two key steps, detailed in the
following sections:

1) Repository Selection: To ensure a diverse and rep-
resentative dataset, we selected repositories from well-
established projects, including those maintained by promi-
nent organizations like Apache. Our selection criteria,
adapted from Levin and Yehudai [18], emphasize reposi-
tories that are actively maintained and data-rich, as sum-
marized in Table I. We further prioritized popular reposi-
tories to accurately reflect active community engagement.
Because our methodology is designed to be programming
language agnostic, it was essential to include a variety of
projects. Therefore, data was collected from five distinct
repositories, each using a different primary programming
language, as detailed in Table II.

TABLE I: Repository Selection Criteria

Criteria Description

Active Maintenance Updated within six months.

Time Span Only the last five years of commits
were included.

Community Must have at least 100 stars.

Engagement

Repository Size Minimum size of 2MB.

Language Diversity Covers different primary programming
languages.

2) Mining Software Repositories and Feature Extrac-
tion: Commit metadata is extracted using PyDriller [24],
which efficiently retrieves commit details such as times-
tamps, modified files, and code changes. Key commit prop-
erties—including lines of code added /removed, the number
of modified files, and commit message attributes—are also
obtained. Additionally, derived features are computed to
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TABLE II: Overview of selected software repositories

Repository | Language | Commits | Size (MB)
D3 Shell 321 57.85
Tfjs TypeScript 3,454 168.68
Redis C 4,012 137.16
Cassandra Java 5,214 424.13
Airflow Python 17,691 292.81

enrich the dataset. Table III provides an overview of the

extracted features.

TABLE III:

Overview of Extracted Features

Feature Name

| Description

Commit Message Features

Commit Message | Number of words in the commit message.
Size
Commit Message | Flesch Reading Ease score measuring read-
Readability ability.

Lines of Code (LoC) Features
LoC Added Lines of code added.

LoC Removed

Lines of code removed.

LoC Total Change

Sum of LoC added and removed.

LoC Net Change

Difference between LoC added and re-
moved.

LoC Ratio Ratio of LoC added to LoC removed.
File Modification Features

Total Files | Total number of modified files.

Changed

Files Added

Newly introduced files.

Files Removed

Deleted files.

Files Modified

Edited files, excluding added/removed.

Files Renamed

Renamed files.

Files Copied

Copied files.

Files Unknown

Files with unrecognized extensions.

File Types | Unique file extensions modified.
Changed
File Ratio Ratio of files added to removed.

Structural Features

Average File Depth | Average directory depth of modified files.

B. Data Preprocessing

Data preprocessing enhances dataset quality by ensur-
ing consistency, accuracy, and relevance. This process con-
sists of three key steps, detailed in the following sections:

1) Data Cleaning: Data cleaning ensures dataset con-
sistency and accuracy by addressing errors and incon-
sistencies. Removing noise enhances anomaly detection
reliability and improves computational efficiency [6]. The
key cleaning steps include:

« Date Range Verification A five-year window (April
1, 2019 — April 1, 2024) was applied to ensure relevant
commit data. Some commits fell outside this range
due to repository discrepancies and were removed to
maintain consistency.

« Removal of Merge Commits Merge commits, lack-
ing modified file lists in PyDriller, were excluded.
Since this study focuses on commit-level changes
(lines added, removed, modified), their removal en-
sures more meaningful data for analysis.
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2) Normalization: Normalization ensures that features
with different scales contribute equally to anomaly de-
tection, preventing certain variables from dominating
distance- and density-based metrics [15], [21]. In this
study, we apply Z-score normalization, transforming each
feature to have a zero mean and unit variance. This stan-
dardization enhances model stability, improves fairness in
feature contributions, and facilitates better comparability
across repositories.

3) Feature Selection: Feature selection refines the
dataset by eliminating redundant or irrelevant variables,
improving anomaly detection performance while reducing
computational complexity and overfitting risks [16]. Unlike
feature extraction methods such as PCA [14], which trans-
form original features into new composite variables, fea-
ture selection preserves the interpretability of the original
feature space by directly removing unnecessary attributes.

In this study, feature selection was performed indepen-
dently for each repository to prevent biases from larger
codebases overshadowing patterns in smaller repositories.
We applied PCA and correlation-based feature filtering to
retain the most informative features. PCA reduced dimen-
sionality while preserving 95% of the dataset’s variance, se-
lecting high-impact features through eigenvector analysis
[14]. Additionally, to handle feature correlation, we filtered
out highly correlated features (correlation above 0.90),
ensuring that the final set of features remained distinct
and interpretable [27]. By eliminating redundancy while
maintaining essential information, this process optimized
dataset quality for robust anomaly detection.

C. Anomaly Detection Algorithms

Unsupervised anomaly detection techniques can be
broadly categorized into distance-based, statistical,
classification-based, and angle-based approaches [9].
To ensure methodological diversity, we selected one
representative algorithm from each of the first three
categories, drawing on insights from prior research.
This section details the three well-established anomaly
detection methods used in our experiments.

1) Local Outlier Factor: LOF [4] is a distance-based
method that identifies anomalies by measuring the local
density of a point relative to its neighbors. Data points
with significantly lower density than their surroundings
receive higher LOF scores and are considered outliers. Sev-
eral studies highlight its effectiveness in capturing nuanced
local anomalies [5], [8], [11], [25].

In our experiments, we varied two key parameters:

e Number of neighbors (k): Determines the size
of a point’s local neighborhood. Lower k values en-
hance sensitivity to subtle anomalies but may increase
false positives, while higher values smooth out local
variations, potentially overlooking smaller anomaly
clusters [11], [25]. We tested k = 10,20, 30, 40, 50.

o Leaf size: Affects the efficiency of nearest-neighbor
queries. Smaller values create deeper search trees, en-
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abling faster construction but slower queries, whereas
larger values yield the opposite effect. We evaluated
leaf sizes of 30,50, 100,200, and 500.

Points with LOF scores below 1 are considered inliers,
those above 1 are outliers, and scores equal to 1 indicate
density parity with neighbors.

2) Isolation Forest: IF [19] is a classification-based
method that isolates anomalies based on the principle
that they are easier to separate from normal data points.
The algorithm recursively partitions the data by selecting
random features and split values, with anomalies requiring
fewer splits to be isolated. This behavior is reflected
in shorter path lengths in the resulting isolation trees
(iTrees).

We controlled two primary parameters:

o Number of base estimators (¢): Defines the to-
tal number of decision trees. A higher ¢ generally
stabilizes anomaly scores at the cost of increased
computation [19]. We tested ¢ = 50, 100, 200.

« Sample size (1): Specifies the number of randomly
selected data points used to construct each tree.
We evaluated v values of 10%, 20%, and 30% of
the dataset to balance detection performance with
computational efficiency [20].

To ensure consistency, bootstrap sampling was disabled,
and all available features (1.0) were used per split, as
feature selection had already been performed.

3) Histogram-Based Outlier Score: HBOS [10] is a sta-
tistical method that constructs histograms for each feature
and assigns higher anomaly scores to data points falling
into low-frequency bins. Unlike distance- or tree-based
approaches, it assumes feature independence and detects
anomalies by identifying sparsely populated histogram
regions [11].

We primarily adjusted the number of bins:

« Fixed bin size (10): Captures broader density pat-

terns.

« Adaptive binning (Birgé-Rozenblac method)
[2]: Dynamically adjusts bin size to uncover finer
irregularities.

HBOS computes an overall anomaly score by aggregat-

ing (in log space) the inverse densities across all feature
histograms.

D. Evaluation Metrics

To evaluate the performance of our anomaly detection
methodology, we employ an approach combining quantita-
tive metrics and qualitative assessments. We acknowledge
that expert surveys, while valuable in validating practical
relevance, can introduce subjective biases into the evalua-
tion [13]. Similarly, basic statistical approaches relying on
thresholds defined by standard deviations have significant
limitations because they assume normal data distribu-
tions—an assumption rarely valid in commit metadata,
which typically exhibits highly skewed distributions [17].
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Therefore, our evaluation framework incorporates three
complementary methods specifically chosen to address
these limitations: (1) quantitative performance analysis,
(2) expert survey findings, and (3) feature-level analysis
of detected anomalies.

Quantitatively, we employ the Fl-score and the area
under the receiver operating characteristic curve (AUC-
ROC). The Fl-score provides a balanced measure of
precision and recall, ensuring anomalies are accurately
detected without excessive false positives or negatives. The
AUC-ROC further quantifies the algorithms’ effectiveness
in distinguishing anomalies from normal commits across
different detection thresholds.

Additionally, to validate practical relevance and re-
duce biases, an expert survey involving IT professionals
was conducted, enhancing the interpretability of detected
anomalies.

Finally, a detailed feature-level analysis was carried out
to clarify algorithmic decision-making processes, ensuring
transparency and reinforcing trust in the detection out-
comes. The detailed results of this evaluation approach
are presented in the following section (IV).

IV. EVALUATION

This section first provides a brief overview of the ex-
perimental setup used to evaluate the selected anomaly
detection algorithms, followed by a detailed presentation
of the results. As discussed in the methodology, we eval-
uate the detection performance using three approaches:
(1) quantitative performance analysis, (2) expert survey
findings, and (3) feature-level analysis of detected anoma-
lies. These evaluation methods were chosen to address the
limitations of traditional statistical assumptions and to
ensure both measurable accuracy and practical relevance.
The following subsections detail the experimental setup
and results for each method.

A. Implementation Setup

We implemented all anomaly detection algorithms using
the PyOD library [28], which provides a standardized in-
terface and robust hyperparameter-tuning capabilities for
various outlier detection methods. This setup ensured con-
sistent experimental conditions across all models. A key
parameter in this study was the contamination rate, fixed
at 1%, reflecting the assumption that only a small fraction
of commits in each repository significantly deviates from
normal development activity. This setting instructs each
algorithm to label approximately 1% of the commits as
anomalous.

B. Performance Overview

To evaluate the models, we use F1-score and AUC-ROC,
measured across different repositories (Table II). The F1-
score balances precision and recall, ensuring anomalies
are detected while minimizing false positives. AUC-ROC
quantifies how well each algorithm distinguishes anomalies

from normal instances by plotting the True Positive Rate
(TPR) against the False Positive Rate (FPR) at various
thresholds, with higher values indicating stronger separa-
tion performance [3], [5], [11].

Figure 2 illustrates the comparative performance of
LOF, IF, and HBOS, and Tables IV and V summarize
the highest scores achieved by each algorithm in different
repositories.

In terms of Fl-score, LOF shows inconsistent perfor-
mance across repository sizes, struggling in both small and
large datasets due to its sensitivity to data sparsity. In the
smallest repository (d3), it failed to detect any anomalies,
and even in its best cases, F1l-scores remained below 0.4,
limiting its suitability for anomaly detection. IF consis-
tently outperforms LOF, achieving an F1-score of 1 in d3
and performing well in medium-sized repositories like Tf js
and Redis. Its performance depends on dataset complex-
ity, requiring fewer estimators (¢ = 50) for clearer anomaly
patterns (Tfjs) and more (¢ = 200) for complex structures
(Redis). HBOS performs competitively, with Fl-scores
above 0.50 in most cases. Its effectiveness depends on
binning strategies, with adaptive binning excelling in Tfjs
and d3 (F1 =~ 0.75). However, in d3, dynamic binning
led to overfitting, whereas fixed-bin strategies provided
more stable results, highlighting the importance of binning
adjustments.

In terms of AUC-ROC, LOF maintains values above
0.85 even in the largest dataset (airflow), despite its low
Fl-score, indicating that while it struggles with precise
classification, it ranks anomalies effectively. IF achieves
AUC-ROC scores above 0.95 across all repositories, re-
inforcing its strong anomaly detection capabilities. This
suggests that even when F1-scores fluctuate due to dataset
complexity, IF remains highly effective in distinguishing
anomalies. Similarly, HBOS consistently exceeds 0.95 in
AUC-ROC, particularly in medium-sized repositories, con-
firming its strength in ranking anomalies, though its clas-
sification performance depends on the binning strategy.

Overall, IF emerges as the most reliable algorithm, con-
sistently achieving high Fl-scores and AUC-ROC values
across all datasets. HBOS performs well in most cases,
but its effectiveness is dependent on the choice of binning
strategy. LOF, despite its theoretical advantages in de-
tecting local anomalies, struggles in this context due to
its reliance on density estimation, making it unsuitable
for highly sparse or large-scale commit datasets.

TABLE IV: Maximum Fl-score Achieved by Each Algo-
rithm Across Repositories

Algorithm d3 Tfjs | Redis | Cassandra | Airflow
LOF 0.00 | 0.34 0.31 0.38 0.14
IF 1.00 | 0.74 0.75 0.88 0.62
HBOS 0.75 | 0.77 0.53 0.65 0.56
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Fig. 2: Comparison of Fl-score and AUC-ROC for LOF, IF, and HBOS across various repositories

TABLE V: Maximum AUC-ROC Score Achieved by Each
Algorithm Across Repositories

Algorithm d3 Tfjs | Redis | Cassandra | Airflow
LOF 0.94 | 0.97 0.94 0.98 0.86
IF 1.00 | 1.00 0.99 1.00 0.99
HBOS 0.99 | 1.00 0.99 0.96 0.98

C. Expert Survey on Anomalies

To assess the practical relevance of detected anoma-
lies, we conducted a survey among 15 IT professionals,
including software engineers, DevOps leads, and project
directors. The goal was to understand how practitioners
perceive unusual commits and which commit features they
associate with anomalies.

Table VI summarizes the survey responses. The major-
ity (80%) consider anomalous commits rare but impactful.
Developers in dynamic environments encounter anomalies
more frequently, particularly in large-scale refactoring or
configuration changes. The most commonly cited anomaly
indicators were:

Lines of Code Changed and Number of Files Changed
were deemed the most reliable signals, receiving high
importance ratings (4 or 5).

Commit Message Length, Unique File Types
Changed, and Commit Message Readability received
moderate agreement.

Average File Depth was considered the least relevant,
aligning with its exclusion in many repositories during
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feature selection.

Qualitative feedback highlighted various anomaly types,
including batch commits, refactoring, bulk configuration
changes, and unclear commit messages. These insights
reinforce the need for multi-feature anomaly detection
rather than relying solely on individual attributes like lines
of code.

D. Feature-Level Analysis of Anomalies

To further validate our approach and provide deeper
insights into the behavior of anomaly detection algorithms,
we conducted a detailed feature-level analysis focusing on
specific influential features within detected anomalies. We
selected the cassandra repository due to its diverse com-
mit activities, making it ideal for demonstrating feature-
driven anomaly detection. Among the various analyzed
features, lines of code removed (LoC-Removed) emerged as
particularly informative. Figure 3 visualizes how each al-
gorithm assigns anomaly scores relative to LoC-Removed,
offering transparent insights into their decision-making
processes.

IF effectively identifies global anomalies, highlighting
commits involving extreme changes in code volume. For
instance, one prominent anomaly involved removing over
11,000 lines and adding approximately 23,000 lines, result-
ing in the highest anomaly score. LOF is sensitive to local
irregularities, detecting a commit that, while removing
3,134 lines, also affected an unusually high number of
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Feature Expert Agreement (%) Importance Ratings (%)
Yes No Low (1) | Moderate | High (3) | Very Critical
2) High (4) | (5)
Lines of Code 93.33 6.67 0.00 0.00 6.67 60.00 33.33
Number of Files 80.00 20.00 0.00 6.67 6.67 46.67 40.00
Commit Message Length (in words) | 73.33 26.67 6.67 46.67 13.33 20.00 13.33
Unique File Types Changed 66.67 33.33 0.00 13.33 40.00 26.67 20.00
Commit Message Readability 66.67 33.33 6.67 33.33 26.67 26.67 6.67
Average File Depth 20.00 80.00 0.00 40.00 20.00 40.00 0.00

TABLE VI: Survey results showing the percentage of experts who consider each feature indicative of an anomaly, along
with the distribution of importance ratings assigned to those features.

files (458 files), marking a distinctive pattern within the
dataset. HBOS identified an anomaly in a commit intro-
ducing a fuzz testing tool, characterized by adding 25,000
lines and removing 2,600 lines. The sparse distribution
of this feature contributed significantly to its anomaly
score. This detailed feature-level breakdown enhances
transparency and interpretability, enabling practitioners
to understand and trust algorithmic outcomes better. The
analysis highlights the complementary strengths of differ-
ent anomaly detection approaches: IF excels at isolating
large-scale anomalies, LOF effectively captures localized
anomalies based on feature density, and HBOS identifies
anomalies within sparsely populated feature regions. Thus,
adopting a multi-dimensional detection approach proves
crucial for achieving robust and explainable anomaly de-
tection in software repositories.

V. CONCLUSION

This paper explored identifying unusual commits in
software repositories through unsupervised AD algorithms
using commit metadata. Addressing critical gaps in ex-
isting approaches, this research developed a structured
pipeline capable of detecting anomalous commits using
key metadata features. Addressing these gaps, the study
highlighted the superiority of IF among tested algorithms,
achieving the highest Fl-scores and AUC-ROC values
across repositories.

Insights from expert surveys further enriched the re-
search, confirming the practical relevance of identified
anomalies such as batch commits, large refactorings, and
unclear commit messages. These surveys validated the
selection of commit features, particularly lines of code and
the number of modified files, enhancing the alignment of
the anomaly detection framework with real-world devel-
oper needs.

Looking ahead, there are several promising directions
for future work. Refining the definition of anomalous
commits through deeper domain knowledge and extensive
developer feedback could enhance the detection accuracy
and practical utility of the anomaly detection system.
Additionally, exploring ensemble methods that combine
multiple anomaly detection algorithms might improve the
robustness and accuracy across different repositories.

Developing practical tools, such as browser extensions
or GitHub plugins, would facilitate the integration of
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anomaly detection into developers’ workflows. These tools
could provide real-time alerts and customizable param-
eters tailored to individual project requirements, signifi-
cantly increasing usability and adoption.

Furthermore, advancements in Large Language Models
(LLMs), like GPT-4, offer potential improvements through
semantic analysis of commit messages. By using natural
language processing to classify commit messages based on
their semantic content, the anomaly detection framework
could become even more precise and adaptable to evolving
developer practices.
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