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Abstract—Jupyter Notebooks are widely used in data sci-
ence, education, and research for their ability to combine
executable code with narrative and visualization. However,
their interactive and exploratory nature often leads to quality
concerns—such as inconsistent execution order, hidden de-
pendencies, and low modularity—that negatively affect key
software quality characteristics like maintainability, reliability,
and analyzability. Existing quality models, including those
based on ISO/IEC 25010, are not well-suited to the specific
structure and workflows of notebooks. In this paper, we pro-
pose a role- and lifecycle-aware quality assessment framework
tailored to Jupyter Notebooks. Drawing from ISO/IEC 25010
and the EOSC TF–SQ3 catalogue, we identify 25 measurable
quality metrics relevant to common notebook practices. We
organize these metrics using Kruchten’s 4+1 View Model and
map them across the stages of the data science lifecycle.
Drawing on practitioner insights and developer social-network
patterns, we combined expert interviews with Rank-Biased
Precision (RBP) and statistical methods (PCA and clustering)
to prioritize our 25 metrics. The resulting framework organizes
them into universal, viewpoint-specific, and context-dependent
categories—offering Tier 1 and Tier 2 users a lightweight
roadmap to boost notebook quality. Expert feedback confirms
its clarity, relevance, and practical utility, paving the way for
tool integration and future refinements.

Keywords–Software Quality Metrics, Jupyter Notebooks, Ex-
pert Validation, Developer Social Networks, Lifecycle-Aware
Framework

1. INTRODUCTION

Jupyter Notebooks have become a staple in data science,
education, and computational research, thanks to their ability
to seamlessly integrate executable code, narrative text, and
visual outputs in an interactive format [1]. Originally devel-
oped as teaching tools [2], they have since evolved into widely
used environments for exploratory programming, analysis, and
scientific reporting.
Despite their benefits, notebooks often suffer from quality
issues that impact their maintainability, reliability, and repro-
ducibility. Their flexible design encourages experimentation
but can lead to problems such as hidden state, poor modular
structure, inconsistent execution order, and limited traceabil-
ity [3]. These issues reflect deficiencies in several ISO/IEC
25010 software quality characteristics—notably modularity,

analyzability, and testability—and contribute to the alarming
rates of irreproducibility reported in large-scale studies, where
reproducibility success ranges between 4.90% and 15.04% [4],
[5], [6], [7], [8].
While existing software quality models, including ISO/IEC
25010, offer a structured basis for evaluating systems, they are
not easily applied to notebook-based workflows. The blurred
boundaries between code, documentation, and data, coupled
with a lack of formal software engineering practices, challenge
conventional assessment approaches. In many cases, Jupyter
Notebooks are created by individuals or small teams working
without version control, testing, or review pipelines. As a
result, common pitfalls—such as unused code, inconsistent
documentation, or excessive complexity—persist, especially
in educational and research contexts [2]. These habits risk
becoming entrenched, affecting not only project outcomes but
also the development of future practitioners.
This paper responds to the growing need for notebook-specific
quality guidance by introducing a lightweight, lifecycle-aware
framework grounded in established standards. Our focus is
on Tier 1 and Tier 2 users—individuals and small teams who
produce the majority of notebooks [9], [3]. These practitioners
often lack formal training in software engineering but play
a critical role in generating reproducible and trustworthy
research outputs. By aligning quality assessment with their
workflows, we aim to support early interventions that improve
maintainability and reduce long-term technical debt.
Our framework draws from ISO/IEC 25010 and the EOSC
TF–SQ3 catalogue to identify a curated set of 25 quality
metrics tailored to the notebook context. We organize these
metrics using Kruchten’s 4+1 View Model and map them
across the six-stage data science lifecycle [10]. To evaluate
the relevance and priority of each metric, we conduct ex-
pert interviews and surveys, applying Rank-Biased Precision
(RBP) and statistical analyses including Principal Component
Analysis (PCA) and clustering. We then validate the resulting
framework through practitioner feedback to assess clarity,
applicability, and practical value.
The main contributions of this paper are:
• A curated and validated set of quality metrics aligned

with ISO/IEC 25010, specifically adapted for the structure
and usage patterns of Jupyter Notebooks.

• A role- and lifecycle-aware metric framework grounded
in real-world practices and structured through the 4+1 View
Model and data science lifecycle stages.
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TABLE I
COMPARISON OF QUALITY STANDARDS.

Standard Metrics/Focus Strengths Weaknesses Relevance to Jupyter
ISO/IEC 25010 [11] Maintainability, usability, reliabil-

ity
Broad theoretical base, adaptable Lacks specific metrics, lifecycle

not included
Limited direct applicability

SIG/TUViT [12] Maintainability (modularity, testa-
bility, stability)

Practical, detailed analysis Opaque metric definitions, life-
cycle not considered

Useful with adjustments for granu-
larity

IT-CISQ [13] Structural quality (reliability, main-
tainability)

Clear industrial metrics No lifecycle integration,
enterprise-oriented

Requires significant customization

4+1 View Model [14] Architectural perspectives Multi-stakeholder perspectives No direct quality metrics,
architecture-focused

Helps stakeholder understanding,
not metric-specific

• A statistical prioritization of metrics using RBP, PCA,
and clustering to distinguish universal, context-specific, and
high-variability quality concerns.

• Empirical validation with professionals, demonstrating
the framework’s clarity, relevance, and feasibility for in-
tegration into existing workflows.

The rest of the paper is structured as follows: Section 2 reviews
existing quality models and their applicability to notebooks.
Section 3 outlines our framework development methodology.
Section 4 presents our findings and introduces the proposed
framework. Finally, Section 5 discusses deployment consider-
ations and future work.

2. RELATED WORK

In this section, we first review established software quality
standards and assess their relevance to Jupyter Notebooks. We
then review the existing literature that addresses code quality
issues in Jupyter Notebooks and finally highlight the gaps that
our research seeks to address.

2.1 Software Quality Standards

Software quality standards provide structured frameworks and
guidelines for evaluating various attributes of software sys-
tems. Although comprehensive, these standards often require
adaptation when applied to specific environments like Jupyter
Notebooks, which are characterized by exploratory, iterative
workflows. Table I presents a summary comparison of key
quality standards.

2.1.1 ISO/IEC 25010 and 25002

ISO/IEC 25010 defines a conceptual model for software
quality through a hierarchy of characteristics and subcharac-
teristics—such as maintainability, which includes modularity,
reusability, and analyzability [11]. This standard offers a strong
theoretical foundation but does not prescribe specific metrics,
leaving it to practitioners to identify appropriate quality mea-
sures based on context.
To complement this, ISO/IEC 25002 provides the operational
framework for quantifying these characteristics. It describes
how to derive quality objectives, associate them with mea-
surable properties, and evaluate actual values against target
thresholds for a given target entity under a specific context of
use.
This combined approach is particularly relevant to Jupyter
Notebooks. While the maintainability-related subcharacter-
istics from ISO/IEC 25010 (e.g., modularity, analyzability,

changeability) are applicable, the absence of predefined mea-
sures means that context-sensitive operationalization—guided
by ISO/IEC 25002—is essential. This paper directly addresses
that gap by proposing notebook-specific metrics grounded in
these standards.

2.1.2 SIG/TUViT Evaluation Criteria

The SIG/TUViT framework assesses maintainability through
characteristics such as modularity, analyzability, changeability,
testability, and stability [12]. Despite being practical and
detailed, its reliance on composite indices—most notably the
Maintainability Index (MI)—can obscure specific issues [15],
[16]. The MI combines multiple factors, including complexity,
code size, and commenting, into a single score, making it diffi-
cult to isolate which quality attribute is deficient. Moreover, the
framework does not explicitly map metrics to distinct stages
of the software lifecycle, which limits its suitability for the
evolving and iterative development patterns typical of Jupyter
Notebooks.

2.1.3 IT-CISQ Model

The IT-CISQ model targets structural software quality at-
tributes such as reliability, performance efficiency, maintain-
ability, and security [13]. It provides clear and standardized
metrics, often with automated tooling support. However, it
lacks detailed guidance on how these measures should be
interpreted or applied across different stages of the software
lifecycle. Its top-down, enterprise-oriented design makes it
less adaptable to the informal, exploratory workflows that
characterize notebook-based research, thereby reducing its
effectiveness in academic or early-stage development settings.

2.1.4 4+1 View Model

Kruchten’s 4+1 View Model organizes system architecture into
five perspectives: logical, development, process, physical, and
scenarios [14]. Though it provides excellent clarity for stake-
holder views, it does not offer direct metrics for code quality
evaluation. To be useful in a Jupyter context, it would need to
be integrated with additional quality-specific frameworks.

2.2 Code Quality in Jupyter Notebooks

Several studies have directly tackled the issue of code quality
within Jupyter Notebooks. Table II summarizes their key
findings and identified gaps.
Wang et al. [2] conducted one of the earliest and most com-
prehensive investigations, highlighting issues such as unused
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TABLE II
SUMMARY OF CONTRIBUTIONS AND GAPS IN KEY STUDIES ON JUPYTER NOTEBOOK CODE QUALITY.

Study Main Contributions Identified Gaps
[2] Highlighted common code quality issues in Jupyter Notebooks; compared

notebooks with Python scripts; stressed educational impact of poor prac-
tices; called for automated tools.

Did not propose concrete tools or frameworks; lacked standardized metrics
or actionable improvement strategies.

[3] Investigated reproducibility in a large-scale study; emphasized how missing
metrics harm reproducibility; provided reproducibility statistics.

Focused mainly on reproducibility without proposing specific quality met-
rics or frameworks for improvement.

[17] Compared cyclomatic complexity and line counts between notebooks and
scripts; noted higher complexity in notebooks.

Highlighted complexity issues but did not suggest solutions or specific
interventions tailored to notebook environments.

[18] Quantified code duplication in Jupyter Notebooks; pointed out lack of
tooling to manage duplication effectively.

Identified duplication problems but did not develop or recommend concrete
tools for duplication management or code refactoring.

[19] Emphasized the overall lack of systematic approaches to notebook quality
evaluation.

Identified the broader problem but did not offer practical frameworks,
metrics, or targeted solutions for tier 1 and tier 2 practitioners.

variables, deprecated functions, and deviation from coding best
practices. The educational implications are also significant, as
Jupyter Notebooks are widely used for teaching programming,
and poor habits established early may persist into professional
practice. Moreover, Wang et al. emphasized the urgent need
for automated tools to systematically analyze notebook code
quality.
Pimentel et al. [3] extended this discussion by analyzing
reproducibility in 753,405 Python notebooks, revealing alarm-
ingly low reproducibility rates of 4.90% to 15.04%. They
highlighted the absence of standardized metrics as a major
obstacle to improving notebook reliability.
Adams et al. [17] compared notebook-based and script-based
Python code, finding that notebooks typically have more lines
of code and higher cyclomatic complexity, indicating greater
complexity and potential maintainability challenges.
Koenzen et al. [18] reported a substantial amount of code
duplication within notebooks, with one in every 13 code cells
duplicated. Current tools inadequately support managing such
duplication, underscoring the need for better metric-driven
solutions.
Finally, Grotov et al. [19] emphasized the overarching lack
of comprehensive understanding and systematic approaches
to notebook code quality. Tier one and two practitioners,
in particular, face significant challenges, presenting a crucial
research opportunity.

2.3 Identified Gaps

Given the observations from existing studies, the literature
highlights several overarching gaps that our work aims to
address.
The first identified gap is the lack of Jupyter-specific metrics
tailored to the iterative and exploratory workflows charac-
teristic of Jupyter Notebooks. Existing metric frameworks
often lack sufficient transparency and granularity, making them
difficult to adapt effectively to the unique structure and use
patterns of notebooks.
The second gap is the insufficient integration of software
quality metrics into the distinct stages of the data science
project lifecycle. Metrics must be customized to align with
the specific activities and goals at each stage, as well as with
the roles and workflows within collaborative research teams
[10]. To guide this integration, we adopt the lifecycle stages
proposed by Zhang et al. [10], namely Data Acquisition, Data

Cleaning, Feature Engineering, Model Building, Model Eval-
uation, and Model Deployment. Each of these stages presents
unique challenges and demands specific quality metrics for
effective guidance. Proper integration ensures that metrics not
only support technical objectives but also adapt to evolving
project contexts.
The final gap is the lack of empirical validation of metrics
through professional feedback and practical testing. Validating
metrics is crucial to confirm their applicability and reliability,
ensuring that they align with stakeholder objectives and are
suitable across different lifecycle stages.
In this paper, we aim to address these gaps by developing a
structured and context-sensitive framework for managing and
improving code quality in Jupyter Notebooks.

3. METHODOLOGY

This section outlines the sequential research steps undertaken
to develop and validate a practical framework of software
quality metrics tailored specifically to Jupyter Notebooks.
Our approach is grounded in three key dimensions: socially-
informed, meaning metrics are guided by developer practices
and community challenges; role-aware, meaning metrics are
prioritized differently based on stakeholder roles (e.g., re-
searchers, educators, developers); and lifecycle-aware, mean-
ing metric relevance shifts across data science stages from
acquisition to deployment. As illustrated in Figure 1, our
methodology comprises four interrelated phases: metric selec-
tion, expert validation, statistical prioritization, and framework
validation. Each of these phases is described in detail in the
following subsections.

3.1 Step1: Metric Selection & Filtering

In the first phase of our methodology, we aimed to identify
quality attributes that are both relevant and measurable for
assessing the quality of Jupyter Notebooks. We began with the
TF–SQ3 quality attribute catalogue from the EOSC Software
Quality Task Force [20], which is grounded in the ISO/IEC
25010:2011 quality model [11] and tailored for research-
oriented tools such as scripts, prototypes, and notebooks.
TF–SQ3 includes 143 attributes, covering standard quality
categories along with additional ones like Scalability and
Supportability.
To adapt this catalogue to the notebook context, we applied
two main filtering criteria: (a) Measurability: the metric must
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Step 1: 
Metric Selection & Filtering

Step 2: 
Expert Validation via Interviews 
and Survey-Based Ranking

 

Step 3: 
Statistical Prioritization Using 
RBP and Data Analysis

143 Metrics
TF–SQ3 
catalogue

25 Metrics Initial Ranked List Drafted Framework

Step 4:
Framework Construction and 
Validation via Expert Feedback

Figure 1. Overview of the methodological workflow.

have a well-defined calculation method or implementation
guidance; (b) Relevance: the metric should reflect concerns
common in notebook-based, data-centric workflows. We fur-
ther prioritized attributes aligned with typical characteristics
of research software, such as modular code-cell structure,
testability, and maintainability. Specific attention was given
to issues like code duplication, hidden dependencies between
cells, and maintainability indicators (e.g., cyclomatic complex-
ity, lines of code) [2], [17].
This filtering process resulted in a final set of 25 quality met-
rics, carefully selected for their applicability to notebooks and
potential for automation. These metrics serve as the foundation
for the following validation and prioritization stages.

3.2 Step 2: Expert Validation via Interviews and Survey-Based
Ranking

Following the metric selection, we conducted a two-phase
expert validation process to assess the practical relevance
and contextual fit of the filtered metrics. We engaged ten
professionals—software engineers, data scientists, technical
consultants, and project managers—chosen to reflect diverse
roles in notebook-driven and research software environments.
The first phase involved semi-structured interviews designed
to explore how these experts perceive quality attributes such
as maintainability, technical debt, and testability. Participants
also reflected on how static and dynamic analysis techniques
apply to notebook-based workflows. As part of the interview,
each participant was asked to identify and rank a subset
of ten metrics they found most relevant, using a tailored
version of Kruchten’s 4+1 View Model [14], which organizes
perspectives into Logical, Development, Process, Physical, and
Scenarios views.
In the second phase, we administered a structured survey to
the same participants. This survey presented the complete list
of 25 metrics and asked respondents to:(a) categorize each
metric into one or more of the 4+1 viewpoints, and (b) rank
its importance within each applicable viewpoint.
This combination of qualitative and quantitative data helped us
establish a multi-perspective ranking across professional roles,
linking metrics to both stakeholder concerns and practical
development contexts.

3.3 Step 3: Statistical Prioritization Using RBP and Data
Analysis

To quantitatively prioritize the 25 validated metrics, we applied
RBP [21], a ranking evaluation method from information

retrieval that emphasizes the top positions in ordered lists. We
selected RBP over traditional alternatives like Borda Count
or Kemeny-Young because it better aligns with our objective:
identifying metrics that experts consistently rank as most
critical within specific professional viewpoints.
Using the RBP algorithm, we aggregated viewpoint-specific
rankings from the survey data to produce five ranked metric
lists, each corresponding to one of Kruchten’s 4+1 viewpoints
(Logical, Development, Process, Physical, and Scenarios).
This helped highlight which metrics were broadly agreed upon
and which were more context-specific.
To further interpret inter-metric relationships and stakeholder
variation, we conducted additional analyses including corre-
lation mapping, principal component analysis (PCA), hier-
archical clustering, and role-based radar chart visualizations.
These techniques provided a multidimensional understanding
of how metrics interact and vary in importance across roles
and perspectives.

3.4 Step 4: Framework Construction and Validation via Expert
Feedback

In the final phase of our methodology, we synthesized the
ranked and analyzed metrics into a structured framework
and validated its design through expert feedback. Drawing
on insights from RBP rankings, clustering, and role-based
prioritizations, we organized the 25 metrics into three cat-
egories: (a) Universal metrics: consistently important across
most viewpoints and roles; (b) View-specific metrics: strongly
relevant within certain professional or project contexts; (c)
High-variability metrics: context-sensitive and variable across
lifecycle stages or roles. We then mapped these metrics
to the stages of the data science lifecycle based on prior
research [10] and typical Jupyter-based workflows. This pro-
duced a lifecycle-aware quality guidance framework aimed at
helping practitioners select appropriate metrics at each phase.
To validate the framework, we invited six professionals across
data science, software engineering, and research to review it
via a structured survey.1 Participants were asked to assess
the framework along five dimensions: clarity, relevance, ap-
plicability, lifecycle coverage, and overall usefulness. Their
qualitative feedback was then used to assess the framework’s
strengths and areas for improvement.

1The full survey template is available at: https://acesse.one/PK3uh
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4. RESULTS AND ANALYSIS

This section reports the outcomes of the four-phase method-
ological approach outlined in Section 3. We first present the
set of quality metrics selected for Jupyter Notebooks and then
describe, in three connected stages, how expert feedback was
collected and analysed.

4.1 Selected Quality Metrics for Jupyter Notebooks

The initial phase of our framework resulted in a curated set
of 25 quality metrics tailored to the unique characteristics of
Jupyter Notebooks. These metrics, drawn from the TF–SQ3
catalogue [20] and filtered through a process outlined in
Section 3-A, emphasize measurable and automation-friendly
indicators aligned with notebook-based research workflows.
The final set predominantly addresses aspects of maintainabil-
ity, such as modular organization, testability, and complex-
ity management. This focus reflects the recurring challenges
in data science notebooks—particularly their evolution over
time, collaborative use, and susceptibility to issues like code
duplication and hidden cell dependencies [22], [3], [5], [2].
These metrics, shown in Table III, provide the foundation for
the subsequent expert validation and statistical prioritization
phases.

4.2 Expert Validation and Viewpoint-Based Metric Ranking

To understand how software quality is interpreted and pri-
oritized in notebook-centric environments, we conducted ex-
pert validation with ten professionals from diverse technical
backgrounds. These individuals participated in a structured
three-phase process: interviews, a metric-ranking task, and a
lifecycle-mapping exercise.
In the interview phase, participants shared domain-specific
insights into notebook-related quality concerns—particularly
around maintainability, testability, and technical debt. They
also discussed their use of quality tools and reflected on
differences between static and dynamic analysis in exploratory
workflows. Each expert evaluated a curated set of ten metrics
aligned with Kruchten’s 4+1 View Model, revealing distinct
preferences across roles and viewpoints.
Figure 2 shows the diversity of participant experience, which
strengthened the external validity of our findings. Table IV
maps professional roles to the 4+1 viewpoints, illustrating how
each role emphasizes different quality concerns.
In the survey phase, experts were asked to categorize and rank
the full set of 25 metrics across the 4+1 viewpoints. This
produced a structured dataset of viewpoint-specific rankings,
enabling us to analyze how quality priorities vary by role and
perspective.
In the final stage, participants linked the metrics to stages of
both the software and data-science lifecycles, grounding the
framework in real-world practice and informing the statistical
prioritization phase that follows.

4.3 Statistical Prioritization and Inter-Metric Analysis

We employed statistical analyses to prioritize and interpret
the quality metrics collected from expert interviews. We used

TABLE III
FINAL SET OF 25 METRICS SELECTED FROM THE EOSC SOFTWARE

QUALITY TASK FORCE CATALOGUE (TF–SQ3) FOR JUPYTER
NOTEBOOKS.

Metric Dimension Measurability
(1-10)

Relevance to
Jupyter Notebooks

Modularity Maintainability 9 Organization of
code

Cohesion Maintainability 8 Cell coherence
Coupling Between
Objects

Maintainability 8 Dependencies

Depth of
Inheritance Tree

Maintainability 7 Inheritance hierar-
chy

Comment Density Modifiability 9 Documentation
clarity

Code Smells Maintainability 9 Code quality
Maintainability In-
dex

Maintainability 9 Overall
maintenance

Technical Debt Maintainability 8 Maintenance
burden

Cyclomatic
Complexity

Complexity 9 Control flow com-
plexity

Unit Tests Testing 9 Test coverage
Code Duplication Maintainability 8 Repeated code
Dependency Man-
agement

Management 8 External dependen-
cies

Security Vulnerabil-
ities

Security 9 Security risks

Software Size Performance 8 Resource usage
Defect Rate Reliability 9 Bug frequency
Code Churn Modifiability 8 Code change rate
Test Success Rate Testing 9 Test pass percent-

age
Cognitive Complex-
ity

Complexity 8 Human understand-
ing

Percentage of As-
sertions

Testing 8 Test coverage

Architectural Com-
plexity

Complexity 9 System design (flow
of cells)

User Satisfaction Usability 9 End-user
experience

Requirement Trace-
ability

Management 8 Connection of
requirements with
code

Number of Function
Calls

Performance 8 Code performance

Lines of Code Modifiability 7 Code size
Percentage of Re-
dundant Code

Modifiability 8 Unused code

RBP to prioritize the expert-ranked metrics and highlight those
considered most critical within each of the five viewpoints
defined by the 4+1 model. Table V summarizes the top RBP-
ranked metrics for each viewpoint, alongside key observations
reflecting the focus areas of experts in different roles.
To examine how metrics relate across views, we performed
correlation analysis and PCA. As shown in Figure 3, strong
alignment was observed between the Logical and Process
viewpoints (correlation: 0.971), and between Physical and Sce-
narios (0.990), suggesting shared metric priorities. PCA results
explained 71.6% of the total variance, effectively separating
high-level architectural metrics from low-level code metrics.
Hierarchical clustering (Figure 4) revealed meaningful group-
ings, such as Architectural Complexity clustering with Tech-
nical Debt, and Security Vulnerabilities grouping closely
with Defect Rate—highlighting common patterns of co-
prioritization.
Figure 5 shows that metric preferences vary by role, under-
scoring the need for role-sensitive customization. Software
Architects (SA) and Full-Stack Developers (FE Dev) prioritize
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a)  Professions Among Respondents b)  Company Focus Areas. c)  Educational Backgrounds Among Participants 

d)  Company Size Across Different Professions e)  Experience by Profession

Figure 2. Professional background and experience levels of expert participants involved in the metric validation study.

TABLE IV
KRUCHTEN’S 4+1 VIEWS MAPPED TO PRIMARY QUALITY CONCERNS, TYPICAL SOFTWARE ROLES, AND CORRESPONDING NOTEBOOK-CENTRIC ROLES.

4+1 View Primary Quality Focus Typical Professions Notebook-Centric Roles
Logical Architecture, data flow, overall functionality Software Consultant, Software Archi-

tect, System Analyst
Data Scientist, Researcher, Engi-
neer/Analyst/Programmer

Development Code structure, reuse, modularity Software Engineer, Programmer, Front-
end/Back-end Developer

Programmer, Data Scientist, Engi-
neer/Analyst/Programmer

Process Execution order, performance, automation DevOps Engineer, AI Engineer, Process-
Automation Specialist, Performance En-
gineer

AI Engineer, Data Scientist,
Researcher/Scientist

Physical Runtime environment, hardware resources,
deployment configuration

System Administrator, Network
Engineer, Machine-Learning Engineer,
Cloud Engineer

ML Engineer, Data Scientist, Domain Expert

Scenarios User validation, test behaviour, usability UX Designer, QA Engineer, Researcher,
Software Consultant

Researcher, Data Scientist, Communicator

a) Correlation heatmap of viewpoint scores                             b) PCA of RBP scores across metrics

Figure 3. Inter-metric relationships based on (a) correlation and (b) PCA analysis.

structural metrics like Modularity and Technical Debt, while
Data Scientists (DS) and Consultants emphasize Comment
Density and Cohesion. Systems Engineers (SE) focus more
on Coupling and Depth of Inheritance Tree (DIT), reflecting

deeper architectural concerns. These differences support tai-
loring metric selection to user roles.
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TABLE V
TOP QUALITY METRICS PER VIEWPOINT BASED ON RBP SCORES.

Viewpoint Top Metrics (by RBP) Key Observations
Logical Architectural Complexity,

Modularity, Technical Debt
Focus on system design and
modular structure.

Development Code Smells, Technical Debt,
Code Duplication

Highlights code quality and
maintainability issues.

Process Security Vulnerabilities, De-
fect Rate, Technical Debt

Emphasizes robustness, secu-
rity, and defect management.

Physical Software Size, Security Vul-
nerabilities, Technical Debt

Resource management and se-
curity concerns dominate.

Scenarios User Satisfaction, Require-
ment Traceability, Defect Rate

Prioritizes user interaction and
project success.

Figure 4. Hierarchical clustering of metrics by expert-assigned
RBP scores across the 4+1 viewpoints.

Figure 5. Radar Chart of Metrics - Priorities by Profession.

4.4 Framework Construction and Validation
Based on prior statistical analysis and expert input, we struc-
tured the final metric framework into three categories:

(a) Universal metrics—such as Technical Debt, Architec-
tural Complexity, and Security Vulnerabilities—were highly
ranked across multiple viewpoints (Table V) and appear
consistently in correlation, clustering, and PCA results.
Their strong interdependencies are shown in Table VI and
visualized in Figure 6.

(b) View-specific metrics—such as User Satisfaction, Require-
ment Traceability, and Software Size—were highly ranked
only within certain views or roles (Table VII).

(c) High-variability metrics—including Lines of Code and
Cognitive Complexity—showed inconsistent importance
across viewpoints, reflecting their context-sensitive rele-
vance (Table VIII).

TABLE VI
COMMONLY PAIRED METRICS AND RATIONALE FOR CO-USE.

Metric Pair Usage Together Reasoning
Technical Debt
& Architectural
Complexity

They are correlated: if the
cell running structure is
good, then, if the prod-
uct grows in expands, there
will be less chance of
”technical debt”

High correlation
in views
(Process: 0.971,
Physical: 0.951);
Architectural
Complexity aids
in controlling
Technical Debt.

Modularity & Co-
hesion

Both strongly related to
maintainability

Modularity
(Logical: 2nd, Dev:
5th) – supported
by Cohesion
(Logical: 6th, Dev:
6th) to keep its
modules focused
and consistent.

Security
Vulnerabilities
& Dependency
Management

Together, they can secure
the environment against
third-party libraries.

High RBP in Pro-
cess and Physical
Views; Dependency
Management tracks
and mitigates the
security risks.

Defect Rate & Test
Success Rate

Reliable software that runs Defect Rate (Pro-
cess: 2nd, Scenar-
ios: 3rd) is comple-
mented by Test Suc-
cess Rate (Scenar-
ios: 4th) for robust
code.

Code Smells &
Maintainability
Index

Resolving code smells
early benefits in the long-
run, and helps improve the
Maintainability Index as
well

Code Smells (Dev:
1st) signals issues
early; Maintainabil-
ity Index - overall
code health assess-
ment.

TABLE VII
VIEW-SPECIFIC METRICS WITH SUPPORTING CONTEXT.

Metric Specific
View

Supporting
Evidence

Contextual
Relevance

User Satisfaction Scenarios
View

1st in Scenarios
(RBP: 0.840)

”User Interaction
focus”, less
Devlopment view

Software Size Physical
View

1st in Physical
(RBP: 0.564)

Crucial for resource
efficiency in
deployment

Requirement Trace-
ability

Process
View

2nd in Process
(RBP: 0.654)

Ensures
requirement
alignment; it is
less relevant post-
development

DIT (Depth of In-
heritance Tree)

Logical
View

Moderate in Logical
(7th, RBP: 0.196)

Important in
design/prototyping
phases
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Figure 6. Categorization of Metrics Views.

TABLE VIII
METRICS WITH HIGH VARIABILITY ACROSS VIEWPOINTS.

Metric High
Variability
View

Evidence Contextual
Relevance

Cognitive Complex-
ity

Process View Wide range,
outliers

Highly important
in development,
but less in process
views

Test Success Rate Development
View

High variabil-
ity, outliers

Critical in testing; it
varies across phases

Cyclomatic
Complexity

Physical View Low rank,
variable

Important in devel-
opment, less in de-
ployment

Percentage of As-
sertions

Development
View

Moderate-high
variability

Crucial in testing,
but less in
design/deployment

Lines of Code
(LoC)

Development
View

Significant
variability

Important in devel-
opment, but much
less elsewhere

To guide application in practice, we mapped these metrics
to stages of the data science lifecycle (Table IX), creating
a lifecycle-aligned quality framework (Table X). This helps
users select appropriate metrics based on the current phase of
notebook development, from data preparation to deployment
and maintenance. Example use cases for view-specific metrics
are provided in Table XI.
We then validated this framework with six domain experts
via structured surveys and follow-up interviews. As shown in
Figure 7, experts rated the framework positively across key
dimensions:

(a) Clarity: All participants found it easy to understand.
(b) Relevance and applicability: Most found the universal

metrics highly relevant and applicable to real-world note-
book workflows.

TABLE IX
MAPPING SOFTWARE STAGES TO DATA SCIENCE ACTIVITIES.

Jupyter Develop-
ment Stage

Data Science
Equivalent

Key Activities

Initiation, Planning, and
Design Stages

Data Acquisition, Data
Cleaning & Preparation,
Feature Engineering

Requirement Gathering
Scope Definition
Strategy Planning
Resource Allocation
System Designing
Feature Specifying

Development Stage Model Building Code Writing
Feature Implementing

Testing Stage Model Evaluation Test Conducting
Quality Checking

Deployment Stage Model Deployment Release Managing
Solution Deploying

Maintenance Stage Monitoring &
Maintenance

System Monitoring

Issue Resolving

(c) Coverage: Four experts agreed the framework spans the
full lifecycle, though two noted areas where more domain-
specific tailoring might help.

(d) Usefulness: Five participants saw practical value, suggest-
ing the framework could serve as a checklist or inform a
lightweight quality assessment tool.

Several participants emphasized the usefulness of lifecycle
alignment, while also suggesting that view-specific metrics
could benefit from more contextual examples—leading to the
inclusion of Table XI in the final framework.
Overall, the feedback supports the framework’s practical utility
and conceptual soundness, while highlighting opportunities
for future enhancement through better domain adaptation and
integration into development workflows.

Figure 7. Expert feedback validating the framework across
five key dimensions.

5. CONCLUSION

This study introduces a structured framework to enhance code
quality in Jupyter Notebooks, addressing key issues like re-
producibility, maintainability, and coding practices commonly
faced by users. Our approach involved literature reviews,
selecting relevant metrics, expert consultations, and statistical
validation, resulting in 25 practical quality metrics aligned
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TABLE X
CUSTOMIZABLE SOFTWARE QUALITY GUIDANCE FRAMEWORK.

(Kruchten’s 4+1 View Model: L = Logical, D = Development, P = Process, Ph = Physical, S = Scenarios.)

Data Science Stage View Core Metrics (Universal) View-Specific Metrics (Contextual)
Data Acquisition,
Cleaning & Preparation,
Feature Engineering

Logical Ar. Complex.(L,D,P,Ph)
Technical Debt (L,D,P,Ph)
Security Vul. (P, Ph, L)
Modularity (L,D)
Cohesion (L,D)
Defect Rate (P,S)
Test Success Rate (D,P)
Code Smells (D,P)
MI Index (L,D,P)
Dep Manag.(L,P)

Coupling
Process Requirement Traceability

Model Building
Logical Coupling, Comment Density

Dev.

Code Smells, Cyclomatic
Complexity, Cognitive
Complexity, Lines of Code
(LoC), Percentage of
Assertions, Unit Tests,
Code Duplication

Physical Software Size, Number of Function Calls

Model Evaluation Dev.
Cognitive Complexity,
Percentage of Assertions,
Code Smells, Unit Tests

Model Deployment Physical Software Size, Number of Function Calls
Scenarios User Satisfaction

Monitoring & Maintenance Physical None
Scenarios User Satisfaction

TABLE XI
USE CASES FOR VIEW-SPECIFIC METRICS IN NOTEBOOKS.

View-
Specific
Metric

Data Science Stage Use-Case Scenario in
Jupyter Notebooks

Coupling Data Acquisition, Clean-
ing & Preparation

Managing dependencies be-
tween various data sources at
the data gathering stage.

Requirement
Trace-
ability

Data Acquisition, Clean-
ing & Preparation

Verify that the collected data
is valid for the project require-
ments.

Comment
Density

Feature Engineering,
Model Building

Documenting the transforma-
tion steps at feature engineer-
ing.

Code
Smells

Feature Engineering,
Model Building

During model building,
identify and refactor ”code
smells.”

Cyclomatic
Complex-
ity

Feature Engineering,
Model Building

At feature selection and data
transformation, apply simpler
logic to the functions.

Cognitive
Complex-
ity

Feature Engineering,
Model Building

Ensure the code is under-
standable, especially for self-
learners.

Lines
of Code
(LoC)

Feature Engineering,
Model Building

Track the growth of scripts
to manage and optimize com-
plexity.

Percentage
of Asser-
tions

Feature Engineering,
Model Building

Feature engineering and trans-
formation processes require
validation through tests to en-
sure prediction accuracy.

Code Du-
plication

Feature Engineering,
Model Building

Remove redundant/repetitive
code to enhance performance.

Software
Size

Model Deployment Optimize the size of deploy-
ment packages for efficient
model deployment.

Number
of
Function
Calls

Model Deployment Reduce function calls to im-
prove performance during de-
ployment.

User Sat-
isfaction

Model Deployment,
Monitoring &
Maintenance

Collect user feedback post-
deployment to improve the
model or process.

with the EOSC TF–SQ3 catalogue and ISO/IEC 25010 stan-
dard.
We grouped these metrics into three categories: universal
metrics applicable to most scenarios, view-specific metrics
tailored for particular stakeholders, and high-variability met-
rics that depend on specific project contexts. Ten univer-
sal metrics, including Architectural Complexity, Modularity,
Technical Debt, Code Smells, and Dependency Management,

consistently appeared as important indicators of notebook
quality. Architectural Complexity stood out notably, given
its significant impact on execution order and reproducibility,
common issues in notebook usage.

We further developed a lifecycle-based mapping of metrics
to match the six stages of data science projects—from Data
Acquisition to Maintenance. This ensures each metric is ap-
plied effectively at the right project stage, such as Requirement
Traceability early in projects, Cyclomatic Complexity during
model building, and User Satisfaction after deployment. The
framework emphasizes that selecting metrics should consider
both the development stage and the user’s role.

Feedback from industry and academic professionals confirmed
the framework’s practicality and relevance, leading to re-
finements like clearer definitions for specific use-cases and
emphasizing customization.

Overall, this research provides an adaptable, practical frame-
work specifically tailored to improve the quality of Jupyter
Notebooks, balancing their exploratory nature with structured
software engineering practices. By grounding metric selection
in real-world validation and practical contexts, the framework
supports educators, researchers, and developers in producing
more robust and maintainable notebooks.

Future research could focus on creating new metrics specif-
ically designed for Jupyter Notebooks, addressing unique
features like non-linear execution, embedded visualizations,
and integrated documentation. Developing metrics for struc-
tural coherence, execution consistency, visualization integrity,
and reproducibility of interactive elements would improve
diagnostic tools and practices.

Additionally, integrating this framework into everyday tools
like JupyterLab extensions, GitHub Actions, or educational
platforms would encourage broader adoption and provide im-
mediate, practical feedback. This integration would also sup-
port ongoing improvement of metrics based on user feedback
and data, further enhancing reproducibility and maintainability
as Jupyter Notebooks continue to play an essential role in
research, industry, and education.
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