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Abstract
Annotation of segment boundaries in child speech presents
a persistent challenge, particularly with large-scale datasets.
While auto-segmentation methods have been developed for
adult speech, little attention has been paid to evaluating their
performance on child speech.

This study evaluates factors contributing to performance of
automatic segmentation by analyzing the annotations of two
studies into Australian-English-speaking children. The first
study assesses human-human reliability in 3- and 12-year-olds.
The second compares manual and the Montreal Forced Aligner
(MFA) segmentation in 4- to 11-year-olds.

The results indicate that the MFA falls short of the hu-
man annotator, though discrepancies decrease as children grow
older. Systematic discrepancies between the human annota-
tor and the MFA suggest different criteria for placing segment
boundaries. These results shed light on how to incorporate
adult-based automatic aligners into semi-automatic (and thus:
still partially manual) acoustic analysis of child speech.
Index Terms: auto-segmentation, child speech annotation

1. Introduction
The development of children’s speech production is investigated
with increasingly large datasets [1]. Traditionally, the first,
time-consuming, step of many acoustic analyses of speech is
hand annotation of segment boundaries. Substantial time can
be saved by automating this step using automatic segmenta-
tion methods, a type of automatic speech recognition (ASR)
also referred to as forced alignment. These tools are typically
trained on adult speech and have been widely tested and suc-
cessfully implemented to speed up the acoustic analysis of adult
speech (see review from [2]). The present study contributes to
the evaluation of the feasibility of using such adult-based auto-
matic segmentation to facilitate the analysis of (larger) datasets
of speech of children of various ages.

It is known that the performance of automatic segmentation
tools is reduced when applied to child speech. There are two
commonly used metrics of performance: one is alignment ac-
curacy, measuring the proportion of automatically determined
segment intervals that match a true phone; the other is temporal
accuracy, measuring the (absolute) temporal distance between
the (accurately matched) automatic and manual alignments [3].
Mahr et al. [4] evaluated the performance of popular automatic
segmentation algorithms on American-English child speech and
reported that the best-performing aligners achieved up to 89%
phone-level alignment accuracy—approaching but not reaching
human-level precision (96% in their paper). For these accurate
alignments, the temporal accuracy in terms of mean boundary-
location differences is 26-29 ms. Similarly, Knowles et al.

[3][5] found an alignment accuracy of approximately 88% for
vowels in one corpus. For the accurately aligned vowels, the
temporal accuracy in terms of absolute boundary-location dif-
ferences lies around 20 ms. Both studies focused more on
alignment than temporal accuracy to evaluate the performance
of automatic segmentation tools, finding that factors contribut-
ing to suboptimal performance include differences in training
data, forced alignment algorithms, child age and segment types.
However, for incorporation of forced alignment methods into
acoustic child speech research, understanding the impact of
these factors on temporal alignment is equally if not more im-
portant.

From the perspective of a child speech researcher, it is crit-
ical to understand how age contributes to the performance of
forced alignment algorithms. Overall, previous results show
that automatic speech segmentation is better as children are
older [3][4]. It is well established that children’s speech under-
goes rapid changes throughout development [6][7], contributing
to significant between-child variability [8]. And even the speech
within a single child at one age will display substantial vari-
ability, due to developing motor control and phonological profi-
ciency [8]. This variability in children’s speech can persist even
into adolescence and cause difficulty for ASR systems such as
automatic transcription [9][10][11]. However, previous evalu-
ation studies on automatic segmentation have only explored a
limited age range (from 2 to 7 years of age). The current study
aims to expand this scope by exploring the effect of age on au-
tomatic segmentation performance in a wider range (until 11
years of age).

Previous evaluation studies have also found that the align-
ment of vowels tends to be more accurate than consonants
[3][4]. While consonants were separated out into subtypes (e.g.,
stops, sibilants, in [3]), all vowels were grouped together. How-
ever, children’s production of weak vowels specifically changes
over the course of development. Compared with adult speech,
children tend to produce longer and stronger schwa, for exam-
ple in articles [12][13]. Moreover, young children’s production
of schwa is highly variable [14]. Therefore, this study aims to
compare the performance of automatic segmentation on strong
versus weak vowels.

The previous evaluations of automatic segmentation in
child speech have omitted a further important factor for the an-
notation of segment boundaries-boundary type, the onset versus
offset of a segment. Even with exceedingly clear segmentation
protocols and human coders, mean inter-labeler deviations be-
tween two human coders are smaller at the start than the end
of a vowel [15]. For example, Wesenick & Kipp [16] find the
mean deviation of plosive-vowel boundaries (i.e., the start of the
vowel) to be 6 ms, but the deviation in vowel-plosive bound-
aries (i.e., the end of the vowel) to be 12 ms. However, only
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one study has assessed the role of boundary type on automatic
segmentation performance, reporting inconsistent results across
two different corpora [3]. Our study presents a further step in
this direction by comparing vowel onsets with offsets.

Overall, to address these gaps in the literature, this paper
thus explores the performance of an automatic segmentation
tool on child speech, with a focus on child age, vowel types,
and boundary type.

2. Methods
This study builds on the previously made annotations for two
studies into how Australian-English speaking children incor-
porate articles into their prosodic structure. Study 1 uses the
annotations from [13] of 3 and 12 year old children. A sub-
set of data have been coded by two human coders to establish
Human-Human reliability. Study 2 uses the annotations from an
in-progress study into 4-to-11 year old children. All data were
forced aligned by the Montreal Forced Aligner (MFA) [17] and
then manually corrected by a human coder, to establish Human-
ASR reliability.

2.1. Corpus

The data utilized for both studies were sourced from
AusKidTalk, a corpus comprising audio recordings of children’s
speech in Australian-English [18]. Both studies focus exclu-
sively on the sentence-repetition task in this corpus, where each
child was instructed to listen to and repeat each of the 36 pre-
recorded sentences.

All the raw data were diarized by the AusKidTalk group
[19], serving as the first step to identify suitable recordings
for research and isolate children’s utterances from surrounding
speech with corresponding orthographic transcription.

2.2. Participants

Study 1 is based on a finished study [13] which analyses data
from 32 Australian English-speaking children aged 3 and 12
years. The speech of 40% of the children was coded by two
independent annotators. Eventually, 8 children contributed to
Study 1 with 4 children aged 3 (2 boys, 2 girls) and 4 children
aged 12 (4 males, 4 females).

Study 2 is based on an in-progress study which includes
speech data from 110 children aged 4 to 11 (55 males, 55 fe-
males).

2.3. Materials

The studies are based on two experimental conditions from the
AusKidTalk sentence-repetition task, called the ”No-Clitic” and
”Clitic” conditions. All stimuli elicited Subject-Verb-Object
sentences of 5 to 6 syllables. The difference between these con-
ditions is the presence of an article in the Clitic condition, for
example Boys often cut the cards, and the absence of an article
in the No-Clitic condition, for example Boys often cut cards.
Following the research goals of Studies 1 and 2, we focused on
a limited number of vowels: two monophthong vowels /5,/U/
and one diphthong /aI/ in the verbs and schwa /@/ in the article.

In Study 1, the total number of utterance tokens consid-
ered was 96 for the 3-year-old group and 96 for the 12-year-old
group. Study 2 encompassed vowel 5051 tokens across all ages
(4-to-11 years old). The tokens coded as an error by annotators
(see below, section workflow) were excluded from analysis, re-
sulting in 152 and 4343 included tokens in Studies 1 and 2,

respectively.

2.4. Workflow

Both Study 1 and Study 2 employed a semi-automated work-
flow designed for the acoustic analysis of large-scale child
speech datasets. Differences in the workflow are due to Study
2, including use of a forced aligner.

2.4.1. Study 1: Manual workflow to assess Human-Human
inter-annotator agreement

For Study 1, two human annotators independently annotated
40% of the dataset from two age groups (3-year-old and 12-
year-old) to assess Human-Human reliability without the use
of forced alignment tools. Segment boundaries were manually
placed by two annotators. The workflow was conducted in Praat
[20] and involved two steps:

First, annotators identified mismatches between the target
and children’s production. Such errors were categorized into
phonological, morphological, and fluency-related error types,
including (among others) the error tags: “NR” (Not realized by
Children), “OM” (when children omitted an article, the format
of tag will be ”OM-the”) or ”SC” (self correction).

Then, annotators manually segmented target vowels in chil-
dren’s speech, placing segment boundaries based on waveform
periodicity and second formant (F2) visibility in spectrograms.
In cases of spectral smearing, waveform data was prioritized for
boundary placement.

2.4.2. Study 2: Semi-automatic workflow to assess Human-
ASR agreement

Study 2 required a semi-automated approach due to the larger
dataset size. For study 2, one expert annotator from study 1
and one forced aligner segmented the speech data from children
aged 4 to 11 years to assess Human-ASR agreement.

Forced alignment was conducted using the Montreal Forced
Aligner (MFA) [17], as this showed the best performance
in child speech datasets across different dialects of English
[4][5][21]. As no pre-trained model for Australian English ex-
ists within MFA, we used the US-English model. The workflow
included:

First, the human annotator coded error labels, as for Study
1. The utterances without error labels were fed into MFA to
generate automatic alignments in a Praat TextGrid. To facilitate
manual correction, a Praat script was used to convert the MFA
intervals into points on a tier for the onsets and offsets of the
verb and article vowel targets. Finally, the annotator manually
adjusted these points.

2.5. Evaluation

During the annotation process, we observed that in the elicited
task recording environment, children’s speech frequently over-
lapped with either adult speech or a beep sound used as a cue to
signal the beginning of an utterance. This overlap often resulted
in the forced aligner producing entirely mis-aligned utterances
rather than temporal errors at the phoneme level. Following
[3], the present study thus separately measured two types of
segmentation accuracy: alignment accuracy and temporal accu-
racy.
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2.5.1. Alignment accuracy

Alignment accuracy for Study 2 was defined as the proportion
of automatically generated segment intervals that included the
midpoint of the corresponding manually determined segment
intervals. Segment intervals meeting this criterion were coded
as matched alignments, and all others as unmatched alignments.
Note that unmatched cases were not observed for the Human-
Human comparison of Study 1.

2.5.2. Temporal accuracy

Temporal accuracy for Study 2 was assessed to provide a more
detailed evaluation of matched alignments by measuring the ab-
solute differences between the matched automatically and man-
ually placed boundaries. Temporal accuracy was also measured
for Study 1 between two human annotators to establish a base-
line for human annotation consistency. Both Human-Human
and Human-ASR temporal accuracy were calculated based on
absolute boundary-location differences.

Boundary-location differences were converted into accu-
racy rate, with absolute differences below 25 ms representing
acceptable discrepancies, and larger discrepancies representing
disagreement. The 25 ms is the gold-standard threshold used to
evaluate forced aligners and has been implemented in acoustic
research to evaluate both inter-labeler and Human-ASR relia-
bilities [17][22].

2.5.3. Statistical model

Alignment accuracy was analyzed using a logistic mixed-effects
model, with age included as a fixed effect and a random inter-
cept specified for each participant. Age was normalized using a
centering and scaling transformation.

For the Human-Human temporal accuracy in Study 1, a
limited number of data points was available, so no statistical
model was constructed. Instead, absolute boundary-location
differences and the accuracy rates were reported as descriptive
statistics.

For model analysis of Human-ASR temporal accuracy,
boundary-location differences (non-absolute), serving as the
first measure of temporal accuracy, was analyzed with a linear
mixed-effects model. Boundary-location accuracy, the second,
binary measure of temporal accuracy, was fitted by a logistic-
mixed effects regression model. Both models included fixed ef-
fects for age, boundary types (onset coded as -0.5 contrast with
offset coded as +0.5 ), and vowel type (strong as -0.5, weak
as +0.5), with random intercepts for individual children. More
complex random structures were not included due to issues with
non-convergence and singularity warnings

3. Result
3.1. Alignment accuracy

The logistic mixed-effects model on accuracy shows no signifi-
cant effect of age (point estimate of the odds ratio = 8.01; 95%
CI from 0.29 to 218.92; p from 1 = 0.209). Consequently, no
definitive conclusion can be drawn regarding the effect of chil-
dren’s age on the alignment accuracy of forced aligners.

3.2. Temporal accuracy

3.2.1. Age

The descriptive results of absolute boundary-location differ-
ences and accuracies are shown in Table 1. In the Human-

Human condition, the average absolute boundary-location dif-
ferences are 6.63 ms (variance = 0.098) for age 3 and 7.28 ms
(variance = 0.101) for age 12. The corresponding accuracy rates
(relative to the 25 ms threshold) are 92.9% and 96.8%, respec-
tively, indicating a similar level of agreement between human
annotators as observed in comparable previous studies [4].

In contrast, the Human-ASR comparison exhibits larger ab-
solute differences across all ages, with mean values ranging
from 12.02 ms to 15.44 ms. The highest discrepancy is ob-
served at (the youngest) age 4 (mean = 15.44 ms, variance =
0.21), while the lowest discrepancy occurs at age 10 (mean =
12.02 ms, variance = 0.097), closely followed by (the oldest)
age 11 (mean = 12.21 ms, variance = 0.1 ms). These results are
mirrored in the accuracy rates, with the lowest recorded at age
4 (88.7%), and the highest at age 10 (94.2%), followed by age
11 (93.7%). These descriptive match those of previous Human-
ASR comparisons for child speech [3].

Table 1: Absolute boundary-duration differences and percent-
ages of acceptable discrepancies

Age Number of tokens Absolute differences (ms)
Mean (Var) Accuracies (%)

Human-Human 3 96 6.63 (0.098) 92.9
12 96 7.28 (0.101) 96.8

Human-ASR

4 168 15.44 (0.21) 88.7
5 418 13.04 (0.17) 91.8
6 269 14.96 (0.2) 91.0
7 351 13.53 (0.18) 91.2
8 300 13.06 (0.15) 92.3
9 335 13.04 (0.12) 93.7
10 413 12.02 (0.097) 94.2
11 334 12.21 (0.1) 93.7

The (non-absolute) boundary-location differences dis-
played in Figure 1 show on average negative values, indicat-
ing that the automatic segmentation typically placed boundaries
earlier than the human. The linear mixed-effects model con-
firms this with a significantly negative intercept (point estimate
= -5.87 ms; 95% CI from -6.58 to -5.15; p = 2 ×10−16.

The linear mixed-effects model on the boundary-location
differences indicates a negative slope for age (point estimate =
-4.49 ms; 95% CI from -6.87 to -2.1 ms; p from 0 = 0.00028).
The logistic regression model on accuracy shows a similar pat-
tern, with accuracy increasing with age (point estimate of the
odds ratio = 1.99; CI from 0.94 to 4.26; p from 1 = 0.074).
Thus, the performance of the automatic aligner is better (i.e.,
more similar to the human) as children are older.

3.2.2. Vowel type

Figure 1 plots the boundary-duration differences as a function
of age for strong and weak vowels across two prosodic bound-
ary types. The top row in Figure 1 indicates that the weak vow-
els exhibited larger boundary-location differences than the full
vowels, which is confirmed by the significant effect of vowel
type in the linear mixed-effects model (point estimate = 9.98
ms; CI from 8.69 ms to 11.27 ms; p = 2 ×10−16) but not the
logistic mixed-effects model on temporal accuracy (point esti-
mate of the odds ratio = 0.95; CI from 0.64 to 1.39; p from 1
= 0.78). This shows that automatically segmented weak vowels
require more hand-correction than strong vowels, particularly
under stricter acceptance criteria.

There is also a significant interaction effect between age and
vowel type in both models: the extent to which discrepancies
were larger in our weak than our strong vowels was larger in
the speech of younger than older children (linear model: by
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Figure 1: Age-related changes in boundary-duration differences
(ms) across vowel type (strong vs. weak) and boundary type
(onset vs. offset). Grey dots represent individual data points;
blue lines indicate linear regression trends.

8.58 ms, CI = 4.22 ms to 12.94 ms, p = 0.00011; logistic model:
point estimate of the odds ratio = 4.62; CI from 1.21 to 17.59; p
from 1 = 0.03). Thus, the Human-ASR temporal discrepancies
between the two types of vowels narrow as children are older.

3.2.3. Boundary type

The bottom row in Figure 1 indicates that the vowel offsets ex-
hibited larger boundary-location differences than the vowel on-
sets, which is confirmed by the significant effect of boundary
type in the linear mixed-effects model on the differences (point
estimate = 12.85 ms; CI from 11.56 to 14.14 ms; p = 2 ×10−16)
and the logistic mixed-effects model on the accuracy (point es-
timate of the odds ratio = 0.5; CI from 0.34 to 0.74; p = 0.0005).
These results indicate that vowel offsets need more hand correc-
tion than vowel onsets.

There is also a significant interaction effect between age and
boundary type: the extent to which discrepancies were larger
in our offset than our onset vowel boundaries was larger in
younger than older children’s speech (point estimate = 8.58 ms;
CI from 4.22 ms to 12.94 ms; p = 6.32 ×10−7) and (point es-
timate of the odds ratio = 4.94; CI from 1.3 to 18.76; p from 1
= 0.018). The boundary-location differences between the two
types of boundaries thus narrow as children are older.

3.2.4. Further interactions

Although not directly anticipated, the remaining two interac-
tions were also significant in one or both models. There is a
significant interaction effect between vowel type and boundary
type in both models on boundary-location differences: the dif-
ficulties with offsets (compared to onsets) are larger in weak
vowels than strong vowel in the linear model (point estimate =
11.08 ms; CI from 8.51 ms to 13.65 ms; p = 2 ×10−16) and in
the logistic model on accuracy (point estimate of the odds ratio
= 0.35; CI from 0.16 to 0.76; p from 1 = 0.007). Finally, there
is a significant three way interaction between age, verb type and
boundary type in the linear model, indicating that the extent to
which the difficulties with offsets are larger in weak than strong
vowel became smaller as children grow older (point estimate
= -20.52 ms; CI from -29.22 ms to -11.82 ms; p = 0.000039).
Note that this interaction effect is not significant in the logistic
model on accuracy (point estimate of the odds ratio = 10.1; CI
from 0.7 to 145.13; p from 1 = 0.089)

4. Discussion
The objective of this set of studies was to assess the perfor-
mance of automatic segmentation, specifically the MFA [17], in
terms of its alignment and temporal accuracy for child speech
(ages 4 to 11 years), comparing strong versus weak vowels as
well as segment onsets and offsets.

The results of alignment accuracy highlight the impor-
tance of manual checks following automatic (forced) alignment.
While no significant effect of age was found, unmatched align-
ments occurred across all age groups, indicating that the au-
tomatic aligner did not always approximate the approximately
correct interval for a segment. Moreover, the reported align-
ment accuracy is contingent and substantially improved by the
automatic speaker diarization and manual error coding in our
workflow. Informal inspection of forced alignment results in
the absence of diarization and error coding suggest that align-
ment accuracy would deteriorate without these steps. There-
fore, implementing a semi-automatic (rather than fully auto-
matic) workflow with manual steps before and after automatic
alignment is thus still critical when analyzing child speech.

The results on temporal accuracy demonstrate superior per-
formance for the Human-Human alignment (7 ms on average)
compared to the Human-ASR alignment (approximately 13.5
ms on average), suggesting that automatic segmentation still
falls short of human precision. Systematic discrepancies be-
tween the human annotator and the MFA may partially account
for this difference, as the MFA consistently places boundaries
earlier than the human annotator. Considering just vowel on-
sets, this may reflect that human annotators consistently refer to
formant structure stabilization to mark the beginning of vowels,
thus ignoring much of the variability in children’s realizations.
The MFA, on the other hand, may use a multitude of cues, for
example marking some vowel onsets during the initial periodic-
ity before a vowel takes its full spectral form.

Regarding age effects on the temporal accuracy of the au-
tomatic aligner, the present study found that discrepancies be-
tween human annotators and the ASR decreased, while align-
ment accuracy improved as children grew older. This is con-
sistent with the previous evaluation studies [3][4], reinforc-
ing the notion that state-of-the-art adult-based automatic seg-
mentation systems struggle with processing younger children’s
speech. The results from this study furthermore highlight that
manual correction for younger children requires particular at-
tention where automatic alignment performance is less reliable-
specifically, for weak vowels and offset boundaries.

5. Conclusion
In this study, we assessed how age, vowel type and boundary
affect the performance of the Montreal Forced Aligner on child
speech of 4-to 11-year-old children.The results indicate that the
MFA falls short of the human annotator, though discrepancies
decrease as children grow older. Systematic discrepancies be-
tween the human annotator and the MFA suggest different cri-
teria for placing segment boundaries. These results shed light
on how to incorporate adult-based automatic aligners into semi-
automatic (and thus: still partially manual) acoustic analysis of
child speech.
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