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Abstract
Although work has changed over the past decades, detailed studies
on what it is that employees do in these changing jobs are lagging behind.
Researchers and practitioners alike miss information about how work could best
be organized to facilitate employee well-being. The development of methods
such as text mining could provide a viable means of addressing the issues
current job analysis methods have with uncovering what employees do in the
broader context of the changing nature of work. Our findings show that it is
possible to automatically extract and analyze tasks from online vacancies, which
have relatively high correspondence with tasks collected using a task inventory.
The text mining method generally performed better on average importance and
inclusion ratings due to the lower level of detail of the automatically extracted
tasks. In addition, the text mining method provided a wider variety of contextualized tasks drawn from a larger sample of jobs, whereas the task inventory yielded
more detailed and more mundane tasks. Text mining thus complements rather
than substitutes current job analysis methods. In addition, we showed that not
all tasks were equally related to employees’ job satisfaction, work overload, and
emotional exhaustion, making it worthwhile to include more task data in studies
on employee well-being.
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There is a need for more and better insight into what employees do in their
contemporary jobs. Work has changed immensely over the past decades due
to fast technological changes and globalization (Grant & Parker, 2009; Parker,
2014). A lot of work has become more complex, knowledge-based, and demanding
in terms of requiring teamwork and flexibility (Ashford, George, & Blatt, 2007).
Furthermore, work has changed due to downsizing and restructuring efforts aimed
at decreasing costs while increasing efficiency, which has resulted in increased
job insecurity, flexible contracts, work hours, and (experienced) workload
(Sparks et al., 2001; Spreitzer et al., 2017). These trends, often collectively
referred to as ‘the changing nature of work’, have inspired research on topics
including boundaryless careers (Arthur & Rousseau, 2001), the gig-economy
and alternative work arrangements (Spreitzer et al., 2017), the de-jobbing of organizations (Singh, 2008), online (team)work or teleworking (Lautsch & Kossek,
2011), and the computerization of jobs (Frey & Osborne, 2013).
Lagging behind are detailed studies on what employees actually do
in these changing jobs, which means researchers and practitioners alike miss
information about how work could be designed, structured, and organized
(Barley & Kunda, 2001), so as to optimize employee well-being and contribution
to the goals of the organization. Due to the changing nature of work, employees
are increasingly exposed to stress associated with doing more and more difficult
work in less time (Page & Vella-Brodrick, 2009; Sparks et al., 2001; Spreitzer et
al., 2017), which in the end compromises organizational performance (Taris &
Schreurs, 2009). The extent to which employees derive happiness from engaging
in particular tasks, as evidenced in their job satisfaction, instead of stressed
and not able to execute all their tasks considering their time, abilities, and
resources (i.e., work overload) (Rizzo, House, & Lirtzman, 1970), is therefore
important to organizations that strive to deploy facilitative interventions (Page &
Vella-Brodrick, 2009). Few studies, however assess employee well-being at the
level of tasks (cf. Taber & Alliger, 1995), even though not all work activities are
equally enjoyable, important, burdensome, or meaningful. The exploration and
understanding of which tasks enhance and which tasks undermine employee
well-being may be pertinent to the generation of targeted interventions aimed
at improving employee well-being so as to ensure that work is sustainably
meaningful for employees (Michaelson, Pratt, Grant, & Dunn, 2014).
Job analysis focuses on understanding what employees do, and can
be defined as the “process through which one gains an understanding of the
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activities, goals, and requirements demanded by a work assignment” (Sanchez
& Levine, 2012, p. 398). Job analysis is critical to HRM, since it seeks to provide
accurate information about what employees do (and employee requirements or
characteristics needed for job performance), and forms the basis of strategic HR
practices, such as selection, compensation, job design, and training (Sanchez &
Levine, 2012; Schneider & Konz, 1989; Voskuijl, 2005). The changing nature of
work has challenged this strategic role of job analysis and the assumptions on
which it is based are increasingly being called into question. Due to the changing
environment and the (pro)active role job incumbents have in tailoring their job
to their needs and desires (Wrzesniewski & Dutton, 2001), we no longer think of
jobs as stable (Cronshaw, 1998) or fully amenable to standardization (Sanchez
& Levine, 2012). Based likely in part on a lack of appropriate methodologies to
address these challenges and therewith the dynamic nature of jobs, interest
in job analysis has been steadily dropping since 1990 (Morgeson & Dierdorff,
2011; Sanchez & Levine, 2012).
The evolution of the data driven society may help address at least
some of these challenges in job analysis by tackling the issue of nonstandard
and dynamic jobs, as ‘big data’ may provide pioneering and powerful means
of understanding what employees in different jobs currently do. Indeed, a big
data based approach to job analysis could complement traditional methods,
while addressing some of its limitations (Fine, Harvey, & Cronshaw, 2004;
Sanchez & Levine, 2001, 2012). Despite technological advances in the
collection, storage, and maintenance of large amounts of job data (McEntire
et al., 2006), job analytical methods so far have remained virtually untouched
by modern technology. Data-gathering procedures in job analysis still often rely
on time consuming face-to-face interviews, (un)structured observation, and paper-and-pencil surveys. This is noteworthy in light of the vast amount of mostly
untapped and potentially rich sources of job information contained in ‘big’ data,
including for instance electronic records of performance monitoring (Sanchez
& Levine, 2001). By building and demonstrating text mining algorithms that are
able to automatically categorize job information from online vacancies, we aim
to explore whether such big data sources can indeed offer valuable insights
about what employees do and whether text mining can form a potentially new
and useful tool in job analysis.
The purpose of this study is to examine whether text mining of vacancies
can inform researchers and practitioners about what employees do in a way
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comparable in thoroughness and/or complementary to current job analysis
methods. In a survey study among German nurses we compare and contrast
two lists of tasks, one collected by means of a task inventory and the other by
means of text mining job vacancies, especially in terms of the quality of output.
In addition, we aim to use explorative task level analyses to show that it is indeed
worthwhile to know what employees do, by demonstrating that individual tasks
can explain variance in employee well-being. The contribution of this study is
threefold. First, we add to the job analysis literature by introducing a new method
that could potentially help solve some of the problems the field has faced in the
past decades. As such we set out to exploit the recognized potential of alternative
(big) data sources (McEntire et al., 2006; Sanchez, 2000). Second, our text
mining algorithm builds on the job analysis literature and its definitions of job
information and we show how big data and conventional job analysis derived
knowledge about what employees do can complement one another. Third, we
illustrate why it is important to gain an understanding what it is that employees
do, because not all tasks are equal as some tasks are related to job satisfaction
and other tasks to work overload or emotional exhaustion. As argued by Barley
and Kunda (2001), detailed studies on work are key in building and evaluating
the fit of organizational theories to 21st century work.
THE NEED TO UNDERSTAND WHAT EMPLOYEES DO
To reinvigorate studies about what employees do, there is a need for
detailed job information which encompasses all work-related information and
data (Morgeson & Dierdorff, 2011). Especially work-oriented job information is
needed, referring to the objective (employee independent) aspects of jobs and
the nature of the work itself (e.g., tasks, general work activities, or responsibilities) (Brannick, Levine, & Morgeson, 2007; Harvey, 1991; Sackett & Laczo,
2003; Voskuijl, 2005). Moreover, tasks, defined as specific work activities
(Morgeson & Dierdorff, 2011), best represent what employees do based on a
negotiation between employee and employer and the initiative of the employee
(Wrzesniewski & Dutton, 2001).
What employees do and how work is structured in terms of tasks are
inextricably linked, as work is altered when new structures are imposed by
managers, and vice versa structures must be adapted when work changes. Organizational theory must at the very least be implicitly linked to what employees do
at work, as it is aimed at describing and explaining those activities. The current
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changes in the nature of work thus create a need for organizational theorists and
researchers alike to rethink theoretical foundations and assumptions. Studies of
what employees actually do can thus inform such theory development. However,
detailed studies about work have mostly become a thing of the past due to
a focus on generalizability, the dominance of quantitative research, and the
diffusion of theories about the nature of work across a variety of disciplines
(Barley & Kunda, 2001).
Without studies on what employees do researchers miss out on valuable
information about how work is performed and experienced, and how it could best
be organized (Barley, 1996). The concept of emotional labor, for example, might
not have been discovered without the seminal study on exactly what airline flight
attendants do (Hochschild, 1983). Ethnographies among technicians helped
challenge ideas about hierarchy and vertical careers in organizational theory
(Barley, 1996; Zabusky & Barley, 1996), because it turned out that technicians
were generally most satisfied and productive working in a horizontal structure
that focused on their individual expertise. A study on what security screeners
do, showed that female security screeners spend more time on emotionally
and physically straining pat-downs compared to their male counterparts, which
explained their higher experienced work intensity and emotional exhaustion
(Chan & Anteby, 2016).
Not only researchers and their theories seem to need high quality
information about what employees do, practitioners as well increasingly
understand the value of ensuring that organizational decisions and practices
match the reality of employees’ work. For example, putting flexible work
arrangements in place for employees without the knowledge that face-to-face
meetings still take place every day restricts employees to actually work from
home. The growing popularity of evidence-based management, defined as the
translation of principles based on evidence into practice (Rynes, Giluk, & Brown,
2007), shows that practitioners aim to base their practices on what employees
actually do. Despite this, organizational decisions are often based on rather loose
inferences and hunches (Chermack, 2003; McEntire et al., 2006). Studying what
employees do could thus help base organizational decisions on evidence related
to what employees actually do in their jobs.
Specifically, a focus on what employees do may facilitate a more detailed,
and nuanced understanding of employee well-being. Researchers have rarely
employed a task-level perspective on work in efforts aimed at understanding
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the stress and satisfaction that employees experience at work (Taber & Alliger,
1995). An exception is the work on illegitimate tasks, that shows that tasks
characterized as unnecessary and unreasonable are a specific source of stress
that hinder performance (Semmer et al., 2007, 2015; Semmer, Tschan, Meier,
Facchin, & Jacobshagen, 2010). That taking a task-perspective is the exception
rather than the rule is surprising when one considers that employees experience
tasks that are incongruent with (professional) identity (Aiken et al., 2001; Kira
& Balkin, 2014; Pratt et al., 2006; Semmer et al., 2007) and tasks that require
the display of emotions as stressful (Steinberg & Figart, 1999); tasks that are
congruent with (professional) identity as motivational (Shamir, 1991); and tasks
that show employees how they make a significant contribution in the lives of
others as meaningful (Grant, 2007, 2008a, 2008c). Interventions aimed at
improving employee well-being may thus need to differentiate between tasks to
identify tasks that are stressors, as is done in the literature on illegitimate tasks
(Semmer et al., 2007, 2010, 2015) or by Chan and Anteby (2016) in their study
among security screeners. In sum, it is relevant to look at employee well-being
at the level of specific tasks, because carrying out certain discrete tasks may
enhance employee well-being while others may diminish it.
Taking a task focus
Taking a task-perspective in studies about what employees do is further
supported by the usefulness of tasks. There are fundamental differences
between the expression of a job in terms of objective and verifiable work behavior
or hypothetical psychological traits (Harvey & Wilson, 2000). This means that
based on favorable differences in observability and proneness to bias, tasks can
be seen as more informative than other forms of job information (Cucina, Martin,
Vasilopoulos, & Thibodeuax, 2012; Dierdorff & Morgeson, 2009; Morgeson &
Campion, 1997, 2000). Below we elaborate on the usefulness of taking a task
focus by focusing on the high degree of contextualization, specificity, and understandability of tasks.
The contextualization of tasks
First, tasks are a useful because of their high degree of contextualization. The contextualization of job information ranges from the very general to
the very context-specific and determines whether the information is generalizable across virtually all jobs, such as teamwork skills or conscientiousness
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(i.e., low contextualization), or applies only to a select number of jobs, such
as experience with structural equation modelling in Mplus (i.e., high contextualization) (Dierdorff & Morgeson, 2009; Harvey, 1991). Contextualization is
comparable to the distinction between an idiographic and nomothetic approach
to human behavior, by either focusing on its unique characteristics or on the
common dimensions (Cunnigham, 1996). The appropriate level of contextualization depends on the purpose for which the information is to be used (Voskuijl,
2005). Job analysis as a field has moved towards more general worker-oriented forms of job information, such as skills, to facilitate cross-job comparisons
and classification. This is evidenced, for example, in the development of O*Net
(Peterson et al., 2001), in which generic information types such as Generalized
Work Activities (GWAs; Jeanneret & Strong, 2003) have replaced tasks as the
main building block of work in job analysis (Cunnigham, 1996; Fine et al., 2004).
Highly contextualized forms of job information, however, capture the
dynamic and complex nature of work better than general job information. In
the contemporary workplace, what employees do is susceptible to change and
differences between employees in execution of tasks or performance are present
even within the same job (Sanchez, 1994; Singh, 2008). The idiosyncratic ways
in which work is performed therefore harbors relevant and meaningful insights,
that are simply not observable when one focusses on general job information
because general job information tends to be stable over time (Harvey, 1991).
Indeed, simple models usually cannot accurately capture unstable phenomena
(Marion & Uhl-Bien, 2002; Regine & Lewin, 2000). Reducing complexity in work
by focusing on the general aspects of jobs could facilitate understanding between
jobs (e.g., comparing skills of I/O psychologists with those of truck drivers) in
a more cost-efficient way, but it comes at a high price because of the loss of
information (Barley & Kunda, 2001). In using GWAs to assess what teachers do,
for example, one could wrongly conclude that there have been but a few changes
over the past decades as teachers continue to ‘teach others’ and ‘perform administrative duties’. A focus on tasks, however, could reveal that technology
has drastically affected both the way in which teachers teach (e.g., using online
testing, using educational software) and how they go about their administrative
work (e.g., using student tracking systems and learning analytics).
The specificity of tasks
Second, tasks are useful because of their high degree of observability.
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The observability of job information ranges from the easily observable to the
not-easily observable depending on the level of abstraction (Harvey & Wilson,
2000), varying from the very broad and abstract to the very narrow and detailed
(Brannick et al., 2007). This distinction is also referred to as molar versus
molecular, with molar referring to broad interpretations based on similarity and
molecular referring to behaviorally specific reports about the job (Cunnigham,
1996). For example, general duties and responsibilities are abstract and thus
not easy to observe (e.g., managing a team), whereas detailed tasks or even
elemental motions (e.g., placing dishes on a tray and carrying the tray) are
narrow and observable. Again, the appropriate level of abstraction depends on
the purpose for which the information is used (Clifford, 1994). However, similar
to the level of contextualization a trend may be discerned towards the use of
more abstract and thus less observable forms of job information in job analysis
over the last two decades (Dierdorff & Morgeson, 2009; Lievens, Sanchez, & De
Corte, 2004; Sanchez & Levine, 2001).
Highly observable and detailed forms of job information, however, are
more discernable and therefore likely to result in more accurate inferences as to
the nature of work compared to non-observable and abstract job information. For
instance, determining whether a task is part of a job is likely to be more clear-cut
than determining whether openness to experience is required. Furthermore,
differences between employees assessing general job information types do not
necessarily reflect inaccuracy, but may potentially reflect systematic (social and
or cognitive) sources of variance (Morgeson & Campion, 1997) or systematic
differences between jobs (Campion, Morgeson, & Mayfield, 1999; Sanchez
& Levine, 2000, 2009). Ability statements, for example, are more likely to be
subject to inflation due to self-presentation bias compared to task statements
(Morgeson et al., 2004). As a result, one could erroneously conclude that a
job requires a wider range of abilities than is actually the case, which may
subsequently imply the derivation of selection cutoff scores that are too strict,
or overspending on training. The rating of less observable job information thus
requires a bigger inferential leap than the rating of visible work components (i.e.,
what skills are needed for leadership responsibilities compared to assessing and
recording a patient’s blood pressure) due to lacking tangibility of the former and
the concomitant reliance on subjective judgment (Harvey, 2009; Morgeson &
Campion, 1997, 2000). The information overload and recall problems associated
with this subjective judgment are likely to result in greater inaccuracy of abstract
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job information (Butler & Harvey, 1988; Gibson, Harvey, & Harris, 2007; Harvey
& Wilson, 2010).
The understandability of tasks
Third, tasks are a highly understandable form of job information. The
understandability of job information ranges from easily understandable to very
difficult to grasp and indicates the ease of comprehension and communication,
and the lack of ambiguity (Bowen & Ostroff, 2004; Sanchez & Levine, 2009). Job
information is understandable when it is short and clearly worded. Understandability is similar to face validity, which pertains to the evaluation on the part of
key stakeholders, that a specific operationalization is a credible representation
of some pertinent hypothetical construct (Anastasi, 1968). Job incumbents can
usually easily describe their jobs in terms of tasks, whereas it is rather uncommon,
for example, to find employees who are naturally inclined to describe their jobs
in terms of abilities, competencies, or traits (Dierdorff & Morgeson, 2009). The
expression of job information in such job-analytic terms requires familiarity with
the terminology before it can be understood and/or accepted (Clifford, 1994).
Without sufficient comprehensibility to the end users (the main informants or job
incumbents), it is therefore unlikely that such job information will become the
language of choice for understanding work (Sanchez & Levine, 2009). Providing
information about tasks, however, is likely much easier for employees, since
tasks represent what they do in their jobs on a daily basis. Tasks therefore have
a great potential for both research on job analysis and employee well-being, and
practical applications such as work (re)design interventions.
The role of job analysis
Job analysis, then, is a technique for collecting and analyzing job
information, including tasks (Sanchez & Levine, 2012), with the aim to create
valuable insights for employees, organizations, policy makers, and researchers
alike into what it is that employees (ought to) do. There are many possibilities
when it comes to collecting job information as there is a wide variety of job
data and associated methods to collect and analyze them (Prien et al., 2004).
Depending on the desired job information, job analysis methods include task
inventories, time-and-motion studies, the critical incident technique (Brannick
et al., 2007), functional job analysis (Fine, 1955; Fine & Cronshaw, 2009),
competency modelling (Shippmann et al., 2000), cognitive task analysis
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(Militello & Hutton, 1998), and the position analysis questionnaire (McCormick,
Jeanneret, & Mecham, 1972). However, the available job analysis methods
have struggled with the aforementioned challenges inherent in changing nature
of work, (Sanchez & Levine, 2012), as these methods insufficiently take into
account the fact even within the same occupation many jobs are no longer stable
entities that consist of standardized tasks (Fine, 1996).
The analysis of big data, in particular the application of text mining,
could form a valuable addition to the job analysis methods available to date.
Text mining is the automatic extraction of information from text (Kao & Poteet,
2007). Text mining goes beyond the mere counting of word frequencies and
patterns as is done in computer-aided text analysis (CATA), in that it draws on
techniques from natural language processing, machine learning, and statistics
(Kobayashi et al., 2017b). Considering the fact that many employees nowadays
perform their jobs by generating textual information, together with the amount
of untapped and potentially rich textual job information, including but certainly
not limited to online vacancies, e-mails, meeting minutes, training manuals, and
electronic records of performance monitoring (Sanchez & Levine, 2001), text
mining may be appropriate for the analysis of 21st century jobs. Studies in the
field of information technology show that it is possible to extract job information,
such as skills, from online vacancies using a preselected set of keywords (Smith
& Ali, 2014; Sodhi & Son, 2010). However, the emphasis in these early studies
has been on technological innovation as opposed to specifically addressing the
potential for job analysis through the generation of insight about what it is that
employees do.
Moreover, the use of text mining to collect and analyze tasks addresses
three limitations of existing job analytical methods. First, text mining, makes it
possible to analyze vast amounts of job information in a cost-effective way, since
the traditionally used interviews and observations are expensive in terms of
invested time and effort (McEntire et al., 2006; Sanchez, 2000). Second, with the
help of text mining it is possible to not only obtain easily updatable information
but also information pertaining to temporal dynamism in jobs (Sanchez & Levine,
2012). Third, text mining methods could be used to reduce the bias inherent in
existing job analysis methods (Morgeson & Campion, 1997; Sanchez & Levine,
2000). Inaccuracy in current job analysi ratings can reflect idiosyncrasies in
performance as opposed to measurement error (Sanchez & Levine, 2012), thus
challenging the assumption that jobs are standardized. With the help of text
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mining, larger volumes of job information would make it possible to distinguish
between what is not part of all or most jobs and what is just part of some jobs.
Moreover, text mining can facilitate the analysis of contextualized tasks from a
wide variety of sources and may hence offer a means to address as opposed to
eschew complexity in jobs.
METHOD
Context
One particular profession that has been under pressure due to an
increasing emphasis on efficiency and regulation (cf. Oldham & Hackman,
2010; Parker, 2014) is nursing. Nurses, together with teachers, are known to
be relatively likely to suffer from stress and burn-out compared to other professionals (Hakanen, Bakker, & Schaufeli, 2006; Hartnett & Kline, 2005; Le
Blanc, Bakker, Peeters, van Heesch, & Schaufeli, 2001; Martin, Bender, & Fore,
2002; Sherman, 2004; Vigoda-Gadot, 2007). For nurses, the push for emphasis
on efficiency and control implies an increasing amount of administrative work
that comes at the cost of doing the job they professionally identify with, namely
taking care of patients. Nurses in the Netherlands, for example, complained
that they spend 25-40% of their time on administrative tasks instead of caring
for their patients (Heijne, 2015b). The same is true in Germany, where 61%
of the health care organizations reported issues with filling up nursing related
vacancies (Schlegel, 2015). It is therefore worthwhile to take a closer look at
what tasks nurses in Germany fulfill in an effort to relate these to work overload,
emotional exhaustion, and job satisfaction so as to understand what specific
tasks are burdensome and could potentially be changed, outsourced, or even
robotized and vice versa what specific tasks are enjoyable and need to be kept
intact.
Method for comparing two job analysis techniques
We conducted two job analyses of nursing work to compare a text mining
alternative to a current job analysis method, namely a task inventory. Each
method resulted in a list of tasks that nurses (are expected to) perform that
were individually validated by a Subject Matter Expert (SME). After this, both task
lists were presented to job incumbents in an online questionnaire to rate these
tasks on representativeness for the nursing job, frequency, and importance.
Both methods are explained below, followed by an explanation of the questionnaire.
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Task inventory method
The task inventory method compiles job information from interviews
with, and observations of SME’s (Brannick et al., 2007). In our case, these SME’s
were three nurses and one head nurse working in a German hospital, who were
each interviewed for one and a half hours1. The coded interview transcripts
resulted in a preliminary list of 99 tasks, which were defined in terms of an action
verb, the object of the action, the source of information or instruction, and the
results of that action as is advocated in the job analysis literature (Morgeson &
Dierdorff, 2011). The preliminary task list formed the basis for the observations
of two different shifts (i.e., morning and afternoon) by one researcher who listed
any additional tasks not identified through the interviews2. This resulted in 22
new tasks including detailed descriptions and an extension of the descriptions
of the 99 tasks.
The 121 tasks (e.g., assisting patients with eating, distributing
medication, checking the temperature of patients) were clustered into 23
task clusters (e.g., patient rounds, medication, information sharing) based
on the content similarity between tasks and temporal proximity (i.e., executed
around the same time during the course of a shift). Based on a validation by
two researchers and another SME (i.e., nurse training expert) two doubles were
merged (i.e., prepare next shift was merged with prepare documentation and
technical requests was merged with other requests) and one task (i.e., change
clothes) was deleted, resulting in a final set of 118 tasks divided into 22 clusters
and five inductively derived meta-clusters (i.e., medical care, basic care, internal
management, patient management, and teamwork). The task inventory consisted
of tasks such as “check the temperature of the patient with a thermometer and
document temperature” and “dispose of medical waste of the isolation patient,
needles and medications in a safe manner” (see Appendix B).
Text mining method
The text mining based job analysis method involved the iterative
development of an algorithm that automatically analyzed the texts in nursing
vacancies. Vacancies are relatively easy and inexpensive to obtain online and can
be analyzed quickly and efficiently in huge quantities using text mining techniques
1
2

The interview protocol and examples of the transcripts and coding can be found in Appendix A.
The observation protocol and examples of the observations can be found in Appendix A.
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(Kobayashi et al., 2017b). Moreover, vacancies are likely to include task data,
as it is important for employers to communicate what they expect from future
employees. We performed web scraping and collected 14,712 German nursing
vacancies posted in various online job boards. The raw vacancies contained
elements not relevant for our purposes, hence we applied html parsing in order
to get only the information relevant for job analysis. Information about the tasks
is typically found within the job description therefore only the text data in the ‘job
description’ part of the vacancy was used.
After parsing, only the relevant text elements remained and were
subsequently transformed into structure suitable for the application of analytics
(i.e., a document by term matrix in which the presence or absence of each term
in the corpus was scored for each document). We used the sentence as the unit
of analysis as sentences often contain a minimal ‘information unit’ about tasks
as opposed to using just words or phrases and used the vector space model
to represent each sentence. For an extensive elaboration on these steps see
Kobayashi et al. (2017a; 2017b). A total of 50,666 sentences were obtained.
After this, a training dataset was created through the manual labelling of 2,501
sentences into information pertaining to the work (i.e., tasks), information
pertaining to the worker (i.e., worker attributes), or non-relevant sentences
using a predetermined coding scheme based on the definitions of tasks and
attributes from the job analysis literature (Sackett & Laczo, 2003). With the use
of the training dataset, in which 651 sentences were labelled as tasks, various
classifiers were built, namely, Naive Bayes (NB), Support Vector Machines
(SVM), and Random Forest (RF) (Kobayashi et al., 2017b). We combined the
predictions of the three classifiers into an ensemble approach to get a more
reliable prediction and obtained an additional 528 tasks from the sentences not
used in the training data set.
A total of 1,179 identified sentences containing tasks were validated by
two researchers and one SME (i.e., nurse training expert), and the input was used
to retrain the classifiers. The process of retraining and validation was repeated
until a desired performance was reached, namely that 93.3% of the sentences
automatically classified as containing task information actually contained it.
These sentences were subsequently clustered to deal with duplication and
similarity because some of the tasks were redundant and were mentioned in
more than two vacancies. Hierarchical clustering based on Ward’s method was
used and the cosine distance to measure the distance between sentences (El-
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Hamdouchi & Willett, 1989). The best cut dendrogram generated 71 clusters,
thus representing 71 unique tasks that were further clustered into the same
five meta-clusters (i.e., medical care, basic care, internal management, patient
management, and teamwork) as input for further work. Examples of these tasks
include “participating in resuscitations” and “caring for patients post OP (see
Appendix C).
Participants and procedure
An online questionnaire was used to obtain data from nurses in Germany
as part of the EU funded Pro-Nursing Project3, which received approval from the
ethical committee of the university. Respondents received an anonymous link
to the questionnaire by email either through the Pro-Nursing network or through
a Qualtrics panel comprised of nurses working in hospitals across Germany.
The final sample for the questionnaire consisted of N = 65 nurses working in
Germany. A majority of 81.3% of the nurses who participated self-identified as
female and were between 20 and 62 years old (Mage = 37.52; SD = 12.45). Job
tenure of the nurses ranged between one and 45 years and was 15.31 years
on average (SD = 11.62). The nurses in the sample worked an average of 31.05
contractual hours per week (SD = 8.96).
Measures
Respondents each rated 68 tasks, which represented a third of the total
199 tasks randomly assigned from the task inventory (N = 118), text mining (N =
71), and bogus task list (N = 10) in order to reduce the cognitive load placed on
each respondent and to increase validity (Morgeson & Campion, 1997). The 65
respondents were thus randomly divided over three subsamples (N1 = 14; N2 =
22; and N3 = 29). The bogus tasks (i.e., tasks from network administrators and
network developers obtained from online vacancies) were included to check for
discriminant validity and as an attention check (Morgeson et al., 2004). Three
bogus tasks were more often rated by respondents as being part of the nursing
job (e.g., “translate functional needs into practical, technical solutions as part of

3
The ProNursing Erasmus Plus project used a job training approach in an effort to modernize the learning
content and curricula of nurses in order to address the shortage of nurses in Germany. The project resulted in an
online ontology based test platform that can help nurses to update their knowledge and skills (see http://www.
pro-nursing.eu).
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the development department”), and were therefore excluded from our analyses.
Each of the 68 tasks in the three subsamples was rated on inclusion, frequency
of execution, and importance. In addition, respondents completed measures
of job satisfaction, work overload, emotional exhaustion, and demographics
including age, gender, work hours, and job tenure. All response options unless
indicated otherwise ranged from 1 = totally disagree to 5 = totally agree.
Task inclusion. Respondents were asked to rate if a task was part of their
job to establish whether the tasks that were collected by means of both methods
correctly represented nursing work (Brannick et al., 2007). It is possible that
some tasks are not part of all nursing jobs (Fine, 1996; Wrzesniewski & Dutton,
2001), but also that some tasks were wrongfully included and not really representative of what nurses do. We created a binary variable indicating whether a
task was either perceived to be part of the job (1) or not (0). The inclusion rating
is thus indicative of whether our methods resulted in tasks that are irrelevant or
context-specific (i.e., not part of all nursing jobs).
Task frequency. Respondents were asked how often they performed a
task, if a task was part of their job (i.e., inclusion rating of “1”), to establish
the extent to which tasks represent what nurses do (Brannick et al., 2007). In
order to adequately represent what employees do, a job analysis method should
especially collect tasks are part of the daily routine, compared to tasks that are
rarely executed and thus less representative of nursing work. The frequency of
each task, or ‘how often do you execute this task?’ was rated on a 5-point Likert
scale ranging from 1 = less than once a month to 5= more than once a day. The
frequency rating thus indicates how big a part of the job specific (included) tasks
are.
Task importance. Respondents were also asked to rate the relative
importance of each task for their job, since an adequate job analysis method
should mainly collect tasks that are of relatively high importance and that thus
capture the core or essence of what nurses do (Brannick et al., 2007). The
importance of each task, or ‘how important is this task?’ was rated on a 5-point
Likert scale ranging from 1 = not at all important to 5 = extremely important.
Job satisfaction. The extent to which employees are satisfied with their
job is seen as the most common conceptualization of well-being (Blanchflower
& Oswald, 1999). Since happy employees are found to be productive (Taris &
Schreurs, 2009), we included job satisfaction as a positive indicator of nurses’
well-being. We assessed job satisfaction using a three item measure (Tims,
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Bakker, & Derks, 2013) including items such as “I am really satisfied with my
job” (α = .74; in the three subsamples α ranged between .72 and .84).
Work Overload. Work overload captures the experience of employees
that they have too many activities or responsibilities considering their available
resources (Rizzo et al., 1970). When nurses are exposed to work overload for
a longer amount of time, they may start to struggle to complete all their tasks
and overload may ultimately culminate into a burnout (Demerouti, Bakker,
Nachreiner, & Schaufeli, 2001). Work overload is therefore a relevant short-term
indicator of stress and potentially burnout. We used the measure from Bolino
and Turnley (2005), which included three items such as “it often seems like I
have too much work for one person to do” (α = .84; in the three subsamples α
ranged between .82 and .84).
Emotional Exhaustion. Emotional exhaustion is considered an important
dimension of burnout of which nurses are at risk (cf. Sherman, 2004), and is
defined as a chronic state of emotional and physical depletion (Maslach &
Jackson, 1981). We used eight items from the Oldenburg Burnout Inventory (OLBI)
(Demerouti, Bakker, Vardakou, & Kantas, 2003), an example item being “during
my work, I often feel emotionally drained” (α = .79; in the three subsamples α
ranged between .79 and .83).
Data analysis strategy
First, we rated tasks from both lists as synonyms (i.e., exactly the same),
similar (i.e., different wording, same meaning), or dissimilar (i.e., different wording
and meaning) based on the decision rules of Tett, Guterman, Bleier and Murphy
(2000) to determine the percentages of overlapping and unique tasks. This
comparison or data triangulation was validated by an SME to ensure its quality
and no adjustments turned out to be necessary. The qualitative similarities and
differences between the two methods were described based on this comparison
(see below). Second, we used repeated-measures ANOVA in SPSS to compare
the average inclusion, frequency, and importance ratings based on the within-participants variance, because it allowed us to account for the fact that
respondents rated clusters for both task lists as well as bogus tasks. We used the
Greenhouse-Geisser correction when Mauchly’s test for Sphericity was violated
and the Bonferroni method for post-hoc tests to contrast both methods with
the bogus tasks due to said violation (Field, 2009). Third, we used correlation
and regression analyses to explore the extent to which individual tasks were
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related to employee well-being (i.e., work overload, emotional exhaustion, and
job satisfaction). Regression analyses were performed in Mplus using structural
equation modelling (SEM) to account for the interrelationships between the
three dependent variables.
RESULTS
Comparison between the task inventory and text mining method
Our qualitative comparison (see Table 1) established that 64.6% of
tasks (N = 189) from both lists overlapped, whereas 22.7% were unique to the
task inventory and 12.7% were unique to the text mining method. Looking at only
the task inventory tasks (N = 118), 63.6% of tasks were similar to the text mining
tasks and 36.4% were unique, whereas looking only at the text mining tasks (N
= 71), 66.2% were similar to the task inventory tasks and 33.8% were unique.
The correspondence (≥ 63-66%) is much higher than the interrater reliability
generally found for tasks (.29) and similar to the interrater reliability for behavior
(.62) or job dimensions (.60) (Voskuijl & van Sliedregt, 2002). The relatively high
correspondence between the text mining based task list and the task inventory
based task list thus established preliminary convergent validity, but also showed
that the two lists are not interchangeable.
There are some noticeable differences between our task inventory and
text mining method. First, the task inventory resulted in a larger number of tasks
(N = 118) compared to the text mining method (N = 71). The task inventory, for
example, produced five tasks and extensive descriptions about medication (i.e.,
prepare medication, arrange medication new patients, check medication, and
distribute medication), whereas the text mining counterpart is restricted to only
‘administration of medication’. In other words, the level of detail of the task
inventory tasks appears to be greater than that of the tasks derived through text
mining4.
Second, a closer look at the unique tasks of the text mining method
showed more context-specific medical care tasks (e.g., caring for patients with
spine surgery, caring for mentally ill patients, assisting in surgical interventions, conducting ECG). These tasks are likely not performed by all nurses but
specific to particular contexts in which nurses might work and thus represented

4

Extensive and detailed descriptions of the task inventory tasks can be found in Appendix B.
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Table 1: Overlapping and Unique Tasks of the Task Inventory (see Appendix B)
and Text Mining Task Lists (See Appendix C)
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in sub-sets of vacancies. In other words, the specificity of the text mining tasks
in the medical care and to some extent the basic care clusters appears to be
higher as compared to the task inventory tasks.
Third, a closer look at unique tasks of the task inventory method showed
more tasks that may be characterized as mundane nursing tasks (e.g., washing
patients, changing patients, cleaning beds, checking temperature). Compared
to the basic care tasks from the text mining method (N = 10), the task inventory
included a larger number of basic care tasks (N = 28) and different ones. In
other words, the task inventory and text mining method are not equally suitable
in collecting mundane or basic care tasks.
Comparison between inclusion, frequency, and importance ratings
We conducted a series of ANOVAs to justify the analysis of one combined
rather than three subsamples before we compared our two methods. These
analyses indicated that there were indeed no significant differences between
the average ratings in the three questionnaires with the exception of the average
frequency ratings of text mining tasks (F (2, 62) = 8.43, p = .001), which indicated
that the average frequency of automatically extracted tasks was not equally
distributed despite random assignment to the three questionnaires. Since there
were no further significant differences between the questionnaires in terms of
job satisfaction, work overload, or emotional exhaustion, there was sufficient
evidence that the questionnaire version did not significantly affect the results
and we therefore report the combined results below.
First, we compared the inclusion, frequency, and importance ratings
for the task inventory, text mining, and bogus tasks with a repeated measures
ANOVA (see Table 2). There was no difference between the mean inclusion
ratings of the task inventory tasks and text mining tasks (Mtask inventory = 0.79,
SD = 0.19; Mtext mining = 0.81, SD = 0.15), whereas in line with expectations
the mean inclusion ratings of both methods were significantly higher than the
inclusion ratings for the bogus tasks (Mbogus = 0.70, SD = 0.32). There was also
no difference between the mean frequency ratings of the task inventory and text
mining tasks (Mtask inventory = 3.73, SD = 0.36; Mtext mining = 3.64, SD = 0.41),
whereas the mean frequency ratings of both methods again were significantly
higher than the frequency ratings for the bogus tasks (Mbogus = 2.80, SD =
1.17). There was a significant difference between the mean importance ratings
of the task inventory and text mining tasks (Mtask inventory = 3.43, SD = 0.65;
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Table 2: Repeated Measures ANOVA and Contrasts Comparing Mean Values
of Inclusion, Frequency, and Importance Ratings for Tasks Inventory, Text
Mining, and Bogus Tasks

2

Mtext mining = 3.64, SD = 0.58), in addition to the significant differences of both
methods with the bogus tasks (Mbogus = 1.96, SD = 0.98). These results indicate
that our methods performed similarly when it comes to inclusion and frequency
ratings, but that the tasks from the text mining method elicited slightly higher
importance ratings. In addition, both methods were superior compared to the
bogus tasks, which is necessary to establish the discriminant validity of our two
methods.
With another repeated measures ANOVA (see Table 3), we compared
the task inventory and text mining methods by comparing the mean scores
for inclusion, frequency, and importance at the cluster level. The medical care
tasks from the task inventory exhibited significantly higher inclusion ratings
compared to the text mining method. Whereas the basic care tasks, internal
management tasks, and teamwork tasks from the text mining method were all
significantly more often rated to be part of the job compared to the task inventory
method. There was no significant difference in the average inclusion ratings for
the patient management tasks. These results indicate that for most clusters
(i.e., basic care, internal management, and teamwork) nurses, on average,
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Table 3: Repeated Measures ANOVA Comparing Mean Values of Inclusion,
Frequency, and Importance Ratings per Task Cluster between Tasks Analysis
and Text Mining

provided higher ratings for tasks that were automatically extracted from online
vacancies. This implies that the text mining method, on average, yielded fewer
tasks that were only part of some jobs or not part of the nursing profession at
all compared to the task inventory. This can be explained based on the higher
level of abstraction of the text mining tasks because less specific tasks are more
likely to be acknowledged to be part of one’s job. However, for the medical care
tasks, the text mining method elicited more tasks that were only part of some
nursing jobs as is reflected in the significantly lower average inclusion rating. This
is in line with the qualitative observation that text mining tasks from the medical
care cluster were more contextualized and thus likely not performed by all nurses
across contexts.
The patient and internal management tasks, both most likely linked to
the organizational context, from the text mining method received significantly
higher frequency ratings as compared to those provided for the task inventory
tasks. However, the teamwork tasks from the task inventory method received
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significantly higher frequency ratings compared to the text mining method. There
were no significant differences between the average frequency ratings of the
medical care and basic care tasks of both methods. These mixed results indicate
that there is no clear difference in how nurses rated the frequency of clusters
between the task inventory and the text mining methods.
The basic care, patient management, and internal management tasks
from the text mining method received significantly higher importance ratings on
average compared to those from the task inventory. The medical care tasks from
the task inventory method, however, were rated as significantly more important
compared to those from the text mining method. These results indicate that for
most clusters nurses rated the relative importance for tasks that were automatically extracted from online vacancies significantly higher. This implies that the
text mining method included more tasks on average that were seen as important
by our sample compared to those obtained through the task inventory, which
again can be explained on the basis of the higher level of abstraction of the
text mining tasks (in other words the text mining tasks were more generally
worded and contained fewer specific details). Less specific tasks are more likely
to be more comprehensive and thus more important than specific components.
However, for the medical care tasks, the task inventory elicited more tasks that
were seen as important, because the automatically extracted tasks were more
contextualized.
We checked these results for robustness by conservatively only including
the importance ratings of the nurses who indicated that the task was included
in their job. All the results of the repeated measures ANOVA remained the same.
In addition, we excluded all participants who scored higher than average on the
inclusion of bogus items (Mbogus = 0.70) to check whether the results would change
with relatively careless responses being excluded. All results again remained the
same with the exception of the comparison of the inclusion ratings between the
task analysis, text mining, and bogus tasks since the average inclusion rating
of the text mining tasks (Mtext mining = 0.22, SD = 0.17; Mtask inventory = 0.25, SD =
0.22) was now significantly lower than the task inventory tasks (F (1, 33) = 4.39,
p = .044). These results indicate that the comparison is relatively robust and not
influenced by unrealistic ratings of nurses who do not perform a task.
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Table 4: Correlations between Inclusion, Frequency, and Importance Ratings per Cluster, Employee Well-being,
and Demographics

Exploring the use of task data to understand employee well-being
Table 4 shows the means, standard deviations, and bivariate correlations
between the inclusion, frequency, and importance ratings of the five clusters
combining the task data from the task inventory and the text mining method.
There were significant correlations between job satisfaction, work overload (r =
-.56, p < .001), and emotional exhaustion (r = -.51, p < .001), and between work
overload and emotional exhaustion (r = .68, p < .001).
For the five tasks clusters, there was a significant, negative correlation
between the average inclusion of basic care tasks and job satisfaction (r = -.26,
p = .035). Job satisfaction was also positively related to the importance ascribed
to the internal management tasks (r = .25, p = .044). Work overload was significantly correlated with the average frequency with which nurses reported
performing medical care tasks (r = .34, p = .007) and to a lesser extent with the
frequency with which nurses reported performing basic care tasks (r = .25, p =
.047). Higher inclusion of medical care (r = .26, p = .041) and basic care tasks
(r = .28, p = .024) were both significantly correlated with emotional exhaustion.
In addition, the extent to which nurses rated the medical care tasks as important
was also moderately and significantly related to emotional exhaustion (r = .33,
p = .007) and work overload (r = .32, p = .011). The results indicate that three
out of five clusters are related to nurses’ well-being, namely medical care, basic
care, and internal management. The results also indicate that the frequency
with which tasks were performed was not related to satisfaction and that a
higher number of tasks (i.e., inclusion) was not related to emotional exhaustion,
whereas the importance ascribed to some of the clusters was related to all three
well-being indicators.
Table 5 presents the results of regression analyses for job satisfaction,
work overload, and emotional exhaustion conducted separately for each rating
type without any control variables that could obscure any explained variance
(Bernerth & Aguinis, 2016). A higher average amount of basic care tasks
was negatively related to lower job satisfaction of nurses, whereas a higher
average inclusion rating on internal management tasks was related to higher job
satisfaction. A higher average amount of basic care tasks was related to higher
sense of work overload. The inclusion ratings explained 20.5% of the variance in
job satisfaction (p = .023). A higher average frequency of basic care tasks was
significantly related to higher work overload (r = .33, p = .006) and to higher
emotional exhaustion of nurses (r = .28, p = .023).
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Table 5: Standardized Regression Analyses of Inclusion, Frequency, and
Importance ratings per Cluster on Job Satisfaction, Work Overload and
Emotional Exhaustion

The frequency ratings significantly explained 19.4% of the variance for
work overload (p = .031) and marginally 15.5% of the variance for emotional
exhaustion (p = .067). A higher average importance of medical care tasks
was both positively related to work overload (r = .35, p = .021) and emotional
exhaustion (r = .34, p = .027). In addition, a higher average importance of
internal management tasks was positively related to job satisfaction (r = .35,
p = .034). The importance ratings significantly explained 16.6% of the variance
in work overload (p = .049) and marginally 16.3% of the variance in emotional
exhaustion (p = .052). These results indicate that in particular the inclusion or
the frequency of basic care tasks is associated with less satisfaction and more
overload. In addition, these results show that what one does mainly explains
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one’s satisfaction with the job, whereas the frequency with which one performs
certain tasks or the relative importance one places on certain tasks helps to
explain work overload.
Finally, we looked at the frequency and importance of individual tasks
in order to explore which tasks might be either enjoyable, unpleasant, stress
reductive, or burdensome for nurses to perform (see Table 6 and 7). First, these
exploratory results indicate that some tasks are more enjoyable or unpleasant
than other tasks. On the one hand, a higher frequency of some tasks was highly
positively related to job satisfaction, such as assisting in special therapies (r =
.78, p = .002) or collecting blood (r = .78, p = .005), whereas other tasks were
negatively related to job satisfaction, such as participating in resuscitations (r
= -.47, p = .019). Similarly, a higher importance of some tasks was positively
related to job satisfaction, for example providing psychological care (r = .70,
p = .009), negatively related for other tasks, such as showing students how to
execute work (r = -.46, p = .038).
Second, the exploratory results indicate that some tasks may offer
nurses resources (e.g., autonomy or knowledge) which help in dealing with
workload and stress, whereas other tasks are burdensome and may require a
lot of (emotional) resources. On the one hand, a higher frequency of some tasks
was negatively related to work overload, including consulting the (head) doctor (r
= -.61, p = .006), or to emotional exhaustion, such as creating shift schedules (r
= -.59, p = .001), general documentation (r = -.76, p = .002), or participating in
training (r = .59, p = .006). On the other hand, a higher frequency or importance
of some tasks was positively related to work overload, such as ordering beds (r =
.55, p = .002), handling visitors (r = .52, p = .005), and supervising students (r
= .40, p = .041), or to emotional exhaustion, for example dealing with deceased
patients (r = .40, p = .044) or preparing meals (r = .57, p = .008). All in all, these
results indicate that it is potentially worthwhile to distinguish between tasks in
order to understand well-being outcomes, because not all tasks are equal.
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Table 6: Correlations between the Frequency of Individual Tasks and Employee
Well-being
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Table 7: Correlations between the Importance of Individual Tasks and
Employee Well-being
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DISCUSSION
The first aim of this study was to examine whether text mining can
inform researchers and practitioners about what employees do in ways that
are comparable and/or complementary to a task inventory. We showed that
it is possible to automatically extract valid tasks from online vacancies using
text mining (in the sense that these were recognized as such by SMEs), and
that they showed a relatively high correspondence with tasks collected using an
interview and observation based task inventory. The differences between the
results from the methods also show they are complementary. As such, our study
answers the call to apply new technologies and add a big data based approach
to the field of job analysis (McEntire et al., 2006; Sanchez & Levine, 2001). Job
analysis has remained relatively impervious to developments in big data and
machine learning, and has continued instead to rely on interviews, observations,
and surveys among SMEs to gather information about jobs (Sanchez & Levine,
2012). This study showed that text mining might be a suitable method to gather
task information in a relatively quick, inexpensive, and potentially reliable way
as compared to task inventories.
It is noteworthy that our comparison showed that text mining generally
yielded higher inclusion and importance ratings, whereas the results were less
clear for the frequency ratings. This finding can be attributed to the lower level
of detail of the automatically extracted tasks compared to the richly detailed
tasks collected through interviews and observations in one organization (e.g.,
one simplified task versus five detailed tasks about medication). The automatically extracted tasks were thus more likely to be part of most nursing jobs in our
sample (i.e., higher average inclusion ratings). Although this may be due to the
aggregated nature of these tasks, text mining draws from a larger, representative
sample of the population than current methods, which could help to overcome
the issue in job analysis that some tasks are wrongly included or excluded
because they are only executed in a particular context (Morgeson & Campion,
2000; Sanchez & Levine, 2000). Moreover, the large number of vacancies that
were automatically analyzed resulted in a variety of specialized nursing tasks
(e.g., taking care of blind patients, dealing with aggressive patients) that did not
surface in our interviews and observations executed at one particular hospital
with a specific subset of nurses. Current job analysis methods often overlook
these idiosyncrasies (Sanchez & Levine, 2012), because it is impossible to
interview, observe, and/or survey all nurses, or even to collect data in varying
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contexts. However, it is rarely the case that employees even within the same job
do the same tasks across contexts (Fine, 1996), and text mining might thus be
more suitable to address the nonstandard nature of work and as such could
complement current forms of job analysis.
Text mining complements rather than substitutes current job analysis
methods, because either method has its pros and cons. For purposes of
conducting a job analysis that require all (detailed) information about what
employees do within one organization, task inventories may be preferred over
the use of text mining. The qualitative comparison between the two methods
showed that a task inventory provided a more thorough understanding of one
job within a particular context. Especially the mundane and less positive, but still
very frequently occurring tasks in the nursing profession (e.g., washing patients,
cleaning) did not surface in the text mining method. This could be explained
by our use of online vacancies, which are aimed at recruiting employees and
thus may include information aimed at advertising and/or signaling mainly the
positive or enjoyable aspects of the job. Moreover, mundane tasks may not
be mentioned explicitly, because they may be assumed to be known to nurses
who apply to those jobs. It thus remains important to assess the purpose of
conducting a job analysis prior to deciding what type of information and what
method to use (Peterson et al., 2001).
Our findings contribute to the debate in the job analysis literature on the
suitability of job information types. On the one hand, the overwhelming amount
and variety of job information (Berkers, Mol, Kismihók, & Den Hartog, 2015;
Levine, Ash, Hall, & Sistrunk, 1983; Prien et al., 2004) resulted in a standstill
in the debate about the usefulness of these information types (Clifford, 1994;
Peterson et al., 2001; Voskuijl, 2005). On the other hand, job analysis as a field
has moved towards the use of more abstract, less detailed, and less context-specific forms of job information over the past decades (Dierdorff & Morgeson, 2009;
Lievens et al., 2004; Sanchez & Levine, 2001). Abstract and general forms of
job information, however, insufficiently capture the nuance and complexity in
work that are part of reality (Uhl-Bien, Marion, & McKelvey, 2007), especially
considering the changing nature of work. Based on the specificity, observability, and understandability of tasks (Cucina et al., 2012; Morgeson & Campion,
1997, 2000; Sackett & Laczo, 2003), we argued for focusing more on detailed
rather than abstract, and contextualized rather than generic job information.
The finding that tasks are not equal in their impact on employee well-being
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and performance added evidence for the usability of tasks. The automatically
extracted tasks were generally more abstract and less detailed than the tasks
from the task inventory, but were still understandable enough for nurses in our
sample to rate them, arguably provided a sufficient overview of what nurses do,
and could individually be related to employee well-being.
The second aim of this study was to investigate the value of task data
for understanding employee well-being and to see whether the different tasks
clusters and individual tasks were related to job satisfaction, work overload, and
emotional exhaustion. Higher general inclusion and frequency ratings of basic
care tasks, for example, were found to be related to higher work overload and
emotional exhaustion. This could be explained by the time, energy, and physical
effort some of these tasks require, such as helping patients eat or wash. At a
task level, these tasks (e.g., washing patients and helping them go to the toilet)
were indeed significantly related to work overload and emotional exhaustion,
whereas other basic care tasks were not. The explorative task-level analyses
thus showed that not all nursing tasks are equal (not even within a single cluster)
supporting similar claims made in task level studies of well-being (cf. Gabriel,
Diefendorff, & Erickson, 2011; Semmer et al., 2007; Taber & Alliger, 1995).
More detailed and nuanced insight about employee well-being can be derived
from a higher degree of specificity compared to a general, “one measure fits all”,
approach, because they capture the nuance and complexity of reality (Tett et al.,
2000). A higher degree of specificity in research on employee well-being (i.e.,
task rather than cluster, and cluster rather than whole job) may facilitate the
development of theory and targeted interventions. For example, interventions
aimed at decreasing experienced work overload, and thus preventing burnout,
among nurses could target the problematic tasks and alleviate these instead of
focusing on all basic care tasks.
Practical implications
There are several ways in which our text mining alternative for job
analysis can be used in practice. First, automatically extracting tasks using
text mining could be used in several industries to assess which tasks might
be suitable to computerize or robotize. Better insights into what employees do
could help ensure that the most burdensome, boring, or dangerous tasks are
outsourced to computers or robots and that the most meaningful and motivating
tasks are kept intact (Bresnahan, 1999; Frey & Osborne, 2013). Currently,
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efforts at automation and/or robotization of work are often technology-driven
rather than employee- or task-driven, implying that tasks that can be computeror robotized are. Organizations could start to make more strategic choices that
benefit employees as well by selectively looking at potential tasks and assessing
their relationship with employee well-being before deciding which tasks ought
to be robotized or computerized. This would prevent situations as described
in the case of the metro drivers in Paris, in which unknowingly important and
valued parts of the job, such as responding to emergency situations, were lost
with the introduction of self-driving metros (Anteby & Nishani, 2016). Based on
our study among nurses, some of the basic care tasks might be prioritized for
robotizitation, such as adding robotized arms to reduce the physical effort and
energy spent on assisting and carrying patients during washing and visits to the
toilet.
Second, automatically extracting tasks using text mining could also be
used in different industries to improve work (re)design based on the tasks that
are performed by employees. In our study, basic care tasks proved to be the most
problematic due to their positive relationship with work overload and emotional
exhaustion and some of those tasks such as preparing meals are not included in
all jobs, because many hospitals have dedicated kitchen services that take care
of them. Hospitals can thus redesign nursing work by outsourcing, changing, or
at least decreasing the frequency of tasks that exhibit a negative relationship
with nurses’ well-being when possible. Organizations are argued to have a
responsibility in ensuring that employees have meaningful work (Michaelson
et al., 2014), and insights about what employees do offers opportunities for
enrichment following the principles of job design (Hackman & Oldham, 1975).
Limitations and directions for future research
This study was subject to some limitations. First, the results of
our comparison between a task inventory and text mining method is limited
to the data used, namely online vacancies. Despite the clear advantages of
using vacancy data, being readily available, easy to obtain, and the existing
experience with automatically analyzing this type of text (Sodhi & Son, 2007),
its quality is sometimes questionable. The quality and level of detail of task
data in vacancies posted by organizations, for example, was higher than those
posted by recruitment agencies. Although text mining vacancies allows a larger
sample of jobs to be analyzed than current job analysis methods, not all jobs

Big (data) insights into what employees do

47

2

might be advertised online (Sodhi & Son, 2007). We suggest that alternative
data sources are investigated in future research to complement or substitute
the online vacancies. There is still a vast amount of potentially rich sources of
job information contained in other ‘big’ data, including electronic records of
performance monitoring that could be exploited using state-of-the-art technology
(Sanchez & Levine, 2001). Another alternative may be to supplement online
vacancies with existing job descriptions, for example, retrieved from O*Net
(Campion et al., 1999). The higher the quality level of the data, the better the
results using text mining method (or stated conversely “garbage in is garbage
out”).
Another limitation of our study is the small sample that was used to
estimate the relationships between task clusters, specific tasks, and employee
well-being. Due to the large number of tasks and the cognitive burden this would
place on respondents, each respondent only rated a third of the total number
of tasks. As a result, only a limited sample remained to assess the impact of
a particular task on job satisfaction, work overload, or emotional exhaustion.
The exploratory analyses of which task clusters and which specific tasks
nurses experienced to be most burdensome (i.e., positively related to overload
and exhaustion) or more enjoyable (i.e., positively related to satisfaction)
should therefore be interpreted with caution, since some were bound to turn
out significant (Hollenbeck & Wright, 2017). We suggest that future research
includes a priori hypotheses about relationships between tasks and well-being
and presents all tasks to all respondents. Letting those participating rate only
frequency or importance might be an alternative way to reduce the cognitive
burden placed on participants, which could negatively affect the reliability of
the results (Morgeson & Campion, 1997). In addition, our study is limited by its
cross-sectional design and thus does not clarify the direction of the relationship
between specific task ratings and employee well-being. The significant positive
relationship between the relative importance nurses placed on taking a break
and work overload (r = .41, p = .036) and emotional exhaustion (r = .41, p = .032),
for example, is more likely explained by revered causality in which higher work
overload and exhaustion make that nurses perceive a break as more important
than the other way around.
Another potential avenue for future research is to not only look at the
impact of several tasks on employee well-being, but to also include the balance
between those tasks. Aiken and colleagues (2001), for example, found that
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nurses’ well-being decreased when they needed to perform tasks that directly
require nurse-patient interaction. On the contrary, our results showed that by
themselves some medical or basic care tasks were related to work overload and
emotional exhaustion of nurses, whereas others were not or were even related
to job satisfaction. It would be interesting to research whether an inverted-u
might explain the relationship between specific tasks and well-being better. Both
spending no time at all or too much time on certain tasks may negatively affect
nurses’ well-being, either not allowing them to express their professional identity
by performing congruent tasks (Pratt et al., 2006; Shamir, 1991) or draining their
resources.
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APPENDIX A: Examples Interviews and Observations5

5

Representative examples provided here, but full transcriptions and observations are available upon request.
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