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Chapter 1 

Introduction 

Often humans want to perform tasks, but lack the knowledge to optimally perform 
the work. In this situation the human may be compared to Simon and Newell's 
rational agent having a breakdown. Both have a goal, but lack knowledge to decide 
the best choice of actions to accomplish the goal. The reason may be that the human 
is a beginner or novice, or that the human performs the task infrequently, and even 
experienced task functionaries may not always have the knowledge ready, especially 
under pressure of time. Also, knowledge evolves over time and even experts may not 
be aware of all details of new developments. This thesis concentrates on computer 
support to complement lack of human knowledge. 

Traditionally, education and training aim to prevent or remediate lack of knowl
edge on the job, but this is not always effective. Tasks become increasingly more 
complex and the fast development of knowledge and the frequent introduction of new 
methods and tools on the job make it difficult to decide beforehand which knowledge 
will be needed later. Knowledge and skills acquired in one context are insufficient 
and not immediately applicable in a new context. 

Information-technological methods have been launched as a generic solution for 
lack of expertise. Much has been invested in the development of knowledge-based 
systems technology to build systems for expert tasks and problem-solving tasks (see 
e.g. Schreiber et al, 1993), but two difficulties prevent wide application of advisory 
expert systems. Firstly, often the human is still necessary as sensor (i.e., data gath
erer), and actuator (i.e., implementer of actions), of the operational knowledge-based 
system, and therefore some effort is required to learn and use the system. Secondly, 
the competence or ability of the knowledge-based system is often limited and, as a 
consequence, both the human and the system lack knowledge. The first problem may 
cause "acceptance problems" with the intended users (Shortliffe, 1989). Combined 
with the second problem, the perceived trade-off between the potential performance 
improvement and ease of use and learning may render the systefri unattractive (Rouse, 
1988). 

The first-generation approach to knowledge-based systems was technology di
rected: try to automate as much as possible, and leave the rest to the human. In 
contrast, the ergonomics literature states that instead of designing just a technical 
system, one actually is designing a man-machine system or human-computer system, 
or even a socio-technical system. With the technology-directed strategy, the resulting 
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system may not fit the human very well and the overall performance of the design of 
the human-computer system may be less than optimal. A better strategy is to strive 
to allocate tasks the computer is good at to the computer and tasks the human is 
good at to the human. The recommended method for system design is, therefore, task 
analysis followed by task allocation, followed by user interface design (e.g., Sutcliffe, 
1988; Shepherd, 1989; Johnson, 1992). 

This classical ergonomics approach is an improvement over the technology-directed 
approach, but fails with tasks where neither the human alone nor the computer alone 
has the ability to perform the work according to requirements. Authors like Price and 
Clegg signal a need to utilise the complementary abilities of human and computer, 
but do not offer a solution except that : "There where a function is performed at an 
unacceptable level of performance by both [either] man anrf[or] machine, the function, 
and possibly the requirements, should be redefined." (Price, 1985, cited in Clegg et ai, 
1989). This situation may arise fairly often in the design of a particular application. 
That is, the dividing lines between the abilities of humans and computers will often 
not coincide with the dividing lines of the task analysis, as there are tasks that neither 
is fully competent at, and to which both could contribute. 

Besides allocating a task to either human or computer alone, there is a third 
option: utilising a method of working together, rather than have system and user 
work separately on separate subtasks. In such a method for cooperative problem 
solving, the human and the machine can pool their knowledge and skill. Metaphors 
that come to mind are: getting the best of both worlds, joining forces, or the blind 
carrying the lame. The central problem addressed in this thesis is how to design 
computer support to achieve such synergy between human and computer. 

1.1 Cooperative Problem Solving 

The difficulties with first-generation expert systems reveal a new requirement: user 
and system should be able to pool their knowledge in a flexible way. Among humans 
this happens all the time: in consultation, advise giving, group work, group decision 
making, and in many other types of cooperative effort. There have been numerous 
studies of the effect of cooperative problem solving in groups of humans on achieve
ment, compared with individuals working in isolation, These studies look at the work 
process, that is, what happens in the collective task performance, and at the collective 
achievement effect of group work or collective work. The overall conclusion is that in 
collective work an important increase of achievement can be obtained and that the 
partners in collaboration are able to solve problems which they individually were by 
no means capable of. 

Cooperation amongst humans can be used as a metaphor for the design of human-
computer systems. There are many different shapes such cooperation may have. 
Two issues seem important in computer support in general, including methods of 
support based on cooperative problem solving. The first is the effect of the support, 
in particular the difference between the result achieved with cooperative work and 
the achievement of individual work. The second is the process by which this effect 
is obtained. Numerous systems or prototypes have been built, but there has been 
relatively little reflection on the characteristics and conditions that determine their 
effect on performance, and except for Rouse (1988), Silverman (1992), and few others, 



there has been little systematic empirical research into the effects of these creations. 
To give an example of a system based on cooperative problem solving, Figure 

1.1 shows a kitchen design system used by Fischer and co-workers (1990, 1993). In 
its simple form, it is a good illustration of a method for pooling knowledge between 
human and computer in computer-aided design. The user-interface shows the solution 
being worked on as a shared object. The user can create a design by selecting objects 
in the left-hand area of the window and can position them in the right-hand side design 
area. When the system detects a flaw in the design, it informs the user through a 
pop-up window. 

Kitchen Designer 1.0 

Stoues 

• • 

Fridges 

Sinks 

oo o 
Tables 

c 

/ 

oo 

critique 

You better use a fridge that opens on the 
right-hand side as the fridge will usually 
be approached from the right. 

Figure 1.1: An example of a system for joint task execution: a system that criticizes 
the user's kitchen design. 

Silverman (1991, 1992) distinguishes two types of cooperative systems: systems 
for prevention and correction. He conceptualizes the human and the system organized 
in a main loop in the execution of a real world task. Systems for prevention provide 
feedforward, they advise, inform or guide the user beforehand, to prevent errors being 
made. Systems for corrrection monitor the user's actions and provide feedback and 
may even block the user's actions. 

The kitchen design system is an example of a system for correction. An earlier 
example is a system by Miller (1983, 1984), that monitors and provides feedback 
on aenestisists plans. Its behaviour, for which Miller coined the term critiquing, is 
somewhat similar to that of the kitchen design system: the user may enter a candidate 



solution, and then the system provides an analysis of pros and cons of this solution 
and of reasonable alternative solutions. Systems for prevention or correction are broad 
categories and within each category there is room for very different behaviour of the 
system. This points to the large distance between correction as an abstract method 
of support and implemented applications. Even if the application domain and the 
behaviour of two systems are the same, they can have a different user-interface. Such 
details of the implementation may be crucial to the efficacy of the system. 

The design of human work in a computer environment can employ methods of 
cooperative problem solving to supplement the human in task performance, that is, 
there are a number of methods available that can be used to construct systems for 
cooperative problem solving which are technologically feasible, but yet there is little 
knowledge about the efficacy of these methods to utilize complementary abilities of 
human and computer. It would be quite important for the design of human-computer 
systems to know which methods are beneficial under which conditions and to explicate 
the implications of this knowledge for methods of system design (Silverman's "prac
tical theory", 1992). The need for such theory is even more pressing as information 
technological methods may have harmful effects. Although designed and sold with 
good intentions they may actually be a hindrance rather than a help. For example, 
Neerincx & deGreef (1993), showed that a support system of a commercial statistical 
package actually has a detrimental effect on performance and learning of naive users. 

Such a practical theory (Silverman, 1992), would be helpful and important in the 
design of better human computer systems, but would never be near to complete in 
the mid term, because the final performance of the man-machine system depends on 
many factors: the nature of the task, characteristics of users, external influences of 
the task environment, system behaviour, the design of the user interface and, last 
but not least, it depends on the criteria to be used to assess performance. In the 
design of an application all available practical theory, as well as psychological insight 
and common sense may be used, but the overall efficacy of the design of the human-
computer system needs to be tested and the design of a complex human-computer 
system remains to some extent a generate-and-test process. 

Computer support using methods for joint execution in which the system com
plements human weaknesses or deficiencies is an interesting prospect. It promises 
better human-computer systems than those designed with the classical ergonomics 
and expert systems approaches. Expert systems are not always fully competent. In 
cooperative problem solving, the competence of the user is also utilised, and a co
operative system may provide a solution in situations where classical approaches or 
expert systems cannot provide a solution. Secondly, systems for cooperative problem 
solving may not only be more effective, but also simpler, less costly and more fea
sible, avoiding the need for complete expert models, because better use is made of 
the knowledge and skills the user can bring to the task. Finally, cooperative systems 
have the advantage that the human remains in the loop, an essential requirement in 
the eyes of those experienced with real applications in control rooms of chemical or 
nuclear plants (Wickens, 1992; Woods k Roth, 1988). 

Apart from the question whether users can profit from critiquing in its various 
forms, designing and implementing an application is in itself a major problem in the 
realm of knowledge and software engineering: how to acquire the knowledge, how 
to formalize the knowledge, what architecture to use. Software engineering design 
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methods ("methodologies") like those for data base systems, information processing 
systems and knowledge-based systems may help to support system development. 

Analysis and design of systems for joint, interactive task execution is usually out
side the scope of the classical design methods and techniques. Analysis and models 
are limited to static, fixed task distributions and cooperative behaviour is limited to 
master-slave interaction. Also, there is a lack of systematic knowledge about prin
ciples and conditions that determine the effectiveness of computer support based on 
cooperative problem solving. 

1.2 Overview 

This thesis is about computer support for humans who want to perform a task but 
who lack knowledge needed to perform the work according to the requirements. The 
question is what kind of cooperative problem solving can be employed to effectively 
support human task performance. Or, to put it more simply: what is a good method 
of support. A closely related problem is how to design a hardware-software system 
that implements such support in a particular kind of task, user and environment. 
This I refer to as the method of system design. 

This thesis comprises two parts. Chapters 2 and 4 use, as a working hypothesis, 
the principle that a method for support can be based on imitation of human-human 
support between prospective users and experts in the specific kind of task. For the 
method of design KADS is used, a software engineering approach that can be described 
as model-based system design. A case study is performed in which two prototypes of 
an automated statistical consultant are developed. 

Chapter 2 discusses StatCons-0, the first prototype with a question-answer user 
interface design. Chapter 3 is an intermediate chapter that addresses knowledge 
representation of objects in the statistical domain. Chapter 4 discusses StatCons-1, 
the second prototype with an advanced graphical user interface. This StatCons-1 
system is somewhat similar to Fischer's kitchen design system. The user must enter 
his statistical design and the system returns possible errors in the design. At the end 
of the StatCons case study, it is concluded that the model-based KADS approach is 
helpful as a method for system design, but that KADS lacks in modeling interactive 
work processes. It is also concluded that neither prototype can provide effective 
support, because not enough attention was paid to the user and the task demands on 
the user in utilizing the support. These results expose a number of conditions that are 
not satisfied by the prototypes and these suggest a number of improvements needed 
in the method of design. 

The most important conclusion from the evaluation of the prototypes is that imi
tation of human-human support is problematic as a governing principle for the design 
of support systems. Cooperation requires additional work. This is more than just 
communication: partners need to manage interdependences between their activities 
and they need to adjust to each other. Gasser (1986), points to Straus's concept of 
articulation work. Malone (1988), speaks of coordination work. If the situation of 
the client of the human advisor is compared with the situation of the user of the 
support system, the user of the support system has more additional work. This may 
render the cost-benefit ratio less attractive and it poses a higher cognitive load on the 
human. 



Computer support, besides having potential benefits, has costs. With highly inter
active computer support, the costs are higher in general, and may exceed the potential 
benefits, compared with human-human support, and then the support may even have 
a negative effect on overall performance. 

The remainder of this thesis uses a new governing principle for the design of 
effective support: maximise the benefits for the user and minimize overhead of using 
the support. Cooperative problem solving is thus addressed from a more user-centered 
perspective. Computer support based on cooperative problem solving can only be 
effective if the cognitive overhead for the user in utilizing the support does not exceed 
the user's capacity nor exceeds the cognitive benefits for the user. 

Chapter 5 presents the feedback of the StatCons case study to the KADS method
ology. Based on the new insights, the software engineering design process needs to be 
adjusted. The heart of the matter is that we do not know enough about the conditions 
in which users can profit from knowledge-based support. To account for this, it is 
recommended to do a task analysis, with emphasis on the roles of user and system in 
the joint execution of the user's or organization's task. Also, it is recommended to, 
early in system design, use Wizard of Oz techniques (mock-up prototypes) and task 
scenario's, to test whether users can actually profit from the proposed functionality. 

Chapter 6 presents a survey of models of cooperative work-processes. This provides 
the means to analyze and describe collaborative processes in detail and with explicit 
specification of the behaviour in the interaction. It can be used to model simple and 
complex interaction protocols between agents, and can thus be used to specify the 
behaviour of a support method in interaction with the user. 

Chapter 7, " aiding the naive and novice user", presents a study of aiding, a form of 
cooperative problem solving quite different from critiquing. Instead of monitoring and 
correction, aiding is a method of prevention which directly addresses the user's lack 
of knowledge by presenting the missing knowledge. Its form is based on psychological 
theory of the human task executor. A design method for such aiding functions is 
proposed and this method is made operational using software engineering techniques. 
This method of support and this method of system design are investigated in designing 
a support system for a statistical analysis program called HOMALS. Finally, two 
laboratory experiments are conducted to test the efficacy of this type of support for 
users with few and almost no expert knowledge. 

Both the StatCons and HOMALS studies are in the domain of statistics, and this 
research therefore is related to the field of statistical expert systems. The next section 
makes this link explicit. 

1.3 Statistical Expert Systems 

At the beginning of the eighties, the first publications about statistical expert systems 
started to appear. In a technical report O'Keefe (1981), provides a conceptual de
scription of an "Automated Statistics Advisor" as a front-end for statistical analysis 
software. In the midst of the decade, the first workshops are organized: "Artificial 
Intelligence and Statistics" (Gale 1986), and "Expert Systems in Statistics" (Haux, 
1986). Most of the research efforts in statistical expert systems seem to concentrate 
on one aspect of statistics: the selection of the statistical analysis method. An early 
example of a forward chaining rule-based system for giving advise on the selection of 
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the analysis method is STATPATH (Portier & Lai, 1983). A recent example is MET-
SEL (Van den Berg, 1992). Two examples of systems that include support for the 
analysis process (i.e. actually performing the statistical analysis using certain analysis 
methods and decision making in the analysis process), are REX (Gale & Predgibon, 
1986), and GLIMSE (Wolstenholme & Neider 1986). REX supports regression analysis. 
GLIMSE, a "front-end" to the GLIM system, aims to support statistical analysis using 
a generalized linear model. 

Over the decade (see Chowdhury, 1987; Van den Berg, 1992 for overviews), dozens 
of statistical expert systems have been developed, but none of these systems appears to 
be in actual use. By the end of the decade, hopes are watered down. Molenaar (1988), 
provides a critical overview. Hand (1992) in an invited speech at the workshop on 
"New Techniques and Technologies for Statistics", concludes the failure of statistical 
expert systems and puts his hopes on knowledge enhancement systems. His KENS 
system (Hand, 1987) is less of an expert system but more of a hypertext system or 
text data base in which the user can search for information about statistical concepts 
and methods. 

This thesis describes three prototypes of statistical support systems. In the Stat-
Cons case study two prototypes were developed as test-bed vehicles. The StatCons-0 
prototype with a simple question-answer interface (de Greef & Breuker, 1985), was de
veloped as a simple exercise in applying early KADS. The StatCons-1 prototype with 
an advanced graphical user interface (de Greef, Breuker, Schreiber & Wielemaker, 
1988), was an effort to solve all deficiencies of the StatCons-0 prototype. This second 
StatCons prototype is much influenced by Wittkowski (1985), and Wolstenholme & 
Neider (1986). Their systems are based on a particular approach to statistical analy
sis: the generalized linear model (Neider & Wedderburn, 1972; McCullagh & Neider, 
1983). The generalized linear model is a unification of various statistical analysis 
methods, all brought into one framework, and applicable to a broad spectrum of 
analysis problems. Like most, if not all statistical expert systems, the two StatCons 
prototypes appear deficient with regard to utility and usability for the prospective 
users. 

Chapter 7 of this thesis adopts a different approach to support the user. It presents 
a prototype of a statistical support system different from all proposals for statistical 
expert systems. The approach to support is much closer to the knowledge enhance
ment idea, but it is also explicitly based on psychological requirements. It has been 
demonstrated in a laboratory experiment, using prototypes with and without aiding 
functions, that users can actually profit from this type of support. 



Part I 

Automating Consultation 



Chapter 2 

StatCons-O: Exploring 
Methodological Design of Support 

One of the problems to which new information technology —knowledge technology— 
might be the solution is the support of humans who lack the knowledge required to 
achieve a task or a goal. Part I, Automating Consultation, explores the hypothesis 
that an effective method of support can be based on imitation of the role of a human 
consultant in human-human advisory dialogues. The method for system development 
is based on an early version of the KADS methodology. Methods and techniques 
from software engineering, artificial intelligence and cognitive psychology are used in 
knowledge acquisition, design and implementation of a system that imitates the role 
of the human consultant as much as possible. 

Two prototype systems have been developed. This chapter reports on the de
velopment of StatCons-O, a pilot prototype of an automated statistical consultant. 
Chapter 4 will report on the development of the final StatCons-1 prototype and pro
vides the final evaluation of this approach to design support for humans with lack of 
knowledge. 

This chapter is an extended version of: De Greef, P., and Breuker J. (1985). A 
case-study in structured knowledge acquisition. In Joshi, A. Ed., Proceedings of the 
9th IJCAI, pages 390-392, Morgan Kaufman, Los Alatos CA. 

Introduction 

This chapter and chapter 4 present the "StatCons case study" in which the KADS 
methodology was used to develop two prototype expert systems in the field of statis
tics. In the mid-eighties, building an expert system usually involved an entangled 
mixture of knowledge acquisition and implementation efforts. An emerging method
ology, KADS, based on cognitive psychology and software development, promised 
a more systematic approach (Wielinga & Breuker, 1984; deGreef & Breuker, 1985; 
Wielinga L Breuker, 1986). According to early methods for building expert sys
tems based on prototyping, knowledge acquisition and implementation are highly 



intertwined. In contrast, early KADS focussed much more on separation of knowl
edge acquisition and implementation. In analogy with classical software development 
methods, the software design process is structured according to a Life Cycle Model. 
The Life Cycle Model views system development as a sequence of stages: analysis of 
the functional requirements, design of the artifact and, finally, implementation of the 
system. Deferring implementation allows for a more deliberate choice of architecture. 
In addition, KADS provided a set of techniques to analyse expert behaviour in a 
consultancy context. One of the more articulated questions to be addressed by the 
case study was whether the strict separation between analysis and design would be 
feasible for knowledge-based systems. Another more detailed question was whether 
the analysis process (i.e., the knowledge acquisition stage), could be structured in 
more detail. 

In this thesis, the case study is not only presented as an example of the use of 
KADS in a practical context, but also as a way of exploring the hypothesis that users 
may profit from an expert system that imitates the human consultant as much as 
possible. The target for the case study was statistical consultancy as provided by 
experts at the Psychology Lab of the University of Amsterdam. Students or staff 
who are conducting an investigation visit the local statistical experts to obtain advise 
about the statistical analysis of their data. It is a real-life consultation practice in a 
non-trivial domain and it has a practical advantage: availability of experts. 

The task in which clients or users are supported is statistical design. The clients 
or users lack knowledge to prepare a design that is optimally suited for statistical 
analysis. The type of support that is given is criticism of the design prepared by 
the user. Except for the domain (i.e., statistical design), and the level of domain 
knowledge of the users (i.e., non-experts instead of experts), the type of support 
provided by the StatCons-0 prototype is similar to Miller's (1983, 1984), critiquing 
system. Miller's system monitors and provides feedback on aenestisists plans. The 
user may enter a candidate solution, and then the system provides an analysis of pros 
and cons of this solution and of reasonable alternative solutions. 

First an overview will be provided of the KADS methodology of the time and of 
the issues in the methodology to be investigated in the case study (section 2.1). The 
next section presents the KADS analysis for the StatCons-0 prototype (section 2.2). 
The final sections present the prototype (section 2.3), and the conclusion of this first 
cycle of the StatCons case study (section 2.4, p. 33). 

2.1 Early K A D S 

A major problem in the construction of expert systems is the method for knowledge 
acquisition. This may be one of the reasons that despite a widespread need there is 
little advance in building intelligent consultants for statistical problems. There are 
two distinct methods. The first one is the methodology of rapid prototyping in which 
knowledge acquisition and implementation are mixed. The knowledge engineer uses 
interview or textbook data and immediately starts building a system in an implemen
tation formalism. How to make decisions regarding implementation and architecture 
remains unclear (cf. Hayes-Roth et ai, 1983). The second methodology, which we 
call structured knowledge acquisition, is outlined by Wielinga and Breuker (1984). 
The StatCons case study aimed to test this early version of the KADS methodology. 
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A major characteristic of the methodology is a separation between knowledge ac
quisition and implementation. The task for the knowledge engineer is to bridge the 
gap between verbal data from experts and the actual implementation of a system. The 
methodology provides a theoretically founded step in between. It guides the knowl
edge engineer in the mapping from verbal data onto an intermediate level provided 
by an interpretation model, which is an implementation-independent description of 
the domain knowledge on an epistemological (Brachman, 1979; Clancey, 1983), or 
knowledge level (Newell, 1982). It consists of a typology of basic elements and struc
turing relationships -for example "isa" and "consist-of ' relations- for a certain class 
of problem solving tasks. 

The basic elements are objects, knowledge sources, models and strategies. On 
the implementation level, knowledge sources can be algorithms or sets of production 
rules. On the epistemological level a knowledge source is a piece of knowledge that 
derives new information from existing data. It is equivalent to an elementary subtask, 
which cannot be decomposed further. A knowledge source that occurs in almost 
any problem solving task is for instance the classification of objects into categories. 
Knowledge acquisition consists of repeated cycles of elicitation and analysis of verbal 
data aimed at refining (and if necessary, rejecting), an interpretation model. 

Crucial to the methodology is the use of think-aloud data. They provide the 
most informative window on expertise in action. However, in knowledge engineering, 
these data are hardly ever used. They are assumed difficult to interpret (Welbank, 
1983), and their use is only recommended as a check on the adequacy of a prototype. 
However, as psychology of problem solving shows, the analysis of think-aloud data is 
feasible when an initial model of the task is used as an interpretative framework (Eric
sson and Simon, 1984). In KADS a classification of such models is available (Breuker 
et al., 1987). The knowledge engineer selects one or more interpretation models, de
scribing the expert tasks at a global level. Interpretation models will be explained 
in more detail below. There are interpretation models for diagnosis, planning, de
sign, etc. The advantage of interpretation models is that the knowledge engineer is 
equipped with a tool that is much closer to the verbal data than an implementation 
formalism. There are more practical advantages: repair and refinement of the model 
does not require throwing away some prototype in an inappropriate formalism. 

An interpretation model is a template model for solving problems of a certain 
type, abstracted from the specific application domain. It provides a categorisation of 
knowledge and knowledge use that is pertinent to the type of problem solving task, 
and as such, tells the knowledge engineer what to look for in the verbal data. This 
can be illustrated with an interpretation model for design tasks (Figure 2.1). 

Although this simple example model is not very detailed, it does provide guidance 
as it suggests the knowledge engineer to try to identify what type of constraints, spec
ifications and solutions there are in the specific domain of application. Interpretation 
models can be more sophisticated. The point here is that a library of interpretation 
models, if they are sufficiently general and abstract, and if they still provide a rele
vant categorisation of types of knowledge and knowledge use, can give guidance and 
support to the knowledge engineer. 

Like any methodology, KADS contains specifications of activities, tools and tech
niques that support the system development process. Early KADS uses the Life Cycle 
Model (Barthélémy et al., 1987), as a prescriptive model for system design. In con
trast with rapid-prototyping, system development is viewed as a sequence of analysis, 
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Figure 2.1: Interpretation model for design tasks. 

design and implementation stages. In the analysis stage a model of the problem solver 
is constructed by abstraction from verbal data. The model of the problem solver is 
input for the subsequent design stage in which the architecture for the future system 
is specified. Because in the domain of statistics the term "analysis" is already in use, 
we will consistently use the term "knowledge acquisition" instead of "analysis". 

Among tools provided by KADS are a number of "modelling languages" for express
ing domain knowledge and models for problem solving. Central to the methodology is 
a library of interpretation models, which provide initial frameworks for constructing 
the model of the problem solver. In addition, KADS provides descriptions of tech
niques for data collection (elicitation) and data analysis. Some of these techniques are 
supported by tools in the SHELLEY system (Anjewierden, Wielemaker & Toussaint, 
1992). 

For the knowledge acquisition stage, KADS prescribes three types of analysis 
activities: 

1. Task Analysis. The first is an analysis of functions, the environment and the 
users of the expertise to arrive at a definition of the operational characteristics 
of the prospective system. The aim of this task analysis is to define the role of 
the expertise. A knowledge-based system contains two types of tasks: problem-
solving tasks representing the expertise and communication tasks. These com
munication tasks are by no means trivial; they form the interface between the 
operational environment and the expertise. 

2. Analysis of Domain Concepts. The second activity is an analysis of the static do
main knowledge, starting with the collection of a lexicon, leading to a set of con
cepts structured in KLONEtype concept hierarchies (Brachman and Schmölze, 
1985). 

3. Analysis of Expertise in Action. The third engineering activity is the analysis of 
expertise in action, i.e. the way in which problems are solved. This starts with a 
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detailed analysis of the reasoning process: selection of one or more interpretation 
models that appear to represent the structure of the problem solving process. 
By matching the verbal data from interviews and, in particular, think-aloud 
protocols, this initial model gets refined and modified into a detailed structure 
of knowledge objects, knowledge sources and strategies; much in the same way 
as Bennet 's (1979, 1985) conceptual structures. The final conceptual structure 
of expert reasoning represents the basic architecture of the prospective system. 
In the conceptual structure the domain concepts and the actions performed on 
them become integrated. 

This concludes a brief overview of the KADS method for system development. 
It was used to design a prototype of a statistical consultancy system. The system 
imitates support as provided by the human statistical consultant. Sections below 
describe the knowledge acquisition, the design, the implementation and the evaluation 
of the prototype. 

2.2 Knowledge Acquisition for StatCons-0 

This section presents the knowledge acquisition for the StatCons-0 prototype. Sub
sections present the initial task analysis, the analysis of the domain concepts and 
the analysis of expertise in action. The verbal data to analyze and model the role 
of system and user were provided by protocols of real and role-playing consultation 
sessions. The data used for the task analysis of the statistical investigation task were 
obtained from statistical textbooks. 

2.2.1 Task Analysis 

The initial task analysis aims at identification of objects, agents and functions in the 
expert task, as to determine the role or function of the system in the users' task. The 
role of the future system should fit well with the user, or, in a wider context, with 
the work processes of the organization. Various fields such as ergonomics, human-
computer interaction and management all use techniques that follow the same pattern: 
The task or the work is decomposed into parts, that are allocated to the user or to 
the system, or, in management, to different workers. If necessary, task parts can be 
decomposed recursively, and in general the decomposition has a tree-structure. Task 
analysis is used in a similar manner in knowledge acquisition to define the role of the 
system. 

One task may need information produced by another task. The interdependency 
between the two can be characterized as an information object that "flows" from one 
to the other. Hierarchical Data flow Diagrams (HDFD's) can provide the tree-like 
decomposition of tasks, and, within each diagram and subdiagram the information 
dependencies among subtasks. Therefore (H)DFD's provide a suitable language for 
(hierarchical) task analysis. Below, first the initial task decomposition is presented. 
Then we turn to the role of the human statistical consultant in the present situation. 
Finally the role of the future StatCons system is described. 

The meaning of Data Flow Diagrams As soon as the first diagram is shown, the 
reader may ask for the exact meaning of the elements and relations in the diagram. 
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In retrospect, there are two alternative interpretations that can be used for the same 
diagram. The procedural interpretation and the criterion interpretation. 

The procedural interpretation regards a task with inputs and outputs as a proce
dure. First, at time t\ the inputs have to be available. Then the procedure can be 
performed, and then, at <2, the outputs become available. The direction of the arrows 
in the diagram has a temporal meaning and it provides control information regarding 
the task execution. 

The procedural interpretation provides a rather specific model of the task execu
tion. It is already close to a program in a procedural language, which is the context in 
which the software engineering diagramming practice developed. In classical software 
engineering, the data flow diagram is often interpreted in a procedural fashion, but 
at the same time it is recognized that except for simple cases, the data flow diagrams 
can be lacking in precision and detail, or give rise to ambiguities regarding the exact 
timing and control (Wallace et al., 1987). When this occurs, or, as a standard ele
ment of a software design method, a separate analysis can be made —a behavioural 
model— of timing and conditions. For this one can use modelling languages such as 
state-transition diagrams, Petri nets, or specification languages such as proposed in 
Chapter 6. 

In conclusion, in simple cases the data flow diagram (i.e., the functional model), 
can be used to express control information regarding the task execution. Otherwise 
a separate model {i.e., the behavioural model), may be used to give this information 
in all detail. 

There is, however, a more fundamental problem, that will surface at the end of 
this chapter. Even in domains and tasks where it seems possible to perform subtasks 
according to a simple control structure (e.g., a fixed sequence), this is not what usually 
happens in real task executions. 

If one wants to impose a strict procedure to future task executions as a straight-
jacket, as a Procrustian bed, then all kinds of difficulties may arrise, up to total 
paralysis. Similar criticism was given on office procedure systems by Gasser (1986), 
and Bannon & Schmidt (1989). 

That the outputs, throughputs and even the inputs of a task may change during 
the execution, and even afterwards, is something that every researcher and designer 
knows. One starts with a problem formulation, one begins working on a solution, one 
changes the problem formulation somewhat, and finally one can only find a partial 
solution. For the final report one changes the problem formulation into one that 
fits with the partial solution, now presented as a complete solution. The only place 
where the sequence implied by a data flow diagram materializes, is in the sequence of 
presentation in the final report. 

One may say that the ordering in the data flow diagram represents the simplest 
execution trace of all possible traces that lead to same final result. That quality makes 
it an efficient explanation of the end result. The actual execution trace in the task 
execution will seldomly be so straightforward. 

In conclusion, we can use data flow diagrams, if necessary supplemented with, for 
example, state-transition diagrams, to represent a domain task as a procedure, but 
then we may be working with too much of a simplification of real task execution. 

The criterion interpretation regards a task with inputs and outputs as a function 
or relation in the mathematical sense: there is no temporal ordering implied. Data 
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flow diagrams are then connected function schémas (Figure 2.2), and the hierarchy can 
be based on function composition or conjunction and disjunction operators. Under 
this interpretation, the same diagram provides much less information. It defines only 
the names of domains (information objects) and names of functions among these. It 
thus provides a model of the task execution of rather low specificity; it contains no 
temporal or control information whatsoever. Therefore, it is rather an agenda for 
further knowledge acquisition than a solution. In this criterion interpretation the 
functions are no longer processes that can achieve inputs from outputs, but reduce to 
criteria for a situation (e.g., (x,y, x) = (x, g(x), h(x,g(x))j), that must be achieved in 
the end of a succesful task execution. 

G>&—^2H3 o * 

Data Flow Diagram Diagram of Functions 

Figure 2.2: Data flow diagram as set of function schémas. 

In the StatCons-0 knowledge acquisition the dataflow diagrams of the hierarchical 
task analysis were drawn with the procedural interpretation in mind (the input of a 
task precedes the output of a task; the activity of a producer must precede the activity 
of a consumer). These diagrams will still be valid in Chapter 4, but with the criterion 
interpretation. 

Task Analys is of the Stat ist ical Invest igat ion Task 

StatCons is conceived as a system that can support a user performing a statistical 
investigation. A statistical investigation, in general, is a method for obtaining new 
information. For example, a survey to find out about the average household budget 
in the Netherlands, or a laboratory experiment to compare two user interface designs, 
as presented in chapter 7. The case study focussed on statistical investigations using 
so called designed experiments. 

As a first task decomposition, Statistical Investigation can be decomposed in three 
subtasks: Conceptualize, Data Collection and Statistical Analysis. The decomposition 
principle being used is simply this: if a task contains a clearly identifyable subtask 
(with a clearly identifyable output) , the task may be decomposed in that subtask and 
"the rest". This can be made stronger when "the rest" can be decomposed in "the 
rest before" and "the rest after" the subtask. In Statistical Investigation there is a 
clearly demarcated subtask, namely Data Collection, with the Data Set as a clearly 
identifyable output. Data collection is a physical activity. For example, interviewers 
go door to door with a questionnaire, or a lab assistant takes measurements of blood 
pressure and body weight and hands out the pills with the drug or the placebo. The 
widespread use of computers for Statistical Analysis has brought about conventions for 
the formal encoding of the Data Set as a data file. 

Conceptualize is simply defined as all the work before Data Collection. It comprises 
setting the objectives or requirements of the investigation, the selection or design of 
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I Conceptualize ) - • Conceptualization 

T D a t a | _ ^ _ 
Collection J^ 

Statistical 
Analysis New Information 

Data Set 

Figure 2.3: Task Analysis: decomposition of 'Statistical Investigation presented as a 
data flow diagram. 

measurement procedures, the overall planning and the statistical design of the data 
collection. We call this output Conceptualization and we regard it as an input to Data 
Collection. 

Likewise, Statistical Analysis is defined as all the work after Data Collection. Statis
tical Analysis uses the Conceptualization and the Data Set as input and results in New 
Information, as a summary of the Data Set. Figure 2.3 represents the result of this 
task analysis as a data flow diagram. This diagram shows which types of information 
—"information objects"— need to be exchanged between subtasks. At the beginning 
of the analysis these information objects are, except, for the Data Set, not well defined, 
but they can easily be related to examples. 

Example of the domain task. Figure 2.4 shows an example from a statistics textbook. 
It is not untypical for investigations that take place in the Psychology Lab, but it is 
less complex. 

The example in figure 2.4 is annotated to show how it can be related to the 
task model —the data flow diagram— in Figure 2.3. The initial text represents 
the Conceptualization and the cross tabulation with observed values of the dependent 
variable represents the Data set. The cross tabulation shows the structure of the 
statistical design: there are 6 observations in each cell. This structure is already 
defined in the initial text, that is, the structure of the Data Set is already part of the 
Conceptualization. The New Information is not visible in Figure 2.4. The student is 
supposed to complete the exercise —to finish the investigation and to extract the new 
information from the data set— and to do so the student has to compute the analysis 
of variance statics and interpret these. 

In conclusion. The first decomposition of the statistical investigation task in Fig
ure 2.3 is rather strong, almost beyond dispute, because it is based on particular 
characteristics of the domain. The fact that Data Collection is such a clearly identi-
fyable subtask, with the Data Set as a well-defined formalized output, makes this task 
decomposition almost obvious. The nature of the work material, data sets, dictates 
the clear-cut partition in activities that have to be carried out before data collection 
and activities that can (only) be carried out after. A task analysis like the one pre
sented above can be used as a basis to describe the roles of the user and the future 
system. 

Social Perspective: Critiquing the Conceptualization 

Consultation scenarios. StatCons is envisioned as a system that could partially re
place the role of the statistical expert in the Psychology Lab. Students or staff who 
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Conceptualization 
In the construction of a projective test, 40 more or less ambiguous pictures 

of two or more human figures were used. In each picture, the sex of at least 
one of the figures was only vaguely suggested. In a study of the influence of 
the introduction of extra cues in the pictures, one set of 40 was retouched so 
that the vague figure looked slightly more like a woman, in another set each 
was retouched to make the figure look slightly more like a man. A third set 
of the original pictures was used as a control (variable CUE). These pictures 
were administered to a group of 18 male college students and an independent 
group of 18 female college students (variable SEX). Six members of each group 
saw the pictures with female cues, six the pictures with male cues, and six the 
original pictures. Each subject was scored according to the number of pictures 
in which (s)he interpreted the distinct figure as a female (variable FINT). The 
results follow: 

Data Set 

FEMALE CUES MALE CUES NO CUES 
FEMALE 
SUBJECTS 

29 36 28 
35 33 38 

14 5 10 
8 7 16 

22 25 23 
20 30 32 

MALE 
SUBJECTS 

25 35 26 
31 32 34 

3 5 4 
8 9 6 

18 7 8 
15 11 10 

Stat. An. Method 
Complete the analysis of variance. 

Figure 2.4: An example taken from a statistics textbook (Hays, 1974). The example 
problem is decomposed in parts corresponding to the information objects in Figure 2.3. 

conduct statistical investigations sometimes visit the statistical expert to obtain ad
vice. In the protocols of consulation sessions we have collected, the investigator has 
already collected the Data Set and is uncertain about how to continue and visits the 
statistical expert who advises about the statistical analysis method to use. 

From the protocols of real sessions and role playing sessions it appears that the 
role of' the expert is more extensive than just the selection of the analysis method. 
Part of the Conceptualization can be regarded as the design of the structure of the 
Data Set. In the protocols the expert invariably tries to get a complete understanding 
of how the client has collected the data and, if necessary, criticizes the client's plan 
or design for data collection. Statistical analysis methods pose certain requirements 
on the Data Set and it often happens that the client, due to lack of knowledge, or 
due to difficult circumstances, has produced a Data Set that is not optimal or not 
suited given the aims of the investigation. The expert can explain how flaws, for 
example, too small a sample, have impact on the degree to which the requirements of 
the investigation can be reached. 
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FEMALE CUES MALE CUES NO CUES 
FEMALE 29 17 25 
SUBJECTS 25 18 23 19 
MALE 13 5 24 
SUBJECTS 4 9 6 

Comment by an expert: 
"... forget about the single observation (female subjects, no cue). Your 
variable cue has only two possible values, really, you have only data for 
male and female cues. You have two cells that can be compared in their 
effect on FINT. Because female subjects only get female cues and male 
subjects only male cues, you cannot distinguish between an effect of SEX 
and an effect of CUE. You may recode the data. You can recode the 
information contained in SEX and CUE. You create a new variable, say 
"GROUP", and all subjects with sex=female and cue=female are coded 
as group=l. All male subjects with sex=male and cue=male are coded as 
group=2. Then you can do one-way ANOVA with GROUP as independent 
variable and fint, as dependent variable. This will tell you whether there 
is an effect on FINT, but you will not be able to distinguish an effect of 
sex, an effect of cue, or a complicated joint effect of sex and cue." 

Figure '2.5: An example of a buggy design, with comment of an expert. 

Example of the consultation task. For an example of the critiquing role, we can use the 
example problem presented above in Figure 2.4. The example has a perfect design, 
and if the investigator in the scenario would visit the expert, the expert would say: 
"well, what a neat design, you can use analysis of variance, of course". In real-life 
consultations, the design is usually not so perfect. For a really faulty example, we 
can change the example problem by replacing the cross table with the table shown in 
Figure 2.5. This Figure also shows the expert's critique of the design and his advice to 
make repairs in the design and to adjust the requirements. The example illustrates the 
importance of the table structure in the experts' assessment of the users' design. The 
example also illustrates that flaws in the design may have an effect on the statistical 
analysis. 

To model this role of the consultant, Figure 2.6 adds a new task to the initial task 
analysis in Figure 2.3. The Debug & Advise task identifies flaws and takes these into 
account in producing the Advice for statistical analysis. In Figure 2.6, the roles of 
client and consultant are characterized by partitioning the diagram in tasks for the 
client and tasks for the consultant. 

An analysis of the roles of user and system like the one presented above helps to 
outline the boundary of the system. Using the initial task analysis, the role of the 
system can be characterized as the set of tasks —subtasks or new tasks related to 
the subtasks— allocated to the system. These are to be analyzed in more detail to 
further develop the system, but the boundary between user and system defined in 
Figure 2.6 is still rather vague. 
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Figure 2.6: The roles of client and consultant in statistical consultation. 

This social perspective sets the agenda for further analysis. Regarding the future 
system, Figure 2.6 begs two questions. The first is the question how a user's Concep
tualization can be repesented, or, more specifically, what kind of language or notation 
one may use to encode and enter a conceptualization to be judged by the system. 
The second is the question how a Conceptualization can be judged, how flaws can be 
identified and what kind of remedies can be prescribed. 

Beside these, there is a question at the level of the knowledge acquisition process. 
We have made a step in task analysis, we are in a slighly better position to state what 
the future system should do, but the question is how the knowledge acquisition process 
should proceed. Should we continue the hierarchical task analysis, or should we 
consider "Task Analysis" as finished, and move on to "Analysis of Domain Concepts"? 
Both were tried, and, as will be explained in the next section, the bottom-up "Analysis 
of Domain Concepts" failed. Progress in defining the Conceptualization could only be 
made by a continued, more detailed analysis of the task Conceptualize and its output. 

Further Analysis of the Conceptualize Task 

The hierarchical data flow diagram at the top of Figure 2.7 presents the final result 
of the analysis of the domain task Statistical Investigation, with emphasis on the Con
ceptualize task. The first level of decomposition in the analysis of the domain task 
was presented before as a data flow diagram in Figure 2.3. 

The second decomposition, level (2) in Figure 2.7, is based on the KADS inter
pretation model for design tasks (Figure 2.1). The Conceptualize task at the previous 
level is identified as containing a design task. The interpretation model for design 
tasks then provides the decomposition of Conceptualize in two subtasks and of the 
Conceptualization object in two parts: Requirements and Design Solution. This decom
position is simple, due to the availability of a template model that could be selected 
after identifying Conceptualize as a design task. The use of generic models as templates 
appears to be a worthwhile extension to hierarchical task analysis. 

The third decomposition, level (3) in Figure 2.7 reaches the bottom. We can stop 
here, because we have identified languages or notations that may be used to encode 
the four objects that compose the user's Conceptualization. For the "Research Plan" a 
ready made pictorial language provided by O'Keefe (1981) is used. Figure 2.8 shows 
selected notations being used to encode different parts of the Requirements and Design 
Solution. 

The decomposition of objects (e.g., Requirements decomposes in Variables and 
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a) Hierarchical Data Flow Diagram. 
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b) Hierarchical Decomposition of Functional Objects. 

Figure 2.7: The complete task analysis of the domain task Conceptualize. 
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Requirements/Variables: (set of elements with attributes) 

SEX {male, female} 

CUE {male, female} 

FINT N 

Requirements/Research Question: (graph or schema over the Vari
ables) 

Legend 
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FINT O Variable 
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CUE treatment 
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Figure 2.8: Notations for the Information Objects 
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Resesarch Question), suggests a decomposition of tasks that produce them (e.g., Spec-
ify(Requirements) decomposes in Specify(Variables) and Specify(Research Question). 
This brings the task decomposition also at the third level (See Figure 2.7). The 
pictorial languages also provide an intermediate step towards a set of KLONE con
cepts as will be shown in the next section. 

2.2.2 Analysis of Domain Concepts 

KADS prescribed the collection of a domain lexicon -a list of domain specific terms— 
and structuring these in KLONE concept hierarchies (Brachman, 1979; Brachman and 
Schmölze 1985). KLONE is a semantic network or frame language that can be used to 
define concepts or frames in inheritance hierarchies. The domain lexicon was collected 
from textbooks, from interviews and from protocols of consultation sessions. This 
provided a list of more than 500 terms. Structuring these, or at least an important 
part of these more than 500 terms in various is-a and consist-of hierarchies was not 
very successful due to the large amount and different views on their roles by different 
statisticians. 

It is impossible to collect and integrate "all" domain concepts, but perhaps we 
do not need "all" domain concepts. Perhaps a large share of the domain terms are 
what Clancey (1983) calls 'support knowledge', i.e. the terms are part of underlying 
theories and principles in the domain. This support knowledge is not used and func
tionally accessed in actual problem solving. If we look in protocols of consultation 
sessions, only a subset of domain concepts seem to be used, and, moreover, their 
meaning varies less. In fact, inter-expert discrepancies do not disappear completely, 
but different experts, using different concepts, seem to reach, generally speaking, the 
same results. We assume therefore that we do not have to collect and integrate "all" 
domain concepts, only those that are relevant in actual problem solving. 

The task analysis in the previous section provides a notion of relevance, espe
cially the decomposition of the Conceptualization object. Figure 2.8 shows a set of 
notations/pictorial languages for the different parts of the Conceptualization. This de
composition and the pictorial languages have finally guided the "Analysis of Domain 
Concepts". In this analysis a KLONE data model was drafted for the elements and 
relations described by the pictorial languages/notations. Figure 2.9 shows part of the 
domain concepts for StatCons-0 in a KLONE-based language, restricted to those that 
would be needed to encode the Conceptualization as exemplified by Figure 2.8. 

The set of KLONE concepts may be regarded as a detailed scheme for a formalized 
encoding of a Conceptualization. Each concept comprises a number of roles. Each role 
has a name and a definition of the number of fillers (i.e., a cardinality range (x, y)), 
and of the type of filler. This type refers to another concept or to a predefined 
type like Number. Concepts may be organized in an 'isa'-hierarcy, meaning that 
concepts lower in the hierarcy inherit the roles from concepts higher in the hierarchy 
(Brachman and Schmölze, 1985). The figure shows only the StatCons-0 concepts 
related to the Conceptualization object. With these concepts, as a formal notation for 
the information objects, the hierarchical task decomposition reaches a solid bottom. 

The KLONE data model complements the hierarchical task analysis by adding 
detail and by providing a formalization for the information objects involved in the 
task. The concepts provide a precise definition of what the information objects are. 
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name of concept 

name of attribute 

Overall concept domain of attribute Concepts for the Research Plan 

investigation isa anything i/ 
-*• variables: variable (T,*) 

research_question: research_question(l ,*) 
research_plan: research_plan (1,1) 

Concepts for the Variables and 
their Operationalizations 

variable isa anything 
valueset: valueset (1,1) 
operationalization: action (1,*) 

categories isa valueset 
values: value (2,*) 

score isa valuese 
min: integer (1,1) 
max: integer (1,1) 
stepsize: integer (1,1) 

Concepts for the 
Research Question 

research_question isa anything 
variables: variable (1,*) 
schémas: schema (1,*) 

effect schema isa schema 
independent: variable (1,*) 
dependent: variable (1,*) 

research_plan: isa anything 
actions: action (2,*) 
flows: flow (1,*) 

action isa anything 
inflows: flow (0,*) 
outflows: flow (0,*) 
expression: equals (1,1) 

sampling isa action 
inflows : (0,0) 
samplesize: number (1,1) 
samplingfactors: variable (0,*) 

flow isa anything 
from: action (0,1) 
to: action (0,1) 
n_of_units: number (1,1) 

equals isa anything 
variable: variable (1,1) 
value: value (1,1) 

Figure 2.9: A part of the KLONE data model for StatCons-0. 

Such a model in KLONE can be regarded as a data model —it defines data structures 
and provides a formal coding scheme— or as an "ontology". As Gruber (1992), states: 
it constitutes a view on what kinds of objects and relations are relevant in the domain 
and establishes a vocabulary of terms (names of sets, relations, functions), that shall 
be used to represent these. 

In conclusion. With the above, the Analysis of Domain Concepts is finished. Together 
with the Task Analysis started in the previous section, it provides us with a fairly 
comprehensive model for the Conceptualize part of Statistical Investigation. The model 
includes a decomposition of the information object Conceptualization, and thereby it 
provides much more detail to the system boundary in Figure 2.6. The information 
objects, at the most detailed level, are described as domain concepts. Tha t is, a data 
model is provided that can be used to encode a Conceptualization. 

It should be emphasized that the data modelling is driven by the hierarchical 
task analysis. The analysis of domain concepts is not a separate activity that can be 
performed independent of hierarchical task analysis. The hierarchical task analysis 
steers selection of domain concepts that are relevant, that is, domain concepts that 
can be used for the information objects. The bottom-up approach starting with the 
collection of "all" domain specific terms and trying to structure these into a single 
framework has failed, but the top-down approach starting from information objects 
was more successful and resulted in a coherent framework for the domain knowledge. 

Conceptualize is a task outside the system boundary according to Figure 2.6, but 
the model is useful as it provides much more detail and precision on what the boundary 
comprises. 
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2.2.3 Analysis of Expertise in Action 

The third and final stage in knowledge acquisition is the Analysis of Expertise in 
Action. It is an analysis of how the expert solves problems, and it results in a model 
of the problem solver (an expertise model), that can serve as input for the design 
and implementation of software. Ideally, the third and final analysis activity is only a 
matter of selecting and refining an interpretation model into a model of expertise for 
the problem solving task at hand. Unfortunately, there is no readily available model 
for a task like Debug &. Advice. One might think of a diagnosis task, but there does 
not seem to be any malfunction or complaint which would normally be involved in a 
diagnosis task. 

To resolve this, it was decided to use the same hierarhical task analysis technique 
as was used for the analysis of the domain task Conceptualize. The Debug & Advice 
can be decomposed in three functions: 

1. a dialogue with the user that yields the user's Conceptualization. The analysis 
of the domain task Conceptualize can be used here. 

2. identification of flaws in the user's Conceptualization and selection of a statistical 
analysis method. 

3. providing the user with advice. 

A second decision, to get on with it, was to overlay a procedural interpretation over 
the functional analyses. We read the functional models —the data flow diagrams— 
as single sequential processes. There is thus a strict separation of functions: each 
function is processed individually at one time, and there is a fixed sequence. In this 
manner, we have a model for the task execution process that is as simple as possible. 

Figure 2.10 presents a more detailed analysis of the task of the statistical consultant. 
If there are no flaws, the Advice needs to be no more than a recipe for the statistical 

analysis, it can remain simple, just the name of the analysis method or analysis 
program, perhaps extended to a complete sequence of commands for using a statistical 
analysis program. For the user this is direct instruction how to act in the statistical 
analysis. Generating this is not a difficult task. Textbooks offer decision tables (Siegel, 
1956; Fienberg, 1977), there is a decision tree for selecting statistical analysis methods 
available (Andrews et al, 1981) (See also: Van den Berg, 1992). 

If there are flaws, then the system must point out what is wrong and how these 
flaws may affect the user's goals. Generate Advice then becomes a complex task. 

Both Debug and Select Analysis Method can be based on Clancey's (1985), model of 
heuristic classification. In this model, there is an enumerated set of "solutions" (e.g., 
labels of analysis methods or labels of flaws). Solutions are selected using heuristic 
associations, that is, rules with on the left-hand side conditions in the "problem 
data" (i.e., the Conceptualization), and on the right-hand side the name of a solution. 
Making the heuristic association may be preceded by a data abstration step, in which 
problem data entered by the user are transformed into problem data at the level of 
the heuristic association rules. So, the conditions need not be at the level of detail as 
used in the dialogue with the user. The heuristic association may be followed by a 
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Figure 2.10: The expertise model for StatCons-0. 

refinement step, in which rules are used to determine the values of parameters of the 
selected solution. 

The data abstraction from the Requirements is simple: computing the number of 
independent variables and the number of dependent variables. The data abstraction 
from the Design Solution is much more complicated: simple properties need to be 
extracted from the complexly structured Research Plan. These, and properties of the 
Requirements are used in the heuristic association with flaw labels. Generate Advice 
presents the selected analysis method and/or flaws as text to the user. 

In conclusion. At this point the knowledge acquisition stage finishes. In the descrip
tion above a fair overview is provided of the scope and difficulties of the knowledge 
acquisition in the first cycle of the StatCons case study. Although the knowledge 
acquisition was in no sense complete, it was taken as the starting point for a finger 
exercise. 

2.3 The StatCons-0 Prototype 
The previous section provided an overview of the knowledge acquisition for the 
StatCons-0 prototype, which was documented as a technical report in the KADS 
project (DeGreef, 1984). The document, that is, the expense model summarized in 
previous section, was the basis for design and implementation of a prototype. This 
section shows the trace of the dialogue with the system on the example scenario and 
finishes with a critical evaluation of the prototype. 

The prototype was designed following the Expertise Model presented in Fig
ure 2.10. There is a one to one mapping from tasks in Figure 2.10 to modules of 
the prototype. The various modules were coordinated by a sequential control struc
ture and if-then-else constructs. 
A session with StatCons-0 has the following structure (see also Figure 2.10): 

1. A question-answer dialogue about the user's Concepualization. The structure 
of the dialogue follows the structure of the hierarchical task analysis of the 
Conceptualize task. So we can decompose the dialogue in the part about the 
Requirements, and the part about the Design Solution 

2. The system detects flaws. 
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3. If there are no fatal flaws the system selects a statistical analysis method. 

4. The system presents the user with feedback on the Design Solution. The user 
will get a text explaining flaws, and, if possible, repairs. 

The User Interface 

Below the dialogue is presented that a user would have with the system if he would 
use the system to obtain advice about the example scenario that was presented in 
Figure 2.4. First the user answers questions about the Requirements, then about the 
Design Solution and then the system presents feedback. 

Requirements/Research Question. The dialogue starts with a few questions 
about the type of schema needed to formulate the research question. 

SC: F i r s t you w i l l have t o answer a number of q u e s t i o n s about 
SC: t h e c o n c e p t u a l model of your i n v e s t i g a t i o n . 

SC 
SC 
SC 
SC 

SC 
SC 
SC 
SC 
SC 

SC 

sc 
SC 
SC 

What k ind of r e s e a r c h q u e s t i o n do you want t o s o l v e ? 
1- a q u e s t i o n about one v a r i a b l e 
2 - a q u e s t i o n about a s e t of v a r i a b l e s 

type <number> <dot> 
CLIEHT:: 2 . 

What kind of problem do you want to solve ? 

1- a relations problem 

2- a dimension problem 

3- a classification problem 

type <number> <dot> 

CLIEHT:: 1. 

What do you sant to know about the relations ? 

1- calculation of strength of relation 

2- testing a hypothesis 

type <number> <dot> 

CLIEHT:: 2. 

Requirements/Variables. Then the names of the variable are asked: 

SC : Which v a r i a b l e s d i d you use i n your r e s e a r c h ? 
SC: t ype <namel> <re tu rn> 
SC: <name2> <re turn> 
SC: . . e t c . . 
SC: type <number> <dot> 

CLIEHT:: sex, cue, fint. 

Requirement s /Research Question. Then it is tried to give each variable a place 
in the schema for the Research Question: 

SC: What can you say about t h e v a r i a b l e f i n t ? 
SC: (1) f i n t i n f l u e n c e s t h e va lue of some o t h e r v a r i a b l e 
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sc 
sc 
sc 
sc 

(2) the value of fint is influenced by some other variable 

(3) both (1) and (2) hold 

(4) I have got no idea 

type <number> <dot> 

CLIEHT:: 2. 

SC: By which variable(s) is fint influenced 

CLIEHT:: sei, cue. 

SC 

SC 

SC 

SC 

SC 

SC 

What can you say about the variable cue? 

(1) cue influences the value of some other variable 

(2) the value of cue is influenced by some other variable 

(3) both (1) and (2) hold 

(4) I have got no idea 

type <number> <dot> 

CLIEHT:: 1. 

SC: Which variable(s) are influenced by cue? 

CLIEHT:: fint. 

SC 

SC 

SC 

SC 

SC 

SC 

What can you say about the variable sex? 

(1) sex influences the value of some other variable 

(2) the value of sex is influenced by some other variable 

(3) both (1) and (2) hold 

(4) I have go t no i d e a 
t ype <number> <dot> 
CLIEHT:: 1. 

SC: Which v a r i a b l e ( s ) a r e i n f l u e n c e d by sex? 
CLIEHT:: f i n t . 

Design Solution/Operationalization. With the above, the dialogue about the 
Requirements is finished. The second part of the dialogue is about the Design Solution. 
It starts with the operationalizations of the variables: 

SC How is fint opérâtionalized ? 

sc 1- measured 

sc 2- selected 

SC 3- manipulated 

SC 4- not_operationalized 

SC type <number> <dot> 
CLIEHT:: 1. 

SC How is cue operationalized? 

sc 1- measured 

sc 2- selected 

sc 3- manipulated 

sc 4- not_operationalized 

sc type <number> <dot> 

CLIEHT:: 3. 

SC: How is sex operationalized? 
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sc 
sc 
sc 
sc 
sc 

1- measured 

2- selected 

3- manipulated 

4 - n o t _ o p e r a t i o n a l i z e d 
type <number> <dot> 
CLIENT:: 2 . 

SC: What a r e t h e p o s s i b l e v a l u e s of s e i ? 
SC: va lue1 va lue2 

CLIEHT:: ma le , f emale . 

Design Solution/Research Plan/Sampling Structure. Having established that 
there is one sampling variable, the dialogue now turns to the sampling structure: 

SC: How many u n i t s ( f o r example: s u b j e c t s ) do you have 
SC : i n t h e sample sex=male? 

CLIEHT:: 18 . 

SC : Do you have an equa l number 
SC: of u n i t s i n t h e o t h e r samples as w e l l ? 

CLIEHT:: y e s . 

Design Solution/Research Plan/Treatment Structure. Knowing that there is 
one treatment variable, the dialogue now turns to the treatment structure: 

SC: What a r e t h e p o s s i b l e v a l u e s of cue? 
SC: v a l u e 1 va lue2 . . . . 

CLIEHT:: m a l e , f e m a l e . n o - c u e . 

Design Solution/Research Plan/Assignment. The dialogue now addresses the 
assignment of units to treatment conditions. At this point the dialogue follows the 
O'Keefe diagram. An attemt is made to find one path from the sample (at the left of 
the diagram) to the final measurement (at the right of the diagram): 

SC 
SC 
SC 
SC 
SC 
sc 
sc 
sc 
sc 
sc 
sc 
sc 
sc 
sc 
sc 
sc 
sc 

Let us have a closer look at the sample sex=male. 

How are the units (subjects) assigned to the experimental 

conditions (treatments)? 

(1) Each unit (subject) is assigned to more than one 

experimental condition (treatment). 

(2) All units are random assigned to one of the 

experimental conditions. 

(3) Each unit is somehow split in two or more subunits, 

and these subunits are random assigned to the 

experimental conditions. 

(4) First, the sample is split into homogeneous groups 

of units. This is done by a measurement(s) on what 

is(are) called the block variable(s). 

Second, the units in each group are random assigned 

to one of the experimental conditions. 

(5) The assignment is done in a non-standard way 

type <number> <dot> 
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CLIENT:: 2. 

SC: Did you apply exactly the eame technique as with sex=male 
SC: to the other sample(s) as well. That means the un i t s in the 
SC: other samples are assigned to experimental conditions 
SC: (treatments) in the same manner? 

CLIENT:: yes. 

Design Solution/Research P lan/Measurements . The structure of the Research 
Plan regarding the assignment of units in sampling conditions to treatment conditions 
is now established. The next step is to locate the position(s) of the measurements. 

SC: Which var iable(s) are measured af ter the assignment 
SC: of un i t s (subjects) to the experimental conditions (treatments)? 

CLIENT:: f i n t . 

SC: Which var iable(s) are measured both before and af te r the 
SC : treatments? 
SC : If none answer : none. 

CLIENT:: none. 

Design Solution/Operationalization. The details of the operationalization of the 
measured variable are filled-in. 

SC On what kind of scale is fint measured? 
SC 1: interval scale 
SC 2: ordinal scale 

SC 3 : nominal scale 
SC 4: dichotomous scale 
SC 5 : help 

sc type <number> <dot> 
CLIENT:: 1. 

SC: What is the minimum value of fint? 
CLIENT:: 0. 

SC: What is the maximum value of fint? 

CLIENT:: 30. 

The Advice to the User With the above, the dialogue to obtain the user's Con
ceptualization is finished. The final part of the dialogue comprises the feedback (flaws 
and Repairs) to the user and the advice about the Statistical Analysis Method. 

******************** 
NO ERRORS detected in RESEARCH PLAN 

******************** 

ADVICE: analysis of variance with 

sex and cue as independent variables and 

fint as dependent variable. 

******************** 
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The Advice to the User in case of flaws. The example above shows no flaws, 
but the reader may think of the buggy example in Figure 2.5. The dialogue above 
about the Design Solution changes somewhat, and the feedback as the prototype would 
provide is shown below. 

******************** 
ERRORS detected in RESEARCH PLAN 

Unequal number of units per cell. 

Empty cells. 

- less power in the statistical analysis 

- independent variables are correlated: distinguishing effects of 

different independent variables becomes difficult. 

Repair: Fill all cells with equal number of units. 

******************** 
ADVICE: 

Analysis of Variance (ANOVA) with 

sex and cue as independent variable and 

fint as dependent variable. 

******************** 

The feedback to the user is perhaps not detailed enough. Very often the client or user 
will already have collected the data set. In case of flaws in the design of the data 
set the feedback provided by the prototype tells the user how to repair the design 
and which statistical analysis would be possible after the repair, but, if the data set 
according to the flawed design has already been collected, this type of feedback does 
not tell the user how to make the best of the available data. This will be discussed 
in the next section. 

Evaluation of the StatCons-0 Prototype 

A first conclusion is that KADS has helped to design and implement a working proto
type. The user interface of the prototype is determined by the technology of its time: 
the dumb ASCII terminal. No formal evaluation was held, but a few persons have 
tried to use the system and in general the system appears to work. The user interface 
is based on menu-questions and requires hardly any instruction or learning. The per
sons that tried the system had knowledge about statistics and experimental design, 
but were no experts. Quite regularly a question required some explanation, but then 
users can complete the dialogue. The system could easily have been extended with 
canned help texts to provide such explanations. 

A second conclusion is that the support provided by the prototype is probably 
less than optimal. The behaviour of the prototype is, apart from the application 
domain, similar to Miller's (1983, 1984), critiquing. It is a simple sequential process: 
First a question-answer dialogue about the problem and solution (i.e., about the Con
ceptualization comprising the Requirements and the Design Solution), then evaluation 
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of the user's design solution, presented as text for the user. It may very well be 
that critiquing is an effective method of support in the context of Miller's application 
(small-size problem and solution, experts that once in a while have a less than optimal 
solution), but in the evaluation of the StatCons-0 prototype a more interactive kind 
of support seems more desirable. 

Reviewing the StatCons-0 dialogue there appear to be two problems, two flaws, 
in the StatCons-0 design. The first is not surprizing. The rigid procedural interpre
tation of the Conceptualize task is suited to drive the question-answer dialogue, but 
is somewhat too rigid. The user can make mistakes in the question-answer dialogue, 
but cannot make any changes along the way. If the user detects an error in the pre
viously entered data, there is no other way to repair it, but to start the dialogue all 
over again. The dialogue about the requirements and design solution can be quite 
lengthy and starting all over again can be extremely annoying. The user should there
fore be able to change something at any time, that is, during the dialogue about the 
Conceptualization 

A more serious problem reveals itself if we study the feedback provided by the sys
tem. The textual feedback to the user as provided by the prototype comprises three 
elements. First a notice (e.g., Unequal number of units per cell.), then a general state
ment about the effect of the flaw (e.g., Distinguishing effects of different independent 
variables becomes difficult.), and finally a "repair" that states what the user should 
have done in his design (e.g., Use equal number of units in each cell.). The advice 
to the user is thus to use a re-design without flaws, as illustrated by the example on 
page 30. This is adequate in so far the dialogue is about choices, when the Design 
Solution is only a plan that can be freely substituded by another. Unfortunately, this 
feedback may be inappropriate as the flawless design may not be feasible in the real 
world. Sometimes "flaws" are inevitable due to real world constraints. In this case, 
the feedback should tell the user how to make the best of the data set according to 
the buggy design. 

If the user already has collected the data, which is often the case, the advice to 
use a flawless design implies that the user has to throw away the available data set 
and collect a new one using the new design, or to collect additional data to patch 
the available data set. Because data collection is an expensive effort, the user would 
want to be advised on how to make the best of of the data set according to the flawed 
design. This user needs a repair that tells him what he should do in his current 
situation, to make the best of it. If we think this over, we have to conclude that a 
more adequate repair would comprise of specific operations that can be applied to 
transform the user's Conceptualization. The fictitious feedback below illustrates this. 

******************** 
ERRORS detected in RESEARCH PLAN 

The design structure is a 2 by 3 table of 6 cells. 

There are two cells with 6 units. 

There is one cell, (sei=female,cue=no-cue), with only one unit. 

There are three cells with no units. 

The cell with one unit can be regarded as one with no units. 
Delete the unit with (sei=female,cue=no-cue). 
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Now there are no units with cue=no-cue. 

Cue is now a variable with two values: male, female. 

The design structure is a 2 by 2 table of 4 cells. 

There are two cells with 6 units. 

There are two cells with no units. 

You have two cells that can be compared in their effect on fint. 

These cells differ on two variables: sex and cue. Therefore, in the 

analysis, if you find an effect, you cannot attribute it precisely 

to an effect of sex, of cue, or both. 

******************** 
ADVICE: Delete the unit with cue=no-cue. 

Analysis of Variance (ANOVA) with 

either sex or cue as independent variable and 

fint as dependent variable. 

******************** 

In conclusion, the StatCons-0 prototype relies too much on standard solutions for 
statistical design and analysis. To adapt to prevailing real-world constraints, or to 
make the best of the available data set (i.e., the user's design), the system should 
provide the user with context-specific feedback about how to transform the Conceptu
alization, (i.e., Design solution, Requirements, or both), as to make the best of it. The 
desired feedback must thus comprise of operations that modify the Conceptualization. 
This kind of feedback would constitute a major improvement of the quality of the 
support. 

These new requirements were not explicit in the knowledge acquisition document 
for the prototype, and it can be said that the prototype provides a fair coverage, 
albeit not complete in all respects, of the expertise model in Figure 2.10. As will be 
discussed in the next section, the problems in the dialogue may arise from problems in 
this expertise model and, indirectly, in the model of the social perspective (Figure 2.6). 

Implementation of modifications. These new requirements for the system be
haviour explicitly or implicitly require that the system is able to modify its internal 
data structures that represent the Conceptualization. The question is whether we can 
adapt and improve the prototype. The internal storage of the Conceptualization is 
according to the KLONE data model, which, in turn is based on pictorial notations 
like O'Keefe's for the Research Plan. This organization of storage is not particularly 
conductive to implementing modifications of the Conceptualization. Of course one can 
edit the data structures, but such changes may result in an inconsistent Conceptualiza
tion. The StatCons-0 data model can be used as a coding scheme, but operations on 
the encoded object, and how these may be represented, have not been addressed at all. 
Therefore the prototype cannot easily be adapted as to meet the new requirements. 

In conclusion. The prototype is a success in the sense that it meets the requirements 
of the knowledge acquisition document, but it has drawbacks that reveal requirements 
that were not made explicit in the knowledge acquisition. 
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2.4 Conclusions StatCons-0 
The case study investigates computer support for users with lack of task knowledge. 
The aims were twofold. The first was to try out KADS in the design of a support 
system, with the emphasis on software development, that is, on methods for real
izing a software system. The second was to test the hypothesis that by imitating 
human consultancy we may design better support systems, with emphasis on the 
question whether the system has a beneficial effect for the user. Assuming human-
human consultation has evolved into an optimal way of supporting the client with 
lack of knowledge, automation of the human consultant may help to arrive at optimal 
computer support. 

The results of the case study are threefold: 

• The model for the system. The KADS analysis resulted in a text and diagram 
description of the system (i.e., section 2.2), here referred to as expertise model. 
This model of the system is summarized in Table 2.1 below. 

• The StatCons-0 prototype. Using the model for the system, a prototype was 
implemented that can, in some sense, play the role of statistical consultant 
(section 2.3). 

• Evaluation. The evaluation of the prototype concludes that the prototype in 
many respects is conform the model. The prototype satisfies the model, in some, 
as yet informal, sense. Analysis of the behaviour of the prototype (i.e., the 
human-computer interaction), shows the critiquing scheme to be too simplistic 
and two new explicit requirements were proposed (p. 31). 

The subsequent section discusses the utility of the model-based approach to system 
development. The final section discusses model-based design of support and argues 
that a particular type of support can be described as a particular kind of model for 
the system's behaviour. To support this argument, we look back at the model on 
which the prototype is based. The problematic behaviour of the prototype can be 
traced back to this model. The origin of system behaviour can even be pointed out 
in the model of the social perspective. It is put forward that the desired behaviour 
can be brought about by a system based on a new model. 

KADS. 
The main conclusion is that especially the model-based approach of KADS helps 
the development of a working prototype. In the model-based approach to system 
development, knowledge acquisition results in a model of the future system. This 
model is input to design and implementation, resulting in a realization of a system 
that —if all is executed correctly— satisfies the model. 

The knowledge acquisition stage is mainly concerned with drafting, refining and 
modifying candidate models. The final model of the future system is like the archi
tect 's drawings, describing the artifact to be, but not in all detail. The model takes 
a central role in the communication between knowledge acquisition and implementa
tion. Both members of the implementation team praised the guidance and steering 
provided by the KADS knowledge acquisition document, i.e., by the model of the 
future system. Thus separation between knowledge acquisition and implementation 
appeared feasible. 
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The result of knowledge acquisition. The models that are the result, of the StatCons-0 
knowledge acquisition are summarized in table 2.1. 

Table 2.1: Results of the StatCons-0 knowledge acquisition. 

Topic of Analysis Type of Analysis 
which aspect, which kind of model 

Model Language 
description language 

The domain task Hierarchical task decomp osition Hierarchical DFD 
Figures 2.3, 2.7 

Data modelling KLONE 
Figure 2.9 

The roles of 
user and system 

Tasks for the user and 
tasks for the system 

Partitioned DFD 
Figure 2.6 

The consultancy 
task 

Hierarchical task decomp osition 
of tasks for the system 

Hierarchical DFD 
Figure 2.10 

As can be seen in the table, the most prevalent activity in knowledge acquisition 
appeared to have been task analysis. We needed it to discuss the role of the expert 
c.q. the future system, we also needed task analysis to steer the analysis of the domain 
concepts. Finally, in the analysis of expertise in action, task analysis was applied to 
analyse the system's tasks in more detail. 

The task analysis is viewed as modelling and the hierarchical task analysis results 
in a hierarchical task model. Data flows and information objects play an important 
role in such a task analysis. Information objects, like tasks, may be decomposed in 
parts. The hierarchical task model keeps track of the coordinated decomposition of 
tasks and information objects, that is, inputs and outputs of tasks. Techniques from 
conventional software engineering, for example, hierarchical dataflow diagraming can 
be used as a task description language. 

In early KADS, the functional perspective dominated, that is, the hierarchical task 
analysis and the use of data flow diagrams. In the analysis of domain concepts, data 
modelling was no explicit activity, but the KLONE concepts used in the prototype 
constitute a data model. The set of domain concepts - the data model— provides 
an important supplement to the hierarchical task analysis. Like tasks, information 
objects are decomposed in parts, and once parts are small enough, domain concepts 
or data models can provide a formalized notation for the objects in the domain. Using 
these, information objects can be described by attributes, components, and relations 
among components. 

The. Knowledge Acquisition process. KADS prescribed a sequence of three stages for 
the knowledge acquisition process: Task Analysis, Analysis of Domain Concepts, and 
Analysis of Expertise in Action. 

We have tried a different ordering: to do only a limited hierarchical task analysis 
of the domain task as far as needed to define the role of the system. Then it was tried 
move to the next stage, the "Analysis of Domain Concepts". However, it turned out 
too difficult to complete the analysis of domain concepts in a bottom-up approach 
starting from terms collected in textbooks, consultation protocols and interviews. 
Therefore, the analysis returned to hierarchical task analysis of the domain task, 
until the inputs and outputs of subtasks (i.e., functional objects), are small enough 
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such that languages or notations for all inputs and outputs, or parts thereof can 
be identified. Only after that there was enough focus for deciding about a set of 
domain concepts using KLONE as modelling language. The resulting set of concepts 
can be regarded as a data model, as a set of data structures to encode the user's 
Conceptualization. Such a data model is an important supplement to the functional 
model (i.e., the task decomposition using hierarchical data flow diagrams). 

The conclusion is that indeed it is necessary to perform Task Analysis first, as to 
have sufficient steering and guidance towards domain concepts. 

The third and final stage, "Expertise in Action", was spent on a task analysis of 
the consultancy task, that is, the set of tasks for the system. For want of a process 
model, we submitted to the simplest possible model: a procedural interpretation of 
the hierarchical task anlysis. 

In conclusion. The model-based approach works to produce a working prototype. If 
executed neatly, the prototype complies with the model. Knowledge acquisition is 
mainly task analysis, aiming at a model in which the tasks for the system are well-
defined. The model may contain a number of sub models, and different sub models 
may utilize the same model language. 

Support and Model-Based System Development 

A support system can be characterized by a model. The framework of model-based 
system development can thus be useful in the design of support, one only has to take 
care to devise the right model. Below we trace the problems in the behaviour of the 
prototype back to the model on which it is based. It is not hard to point to the 
erroneous decision in the knowledge acquisition process. One of the earliest models, 
the one of the social perspective (fig 2.6), contains the germ for faulty behaviour. This 
diagram states that the Conceptualization is only an input. However, if the feedback 
of the system comprises proposals for changes of the Conceptualization, the latter is 
no longer just an input, but also a result. The model should change, to allow for 
modification of the Conceptualization. 

A new diagram for the social perspective, in Figure 2.11, views Debugging as a 
separate activity that acts on the Conceptualization. Selection of a Statistical Analysis 
Method is considered part of Conceptualize, or, if the user has not yet come to that 
decision, Debug will make the Conceptualization complete, after necessary repairs (i.e., 
modifications), of flaws in the user's Conceptualization. 

These alternative models of the system (Figures 2.6 and 2.11), show that im
portant characteristics of computer support can, in part, be specified in the abstract 
model of the future system. Different types of support may be characterized by dif
ferent models. These models are still very global and do not address social behaviour 
in detail. KADS at the time did not provide means to analyze the system behaviour 
towards the user. 

A New Prototype 

StatCons-0 was only the first of two prototypes. With Figure 2.11 only a start is 
made with an improved design. Much has to change or to be redone entirely to 
accommodate for changes of the user's Conceptualization. We cannot simply improve 
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system 

I Conceptualize r ^ ^ ^ / Statistical \ _ ^ 
I Analysis J •" 

c. 

New Information 

Figure 2.11: An improved model for the roles of client and consultant in statistical 
consultation. 

the software of the first prototype. It is better to start all over again and first design 
a better model for the system. 

The next chapter provides the theoretical groundwork we need for designing mod-
ifyable representations of the user's Requirements and Design Solution. Chapter 4 then 
presents the development of StatCons-1, a system intended to overcome the problems 
revealed by the StatCons-0 prototype. 
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Chapter 3 

Well-Defined Models of Data Sets 

This chapter assumes that all objects in the statistical domain are models of datasets. 
Using the concept of well-defined models, the interrelationships among the objects in 
statistical tasks are made explicit and a solution is found for consistent modications of 
sets of models (i.e., sets of related objects). Having this domain model is an important 
result in itself, and it serves as an excellent preparation for the StatCons-1 design in 
the next chapter. 
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Introduction 
Statistical analysis works with data. Most of the work is not in data analysis, but in 
planning, collecting, cleaning, combining and manipulating data sets, and producing 
the report. In practice this is no trivial affair. Various directions have been pursued 
to provide computer support beyond data storage and statistical analysis: statistical 
expert systems, computerized questionaires, generation of experiment designs to name 
a few. Support of isolated activities is of little practical help; integration is important. 
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All activities around data consume or produce information about the data. Aiming 
at computer support, the question is which information about the data is needed 
and in which manner this data about the data, hence the term 'metadata ' , can be 
formalized ( De Feber k De Greef; 1992; Van den Berg et ai, 1992; Darius et ai, 
1993; Adèr, 1995; Froeschl, 1997). An important type of metadata is methodological 
knowledge (Adèr, 1995). 

This chapter presents an approach for the representation of methodological knowl
edge, based on modelling principles similar to those in statistical analysis: information 
in a data set can often be briefly summarized using a model. There are many readily 
available languages for models of da tase t s . Figure 3.1 shows several examples. These 
models of the data set do not present anything new that is not already present in the 
data set, but they provide a concise summary of structural characteristics of the data. 
The data set itself can be regarded as a formal object and there is a formal relation 
between the language in which a model is formulated, and the data set as a formal 
object. Models of the data set can be computed from the data set, provided the data 
are available. 

Models can provide a selection of information relevant for a particular activity 
(user views) by a human or a program. The information needs of the interviewer are 
different than those of the statistical analyst, and those are different from the needs 
of the interview program running in the interviewer's laptop. 

Models can also provide abstraction from operational details. In planning and 
design hierarchies of models can be used to facilitate successive refinement. Models 
at a more abstract level can be used to formulate requirements and global design 
decisions. Operational details can be filled-in using models at a more detailed level. 

Models of data can provide compressed storage of information present in the data. 
The compression may be lossless, meaning that no information is lost by the com
pression. In this way, models can even replace (part of) the data and be used to store 
data efficiently. For example, if all cases in a data set are male, then the data set may 
contain a variable 'sex' that has the value 'male' for each unit. Instead of this the 
variable 'sex' can be left out of the data set (the entire column can be deleted), and be 
replaced by a model for this part of the data, for example the expression 'sex=male' . 
This saves storage space, it is a form of lossless data compression. Special attention 
is needed if the data set is modified. If data of women is added the model is not valid 
anymore, and it changes to 'sex in [male, female]'. This may be an indication that 
the variable 'sex' has to be stored explicitly into the data set itself. 

Models of methodological aspects can be defined in a similar manner. The usual 
concept of data set can be extended, to include more information about method
ological aspects in the data set itself. For example, with the notion of time, as in 
Langefors's (1977) elementary datum: (object,property, value, time). These addi
tions to the elementary datum need not be stored in any real data set; models may 
be used to efficiently represent and store the additional information about the data 
in a compressed manner. 

The term 'data set' is usually associated with the concrete result of data collection: 
the file with data to be subjected to statistical analysis. A data set in this chapter is 
more of a theoretical object. Most, if not all, additions to the elementary datum are 
not intended for use in real data sets, but to provide a basis for models. 
Secondly, a data set may also serve as a representation for plans. If a researcher and 
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Schema for the Data Set 

Function Schema 

y = f(a,b) 
or A x B - > Y 

ANOVA Expression 
(a statistical model) 

y(i,j) = m 
*a ( i ) 

+ b(j) 
+ ab(i,j) + error 

Model Specification 

A x B 

Model Formula 

1 + A + B + A.B 

a in {1,2} 
bin {1,2) 
y in (0 30) 

The Data Set 

1 m 
1 .. 

Tables with 
Parameters of 
ANOVA model 

A a 
1 
2 

Logical Expression 

a = 2 - > b = 1 

Table Formula 

A x B - (a=2, b=2) 

unit a b v \ . ̂ — (specifying the domain 
1 1 1 14 \ of the table intensionally) 
2 1 2 26 I 
3 2 1 19 
4 1 1 36 / 

Table Structure 

A B (specifying the 
1 1 domain of the table 
1 2 extensionally) 
2 1 

A B ab 
1 1 .. 
1 2 .. 
2 1 .. 

Figure 3.1: Samples of languages for models of data sets. 

a statistician have a meeting to discuss plans for an investigation there is no data 
set yet, but they are already talking about a data set. In a platonic sense this data 
set already exists, that is what researcher and statistician apparently assume. It is 
only that the thing, or a sample thereof, yet has to be collected. If this conversation 
establishes a list of variables and a sample size, the contours of the data set have 
already become established. 

During the discussion, in an iterative design process, the plan or the platonic 
data set can be changed repeatedly. In information systems that support such work 
processes, such modifications are difficult. If the problem representation is changed 
in one place, for example, the value set of a variable is modified, then the problem 
representation may need to be changed in other places as well. The issue is that a 
modification involves much more than just editing. Compare this to changing a text. 
If all occurrences of 'he' are changed to 'they', then many other changes {e.g., the 
verbs), must be made to keep the text consistent. There is a need for a knowledge 
representation that supports such changes and helps to maintain consistency. This is 
a general requirement for all computer support: metadata, including methodological 
knowledge, should be adaptable (Ader, 1995). 

This chapter presents well-defined models as basis for representations that can be 
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modified in a consistent, way. There is a central, platonic data set; all objects in 
statistical tasks are models of this central data set. Modifications in the problem 
representation are modifications of these models, and, if we take care that all models 
are well-defined, then an entire collection of models (i.e., the problem representation 
in its entirety), can always be modified in a consistent way. 

The use of well-defined models of data provides a framework for metadata with 
many desirable features. It provides an unambiguous meaning to metadata. It fa
cilitates the expression of structure in the data. It makes interrelationships among 
various meta data elements explicit, and it allows for consistent modifications of meta
data. 

Section 3.1 introduces models. Section 3.2 defines a language for classical data 
sets: {(unit, variable, value)}. Section 3.3 presents the idea of well-definedness in an 
informal manner. Section 3.3.1 defines well-definedness in a mathematical framework, 
that is, as a homomorphism from data set language to model language. Properties of 
homomorphisms provide a general solution for consistent modifications. Section 3.4 
investigates interrelations among well-defined models of a common data set. It pro
vides glimpses of the structure that exists among homomorphic images of a common 
data set. 
Then an example is given of language design using the well-defined models concept in 
the design of representations for data collection plans. Section 3.5 extends the data 
set concept with time (3.5.1), and operational definition (3.5.2). Then examples are 
given of well-defined models for the temporal aspects of the data collection process 
(3.5.3). The final section (3.6) can only conclude that well-defined models provide a 
firm and indeed well-defined basis for metadata languages. They can be consistently 
modified, are defined over the entire domain of data sets, and seem to have many 
more desirable properties. 

3.1 Models 

All important theories of models have in common that there are two worlds between 
which there is a correspondence that is not so much in the elements —the worlds are 
different, the elements are not identical— but that is in the structure, allowing one 
to say something about the other. Modeling Theory (Rosen, 1991), provides a concise 
and elegant definition. 

A model requires two systems, interrelationships among these, and three criteria 
to be met. The first criterion is that each system has elements and relations and 
an entailment function. Entailment means that there are laws governing the system. 
Events or situations in the system have a necessary consequence or correlate. To give 
an example, in a formal logical system the proof procedure and proof rules provides 
entailment (Socrates being human, and humans being mortal, entails Socrates being 
mortal, using the modus ponens rule). In a physical system causation, for example, 
may be taken as entailment. 

The second criterion is that there are encoding and decoding functions between 
these systems. Elements and relations in one system can be mapped to the other 
system, and back. The context so far is illustrated in Figure 3.2. This figure also shows 
the third criterion. The diagram of functions is a commutative diagram. Starting from 
a wl in Wl, there are two paths to get at wl'. Both paths lead to the same result. 
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entailment 

encoding 

decoding 

entailment 

W2 is a model for W1 if for all w l in W1 
f (wl ) = decoding(g(encoding(w1))) 

Figure 3.2: Modeling theory. 

If this third criterion is fulfilled, the second system can be said to be a model of the 
first. I find this formulation from modeling theory a simple and precise formulation 
of the essence of model theory as can be found in, for example, Genesereth & Nilsson 
(1987), and mathematical modelling as described by Maki & Thompson (1973). Below 
such view on what a model is will be used, but impregnating it with concepts from 
statistics (Table 3.1), and making it. more precise using the concept of homomorphism 
rather than isomorphism. 

Systeml: The data set as a formal object (e.(/.equation 3.1). 
System2: A model for the data set stated in a particular language 
Entailmentl (f): An operation on the data set 
Entailment2 (g): An operation on the model statement 
Encoding: Computational methods of a wider class than, but 

including those as provided by statistical packages 
Decoding: Generation of a data set that satisfies the model 

Table 3.1: Introduction to the well-defined model concept. 

3.2 The Data Set 
The data set is the central object in a statistical investigation. A data set is a record of 
data collection in a sample of units. It may be a record produced by interviewers going 
door to door with a questionnaire obtaining answers from respondents. Or it may 
be the result of different groups of patients being treated with different combinations 
of drugs and their progress being monitored. Both statistics and data base theory 
provide formalizations for storing the information. 

(unit,variable,value). Let us start from the data set that is most often used in 
statistical investigations: a rectangular array (matrix, table, spreadsheet) with rows 
for Units (i.e., Cases), and columns for Variables. A complete rectangular data set 
contains a value for all pairs (unit, variable) in Units x Variables. Table 3.2 provides 
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unit sex marital Status age 
person 1 female mar 29 
person 2 female unmar 36 
person 3 female mar 28 
pers on 4 male mar 35 
person 5 female unmar 33 

Table 3.2: Example of a complete rectangular data set of 5 units by 3 variables. 

an example of such a data set. But, in a data set, not all units need to have values 
for all variables. Reasons for that may differ, for example, the data has not yet been 
completely collected, or not all variables are defined for all units, or data collection 
happens in a non-systematic way. In the framework above, we cannot describe this 
situation, unless we introduce special values. For example '..?' for a value not yet 
known, and '-not applicable-' if the variable is not defined for the unit. Table 3.3 
provides an example. 

n OfP regn an cies unit beard 
person 1 
person2 
person3 

female 
male 
female 

-not applicable-
yes 
-not applicable-

-not applicable-

Table 3.3: Example of an incomplete rectangular data set. 

To decrease the tension between a rectangular format and a possibly arbitrarily 
shaped data set, we rather use the following formalization: an elementary datum is 
a tuple (unit, variable, value). A Data Set is a set of such elementary data. This 
provides a simple formalization of the data set: 

DataSet — {(unit, variable, value)} (3.1) 

Because variables are functions (Hays, 1974), there is a constraint upon the Data Set: 
there is not more than one tuple for each (unit, variable). 

DataSet C (Units x Variables —> Values) (3.2) 

The subset relation indicates that not every data set must be a full cross product 
of Units and Variables. The cross product, establishes the maximal domain for the 
DataSet. The domain of an actual data set is either this cross product or a subset. 
Table 3.4 shows a data set structured according to this format. Data that are missing 
or not applicable are simply left out. This formalization is attractive, because the 
elementary datum can be extended with additional information about the valuation. 

Operations on Data Sets The Data Set is a dynamic object, not only because 
new data can be inserted, but also because it can be modified. The formalization 
chosen makes it simple to define operations that change the Data Set. Set theory 
provides two basic operations on a data set: inserting and deleting an elementary 
datum. Using these, it is not difficult to define larger operations. For example: delete 
variable or delete units that satisfy a certain criterion. 
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unit variable value 
person 1 sex female 
person 1 nOfPregn ancies 2 
person 2 sex male 
person 2 beard yes 
person3 sex female 

Table 3.4: Example of a data set in (unit,variable,value) format. 

3.3 Weil-Defined Models of a Central Data Set 
Models of the data set are descriptions, representations, summaries, or specifications 
of some aspect of some part of the DataSet, as defined in equations (3.1) and (3.2), 
or according to the more extended definitions to follow. 

There are numerous languages for such models available (e.g., Figure 3.1). These 
languages have a formal semantics, that is, there are clear formal criteria to establish 
correspondence between the data set and a model expressed in the language. For 
these models correspondence can simply be based on a function from data sets to 
models. 

dataset compute .j m o d e i 

This is not to say that such a model always will be the result of a computation from 
a data set. Like the drawing of a house, the model may precede the thing being 
modelled (design of a new house) rather than the other way around (drawing of an 
existing house). The function is just a convenient way of expressing the relation 
between data set and models. This function may have an inverse: the data set can 
be computed or generated from the model. If it does not have an inverse, there can 
still be a function or procedure that generates data sets that are in the relationship. 

Corresponding operations. In the world of data sets, it is possible to define a 
small set of basic operators that can be used, in composition, to transform any data 
set into any data set. 

Using the terminology of software packages for statistical analysis, the most im
portant operations are: 

• Deleting a variable (column). 

• Inserting a new variable (column). This can be a completely new variable or a 
new variable as a function (i.e., computation) of existing variables. Important 
examples of the latter are recoding of a variable or summation of a number of 
variables to obtain a total score. 

• Deleting or selecting units (rows) using a certain criterion that can be applied 
to each unit (row). 

These are similar to Codd's (1979), projection operator (delete variable), the extension 
operator (insert variable) and restriction (select units) operator. Such an operator 
transforms a data set into a new data set: 
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data sel 

operation 

data set' 

If such an operation is performed on the data set, then it may be that an operation 
has to be performed on various models of this data set. Similarly, if an operation is 
performed on a model, then perhaps something should change as well in the data set 
or in other models. 

Well-defined Models of Data Sets. A model of the data set is well-defined if 
and only if the following commutative diagram holds: 

data set - compute data set -

compute 
i 

opera 

r 

tion 

compute data set' - compute data set' -

jdel 

corresponding 
operation 

model' 

By defining for each operation on data sets the corresponding operation on a model, 
the entire system of the data set and the entire system of the model are brought to a 
correspondence relation. 

Consistency Between Well-defined Models. If there are different models for 
the data set, we can define corresponding operations for each different model. For 
example, if we have two different well-defined models, we can for each separately 
predict what they would be like after a certain operation on the data set. 

modeli compute data set 

corresponding 
operation! 

modeli ' 

compute 

operation 

compute data set ' compute 

model2 

corresponding 
operation 

modeb ' 

If the data set is not available, consistency between well-defined models can be main
tained, provided the models are consistent to begin with. Once all models have been 
defined in relation to the data set, the actual data set is not needed: 
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modeli consistent-with modeb 

corresponding 
Operation 

modeln consistent-with 

corresponding 
operation 

model2 ' 

By adhering to strict criteria for a well-defined model of the data set, the interrelations 
between different models in different languages are (made) tractable. The data set 
itself need not to be available and the corresponding operations can be trusted to 
maintain correspondence between models under various operations. 

Schemata for Data Sets An example of a model of the data set is its schema. 
Figure 3.3 shows specimens of four different schema specification techniques all applied 
to the same data set in the middle of Figure 3.3. The examples illustrate how various 
schema languages may be regarded as functions from a common domain of data sets. 
Secondly, with this example it is easy to see how various operations on data sets have 
their counterparts in each schema language. 

Entity-Relationship Diagram Overall Schema 

Person 
sex: Imale.female} 
beard: (true.falseî 

Statistical Package 

Variables: sex, beard. 
Valuelist: sex (male.female), beard (true.false). 

Hierarchical Schema 

Person 
sex: {male.female} 

/ 
Person, sex = male 
beard: {true.false} 

Figure 3.3: Schema specification techniques. 

In the writing above, in the examples, and in the presentation of the 'commutative 
diagrams', no distinction was made between a pair (dataset, sentence-in-a-language), 
and the general case: the domain or universe of data sets D, and all sentences in the 
domain of sentences M. The general case is: all pairs (d, in) in D x M. 

The story of this section can be retold with greater precision, using mathematical 
language, and with greater impact, by addressing the general case, after having rec
ognized that mathematical concepts such as isomorphism and homomorphism can be 
used. 
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3.3.1 Structure-Preserving Functions 

The idea of a mapping or function ƒ : A —• B from one set to another is very general. 
If A and B have some internal structure, defined by operations upon them so that 
they can be indicated by [A,0] and [5,0], then the interesting functions are the 
ones that preserve that structure. Functions that do so are homomorphisms, with 
isomorphisms as a special case. 

Homomorphism When A —> B is a homomorphism, the effect of the operation 
in A is preserved in B. That is, applying first the operation in .4 and then ƒ gives 
the same result as applying ƒ first and then the operation in B. This is expressed as 
f(Oa) = O ƒ (a), or by stating that the following diagram is commutative: 

O 

Similar definitions can be formulated for binary operations, for external opera
tions (presented below), for operations in many-sorted algebras (cf. Dougherty and 
Giardina, 1989; Vickers, 1989), and soon. 

Surjective Homomorphism A surjective homomorphism is an onto function (i.e., 
a surjection). The onto property ensures that for all b G B one can choose an element 
a G A such that f (a) = b. This means that if there is a problem of the type: "What 
would be the effect of applying O to an element 6 G BT', the answer can be obtained 
by going from B to A by choosing an a G A with f (a) = b. To this a the operation of 
A can be applied and the result can be mapped by ƒ, producing the required answer 
in B. With a surjective homomorphism, A can be said to simulate B. 

In addition to the commutative diagram of the homomorphism, the following 
diagram also holds: 

A O 'A 

t 
choose an a 

with 

f (a) = b 

B 
D 

f 

•B 

Isomorphism When a (surjective) homomorphism is isomorphic, A and B can 
simulate each other. The success of the two-way simulation depends on an additional 
property of the isomorphism: ƒ is a bijection (an onto function that is one-to-one). 
Then, ƒ has an inverse / - 1 : B —> A that is also an isomorphism. When A and 
B are isomorphic, the diagram of the homomorphism holds, and the following two 
commutative diagrams hold as well: 
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If there is a surjective homomorphism but not an isomorphism from A onto B 
(the function is many-to-one), then A simulates B, but B only imperfectly simulates 
A; that is, B is isomorphic to a structure composed of classes of A. Each class is the 
inverse image of an element of B. 

Homomorphism with respect to two external operations Among definitions 
of several different homomorphisms provided by Bouvier & George (1983), there is 
one that matches the definition of well-definedness of models of data sets. It is the 
definition of a homomorphism with respect to two external operations: Let [D, O] and 
[M, D] be sets with an external operation of which the common domain of operators 
is Q. The operation O applies an element of fi to an element of D and returns an 
element in D. The operation • applies an element of Q to an element of M and 
returns an element in M. A function ƒ : D —> M is a homomorphism from [D,0] 
to [M, O] if for all pairs (a,d) G ft x DJ(aOd) = adf(d). That is, the following 
diagram commutes: 

O 
fixfl- •D («,«0 aOd 

ida x ƒ 

fixM- D 
•Af (a, f(d)) •anf(d) 

This is a more precise version of the diagram used in the definition of a well-defined 
model. Now let D be a set of data sets (i.e., the powerset of DataSet), and M a model 
language, for instance, tables with counts. The set of common operators, ft, contains 
a few basic operators, for example 'delete variable', with the name of a variable as 
parameter. The operation O applies it to the data set. In a data set with rows for 
units and columns for variables, an entire column is deleted. The operation G applies 
'delete variable' to the table of counts. The table is collapsed over that variable, and 
numbers of units are added to produce the counts in the collapsed table. 
More models can be introduced, for example, let [M2, G2] be a language for schémas 
for the data set. The operation D2 applies the common operators to a schema. 
Limiting oneself to models that are homomorphisms of a central data set brings the 
advantage that entire sets of different models [M,-, D,-] can be modified in a consistent 
way, using the common set ft of basic operators. Implementation of more complex 
operators using ft operators just once then provides an overall implementation in all 
models available and in those yet to come. Page 59 provides an example. 

Summarizing, well-defined models are homomorphisms of the data set and this guar
antees preservation of the effect of data set operations in operations on models in 
model languages. Therefore, the operators preserve consistency under modifications. 
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D data set language (powerset of Data Set) 
M model language 
Q. a set of operators such as 'deletevariable(varia6/e)' 

d £ D a data set 
0 : f i x D ^ D external operation on data set language 
(a,d)t-+Od 

m E M a sentence or statement —'a model'— in the model language 
D : ÇI x M —» M external operation on model language 
(a,m) t—• Om 

f : D —y M homomorphism:  
for ail pairs (a, d) 6 fl x D, f(aOd) = aDf(x)   

Table 3.5: Summary of the well-defined model concept. 

This well-defined models concept provides a solution to the problem of consistent 
modifications of representations. Everything that is contained in a well-defined model 
is also contained in the data set. As long as we limit ourselves to well-defined models, 
an entire set of statements about a data set can be consistently modified using the 
common operators. A summary of this concept is provided in Table 3.5. 

3.4 Interrelationships Among Models 

The previous section defined the meaning of language expressions in relation to a data 
set. Using this we can study the interrelationships between different languages, that is, 
different well-defined models. First the concepts of homomorphism and isomorphism 
are used to analyze this structure. Second, models, as statements in model languages, 
are compared on the basis of their extension in the universe of data sets. 

Homomorphic and Isomorphic Functions Between Models. Even with a 
simple data set concept, there are many languages that can serve as well-defined 
model. Among these, many functions may exist, and some of these functions may be 
homomorphic and even isomorphic. These properties can be used for a classification 
of functions in three categories: isomorphic, homomorphic but not isomorphic, and 
non-homomorphic. 

Among the schema languages indicated in Figure 3.3 there seem to exist a few 
homomorphisms, but on closer inspection, and trying to generalize from statements 
to languages, they appear to be 'almost homomorphic' more often than not. The 
classification using homomorphism and isomorphism as criteria has a disadvantage: 
pairs of models that are very similar and pairs that appear totally unrelated, end up 
on the same pile of non-homomorphic pairs of models. Below we indicate means to 
analyse this pile in more detail. 

When the purpose is not to analyze a set of existing languages, but when the aim 



is to design one's own set of languages, it is possible to select a set of model languages 
that are homomorphisms of one another. When designing one's own, one can start 
from a data set concept that contains the information of interest, and then define a 
non-cyclic series of homomorphic functions: DataSet —• Mj —• M2 —» M3..., that 
filter and select the information in steps. The composition of two homomorphisms is 
also homomorphic. Therefore, when introducing a new model, it suffices to show there 
is a homomorphism from one of the previously established models to the new model. 
Such a chain of levels of specificity can be useful in planning and design of a data set. 
Planning and design may traverse the series in the inverse direction, starting with 
models of low specificity, which are refined to models of higher specificity. Along the 
way, according to the previous section, the set of models may be modified repeatedly, 
using the common operators. 

Equivalence and Specificity A sentence m in a model language M is a statement 
about a data set. A data set satisfies the statement or does not satisfy the statement. 
The statement m thus partitions any 'universe' of data sets, that is, D, into data 
sets that satisfy the statement, the extension, and data sets that don't. To give a 
simple example, the language statement: 'number of units = 100' may be regarded 
as a well-defined model. It can be defined as a function from data sets, the number 
of units is simple to assess. The set of all data sets with 100 units is the extension of 
the statement. 

The relationships between models can be studied as relationships between exten
sions. If we compare the extensions of a pair of statements in different languages 
there are four possible outcomes (Figure 3.4). 

Two statements mi,m2 in different languages are equivalent if and only if their 
extensions are identical. Then they state exactly the same about the data. The 
languages Mi and M2 in which they are expressed are different, but if their extensions 
are identical, the models are interchangeable. If this can be generalized, the languages 
are equivalent. In that case there exists an isomorphism between the languages. 

Of two statements mj and ra2 in different languages the first is more specific than 
the other if the extension of the first is a subset of the extension of the second. If 
this can be generalized to all pairs of statements and data sets, language M\ is more 
specific than language M2, and there is a homomorphism M\ —* Mo. The data set 
itself (or a copy thereof), may be regarded as the most specific model of itself. If a 
dataset satisfies the more specific statement of a pair, it also satisfies the less specific 
statement. There can be series of models of increasing specificity, that is, a series of 
homomorphic functions. 

In the two other cases (at the bottom in Figure 3.4), the two extensions cannot 
be compared. If any function exists at all between these model languages, it certainly 
isn't homomorphic. When the extensions do not overlap (the third case in Figure 3.4), 
there is no data set that satisfies both. The statements are incompatible or inconsis
tent. When the extensions overlap (the fourth case in Figure 3.4), it is always possible 
to construct a compound statement of greater specificity by taking the conjunction 
of two intersecting models. 

Using conjunction, one can engineer levels of increasing specificity by starting with 
a model that will have the role of least specific model, and introduce other models 
only in conjunction with the least specific model (M0). 

Introducing models in conjunction with another model can also help to smooth 
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ml and m2 are equivalent 

ml m2 

ml is more specific than m2 

ml m2 

m2 and m2 cannot be compared 

ml m2 

ml and m2 cannot be compared, 
but their conjunction is more 
specific than either one of them. 

Figure 3.4: Comparing Extensions. Each subfigure shows for two statements 
(i.e.,'models') their extensions in the domain of data sets. 

out differences between languages that are almost equivalent. The most obvious 
candidate for M0 is the overall schema, that is, the variables and their domains. That 
is, when mi and ?n2 are not equivalent, rn0 A m\ may be equivalent to m0 A m2, 
and it may be possible to generalize this over the languages. The schema defines a 
more local 'universe' in which the similar models/languages are in a homomorphic or 
even isomorphic functional relation. Since in any practical application there will be 
a schema, no harm is done to general applicability. 

The concepts of equivalence and specificity (in analogy with isomorphism and 
homomorphism), and the possibility of taking the conjunction of two models provide 
us with the means to find some structure in the chaos of potentially available languages 
for models of data sets. We can now put models in equivalence classes that are ordered 
with respect to specificity. 
To give an example of statements in different languages that are equivalent when 
each is taken in conjunction with the schema, the following schema for the data set 
is assumed: 
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Person 

Sex {male , f emale} 

Marstat {unniar, m a r } 
A e e N 

The following four statements in different languages all have the same meaning in 
terms of the data set, provided they are taken in conjunction with the above schema. 
They all express the same property of the data set; they are equivalent. The first is 
a table with counts with the cell count in one cell set to 0. 

Age Marstat count 
< 16 unmar 
< 16 mar 0 
> 16 unmar 
> 16 mar 

The second is a table structure, that is, an enumeration of the cells not set to 0. 

Age Marstat 
< 16 unmar 
> 16 unmar 
> 16 mar 

The third is a table formula defining a cross product with one element deleted. 

Age x Marstat — (age < 16, marstat = mar) 

The fourth is a logical expression: 

age < 16 —> marstat = unmar 

The most striking difference is the difference in size or sheer volume occupied by the 
language expression. 

Level of Compression If two statements are equivalent they express the same 
information. If one of the two is smaller, for example measured by the number of 
bytes required for storage, it can be said to provide a compressed representation. 
Among equivalent statements, compression is lossless. At each level of specificity 
the equivalent statements, and perhaps the languages, can be (partially) ordered 
according to size or compression level. This gives a 'two-dimensional' classification. 
In Figure 3.5 it is used for the examples above. 

Generally speaking the size or compression dimension may be problematic. For 
instance, with compression methods used in computer graphics (Gomes & Velho, 
1997), there are conditions or situations in which the more compressed language is 
not defined. This cannot happen with well-defined models, since well-defined models 
are defined over the entire domain of data sets. Secondly, there are conditions in 
which there is no reduction in size or where the compressed version is larger than the 
original. The reason is that the length of a language expression also depends on what 
is being expressed. Generalizing the "more compressed" relation from statements to 
languages can be difficult. It will seldomly be the case that one language is consistently 
better for all data sets. Compressed languages are often designed with a particular 
situation in mind, (i.e., certain symmetries or certain invariants in the data set), and 
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Low 
Spec. 

High 
Spec. 

Schema 

SEX= {male,female} 
MARSTAT = {unmar,mari 
AGE - N 

Legend 
equivalent: 
A more specific than B: A 

Logical 
Expression 

age<16 - > 
marstat=unmar 

Table Formula 

AGE x MARSTAT -
(age<16,marstat=mar) 

Table Structure Table with Counts 

AGE MARSTAT 
<16 unmar 
>>16 unmar 
>=16 m a r 

AGE MARSTA" count AGE MARSTAT 
<16 unmar 
>>16 unmar 
>=16 m a r 

< 1 6 unmar 
<16 rnar 
>=16 unmar 
>=16 mar 

0 
< 1 6 unmar 
<16 rnar 
>=16 unmar 
>=16 mar 

0 

High 
Compression 

Low 
Compression 

Figure 3.5: Languages cross-classified by levels of specificity and compression. 

provide good compression in this situation. Otherwise they may fail to provide size 
reduction. 

Bearing these limitations in mind, the two-dimensional lay-out is useful in clari
fying the interrelations among languages. 

P r e s e n t a t i o n There is still variation among languages that are equally specific 
(i.e., equivalent), and that are of the same level of compression. Even these may 
look remarkably different. For example, a table with counts may be presented in a 
cross-tabular format: 

Age Marstat count 
< 16 unmar 
< 16 mar 0 
> 16 unmar 
> 16 mar 

Marstal 
unmar mar 

Age < 16 0 
> 16 

These statements are equivalent and, approximately, of the same size. The re
maining difference can be characterized as one in presentation. 

The example of the cross-table fails in the generalization from statements to lan
guages. The crosstable simply is not defined on the entire domain of data sets, and 
therefore it cannot act as a language for well-defined models. Consider the operation 
of adding a variable, it is not possible (excluding possibilities of an N-dimensional lay
out) . There are however, many other languages, including graphical languages, that 
can act as well-defined models. But even at this point in the classification, were we 
have defined equivalent models of the same level of compression, the pile of languages 
can still be quite large. 

Summary. This section introduced a few concepts and means that can help in the 
analysis and design of languages for well-defined models. One clear result is a simple 
recipe to create a cascade or hierarchy of well-defined models: 
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1. Define a function by which the statement of the new model can be computed, ei
ther directly from the data set or from another well-defined model. The function 
must be defined over the entire domain. 

2. Define the application of the ÇÏ operations in the new model. 

3. Show that the function is a homomorphism. 

The result from the previous section still stands. Even if interrelationships between 
model languages can be hard to characterize, models can always can be consistently 
updated using the ß operations. 

The next sections will explore this well-defined models concept in the design of 
representations for statistical and methodological knowledge. 

3.5 Extending the Elementary Datum 

By enlarging the concept of data set, more information about the data collection pro
cess, for example Ader's (1995) methodological knowledge, can be stored in the data 
set itself. This extended data set concept can then serve as a common basis for var
ious well-defined models that represent statistical and methodological knowledge. In 
normal everyday data-analysis practice the extra properties of the elementary datum 
need not be included in real data sets. They serve a theoretical purpose, to provide 
a basis for well-defined models. 

Potentially there are many properties one could add to the elementary datum. 
Here we concentrate on a representation of the data collection process. That is, the 
data set is to be extended to capture a trace of the data collection actions. Each 
datum represents action in the real world involving a unit and the researcher. When 
we extend the elementary datum with time, the data set will contain the timing and 
ordering of all the actions. When we also add operational definition, the elementary 
datum will contain a precise action specification. 

With these additions, the data set itself contains a trace of the actions of the 
researcher, and can serve as a base language (i.e., a saturated model), for the data 
collection process. If data is collected in a systematic way, according to a plan or 
design, there will be many invariants and symmetries in the extended data set. In 
this situation, the structure of data collection can be expressed in a more succinct 
fashion using a few well-defined models. If data is collected in a haphazard, chaotic 
fashion, most models will fail to provide any compression. Then one can always use 
the data set as a base language. 

3.5.1 Time 

Values for variables of units may change in time and there are data sets were time is 
an integral part, as shown in the example of Table 3.6. In this example, each variable 
is observed at two time points. 
This is an example of a data set in which time is very prominent. In many investiga
tions and data sets time is not prominent, but time or time order is always of great 
importance in research design. First of all, the ordering of observations of an individ
ual unit is considered important for causal reasoning. For example, the meaning of 
a variable (e.g., the state of the patient), measured before or after an experimental 
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country 1 
country2 

G XP. 1997 GNP,1998 unemployment,1997 unemployment ,1998 
88 99 9 H 
44 52 11 16 

Table 3.6: Example of a data set that explicitly takes the time of observation into 
account. 

treatment (e.g., the drugs given to the patient) differs considerably. In a survey with 
a questionnaire ordering is also important. The interviewer must know in which order 
to ask the questions. In general one has to know the order in which different variables 
are observed with each individual unit. 

The elementary datum can be extended with a time property. We adopt Langefors' 
(1977) definition of an elementary datum as a tuple: (object, property, value, time). 
To adapt to everyday parlance in the statistical domain, a property is called variable 
and an object is called unit. This motivates the following definition of a Data Set: 

DataSet = {(unit, variable, value, time)} (3.3) 

To express the constraint that each unit can at most have one value for each variable 
at each time, the definition can be narrowed down to: 

DataSet Ç (Units x Variables x Times —*• Values) (3.4) 

The subset relation indicates that not every data set must be a full cross product 
of Units, Variables and Times, The cross product establishes the maximal domain 
for the DataSet. The domain of an actual data set is either this cross product or a 
subset. 

variable value 
date and clock as rank order relative rank order 

sex male 

2 

drugA 
drugB 
blood pressureH 
bl o od pressu reL 
sex 

yes 
yes 
120 
80 
female 

2 
2 
2 
2 

drugA 
drugB 
blood pressureH 
bloodpressureL 

yes 
yes 
104 
78 

3 cue no cue 
and so on. 

july 4 2003, 9.03 am 1 1 
July 4 2003, 9.05 am 2 2 
July 4 2003, 9.05 am 2 2 
July 4 2003, 9.35 am 3 3 
July 4 2003, 9.35 am 3 3 
July 4 2003, 9.15 am 4 1 
July 4 2003, 9.21 am 2 2 
July 4 2003, 9.21 am 2 2 
July 4 2003, 9.55 am 3 3 
July 4 2003, 9.55 am 3 3 
July 4 2003, 9.21 am 5 2 

Table 3.7: Example of a data set with timestamps. 

There are choices in what we take as domain for time. Table 3.7 shows three 
options. One option is time as measured on clock and calender. Then it becomes 
a time stamp for the elementary datum the moment it is observed and recorded in 
the Data Set, assuming observing and recording happens at the same time. However, 
when duration is irrelevant and only the sequence of time points is important, we 
may simply use rank numbers. If we only need to express the sequence for each unit 
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separately, we may start for each unit with time is 1 (cf. Ader, 1995). The exact time 
when a unit is engaged can be expressed at the level of the unit, that is, as another 
variable in the data set. 

Since the Data Set will serve as the central, most specific, model, the time scale 
should be at the most specific level. Data sets in which this time scale is mapped 
onto a less specific time scale may be regarded as well-defined model of the central 
data set. 

In the elementary datum, time is the time when the elementary datum is observed 
and inserted into the DataSet: 

DataSettime — DataSettime-i U {(unit, variable, value, time)} (3.5) 

First of all there is a concern that such valuation is true to reality. The valuation 
provided by the elementary datum must correspond to the valuation in reality at time. 
Having a tuple such as: (patient23, bloodpressureH, 112, 17) in a data set means that 
it has been observed that patient number 23, for the function bloodpressureH, maps 
to a value of 112, at time = 17. To ensure this the researcher, or one of his helpers, 
must operate or interact with the unit in the real world at time. Therefore, the 
meaning of the elementary datum has two aspects: a certain valuation at time and a 
certain action at time. 

With a so-called retrospective measurement (e.g., a question to the respondent in a 
survey about events in the respondent's past), the time of the observation and the time 
of the valuation may be different. For example, in an interview, it is asked whether 
the respondent was subjected to a tonsillectomy, and, if applicable, some questions 
around this event are asked. The sequence of events (i.e., birth, tonsillectomy), 
and the sequence of questions do not need to be the same. Both sequences may be 
important, and, if so, then two time properties are needed. Here in this chapter the 
emphasis is on the process of data collection. Therefore time is the time of the action 
by the researcher or one of his helpers. 

If existing data sets or archives are being used in an investigation, the time of the 
original collection and the time of the action by the current researcher are different. 
Since in this chapter the emphasis is on the process of data collection viewed as actions 
or interactions with the unit, we only use a single time property in the elementary 
datum, for the timepoint at which the original observation was made. 

3.5.2 Operationalization 

The time property puts an important aspect of data collection in the data set it
self: the temporal order in which the lab assistant or the laptop must collect the 
data. To provide a more complete instruction for the data collection, the actions and 
instruments involved must be specified. 

Given an elementary datum, for exampe:'(patient23,bloodpressureH,112,17)', 
someone could ask serious questions about the 'bloodpressureH' function and one 
would want transparency regarding the method of establishing the value (questions 
about the scale, the manufacturer of the instrument, the tolerances, and so on). Ac
cording to scientific standards, the method by which the value is observed should be 
described in sufficient detail such that others (or at least investigator's peers) can 
replicate it in their laboratories. This is referred to as the operational definition or 
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operationalization: the meaning of a value is in the details of the procedure by which 
it is obtained. 

The operationalization gives information about the action the researcher or his 
helper must perform. It ought therefore be included in the elementary datum, to 
provide a more complete representation of the plan or process of data collection in 
the data set itself. 

DataSet = {(unit, variable, value, time, operationalization)} (3-6) 

Information about the operationalization also contributes to the meaning of the 
valuation (unit, variable, value). The domain of operational definitions cannot be 
defined in advance. It is up to the creativity of the researcher and the customs in the 
research area. However, it is possible to use a global classification. Just like the time 
scale may be abstracted to simple time ranks, the domain of operationalization may 
be abstracted to three types. Following the distinctions made in the theory of block 
designs, and in the GENSTAT system (Neider, 1974), there are three types of action 
that can ensure that an individual unit has a certain value for a variable at time. 
These can be introduced by example: 

With measurement, patient,23 arrives, the measurement device is applied, and its 
value is read. It reads 112. The researcher can look at the clock, and insert the datum 
with the right timestamp in the data set. 

With treatment, patient23 arrives, is hooked-up to a measurement device, and 
given some drug until the device reads 112. Then, after consulting the clock, the 
researcher can insert the datum with the right timestamp in the data set. The unit, the 
variables and their specific values are all determined beforehand, but the researcher 
must go through the motions to make them true. 

With sampling/selection, the investigator walks around, measuring different pa
tients, until one is found that gives a reading of 112. This one is selected and will 
serve as patient23. The researcher can look at the clock, and insert the datum with 
the right timestamp in the data set. Variables and specific values for the selection are 
determined in advance. 

Time Actions by the Researcher Insertions in the DataSet 
1 sample a unit (unit63) 

with sex=male (unit63,sex,male,l,sampling/selection) 

2 treat unit63 
with drugA=yes (unit63,drugA,yes,2,treatment) 
with drugB=yes (unit63,drugB,yes,2,treatment) 

3 measure unit63 
bloodpressureH=.. (unit63,bloodpressurel,.r1,3,measurement) 

bloodpressureL=.. (unit63,bloodpressure2,a:2,3,measurement) 

Table 3.8: Example of a data set as a trace of the data collection process. 

These examples show that the same elementary datum can have very different 
meanings indeed. It can be a value that has been measured, freely allowed to take 
any value that it might take, or it can be an action specification for selecting or 
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treating a unit as to make it have a certain value. The three categories are assumed 
to be exhaustive, that is, there is no other action or method to obtain an elementary 
datum through interaction in the real world with a unit. However, in a data set one 
may find elementary data of a different origin. For example, an elementary datum 
may be computed from others. In that case the the new datum may inherit the 
classification of its sources, provided it is the same category for each of the original 
data. The timestamp of the computed variable is the same as the most recent one 
among the original data. 

Summary. The elementary datum with time, and operationalization provides us with 
a data set that represents the data collection process. The data set becomes a trace 
of the actions of the researcher. Table 3.8 gives an example, showing how operations 
in the real world may correspond to operations on the data set. More concise or less 
specific languages for the data collection process can now be studied as well-defined 
models of the data set in equation 3.6 above. 

It is possible to analyse the interaction between researcher and unit in more de
tail. Chapter 6 provides techniques for modelling interaction between agents such as 
researcher and unit. In this chapter we do not analyse operationalization in such 
detail, we only use the three types of operational definition as elementary processes 
or action primitives that leave their trace in the data set. 

Extending the data with time, and having well-defined models thereof, warrants 
additions to the set of fi operators. The operators for adding/deleting a variable 
will have a version that takes a pair variable and time as parameter. The effect of 
add variable is that variable is inserted at time. The effect of delete variable is that 
variable at time is deleted. 

3.5.3 Weil-Defined Models for the Process Structure 

If the data set language can describe a trace, it can also describe a plan for a certain 
trace in the future. In this plan one may use timestamps in the future, and use 
placeholders for the values to be measured in the future. Well-defined models can 
then be used as more concise representations of this plan. Examples of this dual 
usage can also be found among the classical statistical models. For example, a table 
with counts may be used to describe the statistical design before data collection and 
it may be used in statistical analysis, where the counts are computed from the data 
set as collected. Below we discuss a few well-defined models for the time, property. 

The process structure describes the timing of the actions in data collection and 
this temporal structure can be discussed at different levels of specificity. The data 
set with time on a date and clock scale serves as the most specific level. Using this 
as a basis, we can define homomorphic functions that hide unnecessary details and 
concentrate on the information that is relevant. This provides a number of levels of 
decreasing specificity. Figure 3.6 shows a diagram. The data set is shown at the 
bottom, to the right. 

Starting from the data set, each abstraction step is based upon an assumption. 
First it is assumed that value and operationalization are not important in the 
temporal structure: therefore these properties of the elementary datum can be ig
nored. Then to provide a more compressed representation, for each unit the pairs 
(variable, time) are collected in a set. 
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Next it is assumed that only ordering is important: therefore, one may use 
ranks or timepoints instead of timestamps. In addition it is assumed that units 
are independent and that only the temporal ordering within a unit is important. 
Therefore the time property can be mapped to unitrank. This leaves us with 
{(unit, [(variable, unitrank)])} as a more abstract language. 

Min. Variable RankSet Variable Ranks 
Spec. {(var, [unitrank])} {(var, unitrank)} 

, 

Set of Sequences 
{(sequence)} 

, . 

Sequence Counts 
{(sequence, count)} 

. i 

Sequence per Unit 
{(unit, sequence)} 

{(unit, [(var, unitrank)]} Sequence per Unit 
{(unit, sequence)} 

{(unit, [(var, unitrank)]} 

i 

{(unit, [(var, time)]} {(unit, var, time)} {(unit, [(var, time)]} {(unit, var, time)} 

•< 

Max. 
Spec. 

DataSet 
{(unit, var, val, time, oper)} 

Maximum 
Compression 

Minimum 
Compression 

Figure 3.6: Well-defined models for the process structure. Languages are ordered by 
specificity and level of compression. Arrows represent homorphisms, double arrows 
isomorphisms 

For each unit, the set [(variable, unitrank)] shows one or more variables at each 
timepoint unitrank, and the set can be compressed to a sequence. Using the example 
data in Table 3.8, the sequence of unit63 is the following: 

sex<(drugA,drugB)<(bloodpressureH,bloodpressureL) 

Determining the sequence for all units gives a set {(unit,sequence)}. Sequences 
can be counted, showing the number of units following the different sequences. When 
the interest is not on the numbers of units, but on the set of sequences that exist in 
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the data, the counts can be ignored. This gives the set of sequences {(sequence)}. It 
contains the sequences present in the data. 

If the sequence is invariant over units ( i. e., all units go through the same sequence), 
as it will usually be the case in a well-designed investigation, this 'set-of-sequences' 
language provides a rather good compression: a set with one sequence. When the 
invariant isn't perfect, when there are different sequences for different units, the set 
will contain all these sequences. All the variants (i.e., the second sequence, and more 
if there are more), are reported. There is less compression, but no information is lost. 

The abstraction and compression can be carried on a little further. For example, 
by simplifying to {(variable, unitrank)}, showing the timepoints of each variable. 
The timepoints of each variable can be collected in a set: {(variable, [unitrank])}. 
As soon as there appear two rank numbers or time points for one variable, it is a sign 
that one may need a more specific language. There are different situations that can 
give rise to a variable occurring at two time positions: multiple instance of the same 
variable in a single sequence, or different sequences among units. To differentiate, one 
needs a more specific language, and that would be the 'set-of-sequences' language. 
There is nothing wrong with the ranks language, it is still well-defined, but for tasks 
that need detailed temporal information, it lacks specificity when the process structure 
is complex. 
Summary. In the design of languages for well-defined models, one can build a cascade 
or tree of homomorphisms, with decreasing level of specificity, for a particular aspect 
of the data set. There is another characteristic of well-defined models of which the 
importance is becoming more and more recognized: Well-defined models are defined 
for the entire domain of data sets, meaning that they can always be computed. They 
are simple and robust, they will always do their job, and always have a clear and 
unambiguous meaning. When there are imperfections of the invariant or symmetry 
(asumptions are violated, lack of fit), the models are still defined, but they provide 
less compression, and relevant information may be lost. Then a more specific model 
in the cascade or tree may provide the specificity needed. If all fails, there is always 
the data set itself, as the most specific language. 

Complex operations example. Having these abstractions of the temporal struc
ture may suggest certain complex operations on the data set. For example, a swap 
operator might be considered useful. It swaps timepoints of two variables, and its 
action can be defined using the common operators. Having done that, the swap oper
ator can be effectively be applied to the data set with time stamps, and to any other 
well-defined model in which time is present. This example is to show that models may 
suggest more complex operators, that the set Q of common operators is in no way 
limiting, these common operators can be used to define the complex operator, and, 
having done that, the complex operator can be applied to all well-defined models. 

3.6 Conclusion 

The starting point of this chapter is that all objects that are worked with in statistical 
tasks are models of data sets. A model is formulated in a language, and there are 
many such languages for models of data sets available, to an amount that is confusing. 
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The result of this chapter is the concept of well-defined model. It has great advantages 
to use well-defined models. 

fi-Operations If one needs representations that can be modified consistently at 
any time, well-defined models provide the solution. Because well-defined models are 
formal, they provide a representation with a clear and unambiguous meaning. The 
interrelationships among different models and languages can be traced and can be 
made explicit through the data. Consistent modifications of models can be based on 
corresponding modifications of the data. If the data set is being described by a set of 
different models, the set of models can be consistently modified by applying to each 
model the corresponding operation for that model. The corresponding operations 
thus provide a solution for consistent modifications. It appears possible to define a 
set fi of common operators that can be used to modify the dataset and sets of models 
in a consistent manner. 

Ordering by Specificity and Compression. Secondly, we can see glimpses of 
the structure among well-defined models of a common data set. This brings some 
order in the confusing multitude of languages available. With well-defined models we 
can order models on specificity, and, for equivalent models, we can order languages 
on degree of compression. In the next chapter, the two-dimensional ordering diagram 
will be used often. Operators such as conjunction can help to make interrelations 
among models that are similar but not equivalent more explicit. 

We may want to minimize the number of different languages, and pick just one. 
For example, from the most specific languages one may choose the one that is most 
compressed. Nevertheless, we may still want to use more than just one language, 
because languages may differ in level of difficulty for the user, or for other reasons 
as mentioned in the introduction of this chapter. The concept of well-defined models 
does not prescribe the selection criteria, but it greatly facilitates selection because it 
provides a sorted overview of options. 

It is also possible to simultaneously use a number of different models that address 
the same aspect of the data at different levels of specificity. The common operators 
will take care of consistent modifications of any set of models. 

Extensible The concept of well-defined models of data sets is extensible. A larger 
data set concept allows a richer set of well-defined models. One example was given of 
an extended data set concept and a model that addresses time and data operations: 
the process structure. Other properties of the data set and other models can be 
introduced when a particular application requires these. Time and data operation is 
what we will need in the next chapter for well-defined models in statistical design. 

Well-defined models provide a radically general and robust solution for consistent 
modifications at a fundamental level, and there are, T expect, much more interesting 
properties and implications of well-defined models. Being fundamental, well-defined 
models do not provide all the answers in the design and implementation of systems 
that use metadata. Below a few adjoining issues are briefly mentioned. 

Meta Classes. A theme that recurs again and again is that a formalism in 
itself does not tell enough. The sentences of a well-defined model have a clear 
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meaning, namely that the data set has a certain property, but, this is not enough. 
However, in the actual use of such sentences there is an additional meaning that 
is not given in the formalism itself. The same model of the data set (e.g., iden
tical formulae or expressions), may have different meanings, depending on the 
role in the task. An example for statisticians is statistical analysis. The same 
ANOVA formula or expression can have the role of Maximal Model, Alternative 
Model, or Best Model (Wolstenholme k Neider, 1986). 
Another example occurs in statistical design. The same formula or expression 
or table can have the role of Requirements, Design Solution or Constraints. Think 
of the example with a zero in a table with counts presented earlier. It, could be 
the law of the land, and then it is not, possible to have that, data, therefore, in a 
design task, the table or expression would have the role of Constraints. It could 
also be the decision of the researcher and then it belongs to the Design Solution. 
Alternatively, it might be part of the Requirements, as a Maximal Model for the 
statistical analysis. 
The knowledge-engineering approach KADS (Schreiber et ai, 1993), stresses 
the importance of meta-logical classifications based on the role in the task or 
in the problem solving process. This concept of meta class is also applicable 
to well-defined models. In models of statistical problem solving, these meta-
classifications can be made explicit —each statement is associated with its role, 
or statements in different roles are stored separately— and can be used to con
trol the problem solving process. 
Extending the elementary datum with the operationalization can also be 
thought of as providing a meta-classification. The elementary datum 
with time can have different roles in the data collection process, and the 
operationalization property tells which role. 

Meta-Data Management. Well-defined models are relevant for data/meta
data management systems. The project 'Modelling Metadata' (Darius et al, 
1993), was based on pairing a data set with its 'metadata set'. The project 
investigated the use of binary operations to merge and align data/meta-data 
sets. A full functional prototype demonstrated the feasibility of this approach. 
A recent thesis on meta-data management is provided by Froeschl (1997), and 
it contains many pointers to ongoing meta-data research. 

User-Interface Design. Well-defined models are important for user-interface 
design. The selection of representations to be used in the interaction with the 
user can be made with more deliberation, to allow ease of learning and ease of 
use. The availability of operations is a good basis for a more flexible dialogue in 
which the user does not have to redo previous work, or make errors in editing, 
whenever a change is made. 

Interoperability. Well-defined models also provide a basis for interoperability 
of different software systems. Many investigators today have to use at least two 
or three software systems in their work, and any modification that is desired 
may force the investigator to go back to each of the three systems. Sharing a 
common set of operators Q would provide integration and reduce a change to a 
single operation that updates all well-defined models accross different software 
systems. 
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In conclusion, well-defined models provide a firm and indeed well-defined basis for 
meta-data languages. They can be consistently modified, are defined over the entire 
domain of data sets, have a clear meaning, and seem to have many more desirable 
properties and open up a whole new universe for further study. Well-defined models 
will be used in the next chapter in the knowledge acquisition for a support system for 
iterative statistical design. 

The next chapter contains a section with another more extensive example (sec
tion 4.2), of the use of well-defined models in the analysis and design of statistical 
software. 
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Chapter 4 

StatCons-1: Highly Flexible 
Support 

This chapter continues the exploration of the hypothesis that users with lack of knowl
edge can be supported by automating the human consultant. It presents the design, 
implementation and evaluation of the StatCons-1 prototype, a system with an ad
vanced graphical user interface that allows highly interactive cooperative problem 
solving. 

This chapter first presents a general KADS model of iterative design in which 
modifications of Design Solution, Constraints and Requirements are a normal part of 
the design process. This empty model can then be filled-in, using well-defined models 
from the previous chapter. Well-defined models help to make the interrelationships 
among the objects in the statistical design task explicit and they provide a solution 
for consistent modications of Design Solution, Constraints and Requirements. 

The StatCons-1 prototype is then being reviewed from the point of view of the 
user and from the point of view of KADS. 

References: De Greef, P., Breuker, J., Schreiber, G. k, Wielemaker, J. (1988). 
StatCons: Knowledge Acquisition in a Domain. In Kodratoff, Y.,Ed., Proceedings of 
the ECAI'88, pages 100-105, Pitman Publishing, London. 

Introduction 
Chapter 2 presented a first study of computer support based on imitation of the human 
consultant. The KADS approach for model-based software design was used to guide 
the knowledge acquisition, design and implementation of the StatCons-0 prototype. In 
the knowledge acquisition, task analysis, analysis of domain concepts and analysis of 
expertise in action were used to produce a model for the prospective software system. 
The prototyping exercise showed that a separation between knowledge acquisition, 
and subsequent design and implementation of the software system, is feasible. The 
statistical domain however, is complex and the support provided by the StatCons-0 
prototype —criticism or feedback on the user's statistical design— leaves a few things 
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to be desired. These were formulated positively as new requirements for the support 
system (page 31). Taken together, these new requirements point to a more iterative 
and interactive process of statistical design also known as cooperative problem solving 
(Fisher, 1990, 1993), or collaborative problem solving (Terveen, 1995). 

The system in chapter 2 is based on a procedural model of the consultation task. 
This model is simple to build, but it is too rigid to support an iterative design process 
in which design solution and requirements can be modified at any time. The difficulty 
in building such a model is that requirements and design solutions in this domain are 
objects with a complex structure. The problem is how these can be represented, in 
such a manner that consistent modifications are simple. 

This chapter presents a new prototype, aimed to overcome the difficulties revealed 
by the first prototype. In the StatCons-0 development KADS was used to draft 
a model of the consultation task. In the StatCons-1 development again a KADS 
analysis is used, but now aiming at an iterative model of the design task rather than 
the consultation task. 

The StatCons-1 system is based on a new KADS interpretation model for itera
tive design and on the well-defined-models concept (WDMs) of chapter 3. Both are 
essential. They are complementary. 

WDMs. In statistical design, there is a perhaps unique advantage: all objects in 
the domain are models for data sets. Chapter 3 explained that if we use well-defined 
models of data sets to represent objects in the domain, interrelationships among 
models and effects of modifications on the various models can be made completely 
transparant. An important result at this level is that model and data set can be 
consistently modified by using corresponding operations. Well-defined models can 
thus support modifications in an iterative design process. 

If we look at various languages for WDMs and their suitability for representation 
of objects in the statistical domain, something remarkable appears. The languages 
provide a means to formulate models of the data set and to consistently modify 
these expressions, but they fail to capture an important aspect of models as used in 
statistical design and analysis tasks. The same formula or expression (e.g., a table 
with counts), can play different roles in the task. It may stand for prior knowledge or 
for willful selection (bias) by the investigator or it may represent a carefully construed 
statistical design, or it can be one hypothesis among the set of alternative models, or 
it can be the final best model that is the conclusion of the statistical analysis. From 
the language used to express the model alone (e.g., the table, the expression, the 
formula), one cannot tell which role it plays. 

Roles or Meta Classes. Especially this aspect is addressed by KADS: objects in the 
domain have different roles in the problem solving process. These roles —meta classes, 
as they were called at the time— are provided by the KADS interpretation model. 
Using the interpretation model for design, the three major roles are: Requirements, 
Constraints and Design Solution. Restricting ourselves to WDMs, we can decide which 
models and languages shall be used in each of the three roles, and the relations among 
these can be made explicit. We thus need both the interpretation model and the well-
defined models. They are complementary. 

Iterative Design. The new interpretation model for design resembles the one used 
in chapter 2, but it makes no assumptions about the course of the design process. 
According to the model, the design task succeeds if in the end there is a triple (Re
quirements, Design Solution, Constraints), such that the Design Solution is derivable 
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from the Requirements and does not violate the Constraints. Modifications are consid
ered a normal part of the design process, but the interpretation model does not tell 
how the objects can be represented or modified. 

Section 4.1 will first present the new interpretation model for iterative design. 
Then in Section 4.2 we will start looking for objects and representations to be used 
for the Requirements, Constraints and Design Solution, just like in chapter 2, but now 
we know that we have to look for well-defined models. 

Chapter 3 also provided a classification scheme to sort available languages for well-
models. Using the two-dimensional classification scheme, we can make a selection 
of languages. Having these languages, we can investigate the relations among the 
objects. This then provides the basis for a complete system for iterative statistical 
design (the final KADS expertise model). 

Section 4.3 presents the prototype support system. An advanced user interface is 
designed to allow user and system to pool their knowledge and skill in the cooperative 
execution of the design task. After an evaluation and comparison of the StatCons 
prototypes, section 4.4 discusses imitations of human-human support as an approach 
to the design of computer support for users with lack of task knowledge. 

4.1 A Propose-Revise Model for Design Tasks. 

In design tasks in general, three kinds of objects are important: Requirements, Con
straints and Design Solution. In a general terminological framework provided by 
Wielinga et al. (1995a), design starts with an analysis of informal 'needs and desires' 
and constraints, yielding formal requirements (Requirements), and formal constraints 
(Constraints). From then on, a synthesis process derives a candidate design solution 
from the formalized requirements. This design solution is tested against the formal
ized constraints. If the candidate solution does not violate any of the constraints, the 
design task succeeds. Successful completion of a design task thus results in a set of 
these three objects such that the Design Solution is derivable from the Requirements 
and does not violate the Constraints. This general definition of design tasks is at
tractive because it only states when the design task succeeds and does not make any 
statement about the process by which this result is achieved. 

Requirements 

Deriuable 

Constraints 

Does not uiolate 

Design Solution 

Figure 4.1: The result of a successfully completed design task. 

Iterative models for design tasks are common in A.I (Chandrasekaran, 1990; Fis-
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cher et al, 1993; Motta et al, 1994; Schreiber et al, 1994). These models are all 
variants of the 'propose and revise' model developed by Marcus & McDermot (1989). 
'Propose' takes the Requirements to produce a candidate Design Solution. Testing com
pares the candidate solution with the Constraints. If, in testing, it appears that the 
candidate solution violates a constraint, one may try to adapt or revise the candidate 
solution, towards a better one. 

Propose-and-revise may be performed in sequence: 'complete model and then 
revise' (Motta et al, 1994), or in a main loop in a step-wise manner: generate one 
step, and test the partial candidate solution. If constraints are violated, the last 
step may be revised: 'extend-design-then-re vise' (Motta et al, 1994; Schreiber et al, 
1994). Although these models are iterative, most of these are consistent with the 
simple model for the design process introduced in chapter 2, p. 12. The Requirements 
and Constraints are input to the design process and do not change during the design 
process. 

With the synthesis of a statistical design, a different kind of iteration is sometimes 
necessary, because Constraints are identified along the way (i.e., constraints are not 
only input but also output of synthesis). Even the Requirements may be cut-down 
along the way (like in Schreiber et al, 1994), because the initial specification appears 
to be too ambitious, because any of its solutions violates the real-world constraints 
or exceeds the available resources. 

That constraints are identified during the design process and that even the specifi
cation of the requirements may change during the design process (see Smithers, 1992), 
are probably characteristics of any non-trivial design task (for example the design of 
software). Therefore, the final Requirements and the final set of Constraints may be 
regarded as an output of the design process ( Figure 4.2). 

Initial 
Constraints 

Initial Requirements 

\ 7 
Synthesis 

Final 
Constraints 

Final 
Design Solution 

Final Requirements 

Figure 4.2: Inputs and outputs of synthesis. 

For the statistical design task a 'propose-revise' model was used, with two im
portant refinements. The first is the notion of a central solution., that is, a single, 
'paradigmatic' solution that is optimal in certain aspects. To exemplify this, a more 
familiar design task can be used as a metaphor: 'road design'. The specification of 
requirements for a road design task is, for example, to connect town A with town 
B. The single central solution is a straight strip of tar between the two towns, or, 
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more abstractly described, a straight line segment between points A and B. In sta
tistical design the abstract solution is a more complicated mathematical object, but 
the reason that there exists a single central solution is the same. The problem is 
well-understood and there is a formalised theory in which a clear optimum can be 
identified. This optimum is the central solution. It is perhaps not an unimportant 
class of design tasks in which a formalised theory identifies an optimal solution. 

Although the central solution is in a sense optimal, it is not always used because of 
real world constraints, or because of resource constraints. It simply may be impossible 
or too expensive. In the road design example, there may be a mountain between A 
and B and the central solution needs to be adapted. 

One must first have a candidate solution before it can be tested against the real-
world (e.g., trying it on the map, or, if that is not available, surveyors can explore the 
area between A and B). That is, the real-world constraint is identified by generating 
a candidate solution that violates it. Without the candidate solution, one would not 
know where to look for constraints that are a threat to the feasibility of the candidate 
solution. New Constraints may necessitate modifications of the Design Solution or even 
of the Requirements. 

Requirements Requirements 

Generate 

i i 

1 

i 

Candidate 
Design 

Solution 
-j Modify 

Candidate 
Design 

Solution 
-j Modify 

1 
Test V 

Î 1 
Test V 

1 
Test V 

Figure 4.3: Decomposition of the synthesis task. 

The second refinement of the model for statistical design is the implementation 
of revisions as modification operations that transform an entire pair (Requirements, 
Design Solution), into a new one. Not many operations are needed, due to the neat 
mathematical nature of the domain. 

Some of these operations preserve the 'derivable' relation between Requirements 
and Design Solution. In this manner, the 'derivable' relation can be defined as those 
pairs that belong to the central solution, and by those pairs that can be obtained by 
the derivability-preserving operations. 

In this new model, transformations of the entire design problem are a normal part 
of the design process. Figure 4.3 presents the decomposition of this synthesis task. 

Modifications of Design Solution or Requirements are difficult. Compare this to the 
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architect, who, for some reason, has to move a wall at the ground floor. This will have 
consequences in many other parts of the building and in the end this may perhaps 
have an effect on the Requirements that can be satisfied. The difficulty lies in the web 
of interrelationships among different parts of the Design Solution and Requirements. 
A change at one place may have far-reaching consequences. 

The above has presented characteristics of the statistical design task that may 
apply to design tasks in other domains. Although this represents conclusions and 
insights obtained during the knowledge acquisition, it is presented at the start as 
an advance organiser. The general model shows the ingredients necessary for an 
interactive design process in which modifications of the design solution or even the 
requirements are a normal part, but it does not tell us how the complex objects can 
be represented nor does it tell us how the 'derivable' relation can be defined. 

4.2 Well-defined Models in Iterative Statistical 
Design 

The well-defined models (WDMs) of chapter 3 can be used retrospectiveley to explain the 
StatCons-1 design. This appears straightforward with languages for the Design Solution and 
section 4.2.3 is modernized accordingly. With languages for Requirements, this appears more 
difficult. 

Chapter 2 presented a 'finger exercise' in knowledge acquisition, targeting statis
tical design. From that chapter, we can still use the results of the hierarchical task 
analysis (i.e., the functional analysis of the domain task), especially the decomposi
tion of the objects. These functional objects have been decomposed to a small-enough 
level such that it becomes possible to select representations. A sinnlar decomposi
tion of functional objects is shown at the top in Figure 4.4. Except for a few minor 
extensions and improvements, it was already provided in the StatCons-0 functional 
decomposition in Figure 2.7 (p. 20). 

This chapter uses well-defined models (WDMs) from chapter 3. The WDMs con
cept helps in two ways. It helps in the implementation of modifications and it helps 
in surveying existing languages. 

Modifications WDMs provide a basis for the implementation of consistent mod
ifications of functional objects. WDMs provide for a separate and independent and 
more formal domain analysis. The domain analysis is illustrated in the two layers at 
the bottom of Figure 4.4. WDMs of data sets and operations on WDMs provide a 
system in itself to represent the domain, independent of any functional analysis or 
problem solving process. Using WDMs, corresponding operations provide for consis
tent modifications. 

Therefore, all functional objects must be represented as WDMs. This will give 
the functional object a clear and unambiguous meaning and it makes the operations 
on WDMs available for the functional object. For the representation of a functional 
object, a choice can be made from model languages for WDMs. In this manner we can 
select or design a coherent set of different views or representations suited to users and 
to the task to be performed in the domain. Using these, the leafnodes of the hierarchy 

68 



of functional objects in figure 4.4 become defined at last, and this propagates upwards 
in the hierarchy, perhaps improving the original functional decomposition, and leading 
to a better understanding of the interrelationships of the functional objects. 

Summarizing figure 4.4 from the bottom, first WDMs are defined with respect to 
a central data set concept. That is, a central data set concept is selected, and various 
model languages can be defined as homomorphisms from data set concept to lan
guage. Second, functional objects are defined with respect to WDMs. Modifications 
of functional objects can then be performed by the consistency-preserving operations 
of WDMs. 

Functional Objects 
Chapter 2 

Functional Object in 
Statistical Investigation 

Modifications 

Languages for Well-defined Models Operations 
on language 

function schema logical expression model formula 

table structure table formula and others.. 
TO 

WDMS 
Chapter 3 Central Data Set Concept 

Data Set = {(unit,variable,value,time,operation,...)} 

Operations 
on data set 

Figure 4.4: Functional Model and Domain Model for StatCons-1. 

S u r v e y The WDMs concept clarifies interrelations among various languages. It 
can thus serve as a tool for analysis in a survey of languages for WDMs. Sections 
below survey languages for WDMs and construct a mapping from functional objects 
to WDMs. A broad survey is performed, collecting many different languages that 
potentially qualify for parts of the Requirements, Design Solution or Constraints. Com
pared to chapter 2, we are much better equipped to oversee the jungle of available 
languages for models of data sets. It has become much easier to see whether lan-
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guages are potential candidates for our use —are they about the data set, are they 
well-defined? WDMs thus provide for a more systematic approach in surveying avail
able languages. Different languages for the same aspect can be related and classified 
as homomorphisms or by using the 'specificity x compression' diagram explained in 
section 3.4. 

Below we first present an analysis of a few model languages as WDMs, without 
regard of their use. Then we will discuss the representations of Requirements, Design 
Solution and Constraints. 

Sources. In the inventory of potential languages various statistics textbooks, soft
ware systems and human experts were consulted. From the textbooks especially Hays 
(1974), needs mentioning since it presents the function schema as tool for conceptu
alizing at a global level. 

Important sources for languages for the structure of statistical models and struc
ture of statistical designs were (manuals of) software systems for statistical analysis 
such as SPSS, GUM and GENSTAT (Neider, 1974). For statistical software, various lan
guages for the structure of the statistical design and of statistical models have been 
developed. Wilkinson and Rogers, in their classical paper (1973), presented design 
and model formulae. These extend the idea of using operators like the cross product 
to describe or to construct a design structure or alternative models for statistical anal
ysis, GENSTAT needs special mentioning as it provides a factorization of the statistical 
design in sampling structure, treatment structure and assignment. 

In the context of the generalised linear model (Neider & Wedderburn, 1972), 
McCullagh k Neider (1983), explain the use of model formulae and operations on 
these theoretically. An implementation in software is provided by the GLIM system, 
and, in an experimental mode, by the system GLIMSE (Wolstenholme & Neider 1986). 

Central Data Set Concept This chapter uses the data set concept that chap
ter 3 finished with. The elementary datum {unit, variable, value} is extended with 
time (time points), and with operationalization (treatment, measurement, or sam
pling/selection). With the extended data set we have a basic representation of the 
data collection process and the statistical design in the data set itself (section 3.5). 
This data set concept can be used as the most specific (and the least compressed) 
language for the plan, design and scheduling of the data collection. 

As said before, the extra properties of the elementary datum need not be included 
in real data sets. They serve a theoretical purpose, to provide a data set that can 
serve as a common basis to consider and investigate different (well-defined) models 
as candidate representations. 

4.2.1 Selected WDMs 

This section presents a few WDMs in the manner of chapter 3, as well-defined models 
of structure in data sets, without regard for their functional use or role (meta class) 
in the statistical design task. 

Figure 4.5 shows several model languages for structure in the data, defined as ho-
momorphicfunctions from a central dataset concept. These different model languages 
are about the same aspect of the data set, but provide different levels of specificity 
and compression. 
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Spec. 

Schema 

SEX = {male.female} 
CUE = {male.female} 

Legend 

equivalent (isomorphism): 

A more specific than B B 

( homomorphi sm) : 

A 

Table Formula 

SEX x CUE - (SEX=male. CUE=male) 

Table Structure 

SEX CUE 
female Female" 
female male 
male female 

Table Formula with Counts 

SEX x CUE - (SEX=male, CUE=male) 
->{1 ,2} 

equivalent 
when all 
counts are equal Table with Counts 

SEX CUE 
female female 
female male 
male female 

Classical Data Set Concept 
{(unit, variable, value)} 

unit sex cue 
1 female temale 
2 female female 
3 female male 
4 female male 
5 male female 

High 
Specificity 

Central Data Set Concept 

{unit,variable,value,lime,operalionalizalion)} 

High Compression Low Compression 

Figure 4.5: Model languages for structure in the data set. 

Table structures can be considered equivalent, to table formulae, provided that the 
latter are taken in conjunction with the schema (the valuesets of variables are needed 
to form the cross product). If the actual structure is a cross product or is close to 
the cross product, table formulae provides a large amount of compression. Because 
of the equivalence between the two, the compression is lossless. 

Tables with counts, under conditions of equal number of units in each cell, are 
equivalent to 'table formula with counts'. The actual formula in the 'table formula 
with counts' shows whether this symmetry exists (one number in the set versus more 
than one number). The formula then provides a high degree of lossless compression 
of (part of) the data set. 

For each of these model languages operations can be defined that correspond to 
the set of basic operations defined for the dataset. Below table structures are selected 
to give examples of these corresponding operations. 
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Operat ions on Table Structures For the data set concept one can define a set of 
operations that take a data set and return a modified data set (chapter 3). Figure 4.6 
illustrates corresponding operators on the 'table structure language', that is, operators 
that take a table structure and return a table structure. 

Crossing The crossing operator is the cross product of sets. It adds a 
variable to a table structure. 

SEX 
male 
female 

CUE 
male 
female 

SEX C U E 

male male 
male female 
male no-cue 
female male 
female female 
female no-cue 

Collaps or Projec t ion The projection or collaps operator removes a 
variable from a table structure and it can be used to undo a crossing. 

SEX CUE 
male male 
male female 
male no-cue 
female male 
female female 
female no-cue 

CUE 
SEX 
male 
female 

Dele te Cell or Restr ic t ion This operator removes cells from the design. 

SEX CUE 
male male 
male female 
male no-cue 
female male 
female female 
female no-cue 

SEX CUE 
male male 
male female 
male no-cue 
female male 
female female 
female no-cue 

SEX CUE 
male male 

SEX 
male 

SEX 

SEX 

CUE 
male female 
male no-cue 
female male 
female female 
female no-cue 

CUE 
female male 
female female 
female no-cue 

Figure 4.6: Examples of the three basic operators for table structures. 

The three operators are sufficient to transform any table structure into any table 
structure. Especially in the context of statistical design, there is use for special 
operators to construct special structures such as nesting and latin square. These 
special structures can be reduced to compositions of the three basic operators. 
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Nesting The nesting operator creates a table structure which is not a crossing. 
Whereas a crossing Ax B uniquely identifies a table structure, a nesting A/ B can be 
met by various table structures. But by introducing balance as an additional criterion, 
and by using a standard order, nesting can be regarded as an operator. For example: 

TEACHER 

SCHOOT, 
school 1 
school 2 

teacher1 
teacher2 
teach er3 
te ach e i*4 
teacherS 
te acher6 

SCHOOI, TEACHER 
school 1 teacherl 
schooll teach er2 
school 1 teacher3 
school 2 teacher4 
school 2 teacherS 
school 2 teach er6 

Latin Square The latin square operator can be applied to three design variables 
or factors provided that all factors have the same length. To provide an example of a 
latin square for three factors A,B,0, all of length 3: 

al a2 a3 
cl c2 c3 
c2 c3 cl 
c3 cl c2 

bl 
b2 
b3 

Special structures such as nesting and latin square can be composed as a sequence 
using only the three basic operations, but the sequence may become rather long. 

A B C 
a l bl cl 
a l b2 c2 
al b3 c3 
a2 b l c2 
a2 b2 c3 
a2 b3 cl 
a3 bl c3 
a3 bl cl 
a3 bl c2 

4.2.2 Requirements 

One of the most obvious candidate languages for formulating Requirements is the function 
schema, but it is not obvious in what way a function schema may be regarded as a well-
defined model of the data set, or how the data set concept should be enlarged. What has 
been used instead in the StatCons-1 design, and in most statistical software, is the use of 
abstractions from statistical models. For example, a function schema may be regarded as 
an abstraction from an ANOVA model or from a Regression model. As will be put forward 
in the section below, this is not unreasonable, since Requirements at the most detailed level 
use the language of a statistical model. 

If pressed for a definition of a function schema in relation to the central data set concept, 
I would suggest a function that enumerates the set of all possible function schémas. For a 
da ta set with two variables, A and B, this would be the set {A —» B, B —» ^4}. If the data set 
contained information about the design, for example that variable A is a t rea tment variable, 
the function would have to produce the set {A —<• B}. With a larger number of variables 
this set of function schémas may become extremely large. Therefore, in practice, the user 
has to say which ones are considered interesting. 

The Requirements can be discussed at a low level of specificity. An investigator can 
state his requirements at a minimal level of specificity by providing only the schema of 
the data set. This list of variables implicitly states: ''These are the variables the prime 
investigator is interested in". In audio recordings of dialogues between statistical 
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consultant and researcher, we can see signs of increasing specificity. In a consultation 
dialogue regarding the example problem from chapter 2 (p. 17), the following two 
fragments are typical. The first fragment occurs in the beginning of the dialogue: 

investigator: "I want to study the effect of SEX and CUE on FINT". 
consultant: "Do you also want to look at the joint effect?" 
investigator: "Yes". 

Then a rather long dialogue about the Design Solution follows. Near the end of the 
dialogue the following fragment takes place: 

consultant: "Then you can use ANOVA and look at the effects of SEX en 
CUE separate, together, and at the interaction effect". 

This example shows two things: the increase of specificity, and, at some point, the 
introduction of a statistical model as the most specific formulation of the Requirements. 

Languages for the formulation of requirements at different levels of specificity 
are not hard to find. Figure 4.7 shows samples of languages/models for requirements 
(expressing the requirements of the same example problem). The language expressions 
can be ordered on conciseness and specificity. From top to bottom the-specificity 
increases. From left to right the conciseness diminishes, but the languages/models 
are equivalent. 
The first three levels. The three levels at the top are to be used without regard of the 
statistical analysis methods. The least specific one at the top is the schema for the 
data set, listing the variables. The second level of specificity is a function schema, 
outlining the domain and the codomain of a function, by listing the independent and 
the dependent variables. When there are two or more independent or dependent 
variables, the domain or codomain is not fully defined. The first two levels seem to 
capture the first line of the dialogue. 

At the third level the domain of the example function is made more precise. The 
table formula to the left defines it in a succinct manner as the cross product of 
(the valuesets of) the independent variables, whereas the table structure to the right 
expresses the same model more explicitly. Table formulae and table structures are 
equivalent. The latter can be used as an explanation of the first. This third level 
seems to capture the second and third line of the consultation dialogue above (i.e., 
the joint effect of the two independent variables). 

The fourth level. The fourth level of specificity is very close, or identical, to the spec
ification of the statistical analysis. Statistical analysis always works with a number of 
different models for the data set. The maximal model is the largest, most extensive 
model. It has a number of components, and each component has a number of param
eters. The last line of the consultation dialogue above enumerates the components 
of the maximal model in the standard ANOVA solution for statistical analysis. This 
maximal model comprises four components: an overall mean, two components for the 
separate effects of the variables, and one component for the joint interaction effects 
of the variables. The language of Model Formulae can be used to show the set of 
components of the maximal model (Figure 4.7,to the left, level 4). Each component 
represents a set of parameters with values yet unknown, which are to be estimated in 
the statistical analysis. The set of table structures to the right provides an alternative 
language, showing more explicitly what the model formula to the left means. 
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Figure 4.7: Model Languages for Requirements. 

The maximal model can be simplified by leaving out a component, that is, by 
setting the parameters of that component to zero. In this manner the maximal model 
can be simplified into models that are smaller, that is, have less parameters. Param
eters of one component may be functionally dependent on other parameters in other 
components. This gives rise to the partial order among components. In simplifying 
a model, the partial ordering of components must be respected. In simplification one 
may only remove a component that is not smaller than (i.e., not depended on) any 
of the other components that are present. Figure 4.8 shows another language: the 
Hasse diagram, (Dougherty k Giardina, 1988), that makes this aspect of the detailed 
requirements more explicit. 

The alternative models form a set of models comprising the maximal model and all 
models that can be arrived at by simplification of the maximal model. In statistical 
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Figure 4.8: Model Languages for Detailed Requirements. 

analysis, comparisons are made between these alternative models on how well they 
fit the data set. If, in the statistical analysis, a smaller model fits the data equally 
well as a larger model, the smaller model is preferred. Simple hypothesis testing is an 
example. The null-hypothesis is the smaller model, with the parameter set to zero, 
and the alternative hypothesis is the larger model. The simplest model that describes 
the data, well gets the title of best model. The maximal model determines the search 
space of alternative models. The maximal model thus provides a specification of a 
set of the alternative models (i.e., hypotheses), to be compared, during the statistical 
analysis, on how well they summarize the data set. 

The fiflh level. Figure 4.7 shows a fifth level of increased specificity. It represents the 
rare case when Requirements are about specific values for parameters. 

The Requirements are dynamic. Not only can they be refined by making them more 
specific, they can also be modified at all levels, using corresponding operations. The 
design process may start with a simple version of the research question, but during 
the design process, variables may be added or deleted, and the initial requirements 
may become a network in which auxiliary variables and background knowledge have 
a place. 

The Requirements comprise a representation of the research question (the func
tion/relation/model in the data set the researcher is interested in), but may also 
contain elements from the design introduced in the design process. Both Require
ments and Design Solution are much interwoven with theory of statistical analysis 
(cf., Bailey, 1981). We notice the entanglement of statistical design and requirements 
already in the most abstract formulation of the requirements, the schema of the data 
set. For example, the original example problem (p. 17) contains a variable: 

cue G {male,female,nocue} 

This variable can be modified or replaced by a new variable: 

cue2 G {male,female} 

There are more parts of the Requirements that have a design-like character or that 
are very similar to parts of the Design Solution. 
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4.2.3 Design Solution. 

In the StatCons-0 model in chapter 2 the O'Keefe diagram was used to represent 
the Design Solution (p. 21). With some benevolence, this diagram language can be 
interpreted as a well-defined model of the data set with time and operation. 

Figure 4.9 shows how the O'Keefe diagram can be projected over the time di
mension to obtain the design structure and how it can be projected over the design 
variables to obtain the process structure. For design solutions in which each unit has 
the same process structure, the conjunction of design structure, process structure and 
design schema are equivalent to the O' Keefe diagram. 

The process structure and the 'sequences of variables language' were discussed in 
section 3.5.3 as well. The process structure limits itself to with the temporal ordering 
of data operations and associated variables. Other model languages of the process 
structure were presented in (section 3.5.3). The design structure deals with on the 
specific values for sampling and treatment variables and the numbers of units for each 
combination of values. 

Sampling Structure, Treatment Structure and Assignment. Using the sys
tem of operators on table structures, the construction of a complex design can be 
modularized in the manner of GENSTAT. The design structure of the design can be 
factorized into a sampling structure, a treatment structure and the assignment. As 
structures, the design structure, sampling structure and treatment structure are sim
ilar and can employ the same languages. 

The sampling structure is the design structure for the variables in the sampling 
design, that is, the variables with sampling/selection as operationalization. The 
treatment structure is the design structure for the treatment variables, those with 
treatment as operationalization. The assignment of sampling structure to treatment 
structure may be regarded as an operator such as crossing, latin square, and others, 
which yields the overall design structure. 

In the example scenario, the sampling structure and the treatment structure each 
have only one variable. The cross product operator is used to construct the (overall) 
design structure from the sampling structure and the treatment structure. The op
erator is used to assign units in different cells in the sampling structure to different 
cells in the treatment structure. 

In the example scenario, the sampling structure and the treatment structure each 
have only one variable, but in larger designs factorizing the design can help to achieve 
compression. The distinction between sampling and treatment structure has espe
cially utility for designs with a complex error structure. As for example in split-plot 
designs where different treatment variables are assigned to different levels in a hier
archical sampling structure. 

Solving Design Problems 

A design problem is a triplet (Requirements, Design Solution, Constraints). 

Constraints There are three types of constraints. 
The first type are real-world constraints that lead to structural zeros in the design 

structure. For example, there is a variable marital status: marstat £ MARSTAT = 
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Figure 4.9: Design Solution: various user views as well-defined models (tree of homo-
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{unmar.mar} and a variable age: age e AGE = {young,old} and the investigator 
wants to look at the cross product. It appears that there are hardly individuals in 
mar stat =mar and age =young. In a table with counts using maximum counts these 
constraints can be expressed by setting parameters to zero. 

The second type are resource constraints. These are constraints on the numbers 
of units that can be used. They can be expressed as maximum number of units in a 
table with counts. 

The third type of constraint is the 'Data Set already collected' constraint. If the 
data set is already collected according to a faulty design, there are still options to 
modify and improve the design and data set (by corresponding operations). Options 
are limited, however. The data set and the design can only be made smaller, by 
deleting units or by deleting variables. So the available data set serves as a maximum. 
If the design of the data set is expressed as a table with counts, then this table is 
taken as the table with maximum number of units. 

Central Solution There is a core of solutions presented in textbooks, here referred 
to as the central solution, for which it is clear which Design Solution goes with which 
Requirements. 

The design structure is constructed as a cross product Xi x . . . x Xn, or by special 
operators such as nesting or latin square. For these structures maximal models can 
be derived that can be properly analysed by statistical methods. 

In the central solution, the design structure has the same count of units in each cell. 
This is desirable for the statistical analysis. Under these conditions, as said before 
(figure 4.5), the table formula with counts is equivalent to the table with counts. 
Therefore, as long as one stays within the framework of the central solution, the 
design task can work with highly compressed representations. One can first determine 
a solution at the level of a table formula, and then decide about the number of units 
per cell (i.e., finishing with a table formula with counts), as a highly compressed, but 
lossless (see Chapter 3) version of the structure in the data. 

Interrelations Typically, the global Requirements (levels 1-3 in figure 4.7) can be 
represented as a function schema of the form: 

Xi, ..., X„ —• Y 

The domain of the function is a cross product XiX ...xA'„ minus real-world 
constraints. What is left after taking such constraints into account is a local Universe 
that can be represented as a table structure. 

The design structure in the Design Solution is the sampling plan that prescribes 
which parts of the Universe will be present in the final data. It can also be represented 
as a table structure. A first criterion for a solution is that the design solution must 
be contained in what is left of the universe after constraints have been taken into 
account. 

To give an example, let us recall the table structure used as illustration of a 
nesting. The SCHOOL/TEACHER structure (see p. 73), can serve as an example 
of the Universe - Real World Constraints (using the restriction operator from Fig
ure 4.6). An investigator of educational methods may have phantasies about a cross
ing SCHOOLxTEACHER, but what he can sample, that is, the Design Solution, 
cannot exceed SCHOOL/TEACHER. 
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A second criterion is that the maximal model, that is, the detailed Require
ments (level 4 in figure 4.7), must be contained in the design structure. That 
is, effects or components present in the maximal model need certain parts of the 
universe to be present in the data set sampled. If the design structure is a 
nesting SCHOOL/TEACHER, the largest maximal model that can be analysed is 
[1,SCHOOL,SCHOOL/TEACHER]. 

These criteria can be formalised. If we concentrate on the structural aspect of 
statistical design, then the relevant parts of Requirements, Design Solution and Con
straints can all be represented as table structures or table formulae. A containment 
relation between table structures can be defined as follows: 

T\ Ç T2 if Xi = T-2 or if T\ can be obtained by applying projection and restriction 
operators to T-i (see p. 72). 

Then the desired relationships between Requirements, Design Solution and Con
straints represented as table structures can be summarized as: 

Requirements Ç Design Solution C Universe - Constraints 

where '-' is the restriction operator, used to subtract Constraints from a Universe that 
is the crossing of all domains of variables. Real world constraints are restrictions of 
this local universe. Detailed Requirements are represented by a maximal model, a 
set of table structures. The maximal model (i.e., each component of the maximal 
model), must be contained in the Design Solution. The Design Solution, in turn, must 
be contained in what can exist according to knowledge about real world constraints. 
Table 4.1 provides some more examples. 

General rule: 
Requirements Ç Design Solution C Universe - Constraints 

Examples: 
1 [1,A,A/B] Ç A/B Ç A/B 
2 [l,A,B,AxB] Ç AxB Ç AxB 
3 [1,A,B,C] Ç latinsquare(A,B,C) Ç AxBxC-(a=l,b=2) 

Table 4.1: Examples of Solved Design Problems 

Error Reduction Strategies To make do with less units, various error reduction 
strategies have been devised. The statistical analysis becomes less sensitive with less 
units. To compensate for this, the analysis can be made more sensitive (i.e., the sta
tistical model will have a smaller error component), if one includes auxiliary variables 
into the statistical design and into statistical analysis. The auxiliary variables must 
have a known effect or at least very likely have an effect on the dependent variable. 
If this device is used, the auxiliary variable becomes part of the model used in the 
analysis, that is, it becomes part of the detailed requirements and it shows up in the 
model formula. Often it is not considered interesting to study interaction effects with 
auxiliary variables and such components will then be absent from the model formula 
expressing the maximal model. 

The special design structures such as nesting and latin square, may be used to 
build auxiliary variables into the design. 
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F l a w e d Des igns When a design is flawed, that is, when it is outside the central 
solution, a small set of operations may be tried to move into the direction of the 
central solution. These too can be thought, of as operations that transform a pair 
(Requirements,Design Solution) into a new one. 

C o n c l u s i o n This is the outline of the model for iterative statistical design. As a 
design task it is a-typical, there is hardly any search let alone backtracking. 

In the design process the representation of the objects in the domain can often 
remain at the rather high level of compression provided by table formulae. The 
generation of the design can be done at this level. Expansion to the table structure 
or tables with statistics is straightforward and can be carried out afterwards, after 
reaching an acceptable solution at the highest level of abstraction. For the StatCons-1 
prototype different languages at different levels of compression were used. 

There are reasons for having this type of redundancy. For example, one cannot 
readily see in a table whether there is a complete crossing with equal numbers of units 
per cell. The table formula shows immediately whether these criteria are satisfied. If 
a table formula needs to be explained, it can be expanded to the table structure or 
to the table with counts. Languages may differ in degree of difficulty for the user. 

To actually modify a (partial) candidate Design Solution, and, if necessary, the 
Requirements, a few well defined operations suffice, due to the mathematical nature 
of the domain. Part of these are based on the operations on data sets mentioned 
above. The set of operators is small and it appears feasible to determine the effect 
of each operator on the different parts of the pair (Requirements, Design Solution) 
systematically. The next section shows how this model can be the basis for the design 
of a system to support a user who lacks knowledge of statistical design. 

The above serves as a more extended example of the use of well-defined models in the analysis 
and design of statistical software. There are a number of aspects of statistical design that 
are not covered by this concept of the data set and models thereof. Random sampling and 
random assignment are the most important ones. In the prototype these are dealt with as 
simple properties of the data set. Well-defined models do not provide for everything, but 
they certainly helped to untangle the complex structures in statistical design tasks. 

4.3 The StatCons-1 prototype 
The model for statistical design as an interactive, iterative process provides a solid 
basis for a system for collaborative statistical design. According to the previous sec
tions, the aim of the design process is a Design Solution that satisfies the Requirements 
and does not violate the Constraints. The use of operations that modify these objects 
are a normal part of the design process. In a cooperative or collaborative design 
process, the aim of the design process is the same, but the knowledge and skills may 
be distributed over the partners. 

If partners can join forces, together they may perform better than alone. What is 
needed is pooling of the knowledge of user and machine. Viewed from this metaphor
ical perspective, we only have to design a user interface that allows user or system to 
create a design that satisfies both the user's knowledge and the system's knowledge. 
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The user interface for the joint collaborative design process is based on a shared 
object metaphor and a speech-act dialogue model. The objects in the design task, 
Requirements, Design Solution and Constraints may be regarded as a shared object. 
Both partners can propose extensions or improvements or enter new Constraints using 
a simple interaction framework for sharing. Sharing involves communication, but is 
not the same as communication. The meaning of sharing can be made more precise 
using the most simplified version of a dialogue model à la Winograd and Flores (1986). 
It provides a protocol composed of speech-acts: propose, accept, reject. An agent can 
try to share an object X with another agent by proposing it to the other. Then there 
are two options: the other agent accepts, meaning the object has become shared, 
or the other agent rejects, meaning it is not. Thus, after a propose there exist two 
contexts, one with X and one without X. A reject may involve a reason and a counter 
proposal, and we may interpret criticism as a reject. This model shows that minimally 
two contexts are needed in dialogues that negotiate about a shared object. 

The StatCons-1 User Interface 

The design of the StatCons-1 user-interface explored new user-interface technology: 
graphical interfaces with direct manipulation of objects on the screen (Norman and 
Draper, 1986). This technology offers new opportunities, combining the advantages 
of menus, which require only recognition rather than recall, with the advantages of 
large sets of commands: flexibility and more direct task-action mapping. Windowing 
systems allow parallelism, or at least interleaving, or multi-threaded dialogues —again 
more flexibility. Pictures or diagrams may be used, which, as many believe, may tell 
more than one thousand words. Principles as WYSIWYG —What you see is what you 
get— make it easier for the user to understand and control what is happening. 

WYSIWYG and direct manipulation dictate that the objects in the design task 
are explicitly shown on the screen of a workstation. These can then be directly 
manipulated by the user and they can be changed by the system. This would be 
possible using a number of graphical editors representing the design problem as a 
shared object, understandable to both the user and to the machine. The WYSIWYG 
principle can also be applied to show the structures in the statistical design at the 
abstract symbolic level —design formulae— and —simultaneously— in their expanded 
tabular form (see figure 4.10). This would allow users unfamiliar with the symbolic 
notation to actually see what they mean. 

The StatCons-1 user interface, from the point of view of the user, comprises a 
number of editors for various parts of the Requirements and Design Solution. The 
user has to take the initiative and use the editors. Figure 4.10 shows the editors 
for the variables (the schema for the datât set), the Requirements, and the Design 
Solution. The Design Solution can be communicated about at two abstraction levels 
(design formulae or tables with counts). This set of editors comprises a design work
bench, somewhat analogous to Fisher's Kitchen Design system shown in chapter 1 in 
figure 1.1. 

The use of editors and direct manipulation allows for flexibility. At any time the 
user can change part of the Requirements or Design Solution. On startup the system 
shows the variables editor and the user first has to enter at least the names of the 
variables. When finished, the user must click the OK button and then the system 
shows the Requirements editor and the Design Solution editor. Then it is at the user's 
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Figure 4.10: The user interface of StatCons-1 
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discretion to enter the Requirements or the Design Solution, or both. 
The Analyse and Synthesize buttons are necessary for the user to control the 

system. In retrospect, perhaps better names for these buttons would be Critique 
and Generate, respectively. If the user wants the system to generate a design, he 
can click the Synthesize button —after entering the Requirements— and the system 
will generate a Design Solution. If there are no Requirements yet, the system shows 
a pop-up window saying that the user must first enter Requirements. The user must 
first provide the Requirements and then the system can generate a Design Solution and 
show it in the design editor. The knowledge of the system is not complete and the 
system needs the user to make sure the system's solution does not violate real world 
Constraints the system is not aware of. In a sense the user has to critique the system's 
design. To do so, the user can directly modify parts of the design that violate real 
world Constraints. After such change, the system in turn may critique the updated 
version of the solution. 

If, in a different scenario, the user wants the system to critique the user's design, 
he has to enter both Requirements and Design Solution and click the Analyse button. 
When the system detects bugs, it can open a window and report on the problem, 
and if there is any feedback on the Requirements, it can be effected and shown in the 
editors. 

These buttons are somewhat clumsy, but it is necessary that, the user controls the 
operation of the system. Even if the system would only be a critiquing system, it would 
still be necessary that the user can turn critiquing on or off, to avoid critiquing during 
a major modification of the design which may involve many inconsistent intermediate 
states and it is undesirable that the system critiques these. This is contrary to the 
idea of timely system initiated criticism, but we were confronted with the problem 
that an edit operation is not the same as a speech-act. A propose may take n edit 
operations, and the Analyze (Critique) button is needed for the user to signal the end 
of the propose. 

I wonder how Fischer's system for Kitchen Design takes care of this. Suppose (see 
Figure 1.1) that the user wants to swap the stove and the fridge, and to do so, first 
moves the fridge to the middle of the kitchen. Would the system then show a pop-up 
menu: "It is better not to put a fridge in the middle of the kitchen as one could trip 
over the power cord." ? 

Evaluation of the StatCons-1 Prototype 

Experience with the StatCons-0 prototype in chapter 2 resulted in new requirements 
for the support system (p. 31). The StatCons-1 prototype provides sufficient func
tionality to meet these. As explained in the previous section, it does not provide 
immediate feedback, because that may interfere with edit sequences by the user. Tim
ing of feedback is indeed an important characteristic of computer support, at some 
periods it is desirable that it is immediate, but during editing it should be turned of. 

At its time (1987), the direct manipulation interface was quite advanced. Apple 
Macintoshes were still novel and most users were only familiar with command-based 
or menu-based user interfaces. In informal evaluations —asking a few acquaintances 
to try to use the system— users find the StatCons-1 prototype quite difficult to use. 
They do not know what to do or where to start, and they need much explanation, 
instruction and stimulation to get started and to keep going. It appears that the 
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Stat.Cons-1 prototype is much more difficult to use than its predecessor, the menu-
based StatCons-0 prototype described in chapter 2. 

The StatCons-1 user interface provides more options and choices for the user than 
the StatCons-0 question-answer loop. Beside being more complex, the direct manip
ulation interface gives very little guidance about what to do when. In accordance 
with Norman and Draper's classical (1986) user-centered system design, the control 
is fully in the hands of the user: the user must control which task will be performed 
when. However, the objects on the screen and the use of the various editors — each 
being different— are apparently not intuitive to non-experts. 

In the dialogue with StatCons-0, the system takes the initiative. With StatCons-1 
the initiative is in the hands of the user. The user is in control and the user must 
decide what to next. For users with only a small amount of domain knowledge, it 
may be difficult to be responsible for planning the execution of the design task. In 
retrospect, a workbench interface such as StatCons-1 or Fischer's kitchen design is 
more suited to experts rather than to novices. Similar problems have appeared with 
workbenches such as Shelley (Anjewierden, Wielemaker k Toussaint, 1992) and KEW 
(Terpstra et ai, 1993). 

The next section will provide a more detailed comparison and interpretation of 
the differences between the prototypes. 

4.4 Conclusions of the StatCons Case Study 

Chapter 2 and this chapter 4 presented designs of computer support based on imi
tation of human-human consultation. We have collected verbatim protocols of con
sultations, performed analyses, drafted diagrams, and designed and implemented two 
prototypes, using the model-based system development method KADS as a guiding 
framework. This shows that KADS is indeed helpful in software design, but we must 
also conclude that the support provided by the prototypes is inadequate. Imitation 
of human consultation practice is a risky guiding principle. 

User Support 
The two prototypes have a common basis: a decomposition of collaborative design in 
three subtasks or functions. At this abstract level the prototypes share these functions 
with the human consultant. 

1. Propose, or enter (Requirements, Design Solution). 

2. Evaluate, or identify flaws in (Requirements, Design Solution). 

3. Modify, revise or repair (Requirements, Design Solution). 

The two prototypes differ in the control structure overlaying the functional decom
position. StatCons-0 is based on a single execution sequence of the three functions. 
StatCons-Ois thus unsupportive of an interactive design process. StatCons-1 is based 
on an iterative and incremental process in which each function may become active 
again and again. StatCons-1 supports interactive, iterative design. The two pro
totypes also differ in user-interface technology. StatCons-0 has a question-answer 
interface for the first function. StatCons-1 has an advanced direct-manipulation user-
interface. 
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There is a large difference between, on the one hand, the human consultant, and, 
on the other hand, the two prototypes. Small, informal evaluations of the prototypes 
with prospective users showed that neither is a very satisfactory substitute of the 
human consultant. The human-computer interaction, the computer dialogue, is a 
problem. Only in a certain abstract sense the prototypes can be said to be a (par
tial) replacement of the human consultant. There appears to be a human-computer 
interaction bottle-neck. 

Both systems are difficult to learn or use, but the StatCons-1 prototype with its 
flexible user interface appears more difficult to learn and use than the StatCons-0 
question-answer interface. Ironically, the final prototype which, using new interface 
technology, would solve all problems with the pilot prototype, turned out to be more 
difficult to use. We can explain this, in retrospect, if we take the perspective of the 
user. 

The user 's levels of expertise and experience In the use of the support sys
tem, the human needs two types of knowledge: knowledge of the domain, to formulate 
goals and subgoals in the domain task, and knowledge of the user-interface, of how-
to act in the dialogue with the system to achieve subgoals. This distinction can be' 
explained using the GOMS model (Card, Moran and Newell, 1983), or Norman's 
(1986), approximate theory of action. Human-computer interaction is characterized 
as a process in which the user has goals, decomposes these into subgoals or tasks. 
Here domain knowledge is used to decompose goals and select tasks that will help to 
accomplish goals. Continuing the user process, knowledge of the system is used to 
transform tasks to action specifications (task-action mapping), which can then be ex
ecuted. To monitor and control this goal-satisfaction process, outcomes of actions are 
perceived, interpreted in terms of task outcomes and evaluated in terms of progress 
towards the goal. Knowledge of the domain is important at the level of goals, eval
uating progress and in deciding about subgoals or tasks that will help to accomplish 
the goal. Knowledge of the system, especially the user interface is important at the 
level of specifying the actions and perceiving and interpreting the outcomes. 

Although domain knowledge and system knowledge are not entirely separate, the 
distinction appears useful. J. Fisher (1991), articulates this as there being two inde
pendent dimensions that are to a large extent independent: expertise refers to domain 
knowledge (from novice to expert) and experience refers to system knowledge (from 
naive to experienced). In relation to software for statistical analysis, each of four cat
egories occurs in reality: (novice, naive), (novice, experienced), (expert, naive) and 
(expert, experienced). Using these concepts we can say that StatCons aims at naive 
novices, that is, users low on domain expertise and low on system experience. 

Initiative Although direct manipulation interfaces with windows, menus and but
tons are considered to be easy to learn and use, the direct manipulation interface 
of StatCons-1 appears to be more difficult to use than the question-answer interface 
of StatCons-0. The main difference between the two user interfaces appears to be 
system-initiative versus user-initiative in the planning and execution of the domain 
task (page 84). 

Direct-manipulation interfaces are succesful in facilitating task-action mapping 
by presenting the required system knowledge on the screen, thus relieving the user 
from the need to posess elaborate system knowledge. Direct manipulation interfaces 
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can thus help compensate lack of system knowledge. Direct manipulation interfaces 
offer little help for users that lack domain knowledge. That is, when the user has 
difficulties at the level of goals and deciding about subgoals or tasks, support in 
task-action mapping will not help. The StatCons-0 question-answer interface helps 
by providing (even forcing) a proper sequence of subgoals. The direct manipulation 
interface provides no help in setting subgoals. It is entirely up to the user. 

Users with lack of knowledge to an extent that they do not know what to do, need 
guidance in the process, that is, system initiative. Direct manipulation interfaces, 
such as StatCons-1 and Fischer's Kitchen Design system (chapter 1), expect the user 
to take the initiative, but the gap between system and user can only be bridged if, 
on the user's side, there is familiarity with the objects in the domain (i.e., stoves and 
sinks and an outline of walls), and if the user is able to formulate goals and subgoals 
in the domain. This assumes the user has a considerable level of expertise. System 
initiative may relieve the user entirely from this responsibility and also help to off-load 
the user. 

Another difference between the prototypes is that the direct manipulation inter
face provides a richer garden of behavioural syntax to be mastered. In contrast, the 
question-answer interface does not require much experience from the user to under
stand the question-answer loop. It is simple and straightforward in its use: just 
answer each question. Lack of experience (skill) with graphical user interfaces may 
become less of a difficulty when they have become more common and more standard
ized, but the factor of user-initiative vs. system initiative, with its implications for 
the responsibility for planning the task execution, with its implications for guidance 
or lack thereof, will remain an important factor, especially in case of users with little 
domain knowledge. Users with considerable lack of expertise need guidance instead 
of a bewildering toolbox. In this respect, the StatCons-0 user interface is better than 
the more advanced direct manipulation interface of StatCons-1. 

In summary, a cooperative system may take a larger or smaller role in planning 
the (collaborative) problem solving process. The more the system takes the initiative 
in the collaborative process, the less the user has to do in planning and in articulating 
the collaborative execution. For users low on domain expertise and system experience, 
planning and articulating the task execution is a stumbling block and a large load 
contribution. Assigning the initiative to the system can help to lower the load on the 
user. Initiative is therefore an important design parameter in computer support. 

With the above we have an understanding why the StatCons-1 workbench user-
interface is more difficult. In the above there have been hints at extra tasks involved 
in using computers. The fact that both prototypes are more difficult to use than 
the human consultant, can to some extent be attributed to the additional work or 
overhead users are burdened with. 

Articulat ion Work. Theorists of human-human cooperation stress the additional 
work or overhead inherent in any form of cooperative work: articulation work (Strauss, 
discussed in Gasser, 1986), or co-ordination work (Malone k, Crowstone, 1990). This 
additional work does not only comprise communication, but also mutual adaptation 
and synchronization, and whatever else is needed to 'manage interdependences' . As 
long as the additional work in cooperative problem solving does not exceed certain 
limits and as long as it does not exceed the benefits, the human may be able to profit 
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from engaging in cooperative modes of problem solving. Then the support has added 
value, that is, a positive effect. 

Consultation and Articulation Work. Articulation work is part of human-
human and human-computer consultation. In the latter situation, the amount of 
overhead tends to be much larger, due too the limited bandwith of human-computer 
interaction. In human-computer interaction there are numerous aspects that con
tribute to extra articulation overhead. It is not only that, in the dialogue with the 
computer, the human has to type or manipulate a pointing device. Chapanis (1975, 
reprinted in Chapanis 1988), compared performance of subjects in different rooms 
working together and communicating over audio or teletypes. In the last condition 
groups need twice as much time to find a solution, even if the members are trained 
typists. Differences are not ascribed to the typing work, but to the 'communication 
richness' of the audio channel. 

Another source of additional work with computer support is that the user has to 
reformulate or translate his problem to the abstract language or ontology used by the 
system. In the StatCons domain, there is a high level of abstraction and the mapping 
from the user's specific problem to the language of the system is left entirely to the 
user. Even in less abstract domains such abstractions are necessary; the user must 
encode problem data in the language of the machine. A medical expert system, for 
example, may ask "Is there cyanosis?", or "Does the patient look blueish?". 

Another important difference is that in human-human support very quick mutual 
adaptation occurs. For example, in a conversation about a patient, a doctor may ask 
a nurse wether there was cyanosis, and if the nurse does not answer immediately, the 
doctor immediately asks a new question: "Did the patient look blueish?". In human-
computer dialogue the adaptation is fully in the hands of the user. More generally, all 
kinds of subtle mechanisms for mutual adaptation that are routine among humans are 
absent in human-computer dialogue. Therefore, the user must adjust himself much 
more to the system, compared with the human-human situation. 

Imitation of Human Consultation as Guiding Principle. There are a number 
of aspects in the area of user-interface technology, human factors and computer liter
acy that contribute to the user-interface difficulties, but even if these can be improved, 
it seems that in general human-computer consultation involves much more overhead 
for the user than human-human consultation. In automation in general the tasks of 
the human change, and in automation of consultation the user is burdened with more 
articulation work than the client. Task demands that are within limits in human-
human contexts, may turn into overloading and stagnation in a human-computer 
context. The trade-off between potential benefits and increased articulation work 
may turn negative. This is likely to happen when in the human-human situation 
cognitive demands are already very much streched to their limits. Support systems 
can thus have a harmful influence (cf. Neerinx & deGreef, 1993). 

In Conclusion, the strategy of imitating human-human support takes no account of 
the increased articulation workload in the transition from citent to user, and it may 
therefore be misleading as a guiding principle for the design of computer support. 
That is, the imitation strategy entails the risk that no users can be found for the 
system. To take the user's work situation into account we adopt a new guiding 
principle for the design of computer support: 'maximise the benefits for the user and 



minimise the workload of utilizing the support'. It is as if in the invention of the flying 
machine we abolish the idea of flapping artifical wings and turn to the essentials: high 
lifting force and low weight. 

Placing the user in the center implies a shift in the overall perspective. User and 
system may still be engaged in a joint execution process pooling their knowledge and 
skill, but not as equal partners. The user now has a special status, and the role of 
the system is to support and enhance the problem-solving by the human, rather than 
aiming to control or be involved as much as possible (cf. Woods & Roth, 1988). Such 
computer support we will call cognitive support, because the aim is to enhance and 
amplify human cognition rather than automating as much as possible. The scope 
of methods to achieve this aim is larger than knowledge-based systems technology 
alone. There are many gradations; from critiquing based on a complete expert model 
to more subtle forms of support —which might provide substantial improvement of 
performance of the human— such as a check-list or forms or notepads as external 
memory aids. 

At this point, in the StatCons case study, there is hardly any theory available and 
little systematic investigation of the effects on users of different methods of support. 
From the new guiding principle we can only conclude that the choice, design or 
invention of a method of support may best be driven by an analysis of the needs 
and problems of the user's of the base system. 

Implications. Following these new insights, computer support designed as inte
grated add-on to existing software may have a larger probability of a positive trade
off. Being integrated helps to avoid dialogue, that is, overhead. Having an existing 
system as a basis provides a context in which there are real potential users and ben
efits. In statistics there are many widely used systems for statistical analysis. The 
critiquing function of StatCons could be integrated into such a context, which I hence
forward call 'base system'. Then the user would have less work to provide the data 
needed by the support function. Most of this information is available from the base 
system. Specifically for the StatCons Case, part of the user's Conceptualization is al
ready present from the dialogue between user and statistical analysis system. Another 
part, the structure of the design, can be computed from the Data Set. This greatly 
reduces the amount of dialogue that remains needed to provide support. From the 
user's point of view, there is little or no additional work in utilizing the support. 

The fact remains in this integrated StatCons-2 fantasy that we do not know 
whether the critiquing function would provide any benefits for the user. If we re
ally put the user in the center, and strive to optimize the trade-off for the user, we 
must also analyse the problems and needs of the users of the base system, as not only 
to minimize the costs, but also maximise the benefits of using the support. Other 
forms of support outside critiquing may also come into consideration. 

KADS 

Given its point of departure, the StatCons-1 prototype is a reasonable system: it 
contains an expert model for the design task and can be used to generate or to 
critique a statistical design. The use of a systems or knowledge engineering approach 
such as KADS has helped to achieve this prototype. 

The general model for iterative design in Section 4.1 is a contribution to the 
KADS collection of generic models. Computational models for design tasks tend to be 
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limited to parameter space: figuring out the values of a parameters like, for example, 
the diameter of the drum and the strength of the cable in elevator design. The model 
for iterative statistical design in Section 4.2 in this chapter is an instance of the general 
model and it addresses the construction of a structure. 

Tt has to be said that the KADS approach has gradually been extended. Early 
KADS in chapter 2 was too much limited to functional analysis. The modelling of 
information structure was underdeveloped. In contrast with diagnosis or assessment 
tasks, statistical design shows complex structures and interrelationships. KLONE is 
not specially suited to represent such structures in a manner that makes the interre
lationships explicit. 

In COMMONKADS there is now a Conceptual Modelling Language (CML), but 
this offers no ready-made solution. It will always be necessary to analyze the models 
and operations in the domain. In the StatCons case, in statistical design, the key to 
the domain is the insight that all domain objects are models of the data set. One 
cannot expect a representation language such as CML to solve this. The current view-
on KADS also states that modelling a design task in a new domain requires theory 
construction. For the dependencies and interrelationships between different models in 
the design task is no standard method, no effective clerical procedure nor any 'algebra 
of discovery', available. 

With well-defined models we have found a solution to consistent representation 
and modification. The contributions of the functional task analysis and of the domain 
analysis to the final model of iterative statistical design were illustrated in Figure 4.4. 
The layer at the top shows the hierarchy of functional objects. This aspect of the 
functional analysis from chapter 2 is. with a few modifications, still present in the 
final model. 

KADS interpretation models provide templates for decomposing different types 
of tasks such as design tasks. In the decomposition tree of functional objects, in 
Figure 4.4, one can find the Conceptualization object being decomposed in the three 
objects of design tasks: Requirements, Constraints, Design Solution. In the functional 
analysis, these 'functional objects' have no definition, but it is easy to find many 
examples in many different languages or represenations. In fact one is easily over
whelmed. The functional analysis nor KADS interpretation models nor the modelling 
language itself provides any clue for a systematic approach to resolve the chaos. In 
the final model, the functional objects are defined as well-defined models. 

The well-defined models approach can be transferred to other design tasks. For 
example architectural design, in which the central object is a building. One can define 
different models and use various languages. By using well-defined models, it becomes 
simple to consistently modify and update an entire building project. To ensure that 
all models are well-defined, a set of operations on buildings has to be devised, and for 
each model the corresponding operations have to be defined. In statistics the central 
object is the data set and the number of operations is not too large. The number of 
building operations that are needed may be larger. 

In Conclusion, early KADS was too much fixated on functional models, with 
neglect of domain analysis. The latter was limited to simple hierarchies of attributes, 
without recognizing that the fillers of the attributes in this domain should be designed 
as well-defined models of the central data set. 
When it is the case that objects have an internal structure and that there are complex 
interrelationships among these, then a strict separation of task analysis and domain 

90 



analysis is not feasible. An initial task analysis is useful and necessary to zooni-in 
on the domain and to collect views on domain objects. After that , when the domain 
analysis has provided a better understanding of the objects and operations on objects, 
the functional task anlysis can be rebuilt from the bottom up. COMMONKADS 
now has a much richer analysis method for domain knowledge, but still no definite 
method for complexly structured objects. Well-defined models provide a solution in 
the statistical domain, but scaling this up to domains with a very large number of 
operations is not trivial. 

Model-Based Design of Support 

In the model-based approach there is room for improvement. Two aspects seem im
portant. The first is that the method for system development should help to develop 
the right system. The KADS approach helps to develop a system that is technically 
sound, but this is not necessarily a system that fits well with the users. As put for
ward in the above, the design of task support must put the user in the center and 
it is desirable to improve or extend the method for system development as to design 
a better-functioning human-computer system. This may not always be possible, de
pending on the domain and the prospective users, and the method should help to 
assess lack of feasibility at an early stage. 

The second aspect is that the repertoire of modelling techniques needs to be ex
tended. As yet, not all aspects relevant to the human-computer interaction have 
been covered. What is missing is a modelling technique to describe the method of 
support, that is, the process of joint task execution. A term like critiquing is too 
vague. Both prototypes implement a form of critiquing, but they are very different 
in their behaviour. In the development of the prototypes, their behaviour was only 
described loosely and informally. It is desirable to have a modelling technique to 
specify the behaviour of user and system in the joint execution process with greater 
precision (chapter 5 and especially chapter 6 will provide for this). In a more extended 
model-based approach, such specification may serve as input to user-interface design. 

In conclusion, KADS is focussed on knowledge and expertise, the modelling ap
proach appears helpful to actually design a system, but not necessarily an effective 
system to support a user with lack of knowledge. For the design of support the mod
elling approach can be extended with various forms of user analysis, and models for 
collaborative execution that address the behavioral aspects of the interaction. 

A c k n o w l e d g e m e n t s . First of all I would like to thank all statistical consultants and 
theorists who made themselves available for interviews, for role-playing consultancy 
sesssions, and for discussions about prospects and limiations of statistical expert sys
tems. Many thanks are also due to Guus Schreiber and Jan Wielemaker who helped 
by designing and implementation the StatCons-1 prototype. This research was per
formed within the KADS project, which was partly funded by the ESPRIT program 
of the European Commission. 

91 



Part II 

Model-Based Design of 
Cognitive Support 
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Chapter 5 

Analysing System—User 
Cooperation in KADS 

This chapter provides the feedback from the SlatCons case-study to the KADS 
project. There are two main problems in the development of a knowledge based 
system (KBS). The first is the modelling of domain expertise. The second is the 
modelling of the application of this knowledge to tasks that future users want to per
form. This paper discusses how the second problem can be addressed in a systematic 
way. Our argument is that the second problem is at least equally important and if it 
is given serious attention, the first main problem will become simpler, because efforts 
can be directed at the subset of expertise that is actually required. 

This Analysis of Cooperation helps to arrive at a consistent set of functional 
requirements for a future KBS and a population of intended users. It comprises (i) 
a theoretical framework for system development, (ii) a technique for constructing a 
model of cooperation and (iii) a recommendation to use the Wizard of Oz technique 
for validating a model of cooperation in experiments with future users. In such an 
experiment, users at tempt to perform tasks with the help of a mock-up of the future 
system operating according to the model of cooperation. 

References: (1) de Greef, P. k Breuker, J. (1989) A Methodology for 
Analysing Modalities of System/User Cooperation for KBS. In Boose J., Gaines, 
B. and Ganascia, J.G., Eds., Proceedings European Knowledge Acquisiton Workshop, 
EKAW89, pages 462—473, Association Française pout la Cybernétique Economique 
et Technique, ISBN 2-90367763-8, Paris. 

(2) de Greef, H.P. k. Breuker, J.A (1992) Analysing system-user cooperation in 
KADS. Knowledge Acquisition, 4:89-108, 1992. 

Introduction 

It is difficult to develop an operational knowledge based system. Even if one succeeds 
in modelling and implementing some expertise using some AI paradigm, it may very 
well turn out that the intended users cannot use it or have no use for it in their 
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everyday work. Introducing operational knowledge-based systems (KBS) has sub
tle, but further-reaching consequences than automation by conventional systems in 
professional organizations. 

Conventional systems are largely viewed as semi-passive tools under control and 
command of the user, whereas a KBS may take the role of intelligent, active agent. 
Therefore, a ''careful" specification of how the user and the artificial agent should and 
can cooperate becomes far more decisive in knowledge engineering than it was thus 
far in software engineering. "Careful" means that empirical tests can be made about 
the functional feasibility before the KBS is designed and implemented. "Careful" also 
means that the functionality itself is based upon a distribution of tasks between users 
and system, rather than on the default assumption that a KBS should play (one of) 
the role(s) of an expert. 

The cooperation between a KBS and a user is mediated via the user interface. 
Most user interfaces of KBS look less sophisticated than those of many advanced 
conventional systems, which use graphics with direct manipulation, etc. The typical 
"advisory" KBS interacts via canned text, and keyword dialogues. The system takes 
the initiatives and these initiatives are driven by the current state of the problem 
solving process, rather than by the pragmatics of discourse. From the user's point 
of view the dialogue is unstructured, because the current topic may have no relation 
with a previous one, and, moreover, the user cannot take initiatives to redirect the 
discourse. He can only ask for some explanations. 

Although not all KBS simply mimic the role of a human expert, and not all 
KBS exhibit this stereotypical MYCIN-like scenario of advice giving (e.g. Miller 
1984), in knowledge engineering there are no methods which allow a specification 
of the role of a system by successive refinement. Neither is such a methodology 
available from software engineering. Moran's (1981) framework for specifying passive 
(command based) user interfaces can be viewed as a pioneering step (see also Card 
et al. 1983), but it did not lead to widespread application, due to its complexity 
and lack of integration with software engineering methods. In the KADS project 
(Wielinga, Schreiber and Breuker, 1992) we have taken Moran's view, in particular 
about layers of abstraction, and extended it to active systems (KBS). This paper 
presents the result which we call Analysis of Cooperation. It provides a framework 
that is both applicable to software and knowledge engineering, thus supporting an 
integration of both in practical projects. The framework helps in the specification of 
functional requirements, but it does not address the design of the user interface. 

5.1 Functions, Cooperation and Communication 

Our method for the analysis of cooperation comprises a framework and a specification 
language for constructing models of cooperation and we recommend a partial ordering 
of knowledge engineering activities. This ordering is the consequence of dependencies 
that exist in the top-down framework between the more abstract and more specific 
layers. This framework is to a large extent inspired by notions from distributed 
artificial intelligence (Bond & Gasser, 1988; Gasser, 1991), job analysis (Adam k, 
Ebert, 1982), organization theory (Mintzberg, 1983), the design of user interfaces (in 
particular Moran 1981), user-centered system design (Norman 1986; Gould 1989), 
and conventional software engineering (e.g. Wallace, Stockenberg and Charette 1987, 
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Yourdon 1989). 
The analysis of cooperation is based upon the notion that user and system should 

cooperate to achieve a common goal. Cooperation is based upon three elements: 

A distribution of tasks or a distribution of labour. A distribution of tasks is a task 
decomposition in which sub-tasks are assigned to different agents. An agent may 
not know or accept the goal, but may only be committed to a particular sub 
goal, that can be accomplished by his sub-tasks. Commitment is the typical 
term used in distributed artificial intelligence where we will use "assignment" 
or "allocation" (see e.g. Gasser 1991, Cohen and Levesque 1990). 

Dependencies. In a task distribution, there is also a network of dependencies where 
one sub-task may require the output of another sub-task as an input. In our 
terminology the ingredients (objects) produced in a sub-task have to be trans
ferred to another task, thus leading to requirements for communication. The 
way the communication is performed is, strictly speaking, not part of the co
operation; it is a further refinement that can be postponed to a later stage in 
system development. 

Control. Agents involved in the task distribution must at least know which sub-tasks 
they have to perform when. In man-machine cooperation there usually is no 
separate supervisory control and neither does it seem feasible to implement a 
supervisory agent in the machine, for the simple reason that the machine has 
too small a communication channel. It can hardly intelligently monitor the user 
(Suchman, 1987). Instead the control can be driven by local recognition of "turn 
taking" -e.g. the prompt of a machine- or be based upon common knowledge 
of the task distribution -a shared plan- and its current state of execution. 

These elements are sufficient when the task distribution has become fixed. A 
task distribution is fixed when the work process and its outputs are standardised 
and do not require adaptive coordination mechanisms (Mintzberg,1983). A fixed task 
distribution, and the specification of the dependencies and control issues, form the 
model of cooperation. Ideally, a knowledge-engineering project would start from a fixed 
task distribution which reflects the prospective distribution of labour between systems 
and human agents in an organization. As is also the case in software engineering 
projects, the analysis of functions in the organization is preliminary to the functional 
specifications of the systems to be built, and both activities are often performed by the 
same team. Arriving at a task distribution, i.e. a specification of roles and functions 
of various types of agents, is a first step in all automatization, and therefore included 
in the analysis of cooperation. 

In distributed artificial intelligence (DAI) the modelling of cooperation involves 
more elements, because the aim is the uncovering of principles for designing dynamic 
task distributions. These are assumed to be more flexible than standard rational 
architectures with top-down, rather than distributed control. Confronted with new 
types of problems, autonomous agents propose and negotiate a task decomposition, 
or distribution (e.g. Hewitt 1991, Gasser 1991). A similar process of negotiating and 
planning between human agents can be involved in a social organization, for instance 
in making decisions about functions to be automated. The first step in a knowledge 
or software engineering project consists of "negotiating" the role and the functions of 
applications. 
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In general, in building systems, the objective is to assign the most repetitive 
and invariant roles to machines. Multi-agent planning capabilities (Stuart, 1987), 
would only be a last option to be built in the machine, if the organization of labour 
also required flexible coordination capabilities of the machine. This may change as a 
consequence of introducing KBS technology, where roles requiring more flexibility can 
also be automated; even then, this may be accomplished in a top-down manner rather 
than by the bottom-up nature of typical DAI systems. In KADS the flexibility of a 
KBS is specified at the task and strategy levels and the flexibility of the cooperation 
between a KBS and a user can also be specified at these levels, i.e. as top-down 
control. In other words, the full DAI paradigm in which there is bottom-up multi-
agent planning, is not necessarily relevant to modelling cooperation between user and 
KBS. DAI is merely concerned with intra-KBS cooperation. 

Task Model 

Task Decomposition 
(Interdependenties) 

Task Distribution 
or Allocation 

Tasks for System Tasks for User, Transfer Tasks 
(Assumptions about the User) 

Model of Expertise Model of Cooperation 

Figure 5.1: Analysis of Cooperation in KADS. 

The role of the analysis of cooperation in KADS is shown in Figure 5.1. Any 
knowledge engineering project starts concerning intelligent automatization of some 
functions, but initially there are no real commitments or assumptions about the role 
and use of the system. An encompassing real world task is the starting point for 
creating a task model(Figme 5.1). This real word task must have a scope large enough 
to contain all sub-tasks with which the (to be) automated functions have input or 
output dependencies. For instance, the basic task of a statistical consultancy system 
includes not only the design, execution and analysis of quantitative experiments, 
but also the reporting of the results (de Greef k Breuker, 1989). In practice the 
identification of the encompassing task poses few problems. 

The creation of a task model involves decomposition of the task, identification of 
interdependencies among sub-tasks and the distribution of sub-tasks over the agents 
"system" and one or more "user types". This initial activity results in one or more 
fixed task distributions. Tasks allocated to the system are input to the KADS analysis 
of expertise, or, depending on their nature, to conventional analysis methods. 

The second and final activity of the analysis of cooperation is a refinement of 
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the task model into a model of cooperation. Because of the interdependencies among 
sub-tasks, each task distribution in the task model implies a number of transfer tasks. 
The refinement, into a model of cooperation adds a specification of the control that is 
needed to synchronize system activity and user activity. This specification is surpris
ingly simple: for all transfer tasks in each task distribution one has to specify which 
agent -user or system- will have the initiative for the transfer. 

The distribution of tasks not only embodies an expectation about the feasibility 
of automating the tasks allocated to system, but it also embodies an expectation 
concerning the capabilities of the prospective users. Therefore, the final activity in 
the analysis of cooperation also involves a validation of the cooperation model in 
experiments with prospective users. These experiments help to identify problems in 
the cooperation. Small problems may be amendable by adding functions to support 
the user. Severe problems may give rise to a revision of the task distribution. 

After the specification and testing of the model of cooperation, it can be integrated 
with the model of expertise. This integration into the KADS conceptual model (see 
Wielinga et al. 1992), can occur at the task or at the strategy layer of the model of 
expertise. 

5.2 The Task Model: Decomposition and Distri
bution 

Tasks can be decomposed in endless varieties. One option is to take the current distri
bution of labour in an organization. However, this has as an important disadvantage 
that the task distribution will not fully exploit the specific capabilities of human 
and artificial agents. For instance, tasks which require common sense reasoning are 
preferably assigned to users, while tasks with a high ratio of information management, 
repetition, or well-known routines are rather performed by systems. Therefore, some 
iterations between decomposition and distribution are likely to optimize the effec
tive exploitation of capabilities -and preferences- of machines and people. Because 
the new decomposition and distribution of sub-tasks may drastically differ from the 
current situation, an appropriate term for these activities is "job design" (Adam k 
Ebert, 1982). In the task distribution one does not have to decide whether the au
tomation of sub-tasks allocated to the system should be accomplished by KBS or by 
conventional systems. The fact that there is no a priori commitment to knowledge or 
software engineering approaches enables an integrated development from the start of 
a project. The analysis of cooperation is indifferent for both approaches. 

Although task decomposition is a major "divide and conquer" principle in design
ing problem solving systems (e.g. Steels 1990) the DAI literature hardly contains any 
explicit guide-lines or techniques for task decomposition (see Bond and Gasser 1988. 
p. 10). We suggest the following heuristics (see also Breuker 1991): 

Object decomposition. If parts can be distinguished in the product (the output) 
of a task, each of these parts may be produced by different sub-tasks. 

Object refinement. If, in the output of a task, levels of abstraction can be distin
guished, sub-tasks may consist of a sequence of refinement steps. The framework 
for analysis of cooperation is in itself an example, and is typical for design tasks, 
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which start with an abstract ''skeletal'" structure, that can be refined in the next 
stages (Brown k Chandrasekaran, 1989). 

Functional sequencing. This is more or less the same principle as for object refine
ment, but in this case the production of the final output is viewed as a sequence 
of operations or transformations on the same object. An example is painting, 
where the object has to be cleaned, sanded, prepared, etc. 

Knowledge typing. If the knowledge required to perform a task model is "strongly 
typed", this may suggest a decomposition according to the type of knowledge 
required. Each sub-task is then viewed as a "specialist" agent, and may be 
reflected in the modularization of the architecture of the KBS. 

These suggestions are not exhaustive. In practice the design of one or more de
compositions poses little problems, even on the basis of a simple interview with the 
client, or for a relatively inexperienced knowledge engineer. However, the effectiveness 
and validity of a task distribution is hard to assess. Task distributions are, rather, 
objects of a process of negotiating between client, experts, prospective users, and 
knowledge engineers, in a similar way as it is in DAI-systems between agents before 
a cooperation can be executed. 

The specification of the decomposition is represented as an AND/OR tree. OR 
branches reflect different decompositions, that is, different methods (cf. t he GOMS 
model, Card et al. 1983). The need for explicit control constructs (conditionals; 
iteration) has been negligible in our experience. However, nothing prevents a knowl
edge engineer from annotating a task distribution with traditional control constructs. 
What should be avoided is to hide control information in the input /output dependen
cies (see below). W i e n interdependencies between sub-tasks are taken into account, 
a hierarchical data flow diagram can be used. The conventions for the diagram of 
the decomposition are rather standard. The nodes in the tree are bubbles containing 
the name of the (sub-)task. The name is often a verb and some object, and the most 
neutral term is "achieve (object)". In general, the object is the output of the task. 
Dependencies between tasks, i.e. the flow of data (objects), are indicated by arrows 
labeled with the name of the object. If there is a dependency between two sub-tasks 
of different governing tasks there is also a dependency implied between the governing 
tasks. Because these dependencies of sub-tasks aggregate upward, there is also an im
plicit hierarchy of objects. A sub-task may have more than one input, because it may 
come from various other sub-tasks. In general, a sub-task has a single, intended out
put, but there may also be side-effects. If there is more than one major and intended 
output, a further decomposition seems appropriate. Note that the same output of a 
sub-task can be the input of several others. It is assumed that the inputs and outputs 
are not control or coordination information, because control is either included in an 
abstract and semi-fixed way in the A N D / O R tree of sub-tasks, or pushed to the lower 
levels 

One of the criteria for an effective task decomposition is to keep the number of 
dependencies as low as possible. Another one is to optimally exploit resources: time, 
effort, available problem-solving competence (knowledge and skills of agents) etc. In 
general, distribution according to competence is the major issue. If the decomposition 
into sub-tasks distinguishes well between human and machine capabilities, allocation 
is not a problem, and almost contingent upon the task decomposition. 

The competences of users may differ, and also their roles in an organization. For 
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instance, both nurses and doctors may use a medical advisory system, but they may 
use it for different purposes. The tasks of a nurse are different from those of a doctor. 
This means that there are two different types of user, and that for each type of user 
the task distribution may be different. Of course, there should be sufficient overlap 
in tasks to warrant the construction of a KBS that switches "mode" between types 
of users, instead of constructing two different KBS. Users (agents) may also strongly 
differ in competence. For instance, users who are not familiar with the domain require 
other ways of cooperation than experts in the area. In general, for novice users the 
system will perform more tasks, so that the task decomposition may be the same as 
for experts, but the distribution is different (de Greef & Breuker, 1989). 

The allocation of sub-tasks to user (types) and system(s) should result in unique 
assignments. There are several reasons why this may not be the case. 

Insufficient refinement. The task decomposition may not be sufficiently refined so 
that it seems that both the system and the user participate in the same sub-task. 
This problem is solved by further decomposition of the task. 

Dynamic assignments. It cannot be determined in a fixed way who is going to do 
what. The allocation should occur in a dynamic way, after some "negotiation" 
between the user and the system. It means that the system should be able to 
configure a new distribution, or should have at least an alternative available. For 
instance in statistical consultancy, the user's problem may not be the question 
as to what is the statistical model that is applicable to his experimental design, 
but the user may want to know whether the experimental design is in accordance 
with the model he has selected. The medical advisory KBS may have a "nurse" 
and a "doctor" mode of operation. 

Parallel sub-tasks: coaching and critiquing. The same sub-task can be per
formed "in parallel" by the system and the user. This may look very redundant, 
but it is in fact required for coaching, and for critiquing (Miller, 1984). In this 
case the system has an extra sub-task: comparing the (intermediary) results of 
the user and its own. This comparison, or monitoring, Ls for instance the basis 
for coaching activities, where a discrepancy between the system's "correct" re
sults, and those of the user (student) are used to diagnose the cause in terms of 
lacking knowledge or know-how (Breuker et al. 1987). 

Instruction and execution. Two agents may participate in the same sub-task, 
when one agent instructs how to do the task, and the other one simply executes 
these instructions. In fact this is the way most passive, conventional systems 
work, because the user issues the instructions in the form of commands. That 
is also a reason why in conventional systems the notion of task distribution is 
unclear, and why Moran's (1981) framework had to be split in two columns to 
be applicable to active KBS. In KBS these roles may be switched, where the 
KBS tells the user what to do (see the cooking planner example in section 5.4). 

Except for the first one, these reasons justify maintaining shared sub-tasks in the 
distribution, but in the analysis it should be made clear what roles "system" and 
"user" have in these shared tasks. 
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Once the task distribution is accepted and fixed, the first refinement step is taken. 
For a]] tasks allocated to the system decisions are taken on which ones are candidate 

for conventional approaches, and which ones are knowledge intensive, requiring 
knowledge engineering. The latter are to be analysed using the standard KADS 
analysis of expertise (see Breuker and Wielinga 1989, Wielinga et al. 1992). 

The next refinement step in the analysis of cooperation is the specification of the 
model of cooperation and the empirical validation in experiments with users. This 
can proceed in parallel with the KADS analysis. 

5.3 The Cooperation Model 

The KADS model of expertise can be viewed as an autistic problem solver, that 
does not know how to cooperate and communicate with the user. Therefore, the 
KADS control layers (task and strategy) can be extended with elements that manage 
cooperation and communication with the user. This provides top-down control of the 
cooperation, as depicted in Figure 5.2. 

Strategic Reasoning 
or Control 

Problem Solving Communication 

Figure 5.2: Problem solving and communication capabilities are controlled by a strate
gic meta level. 

The major element for specifying control to switch between problem solving and 
communication is initiative. Initiative states which agent is responsible for starting 
communication. From the point of view of the system it means that if the user has 
the initiative, its problem solving process may be interrupted; if the system has the 
initiative, it goes into communication mode. 

Requirements for communication can be directly derived from the dependencies in 
the task distribution. Whenever there is a dependency between sub-tasks of different 
agents, the objects involved have to be transferred. We use here the term transfer be
cause it is neutral with respect to how the transfer occurs. For instance, if the objects 
were physical objects, the way to transfer these objects would be called "transport". 
If the objects are symbolic ones, the activity of transferring these is generally called 
"communication". 

The objects to be transferred are called ingredients, so each dependency between 
tasks performed by different agents becomes an ingredient, that has to be transferred. 
In general, the agent who produces an ingredient is also the owner of the ingredient. 
We mean by ownership not "possession", but control. The combinations of ownership 
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of ingredients and initiative lead to four types of transfer tasks, for which we use the 
terms: receive , obtain, provide and present (see Figure 5.3 for an explanation.). 

Obtain 

System User 

Legend 
• Flow of Ingredient 

Partition Between Agents 

i Initiative Marker 

Receive 

System User 

• 

Provide Present 

System User System User 

Figure 5.3: Four types of transfer tasks, from the system's point of view. 

We have distinguished three major types of ingredients: information, knowledge, 
and skill. 

Information refers to specific states in the world or in the mind. Typical categories 
of information are: 

• Data, such as the particular value of some variable (individual data), or 
structures of data, such as case descriptions. 

• Problem statements are requested types of information. 

• Other types of information may refer to specific internal, or mental states, 
such as: intention, evaluation, history or the current state of a problem 
solving or communication process. Many of these states may coincide with 
meta-classes in the model of expertise, in particular those meta-classes 
which are input and output of an inference structure (see Wielinga et al. 
1992). 

Knowledge is not situation specific, but generic. Knowledge, as an ingredient for 
transfer, is used for explanation or teaching purposes. 

Skill is transferred where the objective is to instruct the other agent on how to 
perform some sub-task. 

The task distribution and the interdependencies imply a minimal set of information 
ingredients that must be transferred in cooperation. In addition, knowledge and skill 
may need to be transferred to support the user in doing his sub-tasks, when his 
competences are less than assumed in the design of the task distribution. Other types 
of additional ingredients may emerge for two reasons. 
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• Users may require explanation facilities which only have an indirect, supportive 
function because it increases their faith in the KBS, rather than bearing upon 
the strict cooperation itself. 

• The process of communication itself may become the object of communication. 
For instance, there may be misunderstanding, or the user may want to change 
the topic of communication. 

Beside the four standard transfer tasks there may be an additional transfer task: nego
tiate, which is aimed at transferring information about the cooperation, or the problem 
solving. Negotiate is typically used when a task distribution has to be selected, or 
when the user wants to correct information he has provided to the system. 

5.3.1 Integration with the Conceptual Model 

The task layer of the model of expertise (Wielinga et al. 1992) describes the more or 
less fixed task decomposition and top level control of the system. It indicates when a 
sub-task is started, and one of these sub-tasks can be a transfer task. When the user 
has the initiative and the transfer task may range over a number of sub-tasks, we use 
the monitor construct to indicate that the system can be interrupted over this range. 
An example of a task structure is presented in Figure 5.4. 

PROCESS (problem, s o l u t i o n ) 
NEGOTIATE ( u s e r - t y p e , t a s k - s t r u c t u r e ) 

t a s k - 6 t r u c t u r e _ l 
SOLVE (problem, s o l u t i o n ) 

RECEIVE (problem) 

MONITOR ( u s e r _ i n t e r r u p t l ) => PROVIDE (problem_solv ing_t race) 
SPECIFY (system-model) 

OBTAIN (da t a ) 
PROVIDE ( p u r p o s e . o f . d a t a ) 
MONITOR ( u s e r - i n t e r r u p t l ) => NEGOTIATE (da t a ) 

PRESENT ( s o l u t i o n ) 

PROVIDE ( jus t i f i ca t ion_prob lem_so lv ing_method) 
CLASSIFY (problem) 
ABSTRACT (problem_features, problem_type) 
SPECIFY etc. 

Figure 5.4: A typical task structure of a KADS Conceptual Model, highlighting its 
transfer tasks. 
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5.3.2 User Analysis: Testing the Model of Cooperation 

"Wizard of Oz'* Exper iments 

The model of cooperation is an idealized one, in which both the system and the 
user pursue the task goals in a rational way. However, the assumptions about the 
competences, preferences and intentions of the user may not correspond to reality. 
There are two ways to find this out. 

The first one is the standard practice in software and knowledge engineering. Build 
a (prototype) system and evaluate the performance of the user. Methodologies for 
evaluating knowledge based systems describe how to collect data and to analyze these 
data (Hollnagel, 1989). 

The second way is to mimic the prospective task distribution by using the "Wiz
ard of Oz" technique to collect data. A domain expert and a user cooperate while 
communicating via terminals. Typically, the domain expert is instructed explicitly 
to follow the cooperation scenario as specified in the task structure of the conceptual 
model, but he is free to perform the sub-tasks and to communicate in a "natural" way. 
This set-up resembles the Turing test, but in this case the terminals are not intended 
to resemble computer output, or the user interface. Any other means of telecommu
nication -e.g. telecopiers- that restrict the communication to one channel will do. 
Communication then proceeds by strict sequential actions and turn taking, which 
facilitates the analysis of the data. The "Wizard of Oz" technique was introduced by 
Stevens and Collins (1977), and further worked out by Carrol and McKendree(1987) 
and Sandberg, Breuker and Winkels (1988). 

This method of user analysis has the advantage that it can be performed before 
the system or a prototype is actually built, which is most cost-effective. A second 
advantage is just as important. If the user communicates with a real system the 
evaluation includes both the cooperation and the communication. A system may fail 
to be effective and usable for many reasons, and in evaluating the complete system, 
errors in the design of the user interface can hardly be distinguished from problems 
in the cooperation. In the "Wizard of Oz" technique the medium for communication 
is the most universal one: natural language, which can be enhanced by the use of 
graphics. This means that communication is not a limiting factor in the cooperation, 
and that therefore, problems are rather due to assumptions about the user's compe
tences or intentions. In analysing the data, communication issues are not taken into 
account; only the understanding of the cooperation, and the "when" and "what" in 
the communication: not the "how". 

User Thinking Aloud Dialogue System Thinking Aloud 
I want to know whether the 

power is on. 

I can't see it 
Is the power switch on? 

I don't know. 

Figure 5.5: Data streams in a Wizard of Oz experiment in the audio domain. 

The tracing of problems is facilitated by the fact that there is no face-to-face 
communication between the domain expert and the user, because they are in different 
rooms. More importantly, this allows the recording of thinking aloud protocols of both 
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agents, in parallel with the interaction protocol. In Figure 5.5 an example fragment 
is presented of a dialogue between a domain expert and a user. Misunderstandings 
and problems -also in the communication- can easily be traced from these thinking 
aloud protocols. Another reason that these protocols contain a lot of information 
is that communication by typing in text is relatively slow, thus allowing the human 
participants to reflect on current states, histories and intentions. 

Additional Ingredients 

The relevant information for the design of a KBS that can be elucidated by this form 
of user analysis are: 

Overall task conception of the user. This is where the user understands the 
(major parts of) the task decomposition of the task model. This knowledge 
is used to keep track of the current state of the cooperation and its require
ments. This may be a problem particularly for novice users . For instance, 
in NEOMYCIN a task decomposition in the form of a tree is presented to the 
user, and continuously updated, i.e. has a transparent task structure (Clancey 
& Letsinger, 1984). 

User conceptions of the task distribution. User and system can have different 
ideas of tasks with mutual user/system involvement. For example the user might 
have a different idea from the designer about what constitutes "teaching", or 
"critiquing". 

Accessibility to information. One of the ingredients in the cooperation is infor
mation. User analysis may reveal whether the user really has access to the 
necessary information. 

Domain knowledge and skills of the user. These are the ingredients that the 
user brings to the task. When the user does not possess the assumed knowl
edge and skills, he cannot perform the task that is allocated to him and he is 
therefore unable to satisfy the needs of the system. A second important role of 
knowledge and skills comes in where the user has to interpret or select external 
data before transferring them to the system. 

Users may lack insight in the task distribution, may not have the required informa
tion, and may lack understanding about what the questions and answers of the expert 
mean; they therefore fail in their part of the cooperation. The system may ameliorate 
such needs by providing additional ingredients like knowledge, skill and information 
about the state. To specify these, the cooperation model can be extended with the 
appropriate transfer tasks. In our experiences, the result of a user analysis which 
evaluates the assumed model of cooperation is, in general, an extension of the list of 
the ingredients, rather than a new task distribution (de Greef & Breuker, 1989). 

5.4 Chez Chef: an Example of Cooking Coopera
tion 

The example presented here is to a large extent fictitious, but easy to understand 
because most readers will be familiar with the domain task. 
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A publishing company PC (Pressure Cooker) has published a database system con
taining recipes for a few thousand dishes. Marketing has revealed that this database 
is hardly attractive, because books are more fun and do not require expensive hard
ware. There is no reason to bring the machine to the kitchen, unless it can also be 
of use during the process of cooking. Here a knowledge engineering firm (SWING) is 
called in and presents a short orientation in the domain, which can be summarized 
as follows: 

The major bottle-neck in preparing a dinner is the detailed planning of the cooking 
actions, as every amateur cook will admit. The role of a chef in a restaurant kitchen, 
for instance, is mainly devoted to this type of task. The planning problem is a very 
complex one, because it should embody the cooking plans of a number of dishes. 
For each dish, cooking plans can easily be derived from recipes in cook books, but 
there are no books that allow for "weaving" these separate plans together, if only 
for the fact that the user wants varied instead of standard dinners. Expert cooks 
may do all sorts of hierarchical planning, i.e. they have a global plan in mind when 
they start cooking which is refined during execution. One of the major problems is 
that during cooking not only a complex plan should be kept in mind, but that it is 
also entangled with execution and monitoring tasks. Experienced cooks leave their 
plans sufficiently underconstrained to allow for minor adjustments. Moreover, their 
execution and monitoring skills do not put such a high demands on their processing 
capacity compared to amateur cooks. 

Task Decomposition 

In order to discuss the role of this bottle-neck, SWING shows to the PC board a 
task decomposition of the "make dinner" domain. The making dinner task is easy to 
isolate, because it has a recurring nature (see Figure 5.6). 

The first level of decomposition is relatively easy; the sub-tasks are successively: 
compose menu, obtain ingredients, make cooking plan, cook meal, serve meal and eat 
meal. At the next, more interesting level, these tasks are decomposed into two or 
more sub-tasks. Some of these tasks are split on the basis of a decomposition of the 
object. For instance, "compose menu" is split into the selection of a menu frame (e.g. 
a lunch, a four-course meal) and selection of dishes that can fill the slot. Similarly, the 
cooking plan is decomposed in the separate plans for each dish, and the configuration 
of these separate plans into an overall cooking plan for the meal. 

At the more detailed level, the decomposition appears to become somewhat ar
bitrary: the sub-tasks at the first level are clearly separated. They can be easily 
distinguished because they are observable as behaviour, or can be easily inferred as 
a prerequisite task (e.g. making the cooking plan). However, the decomposition of 
making the cooking plan is far more complex, because we cannot observe "in-between 
products or states". The decomposition is based upon a decomposition of the object 
(plans/dish) and the constraints the plan should satisfy. The cooking itself may be 
easily observable and have many in-between products, but here a further task decom
position is not very interesting. First, because there can be a multitude of too detailed 
tasks. Secondly, the decomposition would exactly coincide with the outcome of the 
planning, and thirdly, this task is only interesting if we want to make a cook-robot. 
PC thinks this will be too ambitious as long as our kitchens have such a deplorable 
state of electronic interfacing capabilities! 
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Figure 5.6: Task decomposition. 

Therefore, the task decomposition is an idealized one, i.e. based on object decom
position and "logical" task requirements. There may be alternatives (assume that 
these have been considered but rejected by "experts"), but the decomposition ap
pears to be a sufficient one. It can be evaluated to some extent by the complexity of 
the dependencies: these are depicted in Figure 5.7. 

Because the decomposition is an AND-tree, the dependencies aggregate upward, 
i.e. dependencies between sub-tasks are also dependencies between their governing 
tasks. Expressing all dependencies makes a messy picture; therefore, only the most 
specific dependencies are shown, not the implied ones at higher levels. 

Task Distribution 

The activity of specifying the task distribution begins with a specification of the user 
types. The question is not whether there are distinctive types of users (e.g. children 
doing the cooking vs. a housewife cooking for a party), but whether these distinctions 
are relevant for different task distributions. For SWING life is simple; there is only 
one type of user: the amateur cook (i.e. anybody who has the skills to cook a separate 
dish from the recipe in a cook book). 

The task decomposition appears to be a good basis for the distribution of tasks 
The allocation of tasks should be performed at the most specific level of the tasks. 
Figure 5.8 presents the task distribution. 

Although the sub-tasks allocated to the system appear to be very diverse and 
spread over the full problem-solving domain (having dinners), the sum total of system 
tasks makes sense. First, the cooking plan planner should have the capability to 
understand a recipe in terms of activities. This means that such knowledge should 
either be represented explicitly in the data/knowledge base of recipes, or that it 
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Figure 5.7: Task decomposition with interdependencies. 
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Figure 5.8: Task decomposition with interdependencies and distribution. 
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should be inferred from the current database (e.g. based upon script-like or "skeletal" 
knowledge of typical cooking activities). Second: the monitoring support is conceived 
as a real time instruction of what to do when. For instance, the CHEZ-CHEF may 
list successive instructions with time intervals specified, like 

In 5 minutes: start cooking the haricots verts 
In 6 minutes: control whether the milk is cooking: keep looking 
In 9 minutes: put butter in frying pan /make sure hot milk 

is turned off, and immediately available. 
In 10 minutes: control haricots verts: should be ready 

in 1-2 minutes 

A number of (sub)tasks are allocated to both system and user. These tasks have to 
be decomposed further. The major reason we cannot specify these sub-tasks further 
(select dish, specify constraints, and monitor/diagnose) is because we do not know 
what these tasks may look like. This requires more empirical data about the user 
and the expertise. There are many possible solutions, depending on the amount of 
support the user may want and the complexity of the expertise. For instance, in 
selecting a dish, the system may either be a passive database with query facilities 
(much like it is now), or it may become actively engaged, and, for instance, check 
compatibilities, prices, complexity of dishes, or even make expert suggestions, like a 
real chef de cuisine would do. 

The Cooperation Model 

From the interdependencies between sub-tasks and the allocation of sub-tasks to "sys
tem" and "user" it follows which dependencies there are between sub-tasks performed 
by different agents. These interdependencies indicate physical objects or information 
objects that need to be transferred between system and user. The objects to be 
transferred in cooperation we call "ingredient" (Somewhat confusing because in the 
cooking domain the term "ingredient" occurs as well). 

The next step is to specify the control of cooperation by assigning the initiative 
for the transfer of each ingredient to "user" or "system". Figure 5.9 provides this 
specification for a subset of the ingredients. 

ingredient type of transfer task 
Type of Dish obtain 
Ingredient present 
Constraints obtain 
Error receive 
Cooking Plan present 

Figure 5.9: Specification of the Cooperation Model. 

This cooperation model now can be tested by hand-simulating it in "Wizard of 
Oz" experiments with future users. One would have to flesh-out the model for a few 
example problems (menus and dishes) and one would have to invent an arrangement 
for conducting "Wizard of Oz" experiments with one terminal in the kitchen. These 
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experiments may show that the roles of user and system as specified in the cooperation 
model constitute a working man-computer system, but it may also turn-out that the 
user needs additional information or knowledge, or that the allocation of initiatives 
should be revised, or (not. likely) that the task distribution must be modified. 

5.5 Conclusion 

KBS are usually conceptualized as active agents rather than passive slaves. Therefore 
one should first make explicit what the intended cooperation between the user and 
the artificial agent(s) should be, before one specifies and designs the user interface. 
In our view the communication between the user and the KBS is primarily a function 
to support this cooperation. The top-down framework for analysis of cooperation 
(see Figure 1) appears feasible. This functional view has the advantage that user-
interface specification becomes less dependent on the arbitrary collection of user's 
wants, wishes and needs in more-or-less structured interviews. The model of cooper
ation can be used as a model that guides the collection of empirical data. These data 
also enable the validation of the assumptions of the model. Therefore, the top-down 
framework provides an effective alternative to current practice, that may consist of 
some combination of open ended inventory of user's statements and testing a fully 
running prototype. 

The specification of the "what" (content) and "when" (control) of the required 
communication between user and KBS are also viewed as a further refinement of 
decisions about the task distribution between user and system, and of the specification 
of the control layers of the KADS model of expertise (Wielinga et al. 1992). The 
model of cooperation is completely independent of the medium for expression. This 
fits well with the general approach in KADS to leave commitment to specific to 
physical realization (implementation) to later stages of design. In this respect, the 
analysis of cooperation does not replace the many guide-lines in the literature for 
user-interface design. 

The analysis of cooperation interfaces seamlessly with the KADS major modelling 
activities in the analysis stage. It also shows the performance of activities in parallel 
with the development of the KADS model of expertise. However, it can also be used 
as an independent methodology for designing cooperative user interfaces. Indeed, 
some software companies in the Netherlands have used this approach to design user 
interfaces without explicit use of KADS even for conventional software. 
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Chapter 6 

Modelling Cooperative Work 

The modelling approach in the previous chapter can be summarised in three steps: i) 
task analysis based on hierarchical data flow diagramming, ii) allocation of subtasks to 
human and machine, and iii) specification of the initiative for the data flows between 
human and machine. The three steps of the modelling approach themselves can be 
taken as the beginnings of a task decomposition of the "higher level" task of planning 
and organizing cooperative work in "lower level" application-specific tasks. The same 
task analysis techniques can be used to draft schémas at both levels. 

From this stems the idea that flexible support systems may be modelled as a 
system component which manages, in negotiation with the user, the organization and 
execution of the cooperative execution of the domain task. It can create or change 
such a schema dynamically (e.g., in negotiation with the user), and it can interpret 
such schema to produce the behaviour of the system's role. For this we need a more 
fine-grained modelling or specification language. This is also needed to fill a lacuna 
in the model-based approach for designing computer support. 

This chapter provides such specification language. It mediates between simple, 
high-level languages such as Winograd k Flores' networks and complex low-level 
implementation languages such as agent-process languages. It can serve as a tool for 
analysis and modelling of cooperation and collaboration and it can be used in model-
based design of CSCW or Multi-Agent systems. The language plays an important 
role in a model-based design method comprising three steps. The first is to draft 
a W&F diagram. The second is to transform it to a specification in the proposed 
language and to add detail. Finally, this specification can be transformed to a set of 
agent programs. 

References: (1) de Greef, P., Clark, K. k McCabe, F. (1993) Towards a speci
fication language for cooperation methods. In Proceedings of the 16th German AI-
Conference (GWAI'92), Springer Lecture Notes on AI, vol 671, pages 313-320, Berlin, 
Germany, Springer-Verlag. 

(2) Lux, A., de Greef, P., Bomarius, F. k Steiner, D. (1993) A model for support
ing human-computer cooperation. In Proceedings of the International Conference on 
Intelligent and Cooperative Information Systems, ICICIS'93. May 12-14, Rotterdam, 
The Netherlands. IEEE Computer Society Press. 
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Introduction 

We are interested in methods agents can use to pool their knowledge, skill and in
formation, regardless whether agents are human or computational, and without their 
contributions being determined beforehand. We are interested in how to specify and 
program these cooperation methods, so they can be used in multi-agent systems and 
in tools for Computer-Supported Cooperative Work. As a first step in this direction 
this paper presents a conceptual model for multi-agent cooperation. An interdisci
plinary approach uses results from Distributed Artificial Intelligence (DAI), Computer 
Supported Cooperative Work (CSCW) and Discourse Theory. 

Research in CSCW (Greif, 1988) has led to systems that support human-human 
cooperation by providing e-mail, electronic conferencing and shared workspaces, but 
these systems do not participate in the problem solving process. 

In DAI (Bond & Gasser, 1988) human-like cooperation procedures have been 
imitated and formalized to support the cooperation between computers. Within DAI 
various cooperation methods have been described like negotiation, contract net and 
master-slave, to mention only the most popular ones. In DAI the term agent has been 
proposed which we will use throughout the paper to denote any participant, man or 
machine, in a cooperation process. 

What is missing nowadays is a connecting link between these two research di
rections to support cooperation amongst humans and intelligent machines. Systems 
supporting the cooperation processes between humans and intelligent computers as 
assistants can be summarized under the label: 'Human-Computer Cooperative Work' 
(Steiner, Haugeneder k Mahling, 1990). 

This type of system was pursued in the ESPRIT project IMAGINE. The ultimate 
goal of the project is to develop an environment for building applications that allow 
agents, both humans and DAI agents, to use cooperation methods. A prerequisite 
for such a system is a general framework and a language for describing cooperation 
methods. This paper presents the framework and proposes a specification language. 
The aim of our research is to design a language that is suitable as method/tool in the 
analysis and design of systems for support of human-human cooperation (CSCW), 
systems for cooperative problem solving (human-computer cooperation) and systems 
for integrated human-computer cooperative work (networks of many humans, many 
computer agents). 

Our point of departure is an agent that owns and controls a body of knowledge 
and skills. The question we would like to answer is: what do we have to add to enable 
the agent to cooperate with other agents. With this research agenda, also proposed by 
Bannon k, Schmidt (1989), it is not necessary to explain how an agent on its own can 
perform tasks to achieve goals. The only phenomenon to be explained is how agents 
can work together. In connection, the IMAGINE agent model distinguishes between 
a body that realizes functional capability in some application domain, a head that 
controls the body and interacts with other agents, and a communicator that provides 
the head with an interface to send and receive messages. The question then becomes: 
What is cooperation, how can agents cooperate and what must be in the head to 
allow for such cooperation? This paper formulates an answer in terms of cooperation 
methods. 

Agents use certain methods or protocols to work together in a coordinated [i.e., 
productive) fashion. We need a high-level language or notation to describe such highly 
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interactive cooperative work processes among two or more agents. More specifically, 
there are five criteria such a language should meet. 

1. Cooperation and Collaboration. The language must address the cooperative as
pects of multi-agent interaction. A specification should be at the multi-agent 
level and not contain details about intra-agent aspects not relevant for the in
teraction. 

2. Transparency. The language for cooperation methods must be easy to learn and 
to use by the human as analyst or designer or user of cooperation methods. 

3. Suited for N>2 Agents. This requirement is typical for the IMAGINE project, 
but even for human-computer interaction it may be profitable to conceive of the 
system as a collection of agents. 

4. Sufficiently Detailed. A model or specification of a cooperative work process 
must contain sufficient information about the rules of the game (i.e., about the 
rights and obligations of each agent at each point in time) and about the goals 
the agents may attempt to achieve by playing the game. 

5. Suited as a Representation Language. An agent must be able to read a spec
ification and get the information about what goals can be achieved and what 
it can do at each moment (i.e., the rules of the game). For software agents 
the specification language must be formalised and it must have a semantics 
in terms of agent behaviour (this paper provides a tentative semantics based 
on transformation of protocol specifications to agent programs in an existing 
language). 

This paper presents a proposal for a representation language for cooperation meth
ods based on various disciplines. Section 6.1 provides a cross-disciplinary survey, 
section 6.2 proposes the language and section 6.3 presents the conclusion. 

6.1 Survey 
Different problems may prevent a single agent to achieve what a group of agents could 
achieve (Bond k Gasser, 1988; Gasser 1991): 

• No single agent possesses the knowledge and the skill and the information that 
is required to do the work. 

• A single agent cannot be in different places at the same time. 
• No single agent can do the work fast enough. 

We are interested in methods that agents can use to circumvent especially the first 
problem: methods that allow agents to pool their knowledge, skill and information, 
without their contributions being determined beforehand. We view this kind of co
operation as a process initiated by one agent and in which at least one other agent 
engages. The process terminates when all agents have disengaged. One agent can be 
engaged in many cooperation processes in parallel. 

Questions about this kind of cooperation are: how is a cooperation process initi
ated and entered, how do agents reach agreement about goals, methods and sub goals 
in the work, how is the assignment of goals to agents agreed on, how are conflicts 
resolved, how can agreements be adjusted during the process, how to deal with un
expected events, and how can cooperation processes be terminated? 
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This kind of cooperation is complex, not only because there are many different 
types of entities involved, but also because there is concurrency or parallelism which 
requires some form of synchronization. More specifically, there is a need for coordi
nation among actions performed by different agents, to deal with interdependences 
between actions. This results in a need for communication among agents which brings 
its own specific difficulties. In cooperative work there is a substantial overhead com
pared to individual work. Compared to individual work, many new problems arise 
and much can go wrong if the work is to be carried out cooperatively. Cooperation 
has been studied in various disciplines and organizational theorists (e.g., Mmtzberg, 
1983) point out that coordination is essential for cooperative work to be productive. 

6.1.1 The Agent and Cooperation Methods 

We assume agents are rational in Newell's sense: if an agent has knowledge that one 
of its actions will lead to one of its goals, it will select that action. Such a deliberative 
agent has been contrasted with a reactive agent that can deal with uncertainty in the 
outcome of actions, but in general an agent will require both faculties (cf., Ferguson 
1992). Reactiveness and rationality can be combined in the framework of process 
control: the agent has goals, make plans (action specifications), executes actions while 
monitoring the effect of its actions, evaluates discrepancies between the observed and 
intended outcome of an action and, if necessary, changes its plan. 

When pressed for a definition for cooperation method at this point we could now 
say that a cooperation method is any method, strategy, or plan that allows for dis
tribution of rational reactive agent activities of planning, acting, executing and mon
itoring (Steiner et ai, 1993). 

6.1.2 The Cooperation Domain 

The major assumption behind this research is the existence of a set of generic ac
tivities common across all cooperative tasks (Fikes, 1982; Kraut, 1988; Bhandaru, 
Croft and Mahling, 1990). Among these are planning, evaluation, establishing com
mitments, communication, negotiation, etcetera. From many application domains, 
e.g. air-traffic control or telecommunications management, one can make an abstract 
description. This abstracted model of the application domain, together with generic 
activities and concepts like agent and organizational structure, provide the concepts 
of the cooperation domain. 

The main concept for describing work in application domains is that of a task: 

Task Any piece of work that has to be done; something that one has to do 
(The Shorter Oxford English Dictionary) 

For cooperative work certain attributes of tasks are important across many appli
cation domains. These are found in project planning techniques (Pietras, 1990) such 
as PERT (Program Evaluation and Review Technique), CPM (Critical Path Method) 
or Gantt charts. The attributes are: 

• ass ignment, (to one or more agents) A task has to be assigned to a certain 
agent (or agents). 

• al location, (to one or more resources) If a task requires resources, they have 
to be allocated to the task. 
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• deadline, (a point in time) A task can have a deadline before which the task 
has to be completed. 

• schedule, (a time period) A task can have a schedule that says during which 
period the task will be performed. 

• result-to. (one or more agents) If the task has a result, it may have to be 
shared with another agent. 

• report_to. (one or more agents) There may be an agent that has to be informed 
about the outcome of the task (failure, success, etc.). 

• decomposition. A task may have a decomposition into a set of subtasks and 
a control structure. 

6.1.3 Communication 

In communication, expressions do not only have a specific information content, i.e. 
topic and comment, but also an intended effect on the hearer. An agent may say 
something to another agent to inform, promise, direct, or declare the other agent 
something. In this respect, communicative actions have been compared to physical 
actions, and according to Searle (1969) the primitive elements of discourse are 'speech 
acts'. 

A speech act consists of a proposition -the specific information- and an illo-
cutionary act, which describes the intended effect of the utterance on the listener. 
The standard modes declarative, imperative, and interrogative are typical examples, 
Searle's fundamental types provide another set of examples, but the range of illocu-
tionary acts is much wider than that. For example, in didactic discourse Winkels & 
Breuker (1991) identified 15 types of effects of 6 different types of illocutionary acts. 

A general structure for specifying speech act utterances is: 

• Context 
- Speaker 
- Hearer 
- Time 
- Place 

• Intention to be recognized by the hearer (one of a small predefined set). 
• Propositional Content 

- Topic 
- Comment 
- (optional) Propositional Content 

The hearer should be able to identify unambiguously the intention, that is, whether an 
expression implies a request, or a statement of fact, or an assumption {cf. Campbell 
k D'Inverno, 1990). 

Regarding the cooperation domain introduced in the previous section, we conclude 
that the topics of speech act will often be tasks. The comment may contain values or 
constraints for the task attributes presented above. In various negotiation scenarios 
(e.g. scheduling a meeting) constraints on values are used to avoid conflicts caused 
by premature commitment to a specific value. 

The intentions in discourse may not immediately map onto a single utterance 
(speech act). For instance, if the intention is to help another agent who has just 
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made an error, it may involve a sequence of sub actions like an explanation of what 
has been the cause of the error, what could have been a correct action and what can 
be done to return to a state similar to that before the error was committed. This 
global sequence of help actions may be further refined until one arrives at elementary 
illocutionary actions. 

Levin & Moore (1977) criticize speech act theory for its emphasis on individual 
utterances, which has led to a proliferation of speech act types. The emphasis should 
rather be on dialogues, encompassing multiple utterances and turn-taking. Winograd 
& Flores (1986) have a similar criticism: speech acts are not unrelated events, but 
participate in larger conversation structures. 

Cohen & Perrault (1979) were the first to view discourse as a result of planning, 
with speech acts as operators. Nowadays many types of discourse planners have 
been described and applied, (see e.g. McKeown, 1985; Winkels & Breuker, 1991) 
These planners can create larger discourse segments but they do not account for 
dialogues, that is, interaction between the agents. Only the work on dialogue games 
of Levin <fc Moore (1977) and more recent work on formal multi-agent theories based on 
speech acts (Werner, 1989; Numaoka, 1990) tries to give a full account of interaction 
among agents. In this work, intentions and mutual knowledge are represented using 
a modal language with operators like 'know1 and 'intend', leading to constructions 
like: "speaker intends hearer to intend" and for mutual knowledge constructions like 
"a knows that b knows that a knows ..." (see also section 6.1.5). 

Grosz & Sidner (1990) use 'Shared Plans' as a central concept. Rather than 
expressing mutual knowledge in a logical language with modal operators, one can 
simply say that something is shared between agents. In task-oriented dialogues the 
agents talk about a shared plan and the goals of dialogues can be expressed as intended 
effects on shared plans. 

The shared plan notion seems to be the most elegant way to view intentions 
involving other agents. It should be noted that examples of Grosz & Sidner (1990) 
are in fact shared multi-agent plans and the agents discussing the plan may be the 
same agents that appear as object in the plan. 

The notion of shared plans can be integrated with the notion of cooperation do
main: the concepts of the cooperation domain provide the building blocks for shared 
plans. In the agent model, each agent's head stores its plans (intentions). When 
agents share a plan fragment, each agent has its own copy of the shared part and 
each knows with whom it is being shared. We assume that copies are the same and 
that each agent has perfect information about with whom it has shared the plan 
fragment. 

6.1.4 Office Procedure Systems 

Another source of understanding is the area of Computer Supported Cooperative 
Work (CSCW). Office procedure systems are CSCW systems avant la lettre. Fig
ure 6.1 shows a typical office procedure modelled in Role Activity Theory (Holt, 
Ramsey and Grimes, 1983). The entire procedure is decomposed into a fixed network 
of sub processes, each belonging to one role or role-type (role with multiple replica
tions, each to be filled by a different agent). The graph is neatly arranged such that 
the sub process of each role or role-type is in one column. The diagramming language 
has a well-defined semantics based on (coloured) Petri nets. 
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CLOCK REPORT EDITOR SECTION EDITOR SECRETARY 

Start 

Give 
Template 

Merge 
Sections 

Edit 
Report 

Get 
Template 

Edit 
Section 

Release 
Section 

Get 
Report 

Figure 6.1: A Role-Activity Diagram (after Holt, Ramsey and Grimes, 1983) 

Ellis k Nut (1988) review the history of office procedure systems. The problem of 
office procedure systems is that they are too rigid. Even simple office tasks need a co
ordination mechanism that is more flexible than one that is based on fixed procedures. 
The result of the co-workers' efforts can be interpreted as the result of performance 
according to procedures, but in real offices it is the result of less predictable activi
ties and negotiations among office workers: "As soon as the co-workers would start 
to work according to rules and procedures, the office would come to a grinding halt" 
(ibid.). 

More flexibility is provided by the COORDINATOR (Winograd k Flores, 1986, 
Winograd, 1988). It is an e-mail system based on speech act theory. The system 
is used to try to reach an agreement about delegation of a task to another user. This 
involves negotiation about how to perform the task and communication after the task 
has been performed. The system keeps track of these 'conversations for action'. The 
system forces the user to stay in a rigid framework that can be represented as a 
diagram, see Figure 6.2. Users can send messages of predefined types (e.g. request, 
promise) After reading a 'request message' the user can press three buttons: 'promise', 
'counter' or 'decline'. 

This example differs from the previous not only in the diagramming technique, 
but, more importantly, also in its target. Whereas the report editing procedure in 
figure 6.1 is a domain-specific procedure, the procedure provided by the COORDINATOR 

in figure 6.2 is a general shared plan at the level of the cooperation domain, that can 
be used to create and maintain a shared plan at the level of the application domain. 

Summarizing, cooperation methods are shared multi-agent plans for creating and 
maintaining shared objects. A cooperation method provides a shared framework for 
the participating agents to discuss and modify, and if necessary unshare the shared 
object. It is a procedure prescribing how agents can conduct a discourse. The shared 
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object of a cooperation method can itself be a shared plan in the application domain. 

A: Dedine Report 

_ A: Request 
© H 

B: Report Completion 1 A: Dedare Complete 
- K 4 ) »-(5) 

Figure 6.2: Conversation for action in COORDINATOR (after Winograd, 1988) 

6.1.5 Distributed AI and Multi-Agent Systems 

In Distributed Artificial Intelligence various proposals have been made for protocols 
that allow computational agents to pool their knowledge and skills. A well-known 
example is the contract net protocol (Smith, 1980; Smith k Davis, 1981). The pro
tocol is specified in detail as a set of message types and a BNF specification of the 
behaviour of the individual agent participating in the protocol. 

In general, one can always specify a protocol by providing the procedures or pro
grams for the agents participating in each role of the protocol. However, for purposes 
of specification, most programming languages would provide too much detail. Another 
disadvantage of programming the agents directly, compared to network specifications 
presented above, is that the insight in the reciprocity of roles is no longer obvious, 
and there is nothing to prevent errors that damage the reciprocity creeping in the 
agent programs. 

An interesting language for agent programming is Hoare's language for concurrent 
sequential processes (CSP) (Hoare, 1985). It has been used in multi-agent systems to 
program agent behaviour (Connah & Wavish, 1990) and it has been used for modelling 
human-computer dialogues by specifying system behaviour as a function of external 
user-generated events (Alexander, 1987). Figure 6.3 provides an overview of the most 
important CSP constructs. Whereas CSP programs may be at an adequate level of 
detail, they do not help to guarantee reciprocity. 

For analysis and modelling of multi-agent interaction, various authors pursue de
velopment of modal logics for reasoning about agents, goals and plans (Werner, 1989; 
Wieringa, 1993; Pitt , Anderton and Cunningham, 1995). Rosenschein and Kaelbling 
(1986), also use a modal language for expressing the beliefs of agents. They show how 
such a declarative representation can be compiled into a representation based on a 
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(ei -^ Pi) prefix. Wait for event ei , then activate Pj 

P\\ P-2 sequence. Activate Pi, after finishing Pi activate P2 . 
(Pi; Pi) finishes when Pi finishes. 

P1IIP2 parallel. Activate Pi and P2, synchronising on shared events. 
(P1IIP2) finishes when both Pi and P> have finished. 

(ei —• Pi event handler. Wait for e«, then activate P,; and 
|c2 —•* P2) finish when P, finishes. 
SKIP Finish immediately. 
ABORT Stop execution. 

Pname = P Name task P as "Pname". 
(Defines a new process Pname) 

Figure 6.3: A subset of Hoare's CSP language (after Alexander, 1987) 

finite-state-machine. In an agent realized as such a machine rather than as a theorem 
prover the beliefs are not represented explicitly, but one can still say that the agent 
has the beliefs. In the same line Werner (1989) compares his (modal) logical theory 
of intentions and communication with protocol specifications in terms of networks 
showing which messages may be exchanged when, and procedures for generating and 
interpreting messages. He also regards the latter approach as providing implicit rep
resentations: "...the messages are given a pragmatic interpretation by indicating how 
they effect and are generated by the informational state of an agent. The procedures 
interpreting the protocol messages are implicit descriptions of linguistic and task in
tentional states" (see also section 6.1.3). 

6.1.6 Conclusion 

In the above we have achieved an understanding of cooperation and cooperation 
methods that can be summarized as follows: 

• In order to be productive, cooperative work needs to be coordinated. 
• Shared multi-agent plans or task structures provide a coordination mechanism. 

Figure 6.1 provides an example. 
• Flexible cooperation requires that such shared multi-agent task structures can 

be created, extended, modified or unshared dynamically. This is in itself a co
operative work process, but at a "higher level". To coordinate this cooperation, 
agents can use pre-defined and pre-shared (culturally shared) multi-agent task 
structures at the "higher level". Figure 6.2 provides an example. These task 
structures or protocols qualify as cooperation methods: methods agents can 
use to pool knowledge and skills, without their contributions being determined 
beforehand. 

• Agents must be capable to behave according to these shared plans. 

For modelling cooperation methods there are different approaches: 
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• Protocols as networks. Role Activity Diagrams based on Petri Nets as in Fig
ure 6.1 and networks of messages as in Figure 6.2. Let us, for the moment, 
ignore their differences. The are both network approaches, and either language 
or technique could be used to encode both the application domain work flow 
and the higher level conversation of action. 

• Protocols as agent programs for each role, with, for example, CSP as a pro
gramming language. 

• Modal multi-agent logics that allow reasoning about possible future agent ac
tions, which use formulae in a mathematical language. 

Table 6.1 compares these approaches to modelling cooperation methods on the criteria 
mentioned in the introduction. 

The networks are attractive because they show the reciprocity of roles. Of these, 
the diagrams used by Flores and Winograd provide the easiest understanding of the 
constraints on behaviour of the agents. People find them easy to use, as we expe
rienced in several workshops, and such a network can indeed be used to provide a 
partial specification of a cooperation method. This type of diagram concentrates on 
the control structure and ordering constraints among the messages to be commu
nicated, whereas Role Activity Diagrams need to show the thread of execution for 
each role, which is often unnecessary and irrelevant to the cooperation process. Not 
only are W&F networks more succinct, they allow complex control constructs auch 
as iteration and branching, while keeping a simple and overseeable network. These 
structures can be done in Role Activity Diagramming or Petri Nets, but they become 
very large and all natural appeal of simple networks is gone. 

Whereas the W&F networks are easiest to understand among the three modelling 
approaches, there can be a problem in what such network means. W & F networks are 
often interpreted as finite state machines or state transition diagrams (e.g., Burmeis-
ter, Haddadi and Sundermeyer, 1993). Nodes are states and arcs are transitions 
between two state. The arcs are annotated with expressions like A : request and 
B : promise. The COORDINATOR network in figure 6.2 shows states where both 
agents can take the floor. For example, at node 3, agent B can send a message "re
port completion" and then the dialogue moves to node 4. But, at node 3, agent A 
also can send a message ("cancel") and then the dialogue ends up in node 9. Nothing 
prevents A and B sending a message at the same time, and it is not clear what this 
might mean in a finite state framework. To give a clear semantics in a state-transition 
network, it is better to pose a restriction on networks: at each node, only one agent 
has the floor. In the remainder of this paper, the term W&F networks is used for 
networks that satisfy this restriction. Having this restriction, as will be shown later, 
does not forbid mixed initiative. 

When W&F networks are tried for protocols involving more than two agents, 
there arises another ambiguity in what they mean. The question arises whether a 
message can be sent to all other agents or to a subset. This cannot be simply solved 
by extending the annotation of arcs (i.e., messages) with the names of the recipient 
agents. Then the state can no longer be interpreted as the state the entire dialogue 
or "multilogue" is in. Agents that received the message are in a different state than 
those that did not receive the message, and the sending agent is in two states. Unless 
this ambiguity is solved, W&F networks are not suited for protocols involving more 
than two agents. 
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Table 6.1: Comparing different approaches to modelling cooperation methods. 

Approach Transparency Suited for Sufficiently Suited as 

N>2 Agents Detailed Repr. Lang. 

+ 

Role Activity Network + + -
Winograd & Flores Netw. ++ +/" -
Agent Programs - + + 
Modal Logics + + 

Beside these deficiencies, the networks lack detail. Firstly, they cannot be used to 
specify data that is passed between the agents. Messages (arcs) could be extended 
with parameters or arguments to carry data between the agents. Secondly, they can
not be used to specify internal decision-making by the agents. The dialogue network 
assumes the savoir faire of a cooperation process, that is, the rules of the game, 
but it does not relate this with the individual agent processes. The language could 
be extended with arcs to represent internal transitions and with global variables to 
represent conditions. To model the decision making in more detail, it is necessary 
to anno ta t e arcs with conditions. Thirdly, the networks do not capture the effect of 
external conditions or organizational structure on the protocol. In the example of two 
agents bargaining about a price (the haggling example, analysed in detail below) the 
seller is not supposed to initiate the protocol unless he owns the product or service 
or unless he is authorized by the owner. The buyer is not supposed to accept a price 
when he does not have that amount of money. Modelling these requires extending 
the network language with conditions for transitions. The W&F networks lack detail, 
but all kinds of extensions to the network language suggest themselves. Before the 
lack of detail is filled, the W&F networks cannot say enough about the rules of the 
game, and are not suited as a representation language. 

Agent programming is much more powerful and provides virtually no restriction 
on what can be expressed. It can provide sufficient detail, and it suited as a repre
sentation language. There is only one negative aspect to agent programming. A set 
of agent programs is not easy to understand. First of all, having a separate program 
for each agent makes it more difficult to grasp how the behaviours of the agents fit 
together. Compared to W&F networks, the reciprocity of roles is no longer explicit. 
Secondly, having a set of programs will probably lead to specifications that do not fit 
on one sheet of paper. They are much larger than a simple network diagram. Speci
fications in a modal logic language are even harder to understand than sets of agent 
programs, and as they can be compiled into networks, there seems little advantage in 
using a modal language as specification language. 

In conclusion, the literature survey did not provide a language that immediately 
satisfies the criteria listed in the introduction. The W&F networks provide a good 
starting point, but need quite a number of extensions before it provides sufficient 
detail about the rules of the game and the effects of messages. In the next section we 
propose a novel approach to modelling cooperation methods, one that combines the 
advantages of the network specifications and of agent programming. 
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6.2 A Language Proposal 
The survey has yielded a number of approaches to modelling cooperation methods, but 
not one of these satisfies all criteria listed in the introduction. This section presents 
an approach developed in the IMAGINE project. It may be regarded as an extension or 
an improvement over the dialogue specifications using W&F networks. It can be used 
to describe cooperation methods with much more detail and with greater precision. 
The language is based on an existing programming language extended with: 

1. allocation of agents or sets of agents to statements, and the use of agent variables 
that may bind to an individual or to a set of agents. These variables can be 
interpreted as roles (roles or role types in Role Activity theory). 

2. the sending of messages between agents. Like in Role Activity theory, three 
cases are distinguished: 1 to 1, meaning one agent sends one message to another 
agent; 1 to N, meaning one agents sends each of N agents a copy of the same 
message; and N to 1, meaning that 1 agent collects similar messages sent by 
different agents. 

3. temporal constraints, (scheduling constraints such as: before, after, while). 
These are necessary for deadlines or submission periods for messages. 

4. sets and set operations to model roles and dynamic role changes. Sets are a 
convenient means of expression for cooperations involving sets of agents, where 
agents belong to certain roles and when they can change roles. For each role 
there is a set and role changes can be expressed as simple set operations. The 
use of sets to model roles and role changes has also been suggested for electronic 
conferencing systems DePaoli & Tisato (1991). 

For an existing programming language we use Prolog, but the work in this section 
could be done in many other procedural languages. The role of the programming 
language is to provide a control structure that is equivalent to the control structure 
expressed in a W & F network. Moreover, the existing programming language provides 
the constructs for procedures that can be called and parameters that can be used to 
pass data between procedures. Whereas semantics of a declarative language like 
Prolog or of procedural languages is well investigated, the semantics of what one 
gets by extending such language with message exchange and allocation to agents is a 
surprisingly dark territory. This section explores whether such language could provide 
a better solution to modelling cooperation methods. 

Below we first introduce Prolog, the extensions for allocation and simple message 
transfer. Two examples are provided of how these can be used to specify dialogues. 
Then we turn to protocols involving more than two agents. Contract-net and a 
meeting are presented as examples. 

Prolog Task Structures Most programming languages can be used to define task 
structures for a certain type of goal. We start from the language Prolog, because it 
has a simple syntax. As a simple example of a Prolog program, one could write a 
task structure for calculating a percentage: 

percentagize(Part, Whole, Percentage) : — 
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dividc(Part, Whole, Fraction), 
multiply (Fr action, 100, Percentage). 

Important features of Prolog are matching and unification. To explain these: 
suppose the Prolog interpreter is given the goal of < percentagize(20, 50, X) >. The 
Prolog machine will search for a "clause" that matches this form. It, will find the clause 
of the percentagize program of our example: < percentagize(20,50,X) > matches 
with < percentagize(Part, Whole, Percentage) > Unification of the variables yields: 
Part = 20, Whole = 50. After this matching and unification, the Prolog machine will 
go through the steps of the percentagize program. First it will search for a clause that 
matches < divide(20, 50, Fraction) >. Suppose this is a predefined system program 
that can be executed. Then it will finish successfully, with a binding: Fraction = 0.4. 
After that a similar process unfolds to solve < muItiply(0A, 100, Percentage) > and 
finally the percentagize goal will finish successfully with Percentagize — 40, that is, 
it will finish as: < percentagize(20, 50,40) >. 

At some point, the Prolog machine may fail to find a clause for a sub goal. It 
will then go back to the previous step and try to find an alternative matching and 
unification (backtracking). Figure 6.4 shows the Prolog constructs used below. 

G1,G2 conjunction. (G\,G2) succeeds if Gl succeeds and G2 succeeds. 
In a procedural reading (i.e., first G'l and then G2), conjunction is 
similar to sequence. 

(G1|G2) disjunction. (G1|G2) succeeds if Gl succeeds or if G2 succeeds. 
In a procedural interpretation first Gl is tried. If Gl succeeds, 
(G1|G2) succeeds. Otherwise, G2 is tried. If G2 succeeds, 
(G1JG2) succeeds. Otherwise, (G1|G2) fails. 

Gl : —G2 G2 is a method for Gl. If G2 succeeds then Gl succeeds. 

Figure 6.4: Prolog Constructs used in Specifications. 

Two Agents: Allocation and Messages We can start from such a language and 
add a construct to assign subtasks or subgoals to agents or to agent variables. Each 
subtask or subgoal is associated with a variable that can take an agent or a list of 
agents as value. To communicate data from one agent to another we add a statement 
of the form 

Sender : Message(Arg{,.., ArgN) —* Receiver (1) 

It is intended as an abstract specification of communication between agents, which 
can be realized in different ways. For example, using a shared variable, a shared 
data base or messages. It is a handshake involving both the sender and the receiver. 
For example, if the communication is based on messages, the sender must send the 
message and the receiver must receive it. 

Using these, we can now write a multi-agent taskstructure for percentagizing: 
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Agent!, Ag entl : percentagize(Part, Whole,Percentage) : 
Agent! : divide(Part, Whole, Fraction), 
Agent! : me ssage( Fraction) -+ Agentl, 
Agent2 : rmdtiply(Fraction, 100, Percentage). 

The meaning of this code can be based on transformation to a set of programs for 
the individual agents: one program for each agent filling the role of Agent! and one 
program for the agent filling the role of Agent.2. The control structure of both agent 
programs is the same as the control structure in the specification. To generate the 
agent program for Agent!, lines of the form Agent! : Message -> Receiver become a 
send statement in the agent program. Lines of the form Sender : Message —• Agent! 
become a receive action or an event handler in the agent program. Lines of the form 
Agent! : Something become a line Something in the agent 1-program. Lines of the 
form Agent! : Something become a SKIP statement in the agent 1-program. Below 
various cooperation method will be specified using these ideas. 

6.2.1 Examples 

Haggle Figure 6.5 shows a Winograd k Flores network for two agents haggling over 
a price. We start from this network specification, and we transform it to a a control 
structure in the extended Prolog-like language, and then we can add constraints on 
the contents of various messages: 

Haggle 
seller(A) 
buyer(B) B: reject 

A: reject x-v 

KD 
Figure 6.5: A Winograd and Flores network for haggling over a price. 

For those not familiar with Prolog: the language uses recursion to express the 
iteration in the control structure of haggling. The multi-agent procedure for haggling 
has a subclause or subprocedure which represents the entire network starting from 
node 2 (Figure 6.5). This is necessary, in order to have a name to call recursively. 
In general, to transform a state transition diagram to code, each node that can be 
reached by more than one arc requires a sub clause or sub procedure in the encoding. 

Seller, Buyer : haggle(Price) : — 
(1) Seller : propose(P) —» Buyer, 
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(2) Seller, Buyer : continue Jiag g le(P, 0, Price). 

Seller, Buyer : continue-haggle (Ask, Bid, Price) : — 
(1) ( Buyer : reject —» Seller 
(2) | Buyer : counter(Newbid) —» Seller, Bid < Newbid < Ask, 
(3) ( Seller : reject —>• Buyer 
(4) Seller : counter(Newask) —• Buyer, Newbid < Newask < Ask, 
(5) Seller, Buyer : continue Jiaggle(N'ewask, Newbid, Price) 
(6) Seller : accept —• Buyer, Price = Newbid 

) 
(7) Buyer : accept —+ Seller, Price = Ask 

)• 

This example shows two improvements over the W&F network specification. The 
first is the use of arguments or parameters in the messages for the data exchanged. 
The second are the constraints on the values of parameters. These are true properties 
of haggling and these are now explicitly expressed. 

Pause for Question In human discourse, when one participant informs or explains 
something to the other participant, the speaker transfers a part and then inserts a 
small pause to allow the other participant to take the initiative when he or she needs 
explanation. If the other does not act, the first participant, after a little while, 
continues. This example thus provides a model for a mixed initiative interaction: 

Speaker, Hearer : transfer([First\Rest])) : — 
(1) Speaker : inforin(First) —> Hearer, 
(2) ( Hearer : question(Attribute) —• Speaker within Isec, 
(3) Speaker, Hearer : inform(Attribute, Value) 
(4) not(Hearer : question(Attribute) —<• Speaker within lsec), 
(5) ), 
(6) Speaker, Hearer : trans f er (Rest)) 

This example clearly illustrates how our language can deal with temporal aspects of 
agent interaction. 

6.2.2 N>2 Agents 

The examples above were limited to dialogues between two agents. A simple extension 
is to allow sets of agents. This is equivalent to role-types in Role Activity Theory. In 
general this means that each agent filling the same role will have its own copy of the 
agent program for that. role. 

In the exchange of messages, one has to be careful with sets of agents. The 
exchange of a message is written as: 

Sender : Message(Argl, ..,ArgN) —•> Receiver (1) 

If Sender is a single agent and Receiver a set, then this is a 1 to N broadcast which 
has a clear meaning. A message is sent to a set of receivers, meaning that copies of 
the same message will be sent to each receiver. 
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It is also possible to have a N to 1 construct: a receiver can collect similar messages 
from different senders. This would be written as: 

Msgs = {(S,Argl, ...,ArgN) \ S : Message(Argl, ..,ArgN) —y Receiver} (2) 

Read this as: There is a set of terms (5 , Argl,..., ArgN) such that S has sent a 
message of type Message with arguments {Argl, ...,ArgN) to Receiver. Collecting 
messages from anyone without a deadline would probably never finish. In general one 
cannot be sure that all agents will send a message or that all messages that have been 
sent will indeed arrive. To make sure that (2) terminates, one needs a submission 
period (within) or a deadline (before) and one would write the right-hand side of 
(2) as follows: 

Msgs = {(S, Argl,.... ArgN) \ S : Message(Argl,.., ArgN) —• Receiver before 
Time } 

(3) 

The value of Time is like a deadline, it is measured on the clock of the receiving 
agent, because the time between sending and receiving of messages is uncertain. 

Set definitions like (3) can be made more specific, one may include arbitrary logical 
constraints that act as a filter on messages. For example, to collect messages having 
a single argument-value greater than 10 one would write: 

Large-Enough — {(S, Arg) S : message(Arg) —> Receiver, before 
Deadline, Arg > 10} 

(4) 

The next example shows the use of these communication mechanisms in the spec
ification of the well-known contract-net protocol (Smith, 1980, Smith & Davis, 1981), 
a cooperation method for the coordination of both planning and execution of tasks. 

Contract N e t In the Contract Net Protocol there is a manager agent who has 
a task and who wants to contract it to another agent. The manager first requests 
bids from a set of agents. Some or all of these "Workers" reply with a bid, and the 
manager selects the bidder with the best bid as contractor. All are informed, and the 
contractor performs the task and returns the result. 

Manager, Workers : contractnet(Task, Deadline, Contractor, Result) : — 
(1) Manager : request(Task) —>• Workers, 
(2) Bids = {(B, V) | B G Workers, B : bid(V) -> Manager before Deadline}, 
(3) Manager : select JbestJ>id(Bids, (Contractor, V)), (Contractor, V) G Bids, 
(4) Manager : award —> Contractor, 
(5) Manager : reject —• {B \ (B, V) G Bids, B ^ Contractor}, 
(6) Contractor : Task 
(7) Contractor : reportjresult(Task) —+ Manager. 

As a final example, below we show how the language can be used in the design of 
a Computer-Supported Cooperative Work (CSCW) application. 
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Meeting The final example is a cooperation method for a meeting with a chair 
and a number of participants. The cooperation method represents a protocol where 
the chair is responsible for working through an agenda as a list of items. An item is 
first introduced by the chair and then each participant may request the floor to make 
statements about the item or to respond to statements made by another participant. 
The chair receives the requests to take the floor and appoints the floor holder. The 
cooperation method effectively represents a turn taking policy. When the chair judges 
that the participant's contributions lack newness, meaning the item has been discussed 
thoroughly enough, the chair concludes the discussion of the item, and introduces the 
next item, or finishes the meeting. 

C: introducejtem(ltem)—>AII 

: request_floor —> C <D 
C: assign floor(X) — > All 

» 
(Floor-holder := X) 

C: introduceJtem(Nextltem) — > All 

Floorholder: statement(S) —> All 

Y: request Jloor --> C 

C: assign_floor(X) —> All 
Floorholder: = X 

C: assignJloor(Y) — > All, 
Floorholder := Y 

: conclude dicusussion 

Figure 6.6: An annotated W&F diagram for a meeting protocol. 

Wielinga et ai, (1995b) use this example to illustrate their approach for designing 
CSCW software. They provide a high level specification using a data flow diagram 
of the meeting process, somewhat similar to an inference structure in a model for 
expertise in their KADS approach to KBS design (see Schreiber et ai, 1993). This 
specification provides no information about behaviour. It shows which activities may 
occur, but it provides no information about which activity may occur when nor how it 
effects future behaviour. This high-level specification is then transformed to an object-
oriented implementation language. Only at this point the behaviour is specified. 

In the approach of this paper, the specification of behaviour (i.e., the rules of the 
game) is addressed from the beginning of the design process. First a W&F network 
for the meeting protocol is drafted. This network (Figure 6.6) already incorporates 
behavioural constraints. Then the network is transformed to a specification in the 
representation language, which gives a more detailed and precise specification of the 
rules of the game (Figure 6.7) . This high-level specification then can easily be 
transformed to agent programs to implement agents that can comply with the protocol 

127 



Chair, Participants : meeting([First\Rest]) : — 
(1) Chair : newJtem(First) —> Participants, 
(2) Chair, Participants : doJtemJnjmeeting(First), 
(3) Chair, Participants : meeting(Rest). 

Chair, Participants : doJtemJnjmeeting(Item) : — 
(1) vY 6 Participants : request-floor —>• Chair, 
(2) Chair : assigii-floor(X) —> Participants, 
(3) Non floor = Participants — X, 
(4) Chair, Non floor, X : do statement-in-me eting(). 

Chair, Non floor, Floor : dostatementJnjmectingQ : — 
(1) Floor : staiement(S) —•+ Chair-f NonF, 
(2) Requests = {X | X G Nonfloor, X : request-floor —* Chair, while 

Chair : assessjnewness(S, Verdict)}, 
(3) ( Ferrfid = new, 
(4) Requests = [First\Rest], 
(5) Chair : assign-floor —* First, 
(6) New Non floor = Nonfloor + Floor — First, 
(7) Chair, NewNonfloor, First : dostatementJn-rneetingQ 
(8) Verdict = new, Floor Request s = [] 

??? what to do in this condition ??? 
(9) | Kerrfid = o/d, 

(10) Chair : conclude-discussionÇ) —• Floor + Nonfloor 

)• 

Figure 6.7: The meeting protocol in the specification language. 

6.3 Conclusion 

There is a need for a language to model cooperative work processes. The introduction 
stated five criteria such a language should meet. We did a survey and in section 6.1.6 
a number of approaches were compared on the criteria. It was concluded that none 
is satisfactory on all criteria and that modal logic is least suited, simply because it is 
too difficult to learn and use. 

We considered the advantages of the different approaches to modelling cooperation 
methods and synthesized a proposal for a language. This language allows specifica
tions of protocols that are sufficiently detailed about goals that can be attained, about 
the rights and obligations of each agent at each point in time, and about the success 
or failure in attaining the goals give a particular unfolding of the protocol. We have 
demonstrated this with a few example specifications. 

Coordination Mechanisms A protocol distinguishes between two or more different 
roles for agents. The simplest protocols only provide a control structure over the 
messages between different roles and a success/failure status on exit. The proposed 
language can be used to encode such protocols, but is also allows one to elaborate 
a role in a cooperation method in full detail. That is, it is allowed to specify all 

128 



meeting([First I Rest ] , Chair, P a r t i c i p a n t s ) : -
receive(new-item(First) , Chair) > 

do.item_injneet ing (Firs t ,Chair .Par t ic ipants) , 
meeting(Rest ,Chair ,Part icipants) . 

do_item_in_meeting(Item,Chair .Par t ic ipants) : -
( send(request J l o o r , Chair) 
I skip ) , 
( receive(assign-floor (self), Chair) > 

Nonfloor = Participants - self, 

do.statement(Chair .Nonfloor,self,Statement), 

I receive(assign_floor(X), Chair), X =/= self > 

Nonfloor = Participants - X, 

do .statement(Chair,Nonfloor,X,Statement) ) . 

do-statement(Chair, Nonfloor, self, Statement):-
send(statement(Statement),Chair + Nonfloor), 

( receive (assign-floor (self) , Chair) > 

do .statement(Chair .Nonfloor,self,Statement) 

I receive(assign-floor(X), Chair), X =/= self > 

NewNonfloor = Nonfloor + floor - First, 
do .statement(Chair,NewNonfloor,X,Statement) 
I receive(conclude.discussion(Chair) > skip ). 

do_6tatement(Chair, Nonfloor, Floor, Statement):- Floor =/= self, 

receive(statenent(S)) > 

( send(request_floor,Chair) 

I skip 

), 

( receive(assignJloor(self) , Chair) > 

Nonfloor = Participants - self, 

do-statement(Chair,Nonfloor,self.Statement), 

I receive(assign_floor(X) , Chair), X =/= self > 

Nonfloor = Participants - X, 

do-statement(Chair,Nonfloor,X,Statement) 

I receive(conclude.discussion(Chair) > skip 

). 

Figure 6.8: The agent program for a participant. 
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meeting([First I Res t ] .Pa r t i c ipan t s ) : -
send(new_item(First) .Par t ic ipants) , 
do_item_in_meeting(First, Par t ic ipants) , 
meeting(Rest, Pa r t i c ipan t s ) . 

do_item_in_meeting(Item,Participants) : -
(receive(X,request_floor),X in Par t i c ipan ts : 

send(assign_f loor (X) .Par t ic ipants) , 
Nonfloor = Par t ic ipants - X, 
do.statement(Nonfloor,X) 

) . 
do_statement(Nonfloor, Floor): -

(receive(Floor,statement(S)) > 
( collect(X,request .f loor,Requests) 
I assess_newness(S,Verdict) 
) , 
( Verdict = new, Requests = [First | Rest] , 
s end(ass ignJ loor (F i r s t ) ) , 
NewNonfloor = Nonfloor + f loor - F i r s t , 
do .statement(NeoNonfloor, F i r s t ) 
I Verdict = new, Requests = [] 

I Verdict = old, 
send(conclude-discussion, Floor + Nonfloor) 
) 

) . 

Figure 6.9: The agent, program for the chair. 

intra-agent actions belonging to that role. Then transformation to agent programs 
yields a system agent capable ofthat role. In this way the language can also represent 
mechanism or devices for coordination as special agents (i.e., a role in coordination 
work to be fulfilled by an automated agent). In this manner all kinds of objects 
or mechanisms for coordination (e.g., a semaphore or traffic light, or a turn-taking 
mechanism, or a sector agent, or a user-interface agent) can be modelled as a role in 
a protocol. 

Expressive Power. The expressive power of the proposed representation language 
derives not only from the multi-agent perspective, but also from the use of proven 
programming constructs and the use of set operations to model the effect of messages 
on role-membership. This allows one to specify complex examples (e.g., the meeting 
example) in a succinct way. The language is more explicit about behaviour than 
modal logic approaches, but it is still at a high level, higher than agent programs. It 
is of the same level as W&F networks, but it provides more precision and more detail, 
as logical and temporal constraints can be added, and operations on sets of agents 
are made explicit (cf., Pitt et ai, 1995). 

Semantics. Specifications in the language, except for extreme cases where all 
intra-agent actions are specified, do not provide a complete description of behaviour. 
This has a reason: agents can be involved in many different cooperations in parallel 
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and it is up to the individual agents to decide whether and how they will continue a 
certain cooperation. The protocols as specified provide the agent with legal moves, 
but they do not prescribe the specific move the agent should take. 

The formal semantics of the language is not worked out, but it is indicated that 
an operational semantics can be defined as the transformation of a specification in the 
proposed language to a set of agent programs (i.e., an agent program for each role). 
This was illustrated in the meeting example. Pitt et a/.(1995) confirm the observation 
that in practice the manual transformation to a set of agent programs appears not 
difficult. 

To evaluate the language proposal, Table 6.2 shows how it compares to the net
work and agent programming approaches. They are ranked on each of the criteria. 
Regarding the first criterion, all modelling approaches can address cooperation among 
agents, they were selected for that reason. One the other criteria, they differ substan
tially. 

Transparency. Regarding ease of use and learning, the proposed language ranks 
between networks and agent programs. Networks like Role Activity Diagrams or W&F 
networks provide a simple graphical technique that is easy to understand and use. 
The proposed representation language is more difficult to learn than networks: one 
has to learn programming language constructs. Compared to agent programming, the 
proposed language is easier to use, because a specification in the proposed language 
is more succinct than a set of corresponding agent programs (compare the size of 
the code for the cooperation method in figure 6.7 with the combined amount of code 
of the agent programs in figures 6.9 and 6.8). Moreover, in drafting specifications 
using the proposed language, it is easier to avoid errors in the reciprocity of roles 
compared to programming separate programs for the different agent roles. Even if 
one is an experienced agent-programmer, it may be difficult to oversee the set of agent 
programs and it may be difficult for the human programmer to avoid errors in the 
reciprocity of roles. Even if the final aim is a set of agent programs, the proposed 
specification language may be used as a step in-between. It is easier for the human 
to ensure that each agent program complies with the specification in the proposed 
language, than to ensure that the agent programs comply with each other. 

N>2 Agents. All approaches considered can be used with more than two agents, 
but the W&F diagrams may become ambiguous (p. 120). 

Sufficiently Detailed. Network approaches do not allow much detail. The pro
posed language is flexible in its level of detail. If desired, it is allowed to provide the 
same level of detail as agent programs, by specifying all intra-agent actions. Therefore, 
the proposed language gets the same rank as agent programs on this criterion. 

Suited as a Representation Language. It appears that, given a set of choices or 
given the selection of a distributed architecture and programming paradigm, specifi
cations in the representation language can be compiled to agent programs. Therefore, 
on this criterion, the proposed language is also ranked equal to agent programs. 
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Table 6.2: Comparing the proposed language with two existing approaches to mod
elling cooperation methods. 

Approach Transparency Suited for Sufficiently Stated as 

N>2 Agents Detailed Repr. Lang. 

Role Activity Networks + + - -
W & F Netw. ++ +/" - -
Agent Programs - + + + 
Proposed Language +/" + + + 

It appears that our proposal satisfies all criteria, whereas none of the existing 
approaches does. It offers a bridge between W&F networks and implementation lan
guages such as agent-process languages or languages for (distributed) object-oriented 
systems. Compared to network specifications according to Winograd and Flores, the 
representation language is more expressive. It is more precise and provides more de
tail about the rules of the game. And yet the specifications are succinct and they can 
easily be transformed to agent programs in an existing implementation language. 
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Chapter 7 

Cognitive Support: Designing 
Aiding to Supplement Human 
Knowledge 

with Mark Neerincx 

Modern information technology brings about new opportunities to enhance the effec-
tivity of joint human-computer systems. Our research aims at improving the involve
ment of the users by an aiding computer facility which compensates their cognitive 
deficiencies. To aid the users, the computer system takes the intiative to present task 
knowledge that is context-specific and procedural. A design method was developed 
for systems that provides this type of aiding. This chapter discusses users' needs for 
support and presents the method exemplified with the design of an aiding interface 
for the statistical program HOMALS. 

The method has been applied to design a conventional plain interface and an aiding 
interface for the statistical program HOMALS. Both designs have been implemented 
as prototypes. In the experiment, the performance of users working with the aiding 
interface is compared with the performance of users working with the plain interface. 
As a consequence of the addition of the aiding function, users with minor HOMALS 
expertise prove to perform their tasks better and to learn more. 

References: (1) De Greef, P., Neerincx, M. k Hurts, K. (1993). Integrating human-
computer interaction with software engineering. In Van der Veer, G.G., White, T.N., 
and Arnold, A.G., Eds., Interacting with Computers: preparing for the nineties, chap
ter 12, pages 129-139, SIC, Amsterdam. (2) Neerincx, M.A. k de Greef, H.P. (1993a), 
When the help system does not help: an evaluation of two SPSS-interfaces used by 
novices. In F.J. Maarse, A.E. Akkerman, A.N. Brand, L.J.M. Mulder, and M.J. Van 
der Stelt, editors, Computers in Psychology: Tools for experimental and applied psy
chology, volume 4, chapter 9, pages 94-104. Swets and Zeitlinger, Amsterdam, Lisse, 
1993. (3) Neerincx, M A . k de Greef, H.P.(1993b), How to aid non-experts. In Ash-
lund, S., Mullet, K., Henderson, A., Hollnagel, E., k White, T., Eds., Proceedings of 
INTERCHI'93, pages 165-171, ACM, New York. (4) De Greef, H.P., Neerincx, M.A. 
(1995) Cognitive support: designing aiding to supplement human knowledge. Int. J. 
for Human-Computer Studies, 42:531-571. 
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Introduction 

The development of advanced —knowledge-based— information technology has 
brought new possibilities to arrange task performances. The scope of these possibil
ities is rather wide, but the corresponding profits are not always thoroughly investi
gated. Major efforts have been invested to investigate possible utilities of information 
technology with a focus on either the technology or on the human. However, soft
ware systems and humans each perform sub tasks which are parts of a more general 
task. A single focus on either the technology or the human insufficiently addresses 
the cooperative aspects of the joint human-system task performance. 

The research approach in this chapter tries to overcome this shortcoming. First, 
the research addresses the highly interactive cooperative involvement of both the hu
man and the technology. The objective is, in correspondence with "classical' human-
computer interaction ( HCl) research (Norman k Draper, 1986), to improve human 
involvement. Second, the design of cooperation is integrated into current system de
sign techniques to make it really applicable. Current software engineering techniques 
are extended to incorporate HCI-principles (Barnard & Harrison; 1989; Sutcliffe, 
1991; Johnson, 1992). This chapter presents the result of this approach: an explicit 
design method for a user interface which aids the users' task performance. 

The next section proposes to establish one type of cooperative problem solving 
by designing cognitive support, as an alternative to the technological tradition of 
attempting complete automation and as replacement or adjunct to personnel selec
tion and training. Section 7.2 presents our approach to integrate human-computer 
interaction into model-based design of cognitive support systems. Section 7.3 centres 
around a specific type of support function, called aiding, which supplements human 
knowledge. In section 7.3 some important problems of humans in applying knowledge 
and their corresponding needs for aiding are discussed. The section ends with require
ments for aiding functions. Section 7.4 presents a design method for aiding functions 
which meet these requirements. Section 7.5 exemplifies this method with a design 
of aiding for the statistical program HOMALS. Section 7.6 evaluates the resulting 
HOMALS-aiding and section 7.7 presents the conclusions. 

7.1 Cooperative Problem Solving 

Researchers have sought to improve human-machine task performance with different 
approaches. Two "classical" approaches can be distinguished: (i) the technological 
approach present in traditional automation projects and (ii) the user-centered ap
proach present in human-computer interaction research. We will first discuss the 
main shortcomings of these two approaches. Then, we propose as alternative a com
bination of both approaches: the design of a support function to establish cooperative 
problem solving. 
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Technology-Centered System Design. 

The aim of the technology-driven approach, present in traditional expert system de
sign projects, was to replace the human by the machine or —at least— to let some 
problem-solving tasks be performed by the machine (e.g., MYCIN, Buchanan & Short-
liffe, 1984). Explicit or implicit assumptions of first expert system developments were 
that the machine can perform tasks, originally done by humans, better (e.g., less 
errors), cheaper (e.g., less personnel, less training, less salary), with more reliability 
(e.g., less dependent on personal expertise), etc. Human's role in such systems was 
reduced, mainly consisting of providing the current parameter values required for the 
system's problem solving. Such a data-entry role comprises a kind of master-slave 
relation between computer and human: the human has to be docile and answer the 
questions of the system enabling the system to solve the problem. 

The technology-driven approach has some serious shortcomings. A computer mas
ter may force an inflexible task execution which is not suited for irregular —and 
maybe unforeseen— situations. Possible intelligent contributions of humans will be 
overlooked when technology options are investigated. These contributions might be 
needed in irregular, and especially in unforeseen situations (Wickens, 1992). Fur
ther, new problems arise with the development of knowledge-based systems, such as 
problems of acceptance, in particular for knowledgeable users (Shortliffe, 1989). In 
practice, knowledge-based systems are difficult to realize. It might be that the design
ers, in their focus on automation of work, oversee other, more simple solutions which 
can be beneficial. For example, to support ambulance dispatchers, a simple display 
of patient data as external memory aid has a beneficial effect that is at least as large 
as that of a complex knowledge-based diagnosis system (Post, 1996). 

User-Centered System Design. 

Partly as a reaction to the failures of the technology-driven approach, research fo
cusing on the human task performance sought to develop usability and learn-ability 
principles of software systems. This research centered around the communication be
tween users and computers, especially the interaction with the user interface which, 
among other things, should be simple and consistent. The computer was mainly 
viewed as a tool with the human as master and the system as slave obeying the 
commands of the user. 

This view is, for example, present in Norman's (1986) distinction of two gulfs 
between user and system. The gulf of execution refers to the problems users have in 
transferring their goals into commands the system "understands" and can execute, 
that is, in specifying the correct actions. The gulf of evaluation refers to the problems 
users have in understanding system behaviour such as the interpretation of error 
messages (e.g., "fatal system error"). 

In the gulfs, a further distinction can be made: the semantic and articulatory 
distance (Hutchins et al, 1986). Semantic directness concerns the relation of what 
the user wants to say (i.e., user's goals) to the meaning of an expression in the 
communication. Articulatory directness has to do with the relationships between 
the physical form of an expression and it's meaning. Notice that the semantic and 
articulatory distances center around the communication between user and software 
system. 
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Human-computer interaction research has provided principles and techniques to 
establish a consistent and simple communication. The execution and evaluation gulfs 
are small if there is a direct mapping of the sub task the user wants the system to 
accomplish (e.g., the calculation of the mean for a data-set) on a system operation 
(e.g., the command "mean data-set" ). The goals of the user should be present in the 
interaction language, so that actions to control system functions are straightforward 
and consistent. Moran (1983) describes how to establish a direct and consistent 
mapping of the external task space on the internal task space. In particular, the 
communication is simple if a fine task-action mapping is established for DM- (Direct 
Manipulation) or WIMP-interfaces (Windows, Icons, Mouse and Pull-down/pop-up 
menus). Learning how to control such interfaces is easy, because the icons, menus and 
windows provide information about the actions which can be done with the system 
(Hutchins et al, 1986; Shneiderman, 1987; Coats k Vlaeminke, 1987). For example, 
a menu-item "mean data-se t" informs the user that he or she can accomplish this 
specific goal with the system —the semantic meaning is rather obvious for the user— 
and with minor experience the user even knows how to accomplish this goal (i.e., the 
articulation: clicking on this menu-item with the mouse). 

The traditional focus on the computer user in HCI-research had some serious 
shortcomings. The user is not always able to play the master role (i.e., may not know 
which goals have to be performed or when they have to be performed) and may not 
profit from the computer as much as possible. It is often —implicitly— assumed that, 
the users are well capable of doing their primary tasks, that is, users are thought to 
know which goals have to be performed when. System designers might be tended to 
pass these problems on the selection and training of personnel, while selection and 
training will not always lead to optimal task performance and can be very costly. An 
alternative or adjunct may be to design a support function which supplements human 
deficient capabilities. 

Design of Cognitive Support. 

A combination of the technology- and user-centered approaches can help to overcome 
the shortcomings of each. Aiming at such a combined design approach, it was re
cently proposed to integrate HCIresearch —or its results— into the current practice 
of software engineering (e.g., Barnard k Harrison; 1989; Sutcliffe, 1991; Johnson, 
1992; deGreef et ai, 1993). A major problem is the so-called formality gap, that 
is, the leap from the informal, real-world requirements and constraints to a formal 
and structured development process (Dix et al., 1993). In our view, this gap can be 
bridged and substantial improvements of the joint human-machine task performance 
can be established by analyzing human needs for support and harmonising methods 
of system design to these needs. General needs determine the specific type of sup
port (requirements) and corresponding design techniques, whereas analyses of specific 
needs (i.e., specific population or situations) have to be incorporated in the design 
method. 

Our specific interest is in problem solving and the possibility information technol
ogy provides to improve the problem solving. We use the term cooperative problem 
solving, to emphasize that we do not aim at the design of software systems which take 
over all human problem solving. The purpose is to design cognitive support which 
enhances and amplifies human cognition or, more specifically, to improve human in-
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volvement by designing system functions which supplement human knowledge and 
capacities. The effect of cognitive support should be a better joint human-machine 
task performance. A wide range of support functions may contribute to such re
sult, from "simple" help functions (e.g., Elkerton, 1988) to "intelligent" critics (e.g., 
Silverman, 1991; Fischer et ai, 1993). 

A spelling checker is a well-known example of a support facility. This facility is 
added to a so-called base system, the editor. Users doing their editing job often have 
some deficient knowledge with respect to the primary task of writing a document: 
they may not exactly know how to spell a word. With current spelling checkers the 
users can ask whether the spelling of a word is correct and, if not, what a possible 
correct spelling is. Thus, the support facility can supplement the knowledge the user 
is lacking. Further, the spelling checker can be used to detect spelling errors in a 
complete document. 

Table 7.1 sums up the three approaches towards system design. The technology-
centered approach seems not to be applicable to design support for writing, because 
writing cannot be completely automated. A user-centered approach, which comprises 
only the user-system communication leaving general task knowledge out of consid
eration, would also not result in a support function for writing. The brief example 
of the spelling checker shows that an analysis of the general or primary task and 
the cooperative involvement of the human and computer can result in a fine support 
facility. The question is what the general requirements of cognitive support are. 

Table 7.1: The design of cognitive support compared to the "classical" technology-
and user-centered approaches to system design. 

Approach Focus Impact on design 
Technology-Centered primary task SE models and methods 
User-Centered interaction tasks HCI-principles 
Cognitive Support joint execution SE models and methods 

of primary task incorporating HCI-principles 

Trade-off. Next to possible benefits of cognitive support, the control and learning of 
a support facility can have negative effects on the overall effectiveness. Such a facility 
may enhance the performance of important sub tasks, but can in turn lead to inferior 
performance of less critical, yet important sub tasks (Adelman et al., 1993). Computer 
aids can be designed and used that allow the operator to selectively off-load tasks to 
automation. However, the burdens associated with managing the automation by the 
operator can sometimes outweigh the potential benefits of the support facility (Kirlik, 
1993). Facilities providing help information can complicate the system, because the 
control of these facilities invoke more functions that must be used and learned, and 
more information to process during task performance. For example, for the statistical 
program SPSS/PC the costs of learning to use the help facility prove to outweigh the 
benefits of the knowledge presentation (Neerincx & deGreef, 1993). 

Thus, a support facility may be harmful! There is a trade-off between the potential 
benefits, such as off-loading and knowledge provision, and the costs of learning and 
using the support facility (Rouse, 1988). A good trade-off is arrived when the benefits 

137 



are great and the costs small, imposing three requirements for systems providing 
cognitive support. 

First, the cognitive support function should be directed at major limitations of 
human task performance. The potential benefits of support and the chance of a 
positive trade-off are large when it meets general needs or immediate difficulties of 
the human task performer. 

The next two requirements center around minimising the costs of using and learn
ing the software system. Human task performers try to perform their tasks and 
will not invest much in the use and learning of a software system, even though this 
would eventually lead to better, more efficient task performance; this is known as 
the production paradox (Carroll, 1987). They might also have insufficient capacities 
—possibly temporarily— to use the system. Therefore, as a second requirement, the 
cognitive support function should be well-integrated into the task execution. A sep
arate support facility is not attractive, because it imposes extra interactions such as 
data-entry and information search. It should be a well-integrated add-on to a base 
system that in itself is considered useful for —possible imaginary— people who are 
very well capable of doing their share of the work. As the base system has benefits in 
itself, this increases the likelihood of a positive trade-off. Moreover, integration allows 
the support, function to obtain data from the base system rather than from the user, 
and it allows the support function to act rather than recommend actions to the user. 
A stand-alone system can only provide advice; it will not be able to perform tasks 
and, consequently, may not meet some important general needs or difficulties of the 
human task executor. 

The third requirement states that the user interface of the overall system —the 
contingent base system and support functions— should be easy to learn and use. 
The use of a software system for the execution of tasks brings about extra tasks: the 
interactions with the system. To minimise the costs of these interaction tasks, the 
human-system dialogue should be simple and minimal. Figure 7.1 summarises the 
three requirements for cognitive support. 

1. The cognitive support function should be directed at major deficiencies of 
human task performance. 

2. The support function should be well-integrated into the human task exe
cution. 

3. The user interface of the overall system —base system and support 
functions— should be easy to learn and use. 

Figure 7.1: Requirements for cognitive support. 

Due to a lack of empirical research on the possibilities and effects of cooperative 
problem solving, it is still rather unclear how to design cognitive support and what 
form of support is best under which conditions. The next section will provide a frame
work for model-based design of highly interactive systems incorporating evolutionary 
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design of a cognitive support function. Then Section 7.3 will discuss the requirements 
for one type of support, called aiding: supplementing human knowledge. 

7.2 Model-based Design of Human-Computer Sys
tems 

The above provides three requirements for cognitive support, but it does not tell 
how to build a system that provides such support. Below we integrate widely used 
model-based software engineering ( SE) methods with contributions from the field of 
human-computer interaction ( HCl). We first look at the state of the art in software 
engineering: a model for the design process and models or modelling languages for 
representing requirements, task knowledge and the artifact to be designed. 

The model-based SE method is directed at identification of the tasks for the com
puter system and at further elaboration of the design of the human-computer system. 
These SE methods are powerful, but not enough, as design of an interactive computer 
system implies the design of a human-computer system, and human characteristics 
need to be taken into account. Therefore, we extend the SE approach to improve the 
practice of human-computer system design. 

Model-based Software Engineering. 

A software development process model is a prescriptive model for system develop
ment. The simplest example is a Life Cycle model, viewing system development as 
a sequence of stages: analysis, design, implementation and maintenance. There are 
more sophisticated software development process models (e.g., Boehm, 1988) that 
emphasize that design is iterative or even evolutionary, and that acknowledge the 
utility of prototypes to drive and guide the development process 

A modern view on software engineering and knowledge acquisition is that of a mod
elling activity (e.g., Yourdon, 1989; Rumbaugh et al., 1991; Schreiber et ai, 1993). 
Each stage in the development process produces intermediate or mediating models, 
with the implemented system —"the code"— as the final model. In a model-based 
design elaboration of the Life Cycle Model, the analysis stage produces a conceptual 
model of the prospective system. This analysis model acts as a specification of re
quirements and the design model represents the prospective software system, that is, 
the "artifact". In the implementation stage this model is transformed to the final and 
most detailed model, i.e., the code in the implementation language (Hayward et al., 
1987). This view on system development is summarized in figure 7.2. 

In model-based design, methodological support of system development is provided 
firstly by the model for system development, with the Life Cycle Model as an exam
ple. Further support can be given by providing "modelling languages", possibly as 
a graphical diagramming technique, which can be used to draft analysis and design 
models. Modelling languages provide a notation for the products of analysis, design 
and implementation stages, providing a standard and allowing computer storage of 
models. Thirdly, the the transformations from analysis model to design model and 
to the implementation can be supported by tools and even partly automated. 

Analysis Model. A large model, such as the analysis model, can be modularized in 
sub models, each having its own modelling language, and each providing a projection 
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Modelling Languages 
for Analysis Models. 

Analysis Stage 

Analysis Model 

Task Analysis and Task Allocation 

Modelling Languages 
for Design Models. 

Design Stage 

Design Model 

Implementation 
Languages 

Implementation 

Implemented System 

f ) Task, Function, or Process 

Information Object 

Figure 7.2: A Life Cycle Model for model-based system design. 

or perspective of the complete model. It is now widely accepted that there are at 
least four of such perspectives in system analysis: Functional, Data, Behavioural and 
Social (e.g., Curtis et al, 1992). It is assumed that in developing a new application 
the analysis model can be established by constructing the smaller models for each 
perspective, in different modelling languages, provided that they are "made consistent 
with each other" (Yourdon, 1989) meaning that the connections between various 
models through shared referents are made completely explicit. 

Table 7.2 summarises the four perspectives with corresponding modelling lan
guages taken from structured analysis (Yourdon, 1989). Viewing a task as a process, 
the functional perspective represents what process elements are being performed and 
what flows of information objects are relevant to these process elements. As a mod
elling language, (hierarchical) data flow diagrams can be used (see, for an example, 
Figure 2.7, P. 20). It should be noticed that a functional model only represents types 
of data that are input or output to subtasks or process elements. The behavioural 
perspective represents when process elements are performed, that is, the control struc
ture. One may think that the behavioral perspective is not needed since the functional 
model has the behavioral requirements implicitly built into it, but in fact many differ
ent control regimes could govern the execution of the process elements present in the 
functional model (see, e.g., Wallace et ai, 1987). The data perspective represents the 
vocabulary and structural properties for information objects. Examples of functional, 
data, and behavioural models will be provided in section 7.5. 

The modelling languages used in structured analysis methods provide a good ex-
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Table 7.2: Modelling languages for the four perspectives of the analysis model. 

Perspective Topics Modelling Language 

Functional Task Decomposition, 
Information flow 

Hierarchical Data-Flow Diagram 
(functional model) 

Data Objects, Relations, 
Attributes. 

Entity Relationship Diagram 
(data model) 

Behavioural Control structure, 
Events 

State Transition Diagram 
or Process Language 
(behavioural model) 

Social Task Allocation Partitioning of functional or behavioral model 
(user-system partition) 

ample, but are by no means considered to be the ultimate modelling languages. We 
view those for the first three perspectives as particularly useful to support a detailed 
task analysis, resulting in a formalized, semi-formal task model. 

The social perspective represents the allocation or distribution of process elements 
among "agents", that is, humans and computers. Focusing on human-computer inter
action, that is, the interaction of one human and one computer, the social perspective 
only involves two agents. The social perspective can be modelled by allocating tasks 
in the model created in the first three perspectives, and it can be attractively visual
ized in the style of a role-activity diagram (Holt et ai, 1983; Curtis, 1992). Figure 7.3 
shows an example. It should be noticed that this diagram represents a behaviorial 
perspective, showing two coordinated threads of execution. 
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Figure 7.3: A role-activity diagram for modelling the social perspective. 
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Integration of modelling languages from structured analysis with human-computer 
interaction design has been suggested by several authors (e.g., Sutcliffe, 1991; John
son, 1992), but until recently the data perspective tended to be overlooked. Data 
models were also absent in early versions of structured analysis, but are included in 
Yourdon's version of 1989 and they seem to gain more and more recognition, but now 
under the flag of "object-orientation" (e.g., Rumbaugh et ai, 1992). 

Interface Design Model. In the design stage of the Life Cycle Model, the analysis 
model is transformed in a design model. Focusing on human-computer interaction, 
only a subset of the design model need to be considered: the interface design model. 
Technological development has yielded a number of user-interface paradigms (e.g., 
command-line or WIMP —Windows, Icons, Mouse, Pull-down/pop-up menus) and 
modelling languages and software tools are available, for the design of such user 
interface. A simple model for the interface design process comprises selection of a 
user-interface paradigm, selection of design elements available in the paradigm (e.g., 
windows, buttons, text fields), establishing a mapping from elements of the analysis 
model to instances of design elements selected, and, last but not least, a specification of 
the behaviour of the system as a function of user-generated events (e.g., mouse clicks). 
Different paradigms may provide different sets of design elements, but any paradigm 
needs to address the specification of behaviour. With command-line interfaces, with 
a single-threaded dialogue, state-transition diagrams can be used to model behaviour. 
Modern windowing systems are conceptualized as possibly many dialogues in parallel 
—the user has many opportunities to generate events. For the behavioural model of 
such interface an event-handler language (Green, 1986) is recommended. 

The behavioral aspect of the analysis model differs from the behavioral model in 
interface design where it refers to process elements in interaction tasks. For example, 
a change on the screen display, the user clicks on a particular button, or a system 
procedure generates a certain event. In the analysis model the behavioural model 
refers to a control structure over the process elements in the task analysis. 

There is no reason why the behavioral modelling language of task and dialogue 
cannot be the same. And indeed, event-handlers and different threads of execution in 
parallel are appropriate in the task analysis of real world tasks (e.g., process control). 
A generally useful "event handler language" for modelling behaviour is Hoare's (1978, 
1985) language for communicating sequential processes (csp). 

Support of the Analysis—Design Transformation. Model-based design not only pro
vides modelling languages for analysis and design models, it also aims to support the 
transformation from analysis model to design model. Full automation of the trans
formation is perhaps an unreachable aim, but support and automation of parts of the 
design process is within reach (e.g., Kim k Foley, 1993; Johnson et al., 1993). 

To move in the direction of full automation, or, to maximize support of the trans
formation, the analysis model must contain sufficient information to drive and guide 
the transformation to a design model. The detailed task analysis provided by the 
three perspectives provides a background to derive the consequences of the task al
location for the human-computer dialogue. For example, a data flow between tasks 
allocated to system and user becomes a interaction task between system and user. 
The task allocation in the functional model, provided that shared referents with the 
other two perspectives are explicit, propagates to the data model and the behavioural 
model. In the data model, the task allocation thus determines with which parts of 
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the data model the user is involved with —very important information for the user 
interface design. In the behavioral model, the task allocation may determine the need 
for user and system to exchange real-world events. In general, the more complete 
the task model is about interdependencies among subtasks, the more complete the 
requirements for the human-computer dialogue that can be derived. We thus assume 
dialogue structure follows task structure and -allocation. 

In three projects we have used such analysis models in the design of the human-
computer system: a system for cognitive support for statistical analysis (described 
in detail in section 7.5), a system for cognitive support of railway traffic control 
(Neerincx, 1995) and a system for ambulance dispatching (Post, 1996). In each of 
these, the transformation from analysis model to an interface design model for the 
WIMP paradigm appeared straightforward. This implies that such analysis model 
almost completely determines the user interface design, and that the SE modelling 
languages can be used as high-level specification language for user interfaces. This 
does not mean that a user interface specified in such manner is well-suited to the user. 
The SE approach needs to be integrated with insights from HCL 

In this section the emphasis is on models for analysis and design, but two important 
HCl issues can be briefly mentioned: job design and user task analysis. From a human-
factors point of view, task allocation has a large influence on the users' job design. To 
optimize usability, performance, safety and the like, cognitive characteristics of the 
human have to be taken into account. An important factor is human mental workload, 
but assessment of workload is difficult, because total workload is not a simple sum 
of workload of process elements, and different types of loading components have to 
be taken into account (e.g. Rasmussen, 1986; Wickens, 1992). The consequence is 
that user behaviour and usability cannot be very well predicted, certainly not from 
the analysis model. They can only be assessed after implementation of a prototype. 
Fortunately, the distance from analysis model to running interface prototype has 
become small with modern software tools. 

User task analysis is important in interface design, as it helps to identify the 
information needs of the user. Historically, SE approaches have emphasised quick 
identification of the tasks for the system and further detailed analysis of these tasks 
and design of system to perform these tasks. However, the SE modelling languages 
presented above are also applicable to analyze tasks allocated to the user (cf., Shep
herd, 1993). 

Section 7.3 addresses HCl aspects of cognitive support more extensively. 

Modelling Cognitive Support. 

The model-based design approach outlined above is suited for the design of master-
slave systems and systems with a fixed task structure and task allocation. When 
there is a need for dynamic allocation (Rouse, 1988), or when system and user both 
contribute to the execution of a task (joint function allocation; e.g., Clegg et al, 
1989), it is not immediately obvious how this can be modelled in the analysis model 
and how this fits in a model-based design process. 

With cognitive support in which the system presents context-specific task knowl
edge to the user (i.e., aiding), both user and system are involved in the same task. 
For model-based design of such cognitive support function, the joint execution process 
needs to be explicitly modelled. 

143 



Even in the simplest master-slave system there is a joint execution process, that is, 
a main loop in which the user gives a command and the system subsequently executes 
the command. Because this is so simple, modeling the joint execution process is no 
great concern in the design of master-slave systems. In system development practice, 
the process of joint execution is not explicitly modelled in the analysis and it is only 
being defined in the interface design model, using an explicit model describing user 
interface behaviour as a function of user-generated events. 

The SE modelling techniques may also be used to explicitly model joint execution 
processes. Figure 7.4 shows the analysis model for a master-slave system. 

delegate sub task 
task, objects 

receive task 

H 

V 
perform task 

monitor execution 

Figure 7.4: A model for the joint execution process in a master-slave system. 

The examples above show the utility of SE modelling techniques in modelling 
of joint execution processes and support functions. After discussing model-based 
software engineering methods and our view on extending these methods to design 
cognitive support, we now turn to the modelling process. 

Modelling and Testing of the Human-Computer System. 

The above mostly summarizes a widely known approach to modelling of information 
systems and data base systems. Modelling languages that can be used to create an 
analysis model can be very profitable, but it is still the question how to proceed to 
create a model for a future application. 

Prospective computer users are the primary source of information concerning all 
aspects of both current and future tasks (Phillips et al, 1988). In software engineer
ing methodologies the collection of task information from these users is somewhat 
neglected. It has had much more attention in cognitive psychology, knowledge ac
quisition and HCl research. HCl literature discusses Task Analysis as a method 
for analyzing and modelling the user's task. It is recommended to use representative 
task scenarios (e.g., Johnson, 1992) or criterion tasks and even if it is not possible to 
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create model, it is recommended to use the scenarios to see how the use of the system 
would fit in the execution of these tasks. 

To obtain information from future users two techniques can be distinguished: in
terview and experimental dialogues (Hickman et ai, 1989). Interviewing is a rather 
traditional technique to acquire information. However, it is difficult to obtain accu
rate information about the behaviour or strategy of future users who only describe 
their tasks in general. In experimental dialogue techniques users actually perform. 
specific tasks. These techniques seem more adequate to predict dialogue patterns 
than interviewing. Such a dialogue technique would be most focussed and effective 
if a prototype interface, possibly a mock-up, is used. With a modern graphical user 
interface toolkit it is not difficult to implement a mock-up with which a number of 
task scenarios can realistically simulated, perhaps with the help of humans to fill-in 
system functions not yet implemented (Wizard of Oz simulation). 

In the experimental dialogue, a prospective user of the future system is asked to 
perform some representative tasks with this mock-up or prototype interface. Verbal 
and behavioural protocols are collected to model the static and dynamic information 
needs of these users. During the interaction with the prototype interface the relevant 
information is obtained by recording the system events that the users notice and that 
precede user actions(e.#., giving a command to open a window). 

Experimental dialogue can serve different functions in system development. To 
identify problems and difficulties prospective users may have, they could use the pro
totype interface to solve a number of task scenarios. To obtain the expert knowledge, 
experts would use the prototype interface to solve a number of task scenarios. 

Above, empirical techniques for modelling the user's task were briefly described 
(for a more extensive overview, see Johnson, 1992). However, human problem solving 
behaviour cannot be predicted completely for future systems and problems. Further, 
in creating the models of user's task performance errors can be made. Therefore, the 
usability of a software system has always to be tested with a user performing tasks. 
The experimental dialogue technique can also be used for this purpose. In this way, 
design is an iterative process of generating a model, testing it, generating a better 
model, etc. (i.e., a generate-and-test procedure). 

Generate and Test of Cognitive Support 

The software engineering techniques can be used to draft and systematically gener
ate alternative models, the empirical techniques support the drafting and testing of 
models. We now turn to the method or procedure for efficiently designing cognitive 
support that meets the requirements listed in Figure 7.1. 

The central assumption of this chapter is that stand-alone cognitive support is not 
feasible because of the trade-off between the benefits and costs of a support facility 
(see section 7). To design cognitive support, two systems have to be designed: the 
base system and the cognitive support function. The base system comprises a set of 
tasks or functions that —under control of the user— can be delegated to the machine, 
whereas the support function participates in the human task performance, because 
the human is not able to do it completely on its own. 

As a consequence of the requirement that cognitive support must be directed 
at major difficulties and needs of the prospective user, the design of the cognitive 
support function must be based on an analysis of what these needs or difficulties 
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are. Experimental dialogue techniques seem promising qua efficiency and validity. 
To apply these, a mock-up prototype of the base system is needed. Even if other 
techniques are employed to assess the needs of prospective users, and if there appears 
a need for support, the support function must be designed as an integrated add-on to 
the base system. Therefore, the global structure of a method for design of cognitive 
support is a sequence of three steps as shown in Figure 7.5. 

Given that the human has sufficient, knowledge and capacities to perform his or 
her tasks, it is well within the scope of current technology to design a base system 
that is easy to learn and use for experts. With a task-action mapping designed to be 
as direct and consistent as possible, and with a WIMP interface that provides the user 
without system experience with task action mapping knowledge, the resulting system 
will in general be easy to learn and use for experts. However, as will be discussed in 
more detail in the next section, even experts might have problems in using the base 
system and, consequently, may need cognitive support. 

1. Design a base system using SE and HCl model based design techniques 
and test whether it fits expert performance. 

2. Analyze the needs and difficulties of prospective users (e.g., with exper
imental dialogue techniques centred around a mock-up prototype of the 
base system). 

3. Design cognitive support, add it to the base system, and test the support. 

Figure 7.5: The framework for design of cognitive support. 

7.3 Supplementing Human Knowledge 

The remainder of this chapter will elaborate on one type of cognitive support, which 
we call aiding. The basic idea of aiding is simple and straightforward: present the 
knowledge that the human is lacking. Various kinds of facilities have been proposed 
to apply this idea in practice, but for most inventions it is rather unclear what the 
effects of aiding are on the task performance. Furthermore, it is often unclear what 
type of human knowledge deficiencies the aiding is supposed to supplement. 

Fisher (1991) distinguishes two dimensions characterizing the knowledge of com
puter users. The expertise dimension refers to the primary task that has to be done 
(e.g., writing a letter). The extremes on this dimension are naive and expert. The 
experience dimension refers to the interaction knowledge, that is, the experience with 
a specific system (e.g., a specific editor). The poles of this dimension are novice and 
experienced. Thus, there are two types of knowledge: task knowledge and interaction 
knowledge. Our conception of aiding centers around compensating task knowledge 
deficiencies and minimizing the interaction knowledge required for computer use. 

Human knowledge about tasks can be very different. Knowledge about facts or 
things is called declarative knowledge; knowledge about how to perform various cog-
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nitive activities is called procedural knowledge (Anderson, 1990). Our conception of 
aiding is specifically directed at supplementing the procedural knowledge humans are 
lacking. Hereby, the aiding should be directed at major, "general" needs and prob
lems of the human task performer and the system providing aiding should be to use 
and learn as easy as possible. What are the needs for aiding and the constraints for 
its use? 

Human Needs for Aiding 

Task performers might profit from knowledge presentation if it compensates some 
important deficiencies in expertise and is harmonised to their limited capacities to 
apply current knowledge. 

H u m a n Expert ise . Rasmussen (1983) and Reason (1990) distinguish two levels of 
problem-solving behaviour: knowledge-based and rule-based behaviour. If the exper
tise is small for solving a specific problem, than no procedures have been developed 
and retained in memory. To solve this problem a procedure has to be planned at 
the knowledge-based level. With repeated practice or training knowledge develops 
about how to solve the problem. Now, task performance is at the rule-based level, 
that is, based on procedures consisting of "if condition then action" rules. Production 
systems incorporate domain-general and domain-specific rules. One way to develop 
expertise in a problem-solving domain involves creating rules specific to that domain 
to replace domain-general rules. 

The GOMS-analysis of human task performance is directed at modelling rule-
based expert behaviour (Goals, Operators, Methods and Selection rules; Card et al., 
1983). A GOMS-model proves to correspond well with the use and development of 
task knowledge in humans (Elkerton Palmiter, 1991; Gugerty et ai, 1991; Kieras 
k, Poison, 1985). It may be viewed as a model of human expertise prescribing task 
procedures for specific conditions. 

Expertise Deficiencies. Mostly, task performers' knowledge has some vacancies; 
even the expertise of human experts can show deficits. They are lacking fore
knowledge about parts of the task and have to acquire this knowledge from manuals, 
colleagues or the computer. According to the production paradox, these persons will 
try to perform their task almost immediately and will insufficiently try to gather the 
knowledge required for successful task execution (Carroll & Rosson, 1987; see intro
duction of this chapter). In other words, they start to perform tasks, while their 
expertise is deficient. 

Furthermore, the knowledge —present in the long term memory— is not always 
used properly or available. First, memory contains information that we cannot recall 
easily. It is a well-known fact that many things can be recognised which cannot be 
recalled. We may fail to retrieve the information while consciously trying, or we may 
simply forget to apply the relevant knowledge (slip of memory, Rasmussen, 1982). 

Second, current knowledge can interfere with solving a problem correctly. If a tool 
or problem solving operator was applied in a specific situation before, then alterna
tive applications to new situations may be overlooked (functional fixedness, Anderson, 
1990). On the other hand, knowledge can be transferred to new situations wrongly, 
such as the transfer of knowledge about the function of the space bar on a typing ma
chine to the function of the space bar on a text editor (assimilation paradox, Carroll & 
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Rosson, 1987; similarity matching, Anderson, 1990). In general, there is a bias to use 
knowledge already often applied. In frequency gambling, conflicts between partially 
matched knowledge structures are resolved in favour of the more frequently employed 
items (Anderson, 1990); in the application of "strong-but-wrong rules", procedures 
often applied successfully can be incorrectly used in new situations (Reason, 1990); 
and preferences for certain problem-solving operators in solving a problem occur when 
some knowledge structures —procedures or declarative information— become more 
available at the expense of others (set effects, Anderson, 1990). In correspondence 
with these biasing effects of expertise, a critical source of difficulty in automated 
workplaces for process control was found in the operator's ability to modify the ad
herence to pre-specified procedures if this modification was necessary in changing and 
uncertain environmental conditions. Pre-programmed procedures prove to be brittle. 
Too often the "if f' part is just assumed, and the y is done. A careful evaluation of 
whether condition x actually exists is not performed (Wickens, 1992). 

In summary, there is a variety of expertise deficiencies which are due to lack of 
expertise, difficulties in applying expertise or applying "wrong expertise". Correct 
expert task performance (expertise) can often be modelled in the form of procedural 
task knowledge. However, even so-called experts do not always act according to such 
a model. In practice, the expert who has complete knowledge of all tasks showing 
always perfect knowledge application does not exist. Below, we will briefly go further 
into one specific cause of problems with knowledge application: the limited capacities 
of human information processing. 

Limited Capacities. Human information processing capacities are limited. Above 
we discussed the distinction between knowledge- and rule-based behaviour. The first 
is relatively inefficient: it costs much mental effort and takes a lot of time. Task per
formers are inclined to act on the efficient rule-based level, if possible. Sometimes, the 
processing capacities of the task performer are too limited to solve complex problems 
perfectly, especially for problems requiring knowledge-based behaviour. In such situ
ations of "overload", the task performers will change their problem-solving strategy. 

Sperandio (1971, 1978) studied how air traffic controllers modify their operative 
working methods when task load increases. Operating procedures generating lower 
levels of load were more employed as work demand increased. In these procedures, 
the controllers operated selectively on subsets of useful information and ignored other 
information. According to Larichev and Moshkovich (1988), people change their 
decision strategy when task complexity, and therefore task load, increases. As a 
consequence, task performers may not incorporate all relevant factors in the decision 
process in a balanced way. They will apply simplified strategies, possibly resulting 
in "simplification for the sake of consistency" or the "local experience phenomenon" 
(Baron, 1988a, 1988b; Madni, 1988; Triggs, 1988). In general, under stress there is a 
resistance to consider alternative hypotheses; this is known as cognitive tunnel vision 
(Wickens, 1992). 

Summarising, human capacities are limited. When humans are overloaded, they 
employ "default" problem-solving strategies which may not be optimal and focus or 
narrow their attention noticing less of their environment. Efficient task performance 
can often be modelled in the form of procedural task knowledge. 
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Use of an Aiding Facility 

Above, a number of important problems —non-optimal knowledge applications— of 
human task performers was discussed. However, the use of computers itself brings 
about new problems and these problems have to be minimised. Fortunately, solutions 
are available for a number of such interaction problems. 

In human-computer task performance, two levels of task performance can be dis
tinguished. In the last section about human task performance, the primary task was 
discussed. Knowledge about the primary task concerns the above-described expertise 
dimension. But in joint human-computer task performance extra tasks are present, 
the interaction tasks: the user has to provide the computer with information and the 
computer has to present information to the user. The knowledge of interaction tasks 
refers to the experience dimension. A consistent mapping of the primary task on the 
interaction tasks (i.e., task-action mapping) established for WIMP-interfaces assures 
that the system is easy-to-use (i.e., requires little experience to use). 

Software systems can have a lot of "bells and whistles". New releases of software 
consist of more and more functions. Consequently, systems seem to require more and 
more learning about its possibilities. In contrast, a system with a minimal interface 
provides a minimal set of functions. This set is derived from the goals the user wants 
to accomplish with the system and is just sufficient to achieve these goals. The use 
of a minimal interface requires relatively little knowledge (Carroll & Rosson, 1987). 

In general, users are unwilling to invest much in interaction. In knowledge-based 
systems, for example, they may not use the system only because data entry costs too 
much (Sassen, 1993). For the same reason, current help facilities may not be used. 
Most systems have help facilities that resemble manuals. To use these facilities, users 
have to retrieve the information needed at a certain moment and, after that, they 
have to use this information for their task execution (cf. Elkerton, 1991). These 
activities are troublesome; moreover, according to the production paradox the users 
will hardly use "screen-manuals". It would be better to integrate the help into the 
task execution of the user. 

In summary, computer use can be a major problem itself and may hinder the task 
performance completely. In the design of computer applications such problems should 
be prevented first, only then aiding can be really beneficial. We are aiming at aiding 
systems which require minimal experience. Systems comprising a good task-action 
mapping and minimal interaction are easy to use and learn. 

Requirements of Aiding 

The addition of an aiding facility to a software system should be done with great 
care. The effects on the number of correct executions, errors and efficiency (execution 
time, mental effort) in the task performance have to be taken into consideration. Two 
design principles are directed to an optimal trade-off between the benefits and costs 
of aiding. First, the aiding should be harmonised to the task performers' needs, that 
is, when they need aiding and what kind of aiding they need. Second, the extra work 
caused by the aiding facility, the extra demands of using and learning to use the aiding 
facility, should be minimised. 

Harmonising to Task Performers' Needs. The need for aiding is present for 
problem-solving tasks in which the persons have minor expertise. They may sel-
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dom do these tasks or have to deal with rarely occurring situations. For these tasks 
there is a need (1) to compensate the knowledge the human task performer is lacking, 
(2) to promote efficient task strategies, and (3) to help the human task performer to 
retrieve the relevant knowledge and possibly discard irrelevant knowledge. 

The aiding should be compatible with task performers' knowledge and comprise 
an efficient task strategy. Therefore, the aiding facility provides procedural knowledge 
corresponding to the rule-based behaviour of expert task performers. The procedure 
is complete for the task concerned, so that the vacancies in persons' (procedural) 
memory are compensated completely and these persons do not have to deduce a 
missing part of the procedure at the knowledge-based level. To help the user to 
retrieve the relevant knowledge only the procedure (goals) for task execution in the 
current context is presented. The availability of irrelevant knowledge can inhibit 
problem solving and, therefore, the aiding is minimal: it provides only context-specific 
information at the moment it is needed (this information is complete). Thus, to 
harmonize the aiding to important human needs or difficulties the aiding facility 
should take the initiative to provide context-specific, procedural task knowledge at 
the right time. The information should be minimal, but comprise complete routines. 

Minimising Extra Work. Problem solving for which aiding is needed should not 
be burdened with a complex interaction or information search. To minimise the inter
action, aiding is part of a minimal WIMP-interface. Minimal refers to the combined 
aiding and base system. The interface is minimal in Carroll's sense: the base sys
tem provides just sufficient functionality to do the tasks well and the user interface 
comprises a simple and consistent interaction language to control these functions. 
Consequently, the experience required for successful task execution is minimal, that 
is, the user interface of the combined system is easy to use and easy to learn (minimal 
interaction). In the last section, it was briefly described how to design such a user 
interface. 

Figure 7.1 presented three requirements which apply for cognitive support in gen
eral. This section discussed some major limitations of human task performance. 
Based on these limitations, the requirements for cognitive support can be extended 
with specific requirements for an aiding facility (see Figure 7.6). 

1. The aiding facility should take the initiative to provide information at the 
right time. 

2. The information should consist of context-specific, procedural task knowl
edge; it should be minimal, but comprise complete routines. 

3. The user-aiding communication should be a well-integrated part of the 
user-system dialogue encompassing of a minimal interface. 

Figure 7.6: Requirements for an aiding facility. 
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7.4 A Design Method for Aiding Functions 

Section 7.2 presented a framework for design of cognitive support and introduced 
software engineering concepts: the life cycle model, modelling, models in-between, 
and model-based user interface design. Section 7.3 provided specific requirements for 
aiding harmonized to major limitations of the human task performer and discussed 
how to design user interfaces that are easy to learn and use. This section will provide 
the integration into a comprehensive design method for a base system and the aiding 
function which is to support users who lack ready knowledge or who have difficulties 
in using their knowledge. Following section 7.2, the method encompasses of three 
consecutive stages. 

I. Designing the Plain Interface. 

The first stage consists of the design of what we call the "plain interface" for the base 
system. This plain interface is a simple, minimal user interface for the base system. 
A mock-up implementation of the plain interface is to be used in the next stage to 
provide a context to assess the availability of task knowledge of prospective users. 
In the third stage it is used again to provide a context for acquiring task knowledge 
from experts. For this purpose, the plain interface aims to be optimal regarding ease 
of learning. The plain interface may not be the most optimal regarding efficiency or 
other criteria. For example, it does not provide shortcuts for often used sequences of 
operations. The interface requires minimal system experience to accomplish the tasks 
successfully and is optimal for novices in Fisher's (1991) terminology (see section 7.3). 

The method of designing the plain interface is founded on model-based software 
engineering methods (Yourdon, 1989; Rumbaugh et ai, 1991), task analysis methods 
from ergonomics or human factors (e.g., Drury et al, 1987), and methods from HCl 
(Moran, 1981, 1983; Johnson, 1992). It is structured as a generate and test process. 
Generation is decomposed in two steps: the analysis and design steps from the life 
cycle model (section 7.2). The analysis comprises task analysis and an allocation of 
parts to the user or to the system, thus providing a definition of the roles of user 
and system in Johnson's (1992) sense. This analysis uses modelling techniques from 
software engineering to create a model of the task and the roles. In this task analysis, 
criterion tasks (Moran, 1981) or task scenarios (Carroll, 1989; Johnson, 1992) are 
used as example problems —task instances— for which the task analysis is to provide 
a general model. The analysis results in an abstract specification of the required 
user-system interaction. 

To complete the generate step, the analysis model of the plain interface is trans
formed into an interface design model. This can be done in a straightforward way 
using model-based interface design techniques. For a complete application, the tasks 
or functions of the system need to be designed as well, but this is beyond the design 
of the human-computer system and not addressed here, but see Rumbaugh et al. 
(1991) for methods for general information system design and Schreiber et al (1993) 
for knowledge-based system design. 

Next in the design process, the design of the plain interface is tested. This is to 
be regarded as quality control to make sure that there are no serious difficulties and 
discrepancies between how the plain interface can be used and what is required for 
expert task execution. It may take a few generate and test cycles before a satisfactory 
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result is achieved. To test the plain interface, it. is implemented as a mock-up or 
Wizard of Oz prototype. This is not a full implementation, but rather a simulation 
that only needs to function realistically for a set of criterion tasks. Various software 
tools exist that can be used to create a. running interface and system functionality can 
be simulated by a human at another terminal (Wizard of Oz). Often the solutions 
of criterion tasks can be prepared in advance and included in the software. For the 
actual testing, experts are simply asked to try the prototype to solve the criterion 
tasks. 

When experts are easily identifiable and can be expected not to differ very much it 
only takes a small number of experts to identify the bugs in the plain interface. These 
trials are intended as quality control of the plain interface. Even though design of 
such an interface is well within the scope of modern methods and technology, errors or 
omissions may have occurred, and experts are regarded as good judges and subjects 
to assess whether the plain interface is suited to, and fits well in their tasks (we do 
not want to suggest that experts never need support, see section 7.3). Care must 
be taken that the set of criterion tasks is representative and provides a reasonably 
complete coverage of the task domain 

II. User Analysis. 

In the second stage of the design method, user analysis, the prospective users are 
investigated. Among prospective users, the level of expertise may vary considerably. 
To investigate if there is a need for aiding or cognitive support among prospective 
users, these users are simply asked to try the prototype of the plain interface to solve 
the criterion tasks. This provides information about the problems and difficulties 
they may have and helps to identify in which parts of the task they appear to lack 
knowledge. It may of course turn out that there is no need for aiding or other cognitive 
support. Individual differences in expertise between prospective users may be large 
and at least a small sample (e.g. 10) is needed to get some indication of performance 
problems of the average user. 

III. Designing the Aiding Function. 

The third stage of the design method is concerned with the design of the aiding 
function for the task parts in which prospective users lack knowledge. The design 
process has the same structuring as in the design of the plain interface. First the 
analysis and interface design models are generated, then a prototype is implemented 
and tested. Not much is known about the analysis model for cognitive support. We 
assume that it should describe the behaviour of the system in the process of joint 
task execution. For aiding functions that present knowledge to the user, the analysis 
model should also contain the expert task knowledge to be presented by the aiding 
function. 

To acquire the expert knowledge, experts are again asked to solve criterion tasks 
using the prototype of the plain interface. The purpose now is not quality control 
of the plain interface, rather it is to acquire the expert knowledge for those tasks for 
which prospective users lack knowledge. The use of the prototype to walk through 
the criterion tasks helps to generate and debug the expert model (it is a specific type 
of experimental dialogue technique, see section 7.2). The reader may wonder why 
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I. Designing the Plain Interface 

— Generate a design of the Plain Interface. 

1. Generate the analysis model of the Plain Interface 

2. Generate the interface design model of the Plain Interface. 

— Test the design of the Plain Interface. 

3. Implement a mock-up prototype of the Plain Interface. 

4. Test whether the Plain Interface fits expert task execution by 
having experts use the prototype to perform criterion tasks. 

II. User Analysis 

5. Test the performance of prospective users by having them use 
the Plain Interface prototype to perform criterion tasks. 

III. Designing the Aiding Function 

— Generate the design of the Aiding Function. 

6. Generate the analysis model of the Aiding Function. 

• Generate an expert model (procedural task knowledge) for 
those parts of the task in which prospective users need aiding. 

• Generate a model of the joint execution process. 

7. Generate an Interface Design Model of the Aiding Function. 

— Test the design of the Aiding Function. 

8. Implement a mock-up prototype of the Aiding Function as an 
extension of the Plain Interface. 

9. Test the Aiding Function by having prospective users perform 
criterion tasks using the mock-up prototype of Plain Interface + 
Aiding Function. 

Figure 7.7: The method for the design of aiding. 

this knowledge acquisition is not done the first time experts try the plain interface 
prototype. The reason is that, knowledge acquisition is much more work for both 
experts and system designer, compared to just quality control of the plain interface, 
and only after the user analysis the parts of the task are known for which it is actually 
necessary to spend the effort of acquiring the knowledge and create an expert task 
model. 

After acquiring and modelling the knowledge, the presentation and structuring of 
the knowledge and the interaction with the user have to be designed to complete the 
design of the aiding interface consisting of the plain interface and the aiding function. 
The aiding function can be prototyped and, subsequently, tested by prospective users 
trying to accomplish criterion tasks. This is the quality control of the aiding and 
comparisons with plain interface performance data show whether prospective users 
can benefit from the aiding. 
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Figure 7.7 summarizes the structure of the method. If a base system already exists, 
and if problems users have are known, one might consider to move directly to the 
design of aiding, but if the existing system has a difficult and hard to use user interface, 
we think it is worthwhile to start with the re-design of the user interface. The potential 
gain of this may be large, it may even be larger than the gain of aiding. 

The above provides a proposal of a method based on software engineering practice 
and psychological requirements. It is the starting point of an investigation in which 
two questions are central: (1) is the method operational and usable, and (2) can 
non-experts indeed benefit from such aiding? The next section applies the method 
in a software engineering project in which new user interfaces are developed for an 
existing statistical analysis program called HOMALS. The interpretation of the dif
ferent HOMALS statistics is a specialist expert task and for this an aiding function 
has been developed. Experience in this case study provides information regarding the 
usability of the method. To investigate the utility of aiding thus designed, the final 
test of the aiding function is performed as a full statistical experiment, comparing 
performance and learning in a plain interface condition with a condition comprising a 
plain interface plus an aiding function. Two such experiments have been conducted, 
one with users without any HOMALS knowledge and one with users with some, but 
little knowledge. These are reported in section 7.6. 

7.5 The Design of H O M A L S Aiding 

The proposed method for design of aiding is investigated by applying it to design an 
aiding application (this section) and by formally testing the application in a compara
tive statistical experiment (the subsequent section). For an application, we start from 
an existing program for statistical data analysis called HOMALS. Reasons to choose 
HOMALS are threefold. First, the experience and expertise of the users of the existing 
system varies considerably (even though the system has a user interface that is hard 
to learn and to use), so we expect that there are users who may profit from aiding. 
Second, HOMALS analysis is a difficult problem solving task and it is a non-trivial 
problem to provide effective support. Finally, experts and users are available and 
easily accessible. 

This section follows the three stages of the design method for cognitive support 
outlined in the previous section. In the first step, the Life Cycle Model is traversed 
to design a plain interface for HOMALS experts. The existing HOMALS system is 
here regarded as a base system, but with an old fashioned user interface that makes it 
hard to use for inexperienced users. In this first step the user interface is redesigned 
to provide a plain interface that is easy to learn and use. In the second step —as 
expected— it appeared that prospective users lack HOMALS expertise and in the 
third step the Life Cycle Model is traversed again to design an aiding function that 
provides users with context specific knowledge to help them perform the HOMALS 
analysis. 

Below, we provide a brief introduction to HOMALS-analysis and then we walk 
through the steps of the design method for aiding functions. 
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HOMALS. 

The existing HOMALS system is based on a statistical model with the same name 
(Gifi, 1990). This statistical model can be used to analyze a data set with nominal 
(categorical) variables. An example of such a data set are answers to a multiple choice 
questionnaire for a sample of respondents, numerically encoded in a computer file. In 
a HOMALS model such data are mapped to a space with one, two, or more dimensions. 
This is rather similar to principal components analysis or factor analysis, but suited 
for variables with a nominal scale. 

To use the existing HOMALS system the user has to specify a simple data model 
for the data set, the number of dimensions for the statistical model and the data set 
itself. A data set is a rectangular table, a matrix, with a row for each individual or 
object in the sample and a column for each variable. The numerically encoded value 
in row (i) and column (j) represents the i-th object's value on the j - th variable. A 
simple data model suffices to describe such data set: the name of the data file and 
the names of the variables in their column order. The existing HOMALS system also 
demands a specification of the number of values —categories— each variable has. 
Henceforward we will use the term meta data for this simple data model, to avoid 
confusion with the compound representation of all the data involved in the HOMALS 
analysis task (i.e., meta data, data set, model specification and five statistics). After 
specifying the meta data, the system can compute the five HOMALS statistics by 
fitting the model against the data and present these to the user in the form of tables 
or plots. 
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Figure 7.8: Example of the Object. Scores statistic with an outlier. 

The interpretation of statistics such as provided by a HOMALS-type of analysis is 
a difficult expert task (Visser & Slooff, 1991) in which the expert interprets statistics 
and may decide to change the data set or the statistical model. Figure 7.8 provides 
an example of the "object scores" statistic. This is a mapping from the objects in 
the sample to the dimensions of the HOMALS model for two dimensions. Each point 
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in the plot represents an individual object's values on the two dimensions. Such a 
scatterplot may show that objects are extreme on one or two dimensions and thus 
far removed from the cloud of points. Because such "outliers" may have an unduly 
large influence on the estimates of model parameters, it is customary to remove these 
objects from the data set and re-compute the model parameters and other statistics. 
This episode with an outlier in the plot of object scores and the removal of the object 
from the data set is only an example of what may happen in the interpretation task. 
More about HOMALS as a statistical method can be found in Gifi (1990). 

We now turn to the case study in which the method is applied to design an aiding 
interface for HOMALS. 

Step I: Designing the Plain Interface 

In the first step of the design method, "designing the plain interface", the Life Cycle 
Model is followed to develop a base system suited to experts and with a user interface 
that is easy to learn and use. The Life Cycle Model (analysis, design, implementation) 
is used to structure the design of the plain interface. In this HOMALS case study, there 
already is an existing system with a functionality that is correct for HOMALS experts, 
but with a user interface that is difficult to learn and use, even for HOMALS experts 
who know exactly what they want to do. Although the functionality of the existing 
system is appropriate for a base system, the user interface has to be redesigned to 
provide a user interface that is easy to learn and use. 

Analysis 

Instead of analysis from scratch, we abstract from the existing system to construct 
an analysis model that is modularized using the four perspectives mentioned in sec
tion 7.2. This analysis model then serves as specification and starting point for the 
design a new user interface that is easy to learn and use. 

Functional and Social Perspective. Figure 7.9 shows a functional model, as a data 
flow diagram, of the HOMALS analysis task, with a user-system partition to specify 
the roles of user and the existing HOMALS system. Abstracting this model from 
interviews, the existing system and documentation is not difficult. 

This diagram specifies that there are five different HOMALS statistics and that 
during HOMALS analysis the user can use three operations to modify the data set: 
delete object, delete variable and re-code variable, for example, to pool categories. 
The user may also use two operations to change a model specification (i.e., delete and 
add dimension). 

Data Perspective. Figure 7.9 shows eight information objects crossing the user-system 
partition: metadata, dataset, model specification, marginal frequencies, eigen values, 
discrimination values, object scores, and category quantifications. These information 
objects are global and not well defined. The functional modelling could be pursued in 
more detail, by further hierarchical decomposition of the information objects, and it 
is possible to arrive at a complete coverage of what the information objects encompass 
of, but this approach does not take account of overlap or interrelationships between 
information objects. 

A better approach is to devise a central data model in which each object and 
data element is represented only once, and in which interrelationships among objects 

156 



USER 

SYSTEM 
Five Statistics 

Modify Data Set Modify Model Specification 

Succes: 
List of conclusions 
regarding Model 
and Data set 

Failure: 
List of operations 
to modify Data Set 
or Model 

Figure 7.9: A functional model of the HOMALS system with a user-system partition 
to represent the roles of user and system. 

are made explicit. In the context of data bases data modelling techniques have been 
developed for this purpose, for example entity-relationship modelling (Chen, 1976) 
for data base design and object-oriented modelling for information system design 
(Rumbaugh et ai, 1992). This technology is not suited to all types of data (one 
would, for example, not store video images in this manner), but is suited for symbolic 
representation of many domains such as a data base of products, suppliers, customers 
and personnel. This approach applies equally well to knowledge-based systems (cf., 
Schreiber et ai, 1993) and work on ontologies (Gruber, 1992) can be regarded as a 
further development, extending the data model or ontology with logical or functional 
expressions. 

Such a central data model for the entire system may be the focal point of integra
tion between the design of the user interface and system design. The data model, or a 
subset of it, represents the data that crosses the user-system partition, and comprises 
all the information objects in the functional model. Thus, for the HOMALS-example, 
a data model has to be established encompassing of all eight information objects 
crossing the user-system partition in Figure 7.9. 

User Views: the link between functional and data model. The central data model 
provides a framework and language for data storage that meets technical desiderata. 
For user interface design, it has to be established which parts of the data belong 
together from the users' point of view and should be transferred concurrently. To 
some extend this is already specified in the functional model: the information objects 
crossing the user-system partition in the functional model. 

User views can serve to provide the explicit linkage between the functional model 
and the data model. Each information object in the functional data flow diagram can 
be defined as a user view of the data model. 

Figure 7.10 shows a part of the central data model of HOMALS using the entity-
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relationship diagramming technique. A user view can be specified as a subset or 
partition of the entity relationship diagram. Figure 7.10 presents two user views in 
this way, for the meta data and the data set. These two user views refer to the 
corresponding information objects distinguished in Figure 7.9. The user view "Meta 
Data" consists of the types of data needed for a HOMALS-analysis: a data set (with 
filename) consisting of objects (e.g., persons) with a variable which can have several 
categories. The user view "Data Set" consists of the data of a specific HOMALS-
analysis: a data set (e.g., answers of several persons to a questionnaire) which has 
variables (e.g., sexe) which in turn have categories (e.g., male or female). 
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Figure 7.10: Data model using Entity-Relationship Diagramming, with two user view 
outlines. 

A user view as defined above is incomplete, that is, the user view outline as 
described above only isolates part of the data storage system, and cannot select from 
the data stored under this part of the data model (i.e., the system cannot find the 
user view). Therefore we propose to complete the definition of a user view with a 
specification as a query that takes one or more data elements as parameter. For 
example, in the HOMALS context, a filename of a Data Set as parameter for the user 
view "Meta Data", allows the storage system to find the Meta Data belonging to that 
Data Set. There is no diagramming technique for this, but a query language like SQL 
or Prolog can be used to define parameterized user views. 

Behavioural Perspective. The analysis model so far provides a static description. The 
model specifies which user views are required, but it does not tell us anything about 
which user views are required when. It specifies which tasks there are, and who will 
execute which tasks, but it does not specify which task will be activated when and 
who will activate its execution. At this point one could strive to model the human-
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computer interaction completely incorporating users' computer use. Such a model 
would show all dependencies or interactions among different subtasks, and without 
it, one may overlook some of these in the design of the user interface. 

However, modelling the users' task completely is very difficult and may even be im
possible in practice (e.g., for writing). For HOMALS, for example, such a model should 
provide the decision making and the control structure for the task of interpreting the 
HOMALS output and, when necessary, doing data transformations and re-computing 
the statistics. Unlike with the functional and data model, the existing HOMALS sys
tem and documentation provides no information regarding the behavioural model and 
to "extract" a model from interviewing experts appears difficult. Experts are reluc
tant to state hard general rules. It is possible to formulate some production rules or 
state transition diagram fragments, but this is not complete and without insightful 
structure. It is possible to wait, and it is better to wait for two reasons. Firstly, one 
may not be sure that lack of expertise is a bottle-neck with the intended users, and 
this can be investigated in stage two of the design method with more precision and 
efficiency using a prototype of the plain interface. Secondly, if lack of expertise is 
indeed a bottle-neck, experimental dialogues with experts using the plain interface 
prototype are a more efficient technique to model the expert knowledge required for 
the user's task. Below, in discussing step three of the design method, "designing 
the aiding function", we return to modelling the user's task using a state transition 
diagram. 

We take the position that for the design of a plain interface it is not strictly 
necessary to have a complete and detailed expert model of the user's task and that 
possible errors will become apparent in usability testing of the plain interface proto
type. Still, some behavioural aspects of the base system have to be modelled. The 
functional model can be extended with initiative markers for the information flows 
—user views— between user and system (de Greef & Breuker, 1992). In this way the 
user-system dialogue is specified minimally. 

Interface Design Model 

In the above, the four perspectives and modelling languages from Structured Analysis 
have been used to draft an analysis model. It can serve as a rather abstract specifi
cation of the human-computer interaction, independent of a particular type of user 
interface design style. The transformation from the analysis model for the HOMALS 
base system to a WIMP interface is quite straightforward. 

• Interface Elements. We have used a small subset of design elements from the 
huge selection of "frames and widgets" provided by an available commercial 
graphical user interface management system (TeleUse). 

• Presentation of User Views. The User Views in the analysis model can be 
presented to the user in many ways. The Interface design model specifies the 
type of presentation selected. In consultation with experts it was decided that 
two statistics would be presented in tabular format and the three remaining 
statistics as two-dimensional scatterplots (e.g., Figure 7.8 shows the scatterplot 
presentation of object scores). 

• Interface Behaviour. TeleUse provides an event handler language. User actions 
(e.g., clicking a particular button) are called events (such events in user-system 
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interaction are at a different plane than events in the expert task). The event 
handler language of the Teleuse system provides rules to specify the actions to 
be triggered by user initiated events. For example, when the button with label 
"delete object" is clicked, the procedure delete-object has to be called. 

The plain interface for HOMALS is extremely simple. It has a menu to select a statistic 
—one statistic being shown at a time— and a menu to activate data modification 
tasks (remove variable, re-code variable, remove outlier, add dimension and remove 
dimension). Each statistic has a presentation window. Figure 7.8 shows what the 
user interface looks like during inspection of the Object Scores statistic. 

This plain interface provides exactly the same functionality as the existing 
HOMALS system, but now with a user interface that is suited to expert users without 
system experience. Both systems are base systems founded on the master-slave as
sumption: the user is a competent expert and the system is slave under full control 
of the master. 

The design of the plain interface for HOMALS shows the utility of the software 
engineering techniques. They can be used for a detailed task analysis and interface 
specification and they promote consistency and simplicity of the user interface. 

Implementing and Testing the Plain Interface 

In the HOMALS case study, the plain interface as specified above was implemented as 
a mock-up prototype using TeleUse on VAX/VMS and some C-code to present plots 
and tables. Experts, who were familiar with the existing HOMALS system, but were 
not involved in our design project, find the new interface a large improvement. The 
mock-up prototype can read in and show files with statistics computed by the existing 
HOMALS system, but cannot actually perform data transformations. The number of 
dimensions of the HOMALS statistical model is fixed at two dimensions. 

Step II: User Analysis 

In this second step of the design method, TV prospective users try M representative 
tasks using the mock-up of the plain interface. 

The HOMALS plain interface was tested with 10 users of the existing HOMALS 
system with various levels of expertise. These were asked to analyze five task sce
narios using the mock-up. The task scenarios were derived from published analyses 
performed with the existing HOMALS system. Compared to expert solutions for these 
scenarios, task performance left much to be desired. Although the users inspected var
ious statistics and derived some conclusions, their interpretations of the statistics and 
their data transformations proved to be incomplete. Because the knowledge deficien
cies centered around diverse aspects of the HOMALS-analysis task and since this task 
is rather small, the design of an aiding function for the complete HOMALS-analysis 
task was warranted. 

Step III: Designing the Aiding Function 

The requirements listed in section 7.3 state that the aiding function is to present 
context-specific procedural task knowledge to the user. We may distinguish two as
pects in the design of aiding: (i) the acquisition and modelling of the procedural 
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expert knowledge to be presented by the aiding function and (ii) the design of the 
aiding function that presents this knowledge in a context-specific way. 

Analysis 

The. Expert Model. In section 7.2 it was argued that having experts perform tasks 
using a mock-up of the plain interface might be the most efficient procedure, compared 
with interviewing, to acquire operational procedural task knowledge. In the above 
it was suggested that state transition diagramming might be a suitable modelling 
language. This modelling technique and method was used to create an expert model 
as shown in figure 7.11. It is a behavioural model that prescribes an efficient procedure 
for the HOMALS analysis. 

This prescriptive model is based on 10 subjects. Half are HOMALS theoreticians 
and half are users of the existing HOMALS system. They were interviewed and they 
were asked to work with the plain interface prototype to solve several task scenarios. 
Especially this experimental dialogue provided the most information for the expert 
task model. The model as shown here in figure 7.11 was not used in interviews. It 
served the knowledge engineer to record the information obtained. 

The expert model has three aspects: 

• An ideal ordering for inspecting the five statistics. 

• For each statistic the conditions that give rise to transformations of the data 
set or of the HOMALS model. 

• For each condition a verbal explanation that helps the non-expert user to es
tablish whether the condition holds. 

The expert model as a state transition diagram is a comprehensive for the HOMALS 
analysis. If we want to provide a detailed specification of the ideal expert behaviour, 
the state transition diagram is not suitable. Because the re-computation of the 
HOMALS statistic takes some time, it is better to identify as many needed trans
formations as possible before re-computing the statistics. This behaviour cannot be 
expressed in a state transition diagram, but the desired control structure can easily be 
expressed in any procedural programming language. What is needed is a data struc
ture (a list or stack) to collect the desired transformations. First as many transforma
tions as possible are collected, then they are applied and the statistics re-computed. 
Nevertheless, the state transition diagram provided a useful intermediate model that 
proved a great help in the acquisition of the expert knowledge. This expert model 
provides the basis for an aiding function added to the plain interface. 

The Aiding Function. With the expert model, we have a complete prescriptive model 
for HOMALS analysis, but we have not yet specified how the aiding function will oper
ate. Assuming the expert knowledge comprises an ideal ordering of five subtasks (one 
for each statistic) and that the expert knowledge for each subtask can be represented 
as a set of condition-action rules, Figure 7.12 shows a model of the joint execution 
process and the role of the aiding function therein. This model is based on a task 
analysis at a meta level. The use of expert task knowledge itself is viewed as a task 
and this meta level task is decomposed and allocated to user or system. With this 
approach we have an explicit model of joint function fulfillment by user and system. 
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Inspection of Five Statistics 

Î 

O Function, Task or Process 

Control Flow 

c l : skewecLdistribution(V). 
c2: missing_values(V) . 
c3: not(cl) and not(c2). 

c4: number_of_dimensions = 2 
and dimensions = [DI, D2] 
and high_eigenvalue(Dl) 
and low_eigenvalue(D2). 
number_of_dimensions = 2 
and dimensions - [D1, 02] 
and high_eigenvalue(Dl) 
and high_eigenvalue(D2). 

c6: number_of_dimensions = 2 
and not(c4) and not(c5). 

c7: number_of_dimensions = 2 
and dimensions = [Dl, D2] 
and low_cat_quant(V,Dl ) 
and low_cat_quant(V,D2) 
and not(crucial(V)). 

(etcetera) 

Figure 7.11: The expert model for the HOMALS analysis task. 
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This approach can be adapted to different methods of representing expert knowledge, 
and it provides a general solution to what Clegg et al. (1989) call the problem of joint 
function allocation. 

Interface Design, Implementation and Testing 

Using state of the art interface technology, the aiding function might use an additional 
window to present the user with context-specific task knowledge. Figure 7.13 shows 
the HOMALS aiding interface during the task "inspect object scores". The window 
Object Scores is inherited from the plain interface. The window Aiding Object Scores 
belongs to the aiding function; it shows operations for transformation of the statistical 
model or data set (buttons right), the conditions that trigger transformations (buttons 
left), and a button to continue the analysis. A click on a left-hand button causes the 
presentation of a text window that clarifies the condition. 

The aiding interface, like the plain interface prototype, was implemented as mock-
up (in Telellse). In this mock-up, transformations of the data set were not imple
mented, that is, clicking on the task buttons in the action window does not result in 
the actual execution of the task. The user is asked to continue the HOMALS analysis 
as if the system has executed this task. After a justified removal of an object (an 
"outlier"), the mock-up presents adjusted statistical data. 

The last step of the method is the evaluation of the aiding function. In this 
investigation of aiding we use the most powerful evaluation method: a complete 
statistical experiment to study the effects of aiding on performance and learning. We 
performed two of such experiments, one with users with no knowledge of HOMALS 
whatsoever, and one with users with some but little knowledge of HOMALS analysis. 
These are reported in the next section. 

7.6 Evaluation of the HOMALS Aiding 

Karat (1988) distinguishes several methodologies for the evaluation of software. The 
most complete usability test is an analysis of the task performance of prospective 
users (Desurvire et ai, 1992; Karat et ai, 1992). In our view, help systems should 
be evaluated in an experiment in which the performance of users working with an 
aiding interface is compared with the performance of users working with a minimal 
interface. This kind of comparison could even be performed during system design 
using prototypes or mock-ups. 

In two experiments, the performance of users working with the aiding 
HOMALSinterface is compared with the performance of users working with the mini
mal HOMALS interface. Our main objective is to study whether the above-described 
type of aiding can be beneficial for users performing a statistical task. The conditions 
in the first experiment —which is a kind of pilot-experiment— are not optimal for 
this objective. However, together with the second experiment, it provides interesting 
results and, therefore, it is included in this chapter. For both experiments, we expect 
that the task performance of users working with the aiding interface is better than 
the task performance of users working with the minimal interface. 
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Figure 7.12: The joint execution behaviour of the aiding interface. 
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Figure 7.13: The aiding interface for the HOMALS analysis task. 

Experimental Method. 

In general, the method of the two experiments was similar. Twenty students partici
pated in each experiment, 10 in the minimal interface condition and 10 in the aiding 
interface condition. 

In a short introduction, the student was shown the types of information the in
terface presents and the mouse movements to control the information presentation. 
This information concerns a real data-set and the corresponding HOMALS-statistics. 
The student was then required to analyze five data-sets successively. Every student 
received the data-sets in the same order. For each data-set, a form was provided with 
information about the research question, the objects, and the variables. The data-set 
had to be modified and a questionnaire had to be filled in with conclusions about 
the data. The student had to use a mock-up interface and was asked to continue the 
HOMALSanalysis as if the system had executed this task. 

7.6.1 Experiment I 

The participants in the first experiment had followed a short introductory statistical 
course a year ago. A part of this course centred on HOMALS. We assumed that these 
participants had some, but incomplete knowledge of HOMALS. However, in the intro
duction of the experiment, they proved to know hardly anything about HOMALSand 
most participants did not even know for what purpose or surveys HOMALScan be 
used. Assuming that some statistical knowledge would be necessary, we decided to 
provide some minimal information of this type in the introduction. 

Procedure. The student participated in an experimental session of about 60 min
utes. Each data-set had to be analyzed within 10 minutes. 

Results. For each subject, the overall performance was the sum of their perfor
mance on the data modifications (correct minus incorrect modifications) and conclu
sions (correct minus incorrect conclusions). In the minimal and aiding condition the 
mean overall performances were, respectively, 6.4 and 7.6 (F(l,18)=0.69, p=0.42). 
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There was no difference between the performance of students working with the mini
mal interface and students working with the aiding interface: performance levels were 
very low in both conditions. 

Discussion. At first sight, the results are rather disappointing; we did not find 
beneficial effects of aiding.1 However, an examination of the experiment reveals three 
circumstances which may have caused this result. The first one is that the users 
proved to have hardly any knowledge about 
homals. It might be that aiding is not effective for users without any task knowledge, 
but is effective for users with minor task knowledge. Second, the data sets in the 
experiment required few data modifications and warranted few conclusions. Conse
quently, the performance measure could be too coarse-grained to convey a beneficial 
effect of aiding. Third, the expert model on which the aiding facility was based proved 
to have some redundancies, for example, it was possible to do a data modification 
(remove outlier) at different steps in the analysis. Thus, the help information was not 
minimal, that is, not completely in correspondence with the second requirement of 
aiding presented in Figure 7.6. To test whether the aiding can have a positive effect, 
we conducted a second experiment in which these three circumstances were changed 
(see below). 

7.6.2 Experiment II 

In the general introduction, it was postulated that procedural task knowledge can be 
processed relatively easily. Sweller (1988) maintains that "... conventional problem 
solving in the form of means-ends analysis requires a relatively large amount of cog
nitive processing capacity which is consequently unavailable for schema acquisition". 
Procedural task knowledge may be learned more easily. To test how far computer 
users learn from aiding, we added a knowledge test to the second experiment. 

The three above-described experimental circumstances which may explain the re
sult of the first experiment were changed as follows. First, the subjects had more 
knowledge of HOMALS in the second experiment: they had just finished an introduc
tory statistical course which dealt with, among other things, HOMALS. Second, we 
used data sets requiring more data modifications and warranting more conclusions 
than in the first experiment, as to obtain a finer grained performance measure. For 
one task, for example, after a justified data modification (removal of an "outlier"), 
the mock-up presents adjusted statistical data for which more conclusions must be 
drawn. Third, the redundancy in the aiding interface was removed. We expect that 
for these experimental circumstances, the task performance and learning of users 
working with the aiding interface is better. Performance measures are the number of 
data modifications performed correctly and the number of correct conclusions in the 
questionnaire. 

Procedure. The student participated in an experimental session of about 90 min
utes. Each data-set had to be analyzed within 14 minutes. After the five HOMALS 
analyses, the student was required to describe on paper, for each HOMALS statistic, 
when data modifications are necessary and what kind of conclusions can be drawn. 
This knowledge test had to be completed within 10 minutes. 

1 We also did not find harmful effects like the SFSS/PC help system (Neerincx & de Greef, 1993a). 
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Table 7.3: The results of the second HOMALS-experiment. 

Interface 
Correct data 
modifications 

Correct 
conclusions Knowledge 

minimal 
aiding 

5.6 
9.5 

11.4 
15.7 

6.5 
11.6 

P = 0.10 0.03 0.02 

Results. The results are shown in Figure 7.6.2. With the aiding interface, students 
performed more correct data modifications (not significant; F(l,18)= 2.95, p=0.10), 
formulated more correct conclusions (F(l,18)= 5.36, p<0.05), and had acquired more 
task knowledge (F(l,18)= 7.07, p<0.05). The mean number of errors of the minimal 
interface and aiding interface were, respectively, 2.1 and 2.7 (F(l,18)= 0.15, p=0.7). 
The correlation between knowledge acquired and overall performance (the sum of 
correct modifications and correct conclusions) was 0.54. 

Further, it appeared that users of the aiding interface had a more efficient strategy 
(the strategy incorporated in the expert model). They did less often need to look back 
at statistics already seen and "forgot" less often to perform the required sub tasks. 

Discussion. The results of the second experiment are promising; it provides em
pirical evidence for the effectiveness of this type of aiding. It was not possible to get 
more than twenty participants in the experiment and it was not possible to use a 
very fine-grained task measure. For this relatively small number of participants — 
potential HOMALS-users— and tasks, two performance measures showed significant 
effects while the other performance measure showed a trend in the predicted direction. 
The aiding improved the overall performance with 48% and learning with 78%. 

7.7 Discussion 

The overall aim of this research is to design computer systems that fit better with the 
human. This is difficult, because all choices and decisions in the design process have an 
effect on the usability of the final result. This research tries a model-based approach 
to system design: instead of jumping to a complete system, intermediate models are 
used that are less complex and easier to amend. In the construction of these models, 
human requirements are taken into account. Models can be tested at an early stage 
using prototypes generated with model-based user interface design techniques. In the 
above we have elaborated this model-based approach into a complete design method 
for classical master-slave interfaces and for a cognitive support function called aiding. 

In the preceding a number of requirements were proposed for cognitive support 
in general (see Figure 7.1), and for aiding functions in particular (see Figure 7.6). A 
framework for design of cognitive support was drafted (see Figure 7.5), and this was 
refined into a method for design of aiding functions (see Figure 7.7). This method was 
applied to design aiding for a statistical analysis program called HOMALS (section 7.5). 
Finally, the effect of the HOMALS aiding was evaluated in two experiments. 

In the evaluation of this work, we consider two aspects: the method for design of 
aiding and the effect of aiding on human-computer performance. 
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7.7.1 The Method for Design of Aiding 

Human-computer interaction research has provided theory and principles regarding 
the harmonisation of technology to its users (e.g., Norman, 1986), but it is not explicit 
how the principles can be given shape in system design. Substantial improvements of 
the usability of systems may be accomplished by bridging the gaps between practice 
and theory,and by bridging the gaps between disciplines, such as HCl, human factors, 
experimental psychology, artificial intelligence and software engineering. Adopting 
this as a strategy we have developed a design method that operationalizes psycho
logical principles in the system design. The method integrates and extends soft
ware engineering, user psychology and empirical techniques. Empirical techniques for 
knowledge acquisition (i.e., the experimental dialogue techniques) and for usability 
testing (i.e., experiments), complement the modelling approach. Principles and tech
niques are combined that in themselves are simple, but that together provide a good 
result. The result is a comprehensive integrated design method. 

Being integrated is a desirable characteristic for a method, but other criteria are 
also important: completeness, usability, and generality. To assess the design method 
on these criteria, it was applied to design aiding for HOMALS. 

The design method comprises a complete procedure using an evolutionary (gener
ate and test) view on the Life Cycle Model, with separate cycles for base system and 
aiding function. Within each cycle, user interface prototypes are used for early test
ing. The base system prototype (i.e., the plain interface), is also used to determine 
whether future users have a need for aiding, and, in the design of the aiding function, 
to collect the expert knowledge for the users' task. 

The model-based approach supports the efficient generation of prototypes. The 
analysis model provides the functional requirements and model-based user interface 
design techniques support the transformation to a user interface design. Recently, 
similar approaches have been explored by Janssen, Weisbecker & Ziegler, (1993), 
Vanderdonckt & Bodart (1993) and Kim k Foley (1993). These approaches enable 
support and automation of parts of the design process which will be more and more 
available in the future. 

To collect the expert knowledge for the aiding function, the plain interface is used 
in the experimental dialogue technique. In the HOMALS study, this technique showed 
to be superior to interviewing: it provided sufficient task information at the proper 
abstraction level of expert goals to allow construction of a complete expert model for 
the users' task. At this point our approach deviates from the GOMS-approach to 
system design. The plain interface is mainly based on the functional model which 
identifies goals and sub goals in the users' task, but which is far from a complete 
expert model and does not provide a complete prescription of expert behaviour. The 
GOMS-approach would recommend a detailed analysis of the users' task even for the 
design of the plain interface (e.g., Gray et al., 1993). In practice, we conclude that it is 
often too difficult to obtain accurate and complete behavioural information without a 
prototype of the base system. This may explain why GOMS is mainly used to evaluate 
and compare systems or system designs rather than designing them. 

Often, controlled experiments are thought to be time consuming and expensive. 
Karat (1988) even maintains that they are held in a higher regard than their results 
would support. In contrast with this statement, our results show that experiments 
are valuable for the evaluation of (parts of) existing systems and for the evaluation 
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of human-computer interaction theory. To test the usability of software, one should 
analyze users performing tasks with the interface (cf., Desurvire et ai, 1992; Karat et 
ai, 1992). Sumniative evaluation focussed on performance and learning proves to be 
a good method to assess the utility of help; it identifies beneficial and harmful effects. 
Compared to the total effort of system design, it is not expensive, especially with the 
use of prototypes or mock-ups as in the HOMALS-experiment. 

The HOMALS case study showed the method to be fairly complete, efficient and usable. 
The generality of the method may be limited, as not all types of tasks (e.g., writing) 
can be explicitly understood and modelled. The HOMALS expert model can be based 
on procedures. The question is whether procedures are suitable for complex, dynamic 
tasks with interruptions of tasks and parallelism such as process control. For such 
tasks, we may need different modelling languages and different aiding functions. In 
follow-up research we will test the method in another domain: the control of railway 
traffic. This domain is rather dynamic —many things going on at the same time, 
events happening— and one might expect difficulties with the repertoire of modelling 
techniques, as it is based on a single thread of sequential processing. However, if one 
assumes that the model can be embedded in a "main loop", the modelling techniques 
may be used for analysis/design of the expert model for the users' task. 

HOMALS analysis is a difficult, but small task. The method would also be appli
cable for larger tasks, provided that it is passible to have a decomposition of small 
expert models that do not interact. If not, for example due to long and haphazard 
feedback relations, the behavioural modelling would become unwieldy. For such tasks 
aiding might not be possible and one might look for other forms of support (e.g., 
information support, Raaijmakers & Verduyn, 1993). 

Another generality issue is whether the method could be used for real problem-
solving tasks, such as planning and diagnosis. Modern models for such tasks are based 
on abstract procedures and can, in principle, be modelled with the same techniques 
(e.g., the KADS task and inference structure, Schreiber et al, 1993). A recent inves
tigation of support of diagnosis showed that the method is helpful in generating and 
evaluating alternative allocations of functions to human and machine, (Post, 1996), 
but more research is needed . 

In summary, the method appears to be rather complete and usable. Regarding the 
generality of the method, more research is needed to test whether it can be applied. 
With this respect, a follow-up investigation of aiding for railway traffic control is 
promising. 

7.7.2 The Effect of Aiding 

The empirical evidence regarding conditions for effective use of help information is 
meagre (Elkerton, 1988). This study shows a beneficial effect of a specific type of 
support, called aiding. The aiding facility of the HOMALS interface is integrated into 
the task execution of the user: the computer takes initiative to provide the user with 
complete context-specific task knowledge about how to do the task. The conclusion of 
the experiments is that this type of aiding is beneficial for users with a basic knowledge 
of the analysis task. 

The HOMALS-interface is a result of the application of a design method in which 
the design of an aiding function is integrated into system design. Consequently, the 
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communication with the aiding facility is consistent with the rest of the communi
cation and the overall communication with the WIMP-interface is easy for novices. 
Users who are lacking experience with this interface can almost immediately operate 
on it effectively. 

With regard to the first experiment, conclusions can hardly be drawn. However, 
in comparison with the second experiment, it suggests that this type of aiding is 
not beneficial for completely naive users. For users with some knowledge about the 
HOMALS-analysis task, the aiding is effective. It may be that such users recognize the 
relevant information; without aiding they cannot recall it. This suggests that the aid
ing is especially suitable for casual users who cannot retrieve all relevant information 
from their memory. 

In the second experiment, learning of the students correlated positively with their 
performance. This is in line with the research of Barnard et al. (1989) and Neerincx 
k de Greef (1993a). A knowledge test seems to be a good tool to assess the usability 
of software. 

GOMS (Goals, Operators, Methods and Selection rules; Card et ai, 1983) is a 
hierarchical model of expert computer use for simple tasks. In recent years, empirical 
research has sought to model complex user tasks in a GOMS-isomorph structure for 
system design (Elkerton k Palmiter, 1991; John k Vera, 1992; Gray et al, 1992; 
Johnson, 1992). Such a model seems to capture real user characteristics. In the 
study of Gugerty et al. (1991), subjects recalled medical procedures in a GOMS-
isomorph structure and remembered more in one condition if the procedures were 
presented in such a structure. The knowledge tests in the evaluation of the SPSS 
interface (Neerincx k de Greef, 1993a) and the second HOMALS experiment are in 
line with this finding: learning from the "unstructured" SPSS help information proves 
to be hard, whereas learning from the "structured" HOMALS information seems to 
be relatively easy. 

The use of procedural knowledge results in efficient user behaviour. In the second 
experiment, users needed less often to look back at statistics already seen, that is, they 
did less actions. Furthermore, the cognitive actions may be relatively efficient; it may 
be mainly rule-based actions (Rasmussen, 1983; Reason, 1990). In other domains, in 
which task load is a major performance constraint, this type of aiding may be fruitful. 
Future research will centre on the design and evaluation of an aiding interface in such 
a domain: railway traffic control. 

7.7.3 A Comprehensive Design Method 

It is widely known that usability is an important success factor of software systems. 
Software companies have separate usability laboratories and methods for usability 
engineering are being developed. Current usability methods —heuristic, formal and 
empirical— center mainly around the evaluation of interface designs and are not 
well integrated into methods for system design. Consequently, usability issues are 
often addressed in a late design stage in which important decisions about the human-
computer interaction have been taken already. 

Our research started from current model-based design methods and extended both 
the analysis and design stage, thus incorporating HCl in the early stage. In this way, a 
comprehensive design method was developed which corresponds with current model-
based design techniques for user interfaces. In the first step of this method, a plain 
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interface is built which is easy to use and learn. In the second step, possible knowl
edge deficiencies of future users are detected. In the third step, an aiding function 
which compensates these deficiencies is constructed and added to the plain inter
face. This function is based on a procedural expert model of the user's task ensuring 
completeness and allowing system initiative for presentation of context-specific task 
knowledge. 

Investments in usability analyses can be very profitable. Nielsen t Phillips (1993), 
for example, found that the profits of choosing the best of two interface designs with 
one of the current heuristic, formal or empirical methods for usability testing are 
1000 times greater or more than the costs of applying the method. A second example 
is the study of Gray et al. (1993) which conveyed that a new, intuitively attractive 
workstation would cause 3% slower task performance than the current workstation, 
which translates into an additional cost of almost $2 million a year to the telephone 
company. The design method for aiding can add on to current usability analyses: the 
costs of applying this method are relatively small due to the integration into system 
design, while the profits as shown in the second HOMALS-experiment may be as large 
as the two examples. 
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Chapter 8 

Summary and Conclusion 

The method presented in the previous chapter is a solution to the original problem state
ment. We have a method of support: 'Aiding', and explicit psychological requirements and 
constraints for this type of knowledge enhancement. To design an Aiding function, we have 
a software engineering method that helps to meet these requirements and constraints. 

This chapter summarizes the steps towards this result, provides a concise overview of the 
result, and reports on follow-up research. 

References: M. A. Neerincx and H. P. de Greef. Cognitive support: designing aiding to 
supplement human knowledge. Human Computer Interaction, 13:73-106, 1998. 

Often humans want to perform tasks, but lack the knowledge to optimally perform 
the work. Recently, cooperative problem solving (Terveen, 1995), is gaining more and 
more recognition as an alternative to technology-driven approaches. In cooperative 
problem solving, user and system supplement and complement each others knowledge 
and capacities. 

This thesis studies cooperative problem solving, describes a number of prototypes, 
and reports conclusions regarding computer support based on cooperative problem 
solving. Throughout this thesis, two aspects were distinguished. The first is the ques
tion which type of support would be beneficial for users lacking domain knowledge. 
The second is the question which method can be followed to design and implement 
such support in a particular application domain. 

Part I: Automating Consultation 

Part I explores the principle that design of computer support can be based on im
itation of human-human support, that is, human consultancy. For software-design 
aspects, part I was based on KADS, a model-based software-engineering approach. 
In the StatCons case-study two prototypes of an automated statistical consultant 
were developed. 

Statistical design is a complex task. Breuker (1994), distinguishes three types of 
design tasks: parametric design in which only the values of parameters need to be 
determined. Configuration design in which a relation or structure has to be deter
mined, and 'real design' in which both the components and a structure need to be 
determined. A statistical design can seldom be described by simple parameters. For 
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allocation of units to different conditions complex structures have to be taken into ac
count. Because in a statistical design new components may be introduced, it belongs 
to the last, most difficult category. In the discussion of design tasks the following ter
minology is employed. A design problem comprises: Requirements, Constraints, Design 
Solution, and Flaws. Flaws are inconsistencies or conflicts among the first three. 

StatCons-0 Chapter 2 designs a certain task distribution between system and user, 
in imitation of dialogues from statistical consultation practice. The system behaves 
as a critic of the statistical design of the user. This task distribution comprises three 
steps. First the user enters Requirements and Design Solution. Second, the system 
identifies Flaws, and third, the system reports and explains the Flaws to the user. 

During the design of the system, detailed analyses were made, models were drafted 
and re-drafted, and choices were made regarding the knowledge representation of the 
objects in the statistical domain. These were the basis for the implementation of the 
StatCons-0 prototype. In the dialogue with the user, the system takes the initiative 
by asking a question, and the user provides an answer. Users have no difficulties 
regarding the protocol of such a dialogue. The difficulty, beside understanding certain 
questions, lies in the rigidity of the dialogue. It is not possible to repair mistakes or 
change things. The rigidity implies that the user is forced in a straitjacket that may 
not correspond with the goals of the user. 

Furthermore, the comment or criticism by the system should be more than a 
response to flaws, but should also provide suggestions for repairing flaws by changing 
the entire design problem, and these modifications should be supported by the system. 
In the representations used in the prototype one can edit, but consistency cannot be 
ensured. The representations used are perhaps not the most suited to support simple, 
consistent modifications of the design problem. 

Furthermore, the human-computer dialogue seems rather long; the representations 
chosen are perhaps not the most concise ones. 

Well-Defined Models Chapter 3 provides a basis for knowledge representation 
of objects in the statistical domain. If we use well-defined models of data sets, we 
have a solution for simple, consistent changes of the entire design problem. Well-
defined models also help to classify and order the various user views of the design 
problem which may be used in different tasks. Models can be ordered on specificity 
and compression. Together these provide a 'two-dimensional' classification of models 
at different levels of abstraction and conciseness. The meaning of more compressed 
models can be explained using less compressed models. 

StatCons-1 Chapter 4 presents a second study of the task and the task distribution 
in cooperative statistical design. A new propose-revise model for design is the basis 
for a different kind of task distribution. The application task is viewed as an iterative 
process. Design is not straightforward, and along the way, at any time, changes and 
adjustments can be made to the design problem, without having to start all over 
again. Using well-defined models of chapter 3, the domain can be modelled such 
that revisions and modifications can be a normal part of the design process. In such 
framework, user or system can exercise each function (i.e., propose, evaluate, modify) 
at any time during the design process. 

174 



A new prototype, StatCons-1, is suited for a highly interactive, collaborative de
sign process. Using its graphical user-interface, the user can enter a specification and 
have the system generate parts of the solution, or enter his own solution, and have 
the system act as a critic. This prototype is very flexible, the user can adjust the 
design problem at any time, but now another difficulty appears. The initiative is in 
the hands of the user, and the user often is not sure what to do next. The system 
supports interactive task execution, but offers not enough support for the user lack
ing knowledge. Especially initiative in the task execution seems important, and in 
StatCons the initiative is fully in the hands of the user. Therefore, there seems to be 
lack of guidance for the user. 

Conclusions Part I 

At this point we do have an advanced and flexible system, but we do not have adequate 
support. We have insufficiently addressed the user, his work situation and his mental 
workload. 

For the functioning of the user, computer support may have benefits, but certainly 
it has costs and there is a complicated trade-off (cf., Rouse, 1988). Design of support 
based on imitation of human-human interaction ignores the increased overhead in 
human-computer interaction. The extra overhead originates at all levels of interac
tion: First there is alack of communication bandwidth in the interaction using screen, 
mouse and keyboard. Second, there is a mismatch between the languages used by the 
system and by the user, and among users there can be large differences. The third 
is a lack of mutual adaptation, the user is supposed to adapt to the system, and this 
provides the user with additional work. More generally, compared to human-human 
support, computer support brings the user more additional difficulties and additional 
mental workload, at various levels, from pressing the right key to transforming prob
lem representations to articulating goals. Imitation of human-human practice cannot 
be a real basis for design. Too many new elements are introduced, and each of these 
contributes to the load on the user. To design effective support, care must be taken 
that the outcome of the trade-offs regarding the user's work situation is positive. 

This is difficult. Although there are many architectures, guidelines and standards, 
there is not much research into the conditions in which a user lacking knowledge might 
be able to profit from computer support. We have a real problem here. On the one 
hand there are technological means and design choices. On the other hand there are 
users who want to perform tasks, and who have certain characteristics, but little is 
know regarding performance as a function of design choices and user characteristics. 
The experience with the prototypes, and a user-psychological interpretation of the 
results, suggest that initiative and level of knowledge of the user are important fac
tors in the outcome of the trade-off. Lack of knowledge is not only detrimental to 
performance in tasks, it is also detrimental to the efficacy of support. 

Workbenches The line of development in the prototypes is paradigmatic for many 
projects. One starts with a simple question-answer interface that takes the initiative 
and thus provides strong guidance. The next step in the development is an extremely 
flexible 'workbench' with graphical editors. The user then has the initiative to work on 
design documents and the system provides no steering or guidance whatsoever. This 
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happened in the KADS project with Shelley en KEW (Anjewierden, Wielemaker & 
Toussaint, 1992; Terpstra et ai, 1993). 

These workbenches have two characteristics which make them hard to use for users 
lacking knowledge. First the user is supposed to recognize the objects and operations 
in the domain, on screen. Second, the user himself must decide what to do next, as 
he has the initiative. Roth tasks are especially difficult for a user lacking knowledge. 
A workbench is therefore more suited to experts than to novices. 

Fischer's system for kitchen design (see chapter 1), is a-typical, as there will be 
no reader that is not an expert in kitchens. All users will be able to recognize the 
objects and be aware of the operations that can be performed. This is not the case 
with the typical workbench. It usually is not that obvious, what the objects on the 
screen mean, let alone that it is 'intuitive' what is supposed to happen next. 

The explanation for this line of development is the availability of new technology 
for graphical user interfaces, allowing such workbenches to be built for the first time, 
with the hope that the new graphical user-interface technology would solve most if 
not all problem in human-computer interaction. In the world of educational systems 
this technology led to open, explorative learning environments. Although even there 
it is recognized that the user needs a certain amount of guidance or support, there 
is no accepatable solution yet in terms of a user interface that provides adequate 
support, but is not too rigid. One question is for example the level of specificity of 
the guidance: is it only a global structuring of the task or perhaps also a detailed 
instruction with specific domain knowledge? 

Lack of Knowledge The problem with the user lacking knowledge is that the 
efficacy of computer support is impeded by his lack of knowledge. This user has goals, 
but does not know how to elaborate these into action specifications (Norman, 1986). 
That is why he needs guidance, but wrong guidance or guidance that is too rigid may 
conflict with the goals of the user. The question is whether it is possible to find a 
form of support that provides sufficient support, without becoming too rigid. To make 
this puzzle more difficult, the user lacking knowledge is less reachable for information 
on the screen. Less is recognized, less is understood, there is less overview and less 
orientation. This greatly reduces the possibilities for indirect control by providing 
information or special design of the environment. 

Solutions can be searched in hybrid mixtures: Question-answer dialogues with 
a possibility of escape to a graphical editor, workbenches with wizards, and so on. 
However, one may have to search a long time. Search can be more directed, and 
some insight into the shape of the search space may be gained by a better analysis of 
the Requirements and Constraints stemming from the psychology of the human task 
executor lacking knowledge. 

Part II: Cognitive Support 

The previous part provides a solution for representing statistical knowledge, but it 
does not solve the problem in which manner the user lacking knowledge can be sup
ported adequately. The task execution by the user is critical for the efficacy of the 
overall system, and the trade-offs associated with the user's role determine the effect 
of the support based on cooperative problem solving. Existing human factors meth
ods and techniques are not geared to the analysis and design of the joint execution of 
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expert tasks. What seems to be needed is a cognitive task analysis (Woods fc Roth, 
1988). 

Many existing system design methods, including KADS, provide methods and 
techniques for the modelling of the system, but little means for the analysis of the 
task distribution and the role of the user. To make such user analysis model-based, 
there is a need for models of collaborative work processes. In part II such methods are 
investigated and the implications of putting the user in the center are made explicit 
and operational in a method for the design of a support, method called 'Aiding'. 

Analysis of C o o p e r a t i o n Chapter 5 presents a first version of a method for model-
based system design. An overview is provided of the concept of cooperative problem 
solving, and of means for the analysis and design of cooperative systems. Hierarchical 
task analysis, task distribution and user analysis are the main ingredients. 

Task distribution can be represented by partitioning data-flow diagrams, and the 
partitioned diagram immediately indicates which communication tasks are involved 
in a particular distribution. This well-known modelling technique is supplemented 
with initiative markers, showing whether user or system will have the initiative for 
communicating the data, since the locus of control appeared to be so important. These 
can be used for a better, more detailed analysis, compared to standard techniques for 
analysis and allocation of tasks. 

The design process has to be organized differently, to take information about the 
user into account, and to accept that there is so much uncertainty regarding the effects 
of computer support. The uncertainty is partly due to lack of knowledge about the 
effects of various forms of computer support, but is partly inevitable. We will never 
be in the position to predict with absolute certainty whether users will be able to 
profit from a specific application in particular domain. Generation of a candidate 
system design and evaluation with respect to usability are essential elements in the 
design process. Nevertheless, further investigation and development of a practical 
theory will help to reduce uncertainty and help to find designs users can profit from. 
This thesis is a step into the right direction, a contribution to practical theory. 

The models for the task distribution describe the roles of system and user, and are 
based on hierarchical task analysis. They are therefore rather coarse grained. One can 
define functional decompositions and communication tasks, but one cannot describe 
the dynamics of the joint process. It is attempted to solve this by analysing the more 
abstract task of managing collaborative work. It is possible to use the same diagram 
techniques for abstract tasks such as negotiating and other cooperative phenomena, 
but this does not provide an increase of the expressive power of the diagram language. 
More grip on the description of the process is needed. 

Models of Cooperat ive Work Chapter 6 surveys languages, models and tech
niques for the description of interactive, collaborative work processes, at different 
levels of specificity. These can be used for protocols in the application domain, and 
for protocols at the more abstract 'managerial' level. This provides the means for 
modelling roles or task distributions in complex cooperative work processes, but it 
does not yet tell which model, which role or task distribution, constitutes effective 
computer support. 
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Cognitive Support: Aiding Chapter 7 uses the means from the previous chapters 
to design a task distribution that is not guided by imitation of human support, but 
that is based on a simple idea. If the problem of the user is 'lack of knowledge', why 
not intervene by offering the knowledge that is lacking. From a trade-off perspective, 
the benefits of such Aiding are in the enlargement of the users knowledge, and the 
costs are in the additional work and workload in utilizing the support. 

The detailed requirements for such an Aiding function were derived from psycho
logical and human-computer interaction literature. For the design of support that 
meets such requirements, a complete method is provided. In this method for system 
design the knowledge acquisition is very much controlled by constraints and require
ments stemming from the user. In the method, existing systems, prototypes and even 
simulators can be used for a realistic simulation of the user's work environment, and 
for knowledge acquisition from experts. 

For a realistic approach, we start with real users. The design method comprises, 
among other things, an assessment of the needs for support. Chapter 7 starts with 
users from a locally used program for statistical analysis. We first use modern user-
interface technology to bring the user interface up-to-date. Then, in this environment, 
we design and evaluate computer support for users lacking knowledge of the statistical 
analysis method. Experiment shows users with a not too large lack of knowledge can 
profit from the support. 

With the Aiding interface there is a solution for the problem formulated in the 
first chapter, and, partly, for the general problem noted at the close of part I: the 
dilemma between guidance and flexibility. With the Aiding function we have an 
interface that provides a strong guidance, but which is added as a non-compulsory 
instruction-action window to the base system. In this manner, it is more a helping 
hand for the intelligent user than a rigid harness in action. And it is shown that users 
lacking knowledge, and even users lacking capacity (Neerincx k De Greef, 1998), can 
profit from this type of support. 

8.1 Main Results 
This section lists the main results of this thesis. 

A) Cognitive engineering of support The method for design of computer sup
port based on cooperative problem solving has special characteristics. 

• it uses explicit psychological requirements and constraints derived from a human 
performance model (Rasmussen, 1983, 1986). 

• The design method is a complete operational procedure that tells exactly which 
steps to take to design support that meets these requirements. 

• The design method is integrated with software engineering methods and tech
niques. 

• The design method applies user analysis at different points for different pur
poses: 

- to ensure the base system for 'experts-in-ideal-conditions' is flawless. 
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— for detailed analysis of user requirements, using the base system (cognitive 
task analysis, user performance analysis). 

— for knowledge acquisition, using the base system. 

— for the final evaluation, sometimes called 'summative' evaluation, using 
base system + support function. 

The individual elements of which the design method is composed are not new 
and can be found here and there in other approaches, but the method as a whole, 
compared with other approaches, is comprehensive. The method provides a concrete 
and operational version of the global cognitive engineering approach advocated by 
Woods & Roth (1988) that is simple and complete. Except that the design method can 
be used to design an application, it can also be used to investigate human performance 
models and the effects of support in realistic task settings. An example of such a 
follow-up investigation is given in the next section 

B) Models for Cooperative Work Chapter 6 provides modelling approaches for 
multi-agent protocols. These have a role in the design method for support based on 
cooperative problem solving, but these specification methods are much more general. 
The meeting protocol in chapter 6 is an example of a more general application. 

C) Well-Defined Models The concept of well-defined model in chapter 3 is a 
fundamental contribution to knowledge representation and interoperability of soft
ware systems. Well-defined models are clear and unambiguous representations. The 
concept of well-defined models provides for consistent modifications and it provides 
a better insight into the design space for representations. Well-defined models are 
therefore a good basis for cooperative problem solving of a highly-interactive, itera
tive form. 

It is known for quite a while that homomorphisms can be used to define ab
stractions of properties (e.g., Time —* Timepoint) such that certain operations are 
preserved (e.g., Coombs et ai, 1970). Chapter 3 shows that different types of homo-
morphism can be used to define abstractions of complex structure in a data set. 

Another important advantage of the 'well-defined models concept' is the explicit 
separation between the choice of aspects that need to be considered in the meta data 
(these are included in the central data set concept), and the choice of the represen
tations (model languages) to be used in task execution by users or software modules. 
This disentanglement facilitates the design of representations and the interoperability 
of systems using different representations. 

Well-defined models do not solve everything. The Stat Cons-1 prototype in chap
ter 4 is based on well-defined models and on a 'propose-revise' model for iterative 
design. The value of KADS models is that they suggest meta classes or roles such as: 
Requirements, Design Solution, and Constraints, that can be used to add meaning to a 
well-defined model, as to indicate its role in the execution of a certain task. To use 
this added meaning correctly, these roles or meta classes must be taken into account 
in models of problem-solving tasks. KADS models do so explicitly. 

Methodological Knowledge. In the research areas of statistical experts systems and 
meta-data, one of the main problems is the representation of methodological knowl
edge (Adèr, 1995). Adèr proposes a new notation, F-notation, for methodological 

179 



knowledge. It Is based on a number of primitives, including time. F-notation, as 
yet, is an empty formalism; no interpretation rules are given and there is no direct 
semantic relation with data sets. F-notation can, potentially, be used for anything, 
but the disadvantage is that there is no grounding. Some examples of F-diagrams 
are about a data set, and these can be interpreted as well-defined models, but this 
relationship is not made explicit. 

This thesis claims that the well-defined models concept can be used to establish a 
direct semantic relation with data sets and operations on data set. Representations 
of methodological knowledge can be devised as well-models of a central data set, 
and the well-defined models concept provides a basic solution for questions about 
representation and adaptability. 

Chapter 3 shows that well-defined models allow for the use of different notations 
simultaneously, and provide adaptability as a fundamental characteristic, even for 
heterogeneous sets of models. Based on the concept of well-definedness, heterogenous 
model languages can be related, compared and sometimes ordered. In the well-defined 
models concept, the central data set concept acts as the Esperanto through which all 
languages may be related. Additions to the data set concept allow the introduction 
of new topics in models of this central data set. Therefore, the well-defined models 
concept is suited to integration of a broad spectrum of representations and notations, 
including those people are actually using. Well-defined models seem to possess many 
more desirable characteristics, and open up a whole universe for further study. 

Meta Data. Statistical offices collect and disseminate data. The common european 
statistical office EUROSTAT has promoted research into meta data and meta-data man
agement. The Modelling Meta Data project (Darius et ai, 1993) and Froeschl (1997) 
all explicitly consider operations on data sets and view data sets as three-dimensional 
structures in Units x Variables x Timepoints. Almost always, with some benevo
lence, their meta data may be interpreted as well-defined models, but the relationship 
between data and models is not made the focus of attention. Chapter 3 did and came 
up with well-defined models with respect to a central data set concept. The data 
set concept in Chapter 3 can be extended, and the formulation of requirements and 
characteristics of well-defined models is kept at a general level. Therefore this thesis 
shows general principles on which such meta data management can be based. The 
work on prototypes by Boucneau (in Darius et al., 1993) and Froeschl (1997) can be 
taken as evidence of the soundness of these principles. Adhering to these principles 
more explicitly and systematically may help to make data swamps more manageable. 

8.2 User Support 

This section summarizes the current understanding of computer support for users 
lacking knowledge, taking follow-up research into account. 

Even the most naive theory about support has two parts. A performance model, 
for example: 'Performance increases with an increase of available knowledge', and 
a practical theory, for example: 'A knowledge-based system application can help to 
increase the level of available knowledge'. From these follows the prediction that the 
knowledge-based system application can help to increase the level of performance. In 
Part I, and in Post (1996), this prediction failed to materialize, the practical theory 
being the culprit. It became apparent that in the end it is the user who does the 
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performing, and to better understand and predict what will happen, we need a human 
performance model and a practical theory relating to human performance. 

Chapter 7 showed that even a rather simple model of human performance can help 
to derive Requirements to be satisfied by the Design of the support function. Chapter 
7 provides a method to design support that meets these Requirements. In follow-up 
research (Neerincx & De Greef, 1998), the human performance model and the effects 
of support were investigated in more detail. Below a summary is provided of the 
human performance model and the follow-up research. 

H u m a n P e r f o r m a n c e M o d e l Chapter 1 posed a human who has a goal, wants 
to perform tasks to achieve the goals, but lacks the knowledge to decide about the 
best action. We can now look at such a situation in more detail. With knowledge, 
it is certainly not only the presence or quantity that matters, but also its type, the 
processing associated with that type, and the capacity required for such processing. 

With increasing expertise, the type of knowledge and processing changes from 
declarative to procedural (Anderson, 1990), respectively from knowledge-based, 
through rule-based to skill-based (Rasmussen, 1983, 1986). Therefore, with increasing 
expertise, less capacity is required to reach the same level of performance. A task that 
requires a large effort from the novice can be performed by the expert without much 
effort. The availability of directly applicable knowledge and the available processing 
capacity are considered to be the main factors that determine human performance. 

Available 
Knowledge 

Available 
Capacity 

Performance 

+ 

Figure 8.1: A human performance model. 

In general, the more knowledge is available that is directly applicable, that is, 
the more expertise, the better the performance. There is also a positive effect of 
available capacity on performance. This is indicated by the plus signs in Figure 8.1. 
To get the complete picture, one needs to look at the joint effect of capacity and 
knowledge. For a fixed task, performance can be regarded as a response surface of 
capacity x expertise. Contours of equal performance contain the various combinations 
of capacity and knowledge that give rise to the same performance level. Limited 
knowledge can be compensated by a large amount of capacity and vice versa, but the 
human task executor can never do without a minimum of capacity, even if he has all 
the knowledge. Also, even an abundant capacity cannot function without a minimum 
amount of knowledge. Towards these limits (zero capacity or zero knowledge), the 
return of substitution diminishes. Because of this, equal performance contours are 
curved as ashown in Figure 8.2. 

The shape of the curve is is consistent with the empirical evidence (cf. Rasmussen, 
1984): knowledge-based processing requires an extremely large capacity, rule-based 
processing requires much less capacity. Skill-based processing has the lowest capacity 
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Figure 8.2: The joint effect of knowledge and capacity on performance. 

requirements, but the decrease is less than in the transition from knowledge-based 
to rule-based processing. Human processing capacity is limited (Miller, 1956; Just 
& Carpenter, 1992). For a user low on expertise, the capacity required to attain a 
certain level of performance may exceed the maximum available capacity. 

This is the human performance model adopted here. 

Pract ical Theory 1 Chapter 7 is based on a human performance model as dis
cussed above, and a simple practical theory: Support by offering knowledge enhances 
the available knowledge and diminishes the available capacity (practical theory 1). 
Support can thus lead to an improved performance, provided that the negative effect 
on available capacity is not too large. It was assumed that the effect of support on 
capacity would always be negative and should be kept as small as possible, to avoid 
outweighing the potential benefits. 

Offering knowledge tends to have a positive effect on available knowledge, but 
the size of this effect also depends on the amount of knowledge the user already has 
available. If the user has hardly any knowledge available, he may not be able to 
understand the knowledge offered (apart from shortage of processing capacity). If 
the user is an expert, the knowledge offered may contribute little to the knowledge 
the user has available. Therefore, the expected improvement is negligable at the 
extremes of the knowledge or expertise dimension. Figure 8.3 shows the theoretically 
expected effect on available knowledge given the level of knowledge the user initially 
has available. The results of experiments in Chapter 7 confirm that for users low on 
expertise the effects of offering knowledge on performance and learning are negligable. 
For users with intermediate levels of expertise there are positive effects on learning 
and performance. 

Figure 8.4 summarizes the current view on the working of the support function, 
taking follow-up research into account. It contains the human performance model 
discussed above, and external influences on availability of knowledge and capacity. 
The understanding of the effect of offering knowledge on capacity has evolved. In 
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Figure 8.3: The effect of offering knowledge to users of different levels of expertise. 

Chapter 7 it was assumed to be negative, but the effect on capacity was not investi
gated. The follow-up study below showed that the effect on capacity can be positive. 
It is annotated with a question-mark in Figure 8.4. 

(see Fig. 8.3) 

Figure 8.4: External influences on human performance. 

Practical Theory 2 Figure 8.4 also contains the effect of distractions. In real 
life there are uncontrolled distractions that have a negative effect on the performer's 
capacity. In investigations of the effect of support, use can be made of subsidiary 
tasks (Brown k Poulton, 1961), as a means of influencing the available capacity. 
Neerincx &c De Greef (1998) used such a secondary task, to assess effects on capacity. 
This is an elegant and efficient method compared to physiological measurements of 
mental workload. In experiments it was shown that the Aiding function has a positive 
effect on the available capacity. Accordingly, the question mark in Figure 8.4 can be 
replaced by a plus sign. A possible explanation is that the support can help the user 
in following a different type of task execution, with lower capacity requirements. 

In summary, it is possible to design support functions that enable the user to 
function as if he has better knowledge, leading to better solutions and less errors, and 
increased capacity, allowing the user to keep up with a higher pace, or to complete 
the work faster. 
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In Conclusion. Aiding as a form of knowledge enhancement is a general concept, 
based on psychological requirements. It is known that human performance models 
(Rasmussen, 1983, 1986; Kieras & Meyer, 1994) can provide real predictions. Here 
it is shown that even a simple human performance model can help to design better 
support. A human performance model provides more detail about the factors that 
affect performance, it suggests problems the human task executor may have, and 
it provides an opportunity for theorizing about the assumed working of a support 
function. Knowledge and capacity are two very important factors, but certainly not 
the only ones that affect overall performance. 

The design method is suited to design Aiding functions and to design other forms 
of support. The method provides an efficient procedure to design high-quality support 
that enhances the user's knowledge and that can off-load the user. In the method, 
user analysis does not only serve to test usability, but to get information about the 
knowledge and capacity of users during task execution, and to develop support that 
supplements the user's knowledge and capacity. 

Therefore I claim that the design method is a constructive contribution to the 
software design process, in contrast to the current practice of usability testing, which 
tends to provide criticism only. The method is efficient and has been elaborated to a 
single operational procedure that helps to design better applications. 

The design method and models for human-computer cooperation also provide a 
clear and operational basis for further research and development of human perfor
mance models and practical theory about the workings of computer support. The 
design method is an efficient and valid method to investigate performance theories in 
experiments under realistic yet controlled conditions. Realistic simulation appeared 
even possible in an investigation of handling of emergency calls (Post, 1996). The 
assessment of effects on workload using a secondary task is elegant and unobtrusive 
compared to physiological measurements, and the workings of the support can be 
studied in more detail. In such a research framework (see also Neerincx & De Greef, 
1998), the design method can help to improve our knowledge and understanding of 
computer support. 

Therefore I also claim that the design method is a constructive contribution to 
the research methodology of a psychology of human mental work in realistic settings. 

The success of the design method is in the integration of the psychology of the 
human task executor with important methods and techniques from software engineer
ing that can be used to analyze and design cooperative tasks and knowledge. In this 
manner, theoretical psychological concepts are made operational in the context of 
software design. 
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Appendix A 

Nederlandse Samenvatting 

Vaak willen mensen een taak uitvoeren terwijl ze onvoldoende kennis bezitten om het 
werk optimaal uit te voeren.. Recentelijk is er steeds meer aandacht voor coöperatief 
probleemoplossen (Terveen, 1995), als alternatief voor expertsystemen die de ge
bruiker zoveel mogelijk uitschakelen. In coöperatief probleemoplossen wordt com
puterondersteuning beschouwd als het gezamelijk uitvoeren van taken waarin beide 
partijen elkaar aanvullen teneinde de taken sneller of beter uit te kunnen voeren. 

Dit proefschrift onderzoekt coöperatief probleemoplossen, beschrijft een aantal 
prototypes, en rapporteert conclusies omtrent zulke computerondersteuning. Door 
het hele proefschrift heen zijn telkens twee aspecten onderscheiden. Het eerste is de 
vraag wat voor type ondersteuning nuttig zou kunnen zijn voor gebruikers met gebrek 
aan taakkkennis. Het tweede is de vraag welke methode gevolgd kan worden om zulke 
ondersteuning in een bepaald toepassingsdomein te ontwerpen en te implementeren. 

Deel I: Automatisering van Consultatie 

Deel I van dit proefschrift exploreert het principe dat goede computerondersteun
ing gebaseerd kan worden op imitatie van mens-mens ondersteuning, dat wil zeggen, 
menselijke adviseringsdialogen. Voor het ontwerpen van het systeem baseert deel 
I zich op KADS, een software engineering benadering die omschreven kan worden 
als modelgebaseerd systeemontwerp. Er wordt een case study gedaan waarin twee 
prototypes worden ontwikkeld van een geautomatiseerde statistisch consulent (hoofd
stukken 2 en 4). 

Statistisch design is een lastige taak. Breuker (1994), onderscheidt drie soorten 
ontwerptaken: parametrisch ontwerp waarin alleen de waarde van een aantal param
eters bepaald hoeft te worden, configuratie ontwerp waarin een relatie of structuur 
bepaald moet worden, en echt ontwerp waarin zowel de keuze van de componenten 
als de structuur bepaald moet worden. Een statistisch design kan zelden met simpele 
parameters beschreven worden. Voor de allocatie van units in de steekproef aan ver
schillende condities moeten ingewikkelde structuren in aanmerking genomen worden. 
Omdat in een statistisch design nieuwe componenten kunnen worden geïntroduceerd 
behoort het tot de laatste, moeilijkste categorie. 

In de bespreking van designtaken hanteren we de volgende terminologie. Een 
ontwerpprobleem bevat: Eisen, Beperkingen, Oplossing en Gebreken. Laatste zijn in-

185 



consistenties of conflicten tussen de eerste drie. 

StatCons-0 Hoofdstuk 2 ontwerpt een bepaalde taakverdeling tussen systeem en 
gebruiker, in imitatie van consultatiedialogen uit de praktijk van de statistisch con
sulent. Het systeem gedraagt zich als criticus van het statistisch design van de ge
bruiker. De gekozen taakverdeling omvat drie stappen. Ten eerste, de gebruiker 
voert Eisen en Oplossing in. Ten tweede, het systeem identificeert Gebreken in dit 
ontwerp probleem van de gebruiker. Ten derde, het systeem meldt de gebreken aan 
de gebruiker en geeft tekst en uitleg. 

Voor het ontwerp van het ondersteunende systeem zijn gedetailleerde analyses 
gedaan, modellen opgesteld, en keuzes gemaakt over de kennisrepresenatie van de 
objecten in het statistisch domein. Deze vormen de basis voor de implementatie 
van het StatCons-0 prototype. Het systeem neemt het initiatief door het stellen 
van een vraag, de gebruiker geeft antwoord, waarop het systeem een volgende vraag 
stelt. Gebruikers hebben geen moeite met het protocol van een dergelijke dialoog. 
De moeilijkheden, naast het niet begrijpen van bepaalde vragen, zitten vooral in de 
rigiditeit van deze dialoog. Het is onmogelijk terug te gaan en iets te veranderen of 
fouten te herstellen; er is geen enkele mogelijkheid tot aanpassing of bijsturen. De 
rigiditeit brengt met zich mee dat de gebruiker in een vast taakkeurslijf geplaatst dat 
niet altijd aansluit bij de doelen van de gebruiker. 

Verder zou het commentaar van het systeem meer moeten zijn dan alleen een 
respons op gebreken, maar ook suggesties voor veranderingen van het statistisch 
ontwerpprobleem moeten bevatten, en deze wijzigingen zouden ook daadwerkelijk 
uitgevoerd moeten worden. Zulke veranderingen van de representatie van het statis
tisch designprobleem zijn lastig. In de representaties die we gekozen hebben kunnen 
natuurlijk wel wijzigingen aangebracht worden, maar het is niet duidelijk of dan de 
consistentie bewaard blijft. De gekozen representatie lijkt uiteindelijk niet het meest 
geschikt voor zo eenvoudig mogelijke wijzigingen. 
Verder valt het op dat zelfs voor een eenvoudig voorbeeldprobleem een aanzienlijke 
dialoog nodig is. De gekozen representaties zijn misschien niet de meest bondige. 

Welgedefinieerde mode l l en In hoofdstuk 3 wordt een fundament gelegd voor 
de kennisrepresentatie van de objecten in het statistisch domein. Als we hiervoor 
welgedefinieerde modellen van data sets gebruiken, hebben we een oplossing voor 
eenvoudige, consistente wijzigingen, welgedefinieerde modellen helpen ook om de mo
gelijke gezichtspunten voor taakuitvoering expliciet te maken en te ordenen. Modellen 
kunnen geordend worden naar specificiteit en naar mate van compressie. Samen geven 
deze een 'tweedimensionale' classificatie die toont welke gezichtspunten mogelijk zijn, 
en op wat voor verschillende manieren deze aan de gebruiker getoond kunnen worden. 
Ook is gewezen op de mogelijkheid om een minder gecomprimeerde vorm te gebruiken 
als uitleg voor een meer gecomprimerde vorm. 

StatCons-1 In hoofdstuk 4 doen we een hernieuwde studie van taak en taakverdel
ing in statistisch design en consultatie. Op basis van een nieuw propose-revise model 
voor ontwerp is een andersoortige taakverdeling tussen systeem en gebruiker uitgew
erkt. We zien de domeintaak nu als iteratief, ontwerp gaat niet rechtlijnig, op elk 
moment kunnen overal in een ontwerp probleem weer wijzigingen of aanpassingen 
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gedaan worden, zonder da t je overnieuw hoeft te beginnen. Dankzij welgedefinieerde 
modellen uit hoofdstuk 3 kan de domeintaak zo worden gemodelleerd dat modificaties 
of revisies een normaal onderdeel van de taakuitvoering zijn.. Hiermee kunnen sys
teem en gebruiker ieder op elk moment elke functie (ie, propose, evaluate, modify) in 
het ontwerpproces uitoefenen. 

Een nieuw prototype, StatCons-1, is geschikt voor een dergelijk coöperatief on
twerpproces, mede door het gebruik van een grafisch interface, waarmee de gebruiker 
middels editors een specificatie kan invoeren en naar keuze delen van de oplossing 
kan laten genereren of deze zelf invoeren en laten beoordelen door het systeem. Dit 
prototype is in principe zeer flexibel, de gebruiker kan op elk moment de probleem
beschrijving op elk punt aangepassen, maar er treedt nu een heel ander probleem 
op. De gebruiker wordt het initiatief gelaten en die weet niet wat te doen of waar 
te beginnen. Het systeem ondersteunt wel interactieve taakuitvoering, maar biedt 
te weinig ondersteuning voor de gebruiker die weinig weet. Met name initiatief in 
de taakuitvoering is belangrijk, In StatCons-1 ligt dat bij de gebruiker, en daarom 
ontbreekt elke directe hulp. 

Conclusions Part I 

Op dit punt hebben we wel een mooi flexibel systeem, maar we hebben nog geen ad
equate ondersteuning. We hebben onvoldoende rekening gehouden met de gebruiker, 
zijn werksituatie en mentale taken. 

Voor de gebruiker heeft computerondersteuning zeker niet alleen baten maar ook 
kosten en er is sprake van een gecompliceerde afweging (cf., Rouse, 1989). Ontwerp 
van ondersteuning gebaseerd op imitatie van mens-mens interactie houdt geen reken
ing met de toegenomen kosten in mens-computer interactie (cf., Woods & Roth, 1988). 
De extra 'overhead' ontstaat op alle nivo's van interactie. 

Ten eerste is er een gebrek aan bandbreedte van de interactie middels toetsenbord 
en scherm. Het tweede is de mismatch tussen de taal of ontologie van het systeem 
en van de gebruiker, waarbij gebruikers onderling nog sterk kunnen verschillen. Het 
derde is het gebrek aan onderlinge aanpasing, de mens moet zich maar aanpassen aan 
het systeemgedrag, en dat betekent extra werk voor de gebruiker. Meer algemeen, 
vergeleken met mens-mens ondersteuning brengt computer ondersteuning voor de 
gebruiker extra moeilijkheden en extra werk met zich mee, op verschillende nivo's, 
van toetsaanslagen tot het transformeren van het probleem. Dit zijn voor de gebruiker 
extra taken die op zich te moeilijk kunnen zijn of die aanleiding kunnen geven tot 
overbelasting. Imitatie van mens-mens samenwerking kan geen goede basis zijn voor 
ontwerp. Er worden te veel nieuwe elementen geïntroduceerd, en elk van deze draagt 
bij aan de werklast voor de gebruiker Om effectieve ondersteuning ontwerpen moet 
gezorgd worden dat de uitkomst van de afweging voor de gebruiker gunstig uitvalt. 

Dat is niet eenvoudig. Hoewel er toch heel veel architecturen en systemen zijn 
voorgesteld, nog slechts weinig empirisch onderzoek gedaan naar de condities waaron
der een gebruiker met gebrek aan taakkennis van computerondersteuning zou kunnen 
profiteren. We zitten dus met een echt probleem: aan de ene kant is er een ontwer-
pruimte van technologische middelen, en ontwerpkeuzes. Aan de andere kant zijn er 
gebruikers die taken willen uitvoeren, maar er is geen pasklare kennis beschikbaar 
die aangeeft hoe de prestatie van de mens, en daarmee het mens-computer systeem, 
afhangt van kenmerken van de mens en de taak, en het systeemontwerp. De ervarin-
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gen met de prototypes, en een gebruikerspsychologisc.he interpretatie van de resultaten 
suggereren dat initiatief en kennisnivo van de gebruiker belangrijke factoren zijn is 
voor de uitkomst van de afweging. Gebrek aan kennis kan de prestatie in een taak 
nadelig beinvloeden. Het kan ook het gunstig effect van ondersteuning verhinderen. 

Workbenches De ontwikkelingslijn in de prototypen is paradigmatisch voor de 
ontwikkeling in veel projecten. Men begint met een eenvoudig interface dat vragen 
stelt, het initiatief heeft en zo heel erg stuurt. Bijkomend nadeel is dat het ook 
heel rigide is. Vervolgens stapt men over op een extreem flexibele 'workbench' met 
grafische editors. De gebruiker heeft het initiatief om ontwerpdocumenten te maken en 
het systeem geeft daarbij geen enkele sturing of begeleiding. Zo ging dat in het KADS 
project met KADS Tools, Shelley en KEW (Anjewierden, Wielemaker & Toussaint, 
1992; Terpstra et ai, 1993). 

Deze workbenches hebben twee kenmerken die ze minder geschikt maken voor 
gebruikers met gebrek aan kennis. Ten eerste wordt de gebruiker verondersteld om 
op het scherm de objecten en operaties in het domein te herkennen. Ten tweede moet 
de gebruiker zelf bepalen wat er gedaan zal worden, dat wil zeggen, de gebruiker 
heeft het initiatief. Beide zijn moeilijk voor een gebruiker met gebrek.aan kennis. 
Een workbench is daarom meer geschikt voor experts dan voor novices. 

Fischer's systeem voor keukenontwerp (zie hoofdstuk 1), is a-typisch, omdat er 
geen enkele lezer is die geen expert is in keukenontwerp. Alle lezers kunnen de objecten 
herkennen en kunnen zich mogelijke operaties voorstellen. Bij een meer typische 
workbench is het niet direkt duidelijk, en zeker niet "intuïtief" wat de objecten op 
het scherm betekenen, laat staan dat het duidelijk is wat er vervolgens zou moeten 
gebeuren. 

De verklaring voor deze ontwikkeling is het beschikbaar komen van nieuwe tech
nologie voor grafische gebruikersinterfaces waarmee zulke workbenches voor het eerst 
mogelijk worden. In de wereld van onderwijssystemen gaf dit aanleiding tot open, 
exploratieve leeromgevingen. Hoewel ook daar algemeen erkend wordt dat er toch 
een zekere sturing of begeleiding nodig, is er nog geen oplossing gevonden voor een 
gebruikersinterface ontwerp dat adequate begeleiding geeft, maar niet rigide is. Een 
vraagstuk is bijvoorbeeld het nivo van specificiteit waarop de begeleiding gegeven 
moet worden: alleen een globale structuring van de taak of wellicht ook zeer gede
tailleerde instructie van specifieke domeinkennis. 

Gebrek aan kennis Het probleem van de gebruiker met gebrek aan kennis is zijn 
gebrek aan kennis. Deze gebruiker heeft doelen, maar weet niet hoe deze tot actie 
speciuficaties uitgewerkt kunnen worden. Daarom heeft hij advies en sturing nodig, 
maar verkeerde sturing of sturing die te rigide is kan in conflict raken met de doelen 
van de gebruiker. De vraag is of het mogelijk is om een vorm van ondersteuning 
te vinden die voldoende sturing biedt, zonder te rigide te worden. Om deze puzzel 
moeilijker te maken is de gebruiker met onvoldoende kennis minder bereikbaar voor 
informatie op het scherm. Er wordt minder herkend, minder begrepen, er is minder 
overzicht en minder oriëntatie. Dit reduceert de mogelijkheden voor indirecte sturing 
door informatieverschaffing of door een speciaal ontwerp van de 'omgeving' waarin de 
gebruiker zich kan bewegen. 

Oplossingen kunnen worden gezocht in hybride mengsels van, bijvoorbeeld, vraag-
antwoord dialogen met de mogelijkheid tot ontsnapping naar een grafische editor. Of 
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bijvoorbeeld een workbench met 'wizards', en zo voort. Echter, men moet misschien 
lang zoeken. Er kan gerichter worden gezocht, en enig inzicht in de ontwerpruimte 
kan worden verkregen door een betere analyse van de eisen en beperkingen vanuit het 
perspectief van de gebruiker met onvoldoende kennis. 

Deel II: Cognitieve Ondersteuning 

In deel I is wel duidelijk geworden hoe statistische kennis gemodelleerd kan worden, 
maar blijft onduidelijk hoe de gebruiker adequaat ondersteund kan worden. Er is vast
gesteld dat de taakuitvoering door de gebruiker zeer belangrijk is voor de prestatie van 
het mens-computersysteem. De afweging van kosten en baten verbonden met de aan 
de gebruiker toebedeelde rol is bepalend voor het effect van computerondersteuning. 
Bestaande human factors methoden en technieken zijn niet toegerust voor analyse en 
ontwerp van hoog interactieve gezamelijke uitvoering van een experttaak, en er is nog 
maar weinig empirisch onderzoek naar effecten van dit soort ondersteuning. 

Veel bestaande systeemontwerpmethoden, inclusief KADS, geven hulpmiddelen 
om de structuur en werking van het systeem te modelleren, maar geen middelen om 
de taakverdeling of de rol van de gebruiker te analyseren. Om een modelgebaseerde 
benadering voor systeemontwerp te blijven hanteren hebben we behoefte aan modellen 
voor het gezamelijke uitvoeringsproces. In deel II worden zulke middelen verzameld 
en worden de implicaties uitgewerkt van het centraal stellen van de gebruiker in 
modelgebaseerd ontwerp van ondersteuning. 

Analyse van coöperat ie Hoofdstuk 5 presenteert een eerste versie van een model-
gebaseerde ontwerpmethode. Er wordt een overzicht gegeven van een benadering 
en middelen voor analyse en ontwerp van coöperatieve systemen. Het zijn vooral 
modellen voor hierarchische analyse van taken en taakverdelingen, gekombineerd met 
onderzoek van gebruikers. 

Voor taakallocatie worden partities van datastroomdiagrammen gebruikt zodat 
meteen duidelijk is welke communicatietaken horen bij een bepaalde allocatie. Deze 
bekende modelleertechniek wordt aangevuld met toekenning van initiatief voor com
municatie van de datastroom, omdat de locus van de controle over de taakuitvoering 
zo belangrijk gebleken is. Hiermee kunnen betere, gedetailleerdere analyses worden 
gedaan dan met standaard technieken voor taak analyse en allocatie. 

Verder moet het ontwerpproces anders ingericht worden om beter rekening te 
kunnen houden met eigenschappen van de bedoelde gebruikers, en met het feit dat 
er nog veel onzekerheid bestaat over het effect van computerondersteuning. Deze 
onzekerheid komt voor een deel omdat we nog niet genoeg weten over de effecten 
van verschillende vormen van computer ondersteuning —dit proefschrift is een stap 
in de goede richting, een bijdrage aan een practische theorie—, maar ook omdat we 
nooit voldoende zullen weten om met volledige zekerheid te voorspellen of bepaalde 
gebruikers van een bepaalde applicatie in een bepaald domein zullen kunnen prof
iteren. Genereren van systeemontwerp en evalueren op bruikbaarheid zijn essentiële 
elementen in het ontwerpproces en zullen dat altijd blijven. Niettemin zal een verder 
uitgewerkte practische theorie helpen om de onzekerheid te reduceren en helpen om 
in een groter aantal gevallen sneller te komen tot een systeem waar gebruikers echt 
van kunnen profiteren. 
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De op hierarchische taakanalyse gebaseerde modellen voor rolverdelingen of 
taakverdelingen zijn nog tamelijk grofkorrelig. Men kan functionele decomposities 
definieren en daarbij de benodigde communicatietaken definieren, maar men kan 
nog niet gedetailleerd genoeg beschrijven hoe het gezamelijke proces verloopt. Er 
is nog gezocht naar oplossingen door ook samenwerkingsprocessen tot object van 
analyse te maken. Hiermee komen ook analyses van onderhandelingstaken en andere 
coöperatieve fenomenen binnen bereik, maar de uitdrukkingskracht van de taalmid
delen wordt niet groter. Er is meer greep nodig op de beschrijving van het samen
werkingsproces. 

Modelleren van coöperatief werk In hoofdstuk 6 vinden we houvast voor de 
beschrijving van samenwerkingsprocessen. Er worden middelen verzameld waarmee 
interactieve samenwerkingsprocesseen op verschillende nivos van specificiteit geanal
yseerd kunnen worden, en waarin ook protocollen die behoren tot het samenwerk
ingsproces zelf, geanalyseerd kunnen worden. Dit verschaft een brede en solide basis 
voor analyses van ingewikkelde samenwerkingsprocessen. We hebben nu wel mod
ellen voor rolverdelingen tussen gebruiker en systeem, maar we weten nog niet wat 
een goede rolverdeling voor ondersteuning is. 

Cognitieve ondersteuning: Aiding In hoofdstuk 7 gebruiken we de middelen 
uit vorige hoofdstukken om een taakverdeling te ontwerpen die niet gebaseerd is op 
imitatie van menselijke ondersteuning, maar die gebaseerd is op een simpel idee: als 
het probleem is dat de gebruiker gebrek heeft aan bepaalde kennis, dan is de meest 
directe interventie het aanbieden van die kennis. De baten van zulke Aiding liggen in 
de verbetering van de kennis waarover de gebruiker beschikt. De kosten zitten in het 
extra werk en werkbelasting in het gebruiken van de ondersteuning. 

De gedetailleerde eisen en beperkingen voor een dergelijke aiding functie werden 
afgeleid uit psychologische- en mens-computer-interactie literatuur. Er is een complete 
modelgebaseerde ontwerpmethode opgesteld voor ontwerp van aiding applicaties die 
hieraan voldoen. In deze methode voor systeemontwerp is de kennisacquisitie heel 
sterk gestuurd vanuit de psychologische eisen en beperkingen. Bestaande systemen, 
prototypes en zelfs Simulatoren van processen kunnen ingeschakeld worden voor een 
realistische simulatie van de werkomgeving van de gebruiker, en voor kennisacquisitie 
bij experts. 

Als men gebruikers wilt ondersteunen, dan kun je beter eerst zorgen dat je ge
bruikers hebt. In hoofdstuk 7 nemen we daarom gebruikers van een programma 
voor statistische analyse dat ter plaatse veel gebruikt wordt. We gaan dan eerst met 
moderne gebruikersinterface-technologie de mens-computer dialoog verbeteren. Ver
volgens gaan we binnen deze omgeving, dit basis systeem, ondersteuning ontwerpen 
en evalueren. Experimenten tonen dat gebruikers met een niet al te groot gebrek aan 
kennis van de aiding kunnen profiteren. 

Met het aiding interface is er nu een oplossing voor de probleemstelling, en deels 
ook voor het algemene probleem dat aan eind van deel I werd gesignaleerd: het 
dilemma tussen sturing en flexibiliteit. Met de aiding functie hebben we een inter
face dat sterke sturing biedt, maar dat als vrijblijvend instructie- of actie window 
is toevoegd aan een basissysteem. Op deze manier is het meer een steuntje voor de 
intelligente gebruiker dan een rigide harnas voor het handelen. En het is aangetoond 
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dat gebruikers met gebrek aan kennis, en zelfs gebrek aan capaciteit (Neerincx & De 
Greef, 1998), van zulke ondersteuning kunnen profiteren. 
Naast een ontwerp van computerondersteuning door het aanbieden van kennis (knowl
edge enhancement), zijn er een drietal afzonderlijke resultaten: 

Well-defined models . Een belangrijk neven resultaat van de StatCons case 
study is de aan de hand van de prototypes ontwikkelde modelleerbenadering 
als basis voor het ontwerp van statistische informatiesystemen. Het begrip 
welgedefinieerde modellen voor data sets uit hoofdstuk 3 is een bruikbaar con
cept in kennisrepresentatie, omdat daarmee consistente wijzigingen van verza
melingen modellen mogelijk wordt. Daarom zijn welgedefinieerde modellen een 
goede basis voor iteratief statistisch design. Ook krijgen we meer inzicht in de 
ontwerpruimte voor kennisrepresentaties. Implicaties van het welgedefinieerde 
modellen concept vormen een heel nieuw universum voor verder onderzoek. 

P r o p o s e - R e v i s e model . Het "propose-revise" model in hoofdstuk 4 vormt 
samen met welgedefinieerde modellen voor datase ts de basis voor het StatCons-
1 prototype. Het waardevolle van dergelijke KADS modellen zijn de rollen of 
meta-klassen zoals: Eis, Beperking of Oplossing, die gebruikt kunnen worden om 
extra betekenis toe te kennen aan een expressie of een formule, om zo aan te 
geven wat de rol is in de taakuitvoering. Zulke rollen of metaclassen kunnen 
gebruikt worden in een model voor de taakuitvoering. En dat is wat KADS 
modellen expliciet doen. 

Model l en voor coöperatief werk. Een derde nevenresultaat is zijn de mod
ellen voor systematische analyse en ontwerp van protocollen voor coöperatieve 
taakuitvoering in hoofdstuk 6. We hebben deze gebruikt voor ontwerp van on
dersteuning in hoofdstuk 7, maar de middelen zijn veel algemener bruikbaar. 
Het protocol voor vergaderingen in hoofdstuk 6 is een voorbeeld van een meer 
algemene toepassing. 

Hoofdstuk 8 bevat naast een engelse versie van bovenstaande samenvatting nog 
een korte bespreking van de huidige visie op het onderzoek naar de effecten en de 
werking van computerondersteuning. 
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