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ABSTRACT
Multivariate extensions of repeated measures linear mixed models, such as repeated measures ANOVA simultaneous component 
analysis (RM-ASCA+) and linear mixed model-principal component analysis (LiMM-PCA), can be used for analyzing longitudi-
nal studies with multivariate outcomes. However, there are no gold standards to assess the statistical validation of the observed 
effects of such models. Using real and simulated data, we here perform an empirical comparison of different strategies for assess-
ing statistical significance in these frameworks: permutation tests, the global log-likelihood ratio (GLLR) test, and nonparametric 
bootstrap confidence intervals for the estimated multivariate effects. Power curves were used to examine the statistical power of 
the different tests in detecting time–treatment interactions with varying effect sizes. Our results show that both the permutation 
tests and the GLLR test can be used to statistically test the presence of a time–treatment interaction effect for multivariate data; 
however, the GLLR approach will be sensitive to the number of included principal components in LiMM-PCA. The bootstrap 
confidence interval approach generally shows good statistical power but has inflated Type 1 error rates under certain conditions. 
This makes it unsuitable for the purpose of hypothesis testing in its present implementation, although it may still be useful for 
exploratory purposes. Overall, our results show that the power of the tests for assessing multivariate effects in longitudinal stud-
ies is dependent on characteristics of the dataset, and it is important to be aware of the strengths and weaknesses of the different 
validation procedures.

1   |   Introduction

Randomized controlled trials with repeated measurements 
over time are commonly used for evaluating treatment effects. 
If only a single continuous outcome variable is assessed, for 

example systolic blood pressure, then repeated measures lin-
ear mixed models (LMMs) provide a highly flexible method 
for estimating and testing the treatment effect at each time 
point [1]. If a large number of outcome variables are measured 
simultaneously at each time point, for example, omics data 
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such as gene expression profiling or metabolomics, methods 
that account for both the multivariate structure of the data 
as well as the underlying experimental design are needed. 
Although multivariate extensions of linear models exist, such 
as multivariate analysis of variance (MANOVA), these meth-
ods cannot be used when the number of response variables 
exceeds the number of samples. Moreover, they lack the visu-
alization capabilities of other more commonly used multivari-
ate methods, such as principal component analysis (PCA), and 
partial least squares (PLS) regression.

Repeated measures ANOVA simultaneous component analysis 
(RM-ASCA)+ and linear mixed model (LiMM)-PCA are two 
frameworks that combine LMMs with PCA in order to separate, 
test, and visualize multivariate responses [2, 3]. These meth-
ods are well-suited for analyzing the effect of an intervention 
on multi- or megavariate outcomes, because they retain the 
flexibility of LMMs, while also providing the visualization ca-
pabilities of PCA. However, assessing statistical significance 
remains a challenge, as several different options are available 
that may give different results, and no direct comparison of the 
methods has been done. Permutation testing has been the stan-
dard method of choice [4], but recent research has shown that 
it can be difficult to design a correct permutation procedure for 
a given dataset and design [5]. In LiMM-PCA, a multivariate 
generalization of the log-likelihood ratio (GLLR) test is used, 
which relies on an initial orthogonalization and dimensionality 
reduction step through PCA. Bootstrap-based confidence inter-
vals have been employed in similar methods, namely, multilevel 
simultaneous component analysis (ML-SCA) and principal re-
sponse curves (PRC) [6, 7], and have also been implemented in 
RM-ASCA+ [8, 9].

In this study, we aimed to outline and compare three different 
approaches for assessing the statistical significance of treatment 
effects in longitudinal studies with multivariate outcomes. The 
most common methods for assessing the statistical significance 
of factor effects in ASCA-based models—namely, (1) permuta-
tion tests, (2) the global log-likelihood ratio (GLLR) test, and 
(3) nonparametric bootstrapping-based confidence intervals—
were assessed using both simulated data and real multivariate 
data from a randomized controlled trial design. In this study, 
we use LiMM-PCA, as this method is faster in the case of high-
dimensional data; however, our results are applicable also to 
RM-ASCA+ and related methods for analyzing longitudinal 
study designs.

2   |   Methods

2.1   |   Repeated Measures Model

We here consider an experimental design where a continuous re-
sponse variable y is measured at K (k = 1, … K) time points for 
each subject i (i = 1, … I), and each subject has been random-
ized to one of H (h = 1, … H) treatment groups. We let the base-
line measurement be denoted by k = 1 and the control group be 
denoted by h = 1. To describe this design, we use the following 
repeated measures LMM:

In this model, the intercept �0 represents the mean of the con-
trol group (h = 1) at baseline. The coefficient �k is the time 
effect at time point k, representing the average change from 
baseline to the kth time point for the control group. The coef-
ficient �h is the main effect for treatment group h, representing 
the difference between the control group and the hth treat-
ment group at baseline. The coefficient �hk is the time*treat-
ment interaction effect and represents the mean difference 
in change from baseline to the kth time point for the hth 
treatment group compared with the control group. Hence, 
the null hypothesis that the intervention has no effect at any 
time point for any group is equivalent to the hypothesis that 
�hk = 0 for all combinations of k and h. In order to account 
for within-subject correlation, we also include a random in-
tercept per subject, � i, which is ∼ N

(
0, �2u

)
, whereas �ik is the 

residual, which is ∼ N
(
0, �2e

)
. The terms �2u and �2e describe the 

variance of the random effects pertaining to all individuals 
and the variance of the residuals, respectively. The variables 
tk and gh are dummy variables for the time and treatment fac-
tors, respectively. Reference coding is used here for coding the 
design matrix X  for both the treatment and time factors as 
explained by Madssen et  al. [9], which is different from the 
sum coding typically used in ASCA-based methods and facili-
tates the coefficient interpretation explained here. As a result, 
the treatment main effect is no longer of any inherent interest 
for interpretation, as it only describes differences between the 
treatment groups at baseline, which will be random in ran-
domized controlled trials. Hence, only the time*treatment in-
teraction term is given further consideration here.

For randomized controlled trials, the outcome variable will, 
on expectation, be equally distributed between the treatment 
groups before treatment. An alternative model formulation 
to Equation  (1) can therefore be used where the means of the 
treatment groups are constrained to be equal for k = 1. This is 
achieved by removing the main effect for treatment while keep-
ing its interaction with time:

Because the time factor is coded so that tk = 0 at baseline, the 
time*treatment interaction also becomes zero at baseline, and 
no group effect is therefore allowed in the model at this time 
point. This is known as a constrained longitudinal data analysis 
(cLDA) model and effectively amounts to performing a statis-
tical adjustment for the baseline value of the response variable 
[10, 11]. This yields more precise estimates of the time*treatment 
interaction effect, without altering its interpretation, and there-
fore results in increased power. Adjusting for other baseline 
variables with a strong influence on the outcome at follow-up 
can further improve precision [12].

2.2   |   LiMM-PCA

Having specified the univariate model, we can extend it to 
the multivariate case. The above LMMs in Equation  (1) or 
Equation (2) for a single response variable can be written using 
matrix notation as

(1)yihk =
(
�0 + � i

)
+ �ktk + �hgh + �hktkgh + �ihk

(2)yihk=
(
�0+� i

)
+�ktk+�hktkgh+�ihk

(3)y=X�+Zu+�
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where y is an IK × 1 column vector containing the responses 
for all individuals at all time points, X  is the IK × P fixed effect 
model matrix for P number of fixed effect predictors, � is a P × 1 
vector of coefficients, Z is the IK × RI model matrix for the ran-
dom effects for R number of random effect coefficients, u is an 
RI × 1 vector containing the random effects, and � is an IK × 1 
vector of residuals.

Now, we consider the case where J (j = 1, … J) response vari-
ables, such as a nuclear magnetic resonance (NMR) spectrum 
with J spectral points, have been measured for each subject at 
all K measurement occasions. The responses are then collected 
in a response matrix Y . The mixed model can then be extended 
to the multivariate case as

where Y  represents an IK × J  response matrix, B represents a 
P × J  parameter matrix, U  is an IR × J  matrix containing all 
the random effect coefficients, and E is an IK × J  residual ma-
trix. The jth column of B corresponds to the regression coef-
ficients belonging to the jth column of Y , and similarly, the j
th column of U  contains the random effects for the jth column 
of Y .

Using this model, we can now decompose the response matrix 
Y  into effect matrices, as described by Martin and Govaerts [3], 
where XB represents the fixed effects and ZU  represents the 
random effects. The response matrix Y  is decomposed into ef-
fect matrices, which contain the estimated level effects for each 
of the factors in the model:

where M f  and Mr are the effect matrices belonging to the 
fixed effect f (f = 1, … F) and random effect r (r = 1, … R), 
respectively.

In LiMM-PCA the response matrix Y  is first reduced and or-
thogonalized by PCA:

where ỸA is an IK × A score matrix, for A included components, 
QA is a J × A loading matrix, and �A is an IK × J residual matrix. 
The orthogonalization makes it possible to use a multivariate 
extension of the log-likelihood ratio test, as will be shown later. 
The score matrix ỸA is then used as the response matrix in the 
model instead of Y , and effect matrix estimation is then done in 
the same way:

In this study, we apply this dimensionality reduction step in all 
of the following methods in order to reduce the computational 
burden.

2.3   |   Validation of Factor Effects

This section explains different methods for calculating p val-
ues for factor effects. As we are assessing the treatment effect 
in randomized controlled trials, our focus will be on testing the 
time*treatment interaction effect. Note that if more than one fol-
low-up time point is available, one must decide whether to assess 
the treatment effect for only one, multiple, or for all time points 
simultaneously. This distinction may be relevant in cases where 
the treatment effect is expected to vary over time or is known to 
only be present at certain time points.

2.3.1   |   Permutation Testing

Permutation testing involves repeatedly permuting the data 
to generate a null hypothesis distribution for the hypothesis 
being tested. The correct permutation procedure depends on 
the experimental design and the effect being tested. In this 
study, we are interested in testing the statistical significance 
of the time*treatment interaction effect. The approach se-
lected here is based on permuting the residuals of a reduced 
regression model [13].

2.3.1.1   |   Permutation Strategy.  The method applied in 
this paper consists of the following steps and is adapted from 
the approach suggested by Buzkova et al. [13]:

1.	 Fit the full model ỸA = XB + ZU + E, and calculate the 
chosen (unpermuted) test statistic, Sobs.

2.	 Fit the reduced model ỸA = X̃ B̃ + ZŨ + Ẽ, where X̃  is the 
fixed effect design matrix without the column(s) corre-
sponding to the time*treatment interaction effect (�hktkgh).

3.	 For each iteration n (n = 1 … N), do:
a.	 Permute the rows of Ẽ randomly to obtain Ẽ

p
.

b.	 Create the permuted data as Ỹ
p

A = X̃ B̃ + ZŨ + Ẽ
p
.

c.	 Fit the full model Ỹ
p

A = XBp + ZUp + Ep to the per-
muted data, and calculate the permuted test statistic 
Sperm.

4.	 Calculate the p value as p = (Number of Sperm ≥Sobs)+ 1

N + 1
.

Although there are alternative approaches for permutation test-
ing that are computationally simpler, we used this algorithm to 
highlight the differences and commonalities of this approach 
with the following methods.

2.3.1.2   |   Choice of Test Statistic.  For the test statistic S, 
several different choices are possible. Originally, Vis et  al. [4] 
proposed using the squared Frobenius norm of the effect matrix. 
For an I × J matrix M, we calculate the squared Frobenius norm 
as the following:

where mij is the element found on the ith row and jth column 
of M.

(4)Y =XB+ZU +E

(5)Y =

F∑
f=1

M f +

R∑
r=1

M r +E

(6)Y = ỸAQ
T
A+�A

(7)ỸA=

F∑
f=1

M f A
+

R∑
r=1

M rA+EA

(8)‖M‖2=
I�
i=1

J�
j=1

�
mij

�2
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Another choice is the F-ratio, which can be defined as the ratio 
of the variance contributed from the time*treatment effect and 
the residual variance, each corrected by their respective degrees 
of freedom (df) [14]:

For the purposes of permutation testing, it is not necessary to 
include the degrees of freedom in the above formula, as the de-
grees of freedom remain constant across permutations.

2.3.2   |   Global Log-Likelihood Ratio Test

In LiMM-PCA, a multivariate version of the log-likelihood ratio 
test is used to assess the significance of the factors. The test relies 
on the initial orthogonalization of the response matrix through 
PCA and can be used to test both fixed and random effects. The 
test statistic used is the sum of the likelihood ratios for all the A 
principal components (PCs):

where H0 represents the reduced model and H1 represents the 
full model. The distribution of this test statistic is then simulated 
by parametric bootstrapping to calculate a p value.

The procedure is described in detail in the original paper by 
Martin and Govaerts [3]. For example, a fixed effect f , for exam-
ple, the time*treatment interaction effect in a random intercept 
model, can be tested as follows:

1.	 Fit the full model ỸA = XB + ZU + E, and then the re-
duced model ỸA = X̃ B̃ + ZŨ + Ẽ, where X̃  is the fixed ef-
fect design matrix without f .

2.	 Calculate the observed GLLR test statistic, denoted 
GLLRobs

f
 .

3.	 Obtain the following parameters from the reduced model: 
the fixed effect coefficient matrix B̃, the variances of the 
random effects (in this case intercepts) �̂2ua, and the resid-
ual variances �̂2ea, for each component a = 1 … A.

4.	 For each iteration n (n = 1 … N):

a.	 Generate a bootstrapped response matrix 
ỸAb = X̃ B̃ + Z̃Ũ b + Ẽb, where each column a in Ũ b and Ẽb 

is randomly generated from ∼ N
(
0, �̂

2

ua

)
 and ∼ N

(
0, �̂

2

ea

)
, 

respectively.

b.	 Estimate the full and reduced model and calculate the 
GLLR test statistic GLLRb

f
.

5.	 Calculate the p value as p =
(
Number of GLLRb

f
≥GLLRobs

f

)
+ 1

N + 1
.

The GLLR test and permutation tests can be used to test any 
combination of fixed and random effects; treatment effects at 
specific time points, in addition to testing the overall treatment 
effect across all time points.

2.3.3   |   Bootstrap Confidence Intervals

Nonparametric (NP) bootstrapping involves using resampling 
with replacement from the observed data to estimate the variabil-
ity of the parameter estimates. The resampling process should 
preserve the hierarchical structure in the dataset [15]. In our case 
with repeated measures, this means that we perform the boot-
strap at the subject level, instead of resampling individual obser-
vations. When applying bootstrapping to PCA-based methods, 
there are several sources of nuisance variability that should be 
addressed when calculating the intervals, such as (1) sign reflec-
tion, (2) rotational ambiguity, and (3) component reordering [16]. 
The issue of sign reflection concerns the fact that the sign of the 
PCs in the model is arbitrary; the signs for the scores and loadings 
can be inverted without affecting the fit of the model. Because 
the signs of the scores and loadings can arbitrarily change across 
bootstrap iterations, the range of the confidence intervals can be-
come inflated if this is not corrected for. Rotational ambiguity 
implies that the components should be rotated towards a com-
mon reference before comparing the parameter estimates. Lastly, 
component reordering occurs when PCs explaining similar 
amounts of variation switch places across iterations, rendering 
their bootstrapped parameter estimates incomparable. The latter 
issue, however, is usually not problematic in ASCA-based mod-
els, as the effect matrices typically have a low-rank structure, 
leading to large differences in explained variance between the 
components so that reordering typically does not occur.

To perform nonparametric bootstrap in LiMM-PCA models, we 
use the following steps:

1.	 Apply desired preprocessing to the data Y , such as mean 
centering and scaling.

2.	 Apply PCA to the preprocessed data so that Y = ỸAQ
T
A + EA .

a.	 Estimate the model ỸA = XB + ZU + E and obtain the 
parameters of interest.

b.	 Calculate the effect matrix M f  for fixed effect f .
c.	 Apply PCA to M f  so that M f = T fP

T
f
.

d.	 Back-transform the loadings PT
f
 into the original vari-

able space of Y .

3.	 For each iteration n (n = 1 … N):

a.	 For each treatment group h (h = 1 … H):
	 i.	 Randomly sample with replacement a subject from 

treatment group h, and select all rows in the original 
matrices Y , X , and Z belonging to this subject.

	ii.	 Repeat until the sample size of treatment group h is 
reached.

b.	 Apply desired preprocessing techniques to the boot-
strapped dataset.

c.	 Apply PCA to the bootstrapped data so that 
Y b = ỸAbQ

T
Ab

+ EAb.

(9)F =

‖M‖2
df1

‖E‖2
df2

(10)

GLLRf test statistic=2(
A∑
a=1

log
(
Likelihood(H1a)

)
− log

(
Likelihood(H0a)

))
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d.	 Estimate the bootstrapped model ̃YAb = X bBb + ZbU b + Eb .

e.	 For each fixed effect f (f = 1 … F):
	 i.	 Calculate the bootstrapped effect matrix Mb

f
 for fixed 

effect f .
	ii.	 Apply PCA to Mb

f
 so that Mb

f
= Tb

f
PbT
f

.
	iii.	 Back-transform the estimated loadings into the vari-

able space of Y b. Then, reflect and rotate components 
so they match optimally with the original estimates 
obtained in step 2d.

f.	 Collect the bootstrapped parameter estimates.

4.	 To get the (1 − �) confidence interval for the parameters, 
take the 

(
1 −

�

2

)
th percentile and the �

2
th percentile of the 

bootstrapped estimates as the upper and lower bounds, 
respectively.

5.	 For the power curve analysis, calculate the proportion 
of tests rejecting the null hypothesis as the proportion of 
(1 − �) confidence intervals that do not contain zero.

In step 3eiii, where the components are reflected and rotated, 
the following method is used:

1.	 Create a matrix S, where each row contains a possible 
sign combination for the components. If the factor has 

only two levels, the matrix is simply 

[
1

−1

]
, as there will 

only be one PC. For a three-level factor, the matrix will 

be 

⎡⎢⎢⎢⎢⎢⎣

1 1

−1 1

1 −1

−1 −1

⎤⎥⎥⎥⎥⎥⎦

.

2.	 For each row r (r = 1. .R) in S, do the following:
a.	 Create a diagonal matrix D where the diagonal contains 

the rth row in S.
b.	 Reflect the scores and loadings calculated from the 

bootstrapped effect matrix Mb
f
 by multiplying Tb

f
D and 

Pb
f
D.

c.	 Perform orthogonal Procrustes rotation of the reflected 
loading matrix Pb

f
D, rotating it towards the original Pf  . 

Use the resulting rotation matrix to rotate the corre-
sponding scores Tb

f
D.

d.	 Calculate V =
‖‖‖T f − Tb

f

‖‖‖, where T f  is the scores of the 

original effect matrix M f  and Tb
f
 is the reflected and ro-

tated scores of the bootstrapped effect matrix Mb
f
.

3.	 Select the sign combination that minimizes V . The result-
ing estimates are counted as the bootstrapped parameter 
estimates.

If more than two factor levels are compared, for example, in 
the case of testing more than one follow-up time point, then 
special care must be taken when interpreting these confidence 
intervals. This is because a single PC will not be sufficient to 
describe the interaction effect, making it necessary to eval-
uate more than one confidence interval. For this reason, we 
are here only simulating a single follow-up time point, as 
in this setting the permutation test, GLLR test, and the NP 

bootstrap confidence interval will all have the same statistical 
interpretation.

3   |   Methods

3.1   |   Simulation

In order to assess the performance of the different inference 
methods, we simulated data emulating a randomized controlled 
trial with a pre- and posttreatment measurement. For data sim-
ulation, we use the simulated power curves, in particular, the 
relative population curves derived by Camacho and Armstrong 
[17], which allow to specify the relative effect for each factor and 
interaction and where a treatment effect is progressively added. 
Our general approach follows these steps:

1.	 Define simulation parameters, where in our study we used 
the following:

a.	 H = 2, K = 2, I = 25, and J = 200 for the number of treat-
ment groups, time points, individuals per group, and num-
ber of outcome variables, respectively.

b.	 Number of repetitions R = 200.

c.	 Number of permutations/bootstraps in each repetition 
P = 200.

d.	 Incremental steps in the effect Δ = 0.025.

e.	 Significance level � = 0.05.

f.	 Coefficients of relative effects (standard deviations) ct = 0

, cg = 0, and ctg = 1, for the factors time, treatment, and 
the interaction time*treatment, respectively. We also in-
duce an individual effect ci that depends on the type of 
simulation, as explained below. This implies that the big-
gest effect is simulated in the individual, which is twice 
as large as the one in the interaction and four times that 
in time and group effects. The values for these coeffi-
cients were selected by trial and error, and considering 
the relative relevance of these factors and interaction 
observed in real data, see Camacho et  al. [17] for more 
information.

2.	 Initialize power to 0 in the power curve of the interaction 
and N = K ⋅ I.

3.	 For each repetition from 1 to R:
a.	 Generate random matrices to represent group, time, 

group–time interaction, and individual averages using 
a multi-normal distribution:

b.	 Generate background variability:

Xg (H, J) ∼ N(0, 1)

Xt (K, J) ∼ N(0, 1)

Xtg (KH, J) ∼ N(0, 1)

Xi (I, J) ∼ N(0, 1)

Xr (N, J) ∼ N(0, 1)
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c.	 Normalize the Frobenius norm of X g, X t, X tg, X i, and X r to 
the squared root of the number of rows.

d.	 Build matrix X s with structural information. For each ob-
servation n from 1 to N:

e.	 For � from 0 to 10Δ in Δ steps:
	 i.	 Yield the simulated data:

	ii.	 For each inference variant, the power Piv is updated if 
the p value for the interaction is below α:

4.	 Normalize:

with xn
s
 the nth row of X s and xn

c
, xn

t
, xnct, and xn

i
 the correspond-

ing rows of X c, X t, X ct, and X i, respectively, according to a full 
factorial experimental design.

We repeated the previous algorithm in two situations:

a.	 When the effect X s is generated in the raw data (point 3ei 
above). In this case, ci = 2 to generate a confounding indi-
vidual effect that doubles the size of the interaction effect 
of interest.

b.	 When the effect X s is generated in a specific (third) PC. In 
this case, ci = 1 to generate a confounding individual effect 
that is added to the other confounding effects in the rest of 
components.

The algorithm to simulate data in a specific PC follows:

1.	 Generate an orthogonal loading matrix P of size (J × A) 
and initialize the matrix of scores T to zero.

2.	 Generate a score column vector td following the power 
curve algorithm. Set td as the dth score vector of T.

3.	 Define the orthogonal projector Qt =

(
I − T

(
TTT

)−1
TT

)
.

4.	 Calculate the next score vector ta as Qtv, where v is a ran-
dom vector with mean 0. The new score vector is set as the 
ath score vector of T.

5.	 Repeat steps 3–4 until the desired number of components 
is reached.

6.	 Mean-center all columns in T.

7.	 Modify the scale of the score vectors in T to modify the 
amount of explained variation by the components as 
desired.

8.	 The multivariate dataset is created as Y = TPT.

The preceding approach ensures that the design effect is 
confined to one PC (the dth component). In our case, we 

simulate the data so that the treatment effect is captured into 
the third PC.

3.2   |   Real-World Dataset

To assess the different validation methods in practice, we also 
applied them to gene expression data from a randomized con-
trolled trial assessing the effect of adding bevacizumab to neo-
adjuvant chemotherapy in the treatment of locally advanced 
breast cancer. Tumor biopsies and whole-transcriptome mRNA 
profiles were obtained at three time points (before treatment, 
12 weeks after beginning of treatment, and at surgery after treat-
ment) with 66 patients in each treatment group, resulting in a 
total of 358 tumor samples. For further details about the study, 
we refer to the original publication [18]. The gene expression 
dataset is publicly available in the ArrayExpress database under 
accession number E-MTAB-4439. The study design is summa-
rized in Figure 1.

3.3   |   Significance Testing

We performed significance testing of the time*treatment in-
teraction term of all datasets with the GLLR test, NP boot-
strapping, and permutation testing using two different test 
statistics: the squared Frobenius norm (Equation 8) and the F-
ratio (Equation 9). We analyzed the simulated data both using 
a full LMM (Equation 1) and using a constrained model with-
out main treatment effect (Equation 2) to demonstrate whether 
baseline adjustment resulted in increased statistical power in 
the multivariate setting. For the simulated data, the number 
of iterations/permutations was set to 200, whereas for the real-
world dataset, the number of iterations/permutations was set 
to 500.

3.4   |   Software

All data analysis was performed in MATLAB 2023b. The code 
to reproduce the analysis of simulated data and the code to re-
produce analysis of the real-world data are available at https://​
github.​com/​gurofg/​ASCAv​alida​tion.

xn
s
= ccx

n
c
+ ctx

n
t
+ cctx

n
ct
+ cix

n
i

X = θXs + Xr

Piv = Piv + 1

Piv = Piv ∕R

FIGURE 1    |    Design of the NeoAva trial. The study included 132 breast 
cancer patients randomized to receive neoadjuvant chemotherapy with 
or without the addition of the antiangiogenic drug bevacizumab. Tumor 
biopsies were acquired before, during, and after treatment, and whole-
transcriptome mRNA profiles were obtained from all tumor biopsies.
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4   |   Results

4.1   |   Simulated Data

4.1.1   |   Power Curves

The power curves generated from simulated experiments with 
the treatment effect added to either the raw data or a specific PC 
are shown in Figure 2. Briefly, a power curve plots the propor-
tion of simulated datasets for which the test rejects the null hy-
pothesis (y-axis) against an increasingly large simulated effect 
size (x-axis). A correctly performing test should have a curve 
that begins at 0.05 (for the case with no treatment effect), cor-
responding to the significance level �. A steeper curve corre-
sponds to a more powerful test, whereas a curve that starts out 
above 0.05 corresponds to an overoptimistic test.

In the first simulation approach, when the treatment effect 
was not confined to a single PC, all methods except for NP 
bootstrap-based confidence intervals showed similar power, 
as can be seen by the close alignment of the power curves in 
Figure 2a. The baseline adjusted tests showed similar power 
to the unadjusted tests. However, for the permutation tests, 
the baseline adjusted analysis showed slightly higher Type 1 
error rates compared with the other approaches and to the sig-
nificance level of � = 0.05, as shown by the higher rejection 
rate for effect size of zero. We also observed that the Type 1 
error rate was improved using the F-ratio than when using the 
SSQ as a test statistic.

When simulating the treatment effect in a single PC (Figure 2b), 
there were notable differences in power between the different 
methods. Confidence intervals generated by NP bootstrapping 
showed the highest power but also had an alarmingly high Type 
1 error rate of 0.2. The other methods showed Type 1 error rates 
close to the significance level of � = 0.05, although the F-ratio 
again showed superior Type 1 error rate compared with the SSQ. 
The most powerful test was the GLLR test (Figure  2b). There 
was no increase in power from using the baseline adjusted 
methods with the nonparametric bootstrapping or the GLLR 
test. Aa significant improvement was seen for the permutation 
tests, although they showed relatively low power in this setting 
overall. The high Type 1 error for nonparametric bootstrapping 
under certain conditions, as also demonstrated by Timmerman 
et al. [6], shows that NP bootstrapping is less suitable for signif-
icance testing of factors and interactions, and it was therefore 
excluded from further analyses.

4.1.2   |   Varying PC Number

An important aspect for LiMM-PCA is determining how many 
PCs to include in the model. We observed that even when no 
effect was simulated (Figure 3a), a high degree of variability in 
p values could be observed by varying the number of included 
PCs in the model while keeping the same random seed for simu-
lation. In most cases, however, the p values remained above the 
significance level of � = 0.05, correctly pointing to an absence 
of effect. This was true regardless of which significance testing 

FIGURE 2    |    (a) Relative population curves when the effect Xs is generated in the raw data and (b) when the effect is generated in the third princi-
pal component. Validation methods shown are nonparametric bootstrapping (NP bootstrap), the global log-likelihood ratio test (GLLR), permutation 
testing using the squared Frobenius norm as the inferential statistic (perm), and permutation testing using the F-ratio as the inferential statistic 
(perm f). Colored dashed lines indicate use of a constrained model. Gray dashed line shows the significance level (0.05).
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method was chosen, as the p values for the different methods 
tended to be similar. As an increasing effect size is added to the 
simulated data (Figure 3b–f), the p values became lower and less 
sensitive to the number of included PCs. To give some examples, 
for an effect size of 0.16 or more (Figure 3e,f), all significance 
testing methods detect the effect largely irrespective of the num-
ber of included components.

Repeating the simulation with a different random seed provides 
different curves, however with the same tendency of variabil-
ity depending on number of components for small effect sizes 
(Figure S1). However, for these simulations, a gradual increase 
in p values was seen when the number of included components 
increased, most notably for the GLLR test.

When simulating the treatment in a single component (Figure 4), 
again the GLLR test was noted to be significantly more affected 
by the number of included components than permutation test-
ing. This difference was lessened when the treatment effect was 
large but could result in significant discrepancies in p values for 
a given number of components.

4.2   |   Real Data Example

The results from analysis of the gene expression data of the 
NeoAva trial are shown in Figure  5. The number of PCs re-
quired to explain more than 95% of the data variance was 258. 
The scores for PC1 of the time effect matrix show a mono-
tonic change in gene expression profiles over time (Figure 5a). 
The NP bootstrap confidence intervals for the scores from 
the time*treatment interaction effect matrix suggest a highly 
significant treatment effect at both follow-up time points 
(Figure  5b). However, the p value obtained from the GLLR 
test for the overall time*treatment interaction term was non-
significant (pGLLR = 0.339), whereas a significant result was 
found with permutation testing (pperm = 0.004 and 0.008 for the 
squared Frobenius norm and F-ratio, respectively). To investi-
gate this discrepancy further, we plotted the p values from both 
the permutation test and GLLR test against an increasing num-
ber of included PCs. The figure shows that the p value from the 
GLLR test is highly sensitive to the number of included com-
ponents in the model, whereas this issue is not seen with the 
permutation test (Figure 5c). Even 20 included PCs, explaining 

FIGURE 3    |    p values for treatment effects for an increasing number of principal components included in LiMM-PCA for simulated data when the 
effect is generated in the raw data. The figures show results for incremental effects size from (a) 0.00, (b) 0.04, (c) 0.08, (d) 0.12, (e) 0.16, and (f) 0.20. 
Validation methods shown are the global log-likelihood ratio test (GLLR), permutation testing using the squared Frobenius norm as the inferential 
statistic (perm), and permutation testing using the F-ratio as the inferential statistic (perm f). Gray dashed line shows the significance level (0.05).
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49% of the variation, resulted in a high and nonsignificant p 
value of 0.42 for the GLLR test.

5   |   Discussion

In this paper, we have investigated different methods of testing 
the effect of interventions in randomized controlled trials, in the 
context of the RM-ASCA+/LiMM-PCA framework for multivar-
iate responses. Our results suggest that both the permutation 
test and the GLLR test show Type 1 error rates close to the nom-
inal significance level of 0.05, whereas the NP bootstrap-based 
confidence interval has a higher Type 1 error for certain scenar-
ios. Moreover, we have shown that the most powerful validation 
test is dependent on the multivariate structure of the analyzed 
dataset. More specifically, it may depend on whether the effects 
are manifested in a small subset of PCs or more evenly distrib-
uted among many PCs. Finally, we have also tested whether 
the power benefits of baseline adjustment by constrained linear 
mixed models also apply in the multivariate setting, finding that 

although there is a significant power benefit for permutation 
testing, it may also lead to increased Type 1 error rates for cer-
tain scenarios.

In the simulations, both the permutation test and the GLLR test 
showed Type 1 error rates close to the nominal significance level 
of 0.05. The GLLR test generally showed the highest statistical 
power when the treatment effect was confined to a single com-
ponent, whereas the permutation tests showed low statistical 
power in this setting. Having all treatment effect isolated to one 
component is a constraint that agrees with the definition of the 
GLLR test (in Equation 10) and that may not be common in real 
data. When the design effect was simulated in the raw data, both 
the GLLR test and permutation test showed similar statistical 
power, whereas the NP bootstrap-based confidence intervals 
had the least power for smaller effect sizes. Although in reality 
effects are almost never isolated to a single component, it is often 
the case that only a subset of PCs are informative. Selecting the 
appropriate number of components is therefore a key issue in 
analyses that rely on latent variable analysis methods [19]. As 

FIGURE 4    |    p values for treatment effect for an increasing number of principal components included in LiMM-PCA for simulated data when the 
effect is generated in the third principal component. The figures show results for incremental effects size from (a) 0.00, (b) 0.10, (c) 0.20, (d) 0.30, (e) 
0.40, and (f) 0.50. Validation methods shown are the Global log-likelihood ratio test (GLLR), permutation testing using the squared Frobenius norm 
as the inferential statistic (perm), and permutation testing using the F-ratio as the inferential statistic (perm f). Gray dashed line shows the signifi-
cance level (0.05).
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it can be challenging to determine the appropriate number of 
components, it is important to understand how these models 
perform when a large number of components is selected. Our 
results suggest that including a large number of components can 
cause false negative findings and that this is particularly an issue 
for the GLLR test. In contrast, the permutation test seems to be 
more robust, although not immune, to these effects. This may 
be because the GLLR test relies on summation of log-likelihood 
ratios for each individual PC. Because the log-likelihood ratio 
is a logarithmic transformation of the F-ratio, taking the sum 
of the component-specific log-likelihood ratios is equivalent to 
taking the logarithm of the product of their F-ratios. This im-
plies that every component is given equal weight in the GLLR 
test statistic. Although this may make the GLLR more sensitive 
to component-specific effects, it could also cause it to be more 
affected by inclusion of redundant noise-containing PCs. The 
permutation test, on the other hand, uses the Frobenius norm as 
a test statistic (or an F-ratio based on this norm). As the higher 
degree components explain progressively less variance, their im-
pact on the Frobenius norm is also smaller, possibly explaining 
why the test seems more robust against this phenomenon.

In order to compare the different methods in practice, we also 
applied them to a real dataset from the NeoAva trial, investi-
gating the effect of neoadjuvant bevacizumab on tumor gene 
expression profiles among breast cancer patients [18]. When ap-
plying the GLLR test for the overall interaction term, a p value 
of 0.339 was obtained, suggesting that the effect was not signifi-
cant. On the other hand, the permutation tests resulted in highly 

significant p values of pperm = 0.004 and 0.008 for the Frobenius 
norm and F-ratio, respectively. Repeating analysis with a grad-
ually increasing number of PCs showed that the p value yielded 
by the GLLR test was highly dependent on the number of in-
cluded components, whereas the permutation test did not show 
this same dependency. A possible explanation for this behav-
ior may lie in the initial dimensionality reduction step done in 
LiMM-PCA. Notably, a high number of PCs was needed in order 
for 95% of the data variance to be included in the model. This 
suggests a low degree of collinearity in the data. If the relevant 
design effects are captured by the first few components, adding 
more components may cause the GLLR to be mostly affected by 
noise, due to non-informative PCs being given equal weight in 
the GLLR test. This may account for the different conclusions 
reached by the GLLR test and permutation testing. However, it 
is also possible that the discrepancy is caused by deviation from 
distributional assumptions. Another purpose of the initial PCA 
transformation is to ensure independence between the response 
variables, which is assumed by the GLLR test. However, inde-
pendence between the scores is generally only ensured if the 
data follow a jointly multivariate normal distribution [3]. If this 
requirement is not satisfied, then the inference results may be 
compromised, as stated by the developers of LiMM-PCA in their 
original paper [3]. Further, it remains unclear whether the ob-
served results are due to method differences (parametric boot-
strapping vs. permutation) or choice of test statistic (GLLR vs. 
squared Frobenius norm or F-ratio). In general, the permutation 
test is believed to be robust against deviations from distribu-
tional assumptions due to its nonparametric nature, whereas 

FIGURE 5    |    Score plots for the NeoAva gene expression data, with nonparametric bootstrap based confidence intervals for (a) the time effect ma-
trix and (b) time*treatment interaction effect matrix. The score plots and confidence intervals suggest that both the time factor and time*treatment 
interaction are both highly significant at both follow-up measurements. (c) The p values of the time*treatment as a function of the number of included 
PCs. Validation methods shown are the global log-likelihood ratio test (GLLR), permutation testing using the squared Frobenius norm as the inferen-
tial statistic (perm), and permutation testing using the F-ratio as the inferential statistic (perm f). For the GLLR test, the p value is strongly affected 
by the number of included components, whereas permutation testing does not show this dependency.
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parametric bootstrapping relies on such assumptions to a greater 
extent [20]. This remains an important topic for further study.

Our results clearly demonstrate that selecting the optimal num-
ber of PCs is a crucial issue if PCA orthogonalization is per-
formed prior to analysis. By visual inspection of the scree plot 
for the NeoAva dataset, the optimal number of PCs appears to be 
approximately 15 (data not shown). However, this would cause 
less than half of the data variance to be included in the model. 
Martin and Govaerts [3] state that the initial orthogonalization 
of the response matrix does not affect the interpretation of the 
scores and loadings for the effect matrices, as the loadings are 
back-transformed into the original variable space before inter-
pretation [3]. However, this assumes that the information loss 
during the orthogonalization step is negligible. If an insufficient 
number of components are included, then the results will differ 
from those estimated by applying ASCA-based methods directly 
to the response matrix. For datasets that are well described by a 
relatively low number of components, such as spectral data, this 
will generally not be problematic, as the loss of information will 
be minimal, and the correct number of components will usually 
be clear from inspecting a scree plot. However, for datasets with 
large amounts of noise and low degree of collinearity, such as 
the gene expression data of the NeoAva study, this step may pose 
problems, as a high number of components may be needed to ad-
equately describe the data. In these situations, it is not clear how 
to select the optimal number of PCs. As a pragmatic approach, 
we suggest maintaining a high variance inclusion threshold to 
preserve the interpretation of the loadings while also perform-
ing sensitivity analyses as shown in Figure 5 in order to assess 
whether the results are robust against a varying number of com-
ponents. If the correct number of PCs remains ambiguous, we 
suggest using a permutation test to determine statistical signifi-
cance in place of the GLLR test. Alternatively, the GLLR test can 
be omitted entirely in favor of the permutation test. A disadvan-
tage of this approach may be that the GLLR test may be more 
sensitive in certain conditions.

In this work, we also investigated the impact of statistical ad-
justment for the baseline value of the outcome variable by using 
a cLDA-model. We found that although power was significantly 
improved for permutation testing, this was also accompanied by 
a minor increase in Type 1 error rate. No clear power improve-
ment or increase in Type 1 error rate was observed for the GLLR 
test or for bootstrap-based confidence intervals. Our results 
suggest that the known power benefit of baseline adjustment in 
analysis of longitudinal data from randomized controlled trials 
can also be applied for multivariate data but may also result in 
a minor increase in Type 1 error rate. Improving statistical ef-
ficiency is an important consideration when conducting exper-
imental trials, and further research on the effect of statistical 
adjustment in these models is therefore warranted.

In summary, our results suggest that both the GLLR test and 
permutation testing can be used to statistically test the presence 
of a time*treatment interaction effect for multivariate data, but 
care should be taken to properly select the number of PCs, es-
pecially when using the GLLR test. The power of the tests will 
depend on characteristics of the specific dataset, and it is dif-
ficult to determine in advance which is the optimal test. For 

this reason, we endorse the use of power curves and sensitivity 
analyses as shown in this paper to assess the robustness of the 
results obtained for any particular dataset. The NP bootstrap 
generally shows good power but shows inflated Type 1 error 
rates under certain conditions, making it unsuitable for the pur-
pose of rejecting the null hypothesis in its present implemen-
tation, although it may still be useful for exploratory purposes. 
Whereas the GLLR test is only applicable within the LiMM-PCA 
framework, the permutation test and the NP bootstrap will be 
applicable also when a PCA transformation is not used, such 
as in RM-ASCA+. Further research should be done to investi-
gate other permutation strategies, how to improve both statis-
tical and computational efficiency, and compare how different 
choices for the test statistic and resampling algorithms may im-
pact the results.
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