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Stellingen 

1. Een parallel computerproces kan worden beschouwd als een complex 
systeem met dienovereenkomstige eigenschappen (dit proefschrift) 

2. Het gebruik van een probleem-specifieke recombinatie-operator kan het 
convergentieproces in een genetisch algoritme versnellen, terwijl de op
lossingskwaliteit behouden blijft of zelfs verbeterd (hoofdstuk 4 van dit 
proefschrift) 

3. Een toename van het gemiddelde aantal uitgaande communicatielijnen 
per taak dan wel een afname van de werklast per taak in willekeurig ge
structureerde taakgrafen veroorzaakt een plotselinge overgang van een 
optimaal parallelle- naar een optimaal sequentiële allocatie (hoofdstuk 
3 van dit proefschrift) 

4. Het vinden van een optimale taakallocatie van willekeurig gestructu
reerde taakgrafen op een volledig verbonden parallelle computer, is het 
moeilijkst rond de overgang van optimaal parallelle- naar optimaal se
quentiële allocaties (hoofdstuk 3 van dit proefschrift) 

5. De invloed van de temperatuur en correlatielengtes in parallelle "dis
crete event" Ising spin simulaties zorgen ervoor dat in de distributie 
van de rollback lengtes, ten gevolge van het Time Warp protocol, 3 
duidelijk te onderscheiden gebieden ontstaan: polynomiaal aflopende 
distributies, "vette staart"distributies en negatief exponentiële distri
buties (hoofdstuk 6 van dit proefschrift) 

6. Een goed gedefinieerde parallelle simulatieomgeving kan zowel het soft
wareontwikkeling als het computationele proces versnellen (hoofdstuk 
2 en hoofdstuk 5 van dit proefschrift) 

7. De zogenaamde verkeerssignaleringssystemen die tegenwoordig bij ie
dere snelweg te vinden zijn, hebben voornamelijk een drukkende in
vloed op de verkeersdoorstroming 



8. Wetenschappelijk onderzoek geeft het best haalbare resul taat als het 

werken hieraan af en toe wordt afgewisseld door "iets anders" (zie ook 

het Nawoord van dit proefschrift) 

9. Promotieonderzoek wordt voornamelijk gestuurd door een associatief 

proces, de coherentie volgt per definitie (zie ook het Nawoord van dit 

proefschrift) 

10. Leuke stellingen moet je verzinnen gedurende je promotieonderzoek en 

niet vlak voor het ter perse gaan van je proefschrift 
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Chapter 1 

Introduction 

"No one, it has been said, is better at taking a puzzle apart than the person who 
put it together and no one is better at putting a puzzle together than the one who 
took it apart" 

-John Archibald Wheeler, The Computer and the Universe, International Jour
nal of Theoretical Physics 

1.1 Complex Systems simulation 
Until now much experimental simulation work has been done in physics and 
chemistry on parallel computing systems. However, the development of formal 
models, suitable for modeling complex systems from nature and for efficiently 
mapping a complex system onto a parallel computing system, is still in its in
fancy The development of techniques, suitable for modeling complex systems 
stemming from physics, chemistry, and biology, and mapping these onto paral
lel platforms, is one of the grand challenges of future research. 
Many fundamental problems from natural sciences deal with complex systems. 
We define a complex system as a population of unique elements with well de
fined attributes. In the case that these elements have non-linear interactions in 
the temporal and spatial evolution of the system, complex macroscopic behavior 
can emerge from these microscopic interactions. This emergent behavior can, 
in general, not be predicted from the individual elements and their interaction. 
A typical example of emergent behavior is self-organization, e.g. Turing pat
terns in reaction- diffusion systems. These problems are often irreducible * and 
cannot be solved by analytical means. The only available option to obtain more 
insight in these systems is by explicit simulation. Moreover many of these prob
lems are intractable: in order to obtain the required macroscopic information, 
extensive, computationally expensive simulation is necessary. Simulating mod
els of complex systems requires an enormous computational effort, currently, 
the only feasible way is to apply massively parallel computing techniques to 
these models. 

•Irreducible problems can only be solved by direct simulation 
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A major future challenge is to apply High Performance Computing in research 
on complex systems and, in addition, to offer a parallel computing environment 
easily accessible for applications [143, 142]. 

Traditionally, science has studied the properties of large systems composed of 
basic entities that obey simple microscopic equations reflecting the fundamen
tal laws of nature . These entities could be fluid fields in fluid dynamics, gravi
tat ing galaxies in astrophysics, or gluons in lattice gauge theory. These natural 
systems may be studied by computer simulation in a variety of ways. Gener
ally, the first step in any computer simulation is to develop some mathematical 
model consisting of a finite number of discrete parts . The correspondence be
tween the discrete components and the natural system is completely arbitrary. 
Often, the discretization realized indirectly, by means of partial differential 
equations. An alternative, less widely used, approach is to develop solvers that 
conserve the characteristic intrinsic parallel properties of the applications and 
tha t allow for optimal mapping to a massive parallel computing system. These 
solvers have the properties tha t they map the parallelism in the application via 
a simple transformation to the parallelism in the machine. With these simple 
transformations the necessity to express the application into complex mathe
matical formulations becomes obsolete. One example would be the modeling 
of a fluid flow. Traditionally this problem is simulated through mathematical 
descriptions of the phenomena via Navier Stokes equations and discretization 
of these equations into numerical constructs for algorithmic presentation on 
a computer. This process of simulation involves a number of approximations 
and abstractions to the real fluid flow problem. Moreover, while defining the 
simulation model, intrinsic properties and explicit information of the physi
cal phenomena are obscured. Even worse, the possible implicit parallelism of 
the problem becomes completely indistinct in the abstraction process. Also, 
in several cases, traditional mathematical methods are not able to model (or 
solve) complex phenomena (e.g., turbulence, road traffic, etc.). An alternative 
approach would be to model the microscopic properties of the fluid flow with cel
lular automata. Next, the macroscopical processes of interest can be explored 
through computer simulation. This approach has the advantage tha t the physi
cal characteristics of the fluid flow problem remain visible in the solving method 
and tha t this method conserves the parallelism in the problem. Although such 
simulation methods are not yet completely understood and certainly not fully 
exploited, they are of crucial importance when massive parallel computers are 
concerned. We define these type of solvers as "natural solvers" these techniques 
have in common tha t they are inspired by processes from nature. Four impor
tan t examples of na tura l solvers are Genetic Algorithms (inspired by the pro
cess of na tura l selection) [72], Simulated Annealing (inspired by the process 
of cooling heated material which converges to a state of minimal energy) [83], 
the Lattice Boltzmann method (a many particle system with a macroscopic be
havior tha t corresponds to the hydrodynamic equations) [151], and artificial 
Neural Networks. In parallel computing especially the class of natural solvers 
is a very promising approach, since the characteristics of the original physi-
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Figure 1.1: Outline of a Parallel Programming Model for Dynamic Complex Syst 
on Parallel Computers 

cal phenomenon remain visible in the solving method and for most solvers, the 
implicit and explicit parallelism of the problem remain conserved. 
In Fig. 1.1 the different steps in the mapping process from application onto par
allel machines is presented. As can be seen, an application is first transformed 
into a solver method. Detailed knowledge of the problem domain is obligatory. 
A solver can have a different nature and one particular problem can be repre
sented by different solver methods (like the example of the fluid flow). Next, 
the intrinsic parallelism in the solver is passed through the decomposition layer 
that captures the parallelism and dependencies into objects and communication 
relationships. Finally, these two classes are mapped onto a Virtual Parallel Ma
chine model that allows for implementation on a large suite of parallel systems. 
In a nutshell we have just described the main context of this thesis. The main 
emphasis is on the definition, characteristics and applicability of the so called 
decomposition layer, the resulting interacting objects and their mapping onto a 
virtual parallel machine. 
To be able to capture the generic aspects of parallel solvers and to express the 
basic properties of the natural system we will define our own abstract solver 
model indicated as the Virtual Particle model. The Virtual Particle (ViP) can be 
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defined as the basic element in the simulation model. The ViP can be defined 
on several levels of abstraction. For example in a simulation model of a biolog
ical system, the ViP can correspond to a certain level of organization and ag
gregation in the system (e.g., molecule-organelle-cell -tissue-organ- organism-
population). The choice of the abstraction level is determined by a combination 
of the desired refinedness of the model and the computational requirements. 
In the ViP model the microscopic, temporal or spatial, rules have to be specified 
in such a way that they approximate the microscopic rules as observed in the 
actual system. In the ViP model, the ViPs may correspond to the individual par
ticles in the natural solver, as for example in lattice gases. In the ViP model the 
particles can also be organized hierarchically, where ViPs can be an individual 
particle or clusters of ViPs. In such a hierarchical model interactions can oc
cur between individual ViPs, clusters of ViPs, and individuals and clusters. An 
example where clustering of ViPs is applied is in N-body problems, where the 
0(N2) number of long-range interactions between the particles can be approxi
mated by O(NlogN) interactions by using hierarchical tree methods [6, 11, 66]. 
In the hierarchical algorithm the overall complexity of the problem is reduced, 
which allows for the simulation of relatively larger problems, while the infor
mation about the error introduced by this approximation is preserved. By al
lowing to cluster ViPs into a new ViP, it becomes possible to develop an efficient 
abstraction and consequent mapping of the application model onto the Virtual 
Parallel Machine model. 

The natural system is represented by a Dynamic Complex System (DCS), the 
application model, where the individual elements are the ViPs. The application 
model is mapped onto the Virtual Parallel Machine Model (see Fig. 1.2), which 
can be another instance of a DCS consisting of a population of processors. The 
concept of interconnected Virtual Particles will be used to define and build a 
computational framework to allow an efficient mapping of the ViPs to a paral
lel machine model. By means of this framework we are effectively merging the 
application DCS and the parallel machine DCS, each with their specific char
acteristics. By viewing a parallel machine as yet another DCS we are enabled 
to study it with common techniques from the field of natural DCS, i.e., physics. 
An important aspect of complex systems theory is the genericity encountered 
in the statics and the dynamics of the system. Different microscopic interac
tion details are often irrelevant for triggering specific macroscopic phenomena 
like for example pattern formation [162, 86,115], strange attractors [64, 69] and 
phase transitions [140, 128, 146, 102, 41]. 

On the other hand, physical and biological DCSs may be characterized using 
methodology from the field of computer science. In the remaining part of this 
chapter we will talk about the computational aspects of a DCS and discuss a 
number of examples where the computational properties of physical and bio
logical systems are studied. 
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Applications MPP Platforms 

Virtual Parallel Machine 
Model 

^ExplicitJransformation rules 

Figure 1.2: Basic structure of Dynamic Complex System Paradigm: the mapping of the 
application model onto the machine model 

1.2 Computation in Dynamic Complex Systems 

In this section we will discuss the concepts of Universal Computing, Cellular 
Automata, Undecidability and Intractability. The underlying motivation is to 
integrate our current knowledge of formal computation with the notion tha t 
physical (and biological) processes can be viewed as "computations." 

1.2.1 Universal Computing 

The intuitive notion of an algorithm can be formalized by a Turing Machine 
(TM) (Alan Turing, 1912-1954). It is conjectured tha t any way of formalizing 
an algorithm is equivalent to formulating a Turing Machine. Formally, the ba
sic model consists of a finite control, an input tape and a head that can be used 
for reading or writing on that tape. A Turing Machine can execute an algorithm 
defined by a string on the tape. The string is constructed from a finite alpha
bet. A TM can decide whether a given string is an element of a language. A 
language is defined as a set of strings. A Turing Machine can both be used for 
deciding membership and for computing functions (basically the two operations 
are identical). A language L(M) tha t is accepted by a TM M, is said to be recur
sively enumerable (r.e.). The class of r.e. languages includes some languages 
L(M) for which there does not exist an algorithm to determine the membership 
of a string, i.e., we cannot tell whether the machine M will eventually accept 
the string if we let it run long enough, or whether M will run forever [73]. A 
subclass of the r.e. languages are the recursive sets, which are those languages 
accepted by at least one TM tha t halts on all inputs. 
We can also view a Turing Machine as a device tha t computes functions from 
integers to integers. Again we can identify two different classes. First, the so 
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called total recursive functions, which are those functions that are computed by 
Turing Machines that halt on all inputs. For example all common arithmetic 
functions, like multiplication, addition, etc, are total recursive functions. The 
analogon of r.e. languages in the computation of functions are called partial 
recursive functions, i.e., those functions that are computed by Turing Machines 
that may or may not halt on a given input. 
With this background information we can now define the Church-Turing Hy
pothesis, which states that the intuitive notion of an algorithm can be identi
fied with the class of partial recursive functions and consequently computed by 
a Turing Machine. 
Currently we cannot prove this hypothesis because of the informal notion of 
"computable." If we place no bound on the resources (time and storage), the par
tial recursive functions are intuitively computable. It is difficult to tell whether 
the class of partial recursive functions includes all "computable" functions. Many 
other formalisms have been presented, like ?i-calculus and Post systems, but all 
are equivalent to the class of partial recursive functions [73]. 
A TM that can simulate an arbitrary TM is called a Universal Turing Machine 
(UTM) and as a consequence has the ability to do universal computation. The 
rules of a particular TM are encoded on the tape of the UTM. An UTM consists 
of the following parts: the part where the TM is encoded, the part where the 
input is encoded, and a workspace where information representing the current 
state of the TM head, the current character of the TM tape and the movement 
command are encoded. In the section on Cellular Automata, which are a special 
kind of computing devices, we will show that these devices are also capable of 
universal computing. 
In the remainder we will talk about TMs solving problems instead of TMs recog
nizing words or computing functions. We deliberately choose this nomenclature 
because it is more related to the spirit of this thesis. 

1.2.2 Cellular Automata 
Even in systems with a very simple structure, it is possible to observe complex 
behavior. Examples are systems with only a few degrees of freedom, e.g., the lo
gistic map, and systems with many, but a finite degree of freedom, e.g., Cellular 
Automata (CA) [166]. 
The research on CA started in 1948, when von Neumann embarked on an am
bitious project: to show that phenomena as complex as life - the survival, repro
duction and evolution of complex forms of organization- can be reduced to the 
dynamics of many identical primitives capable of interacting and maintaining 
their identity. Following a suggestion by Ulam he adopted a fully discrete ap
proach: space, time and the dynamical variables were defined to be discrete. 
From these first investigations by von Neumann resulted the concept of a cel
lular automaton. The nice thing about CA, is that they are easy to construct and 
are explicitly parallel, which make them good model candidates for implemen
tation on massively parallel computers. On the one hand, CA can be seen as 
discrete approximations to partial differential equations [153] and can be used 
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for modeling a wide variety of Dynamic Complex Systems [100]. Another ap
proach based on so called "intuitive" physics, where basic microscopic interac
tion rules are constructed using a minimal set of physical principles. Lattice 
Gas Automata (LGA) are a good example of this approach [39]. LGA are a spe
cial kind of Cellular Automata to model fluid flow. The microscopic interaction 
rules are constructed such that they conserve basic fluid properties like conser
vation of mass and momentum. In Chapter 5 we will discuss these LGA in more 
detail. 
Cellular Automata are mathematical idealizations of physical systems in which 
space and time are discrete and physical quantities take on a finite set of dis
crete values or states. A cellular automaton (CA) consists of a regular uniform 
lattice of cells. A CA evolves in discrete time steps, with the value of the state 
at one cell being affected by the states of the cells in its neighborhood at the 
previous time step. The neighborhood of a cell consists of the cell itself and its 
immediate neighbors. By immediate neighbors we mean those cells that can be 
reached in r steps. For example if we have r = 1 and a ID lattice, the neigh
borhood consists of the cell and its left and right neighbors, which results in a 
neighborhood of size 3. Let a,(?) denote the the value of cell i in a one dimen
sional cellular automaton at time step t. Each cell value is specified as an inte
ger in the range 0 through k—1. The cell values evolve according to: 

Oi(t) = F[a^r{t- 1) ,«,-_,.+1 {t- 1),.. .,Oi(t - 1),.. .,ai+r(t-l)} (1.1) 

where F is called the transition function of the CA. The parameter r determines 
the range of the rule, i.e., the neighborhood. The size of a neighborhood is 2r+1. 
Propagating features generated in CA evolution travel at most r cells per time 
step. After t time steps a region of at most 1 +2rt cells may therefore be affected 
by a given initial rule. The total number of different neighborhood states, is 
k2r+1 which implies that the total number of different CA rules is kk2'+[. 
It is possible to code a specific transition rule by a numerical code. This code is 
determined from the binary value that is associated with the resulting states 
found after applying the rule to the specific neighborhood. Let's try to clarify 
this by an example. 
Consider a ID CA, with k = 2 and r = 1. The total number of possible neighbor
hoods equals 8: 

111 110 101 100 011 010 001 000 
0 1 1 0 1 1 1 0 

Under each possible neighborhood the new state, to which the middle cell evolves, 
is depicted. The binary number 01101110, which is read from reading the new 
states from left to right, defines the rule. The corresponding decimal number 
is 110, and by definition the update rule is classified as CA 110. Note that the 
transition rule can also be identified with a boolean function. The "space-time" 
diagram of CA 110 is shown in Fig. 1.3 as it evolves from a random initial con
figuration. 
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Figure 1.3: "Space-time" diagram of CA 110. The state '1'cells are represented by black-
, and the state '0' cells by white pixels. 

Universa l comput ing in 2D CA 

In 1971 Alvy Ray Smith constructed a series of progressively simpler CA ca
pable of universal computation [77]. He started by constructing a 2D CA tha t 
directly simulates a Turing Machine, i.e., with a one-to-one correspondence be
tween the steps of the CA and the steps of the TM. The CA states represent both 
tape symbols as well as the states of the TM. If the TM has m tape symbols and 
n internal states, the CA has 1 plus the maximum of« and m states. 
The construction continues as follows, one row of the CA is used to represent 
the tape. The row of cells above the tape contain one cell, h, tha t simulates the 
head. The cells immediately to the left and right of h are labeled a and b respec
tively. The cell jus t below the head is called s, and is used to simulate the tape 
symbol tha t is currently being scanned. All cells, except the tape head and the 
input tape are in the "quiescent" state, denoted by "0." In Fig. 1.5, the labeling 
of the different cells is schematically depicted in a 2D CA grid. Subsequently, 
the following actions of the TM have to be encoded into a CA transition rule: 

• scan the current symbol u in state v. 

• write a new tape symbol p and go into state q. 

• move either left or right. 

Using the neighborhood template of Fig. 1.4 and the schematic representation 
of different types of cells in Fig. 1.5, the actions can be encoded into a CA tran
sition rule: 
One of the four CA rules is applied depending on the cell label of the shaded cell 
(see Fig. 1.4). In all other cases nothing happens with the state of the shaded 
cell. 
In this way, the CA can simulate any given TM in real time. As a consequence, a 
CA can be constructed tha t simulates a Universal Turing Machine in real time. 
In the remaining part of Smith's paper he gives several variations of the con
struction described above, using different neighborhood templates and one di
mensional architectures. 
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Celle Neighborhood c Next state of c conditions 
s P 

0 0 0 

P SQ = U 

P = v 

h 0 
0 F * 0 

S—1"0 a 

0 
always 

a 0 
0 0*0 

0 

q 

if right move 
if left move 

b 0 
P 0 * 0 

q 
0 

if right move 
if left move 

Table 1.1: Part of the transition rule for Smith's universal CA. 

cell h 

I 
ce lia - p • cel b ce lia - p • cel b 

\ X X X X x CL 

Î 

Figure 1.4: The 
neighborhood tem
plate used in White's 
universal computing 
CA 

cell s 

Figure 1.5: Schematic representation of the opera
tion of White's CA. The tape head is labeled h with 
current state P. The cell to the left of h is labeled a 
and the cell to the right is labeled b. Cell s, contain
ing symbol So, is currently being read by the head h. 
The other symbols on the tape are represented by St. 
(Adapted from [109]) 

Classification of CA dynamics 

It is possible to classify CA evolution by their spatial/temporal dynamics. A pos
sible classification was given in [164]. Globally four different classes are iden
tified: 

I. Fixed point behavior, eventually the evolution of a CA ends in a fixed point 
of the state space. 

II. Periodic behavior, the evolution ƒ is periodic with a period T, so f(t) = f(t + 
T). 

III. Chaotic behavior, evolution leads to chaotic pat terns. 
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Figure 1.7: Chaotic and complex behavior in ID CA 

TV. Complex behavior, complicated localized patterns occur, sometimes they 
die out sometimes they don't. 

The first three types of behavior are commonly found in dynamical systems, 
only until recently, behavior of the complex-type has been identified in dynam
ical systems [113, 127, 76, 126]. 
In Figs. 1.6 and 1.7, the four possible types of dynamical behavior are shown for 
1 dimensional CAs. Dynamical behavior of the CAs in Fig. 1.7 are examples of 
computational irreducibility. The problem of determining the configuration of 
a CA after t time steps, given an initial seed and the CA-rule, can be solved in 
0(log t) time for the CAs in Figure 1. The evolution for the two other rules can 
only be found by explicit simulation with length 0(t) [165]. The difference is that 
the former two are reducible and the latter two are irreducible, i.e., their ulti
mate behavior can only be predicted by explicit simulation. For infinite class IV 
CA it is effectively undecidable whether a particular rule operating on a partic
ular initial seed will ultimately lead to a frozen state or not [89,165]. Obviously 
this decision problem is not undecidable for finite CA, because it is always pos
sible to determine its fate in at most kN steps, for k states and N cells. 
In Section 1.2.3 we will discuss the concepts of Irreducibility and undecldabllity 
in more detail. Summarizing CA behavior: 

• Computational reducible behavior: fixed points and periodic. Final state 
of the system may be predicted analytically. 

• Computational Irreducible behavior: chaotic dynamics are unpredictable 
and complex dynamics can even be undecidable. The evolution of these 



1.2 Computation in Dynamic Complex Systems 11 

systems is its own simplest description and its own fastest computation [43]. 

As a consequence of these observations, it is assumed that dynamical systems 
which display complex behavior are capable of universal computation [164, 89]. 
If this hypothesis is true than CA 110, as described above, is a good candidate 
for universal computation [91]. 

1.2.3 Computing and Simulation 
In this Section we will review the most important concepts from the field of 
computational complexity. The notions ofundecidability, intractability and ir-
reducibility will be introduced in an informal way. The position of simulation 
in the world of computational complexity will be discussed in the section on ir-
reducibility which was already loosely discussed in Section 1.2.2. 

Undecidability 

In 1931 the logician Kurt Godel proved that a certain axiomatic system of num
ber theory was incomplete. His theorem informally states that there are certain 
statements about numbers that cannot be proved within the axiomatic formal
ism. Gödel's original proof of the incompleteness theorem is based on the para
dox of the liar: "This statement is false." By changing this statement to: "This 
statement is unprovable," he obtains a theorem instead of a paradox. If this as
sertion is unprovable, than it is true and the formal system is incomplete. If 
this assertion is provable, then it is false and the formal system is inconsistent. 
The original proof of Gödel was based on a specific formalization of number the
ory and was followed by a paper showing that the same methods apply to a much 
broader class of formal axiomatic systems. At that time he could not yet prove 
it for all axiomatic systems, due to the lack of a mathematical definition of an 
algorithm. Only after the formal definition of an algorithm by Turing, it be
came possible to proceed in a more general fashion. In turn Turing showed that 
there is no algorithm for deciding whether or not a program ever halts, i.e., the 
halting problem is unsolvable. One can derive Gödel's theorem from the halting 
problem [22] 
It is a fact that any nontrivial property about TMs, is undecidable. The latter 
fact is known as Rice's theorem [73]. Using Rice's theorem, we know that if we 
observe a physical phenomenon that is able to mimic a universal TM then most 
questions, concerning this phenomenon, in idealized limits of infinity, require 
arbitrary long computations and are formally undecidable. 

Intractability 

Computational complexity describes the amount of time, space or other re
sources needed to solve a problem. 
The space complexity S(ri) denotes the maximum number of cells that a TM M 
will scan for an input of length n. The problem solved by M is said to be of 
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space complexity S(n). The time complexity T{n) denotes the maximum num
ber of moves that M will make for every input word of length n. M is said to be 
of time complexity T(n). 
In the time complexity regime two important classes can be defined: P and NP. 
The class P is informally defined as the class of those problems for which there 
is a polynomial time deterministic TM to solve them. The class NP is informally 
defined as the class of those problems for which there is a polynomial time non-
deterministic TM to solve them. Furthermore, it is defined that a problem be
longs to NP if and only if a given solution can be verified in polynomial deter
ministic time (see also [18]). 
A special class of problems are known as NP-complete. A problem L e NP is NP-
completer if every other problem L e NP can be reduced to it in polynomial time. 
A problem L can be polynomially reduced to another problem L if there exists 
a polynomial time transformation from an instance in L to an instance in L. 
Next, we have to find the first NP-complete problem. Therefore we cannot use 
the above mentioned approach, simply because we do not have a known problem 
to transform from. As we shall see a common trick to prove C - completeness is 
just to mimic a specific machine that accepts an arbitrary language L e C, where 
C stands for a specific complexity class, i.e., P or NP. We shall see that this is 
also the approach that can be used in deciding completeness results for certain 
physical phenomena. Thus in order to prove NP-completeness for our first lan
guage, we must show that this language is able to mimic the computation of an 
arbitrary language in NP on a non-deterministic TM in polynomial time. The 
Satisfiability problem was the first problem for which this was done [18, 58]. 
Mutatis mutandis, we can define the class of P-complete problems. These prob
lems possess yet another characteristic, irreducibility, which will be discussed 
in the next section. 
Another important class of problems is called NP-hard. A problem L is called 
NP-hard if all problems in NP can be reduced to it, but L is not necessarily in 
NP. 
A major open problem in the field of computational complexity is the question 
whether P=NP It is suspected that P is a proper subclass of NP, which implies 
that NP-complete problems are provably more difficult than problems in P. 
In the space complexity regime we can define the classes PSPACE and NPSPACE. 
The class PSPACE is informally defined as the class of those problems that can 
be solved by a polynomial space bounded deterministic TM that halts on all 
inputs. NPSPACE is defined as PSPACE, but now for non-deterministic TMs. 
As opposed to the time complexity classes P and NP, it is possible to prove that 
PSPACE = NPSPACE [73, 58]. Hence deterministic polynomial space is as pow
erful as non-deterministic polynomial space. We can now define the class of 
PSPACE-complete problems: a problem L is PSPACE-complete, if L G PSPACE 
and for all L e PSPACE, L can be reduced to L in polynomial time. It follows that 
if L is PSPACE-complete, then L € P if and only if P = PSPACE and L G NP if and 
only if NP = PSPACE. Note that we could have P = NP even if P ^ PSPACE, 
indicating that if a problem is PSPACE-complete, it is an even stronger indi
cation that it is intractable, than if it is NP-complete [58]. Note that every 
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known NP-complete problem is also in PSPACE. Note that all problems solv
able in polynomial time can be solved in polynomial space. Or in other words, L 
must be able to simulate a universal polynomial-space bounded TM, i.e., a TM 
which can compute every polynomial-space bounded function. The first prob
lem that was proven PSPACE-complete is called Quantified Boolean Formulas 
(QBF)[58]. 
Analogous to the NP-hard problems, we can define a PSPACE-hard problem L 
as a problem to which every other problem in PSPACE can be reduced, but L is 
not necessarily in PSPACE. 

Irreducibility 

Now that we have indicated the hardness of certain kind of problems. We are 
confronted with situations where it is fundamentally impossible to find short
cuts for solving problems, or even worse, solving those problems can be compu
tationally intractable. In this section we will position simulation in the world of 
computation theory. For the moment let us define a system as some dynamical 
entity which evolves through "time." In the contexts of CA we already observed 
that a complex system can be called irreducible whenever the system is capa
ble of mimicking a Universal TM. Problems regarding the system's ultimate fate 
are often computationally intractable. Irreducibility of a problem implies a sim
ulation approach, by the fact that every computational step must be explicitly 
simulated, i.e., we can also conclude that the system suffers from history depen
dence. In other words we want to solve the problem in what state a system will 
be after "running" for t time steps. 

The problem of irreducibility is closely related to the computational theoretical 
notion of efficient parallelization. Computational complexity theory offers dif
ferent formal models for parallel computers, e.g., P-RAM and uniform circuit 
families [18]. A separate complexity class, uniform NC, has been defined for 
problems that admit efficient parallelization [18]. The definition is as follows: 
Let L be a problem that is solved on a standard TM. If the time complexity of 
L is 0(Nk), L is in uniform NCk iff there exists a parallel algorithm which can 
solve the problem is poly-logarithmic time, 0(\ogkN), using only a 0(Nk) proces
sors. The class of P-complete problems now contains those problems which are 
"hardest" to solve in parallel, i.e., for which no efficient parallel algorithm exists 
(unless uniform NC = P, which is also unknown). A well known P-complete prob
lem is the Circuit Value Problem (CVP). The problem is, given an input string, 
to compute the truth value of a so called Boolean circuit, which consists of a hi
erarchical connected topology of boolean gates. Another interesting P-complete 
problem is Generic Machine Simulation (GMS): Given an input x, an encoding 
of a TM T, and an integer t coded in unary, decide whether T accepts x within t 
steps. The P-completeness result of GMS implies that the computation of any 
system that is able to perform arbitrary computations is a P-complete problem. 
As an example consider an N-body system consisting of a set of interacting par
ticles. A question could be: "Will a particular particle ever reach a certain 
part of the embedding space?" It can be shown that this problem is actually 
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PSPACE-hard, hence the solution cannot be found by a "fast" procedure (see 
Section 1.3.2). The system can perform "computations" that are as powerful as 
those performed by universal computers requiring polynomial space. This re
sult implies that the dynamics of the system, i.e., the state of the system t time 
steps away, is a P-hard problem, hence irreducible. 
The definition of computational irreducibility, stating that a system can only 
be explicitly simulated, is the same as stating that a P-hard problem must be 
solved. This implies that efficient parallel simulation is not possible according 
to the given definition. Besides the fact that those systems can not be solved 
by analytical means, they can also not be simulated efficiently in parallel. This 
sounds like a devastating result, especially since this thesis concerns the par
allel simulation of complex systems. 
However, the definition of "efficiently parallel" used by the people from the field 
of computational science differs from the previous definition used in complexity 
theory. Parallel computers are successfully applied to solve large problems from 
the field of computational science. Generally, the speedup in computation time 
is at most linear in the number of cooperating processors. 
Consider for example a parallel method for finding the largest integer among a 
set of« integers. The problem can be solved by decomposing the problem in y/n 
sub problems of sjn elements each. In the first step a sequential algorithm is 
applied in parallel to determine the largest value of each sub problem. Subse
quently the same algorithm is applied to determine the largest value among the 
\/n resulting elements. The parallel time complexity of this method is 0(y/n), 
which is not efficiently parallel, but in practice we can still be satisfied (Note 
that an efficient algorithm of 0(log(n)) exists [18]). 
When simulating a system, certain phenomena or properties can emerge dur
ing the simulation, phenomena that are not explicitly coded in the simulation 
model. By analyzing this emergent behavior, we can answer questions about 
those systems. For every DCS we can define a set of properties we are interested 
in. As an alternative to computing the property we can simulate the system and 
"watch" whether a specific property emerges. 
Even non-computable problems can be "solved" by simulation, just by watching 
the system evolve. An example [125] is the problem of determining whether a 
certain point is a member of the Julia set, which is the closure of the unstable 
equilibrium set of the following complex mapping: 

z(n+l) = z2(n) + c (1.2) 

It is undecidable whether a given point in the complex plane is an element of the 
Julia set [17]. However, it is possible to just simulate the mapping and observe 
the membership of a certain point. 
P-completeness has been proved for a variety of simulation models. For exam
ple, Moore and Nordhal have shown that LGA (see Section 1.2.2) prediction is 
P-complete, implying that there is no shortcut possible to calculate the future 
state of an arbitrary LGA configuration [114]. 
In the next section we will show how the discussed concepts can be used in a 
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computational analysis of models of physical systems. 

1.3 Intractability and undecidability in some Phys
ical Systems 

Physical processes can be viewed as computations [165], where the difficulty 
of answering questions about these processes is equivalent to performing the 
corresponding computations. In principle the behavior of many complex sys
tem can be calculated by explicit simulation. However, the theoretical sciences 
are concerned with devising shorter calculations to reproduce the outcome of 
such systems. Assume a class of systems that can indeed be predicted by us
ing a formula describing its future state. Then essentially, this means that the 
calculations performed by using the formula must be more sophisticated than 
the calculations performed by the physical system itself. This implies that the 
formal system must be more powerful than the corresponding physical system. 
However, for a physical system that is able to perform calculations that are as 
powerful as those performed by a Universal Turing Machine, no shortcuts are 
possible. In contrast some physical processes behave chaotic [33] and therefore 
cannot be viewed as computations. Here we are confronted with a kind of unpre
dictability: it is not possible to predict the future accurately, just because slight 
discrepancies in the initial configuration will grow unbounded in time [40]. This 
implies that, to accurately predict the system t steps in the future, we need 
approximately t digits in the specification of the initial configuration. So, the 
amount of information necessary to predict the future grows exponentially with 
time. 
A trivial example of a physical process that can be viewed as a computation, 
is the logic performed by a general purpose computer. There is no way of find
ing a general procedure for predicting future states. Using computation- and 
complexity theory it can be shown that such systems have a stronger kind of 
unpredictability than chaotic systems [165, 113]. Of course everything that is 
said here is based on the Church-Turing Thesis and in particular on a physical 
version of it: 
"Universal computers are as powerful in their computational capabil
ities as any physically realizable system can be, so that they can simu
late any physical system [165]." 
If this hypothesis is true, no physical system can shortcut a computationally ir
reducible process. In this case simulation is the only way out. A system with 
bounded storage capacity that solves PSPACE-complete problems can be called 
universal. Can we find any physical system, other than an artificial computer, 
that is capable of universal computation? It is conjectured there are many of 
such systems [123, 165, 113]. A complex dynamical system, that can simulate 
any universal computation is PSPACE-complete. The question whether a given 
initial state x will ever reach a particular set A is equal to the question whether a 
Universal Turing Machine ever halts for a given initial input. Even if x is known 
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exactly, its basin of attraction is not a recursive set, i.e., there is no algorithm to 
test whether or not a point is in it [113]. In the section on CA we have seen that 
even in structurally very simple computational systems, very complex behav
ior can emerge, so that questions about their long time behavior are formally 
undecidable. 
Summarizing so far, we can can say that a dynamic complex system is formally 
intractable if it can simulate any polynomial space bounded TM and thus ques
tions regarding its behavior can be PSPACE-hard. In addition it is possible that 
some systems can simulate any polynomial time bounded non-deterministic 
Turing Machine. Imagine for example a system in which certain questions 
about it can be non-deterministically guessed and checked in polynomial time. 
Questions regarding such systems can be called NP-complete. The last and 
most difficult type of behavior, is displayed by those systems, which are capa
ble of imitating any Turing Machine, with no resource bounds. Answering ques
tions about these kind of systems can be formally undecidable, we can simulate 
for ever, without being certain of its behavior. Note that only systems having 
a continuum of states are potentially Turing universal, while in space bounded 
systems having a finite number of states, the limited precision will cause that 
after some period, the system will return exactly to some previous state. 
In this section we will discuss models of three different complex systems, namely 
an optical system, [127], an N-body system [126] and non-equilibrium growth [80]. 
It can be shown that these systems exhibit undecidable, intractable and irre
ducible behavior. We will shortly describe these systems and their related hard
ness proofs. For a thorough description we refer to [127, 126, 80]. 

1.3.1 Optical Beam Tracing 

First the optical system, which also forms a basis for the hardness proofs of the 
N-body system. In [127] the "Computability and Complexity of Optical Beam 
Tracing" is explored. The Ray Tracing Problem (RTB) is stated as: 

Given an optical system (a finite set of reflective or refractive surfaces) 
and an initial position and direction of a light ray and some fixed 
point p, does the light ray eventually reach the point p? 

We summarize the computability results for different optical models, for more 
detail see [127]: 

1. In a three dimensional system which consists of a finite set of mirrors, half-
silvered mirrors and quadratic lenses, RTB is undecidable. The proof re
mains valid for rational coordinates. 

2. In a three dimensional system which consists of just a finite set of mirrors 
with irrational endpoint coordinates, RTB is undecidable. When the end-
points are restricted to rational coordinates the problem is PSPACE-hard. 
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3. For any system with dimension > 2, which consists of a finite set of mirrors 
with rational endpoints which lie perpendicular to each other, RTB is in 
PSPACE. For dimensions > 3 the problem is PSPACE-complete. 

By showing that the total pa th of the light ray can be divided into sub paths 
and their corresponding rational equations, all models can be shown to be re
cursively enumerable. Hence the total path can be traced. In order to prove 
undecidability, an optical model must be able to mimic an unrestricted Turing 
Machine. This can be achieved by coding the contents of the tape by (x,y) coor
dinates of the position of the light ray. The states of the TM are "coded" by basic 
optical boxes (a specific set of mirrors and lenses), which implement the transi
tion function 8 for a particular state. The mapping of 8 onto the operation of an 
optical model is done by simulating the two basic different types of transitions: 

8(q,c) = (q ,w,L) (1.3) 

5{q,c) = (q ,w,R) (1.4) 

Where L and R represent a left and right move respectively, q and q correspond 
to TM states, c to the read symbol, and w to the writ ten symbol. The basic 
boxes implement the various transition functions, by manipulating the light ray 
through the use of mirrors and lenses, which in turn implement the functioning 
of an entire TM. Undecidability of RTB using some optical model can be proven 
by showing that an unrestricted TM can be mimicked. PSPACE-hardness can 
be proven by showing that some space bounded TM can be mimicked. 

1.3.2 N-body Simulation 

A second physical model to which a hardness proof is applied, is N-body simu
lations [126]. The N-body simulation problem is stated as follows: 

Given initial positions and velocities of n particles that have pair-wise 
force interactions, simulate the movement of these particles so as to 
determine the positions of the particles at a future time. 

The problem of determining whether a specific particle will reach a certain re
gion at some specified target time is called the N-body reachability problem. The 
equations of motion for each body is given by Newton's laws of motion which 
constitute n ordinary differential equations. The corresponding solutions can 
be approximated by time stepping. The initial positions and velocities of the 
bodies are given by n^-bit rational. The destination position is given by a ball, 
which is an «-bit rational (the ratio of two «-bit integers). A related result can 
be found in [53], where the "billiard ball computer" is introduced and which is 
proved to be PSPACE-hard. However this model depends on non-movable ob
stacles as does the optical model stated above and hence is not applicable to 
N-body simulation. 
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The hardness proof is done by constructing an analog of optical beam tracing in 
the N-body system. It is assumed that initial positions, velocities and position 
of the destination ball are rational. The global sketch of the proof is by reduc
ing several problems to each other, starting with a known PSPACE-hard prob
lem, namely that of optical ray tracing with reflective (only mirrors) surfaces 
and ending with the n-body simulation problem by subsequently reducing sub-
problems. For a detailed overview we refer to [126]. 

1.3.3 Non Equilibrium Growth Processes 
In equilibrium growth processes, as for example found in a perfect crystal where 
the growth process is near or in equilibrium, molecules are exploring various 
sites of the crystal and are added to the crystal until the most stable configu
ration is found. In this type of growth process a continuous rearrangement of 
particles takes place, the process is relatively slow and the resulting objects are 
very regular [134]. In some cases the growth form which emerges is a normal 
object from Euclidean geometry whereas in other cases objects are formed that 
resemble regular fractal objects. 
Many growth processes in nature are not in equilibrium. An extreme example 
is an aggregation process of particles where as soon as a particle is added to 
the growth form, it stops trying other sites an no further rearrangement takes 
place. The local growth probabilities are not equal everywhere on the aggregate 
and an instable situation emerges. The growth process in non-equilibrium is 
relatively fast and often irregular objects, characterized by a fractal dimension, 
are formed [133,134, 132]. An example of a growth process, in non-equilibrium 
from physics, is viscous fingering. The phenomenon can be demonstrated in an 
experiment where air displaces a high-viscosity fluid between two glass plates. 
In Fig. 1.8 a diagram is shown of an experiment where air is injected between 
two glass plates at y = 0 and displaces a high viscosity fluid, which is only re
moved at the top of the plates (both sides are closed). The pressure P will be 
the highest at y = 0 and the lowest at v = L, where L represents the length of the 
glass plates. In the fluid the pressure is given by the Laplace equation [47]: 

-V2P = 0 (1.5) 

In the air the pressure is everywhere equal, since its viscosity can be ignored. 
The pressure in the air equals to the input pressure P(y = 0) and the conse
quence is that the largest pressure gradients occur at the tips of the fingers in 
Fig. 1.8, while the lowest gradients occur below the tips. The probability that 
the fingers continue to grow will be the highest at the tips and in a next growth 
stage the pressure gradients in the tips are still more amplified, resulting in 
an instable situation. In Fig. 1.9 an example of the resulting growth pattern is 
shown, it is an irregular shaped object, known in the literature as viscous fin
gering. 
Another example of growth in non-equilibrium is growth of a bacteria colony (for 
example Bacillus subtilus) on a petri-dish [56]. The colony consumes nutrients 
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Figure 1.8: Diagram of a viscous fin
gering experiment 

Figure 1.9: Example of a viscous fin
gering growth pattern 

from its immediate environment and the distribution of nutr ients is determined 
by diffusion. When it is assumed that the concentration c is zero at the colony 
and that the diffusion process is fast compared to the growth process, the con
centration field will at tain a steady state in which the diffusion equation 

dc 

dt 
= <Dy2c (1.6) 

equals zero. In this equation 'D is the diffusion coefficient. The nutr ient source 
may be, for example, a circle around the colony or a linear source where the 
concentration is maximal. The local nutrient concentration at sites between the 
colony and the source can be described with the Laplace equation: 

V 2 C: 0 'XD 

The growth process of a bacteria colony, viscous fingering, and various other 
growth patterns from physics as for example electric discharge pat terns and 
growth forms of electro deposits, can be simulated with one model: the Diffu
sion Limited Aggregation (DLA) model [162, 163, 133]. At the heart of all these 
growth pat terns there is one Partial Differential Equation, the Laplace equa
tion, which describes the distribution of the concentration (Eq. 1.7), pressure 
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(Eq. 1.5), electric potential, etc., in the environment of the growth pattern. The 
underlying Laplace equation can be solved numerically and a DLA cluster can 
be constructed using the nutr ient distribution over the lattice. The cluster is 
initialized with a seed and the following boundary conditions are applied: c — 0 
on the cluster itself and c = 1 at the nutrient source, which may be circular, lin
ear etc. The probability p tha t a perimeter site with index k will be added to the 
DLA-cluster is determined by 

(c/ )n 

p(k e perimeter sites -tke cluster sites) = — — -:—— (1.8) 
-^/eperimeter sites \ c i ' 

where Q = concentration at position k 

The exponent r\ applied in Eq. 1.8 describes the relation between the local field 
and the probability. This exponent usually ranges in experiments from 0.0 to 
2.0. The sum in the denominator represents the sum of all local concentrations 
of the possible growth candidates. The probability tha t new sites will be added 
to the cluster will be the highest at the tips of the cluster, where the steepest nu
tr ient gradients occur, and the lowest in the bays between the branches. In suc
cessive growth steps the nutr ient gradients at the tips will even become steeper 
and a comparable instable situation is encountered as in the viscous fingering 
example. The effect of changing the exponent r\ in Eq. 1.8 is tha t the overall 
shape of the cluster changes. For the value r\ = 0 the shape changes in a com
pact cluster and it can be demonstrated that the DLA-model for this special case 
transforms into the Eden model [44]. This model is one of the earliest proba
bilistic cellular automata to simulate growth. In the Eden model each possible 
growth candidate has the same probability to become occupied. For the value 
q = 1 the normal DLA-cluster is obtained, while for higher values more den
dritic shapes are generated [105]. With the parameter q the effect of nutr ient 
gradients on the growth process can be controlled, where the Eden model is an 
extreme example in which gradients have no effect on the local probability tha t 
a new site will be added to the growth form. 
In order to model and simulate different natural growth processes, a variety of 
growth models have been suggested, each with different characteristics. Most 
of these models display scaling or fractal behavior, analogous to characteristics 
observed in second order phase transitions. Besides DLA and Eden, other ex
amples of these models are: invasion percolation, and ballistic deposition [106]. 
From a computational point of view these models can be divided in two classes 
known from computational complexity theory: uniform NC and P (see Section 
1.2.3). 
As usual complexity classes are defined for decision problems, so in order to 
talk about the computational complexity of growth models, they have to be for
mulated as such. Consider a cluster growing on a lattice of TV sites. The deci
sion problem can be divided into N separate decision problems, corresponding to 
whether the N sites of a lattice will eventually be occupied or not by the spread
ing cluster. Through the equivalence of a hydrodynamic model [85] it can be 
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shown that DLA is P-complete[95], hence DLA can be regarded as a universal 
computer for problems in P. On the other hand the Eden model and invasion 
percolation can be formulated as waiting time models [131] and as such can be 
proven to be in the class uniform NC [96]. 
Let us first consider the equivalence between DLA and the Chamber-Tube (CT) 
model [85]. An approach to model two-fluid flow (an inviscid fluid driving a vis
cous one) in a porous medium is to regard the porous medium as a system of 
chambers connected by tubes. The pressure of the viscous fluid driven by the 
invading fluid, satisfies a Laplace equation: V2/? = 0. Basically this is the CT 
model, which can be shown to be equivalent to DLA. In [95] it is shown that 
this CT model is P-complete, from which a restricted planar version of this CT 
model is also shown to be P-complete. Intuitively the DLA model is inherently 
history dependent (hence irreducible), i.e., the growth at a given time step de
pends in the prior history of the system (Markovian). Because of this property, 
the DLA model does not lend itself for exact efficient parallelization in the com
putational complexity sense. 
Apparently also Eden models suffer from history dependence, at each time step 
a particle is added randomly to the perimeter of the cluster. In [96] it is shown 
that this history dependence can be overcome. In [131] a mapping is made be
tween the Eden model and the growth of directed polymers in random media. 
The directed polymer problem is defined in a random medium, at zero temper
ature. To each site i of a lattice, a random number .r, from some probability dis
tribution is assigned. This random number corresponds to the local interaction 
energy between the polymer and the embedding medium at this site. A directed 
polymer is a directed path P tha t spans the lattice. The energy of the polymer 
is the sum of the x's along the path P. At zero temperature the polymer will be 
in the lowest energy configuration, such that E will be: 

E = minP\^x\ (1.9) 

Subsequently an equivalence with Eden growth can be made. Set a clock on 
each site of the lattice and record the time during which the site has been a po
tential growth site, without being actually part of the cluster. Note that even
tually all sites will be par t of the Eden cluster. Call this delay x, for site i. From 
these delay times, the real time f, at which the site became par t of the cluster 
can be computed: it is equal to the time at which i became a neighbor to the 
cluster plus the time x(. The time t/ at which the neighbor becomes par t of the 
cluster is the minimum of the sum of delays to this neighbor: 

t,=minpA ^jXj } (1.10) 

The resemblance between Eq. 1.10 and Eq. 1.9 is obvious. The time should be 
compared with the minimum energy of a polymer. This so called waiting time 
model can in turn be mapped onto a Minimum-Weight Pa th algorithm (MWP), 
which is known to be efficiently parallelisable. MWP is defined as: 
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An undirected graph G — (V,E), where V is a set of sites and £ is a set 
of bonds connecting pairs of sites. Weights w(i, j) are assigned to each 
bond {i,j} G E. The problem is to find a matrix containing weights of 
the minimum-weight paths between every pair of sites in V. 

We have seen that it is possible to describe both Eden and DLA with the same 
equation [122], only differing in one parameter x\. Whenr) — 1 DLA is recovered, 
and when r| = 0, the Eden model is obtained. It follows that, though both DLA 
and Eden can be described by the same equations, they are not equal in com
putational complexity. We now speculate that this transition to another com
plexity class can be established by changing this r\ parameter. It is interesting 
to know whether general properties and conditions for this difference in time 
complexity between growth models can be found. 

1.4 Speculation: Computing at The Edge of Chaos 

So far we have identified systems which display all kinds of complex behavior, 
i.e., they were found to be computationally irreducible or intractable or even for
mally undecidable. The other side of the metaphorical DCS medal are the phys
ical aspects of computation. Questions we can ask at this point is: "When does a 
system display complex behavior?" or "Where are the most difficult problems in
stances located?" The first question tries to answer the physical requirements 
and consequences for computations, complementing the theoretical computa
tional aspects discussed in the previous sections. The second question deals 
with the location of computationally difficult problem instances, instead of only 
classifying them by their worst case scenarios. This thesis will not be that ambi
tious and overconfident to answer these long standing open problems, however 
we will shortly discuss current hypotheses regarding this subject. In Chapter 3 
we will discuss this matter in the context of a famous problem in parallel com
puting: the Task Allocation Problem. 
In 1949, Shannon wrote a book on "The mathematical theory of communica
tion." In this work Shannon defines a mathematical framework for the quan
tification of and the reasoning about information. The most important quan
tity that he defines is called information entropy, which is quite similar to the 
thermo-dynamical entropy used in statistical physics. Instead of quantifying 
disorder by the probability of each state in which a physical system can be 
found, information entropy quantifies uncertainty of a data stream by using 
the probabilities of the occurrence of each symbol. We will go in more detail to 
this subject in Section 3.4.1. 
Some authors [164, 88, 31] believe that when a system displays "complex" be
havior, universal computations can be performed. Mechanically speaking a 
computational system requires transmission, storage and modification of infor
mation. So, whenever we identify those three components in some dynamical 
system, the system could be computationally universal. But then the ques
tion remains when does this happen? Broadly said, using information theo-
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retic results, we can answer this question by saying that it must take place at 
an intermediate level of entropy: stored information, lowers the entropy, but 
transmission of information increases the entropy level. 
In a number of papers, Christopher Langton and co-workers have tried to an
swer this question by considering Cellular Automata as a theoretical model for 
a physical system [88, 89, 92, 167, 67]. The hypothesis "Computation at the 
Edge of Chaos" resulted from this research. Briefly it says tha t universal com
putations can take place at the border between order and disorder (i.e., chaos). 
This statement partly resulted from the field of statistical physics: temporal 
and spatial correlations can become infinite during or at a second order phase 
transition between for example a solid and a liquid phase. Recall tha t a dis
continuous change in an order parameter of the system corresponds to a first 
order transition. A sudden, but continuous, change corresponds to a second or
der transition. At such a transition, the system is in a critical state. By some 
authors [88, 82] it is believed that these infinite correlations can be interpreted 
as long-term memory needed to store information. 
Some non-equilibrium systems can display critical behavior without external 
parameter tuning. This critical behavior is analogous to the behavior of equi
librium system at second order phase transitions, i.e., no characteristic length 
scales can be found. Systems with critical behavior as an attractor, are denoted 
by the term Self Organized Criticality (SOC), coined by Bak and co-workers [9]. 
In Chapter 6 SOC is studied in the dynamics of parallel discrete event simula
tion. 

1.4.1 Phase transition in CA 

In this paragraph we will shortly review the work on phase transitions in CA, 
conducted by Langton motivated by the work of Packard [120]. If we have a 
e s t a t e CA with a neighborhood size r, the total number of possible transition 
rules is kk', which can become very large, even for a moderate number of states 
and/or a small neighborhood. If a structure is present in this enormous space, 
it should be possible to identify areas of equal complexity (Wolfram classes (see 
Section 1.2.2) and how these areas are connected to each other. Using this or
dering scheme, one can locate those areas which support the transmission, stor
age and modification of information. Langton suggested the X parameter, to 
structure the CA rule-space. An arbitrary state 5 e Z is assigned to the quies
cent state sq. Let there be n transitions to this quiescent state in an arbitrary 
transition rule. The remaining kr - n transitions are filled randomly by picking 
uniformly over the other k - 1 states: 

, k'-n 
l = ^ ~ ( L I D 

If X = 0.0 then all transitions in the rule will be to the quiescent state sq. If A, = 1.0 
there will be no transitions to sq. All states are represented equally in the rule 
if X— 1.0- l/k. With the aid of the À-parameter it should be possible to exam
ine the conjecture that complex behavior is located at intermediate regime be-
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tween ordered and disordered behavior. The spectrum of dynamical behavior 
can be explored with the so called table-walk-through-method which increases 
the ^-parameter at successive time steps. At each new time step a transition 
table is incrementally updated using the the transition table at the previous 
time step. Because the described method is actually a "random walk" through 
a coarse grained version of the CA state-space, each table-walk displays quan
titatively different behavior. Several measures can be used to characterize the 
dynamical behavior of the CA at each new value of the A,-parameter. These mea
sures include the numerical determination of entropies and both temporal and 
spatial mutual information statistics, which is a kind of correlation measure for 
information entropy. In Section 3.4.1 we will discuss these measures in more de
tail. At intermediate values of X, i.e at the edge between ordered and disordered 
dynamics several remarkable events occur: 

• Transient lengths grow rapidly, analogously to the physical event of criti
cal slowing down. 

• Transient lengths depend exponentially on the size of the CA. 

• Mutual information measures have their maximum values (both spatial 
and temporal mutual information) (see Fig. 1.10) at the entropy transition 
(see Fig. 1.11) 

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 

Figure 1.10: Temporal mutual information between two sites separated by one time 

step for a 4-state 2-neighbor CA, as X is varied. 

The exponential dependence of transient lengths on the size of the CA could 
be compared to the exponential dependence on problem size in the NP and 
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Figure 1.11: Site entropy, both for a 4-state 2-neighbor CA, as X is varied. 

PSPACE complexity classes. As for the halting-computations, it will be formally 
undecidable for an arbitrary CA in the vicinity of a phase transition, whether 
transients will ever die out. The increase in mutual information indicates that 
the correlation length is growing, which implies further evidence for a phase 
transition in that region. Of course we cannot observe a real phase transition 
other than in the thermodynamic limit. 

Other evidence for the "Edge of chaos" hypothesis can be found in the work of 
Crutchfield on continuous dynamical systems [30] and the resulting e-machine 
reconstruction. In [32] the so called intrinsic computation abilities of a continu
ous dynamical system are investigated. The output of the system (an iterative 
map: xn+\ = ƒ(*„)) in time is coarse grained into a sequence of zeros and ones. In 
other words the output domain x„ is divided into two regions, P0 — {xn < xc} and 
Pi ~ {*n >Xc}, where xc is an arbitrary chosen division point. The complexity of 
the dynamical system is quantified by construction of the minimal regular lan
guage which accepts the generated sequence. The complexity and entropy (see 
Eq. 3.34) for the logistic map was examined in [32] using the method of reg
ular language complexity (size of the corresponding finite automaton). It was 
found that the lowest values of complexity corresponds to the periodic and fully 
chaotic regimes of the map. The highest value of the complexity occurs where 
the period doubling cascade of the map meets the band-merging cascade, i.e., 
at the border between order and chaos. 

In [42] the work of Langton and Crutchfield is complemented by examining 
the dynamical behavior of Turing Machines. A class of 7-state 4-symbol Tur
ing machines, which also includes Minsky's universal Turing machine[108], 
was used to address the question whether universal computation is found be-
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tween order and chaos. A large number of randomly created TMs was used to 
generate three different sequences: a sequence of symbols read, a sequence of 
states and a sequence of moves made by the TM head. For all these sequences 
the corresponding regular language complexity was calculated using the tech
nique of e-machine reconstruction and plotted against its block-entropy (see 
Section 3.4.1). They found that the most complex TMs are indeed located at 
intermediate values of the entropy, including Minsky's universal TM. 
Mitchell et al. reviewed this idea of computation at the "edge of chaos" and re
ported on experiments producing very different results from the original "edge 
of chaos" experiment by Packard [120]. They suggest that the interpretation of 
his results is not correct [110]. Those negative results did not disprove the hy
pothesis that computational capability can be correlated with phase transitions 
in CA rule space; they only showed that Packard's results did not prove the hy
pothesis [109]. All in all this is still an open research question that might have 
a large impact on the understanding of computation in CAs 

1.5 Conclusions 

The use of simulation in the natural sciences is on the one hand being pushed by 
the advent of powerful computing systems and on the other hand being pulled 
by the theoretical limitations of conventional methods. The complex systems 
approach to understand natural phenomena is probably a result of these forces 
that promote computer simulation. Computer simulation and complex systems 
are very tightly connected. 
Simulating large complex systems requires high performance parallel computer 
platforms. Hence, there is also a strong push for even more powerful comput
ing systems. From a computer science point of view one would like to exploit 
the generality of these complex systems models for efficient simulation. This 
generality can be extended to include a parallel computer itself as a complex 
system. Thus, in order to simplify the simulation of a complex system on a par
allel computer, an efficient mapping of a general complex systems model onto a 
specific complex system instance, i.e., a parallel computer, has to be realized. 
Cellular Automata can be regarded as both a model for parallel computers as 
well as a general model for complex systems. With CA we can implement mi
croscopical rules to implement a corresponding physical process. Lattice Gas 
Automata are a well known example where CA are successfully used to do com
putational fluid dynamics. On the other hand an arbitrary transition rule can 
be viewed as an artificial physical system with its own characteristics. It has 
been shown that CA are very powerful computational systems, even capable of 
universal computation. Wolfram has tried to classify CA dynamical behavior 
into 4 different classes, in close analogy with conventional dynamical systems. 
It has been speculated that so called class IV CA, which display "complex" dy
namics, are capable of universal computation. 
It is often the case that understanding the dynamics of a system composed of 
many interacting particles can often only be accomplished by simulation. Ir-
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reducibility of the underlying dynamics of the model is the theoretical cause 
of this necessity. Hard problems are defined as such by their worst case com
plexity. Therefore, there are no closed form algorithms for these problems, and 
explicit simulations are required. 
Another fundamental limitation to understand the definite fate of a large set 
of complex systems is caused by the intractability of such systems. Basically, 
intractability implies that every possible trajectory or configuration of a system 
has to be explored in order to know a desired property. 
By analyzing the computational complexity of some common physical and bio
logical systems, it has been shown that irreducibility and intractability are not 
just some properties that appear only in theoretical mathematical problems. 
The hardness of predicting the dynamics of «-body simulation has been demon
strated as well as the irreducible behavior of some biophysical growth models. 
Complementary to the speculation of universal computation in class IV CA, it 
is conjectured that this "complex" behavior appears at a phase transition of the 
CA dynamics from ordered to disordered behavior. By parameterizing a CA rule 
table, Langton demonstrated that long range spatial and temporal correlations 
appear exactly at this phase transition. It is assumed that these long range 
correlation are necessary for universal computation. 

1.6 Outline of this thesis 

In this chapter we have sketched the context of the thesis and the main prob
lems that it will try to tackle. In the remainder of this thesis the results of an 
academical journey will be discussed in detail. The major philosophy behind 
the research approach practiced in this thesis is to stick as close as possible to 
the abstract notion of parallel task graphs as a mathematical framework for de
scribing virtual particles. 
Based on the abstract view of interacting virtual particles, a parallel compu
tation framework is introduced. This framework embodies the basic research 
tool as well as a subject of the research in this thesis. In Chapter 2 we will dis
cuss the design and implementation of the framework, called Parallel Cellular 
Automata Modeling environment (P-CAM). 
An important problem in parallel computing research, static task allocation is 
studied. In Chapter 3 we will study the task allocation problem (TAP) from a 
complex systems point of view. That is by using analogies from from complex 
systems from physics. Various analytical and experimental tools from the field 
of statistical physics can be used to study the TAP. A statistical approach is 
taken to study theoretical and empirical aspects of a constrained class of task 
graphs: random task graphs. 
Because optimal parallel task allocation is an intractable problem, we are con
fronted with a fundamental difficulty. In order to find the optimal allocation a 
exploration of all the possible task allocations is required. Therefore a heuris
tic approach is taken. Parallel task graphs are optimized by applying parallel 
evolutionary optimization algorithms implemented using the ViP framework of 
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Chapter 2. A uniform parallel optimization framework is defined in Chapter 4 
and applied to both a real world application from parallel finite element sim
ulation and the theoretical task graph model of Chapter 3. The parallel opti
mization framework can also be used to (sub-optimally) solve arbitrary compu
tationally intractable problems. 
To show the general applicability of the parallel simulation framework, two case 
studies are presented in Chapter 5. The first case is a natural solver approach 
to a combined aggregation and computational fluid dynamics problem. Using 
advanced parallelization techniques offered by P-CAM a parallel lattice Boltz-
mann solver is implemented. For the second case, a fully functional dynamic 
load balancing module is presented which is plugged into an existing parallel fi
nite element program. Several simulation studies are presented to demonstrate 
the usability of the dynamic load balancing approach to parallel finite element 
simulations by exploiting the general applicability of the ViP framework. 
An important issue in the simulation of complex systems is the order of updat
ing individual virtual particles. Basically, we can discern two methods: syn
chronous and asynchronous updating. In the previous chapters we assumed 
synchronous updating for all simulation models, that is every virtual particle 
gets updated simultaneously. In Chapter 6, asynchronous updating will be con
sidered. Parallel execution of asynchronous virtual particle models imposes a 
considerable amount of additional bookkeeping effort in order to assure correct 
dynamical behavior. Several so called parallel discrete event protocols have 
been defined to accomplish this task. In this chapter, the complex behavior 
of one of these protocols, Time Warp, is studied. Most of the results are still 
preliminary, but very interesting with respect to the identification of complex 
behavior in parallel computation. 



Chapter 2 

P-CAM: A Framework For 
Parallel Complex Systems 

Simulations 

"If [man] thinks of the totality as constituted of independent fragments, then that 
is how his mind will tend to operate, but if he can include everything coherently 
and harmoniously in an overall whole that is undivided, unbroken, and without 
a border then his mind will tend to move in a similar way, and from this will 
flow an orderly action within the whole. " 

-D. Böhm, Wholeness and the Implicate Order 

2.1 Introduction 

In this chapter we introduce a software framework to support parallel simula
tion of dynamical complex systems. As already discussed in Chapter 1, most 
complex systems show emergent behavior making it in many cases impossible 
to analytically determine the destination of the system. The complexity of such 
a system renders many questions regarding the system intractable. No closed 
form analytical solutions can be constructed, which necessitates a simulation 
approach. 
The only remaining possibility is explicitly following the system trajectory through 
its phase space by a direct simulation. However, due to the complex nature of 
the system, i.e., the great amount of disparate elements and their mutual in
teractions, the required computing resources are often enormous. 
The required scale of correct modeling often depends on problem specific pa
rameters. For example in fluid dynamics, the spatial modeling scale depends 
on Peclet and Reynolds numbers. In turbulent flow regimes, spatial effects on 
the smallest length scale play a significant role in the observed macroscopic be
havior. Besides such system characteristics, also complex boundaries may re
sult in the failure of analytical calculations. In many other areas, like biology, 
the importance of microscopic modeling is mostly not caused by a breakdown of 
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macroscopic formulae, but merely by the lack of such analytical models. For re
alistic biological modeling there simply is no such thing as a formal description 
of static or dynamic behavior. Modeling comes about by observing reality and 
by an intuitive description of the important entities and their interactions. The 
only possible way of knowing the fate of such models is through explicit simu
lation. 
In this chapter, we design a complex systems simulation framework that allows 
for a natural mapping between "real" complex systems and complex parallel 
computer systems. We have implemented the software framework, and use it 
throughout the remainder of this thesis. 
The trajectory of modeling a natural phenomenon to executing this model on a 
(parallel) computer platform is usually undertaken each time a new system un
der study is simulated. In Fig. 1.1 (Chapter 1) the trajectory of an application to 
the parallel machine is schematically given. Ideally, one should employ a fixed 
generalized path which is instantiated by a specific simulation model. In order 
to realize such a method of "mapping" a natural system onto a machine, it is 
common to refer to both the na tura l system as well as the machine as a com
plex system [52, 145]. The framework of Dynamical Complex Systems (DCS), 
should provide a generic interface for "mapping" these systems. 
To implement the DCS view we introduce a methodological framework and a 
software kernel. On the one hand, the framework is used to formalize and ex
periment with "mapping" issues in DCS. Specifically, for studying paralleliza-
tion problems like static and dynamic load balancing, discussed in Chapter 3 
and Chapter 5 of this thesis. On the other hand, a software kernel is used 
to implement simulation models t ransparent ly on parallel computer systems. 
Much of the cost and effort in the implementation of a parallel complex sys
tem simulations stems from the continuous rediscovery and reinvention of core 
concepts and components. To circumvent this problem, we introduce a frame
work suited for building parallel simulation programs. A framework is defined 
as a reusable, "semi-complete" application tha t can be specialized to produce 
custom applications [46]. Similar environments have been developed by other 
research groups, such as CAMEL [20] and PECANS [21] and Parallel Cellu
lar Automata [68]. However, the emphasis of these frameworks is less on the 
parallel computing point of view but more on the model specification site. Our 
approach is based on an efficient use of the parallel computing resources by the 
complex system model. 
In this chapter we introduce a computer implementation of a parallel simu
lation environment based on a conceptual complex systems framework of in
terconnected virtual particles as introduced in Chapter 1. The concepts and 
implementation of our Parallel Cellular Automata Modeling environment (P-
CAM) are discussed in Section 2.2. P-CAM enhances modularity by encapsulat
ing volatile implementation details behind interfaces. Its modularity helps im
prove the parallel application quality by localizing the impact of design and im
plementation changes, reducing the required effort of understanding and main
taining. Moreover, the re-usability leverages the domain knowledge and prior 
effort of tedious implementation details in order to avoid re-creating and reval-
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idating common solutions to recurring parallelization issues. 
In Section 2.3, a very important issue in parallel computing, namely, dynamic 
load balancing (DLB), is discussed in the context of our framework. It is shown 
that the framework is suited to incorporate a well known DLB strategy and for 
efficient testing of new heuristics. 

2.2 A Parallel Complex Systems Simulation En
vironment 

The concept of DCS, a set of interconnected virtual particles which evolve through 
time using some execution model, is implemented in P-CAM. In order to satisfy 
the requirements of DCS, the system must meet several features. Foremost, 
the definition of a virtual particle can be completely arbitrary, as long as some 
basic computation can be carried out within this particle. The interconnection 
structure between particles can be anything from a regular grid to random con
nected graphs. During the evolution of the system, particles and connections 
can be created or annihilated. To support parallelism, virtual particles can be 
allocated to virtual processors. In addition, the allocation is allowed to be dy
namic, that is a virtual particle may be re-allocated to another virtual processor. 
By separating parallel computing functionality from the actual simulation one 
is forced to use specific framework peculiarities, but there does not have to be 
any concern about parallelization issues like domain allocation, synchroniza
tion, maintaining parallel code, portability and efficient parallel computation. 
In Fig. 2.1, P-CAM is positioned in the trajectory of constructing parallel code 
from a given simulation model. In the remainder of this section, the meaning 
of this figure will be clarified. 

2.2.1 Decoupling decompositions, virtual particles and ex
ecution models 

One of the major design philosophies behind P-CAM is the decoupling of the 
domain decomposition and the interconnected virtual particles from the actual 
computation acting upon those particles. The main reason for following this ap
proach is to support the usage of advanced decomposition and graph generation 
methods for optimal exploitation of application domain knowledge. Both de
compositions and particle interconnection depend heavily on the specific (sim
ulation) problem and do not need to be integrated with the parallel communi
cation/computation layer. It enables the application builder to employ sophis
ticated computer aided modeling techniques to define for example solid obsta
cles in a virtual (Computational Fluid Dynamics) world. Subsequently, from 
this world specification, a description of the connected particles can be gener
ated, defining their interconnections. This definition can in turn be fed to a do
main decompositioning program, for example ORB, RSB [141] or even a heuris
tic mapping algorithm like Simulated Annealing (SA) or a Genetic Algorithm 
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(GA) [135, 36]. The actual computation carries out calculations on the virtual 
particles and defines communication points between calculation phases. The 
execution model is not defined by P-CAM, it may either be a synchronous or 
asynchronous time stepping scheme or even a parallel discrete event scheme. 
For efficient parallel computation, P-CAM is able to use a Dynamic Load Bal
ancer (DLB) for re-allocation of particles, which will be discussed in Section 2.3. 

F i g u r e 2.1: Positioning P-CAM in the world of complex systems simulations 

2.2.2 Task interaction graphs and update functions 
P-CAM is based on the topological model of task interaction graphs or for short, 
task graphs. A task graph defines cells and edges between cells. The cells corre
spond to virtual particles on which useful computations are executed by evolv
ing the local cell states. The presence of an interaction between cells is defined 
by a shared edge. An interaction between cells is defined either as an exchange 
of cell states or the alteration of one cell state initiated by the other. The logi
cal order of computations (calculation) on and interactions between cells is not 
specified by the task interaction graph, i.e., it is only a topological specifica
tion. Cellular Automata (CA), for example, are a special instance of a task inter
action graph augmented with an execution model to define the order between 
calculation and interaction. CA reduce to d-dimensional grids with a specific 
neighborhood size defining the presence of edges between cells. In this case, the 
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execution model is a synchronous time stepping method, alternating between 
calculation and communication phases. All cells simultaneously update their 
states, based on their own state and those of their connected cells. The separa
tion between the spatial order imposed by a task graph and the temporal order 
of the execution model is visualized in Fig. 2.2. The topology of the task graph 
is taken care of by the P-CAM framework, while the execution model can be 
chosen rather arbitrarily. Examples of execution models are Continuous time, 
Discrete Time and Discrete Event models. 
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Figure 2.2: A parallel simulation framework view, based upon the orthogonal relation 
between spatial and temporal decomposition 

Formally a task interaction graph can be defined as a triple C—(N,E,S): 

• N is a set of cells, each cell is identified by a cell id n,. 

• E is a set of edges. Let e,; be an edge between cells «, and nj e JV, e,j e E iff 
H, and « ; interact. 

• 5 is a set of states of arbitrary cardinality, each cell n\ has a state s- at "time" 
t. 

To define the computation, we need a transition function fiC • s(m+1) -> 5, where 
m is the number of connected tasks, defined by: 

/ i ^ U ^ : e y e £ ) = * (f+i (2.1) 

Furthermore, in the case of a set of transition functions, a permutation or or
dering 7i may be defined according to which the local maps fiC may be defined. 
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The majority of the applications discussed in this thesis use the so called paral
lel (or synchronous) application of an update functional, as applied to Cellular 
Automata. For Eq. 2.1 this implies: a = t -1, that is the new cell state is deter
mined from adjacent previous cell states. 

2.2.3 Decomposing task graphs 

Complementary to the task graph, the initial allocation of the cells to (virtual) 
processors must be defined. This requires a decomposition file, specifying for 
each cell to which processor it is allocated. Following this scheme, each proces
sor ends up with having a possibly unconnected (or even empty) sub-graph of 
the complete task graph. 
The main task of P-CAM is to keep the administration of the current allocation 
of cells, creating the cell structure and their initial allocation. Additional func
tionality such as synchronization of all boundary cells is also implemented. It is 
easy to implement extra functionality, such as communicating states of a spec
ified set of boundary cells, as long as the integrity of the cell administration is 
certified. 

2.2.4 Data structure 

The basic atomic unit of computation in P-CAM is the cell or virtual particle, 
where atomic denotes the indivisibility of the cell from a parallel computation 
point of view. In Fig. 2.3 an example is given of a decomposed task graph of cells 
tha t define atomic task graphs. The system is free to re-allocate the atomic cells 
during a simulation (see Section 2.2.5). 

/-\ 

V~9 

Figure 2.3: A task graph decomposed over two processors, each cell contains yet another 
task graph. 

A task graph is specified using a task graph specification file, which defines the 
following: 
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• the number of cells in the initial task graph. 

• the initial connections of the cell to other cells. 

• for each cell a J-dimensional coordinate is optionally assigned. 

Complementary to the task graph, a decomposition file must be defined and 
passed to P-CAM. The decomposition file can be generated from the task graph 
specification using a graph decomposition tool. 
A cell (see Fig. 2.4) in P-CAM has a couple of basic attributes next to the user 
defined cell state. These attributes include the cell ID, current cell allocation 
(Processor ID), its neighbors and a flag register containing among others, a cell 
active flag. This flag is used to disable or enable virtual particles during a com
putation. A disabled virtual particle is not processed and does therefore not con
tribute to the integral work load of a processor. In Section 2.3, the number of 
active cells will be used as a measure for processor work load and to steer a dy
namic load balancing algorithm. The actual cell state is specified by the user 
application. 

pointer to immigrant cell 

t 
Immigrant list Cell pointer Cell pointer 

Emigrant list Cell pointer Cell pointer 

Local list 

Cell ID 

Processor ID 

Neighbor List 

Coordinates 

State pointer 

Flags 

Cell pointer 

User defined state 

Cell pointer 

Figure 2.4: Schematic representation of a virtual particle anal the various linked lists. 

Each processor reads cells from the task graph specification, as specified by the 
decomposition specification. The cells are first stored in a linked list. Next, 
their connectivities are resolved by setting pointers to neighboring cells in each 
cell specification. A neighboring cell residing on a foreign processor is found 
by creating a so called immigrant list of dummy cells. A dummy cell contains 
all fixed cell attributes and space to store the current value of the cell state. 
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The cell states in the immigrant list are updated at user specified times. Com
plementary to this immigrant list, an emigrant list is constructed containing 
pointers of local cells which contain foreign connections. During a synchroniza
tion procedure, all processors send the local cell states in the emigrant lists to 
their matching neighbouring processors followed by receiving foreign cell states 
of those cells specified in the immigrant list. Sorting both immigrant and emi
grant lists on cell ID, allows fast communications without having to resolve the 
correct position of a cell in the linked list. 
Disadvantages of the approach followed by P-CAM are mainly memory over
head due to memory referencing compared to a direct addressing approach in 
array implementations. Of course, this disadvantage is only valid for regular 
task graphs (e.g., grids). Another disadvantage is tha t arbitrary (non-local) 
communications among processors will occur, because the framework does not 
consider processor locality. Major advantages are: no restriction on virtual par
ticle connectivity, no restriction on initial cell-to-processor assignments, arbi
t rary definition of cell states, dynamic creation/deletion of cells, dynamic cre
ation/deletion of connectivity, dynamic assignment of cells to processors (see 
Section 2.2.5) and the possibility to skip inactive cells. 

Compressed task graph specif ication 

Specifying a task graph as discussed in the section above may require a signif
icant amount of disk space. For each cell, its coordinates are stored together 
with a list of other cells to which it is connected. In the case of a regular task 
graph, for example a grid, most of the information in the task graph specifica
tion will be redundant . For regular task graphs there is a reasonable amount 
of order present in its specification. In order to reduce the size of a task graph 
specification we have constructed a so called compressed task graph specifica
tion, which is based on a kind of run-length encoding. An example is given in 
Fig. 2.5. 

000 
1 1 0 
220 
330 
440 
550 

0 8 13018 12819 12820 199 1 399 200 201 
1 8 12819 12820 12821 0 2 200 201 202 

2 8 12820 12821 12822 1 3 201 202 203 
3 8 12821 12822 12823 2 4 202 203 204 

200 0 1 0 1 0 0 

200 200 1 0 1 1 0 

20 1 8 13018-199 12819 1 12820 1 199-199 1 1 399-199 200 1 201 1 
197 2 1 8 12820 1 12821 1 12822 1 1 1 3 1 201 1 202 1 203 1 

Figure 2.5: Transformation of a 200x200 2D task graph specification to a compressed 
task graph specification 

In this figure parts of a 200x200 2D regular grid specification are depicted. The 
left side of the figure shows the original specification while the right hand side 
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show its compressed counterpart. Basically for each line in the original specifi
cation it is checked how the next line can be derived from it using an initial value 
and an offset for each number. These initial values and offset are stored and val
idated for the next next (not a typo!) line. If this line can also be derived from it, 
a counter (the first number in the compressed graph specification) is increased 
to denote the total number of lines that can be derived from the value/offset rule. 
If a new line does not fit the value/offset rule, a new one is constructed. 

2.2.5 Cell migrat ion 

In order to support transparent re-assignment of cells to processors, P-CAM 
supports the migration of an arbitrary set of cells to an arbitrary processor. Cell 
migration involves packing the cell (and its state) and sending it to the desig
nated processor. Moving a cell to another processor involves notifying all pro
cessors that have connections to it. Hence, moving a cell may result in a complex 
restructuring of immigrant and emigrant lists. Efficient implementation of the 
cell migration functionality, requires solving issues like multiple cell migration 
interference: expensive restructuring operations should not be applied to cells 
that are also going to be migrated. 
Note that the cell migration facility does not decide when to re-assign cells, it 
only supports the use of a dynamic load balancing method. Therefore, applica
tions are not tied to specific dynamic load balancing algorithms. Moreover, the 
framework supports fast implementation and evaluation of new algorithms. 

2.2.6 Cell annihi lat ion/creat ion 

During the simulation, it may be true that certain cells becomes obsolete in cal
culating the new state of the system. In this case, it can be sensible to physi
cally remove the cell from the system, reducing memory use and unnecessary 
communication with the invalidated cell. On the other hand, the course of the 
simulation could also require the creation of additional cells, for example due to 
local grid refinement (e.g., used in grid refinement methods). P-CAM supports 
both annihilation and creation of cells, which is implemented similarly as cell 
migration. Cell migration is a combination of cell annihilation and cell creation, 
augmented with packing and sending the cell and its state to another processor. 

2.3 Dynamic Load Balancing 

In the previous section, it was shown that the P-CAM application framework 
allows us to automate the process of deriving (possibly irregular) inter process 
communication patterns, that are necessary for proper data exchange between 
connected processes. Another paramount problem in many simulation appli
cations is the fact that the amount of workload associated with the parallel 
processes can be subject to change during program execution. This change is 
likely to induce imbalance in the workload distribution and, hence, requires 
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some action, in order to rebalance the load over the processes. 

Although one might be able to realize a good initial partition (or decomposition) 
of the problem in question, at some point in time, due to the aforementioned 
changes in the workload distribution, the parallel execution may become un
balanced. The most obvious solution would be to reconsider the whole decom
position problem at this point in time and perform a complete new partitioning 
incorporating the new workload distribution. However, this solution is usually 
not practical. The main reason for this is that most "good" partitioning meth
ods, like, for instance, recursive spectral bisection (RSB) [141], take a serious 
amount of time to be carried out. So, if such an algorithm has to be carried out 
on a regular basis during runtime, with great certainty it will seriously slow 
down the program execution. The temporal gain of having a load balanced sim
ulation is completely diminished by the fact that a computationally expensive 
partitioning algorithm has to be carried out every once and a while. In other 
words, it is not unlikely that the costs of load balancing in this manner are much 
higher than the gain of having a load balanced simulation. 

Another practical problem with a method like RSB is that a slight change in 
the workload distribution can easily result in a decomposition that greatly dif
fers from the previous decomposition. In practice, this means that large parts 
of the computational domain have to be migrated to other processes, such that 
each process obtains the proper parts of the whole simulation problem. So, a 
small change in the workload distribution might very well lead to a big change 
in the decomposition. Hence, a lot of extra administration is necessary to move 
data to other processes, which can be very costly. Therefore, we need a dynamic 
load balancing method under "whose" supervision the allocation of atomic pro
cesses will only vary "gradually." Small variations in the workload distribution 
should only induce small variations in the process allocations. That is, subse
quent partitions should "look alike." Secondly, we need a method which is not 
expensive to perform, and as such, is not a seriously hampering factor when it 
comes to real time execution. 

In this section, first we will formally introduce the load balancing problem. 
Next, we discuss two state-of-the-art methods to solve the load balancing prob
lem. The input that both methods get is the workload on each parallel process, 
and the process connectivity. With this information a "workflow" pattern can be 
computed. This workflow denotes how much work has to be migrated between 
every connected pair of processes in order to realize load balancing. 

We present four different heuristic methods that can be used to associate the 
abstract flow of work with an actual selection of atomic processes (or cells) that 
have to migrated from one processor to another. 

After these two steps, the migration of atomic processes between pairs of con
nected processors can take place. The tedious task of moving lists of atomic pro
cesses between the parallel processors is completely carried out by the kernel. 
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2.3.1 Load Balancing 

For the purpose of load balancing we are interested in the workload associated 
with the atomic processes (or cells), and their connectivity. 
For the following the terminology is very important. We assume that we have 
| r | parallel processes, each of which can be composed of zero or more atomic pro
cesses (or cells or ViPs). At this point we make no explicit s tatement whether 
the \T\ processes are allocated on parallel processors. They may either be exe
cuted concurrently on a single multi-tasking processor, or in parallel on a dis
tributed memory computer system (or some combination of both). 

Formal Descr ipt ion 

We view a parallel simulation program as a graph H — (T,E), with T the set of 
processes, and E the set of interprocess links. If we consider P to be the set of the 
atomic processes to be distributed among the parallel processes we can define 
the following: 

o A mapping is a function n : P -¥ T, assigning each atomic process to a par
allel process. 

The weight of process i relative to a mapping n is defined as 

weightK(i) = £ comp([L), (2.2) 
JI(H) 

where comp{\\) denotes the abstract computational load of the atomic pro
cess |i, which, for instance, can be expressed in flop. The actual execu
tion time associated with the computational load comp(\y) can be calculated 
when the CPU speed {CPUspeed), which is for instance expressed in units 
flop !'s, is known. For the moment we assume that we allocate each par
allel process on a unique processor, and that the CPUs are equally fast. 
Hence, we may replace the weight weightK(i) by the real time complexity, 
loadn(i), which is expressed in seconds. 

loadn(i) = weight-nii)/CPU speed, (2.3) 

The global cost function r(jt) is defined as 

T(n) = ^(ï-load7l{i))2 , (2.4) 
ter 

where 
- lieTloadn(i) 
<•= ^Tj ) (2.5) 

that is, the average load per process. 
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The load balancing problem can then be defined as follows: 

find a mapping JI which minimizes the global cost function T{n). 

Cybenko [34] has shown tha t the global minimum for Eq.(2.4) can be reached 
by parallel optimization of the local load, that is, by locally optimizing: 

r,(7i) = X {loadK{i)-loadK{j))2, (2.6) 
ijeE 

In the following algorithms pseudo-code is used to explain the various load bal
ancing strategies. For this purpose we introduce the following definitions. 
(1) Definition: The flow of work from process i to process j is denoted by 
W o r k f l o w [ i ] [ j ] . 
(2) Definition: The work on process i is denoted by Work [ i ] and is equal to 
the load given by Eq.(2.3). 
Two methods to determine the workflow are considered. In both methods it is 
assumed tha t it only is sensible to allow workflow between parallel processes 
tha t are connected, tha t is, pairs of processes tha t fall in the set E. In other 
words, if two processes are disconnected no direct workflow between them is 
allowed. 

Workflow by Po i s son Iterat ion 

In Fig. 2.6 the pseudo code for a "Poisson-like"iteration process that is used to 
compute the workflow is given. The term "Poisson-like" follows from the fact 
tha t this iteration closely resembles an algorithm tha t can be used to solve the 
Poisson equation numerically. This equation describes the way tha t heat is 
transferred between regions of different temperature in physical systems (e.g., 
a plate of metal). In our case we don't have a difference in temperature, but a 
difference in workload. The workflow tha t is calculated is completely analogous 
to heat flow in physics. 
Let us tu rn to Fig. 2.6. 
( 1 ) The first loop simply checks whether the load is already balanced. 
( 2 ) The next loop i terates over all processes. 
( 3 ) The third loop iterates over the neighboring (or connected) processes of pro

cess i. 
( 4 ) The value index is the real process ID of a process with relative ID j , which 
can be found from t h e C o n n e c t i o n L i s t [ i ] [ j ] . That is, C o n n e c t i o n L i s t [ i ] [ j ] 
holds the ID for the j'-th neighbor of process i. 
( 5 ) The WorkDif f e r e n c e , expresses the amount of work that is "shipped" in 
one Poisson iteration from process i to process index. maxAeg expresses the max
imum degree of connectivity in the process connectivity graph. This value has to 
be constant for the following reason: due to the fact that the inter process com
munication pat tern can be irregular, the degree of connectivity of the parallel 
processes is not a constant, while the workflow following from the iteration algo
ri thm has to be symmetric, tha t is Workf l o w [ i ] [ j ] = - Workflow [ j ] [ i ] . 
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(1) whi le (NotLoadBalance( ) ) 

(2) for i = 1 to number of processes 

(3) for j = 1 to number of processes connected 
to process i 

(4) index = ConnectionList[i][j] 

(5) WorkDifference = (01dWork[i] -
01dWork[index])/a*max_deg 

(6) WorkFlow[i][index] += WorkDifference 

(7) Work[i] -= WorkDifference 

(8) for i = 1 to number of processes 

(9) 01dWork[i] = Work[i] 

Figure 2.6: Pseudo code for workflow by Poisson iteration. 

This requirement can only be satisfied by introducing the max.deg variable. The 
factor a is used to account for numerical stability of the Poisson iteration and 
has to be larger than 1 [34]. 
( 6 ) The Workflow [ i ] [ j ] between connected processes i and j must be cumu

lated over the contributions of successive iterations. 
(7) The value Work [ i ] has to be decreased with WorkDif f e r e n c e . 
( 8 ) and ( 9 ) a loop to set the proper values in OldWork for the next Poisson 

iteration. 
The algorithm is assumed to have reached convergence if Work [ i ] « /, i.e., if 
each process contains the average workload. Formally, this pseudo code is writ
ten down in Eq.(2.7), where we consider the workload on process i after itera
tion n + l a s a function of the workloads after iteration n on process i and the 
processes connected to it. 

load'^(i) = loader) - ^loadf\ ( 2 7 ) 
a * maxjdeg 

where 

f -1 if i + i 
Uj = I deg(i) if i = i , (2.8) 

[ 0 otherwise 

Lij is known as the Laplacian matrix, since it resembles the discrete analog of 
the Laplacian operator (V2), which is present in the Poisson equation. 

Workflow by Constrained Optimizat ion 

An elegant alternative method to derive a workflow tha t results into proper load 
balancing has been suggested by Hu et al. [74]. Their method works as follows. 
Firstly, a vector b (or array) is defined, where 
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bi = loadn(i)-ï, (2.9) 

tha t is, component bt is equal to the workload on process i minus the average 
workload. Before we formalize our problem, first take a look at the following 
example in Fig. 2.7. We observe a directed graph, connecting four vertices (pro
cesses) by means of five directed arcs. The direction of each arc is from the ver
tex with the highest number to the one with the lowest number. 
The total flow of workload towards a vertex is the summation of the work-flows 
over the arcs ending and start ing at this vertex. 
If the workflow over an arc has a positive value, this means that the work flows 
in the direction of the arc, whereas if the value is negative this means tha t the 
work is flowing in the opposite direction. 
We introduce the following matrix A to formalize the "directedness" of the work
flow graph. 

{ 1 if vertex i is the s tar t of arc j 
— 1 if vertex i is the end of arc j 
0 otherwise 

Hence for the example in Fig.2.7, we find the following for matrix A: 

n 
A-

V 

1 0 0 - 1 - 1 \ 
1 - 1 0 0 0 
0 1 - 1 0 1 
0 0 1 1 o/ 

Next, we define the workflow vector x = (xi,x2,...,xn)
T as the unknown in our 

load balancing problem, where it is assumed tha t the graph contains n arcs. xt 

is equal to the amount of work that arc i has to carry in order to solve the load 
balancing problem. 
With these definitions, it is not difficult to see that in order to reach load bal
ancing, we have to demand tha t 

bi = ^AijXj, (2.10) 

or in matrix notation: 

Ax = b. (2.11) 

Since the number of arcs can be larger than the number of vertices (see e.g., 
Fig. 2.7), in principle the solution vector x can have infinitely many solutions 
(as the matrix A is not square). 
In order to cope with this problem we consider Eq.(2.11) as a set of linear con
straints to a quadratic optimization problem, namely find a workflow vector x 
with minimal Euclidean norm xTx, under the constraint that it satisfies Eq.(2.11). 
It is found tha t this constraint requires tha t [74] : 
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-ATX, (2.12) 

where X is known as the vector of Lagrange multipliers for the constraint. As 
a consequence, The problem of finding optimal load distribution becomes that 
of solving Eq. (2.13). It is not difficult to see tha t L = AAT is equal to the well 
known Lagrangian matrix, of the previous subsection. 

LX = b (2.13) 

The workflow between processes i and j is equal to Xt - Xj. the vector X can be 
solved with any matrix inversion algorithm of choice. In our implementation it 
is solved with the well known conjugate gradient method. 

1 

4 

0 
Figure 2.7: 4 processes connected by 5 uni-directional arcs. 

2.3.2 Cell Selection: Prerequisites 

After the workflow has been determined, the next question is, given the work
flow, how to select cells from the overloaded processes that are most suited for 
migration to under-loaded processes. In the following, four different heuristic 
methods are proposed as a solution to this problem. At this point we can use 
the advantage of our cell based application framework. Namely, it allows us to 
define a clean and simple interface to the cell selection methods, which makes 
it easy to "plug and play" with the different strategies. No alterations to the 
kernel code are necessary. 

As the basis of the cell selection heuristics, we assume tha t it is more sensi
ble to migrate cells between processes that lie on (or close to) the inter process 
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boundaries. This idea, amongst others, finds support in the work by Walshaw 
et al. [156], where comparable assumptions are made for selecting "migratable 
elements" for dynamic load balancing in finite element meshes. 

In addition to the connectivity of the cells, it is possible tha t with each cell a 
coordinate in space can be associated, for instance, if cells in fact correspond to 
a phenomenon tha t is simulated in Euclidean space. At this point, a cell selec
tion strategy might incorporate this a priori knowledge and take advantage of 
it. 

To explain the functionality of each of the four selection methods below, we 
take one example problem, using it over and over again. Furthermore, for each 
method we provide a pseudo code, explaining it by describing its operation in 
case of the example. 

The cell oriented view maintained by the kernel allows for easy maintenance of 
a number of key characteristics of all domains. Amongst others, for each pro
cess, lists are kept up to date specifying which local cells lie on inter process 
boundaries. As we will see below, this is very convenient for the process in which 
we select cells to account for workflow. 

O-Q-m-O-Q-Q 

Figure 2.8: Two processes i (white cells) and j (black cells), each consisting of a number 

of computational cells (with equal work load). 

Given two processes i and j , depicted in Fig. 2.8, with process j consisting of 
the black cells, and process i of the white cells. We assume that each cell has an 
equal workload. Furthermore, maxAeg again is the maximum number of cells 
tha t one cell can be connected to (i.e., maxAeg = 4 in this case.). Clearly, the 
example system is out of balance, j has 13 black cells, vs. 17 white cells on i. 
Without too much effort we can imagine that the workflow will be directed from 
process i to process j , and be of size 2, which corresponds to 2 cells (in general 
the size of the workflow will have to be provided by any of the above workflow 
algorithms of the previous section. For this simple example we can solve it by 
hand). 
Note that in Fig. 2.8 only the cells on the boundary in process i are numbered. 
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(1) SelectedWork = 0 

(2) while (Workflow[i][j] > SelectedWork) 

(3) NextCell = BoundaryList[index = 

Random(Listlength)] 

(4) Lock(index) 

(5) SelectedWork = SelectedWork + Work(NextCell) 

(6) if (BoundaryList == Empty AND SelectedWork < 
Workflow[i][j]) 

(7) CreateNewBoundaryList() 

Figure 2.9: Pseudo code for random cell selection. 

2.3.3 Graph Based Selection Methods 

Random 

The only a priori knowledge tha t is put into the selection strategy, of which the 
pseudo code is found in Fig.2.9 is tha t we have a list of cells on process i tha t 
are connected to cells on process j , called B o u n d a r y L i s t . Next, a description 
of the pseudo code follows, step by step. 
( 1 ) The amount of selected work is initialized to zero. 
( 2 ) Check whether the workflow from process i to j is positive. 
( 3 ) From the B o u n d a r y L i s t a random cell is drawn. 
( 4 ) This cell is locked, since it has been selected, and hence may not be chosen 

in subsequent iterations. 
( 5 ) The work associated with this cell is added to the total amount of selected 

work. 
( 6 ) The only guarantee we have, is tha t cells on the domain edge are selected. 
If it might turn out tha t we run out of boundary cells, tha t is, B o u n d a r y L i s t 
== Empty, before the workflow is satisfied, we must s tar t to "peal off" the next 
layer of cells, therefore (Crea t eNewBounda ryL i s t ( ) ) is invoked. 

Projecting this algorithm on our example in Fig. 2.8, we know tha t we have to 
select two cells from process i on the boundary. Clearly, any pair of boundary 
cells can be the result of this selection scheme. 

Breadthfirst 

In the next heuristic we apply a cell selection method that we toss as "breadth-
first." The algorithm depicted in Fig.2.10 is structured as follows. 

( 1 ) A cell is selected randomly from the boundary list. 
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(1) FirstCell = BoundaryList[index = 
Random(Listlength)] 

(2) Queue = EnQueue(BoundaryList, FirstCell) 

(3) while (Workflow[i][j] > SelectedWork) 

(4) NextCell = DeQueue(Queue) 

(5) Lock(NextCell) 

(6) SelectedWork = SelectedWork + Work[NextCell] 

(7) if (BoundaryList == Empty AND SelectedWork < 
Workflow[i][j] ) 

(8) CreateNewBoundaryList 

Figure 2.10: Pseudo code for breadth-first cell selection. 

( 2 ) Next, a queue is formed in which in ascending order the neighbors of the 
first cell are stored, with the constraint that these neighbors are on the domain 
boundary. That is, the neighbors of the first cell follow first, then the neighbors' 
neighbors and so on. 
( 3 ) The loop is entered which continues until enough work has been selected 
to satisfy the workflow. 
( 4 ) - ( 8 ) The algorithm dequeues cells from the queue, one at a time, until 
the total selected work has passed the workflow threshold. Analogously, to the 
first method the BoundaryList is updated when we run out of cells, before the 
workflow is satisfied. 

Projecting this algorithm on our example in Fig. 2.8, we know that we have to 
select two connected cells from process /' on the boundary. Clearly, any pair of 
connected boundary cells can be the result of this selection scheme. 

Categorical 

The third selection heuristic that utilizes purely the connectivity information of 
the cells is tossed as "categorical" selection. The algorithm in Fig. 2.11 operates 
as follows. 
( 1 ) For each boundary cell it is investigated "how strong" it is connected to its 
local process, and how strong it is "pulled" by one or more alien domains. For in
stance, in Fig. 2.8, cell 1 has two connections with process i, whereas it only has 
one connection to process B. On the other hand, cell 2 has one connection to pro
cess i and one to process j , and in that sense no specific stronger "desire" to be on 
any of the two processes. Finally, cell 3 is connected quite strongly to process i, 
since it has three connections to this process, opposed to one connection to a cell 
on process j . In this way we can "categorize" the boundary cells, from weakly 
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(1) CategorizedList[M] = Categorize(BoundaryList) 

(2) FirstCell = WeakestConnection(CategorizedList, 
Random) 

(3) Queue = EnQueue(BoundaryList, FirstCell) 

(4) while (Workflow[i][j] > SelectedWork) 

(5) NextCell = DeQueue(Queue) 

(6) Lock(NextCell) 

(7) SelectedWork = SelectedWork + Work[NextCell] 

(8) if (BoundaryList == Empty AND SelectedWork < 
Workflow[i][j]) 

(9) CreateNewBoundaryList 

Figure 2.11: Pseudo code for categorical cell selection. 

connected (no connections with any cell on the host party; note that it is, in prin
ciple, possible that a cell is completely surrounded by "alien" cells), to strongly 
connected (max-deg - 1 connections with the host process,; not maxsLeg, since 
any cell with maxsLeg neighboring cells that are all on the same host process is 
an internal cell and, hence, cannot be present in the BoundaryList.). 
( 2 ) - ( 9 ) After this categorization, in essence the same algorithm as in the 
breadth-first method is carried out. The difference is that the FirstCell is se
lected from the list of weakly connected cells, instead of being "any" cell on the 
boundary of process i. In the example this means that cells 2 and 4 are first 
candidates as "starting cells" to start a breadth-first selection from. 

2.3.4 Center Of Mass Based Selection Methods 

In the case that we can associate a set of coordinates with each computational 
cell in our system, we can take advantage of this a priori knowledge, in addition 
to the purely "graph-based" view applied in the previous methods. For this pur
pose, we have devised a method that operates around the center of mass (COM) 
of parallel processes. 

COM 

The pseudo algorithm depicted in Fig.2.12 operates as follows: 
( 1 ) Each parallel process: 

( 2 ) computes the location of its private center of mass in the simulation space. 
This CenterOfMass, or com is calculated as follows: 
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(1) On each process 

(2) CenterOfMass = ReturnCenterOfMass(Cells) 

(3) SEND(CenterOfMass, Neighbors) 

(4) RECV(CentersOfMass, Neighbors) 

(5) For each Local Cell 

(6) ClosestProcess = DetermineClosestNeighbor(Cell, 
CentersOfMass) 

(7) List[ClosestProces] = AddCellList(ClosestProcess] 

(8) For each NeighborProcess 

(9) SortonDistance(List[NeighborProcess]) 

Figure 2.12: Pseudo code for the center of mass cell selection. 

X-N -
com = -LJjj > (2.14) 

where the summation runs over N local cells with coordinates x\ and masses mt. 
In our example we take the cell-mass as a constant. 

( 3 ) - ( 4 ) Next, each process notifies its Neighboring processes about the 
value of its own CenterOfMass, and stores the centers of mass that it receives 
from its neighbors. 

( 5 ) - ( 7 ) Then, for each local cell it is determined to which neighboring cen
ter of mass, besides that of the local process, it is closest. And for each neighbor 
process a list is created which contains the IDs of the "closest" cells. 

( 8 ) - ( 9 ) Finally, each of these lists are sorted in ascending order. That is, 
the cells closest to a neighbor process are first in the list. 

If a workflow from one process to another is required, we simply take as many 
subsequent cells from the L i s t that was sorted on distance, as the correspond
ing workflow requires. 

2.3.5 Edge Smoothing 

Since inter process edges are likely to become rugged after applying subsequent 
dynamic load balancing steps, incorporation of an additional algorithm that can 
smoothen out these edges can be helpful, in order to minimize the communica
tion. For this purpose, we apply a filter that runs over the inter process edges, 
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after the work-flows have been carried out physically. The action applied by this 
filter is the following. 
First, for each boundary cell its "preference" is determined, which means that 
we search to which process it is most strongly connected. If we look at Fig. 2.8, 
we see, for example, that cell 1 has a preference to be on process i, whereas cell 
2 doesn't have a preference to be either on process i or process j , and the pref
erence of cell 3 is again process i. 
From the opposite side, namely process j , clearly the black cell that is sur
rounded by white cells 2, 3, and 4 has a strong preference to be on process i. 
Hence, the result of the edge smoothing procedure on process j will be that this 
cell is transported to process i. 
Note that, the edge smoothing step will usually harm the balance in the work
load that has been realized by the workflow and cell selection algorithms. In 
Chapter 5, where we review the pros and cons of the various heuristics, the 
consequences of edge smoothing are investigated experimentally, to see to what 
extent it is useful or (perhaps) damaging. 

2.3.6 Cell Migration 

As soon as the inter process workflow has been determined, and for each work
flow cells have been selected, these cells can be migrated from one process to 
another. The kernel handles all tedious administrative details that are related 
to the physical (from one process to another) migration of cells (see Section 2.2). 

2.3.7 When to Balance? 

An entirely different story, which is very important in the case of load balancing 
is the decision-making part. That is, what are appropriate moments to carry 
out a full dynamic load balancing procedure. Obviously, this is strongly con
nected with the specific dynamical work load behavior of the simulation in ques
tion. If, for instance, at a certain moment in time one of the processes suddenly 
experiences a serious increase of workload, it is best to spread out this extra 
work evenly over the processes. We will illustrate this with an example (see 
Fig. 2.13). A local workload increase of say 40%, will result in a parallel simu
lation that takes 40 % more time to execute. Spreading the extra load evenly 
out over, say, 4 processes will (optimally) result in a execution gain of «20%. 
On the other hand, if workload "disappears" at one process, say, suddenly one 
process has 40% less workload than the others, the consequences will be much 
less dramatic than in the previous case. If we have 4 processes still executing 
100%, and only one process for 60%, the execution gain will be maximally 10%. 
Besides the fact that we may be confronted with load imbalance "as such," there 
are a few more problems that must be covered. For one, we need some monitor
ing device that keeps track of the load imbalance in our system. That is, we need 
to "probe" if load imbalance is present. Clearly, there is a trade-off in the probe-
frequency, the expenses (in terms of extra execution time) that have to be paid, 
the dynamics of the application (does workload change gradually or suddenly?). 
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Figure 2.13: Result of rebalancing a 40% load decrease (A) and a 40% load increase 
(B) on a specific processor. 

So with respect to the issue, we can state that it represents a great number of 
unresolved questions. Unfortunately, in this chapter we are not in the position 
to fully investigate this subject. However, it is a very important part of the fu
ture work with respect to general dynamic load balancing strategies for our in
tegrated parallel simulation environment. 

2.4 Conclusions 

In this chapter we have introduced a software framework, intended to sim
plify the parallelization of complex simulation models both practically as well as 
methodologically. The practical aspect lays in the fact that cumbersome admin
istrative parallelization issues are hidden from the simulation model, enabling 
a complex simulation to exploit computational concurrency at a minimum cost. 
On the other hand, the framework facilitates both the analysis and design of 
existing and new methods. Important problems in parallel computing, like load 
balancing can be studied by experimentation and new heuristics may be easily 
tested. Different schemes or execution models are possible, for example with 
an asynchronous communication structure. Note that P-CAM only dictates the 



2.4 Conclusions 51 

formulation of the simulation model as a task graph, i.e., constraints the topol
ogy. Issues like causality and update functional ordering should be dealt with 
by an appropriate execution model. Fundamentally, P-CAM does not exclude 
other execution models, like asynchronous updating occurring in discrete event 
simulation models. In many cases an event driven approach is more appropri
ate for following the phase space trajectory of the simulation. In the situation 
where events are not continuously generated, but instead have a non uniform 
arrival rate, an update strategy based on events is often more efficient. In cases, 
involving asynchronous updating, discrete event simulations are the only way 
to go. For example, asynchronous cellular automata can be efficiently simu
lated using a parallel discrete event approach (see Chapter 6) [119]. Effectively, 
this results in a load balancing of timed events, which can be called temporal 
load balancing. It may be fruitful to combine these spatial and temporal load 
balancing strategies, to realize an even more efficient mapping between natu
ral complex systems and complex parallel computers. The realization of such a 
combined framework may be a step further ahead in creating a generic complex 
systems simulation environment. 
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Chapter 3 

On the Complexity of Task 
Allocation 

"... just because a model doesn't capture all features of a specific system, this 
need to imply that the model doesn't capture any aspects at all." 

-Henr ik J. Jensen, Self-Organized Criticality 

3.1 Introduction 
An essential problem in parallel computing is the so called Task Allocation 
Problem (TAP). Given a set of parallel communicating tasks and a parallel dis
tributed memory machine, find the optimal allocation of tasks onto the parallel 
system. The quality of an allocation is measured by the turn-around time of the 
application, which depends on communication and calculation components. 
These two components can not be regarded independently, but ra ther are strong
ly related. Equal distribution of the set of parallel tasks over the available 
parallel processors, without taking into account the inter task communication 
leads to optimal work load balancing. On the other hand, if all tasks are placed 
on a single processor the amount of communication is optimal. 
We use the term frustration for the fact that optimization of one term conflicts 
with optimization of the other, in analogy to physical systems tha t exhibit frus
tration (e.g., spin glasses). Increasing dominance of either term reduces the 
amount of frustration in the system. 
In most cases complex behavior is caused by quenched disorder and frustrated, 
non-linear interactions, between the set of elements constituting a complex sys
tem [107]. The quenched disorder refers to the randomness in the dynamic 
rules or interactions. 
It is well known tha t these system ingredients result in unpredictable emer
gent behavior [139]. In general, the bulk properties of these systems are ana
lytically intractable. Examples of such properties are asymptotic behavior and 
the exact location and value of the energetically optimal states. The lat ter char
acteristic often causes the corresponding optimization problems to be NP-hard 
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(see Chapter 1). An example where parallelism is discussed in a complex sys
tems context, is the work by Macready et al. [97]. In this work a general opti
mization algorithm is studied for finding optima of NP-complete problems. By 
gradually increasing the number of simultaneous (parallel) changes, used for 
searching from a current solution, a continuous phase transition occurs. At a 
certain value for the number of parallel changes, a phase transition occurs from 
"able" to "unable" to find low energy configurations. 
In this chapter we will study the TAP problem on task graph instances. An ex
ample of a task graph is the interconnected Virtual Particles of the parallel com
putation framework P-CAM introduced in Chapter 2. Using a statistical me
chanics approach, the TAP problem is analytically and empirically analyzed. 
The na ture of the TAP solutions structure as well as the optimization process 
itself are thoroughly studied. The theoretical analysis is complemented with a 
initial verification of the results by means of a meta model implemented on the 
P-CAM framework. 

3.1.1 Phase transitions in combinatorial optimization 

Combinatorial optimization problems can be found in a large number of disci
plines, ranging from mathematics (e.g., graph coloring) to biological problems 
(e.g., DNA folding). A common characteristic of these problems is that a great 
deal of conflicting constraints must be satisfied in order to find the optimal solu
tions, most obviously present in the well known Satisfiability problem [58] (see 
below). 

The nature of these problems often require an exhaustive search through a high 
dimensional phase space to find the optimal solution. The classification of these 
search problems is usually approached by a worst case analysis by finding an 
algorithm that can solve the general problem or reducing it to a known difficult 
problem by methods described in Section 1.2.3. 

Computationally hard problems, characterized by exponential running time 
scaling of their algorithms or memory requirements, are known to be related to 
the ground state properties of spin-glass like models [107]. As a consequence, 
a large set of tools and concepts from statistical physics and complex systems 
theory has been used to shed new light on the complexity of such problems. 
It even led to the definition of new optimization algorithms such as simulated 
annealing [83]. 

In analogy with complex physical systems, phase transitions are found in study
ing combinatorial search problems if a statistical approach is used. Like phys
ical matter, the qualitative properties of a problem instance may undergo dra
matic changes when parameters pass through particular values. 
Phase changes are characterized by the appearance of singularities in observ
ables such as specific heat, sensitivity to change and long range order. 
An important side note tha t should be made is tha t the practical applicability 
of the statistical mechanics approach to combinatorial optimization is limited. 
The constructed statistical ensembles of the problem instances do often not cor-
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respond to those encountered in practice. Adding complexity to the constructed 
ensembles disables almost certain the functioning of a statistical analysis. 
One of the combinatorial optimization problem that has received a lot of atten
tion in the context of phase transitions is the Satisfiability problem (SAT). In
stances of random £"-SAT problems are taken as members defining a statisti
cal ensemble. Each random SAT problem consists of a set of M = uN random 
logical clauses over N boolean variables, where each clause contains exactly K 
variables. The K-SAT problem is formulated as follows: 
"Does an assignment to the variables exist that satisfy all clauses for a given 
instance?" 
The general trend of a shift from satisfiable (SAT) to unsatisfiable (UNSAT) in
stances is easy to understand. Formulas with only a few clauses and many vari
ables are very likely to be satisfiable, i.e., the instances are under-constrained 
(small a). However, formulas with many clauses and less variables are sub
jected to heavy constraints and therefore less amenable for satisfaction (large 
a). It is striking and hard to explain that the shape of the probability of sat
isfiable instances as a function of a undergoes a steep transition instead of a 
gradual one. In several papers it has been shown that when a crosses a critical 
value ac, the probability of finding solutions vanishes abruptly [84, 29,136, 111, 
70]. In other words, there is borderline in the space of SAT problems that sepa
rates satisfiable from unsatisfiable instances. Also, as in phase changes of phys
ical systems, certain singularities appear. Most important for the SAT/UNSAT 
transition, the computational cost increases suddenly at the transition point. 
Hence, there is not only a separation in the nature of the solutions, but also in 
the difficulty of finding them: the problem instances go from easy to hard and 
back to easy again. 

3.2 The Task Allocation Problem 

The study in this chapter will be constrained to a specific set of TAP instances: 
random task graphs allocated to fully connected homogeneous processor topolo
gies. Complementary, an energy function, which quantifies the cost of a task 
allocation, is constructed. We explore the characteristics of the TAP in terms 
of phase space and optima structure. Consider a parallel computer consisting 
of identical processors and a finite speed communication network. Increasing 
the CPU performance continuously from 0 flop/s to °o fl0p/s, induces a transition 
from optimal parallel- to sequential allocation. It is shown that a paramount 
characteristic of the TAP is the presence of a sudden transition from sequential 
to parallel optimal allocation, for specific model constraints. In analogy with 
other combinatorial optimization problems that exhibit frustration and phase 
transitions, we expect that a phenomenon, known as critical slowing down, can 
be observed in the transition region of the TAP. That is, the difficulty of find
ing optimal solutions peaks near the transition region. The specific correlation 
structure of the corresponding energy landscape is used as a justification to se
lect simulated annealing as the optimization heuristic [147]. 
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3.2.1 Random task g raphs 

In order to facilitate a study on abstract parallel applications, a random graph 
representation as a model of n communicating parallel tasks is introduced. 
Each task (vertex) is assigned a work load and every pair of tasks in the task 
graph is connected with a probability y. A message size is assigned to each link 
(edge) between two communicating tasks. The size of the message only con
tributes to the communication time if the two connected tasks are allocated 
to different processors. Work loads and message sizes are kept constant. The 
target parallel computer is assumed to be fully connected and homogeneous. 
That is, all P processors have identical constant performance. Moreover, the 
P(P - l ) /2 communication channels are bi-directional and have equal band-
widths. An example corresponding to these models, is a parallel molecular dy
namics simulation with Coulomb interactions (long range interactions, leading 
to global communication patterns) on the IBM SP2 (fully connected and homo
geneous topology) [3]. The time evolution of the particles is always preceded 
by a data exchange phase. The total execution time is determined by the time 
spent in the communication phase and the calculation phase. 

3.2.2 TAP Hamil tonian 

A well known NP-complete problem is graph bi-partitioning (GBP) [58]. Con
sider a graph, a set of « vertices and E edges. A configuration is an equal parti
tion of the vertices. This can be expressed with the following constraint: 

5>, = 0, (3.1) 
i 

where st = 1 if vertex i is in partition 0 and s,- = — 1 otherwise. The edges can be 
encoded with a connectivity matrix /,/,, such tha t J^ = 1 if i and k are connected 
and Jik — 0 if not. The cost function or energy of a configuration, denoted by H 
(Hamiltonian, in analogy with physical systems), can be expressed as follows: 

H=JjJik(l-sisk)/2. (3.2) 

The constraint (Eq. 3.1) introduces competition, without the constraint the cost 
would be minimal for all vertices in one partition. 
We stress the fact tha t the TAP is fundamentally different from "constrained 
optimization." The number of processors that is used in a TAP allocation is 
not constrained to a certain value, other than a maximum number of proces
sors to choose from. This approach is in contrast with conventional decompo
sition and mapping methods, where the utilized number of processors is fixed 
(see e.g., [101]). 
We use the following Hamiltonian to quantify the quality or cost of a task allo
cation, which is inspired by a similar expression introduced by Fox et al. [59] : 
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8(s.s.)-i
 l u si = sJ 

# = ( l - ß ) £ 4 f c ( l - 8 ( ^ ) ) + ß £ w f , (3.3) 

1 if st - Sj 
0 otherwise 

The processor to which task i is allocated, is denoted by s,: e {1. . . P} and P is the 
number of processors. Jik is a contribution to the communication between the 
host processors of tasks ;' and k, resulting from the connection between these 
tasks. W/ the total calculation weight on processor /, following from the indi
vidual workloads of all allocated tasks. An optimization process that is steered 
by Eq. 3.3, implicitly minimizes both the variance in the work load distribution 
and the total communication "surface." In nature we can observe analogous pro
cesses, for example the minimization of the surface/volume ratio in a droplet of 
water due to surface tension. In our case the communication term can be com
pared to the surface of the droplet, while the work load variance is similar to its 
volume. 

The ß parameter can be varied in the range [0,1], in order to tune the com
petition between the calculation and the communication terms. Variations 
°f yzß can be interpreted either as alterations in an application's calculation-
communication ratio or a computer's processor speed-bandwidth ratio [51]. The 
connection probability y in a random graph, can be considered as a dual param
eter for ß. Also y can be increased in the range [0,1], which is equivalent to 
augmenting the average communication load. 

Additionally Eq. 3.3 has the locality property, which means that local changes 
in a task allocation can be propagated into the Hamiltonian without recalcula
tion (see Section 4.5.2). This is specifically useful if an optimization algorithm 
is applied that is based on incremental changes, and as such can exploit the 
direct consequence of these increments, reducing the computational cost asso
ciated with the optimization process. In the next section we will discuss the 
Simulated Annealing algorithm [83], the optimization heuristic that is used to 
find solutions to the TAP, in which the incremental change feature can be ex
ploited. Besides the computational argument of exploiting these incremental 
changes, a more fundamental motivation to use Simulated Annealing is given 
in Section 3.3. 

3.2.3 Simulated Annealing 

Annealing is the physical process of heating up a solid until it melts, followed 
by a slow cooling down until it crystallizes into a state with a perfect lattice. 
This perfect lattice is the lowest energy state of the solid. Practice shows that 
the cooling must be done very slow in order not to get trapped in locally optimal 
structures with crystal imperfections. 
Simulated Annealing (SA) is an optimization algorithm, formulated by Kirk-
patrick et al. in 1983, based on the annealing of solids [83]. Many problems 
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originating from physics, chemistry and mathematics can be formulated as opti
mization problems, which are often NP-complete. A fast majority of these prob
lems involve the determination of the absolute minimum of an underlying mul
tidimensional function. Usually optimization of these complex systems is far 
from trivial since the solution must be attained from a very large irregular can
didate space, containing many local extrema. Because it is not feasible to ex
amine all solution candidates, approximation methods are required. The SA 
algorithm is a stochastic optimization procedure. There are also non stochastic 
optimization algorithms such as steepest descent where the path leading to the 
nearest minimum is taken. The consequence of this method is that is gets stuck 
in the nearest minimum, which does not need to be the global minimum of the 
function tha t is optimized. The stochastic nature of the SA method makes sure 
tha t the system does not get trapped in the nearest local minimum but is able 
to search the phase-space for deeper minima. In theory the method can guaran
tee tha t the global minimum of the function is found. The function that is to be 
optimized is called the cost-function. The SA procedure searches for the state 
of the system with the lowest cost. 
We will give the general idea of how the SA technique works. Analogous to phys
ical annealing we star t the system at a high temperature. With the Metropolis 
algorithm we let the system make a random walk through the phase-space at 
a fixed "temperature" T. This random walk entails creating (random) states of 
the system given the current state, i.e., a Markov chain. The Metropolis algo
ri thm is defined in Fig. 3.1. 

G e n e r a t e a new s t a t e j ( b a s e d on t h e c u r r e n t s t a t e i ) 

C a l c u l a t e t h e e n e r g i e s of t h e s t a t e p o i n t s i and j : 
E(i) and E(j) 

C a l c u l a t e Au = min[\, exp ( - W>~EW> )] 

If Afj i s 1 t h e n t h e p r o p o s e d s t a t e i s a c c e p t e d 

Else Take a u n i f o r m l y d i s t r i b u t e d random number , R, 0 
< R < 1 

If Ajj>R t h e n t h e p r o p o s e d s t a t e i s a c c e p t e d a s t h e 
new s t a t e 

If Ajj < R t h e o l d s i t u a t i o n i s r e u s e d a s t h e new 
s t a t e 

Figure 3.1: Pseudo code for the Metropolis algorithm 

During the random walk we slowly lower the temperature. That is, the tem
perature is decreased by some cooling schedule and the Metropolis algorithm 
again generates a sufficiently long Markov chain. A popular cooling is called 
geometric cooling: 
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T* = a*T (3.4) 

The SA procedure is stopped when a certain stop criterion is met. The result 
of this is that at a high temperature the costs of the states, given by the cost-
function, is not important as can be seen by the transition probabilities Au (see 
pseudo code 3.1). The system can explore the phase-space virtually without con
straints. If the temperature is lowered the value of the cost-function begins to be 
more and more important and features of the function start to be visible in the 
probability distribution. The system will spend on average more time in states 
that have a low cost then in states with a higher cost. At this stage the system is 
reacting to the coarse features of the function. If the system is at a low temper
ature the details of the function to be optimized come within view. The system 
will spend most of the time in states that have a low cost, although it is still pos
sible that a number of successive acceptations of cost increasing steps will bring 
the system into a new region. The process can be stopped if no lower cost has 
been found in a (large) number of temperature steps. An extended overview of 
various versions of parallel SA algorithms is given in the PhD thesis by Jeroen 
Voogd [155]. 

SA applied to TAP 

In this paragraph we will explain how the SA algorithm works as it is applied 
to the Task Allocation Problem. Constructing an SA algorithm for an arbitrary 
optimization problem requires three ingredients: an energy function, encoding 
of candidate solutions, and a so called perturbation mechanism (for generating 
a random walk). We have already defined the energy function in Section 3.2.2 
by Eq. 3.3. Solution vectors are a common method to store potential solutions 
for discrete problem instances. A proper perturbation mechanism, to generate 
new solution vectors is constrained to valid solutions. Some problem instances 
are more strict than others. Consider for example a simple mutation mecha
nism, which randomly chooses a new value for a vector element. If we were to 
apply this method as the perturbation mechanism for the well known Traveling 
Salesman Problem, a serious problem arises. Valid TSP tours are constrained to 
travel through all available cities, hence a mutation mechanism would generate 
invalid solutions. A city conserving mechanism, like for example a swap opera
tor does generate valid solutions. A prominent example of such a swap pertur
bation mechanism is the 2-opt method, which breaks two connections (edges) of 
a tour and then cross connects them [93]. 

For the TAP the perturbation problem is easily solved, because we do not have a 
constrained such as the conservation of the total number of processors. There
fore, we apply a mutation operator. This operator first selects a random task 
from a solution vector and subsequently assigns it to a random processor. In 
Fig. 3.2 a task graph, a processor graph and a corresponding arbitrary solution 
vector are depicted. The 12 tasks, represented as vector elements, are assigned 
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Task graph Processor graph 

Task allocation string 

i 2 3 4 5 6 7 8 9 10 11 12 

Figure 3.2: a task graph of 12 task, a fully connected 4 processor topology and a task 
allocation. 

to one of the 4 available processors. Given the task graph and its attributes 
(work load per task and communication load per link) the cost of this allocation 
can be evaluated by Eq. 3.3. 

In addition, three SA specific parameters are required to formulate the SA pro
cess: the starting temperature T0, a "cooling" exponent a and a convergence cri
terion. The starting temperature is chosen such that almost all generated al
locations are accepted, avoiding any configurational bias. A typical value for a 
is 0.95 and the process converges as soon as the optimal configuration has not 
changed for a fixed number of temperature steps. 

The SA process applied to the TAP can now be formulated by the pseudo code 
in Fig. 3.3. 

3.3 TAP phase space structure 

A random walk through some landscape, can be used to characterize its struc
ture [157]. For landscapes that are self-similar it is known that the correspond
ing random walk auto-correlation function is a decaying exponential, with cor
relation length X. 

Some basic properties of the TAP phase space are summarized in Section 3.3.1. 
In the subsequent section we will study the relaxation function of random walks 
through the task allocation configuration space. This function indicates at what 
rate a random walk through the space deviates from the starting point, anal
ogous to e.g., relaxation of diffusion processes in physical systems. This func
tion can be related to the auto-correlation function, which quantifies the rugged-
ness [157] of the TAP energy landscape. Using these functions, it can be shown 
that the landscape is AR(1) with a correlation length that is linearly propor
tional to the number of tasks n. 
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Allocation := Random Allocation 

Cost := CalculateCost(Allocation) 

T := T0 

Do 

For length of Markov Chain 

Mutate Allocation := Mutate(Allocation) 

New Cost := CalculateCost(Mutated Allocation) 

If (New Cost < Cost) or (exp((Cost -

NewCost)/T) > Random Number) 

Allocation := Mutated Allocation 

Cost := New Cost 

Endif 

Endfor T : = T * a 

Until Convergence Criterion 

Figure 3.3: Pseudo code for the SA algorithm as applied to TAP 

3.3.1 Configuration space 

The configuration space C of the TAP consists of all possible task allocations 
of the n tasks to the P processor machine. A configuration can be encoded as 
a sequence of length n, which is composed of letters taken from the alphabet 
{l,2,....,P}. The index of a sequence letter corresponds to a task identifier. The 
Hamming distance dH(A,B) (number of differing letter positions) between two 
sequences A and B is used as the distance metric on C. The corresponding Ham
ming graph r can be constructed by connecting every sequence pair (A,B) with 
dH(A,B)=l. 

The number of configurations with a given distance d from an arbitrary refer
ence point N(P,n,d), the total number of configurations #C, and the diameter in 
the configuration space, diamC axe easily found to be: 

N(P,n,d) = J (P - l f (3.5) 

#C = P" (3.6) 

diamC = n (3.7) 
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3.3.2 Random walk relaxation 

The relaxation functions qk(s) (k = 1,2) of a random walk through an arbitrary 
configuration space are given by (see [149]): 

** * = 1 - T^H . (3.8) 
A/c(°°) 

with A, (s) the average distance and A2(s) the average squared distance of a ran
dom walk of length 5. 
In previous work we have derived the following relaxation functions for T [145]: 

«lW = {l-\)s = e-°fo , (3.9) 

*M = ™ ^ - f (^fc? - l) e-* , (3.10) 
l-n + nP \ 1-n + nP _ ) 

with X] « « and x2 « §. 

3.3.3 Auto correlation function 

The following auto-correlation function, associated with a random walk through 
an energy landscape H:T^R, can be used to characterize the structure of the 
landscape [157]: 

r{d) = -^ ^^^— , (3.11) 

where d is the number of random walk steps between configurations x and y, 
and a2 is the variance of H over all possible allocations. 
Apart from totally uncorrelated landscapes, where r(d) = §(<i,0), the simplest 
class consists of the nearly fractal or self-similar landscapes. For such land
scapes it is known tha t the corresponding random walk auto-correlation (r(d)) 
function is a decaying exponential, with correlation length X: 

iid) = r{\)d = e-dl'\d^n . (3.12) 

Such landscapes are classified as AR(1) (or elementary) landscapes and have 
been identified in various fields, for example in (bio)physics and combinatorial 
optimization [157, 149, 150]. 
According to Eq. 3.12, the auto-correlation function of an AR(1) landscape can 
be determined from the 1-step auto-correlation. Let t and t' be two configura
tions with d(t,t') = 1, with the Hamiltonian having values H and H': 

KD = l - ( ( ^ 2 a f ) 2 ) : = l - t - (3.13) 

If t, is sufficiently small, which is reasonable, since only small variations in H 
are expected. 
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(3.14) 
ln{r{\)) fo(l-Ç) Ç ' 

or equivalently, 

2a2 

x=(W^py (3-15) 

As previously stated, a processor topology is assumed tha t is fully connected 
and homogeneous, so processor- and link speeds are set to uni ty Furthermore 
the work per task is considered to be uni ty A general class of simple random 
task graphs is considered. Each pair of tasks is connected with probability y. 
Maximally one edge connects two vertices (tasks) and a task is not connected to 
itself. 

The TAP phase space properties are studied using the cost function (3.3). If the 
allocation number of task k is mutated (for an arbitrary initial configuration) 
the following formula for the change in cost 8H = H-H' can be derived: 

8H=2wk(W0-Wp-wk) + 2R (3.16) 

if task k gets assigned a new allocation number. Else dH = 0. 
wk is the work associated with task k, o is the previous allocation number, p the 
new one, W0 is the calculation time due to the work on processor o and equiva
lently for processor p. Both calculation time values are taken before the muta
tion. The term R denotes the change in the communication cost (communication 
cost before - communication cost after). 

After some algebra the following expression can be obtained for < (8tf)2) > (in
cluding the fact that only a fraction (P-l)/P of the mutations contributes in
deed the amount given by equation (3.16)): 

<(07 / ) 2 )> = ^(4(l~2<R> + <R2>+2(<Wf,> 

-<W0Wp> + <WpR>-<WoR>))) (3.17) 

So, in order to obtain an analytical expression for equation (3.17) six quantities 
need to be derived: < R >, < R2 >, < W2 >, < W0WP >, < W0R > and < WpR >. 
Let us first derive an expression for G2, before continuing with the derivation of 
the one-step auto-correlation: 

a2=<H2>-<H>2 (3.18) 

The simplest of the two terms is < H >2. We can obtain immediately: 

<H>=Jj<W2>+Yj<Crs> (3.19) 
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The probability that a given task i gets assigned a specific allocation number j 
is denoted by 9, consequently the probability that the task doesn't get the al
location number is equal tol-q. So we can consider the number of tasks per 
processor as a binomial distribution: 
The probability that k tasks get assigned to a specific processor number is there
fore given by: 

J )«*(!-*) " k (3.20) 

Us ing the fact t h a t q = ±. The expectat ion va lue for k is given by <k>=nq = n/P, 
whereas the var iance < k2 > - < k >2 of k is equal to f.(l - ±). For < /t2 > the 
following expression can be derived: 

<k >=p(p + 1~p) (3.21) 

which is equal to < W2 > in the case that all tasks have unit weight. 
Next, consider < Crs >. We are interested in the probability of having I tasks 
on some processor r, and k tasks on another processor s, sharing x edges. This 
leads to the following expression for the expected communication between an 
arbitrary processor pair: 

\n—l—k 

S f x )f{\-i)lk~xx (3.22) 

Where , q{ = j, and q2 = pK which reduces to 
p " i l u ti - pzr\ 

2 < Crs >= ynq2 < I > -yq2 < I1 > (3.23) 
We a l ready saw t h a t < I2 > = £(£ + 1 - I ) and < / > = 'j, so 

< Crs >= l ^ y ^ (3.24) 

This leads to an expression for < H >. Not that the < W2 > term counts P times, 
and the < Crs > term counts P(P - 1) times. 

< H > = n ( - + l _ _ ) + ^ ^ J Z) (3_25) 

Analogously an expression for < H2 > can be derived. 

< #2 >=< E W,2W? > +2 < X W2CW > + < X C-C„, > (3.26) 
V r,t,u s,v,u,t 

After proper evaluat ion of all t he re levant t e rms [37] a n expression for o2 is 
found: 
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^„2^ ^rr^i 2 ( Y - l ) ( W - l ) w ( l + Y ( P - l ) ) ( P - l ) 
<H > - < H > - ^2 (3.27) 

Note that , due to the appearance of y2 terms, equation (3.27) can only be used 
to predict the variance of an ensemble of random graphs with fixed y. This is a 
consequence of the following fact: 

(I^(i))VX(^(0)2 (3.28) 

which states that the squared sum over the individual vertex degrees is gener
ally not equal to the sum over the squared vertex degrees. 
So in order to experimentally verify this result the variance over multiple graph 
instances must be determined. The y2 term is not present in the expression for 
the average cost (equation (3.25)), which implies that it is valid for a single spe
cific random graph instance. 
The remaining < (5H)2) > can be expressed as follows: 

< (Ô//)2) > = 4 ^ ^ ( < R2 > - 4 < IR > +2(< ?>-<kl >)) (3.29) 

In the averaging procedure, 8H is only considered for those cases that one pro
cessor has at least (I + 1) tasks, and the destination processor has k tasks. 
The following expressions for the individual terms can be derived: 

, 2 y ( - l + n ) 
<R2> = 

<IR> 

<l2> 

<kl> = 

P 
y ( - l + « ) 

( - ! + « ) ( - 2 + /I + P) 
pi 

P2 (3.30) 

which leads to 

< m1) > 2, ^_ ° ( - l + Y ) (1 — • 
P2 

And thus for the one-step auto correlation function: 

p(l) = l 
<(H-H')2> 

2a2 = 1 
n ( - l H - y - y P ) 

After applying equation (3.15): 

(3.31) 

(3.32) 

X = - ( l + y ( P - l ) ) (3.33) 



6 6 . On the Complexity of Task Allocation 

For fixed y and P, X is linearly proportional to the number of tasks n. Note that 
it is assumed that P > 1, otherwise p(l) is not defined. 
It is important to observe that there are no dependencies of y2 in equation (3.31), 
which implies that the variance in y (due to a2) does not get eliminated. Exper
imental validation (see Section 3.6.1 has shown that there is no dependence of 
A, in y and P. There is only a dependence in n. Strictly speaking this means that 
the derived formula for I does not correctly predict the correlation structure of 
the landscape for single task graph instances. However, the n/2 term is obvi
ously present in equation (3.33), which corresponds to the correlation time x2 

derived in Section 3.3.2. In Section 3.6.1 we shall see that this also corresponds 
to the experimentally determined correlation length. 

For a more detailed derivation of the relaxation and auto-correlation functions 
we refer to [35]. 

3.3.4 Discussion 

Summarizing, it has been established that the TAP energy landscape is AR(1), 
with correlation length n/2. Since the TAP landscape has a self-similar struc
ture, we use simulated annealing to find (sub) optima, which is known to be an 
efficient search method for such landscapes [147]. 
The Simulated Annealing algorithm will work well on those landscapes where 
gradual cooling will confine the search to regions in the domain of attraction of 
low-lying local minima. Gross features of the optimal solutions are selected in 
the early part of the SA process, while the end part of the search is confined to 
a small regions of the configuration space. At low temperatures, the algorithm 
will only allow for minor rearrangements. 
The SA process effectively increases the resolution at which the space is searched 
by lowering the temperature. At the same time, the size of the region of space 
that is explored decreases. Due to the fractal structure of the TAP search space, 
SA is able to effectively use its ability to "zoom" into regions of increasingly 
deeper local minima (see Sorkin [147]). 

3.4 Phase transition in Simulated Annealing 

By applying SA to the optimization of the TAP problem, we are effectively cool
ing the configurations to the ground states of the TAP Hamiltonian, which cor
responds to the (sub optimal) solutions of a TAP instance. This can be compared 
to generating Markov chains at decreasing temperatures in for example Ising 
spin or spin glass models. It is well known that the Ising spin model undergoes 
a second order phase transition at the critical temperature to reach its ground 
state. The Simulated Annealing algorithm accomplishes the same effect when 
applied to a combinatorial optimization problem such as the TAP. In this section 
we will analyze the phase transition to the ground state of the TAP. In the con
text of complex systems a phase transition often denotes the onset of maximum 
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information processing. By studying the information processing capabilities of 
such systems signs of globally coherent behavior may be determined. 
With information theoretic measures it will be shown that this transition can 
be compared to the Ising spin phase transition. 

3.4.1 Information theoretic measures 

Some probability distributions are intrinsically more uncertain than others. 
A uniform distribution carries more doubt on the outcome than for example a 
Gaussian distribution. We need a mathematical entity that quantifies the un
certainty or doubt of an arbitrary probability distribution by some number. In 
1949 Shannon came up with a mathematical theory to deal with compression 
and transmission of data. Since then his mathematical framework, coined In
formation theory, has been used in a variety of other fields, most prominently 
in the area of physics (statistical mechanics) and computer science (algorithmic 
complexity) [168]. 
Consider a sequence S of symbols s, emitted by some source. Each symbol is 
drawn from an alphabet T— l,...,b. Now the uncertainty that a symbol occurs 
depends on it's probability P(s). Note that the amount of information that we 
gain from reading a symbol is larger as it's probability is smaller. The average 
information over all outcomes st e T of an experiment Ä is now measured by the 
entropy [137]: 

H(A) = -^P(Si)logP(Si) = ^Pi^log-^- (3.34) 

where P is a discrete probability distribution P = -P(l),..-,P(b) for Ä. Two im
portant aspects of this equation are: H = 0 if and only if one of the symbols has 
probability 1 (most certain case), and H = Inb (maximum value) if all symbols 
have an equal probability of \/b (most uncertain case). 
Given again a sequence S of values from an alphabet T, let S„ denote words of 
length n from the space T" occurring in the sequence. The «-block entropy of a 
sequence of length n over the alphabet r is defined as: 

Hn = - X P(S)logP(S) (3.35) 
S:\S\=n 

The amount of information that a sequence of length n carries about a sequence 
of length n, the block entropy [65], is now defined as: 

hn=Hn+l-Hn (3.36) 

From Eq.3.36 follows the measure entropy [65]: 

H=\imhn (3.37) 

or 
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H=lim— (3.38) 

The measure entropy gives the average information content per site of a given 
sequence. It can be shown tha t H is equivalent to the thermodynamic entropy [48], 

S(E) = logN(E), (3.39) 

where N(E) is the number of accessible micro-states as a function of the energy 
E. Micro-states of equal energy have are equally likely to occur, the probability 
of the j'-th state is: 

Prd) = j±), V, (3.40) 

If Eq. 3.40 is plugged into Eq. 3.34 the thermodynamic entropy (Eq. 3.39) re
sults. The connection with thermodynamic entropy made Shannon to call H 
measure entropy, after he was encouraged by John von Neumann to do so. Von 
Neumann stated tha t since no one really understands what entropy is, giving 
the name entropy to this new measure would give Shannon a "big edge in the 
debates" [48]. 

Analogous to the spatial or temporal entropy, one can define temporal I spatial 
block entropy, where blocks of n x t sites are considered: 

Hnt = lim hnf (3.41) 

Eq. 3.41 decreases monotonically with n, while hnf decreases also with t. The 
following difference, 

8hn = hn-hn+] (3.42) 

is the amount of information by which a state si+„ of a site i + n becomes less 
uncertain if the site state s,- gets known. 8h„ is called the n-th order mutual in
formation. Intuitively one could regard mutual information as the stored infor
mation in one site about another site and the degree of predictability of a sec
ond site by knowing the first. Another definition of mutual information, block-
to-block mutual information, is defined as the mutual information between two 
L-blocks[90]. Let Pa be the probability for an L-block and Pap(d) be the joint prob
ability for two blocks separated by a distance d.\ 

M{dp = J^P^Wog 
Pa.^d) 

a ß Po.Pß 

= YLP^{à)logP^{d)-Y^Pa^d)logPalogP^ (3.43) 
a ß a ß 

Note that £ a Xß ̂ aß (d) reduces to Pp and mutat is mutandis for summing over Pa. 
Hence the Eq.3.43 can be simplified to: 
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M(d)W = HPa^d)logP^(d)^PalogPa^PßlogPa 
a ß a ß 

= Ha + Hp-Hap (3.44) 

Where Haß is the joined entropy of sequences a and ß. Note that this definition 
can be used to quantify both spatial as well as temporal correlations. 
In the case of temporal correlations, the past-future mutual information is often 
used as a measure of complexity (see e.g., [90] [65]). Also it has been used by 
Shaw to study symbolic sequences generated by a dripping faucet [138]. Using 
Eq. 3.38 and Eq. 3.44, the past-future mutual information is: 

C= lim (H(S,„)+H(Sn)-H(Sm+ll)) (3.45) 
m,n 

The above definition captures the amount of information that a word of length 
m contains about its continuation of length n. Sequences with long range corre
lations will have a high value of C. Eq. 3.45 can also be writ ten as: 

C = Um (/ƒ,, - nH) (3.46) 

Hence, for large n 

Hn^C+nH (3.47) 

An interpretation for Eq. 3.47 is based on the analogy of a computer program 
and its data. The total information H„ in a sequence Sn of« symbols is composed 
of a part nH which equals the amount of information carried by n symbols (the 
data) and a part C which is interpreted as the amount of information inherent 
in the code itself (the program), thus a measure for the difficulty of decoding the 
sequence [7]. 

3.4.2 Experimental results 

In this paragraph some experimental results are presented on the disorder-
order phase transition that occurs in the SA algorithm as the temperature T is 
slowly cooled. The information theoretic measures described in Section 3.4 will 
be used to quantify the transition and to show the anomalous behavior of long 
range correlations around the transition point. 
In order to measure the disorder and mutual information in the optimization 
process of the TAP, we will have to extract a time series. The processor value of 
the first task in the string representation of the current allocation in the Markov 
chain is monitored. In order to define "time" in the time series, the value is mon
itored every P Markov steps. The generated time series is used to measure both 
H and C as defined in Eq. 3.47. 
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Figure 3.4: Relationship between block entropies H(S„) and the block length n. The 
slope of the limiting straight line is the value of the entropy H, while the y intercept de
termines the mutual information C. The figure has been generated of a TAP instance 
with P = 2, N= 64 and ß = y = 0.5 at T « 3.05. 

Figure 3.5: Stored information C and disorder H as a function of T, for a TAP instance 
with N = 64, ß = y = 0.5 and P = 2. 

In Fig. 3.4 we have calculated the block entropies (Eq. 3.36) of a TAP instance 
with P = 2, n = 64, ß = 0.5 and y = 0.5 from a Markov chain at a fixed temperature 
of T = 3.05. This specific value of the temperature is in the region of the cooling 
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process where a phase transition takes place in the SA algorithm. The slope of 
the limiting line in this figure corresponds to the entropy H (Eq. 3.38). The y in
tercept of this line minus H(Si) determines the past-future mutual information 
C(Eq. 3.46). 

In Fig. 3.5 both the entropy H as well as the past-future mutual information C 
is calculated for the entire range of temperatures of the SA algorithm. Around 
a temperature of T = 4 the equilibrium state of the TAP allocations undergo a 
phase transition from disordered to ordered, as can be seen from the sudden de
crease of the entropy H, Around this phase transition, the past-future mutual 
information increases sharply, indicating the appearance of large range correla
tions. The results of these experiments can be compared with the results found 
in [7], where Ising spin systems are subjected to an information theoretic anal
ysis. 

3.5 TAP phase transition 

3.5.1 TAP extremes 

Although the task allocation problem is NP-hard [13], the two extremes, ß = 0 
and ß = 1 are easy to solve. For ß = 0 (infinitely fast CPUs), the only relevant 
term in the Hamiltonian is an attracting communication term, which will cause 
all connected tasks to be allocated to one processor. For this extreme (with a cor
responding lowest energy state of value zero), the number of optima is equal to 
P. In the case of ß = 0 the P optima are at maximum distance in terms of the 
defined distance metric (see Section 3.3). The P-ary inversion operation (analo
gous to spin-flipping in spin glass models) and arbitrary permutations, applied 
to a given optimal configuration, leave the value of the Hamiltonian invariant. 
Note that, in this case, the TAP landscape is highly symmetrical. The entire 
landscape consists of P identical sub-landscapes. Each sub-landscape has only 
one optimum, which is automatically the global optimum. 
For ß = 1 (infinitely fast network) only a repulsive work load term is present, 
which will force the variance in the work load distribution to be minimized. This 
results in an equal partitioning of the total work load over all available proces
sors. It can easily be shown tha t the total number of optima in this case equals: 

I K frj/pï )=T^P > (3-48) 
k=\ 

n 

Kn/P) ) ~ (njpy 

where it has been assumed that n/P is integer. The corresponding optimal value 
of the Hamiltonian is equal to n2/P. In case of ß = 1, the optima are relatively 
close to one another. Again, two types of operations can be distinguished that 
leave the value of the Hamiltonian invariant, which are rotation of the sequence 
and permutation of two arbitrary tasks. 
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3.5.2 Locat ing the trans i t ion 

A transition from sequential to parallel allocation can be observed when ß is in
creased from 0 to 1 (or equivalently, if y is decreased from 1 to 0). In order to 
quantify this (phase) transition we define an order parameter, which expresses 
the degree of parallelism present in an optimal allocation. Since all tasks and 
connection weights are unity, the order parameter T, quantifying the paral
lelism in a given optimal allocation can be defined as follows: 

((W2) - (W)2)P2 

n\P-\) ' l ] 

where W is the time spent in calculation and n2(P— l)/P2 is the maximal possible 
variance in W. Eq. 3.49 takes the value 1 in the case of optimal parallelism (ß = 1 
or y = 0) and the value 0 (ß = 0 or y = 1 ) in the case of a sequential allocation. 
Another measure for ¥ can be given by a kind of entropy measure: 

T=-YtpilogPi (3.50) 

where /?, is the fraction of tasks present on processor i and P the total number 
of available processors. Eq. 3.50 takes the value 1 in the case of optimal paral
lelism and the value 0 in the case of a sequential allocation. This order param
eter corresponds to the 1-block entropy of optimal allocations. 
Using Eq. 3.25 we can calculate whether the average value Eq. 3.3 either in
creases or decreases by using more processors. Using a mean field argument, 
the transition from sequential to parallel allocation will approximately occur 
for those values of ß and y for which Eq. 3.3 will change from a monotonically 
decreasing function to a monotonically increasing function of P. In other words, 
setting 

f > = 0 , (3 .5! , 

with the additional constraint tha t either y or ß is fixed, we obtain the following 
transition values: 

7 (3.52) 
1 + y 

YC=7Zß ' (3.53) 

The values of ßc and yf are interpreted as the critical values of ß and yin analogy 
with the critical temperature Tc in thermal phase transitions or the percolation 
threshold pc. 
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3.5.3 Critical slowing down 

Many search methods show anomalous behavior for certain critical parameters 
of combinatorial search problems [158, 159, 71, 23]. For example in the case 
of graph coloring it has been observed that the "difficulty" of determining if a 
graph can be colored, increases abruptly when the average connectivity in the 
graph is gradually increased to some critical value [158]. In Ising model simu
lations, the difficulty of equilibrating increases when the critical temperature 
is approached (critical slowing down). 

In analogy, we expect that in the TAP comparable phenomena can be found in a 
critical region of the ß and y-domain. For both ß extremes the optima are known 
in advance. The difficulty to find these optima is therefore trivial. If the calcu
lation and the communication term in the Hamiltonian (Eq. 3.3) are of compa
rable magnitude, the system is said to be in a critical area. Moving away from 
this critical region, one term becomes small noise for the other. 
We will use the following empirical method to estimate the computational cost 
of finding optima. The number of local optima are measured, in which indepen
dent steepest descent (SD) runs get stuck. A specific search space is considered 
to be "simple" if it contains a relatively small number of local optima, otherwise 
it is classified as "difficult." The distinction between local optima is based on the 
value of the Hamiltonian of the corresponding task allocations. That is, two lo
cal optima i and j are called distinct if: 

H(i)^H(j) . (3.54) 

Due to the fact tha t the TAP energy landscape is AR(1), we do not expect large 
plateaus in which SD can get stuck in its search for a t rue local minimum (a 
minimum with the lowest value of the Hamiltonian in its local neighborhood). 
Therefore, it is to be expected that plateau states will not have a major contri
bution to the cost of the search. 

Of course, one may wonder how this cost heuristic relates to a s tandard search 
measure like the number of convergence steps taken in SA. In Section 3.6, we 
will present empirical evidence that both measures are strongly correlated. 

3.5.4 Fini te size scaling 

In many physical systems the sharpness and the location of transition points 
depend on the system size. This dependence can be analyzed by a method from 
statistical physics called finite size scaling. The existence of scaling parameters 
for transitions at different system sizes is a direct evidence for critical behav
ior at the transition. The system is indistinguishable at all sizes, except for a 
change of scale. The scale change can be found by analyzing the shift of the TAP 
transition (with fixed y): 

ß c ( n ) - ß c ( o o ) o c „ - i / v ( 3 _ 5 5 ) 
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where ßc(w) is the location of the transition for a TAP instance of size n and v is 
called a critical exponent. The parameter v can be used to re-scale ß as follows: 

ß*=n1/v(ß-ßcH)/ßcH (3.56) 

3.5.5 Spatial mutua l information 

The spatial mutual information between the processor allocation of two (closely) 
connected tasks can be used to indicate "how much" a different processor alloca
tion of a one task influences the allocation of the other. The mutual information, 
MI(A,B), is a function of the individual task allocation entropies, S (A) and S(B) 
(= T of Eq. 3.50), and the entropy of the two tasks considered as a joint alloca
tion, S(A,B). In Section 3.4.1 we have already defined mutual information using 
Eq. 3.44: 

MI(A,B)=S(A)+S(B)-S(A,B) (3.57) 

The entropies are calculated by generating several "optimal" allocations, from 
which the allocation probabilities, pt and ptj (see Eq. 3.50) are derived. Because 
the inherent structure of a task graph is not a 1-dimensional string but given 
by the corresponding connectivity graph, the tasks A and B are chosen such that 
they are nearest neighbors. 

3.6 Experimental results 

In this section experimental results regarding correlation length, phase tran
sition and search cost for the TAP are presented. In order to validate the the
oretical results of the various TAP quantities that have been derived, such as 
the average cost and the correlation length, a paragraph has been devoted to 
present some validation results. A more detailed suite of these experiments can 
be found in [35]. Several experiments on the TAP phase transition are sum
marized in paragraph 3.6.2. The theoretical prediction of transition location 
(Eqs. 3.52 and 3.53 is validated for several parameter values. It is shown that 
the transition are amenable to finite size scaling and several other experiments 
are presented to show the critical behavior in the transition region. The last 
part of this section is devoted to the special character of y= 1 or fully connected 
task graphs. It is shown this transition does not display critical behavior, due 
to its exact nature. 

3.6.1 Correlation length and statistical quantities 

In Fig.3.6 measured and predicted correlation functions are displayed, with pa
rameters n = 100, P = 8 and y= 0. In the second experiment a TAP instance with 
a non-zero connection probability (y = 0.5), n = 64 and P = 4 is used. The theoret
ical correlation functions with correlation lengths 50 and 32 respectively (n/2), 
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Figure 3.6: Analytical (dashed lines) and experimental values for the auto-correlation 
function r(s) with n = 100, P = 8 and J = 0.0 (diamonds) and n = 64, P = 4 and y = 0.5 
(pluses). The experimental auto-correlation functions are generated from a random 
walk of 640000 steps. 

n=64, P=8, beta=0.5, gamma=0.91 

"histo_g0.9" 
exp(-(x-1891)"2/40)/11 

Figure 3.7: Density of states of TAP instance with n = 64,P = 8,ß = 0.5,y= 0.9. Experi
mental data is depicted by a solid line. A Gaussian distribution is plotted (dashed line) 
with mean and variance according to Eqs. 3.25 and 3.27 respectively. 

are plotted as dashed lines. Clearly, the predicted correlation functions match 
the experimental data. 
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The predicted statistical quantities, (H), the variance a2, and {(H-H1)2) have 
been validated extensively [37] by random walks through the energy landscape 
In Fig. 3.7 we plot the «density of states'W(/7), indicating the probability of an 
allocation with a certain energy. The results of a TAP instance, with n = 64 
P- 8, y=0.9 and ß = 0.5 are depicted in Fig. 3.7. From Fig. 3.7, it can be observed 
that the experimental data is in reasonable correspondence with a Gaussian 
distribution with mean (tf )(Eq. 3.25) and variance a2(Eq. 3.27). A more detailed 
validation of the individual statistical averages constituting (H) is given in [37], 

3.6.2 TAP phase t rans i t ion 

Next, several experiments are conducted to demonstrate the existence of a 
phase transition. Furthermore, the location of the transition, as predicted bv 
Eqs.(3.52) and (3.53), is checked. 

n = 256 
n = 128 

Pc(ï=0.2) -
ßc(Y=0.5) 

n "-o 0.8 1 

Figure 3.8: Two phase transitions with fixed y and increasing ß, with y = 0 2 n = 256 
andP = 32, and with y = 0.5, n = 128 and P = 8 respectively. The vertical lines'indicate 
the location of the transition as predicted by Eq. 3.52. The ß domain is scanned with 
steps of Aß = 0.01. For each value ofß, T is estimated by averaging over 25 simulated 
annealing runs. 

In Fig.3.8 ß is varied in the range [0,1] and y is fixed at two different values (0.2 
and 0.5). In Fig.3.9 the dual experiment is performed, where y is varied in the 
range [0,1] and ß is fixed at the value 0.25. The results presented are compa
rable with those found for arbitrary parameter values (data not shown) The 
mean field transition points (Eqs.(3.52) and (3.53)) are plotted as vertical lines 
As shown in Figs.3.8 and 3.9, the approximate location of the phase transition 
that is induced by variation of ß or y can be predicted by a mean field argument 
(Eq. 3.51). 
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Figure 3.9: A phase transition with ß = 0.25, n = 64 and P = 8. The vertical solid line 
indicates the location of the transition as predicted by Eq. 3.53.The y domain is scanned 
with steps of Ay = 0.025. For each value ofy, T is estimated by averaging over 10 simu
lated annealing runs. 
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Figure 3.10: A phase transition and the search cost (with standard deviations) with 
Y= 0.5, n = 32 and P = 4 with ß varied with steps £>ƒ Aß = 0.025 (The cost is determined 
for ß G {0.1, . . . , 0.5}j. The vertical line indicates the location of the transition as predicted 
by Eq. 3.52. The values for T are estimated by averaging over 10 simulated annealing 
runs. Each point in the search cost is estimated over 10 random graph instances, where 
for each instance lOn steepest descent runs are conducted. The cost value is scaled to fit 
in the range [0.1]. 
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Fig.3.10 displays the search cost and the order parameter T, for task graphs 
with n = 32, P = 4, y fixed to 0.5 and ß varied in the range [0,1]. In Fig.3.11 the 
same experiment is carried out, now with y varied in the range [0,1], n = 64, P = 8 
and ß fixed to 0.2. The divergence of the search cost near the transition point 
can be observed in both plots. The method described in Section 3.5 is used to 
quantify the search cost. In Fig. 3.10 the standard deviation over the order pa
rameter, i.e., the order parameter susceptibility, is depicted. It can be observed 
that the order parameter susceptibility increases at the phase transition, which 
can be compared with for instance increasing magnetic susceptibility of Ising 
spin systems near the critical temperature. A additional smaller peak in the 
search cost can be observed around ß = 0.45. Currently we do not have a valid 
explanation for this peak, but we suspect that it could be explained by an addi
tional geometric order phase that is not captured by the order parameter T. 
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Figure 3.11: A phase transition (with standard deviations) and the search cost with 
ß = 0.2, n = 64 and P = 8 withy varied with steps ofAy= 0.025 (The cost is determined cost 
for JE {0.1, . . . ,0.5}J. The vertical line indicates the location of the transition as predicted 
by Eq. 3.53. The values for T are estimated by averaging over 10 simulated annealing 
runs. Each point in the search cost is estimated over 10 random graph instances, where 
for each instance lOn steepest descent runs are conducted. The cost value is scaled to fit 
in the range [0.1]. 

To illustrate the correlation between the cost heuristic, introduced in Section 
3.5.3, and the average number of SA convergence steps, an experiment has been 
carried out with the following parameter setting: n = 64, P = 4 and y = 0.5, while 
ß is varied between 0 and 1. We applied the following convergence criterion for 
SA: if the optimal allocation does not improve with more than 5% during 50 con
secutive temperature lowerings, SA has reached convergence. Fig.3.12 shows 
that both measures peak near the predicted transition point ßc. The results in-
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Figure 3.12: The average number of SA steps to reach convergence and the search cost, 
with n = 64, P = A, y = 0.5 and ß e [0,1]. The number of SA steps is averaged over 25 
runs. The vertical line indicates the location of the transition as predicted by Eq. 3.52. 
Each point in the search cost is estimated over 10 random graph instances, where for 
each instance lOn steepest descent runs are conducted. Both measures are scaled to fit 
in the range [0.1]. 

dicate that it takes more temperature steps to find an optimal allocation in the 
critical ß region. In other words, the "freezing temperature" of SA appears to 
behave anomalously near the TAP phase transition. Again additional peaks in 
both the SA convergence steps and the search cost can be observed. 

Finite size scaling 

The results of a finite size scaling experiment are summarized in Fig.3.13 for 
task graphs with P = 8 and y = 0.2. For increasing task graphs sizes (n e {80, 
160, 240, 320, 400, 480, 560, 640}), the order parameter T has been estimated 
for 10 different values of ß near the predicted phase transition. Each point in 
the figure is averaged over 25 SA runs. It can be observed that all functions 
intersect in one point. Assuming that all task graph order parameter functions 
intersect at a common point, this must be the exact value of ßc. The critical 
value of ß found experimentally, closely corresponds to the value as predicted by 
Eq. 3.52. In order to test the finite size scaling hypothesis, we have plotted the 
data from Fig. 3.13 against the rescaled ß parameter, ß* (see Section 3.5.4). We 
define ßc(n) to be the value of ß at which T = 0.5 and ßc(°°) is given by Eq. 3.52. 
In Fig. 3.14, we observe that all rescaled plots fall on a «-independent curve. 
The inverse experiment, i.e., a transition with ß fixed, has also been conducted. 
In Fig. 3.15 the results of a finite size scaling experiment with ß = 0.2 and P = 8 
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Figure 3.13: For task graphs sizes n e {80,160,240,320,400,480,560,640}, P = 8 and 
Y= 0.2, V is calculated around the mean field prediction o/"ßc, for ß varied in the range 
[0.1,0.19] and a step size ofAß = 0.01. The vertical line indicates the location of the tran
sition as predicted by Eq. 3.52. 

Figure 3.14: Finite size scaling. The curves of Fig. 3.13 are plotted against the reseated 
ß*=„1/v(ß_ßc(00))/ßc(00)) wherevx 1.83 ±0.04 has been estimated by fitting. 

is shown. It is found that , using the same scaling exponent as in the previous 
experiment, all 8 functions can be scaled to the same universal function. To 
further show the universality of the scaling exponent an additional experiment 
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Figure 3.15: Finite size scaling with ß = 0.2 and P = 8. f = nllv(y—yc(<=°))/yc(°°), with 
v=1.83. 
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Figure 3.16: Finite size scaling with ß = 0.2 and P=16. f = «1^V(Y-Ye(00))/Yc(00)> ""£/i 
v= 1.83. 

with the same parameters as in the previous one except for P = 16 is shown in 
Fig. 3.16. 
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Sensitivity to perturbations 

The optimal allocation is reached with an SA algorithm. Subsequently, a few 
connections in the task graph are removed (perturbation) and the first local 
minimum is found by a steepest descent (SD) strategy. For several values of ß, 
the number of SD steps needed to reach a new local minimum is recorded. The 
results of a perturbation experiment using a TAP instance with n = 120, P = 8 
and y = 0.3 are displayed in Fig. 3.17 together with the corresponding values of 
the order parameter, T. 

Figure 3.17: Normalized number of SD steps (dotted line) needed to reach a new local 
minimum for a TAP instance with n = 120, P = 8,y = 0.3. The phase transition from op
timal sequential (T = 0) to optimal parallel allocation (T = I) is rendered by the solid 
line. 

Spatial mutual information 

Due to the fact that the processor graph is fully connected, symmetrical alloca
tion exists, i.e., allocations in which processor ids can be swapped. Therefore, 
the allocations are "normalized" before the entropies are calculated. The nor
malization allocates tasks to processor ids by subsequently assigning increasing 
processor ids (starting from 0) to processor clusters sorted by size. This process 
eliminates invariant or symmetrical allocations. 
The spatial mutual information MI(A,B) (Eq. 3.57) between two next-nearest 
neighbor tasks is experimentally calculated for a set of TAP instances with n — 
96,160,320,400, P = 4 and y =0.2. MI(A,B) reaches a maximum near the (scaled) 
transition point ßr. After rescaling the 4 different plots, resulting from the ex
perimental data, with the scaling factor v = 1.83, we obtain Fig. 3.18.The peak 
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Figure 3.18: Next-nearest neighbor spatial mutual information, n = 96,160,320,400/> = 
4,Y= 0.2, the mutual information is calculated for each value of'ß for 100 identical task 
graphs, which is again averaged over 20 different instances. The mutual information 
functions are scaled with v = 1.83 as obtained from the finite size scaling analysis. 

at the transition indicates that the influence on the mutual allocation of two 
closely connected tasks is large. 

Cost susceptibility 

The "cost susceptibility" is calculated using several optimal allocations: 

x = (c2)-(cy (3.58) 

The results presented in this section can be used to argue that the TAP is most 
difficult to solve for critical values of either ß or y. Outside the transition region 
optimal allocation can be found more easily. The sharp increase of the cost sus
ceptibility at the transition indicates that the optimal allocation becomes most 
sensitive to the mutual allocation of individual tasks (see Fig. 3.19). 

3.6.3 Fully connected task graphs 

According to the expressions above, some interesting properties for fully con
nected task graphs (y = 1) can be given. First, consider the correlation length 
for the critical value, ßf = 1/2 (From Eq. 3.52). The correlation length X of the 
TAP landscape becomes indeterminate for y= 1 and ß = 1/2. It can easily be 
shown that these are the only values of ß and y, resulting in X = §. The rea
son for this behavior is that the TAP landscape becomes flat, which can be seen 
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Figure 3.19: Cost susceptibility % for a TAP instance with N = 64, P = 4,y = 0.4. ß is 
varied between [0,1]. 

from the zero variance for this specific (y,ß)-pair in Eq. 3.27. Furthermore the 
following holds for y = 1 at ßc: 

< H > ß c
— VLmin — Hmax = ßcrc (3.59) 

This means tha t the density of states N(H), expressing the probability of finding 
an allocation with energy value H, collapses into a Dirac 8 for ß = \ and y= 1: 

limN{H) = o(H-~n2) (3.60) 

T undergoes a discontinuous transition from sequential (T = 0) to parallel (T = 
1) allocation, which can be shown as follows. Let us discuss the case ß < ßc, i.e., 
the "sequential region." For these values of ß the tasks are optimally allocated 
using a single processor. In order to see what happens close to the transition 
point, consider the smallest deviation from a sequential allocation: n - 1 tasks 
on 1 processor, 1 task on an arbitrary other and a small perturbation 8ß from 
ßc. For this specific situation we can calculate the corresponding cost Cs explic
itly for n tasks as well as for the sequential allocation cost Cseq (all tasks on one 
processor): 

Q 

C, .sec/ 

(ßc-oß)((»-l)2+l)-
( l - ß c + oß)(2(n-l)) 
(ßc-5ß)«2 

(3.61) 

(3.62) 
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It is easy to see that Cseq < Q for all Sß > 0 and ßf = 1/2. For the case ß > ßc 

a similar argument holds. The corresponding parallel allocation cost, Cpar (all 
tasks evenly distributed) is found to be: 

cpar = %p[^)2 + {i^c)Q
2
 {P-i)p (3.63) 
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Figure 3.20: A discontinuous transition with n = 64, P = A and y = 1.0. The search cost 
is indicated by the solid line. The dashed line depicts the order parameter. Note that the 
value of the "search cost" remains zero. 

The transition for the fully connected graph on the other hand (Fig. 3.20), is 
obviously discontinuous and lacks a peak in the search cost, i.e., the optimal 
allocation problem is trivial over the entire spectrum of ß. For ß < ß£. the optimal 
cost can be calculated by Cseq (Eq. 3.61). The optimal cost for the case ß > ßc, 
is given by Cpar (Eq. 3.63). At ß - ßc, all solutions have equal cost, hence any 
solution is optimal. 

3.7 Experimental validation of the TAP phase 
transit ion 

In this section we will conduct a validation of the inherent property of the TAP 
problem, the existence of a phase transition from sequential to parallel optimal 
allocation. It is important to note that we do not expect to validate all quan
titative results of the previous section for various reasons, which we will dis
cuss later. We will apply the P-CAM framework to implement a meta-model 
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of a TAP instance, i.e., a random task graph will be used as a parallel applica
tion topology on which fictive work is done with fictive communication between 
the interconnected tasks. A "physical optimization" algorithm will be applied 
to find "optimal" allocations, hence the task migration primitives of the P-CAM 
framework can be used conveniently. 

3.7.1 Meta modeling with P-CAM 

The TAP cost-function is not a realistic model in the sense that it does not model 
the actual cost of a parallel application on a real parallel machine. The TAP 
model is essentially based on the physical analogy of the minimalization of sur
face tension, to steer the optimization process. It is only the final allocation that 
is expected to be optimal from the viewpoint of parallel computation, the quan
tification of this allocation alone does not give any clues to the actual run time 
of the parallel application when executed on a parallel computer. The source of 
the discrepancy is twofold. Obviously, the quadratic workload term in the TAP 
cost-function is not conform the actual cost of work. The situation for the com
munication term is even worse. Apparently, the assumed communication model 
does not take into account communication latencies, which may contribute for 
a major part to the total communication time. Secondly, the accumulation of 
the interactions between the tasks is not really correct. Whenever a task i on 
a processor P0 is connected to several other tasks on a processor Px, all these 
links are added in the TAP cost-function. However, in reality, that is in P-CAM, 
the messages of task i are only send once to the other processor Px, not for ev
ery task separately. Hence, the expression for the expected communication vol
ume between two processor pairs (Eq. 3.24), derived for the TAP model is not 
valid in the P-CAM framework. Our objective in this section is not to validate 
all the quantitative results derived for the TAP model, but a more modest ex
ercise: to validate whether a transition from sequential to parallel allocation is 
inherently present in the allocation of random task graphs. 
A fairly simple meta model to simulate the process of work done alternated by 
a communication step can be defined, acting on arbitrary task graphs. Pseudo 
code for this meta model is given in Fig. 3.21. 
In order to use this meta model in the P-CAM framework, an instance of a ran
dom graph is created given the parameters n and y. The specification of this 
random graph instance is passed P-CAM in addition with an initial decomposi
tion specification. Subsequently the meta model of Fig. 3.21 is executed on each 
individual processor. The work (DoWork) step is performed on each allocated 
task. The communication pattern is based on the random task graph instance. 

3.7.2 "Physical" optimizat ion 

In this paragraph we will define the physical optimization process. There is still 
much room for a debate on a proper definition of the algorithm, but our purpose 
is just to validate a part of a theoretical result and as such we are not interested 



3.7 Experimental validation of the TAP phase transition 87 

Communicat ionVolume := (1 - ß) * BASE_COMMUNICATION_LOAE 

Tota lWork := ß * BASE_WORK_LOAD 

Do 

icomm := Communica teBorde rCe l l s (Communica t ionVolume) 

Icalc '•= DoWork (TotalWork) 

Hotal '• ~ tcomm T ^calc 

Until Number of i t e r a t i o n s 

Figure 3.21: Pseudo code for the TAP meta model 

in an optimal algorithm. The optimization process is conducted by alternating 
a meta model iteration and a task migration process. The functionality of the P-
CAM framework is well suited to exploit the task migration process necessary 
to perform a local search optimization procedure. 
We have denned a simple local search optimization procedure to optimize the 
allocation of the meta model of the previous section. The initial decomposition 
allocates all tasks onto 1 processor. The idea is to randomly migrate tasks from 
one processor to the other, and to execute the meta model after each migration 
step. If reallocation is fruitful, tha t is if the run-time of the new allocation is 
smaller than tha t of the previous allocation the allocation is kept, otherwise 
the migration process is discarded (performed in the opposite direction). The 
migration decision is based on several random processes. The first step is to 
choose either for an emigration or an immigration of tasks, tha t is a processor 
P' pushes tasks away to another one or it pulls tasks from another processor. 
The processor P' is chosen randomly The migration volume, that is the total 
number of tasks tha t are to be engaged in the migration process, is also chosen 
randomly. The last step in the migration phase consists of randomly selecting 
task for migration until the total migration volume has been resolved. A pseudo 
code of the optimization procedure is given in Fig. 3.22. 

3.7.3 Experimental results 

In this section we will find "optimal" allocations of the meta model using the 
optimization procedure of the previous section. All experiments have been per
formed on a Parsytec CC-40 machine, consisting of 40 PowerPC 601 processors. 
The goal of the experiments is to validate whether a phase transition as defined 
in this chapter actually occurs for the task allocation problem if real programs 
and parallel machines are considered. The results of a random task graph in
stance with n = 64 and y = 0.2 is given in Fig. 3.23 as ß is varied. Obviously a 
sharp transition is present from sequential to parallel allocation. Another re
sult, for a larger task graph with 128 tasks and y = 0.5 is presented in Fig. 3.24. 
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Start with a decomposition on 1 processor 

diviser := 1 

Do 

MigrationDirection := random(Emigrate, Immigrate) 

P' : = random(0, P-l) 

n' : = Number of tasks on P' / diviser 

x : = random ( 0 , n') 

For n' 

Migrate random task in MigrationDirection 
from/to P' 

\omi • = DoMetaModel ( ) 

At ( Itotal > tprev ) 

Redo m i g r a t i o n 

Else 

tprev '• = ^total 

If (Evolutioniteration mod SomeNumber = 0) 

diviser := diviser + 1 

Until Converged 

Figure 3.22: Pseudo code for the TAP optimization process 

This task graph has been subjected to optimalization on a 4 and an 8 proces
sor partition. Again a sharp transition can be observed for both processor par
titions. Not that the transition point of all three experiments approximately 
coincide. 

3.7.4 Discussion 

In this section we have constructed a meta model and an optimization procedure 
for the allocation of parallel applications with random interactions between the 
tasks. The purpose of this section has been to show that the qualitative re
sults of the TAP model can be validated for "real" parallel applications. The 
P-CAM framework is shown to be of great value for this research. The arbitrari
ness of the interconnection structure and the migration functionality offered by 
this framework have enabled the implementation of the meta model and a local 
search optimization procedure. 
The experimental results of several random interaction structures subjected 
to a local optimization procedure unambiguously demonstrate the presence of 
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Figure 3.23: A phase transition in ß for a random task graph instance with n = 64 and 
y =0.2. 
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Figure 3.24: A phase transition in ß for a random task graph instance with 
with P = {4,8} and 7 = 0.5. 

128 

transition from sequential to parallel optimal allocation. Moreover, the results 
show that the number of tasks (re) and the number of processors (P) do not in
fluence the location of the transition significantly. This result has also been 
derived for the theoretical TAP model. However, the random task graph con
nectivity (y) does not induce a transition when it is varied. This is caused by the 
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way tasks communicate with tasks on other processors. If a task has multiple 
connections to another task on a different processor, P-CAM sends its contents 
only once to the other processor. This is not modeled correctly in the TAP cost 
function, where each connection to another processor contributes to the commu
nication volume. Other shortcomings of the TAP cost functions are its inability 
to model communication latencies and the difficulty of matching the application 
and machine parameters to corresponding values of the ß and y parameters. 

3.8 Conclusions 

The results presented in this chapter clearly show that the task allocation prob
lem exhibits a variety of interesting properties similar to complex behavior 
found in complex physical systems. Our approach to study the task allocation 
problem, by analyzing "ground states" of parameterized instances, can be con
sidered new and may be used to study other combinatorial optimization prob
lems as well. 
For specific parameter sets the task allocation problem only exists in a small 
parameter range. Outside this range the problem is trivial. The problem be
comes complex in the region where the calculation and communication terms 
are of comparable magnitude. The location of this complex region is marked by 
the presence of a transition from sequential to parallel allocation. 
Different allocation regimes are summarized in Fig.3.26. The sequential alloca
tion region only contains optima where all tasks are allocated to one processor. 
The semi-parallel allocation region corresponds to the situation, where not all 
available processors are necessarily used, due to the high competition between 
the calculation and communication terms. Also the locality in the task graph 
has its consequences for the allocation sequence. Tasks that are connected to 
one another "desire" to be grouped onto the same processor. The last region, 
parallel allocation, corresponds to the mode where the inter task connectivity 
has become insignificant. This may either be due to a high speed communica
tion network or a weakly connected task graph. For increasing task graph sizes, 
the transition region narrows. This implies the existence of exactly two regions 
of task allocation order in the limit n —» °°. Hence, for large task graphs that dis
play long range interactions, the TAP is trivial for allocation on fully connected 
parallel computers. 
The parallel- and sequential phases and the separation as predicted by Eqs.(3.52) 
and (3.53) are depicted in a phase diagram (see Fig.3.25). 
To validate the key characteristic of the TAP, the phase transition, we have opti
mized the allocation of a meta model defined on random task graphs. The meta 
model has been implemented straightforwardly in P-CAM, exploiting the capa
bility of the framework to use arbitrary graphs and to migrate tasks between 
different processor partitions. Again a sudden transition from a sequential to a 
parallel phase is found by increasing the ß parameter. However, the meta model 
also shows shortcomings to the theoretical TAP cost function. Increasing the 
connectivity (y) of the task graph does not induce a phase transition and mod-
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Figure 3.26: The different allocation 
regimes in the task allocation problem 
for varying ß. 

eling the correct values of ß and y is a very difficult tasks, also keeping in mind 
that the cost function does not model communication latencies. 
It is clear that this new way of dealing with computer science problems is still 
in its infancy. Besides a realistic formulation of a TAP cost function many fun
damental issues remain unsolved. A more detailed analysis of the geometric 
properties of TAP solutions will probably reveal a plethora of other phases other 
than just "sequential" and "parallel." Our current definition of the order param
eter does not capture the specific ordering of the tasks to processors. More real
istic task graphs need to be studied. For example the effect of introducing short 
range locality in both the task graph as well as the processor topology. Further
more, the TAP cost functions needs to be adapted such that it can be applied to 
load balancing of dynamic and heterogeneous parallel applications on dynamic 
and heterogeneous parallel computers. 
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Chapter 4 

Task Allocation by Parallel 
Evolutionary Computing 

'You cannot teach a [man] anything, you can only help him to find it within him
self." 

-Galileo 

"You do not destroy an idea by killing [people], you replace it with a better one." 

-Unknown 

4.1 Introduction 

In the previous chapter the fundamental properties of the Task Allocation Prob
lem (TAP) on random task graphs instances and thermo-dynamical aspects of 
the optimization process using Simulated Annealing have been discussed. In 
this chapter we will discuss in more detail the optimization of TAP instances 
using parallel evolutionary algorithms: Simulated Annealing, Genetic Algo
rithms and Steepest Descent. A so called Abstract Cellular Genetic Algorithm 
is implemented using the P-CAM framework to study performance and problem 
specific aspects of TAP optimization. 
Heuristic search methods have been formulated as a compromise between com
putational search cost and the final cost of (sub) optimal solutions for problems 
which are hard to optimize. In order to reduce the execution time associated 
with a heuristic search, parallel versions of the corresponding search strate
gies must be developed. Two typical natural solvers are Simulated Annealing 
(SA) [83] and Genetic Algorithms (GA)[72]. A fundamental problem is that both 
methods are difficult to parallelize to a level of high scalability. Classical GAs 
use global knowledge for their selection process. An essential problem in SA is 
that the method is inherently sequential. 
In this work we will apply a GA, SA and a steepest descent search (SD), to find 
(sub) optimal allocations of the TAP as introduced in Chapter 3. Both a realis-
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tic task graph as well as random task graph instances will be studied. A finite 
element mesh of a car is used as a representative of a realistic task graph. 
In Section 4.3, a unifying evolutionary optimization framework is introduced 
in which we can embed parallel versions of GA, SA and SD. For the parallel 
GA, we discuss the consequences of the imposed parallelization strategy for its 
selection scheme, and a time complexity formula of the algorithm, expressing 
its scalability, is derived. 
Problem specific enhancements for each of the three algorithms are presented 
in Section 4.5. Experimental results, relating to problem specific enhance
ments and individual performance of the optimization methods, are given in 
Section 4.6. Furthermore, we investigate the trade-off between solution qual
ity and optimization time (wall clock). Finally, Section 4.7 is used to reflect on 
the various aspects and consequences of this work. 

4.2 Genetic Algorithms 

Genetic Algorithms[60, 72] (GA) are "blind" search algorithms and refer to a 
family of computational models inspired by evolution. They are based on the 
mechanics of natural selection and natural genetics. Potential solutions to spe
cific problems are encoded as simple chromosome-like data structures. The evo
lution of the algorithm proceeds in combining chromosomes or individuals of a 
previous generation in order to form a next generation. In a sense a GA can be 
regarded as & guided random walk, using historical information to effectively 
exploit new search points. A GA can be applied to a variety of combinatorial, 
i.e., NP-hard and function optimization problems. 
An implementation of a GA begins with a population of random individuals, i.e., 
possible solutions. Next, the individuals are evaluated according to a so called 
objective function (or cost function), which in turn is used to calculate the fit
ness of the individual in the current population (the higher the fitness the "bet
ter" the solution). The individuals are given reproductive opportunities related 
to their fitness. These reproductive opportunities are actually probabilities as
signed to individuals to indicate the chance to get selected in the next genera
tion. Individuals with a high fitness are given high probabilities. The fitness of 
a solution is often defined with respect to the current population. 
Roughly there are only two components of a GA that are problem dependent: 
the encoding of a solution and the fitness-function. A solution to a problem can 
be described by a set of parameters which are given some value. If we take for 
example TAP, the parameters consist of the allocation of tasks to a given pro
cessor. Most often the variables representing the parameters are represented 
by bit strings in a GA. As such the variables are discretized in an a priori fash
ion and the range of discretization corresponds to some power of 2. If we use 
for example 10 bits per parameter, we obtain a range of 1024 discrete values. 
Sometimes it can be quite difficult to properly encode some parameter. What if 
a parameter can only be assigned an exact number of X values and this X is not a 
power of 2. For example, our TAP problem, which consist of a n parameters rep-
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Population ai generation 

Figure 4.1: The Evolution Process (after [148]) 

resenting the number of tasks, which can take P different values per parameter. 
Of course it is possible to code this also in bit strings (which is naturally always 
the final coding scheme in a digital computer), but a different representation 
can often be more useful, in this case P-ary bit strings. An important criterion 
for the fitness function is tha t it must be relatively fast to calculate. This is espe
cially important for genetic algorithms, since they work with a large population 
of potential solutions. 
It is useful to view the execution of a genetic algorithm as a two stage process. 
We start with the current population. Selection is applied to form an intermedi
ate population. Subsequently reproduction is used to form the next generation. 
This process is schematically depicted in fig. 4.1. 
Let's call ƒ• the value of the objective function of individual i and ƒ the aver
age value of the fitness function over the total population. We can now define 
the fitness of an individual as | . We can regard this fitness as the probability 
(compare to pt in Markov Chain simulation) of an individual to be selected in 
the intermediate generation. After the selection the recombination step is ap
plied, which in tu rn can be divided in a crossover and a mutation step. During 
the recombination selected individuals are pairwise crossed with a certain large 
probability which results in two offspring, which both have features of their par
ents. Also there is a chance that some bits in the bit string are flipped with a 
low probability, this is called mutation. The resulting individuals are placed in 
the new generation. This is repeated until the new population is full, for exam
ple if it is as large as the previous one. Then the cycle starts all over until some 
stop-criterion is fulfilled. 
Summarizing, the main cycle of the GA consists of three operators: 

• Selection 



96 Task Allocation by Parallel Evolutionary Computing 

• Crossover 

• Mutation 

These are the main operators in a genetic algorithm, they are found almost in 
any GA. These operators jointly determine the efficiency of the algorithm. It is 
possible to add other operators in this cycle, but they often only have marginal 
differences in the original operators. An example can be a restriction in the se
lected offspring for the next generation, where only the best of the two individ
uals is selected. Next we will discuss the complete GA cycle in more detail in 
order to get a deeper understanding of the functioning of a GA, such that we 
can outline more clearly the issues in parallelizing this natural solver. 

4.2.1 Selection 

Before entering the next generation there is a stage in which the GA keeps a 
temporary or intermediate population of individuals that may survive the next 
generation. This temporary population is called the mating pool. The mating 
pool consists of copies of individuals from the previous generation. A selection 
process is responsible for selecting those individuals. Individuals with a higher 
fitness have a larger probability to get in the mating pool. Different selection 
strategies are possible: roulette wheel, stochastic remainder and tournament se
lection [60]. Other methods are possible, for example combinations with SA[98], 
but the first three strategies represent the bulk of the selection methods used 
within the GA-community. 
Given an encoded solution of a function, how can one decide if it is near the op
timum, or far from the optimum, if you have no knowledge about this optimum 
at all? The solution to this problem in GA, is to compare individuals within the 
current population. Instead of absolute fitness, GA uses relative fitness, bet
ter individuals receive a higher fitness. In order to obtain the fitness, a fitness 
function must be designed, which quantifies the essential features of a solution 
to a problem. 

4.2.2 Recombinat ion 

Recombination is the most essential feature of a GA. Without recombination op
erators there would be no exploration of the phase space. Recombination in GA 
is essentially different from the random walks in SA. In GA the information in 
the individuals is used to guide the search for new exploration points. By com
bining information from individuals the offspring are "hoped" to receive the best 
of both worlds. This combining of individuals is called crossover. An other es
sential operator is mutation, which has to ability to reintroduce previously ex
tinct individuals by a noise generation mechanism. 
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4.2.3 Convergence 

An optimization algorithm terminates when the optimum is found. This argu
ment is of course only realistic in the case of known global optima. But it is obvi
ous that we do not know these solutions when dealing with a "real" application. 
Known local optima can however by used when it is the GA itself we are inter
ested in. A stopping criterion has to be found to prevent the GA from running 
indefinitely. A possible scheme is to wait for a number of X consecutive gen
eration where the highest fitness in the population does not change. Another 
version is to wait for the moment when the difference between the current best 
optimum and the previous best optimum gets smaller than some small value 
e. There is no way to deterministically establish how many generations it will 
take for a GA to terminate, because of the stochastic nature of the algorithm it
self. Maybe it is possible to find statistical proofs for convergence, like the ones 
known for Monte Carlo methods. Because of the lack of a proper theory for GA, 
research in this direction can become quite difficult. 

4.3 Parallel Evolutionary Algorithms 

Despite a GA's capability to implicitly process N3 so called schemata at the same 
time [60], which makes it implicitly parallel, we would like to exploit some ex
plicit parallelism in order to efficiently execute a GA on parallel architectures. 
At a first glance it seems difficult to exploit this explicit parallelism, because 
of the global knowledge that is needed for the reproduction step. In order to 
select individuals for the mating pool one has to calculate the average fitness 
of the entire population. In other words, it is difficult to localize a GA. A solu
tion could be a selection scheme that does not depend on global knowledge, one 
could use a local selection scheme. An example of a local selection scheme, i.e., 
one that does not depend on global knowledge, is tournament selection. Other 
techniques include the introduction of a neighborhood structure, where individ
uals can only mate with other individuals in their direct neighborhood. Several 
methods using the latter method have been suggested in the literature: 

• Island models 

• Stepping stone models 

• Isolation by distance models 

The situation is even worse for the Simulated Annealing algorithm. The Metropo
lis algorithm, which composes SA, is inherently sequential. A new step can only 
be started if the previous has finished since the new step does not know the state 
of the system until the previous step is completed. 
But still there are a number of possibilities for parallelism for both GA as well 
as SA. Several techniques exist for parallelizing these algorithms [1, 26,19,10, 
62, 130, 27, 63, 8, 45, 15, 61]. In this work a generic parallelization approach 
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is taken by employing a parallel evolutionary algorithm in which several evo
lutionary optimization strategies can be embedded. In the remainder of this 
section we will discuss this approach which is mainly based on the Isolation by 
distance model of parallel GA. 

4.3.1 An Abstract Cellular Genetic Algorithm 

In [2] a generic algorithm, the so called Abstract Genetic Algorithm (AGA), for 
both SA and GA was introduced. However, the AGA was not designed to facil
itate parallelization. We describe an Abstract Cellular Genetic Algorithm suit
able for parallelization. In this ACGA, locality is introduced by mapping both 
GA and SA onto Cellular Automata. Examples in which a GA is mapped onto 
Cellular Automata can be found in [99, 62,154]. In general, it is not possible to 
map SA on Cellular Automata. However, locality can be imposed to SA by ap
plying a population based algorithm [60]. Another approach is to use simulta
neous independent searches, which is equivalent to the previous method apart 
from the interactions between the Markov chains [8]. Other approaches to par
allelize SA are discussed in [155]. 
To avoid the use of global information, which is necessary in the Abstract Ge
netic Algorithm of Aarts et al. [2], we introduce a local spatial neighborhood 
structure. The main idea behind the ACGA is to make an analogy between the 
chromosome (or solution vector) and a cell in Cellular Automata. Each chromo
some is assigned to a cell, which explicitly defines its neighborhood structure. 
All communication is local and cells can only interact with direct neighbors. In 
Fig. 4.2 the ACGA is formulated in pseudo code. 

4.3.2 ACGA instances 

From the ACGA framework, a Cellular GA (CGA) with local selection can be 
derived straightforwardly. We only have to select the various genetic opera
tors. First the selection operator. A conventional GA uses a global method to 
select the parents, for example, roulette wheel selection. Within a CGA the par
ents are selected from a neighborhood of size (2r+ l)2, where r is the radius (see 
Fig. 4.3), using a fitness function F. A cell is chosen as a parent if a uniformly 
distributed random number £, e [0,1) satisfies the following rule: 

\ < F ^ (4 1) 

where Ak^ is the neighborhood with radius r of cell xk, including xk, and xm G 
Aur\. We call this selection mechanism Local Roulette Wheel (LRW). 
Another option is tournament selection, which we call Local Tournament Se
lection (LTS) in the case of CGA, since selection is restricted to a local region. 
There is an advantage in using LTS over LRW in small neighbourhoods, be
cause LRW suffers from sampling errors when used on small populations. For 
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Ini tialize 

Do 

For each cell 

Do 
Choose 

in the population 

a parent list (choice) 
Recomb ine parent list (production) 
Mutate the offspring 

Evaluate offspring 

If offspring meets some criterion (selection) 

Then 
accept offspring 

Else 

leave the current chromosome in its place 

Endif 

Endfor 

Until maximum : lumber of generations itérât ions) 

Figure 4.2: Algorithmic specification of the Abstract Cellular Genetic Algorithm 

Figure 4.3: An ACGA population of 20x20 chromosomes. The black cell indicates the 
center cell of a neighborhood (grey cells) with radius r = 2. 

this reason we have decided to apply LTS selection in our optimization exper
iments. In LTS two individuals are randomly chosen from the neighborhood. 
The individual with the lowest fitness is discarded. 
As a recombination operator the usual GA-crossover operator can be chosen. 
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Crossover between two cells is realized by taking a uniformly distributed ran
dom number as the splitting location. Mutation is implemented by "bit-flipping" 
every bit of a chromosome with a fixed probability, where a bit is a P-ary num
ber (P > 2). The fitness of the new chromosome is calculated at the evaluation 
step. Since one child out of two is accepted, a child selection criterion must be 
applied, e.g., discard the child with the highest cost. Note that a maximum ra
dius for the CGA is identical to a conventional GA with child selection. 
Another instance of the ACGA is a special variant of Simulated Annealing (see 
Chapter 3): Cellular Simulated Annealing (CSA). To introduce locality in the 
SA algorithm we use an alternative approach where several configurations ex
ist together on a 2-dimensional grid. These configurations only know of the ex
istence of other configurations in their direct neighborhood. If a new configu
ration has to be evaluated for acceptance, not only the previous configuration 
is taken into account, but also its neighborhood set. Rejection of a new config
uration can cause any of the configurations in a neighborhood set to take over 
the current spatial grid location. In previous work we studied a CSA with in
teractions, applied to the Traveling Salesperson Problem [144]. In this work 
we will use CSA without interactions, also known as simultaneous independent 
searches [8]. At the end of the annealing process, the allocation with the lowest 
energy value is selected. 

Allocation := Random Allocation 

Lowest := CalculateCost(Allocation) 

Do 

Previous Allocation := Allocation 

For each Task j do for all Processors i 

Mutated Allocation := Allocation with Task j 
on Processor i 

Cost := CalculateCost(Mutated Allocation) 

If (Cost < Lowest) 

Stored Allocation := Mutated Allocation 

Lowest := Cost 

Endif 

Endfor 

Allocation := Stored Allocation 

Until Allocation <> Previous Allocation 

Figure 4.4: Pseudo code for the steepest descent algorithm 

The steepest descent (SD) algorithm (see Fig. 4.4) is comparable to gradient 
based optimization methods in continuous optimization. It evaluates the cost 
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of each mapping that differs a single mutation with the present solution vector. 
The mutation that gives the highest decrease in cost (steepest descent) is ac
cepted. This procedure is repeated and continued, until no one-step mutations 
are left that decrease the cost. Such a mechanism is also known as a greedy 
method. Although the method is fast in comparison with SA and GA (for small 
chromosomes), and straightforward to implement, it gets stuck in the firstly en
countered local minimum, and consequently is the least attractive method of 
the three, for global optimization of complex combinatorial optimization prob
lems. SD can be embedded into the cellular framework, leading to a parallel 
implementation of the algorithm with multiple non-interacting SDs. 

4.3.3 An ACGA implementat ion: Paral lel MAP 

In our research group a task allocation optimization tool, MAP, has been devel
oped based on a sequential genetic algorithm solver [36]. MAP was intended 
to be used in conjunction with a domain decomposition tool in order to create a 
coarse grained initial partitioning of finite element grids, based on the concept 
ofRedundant Decomposition [38, 35]. The modular design of the MAP tool, i.e., 
a graphical user interface separated from the optimization kernel, enabled us to 
enhance the kernel using a parallel optimization algorithm based on the ACGA. 
In addition, the topological structure of the ACGA method is well suited for im
plementation in the P-CAM framework. The computational task graph is sim
ply a two dimensional grid. The mapping between a P-CAM virtual particle 
and the basic simulation entity, a solution vector or chromosome, of the ACGA 
method can also be one to one. 

4.3.4 Locality in CGA 

We already mentioned that LTS is used as the selection mechanism for the CGA 
experiments. Here it is shown that the neighborhood size has no significant 
influence on this selection process, implying that significant differences in the 
convergence behavior can only be caused by recombination operators acting on 
localized parts of the population. 
Consider the expected number of current best chromosomes in the next popula
tion, using the LTS mechanism. Let P,-(best) be the probability of choosing the 
best chromosome in one selection round (choose two chromosomes) given a cer
tain radius r. Assuming that there is only one best chromosome present in the 
current population, the following formula can be derived: 

Furthermore the expected number of best chromosomes in the next generation, 
is given by: 

Er[best]= (2r + l)2 xPr{best) = 2 ( g ^ , r ' = 2 - ^ _ . (4.3) 
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Note tha t hm,^^Er[best] = 2. Furthermore, if r = ^ - we have global tourna
ment selection, with a population of N x N chromosomes. The convergence of 
the above limit is fast, indicating tha t only for small r a deviation of the nor
mal GA tournament selection should be expected. Similar arguments can be 
given for the reproduction of other chromosomes in the population. Therefore, 
it can expected tha t the composition of next generations is not influenced sig
nificantly by the radius size. Experimental validation of this result is given in 
the next section. 

4.3.5 Allocating a Finite Element grid 

Figure 4.5: A finite element mesh of a car. Courtesy provided by ESI-SA (Paris) in the 
framework of the ESPRIT-III project CAMAS (nr. 6756). 

Initial work has been done with the CGA on the "de Jong's test functions"[144]. 
The results were very promising from the perspective of solution quality and 
convergence speed. Here we apply the CGA to a real world problem occurring 
in many industrial applications: load balancing of a decomposed mesh for par
allel finite element simulations. As a test case we have used a car mesh (see 
Fig. 4.5). First domain decomposition was applied, using recursive spectral bi
section (RSB , see e.g., [141]), to partition the mesh in 32 clusters. As a target 
architecture we employed a 16 processor grid topology, which is a model of a 16 
processor partition of a 32-node Parsytec PowerXplorer. With the resulting par
allel execution- and processor topology graph, a series of experiments has been 
performed. Although only one specific instance of a load balancing experiment 
is shown, the results are general with respect to load balancing for finite ele
ment applications. The experiments only discuss the relative solution quality 
for different mutation rates and neighborhood sizes. Actual solution quality is 
discussed elsewhere [36]. 
In the following experiments the crossover probability was set to 1, and the pop
ulation size to 400 (20x20). Subsequently the sensitivity to parameter changes 
has been measured for the (i) population diversity, (ii) the convergence of the 
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fittest chromosome and (Hi) the number of convergence steps. The algorithm is 
assumed to be converged when the best chromosome has not changed for 300 
iterations. 
Population diversity is defined as the mean Hamming distance, < h >, over the 
population. The Hamming distance between two chromosomes is defined as the 
number of different genes. Figs. 4.6 and 4.7 show the evolution of the diversity 
for varying radii with fixed mutation rate u. 

500 600 
generations 

Figure 4.6: Diversity evolution for different r (1, 2, 3, 7, 9) and u = 0.02. 

Next, Table 1 shows the influence of r and ji on the solution quality. Table 2 
depicts the dependence of the convergence length on r and \i. All experiments 
have been repeated 25 times. 

|X, r 1 5 9 
0.015 606 ±12 611 ± 12 611 ± 10 
0.020 618±18 612±13 608 ± 9 
0.025 618±17 610±6 612±13 
0.030 646 ±19 619±13 612±14 
0.040 683 ±24 786 ±86 770 ±84 

Table 4.1: Cost of final solution for vary
ing (X and r. 

11.'" 1 5 9 
0.015 804 ±222 657 ±155 650 ±165 
0.020 473 ±154 692± 181 681 ±165 
0.025 1014±374 756 ±214 848 ±172 
0.030 684 ±194 772 ±262 752 ±256 
0.040 624 ±261 619 ±250 651 ±221 

Table 4.2: Convergence length for vary
ing |i and r. 

Fig. 4.6 shows that the evolution of the population diversity is not significantly 
dependent of r. Except for r = 1, the behavior differs from the global selection 
mechanism. This is in correspondence with our theoretical predictions from 
Section 4.3.4. This difference is even more manifest for larger u (see Fig. 4.7). 
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Figure 4.7: Diversity evolution for different r (1, 5, 7, 9) and |i = 0.03. 

According to the formal derivation in Section 4.3.4 the behavior of the selection 
process cannot be notably influenced by radius size. Therefore, observable dif
ferences must be due to local recombination operations. This is the motivation 
for studying the dependence on r and \i of the solution quality (Table 1) as well 
as the convergence length (Table 2). 
The diversity is inherently higher for r — 1 (see Fig. 4.6 and Fig. 4.7), therefore 
it is expected that , for r = 1, a mutation probability must be chosen which is 
lower than the optimal values for r > 1 in order to reach comparable convergence 
behavior. 
The final solution quality in Table 1 appears to have a lower best u in the case of 
r = 1 than for larger, near global r, which supports our previous assumption. The 
convergence lengths shown in Table 2 tend to be highly sensitive to variations 
in \\, for r = 1. 
A preliminary conclusion is tha t the behavior of the CGA is identical to GA. Ex
cept for r near 1 a small difference exists. It should be noted tha t this has only 
been validated for GAs based on tournament selection. Furthermore the results 
show tha t both solution quality as well as convergence length of CGA (for r > 1) 
are comparable to GA. 

4.3.6 Time complexity 

Next, the time complexity for executing one iteration of a parallel 2D CGA, im
plemented on a distributed memory parallel architecture, is considered. The 
CGA is implemented straightforward using the P-CAM framework. 
The total parallel t ime Tr(N,p) (p processors, radius r and population size N) is 
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modeled by: 

T'\N,p) = Tc
r
alc(N,p)xcalc + Tc

r
omm(N,p)xcomm, (4.4) 

where T'calc(N, p) corresponds to the basic steps performed in the calculation pro
cess, Tç0mm(N,p) corresponds to the number of basic units communicated every 
iteration step. Furthermore, xca]c and zcomm can be respectively associated with 
the flop rate and the communication bandwidth. T'calc{N,p) can be written as: 

Tc
r
alc(N,p) = (Ts

r
eleAN,p) + T^rosMp) + TLl(N,p))- + -Tc

r
opy(N,P). (4.5) 

Both Veval and Tr
cross are 0(1) in p and r. Tr

sdect is 0(1) for LTS selection and Tr
copy 

corresponds to copying the children to the current population. The communica
tion term, T''omm(N,p), can be written as: 

Tr
eomm{N,p)=4rU^-+2r). (4.6) 

P 

Combining Eq. 4.5 and Eq. 4.6 results in: 

Tr(N,p) = (—)xcalc + (4rJ- + Sr2)xcomm. (4.7) 
p v p 

In the equations above «/^ is integer, otherwise appropriate floor and ceiling 
functions must be introduced. We will use Eq. 4.7 to verify parallel timings. 
Note that, due to the absence of any global communication, the parallel algo
rithm is theoretically scalable. 
In Fig. 4.8 timing results as well as theoretical predictions are displayed for run
ning 100 iterations of the CGA on 1, 4, 9 and 16 processors. For these experi
ments we have used fixed mutation (0.02) and crossover (1.0) probabilities and 
population sizes of 576 (24 x 24) and 2304 (48 x 48) chromosomes. 
Fig. 4.8 shows that the measured values behave conform the theoretical predic
tions of Eq. 4.7. Similar experiments were performed for larger radii, resulting 
in comparable behavior. Again correspondence with the theoretical predictions 
was obtained. From the experiments it can be concluded that the CGA is scal
able, according to the theoretical prediction given by Eq. 4.7. 
Since CGA allows for (theoretically) highly scalable implementations, and shows 
good convergence behavior, it appears to be a very fruitful approach for large 
optimization problems. 

4.4 The Task Allocation Problem 

After discussing the evolutionary framework and a sample application, let us 
turn to the theoretical model of random task graphs. In this section we will 
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Figure 4.8: Running time for 100 iterations for an 24x24 and 48x48 population with 
r = 1. The curves are given by Eq. 4.7. 

study the application of different instances of the ACGA to the allocation of ran
dom task graphs on fully connected machines, based on the models and the cost 
function (Eq. 3.3) as discussed in Chapter 3. 
The cost function in Eq. 3.3 has the locality property, which means that single 
task changes in an allocation can be propagated into the cost without having 
to recalculate the whole cost function. Only a difference has to be calculated 
instead [37]. This is specifically useful if an optimization algorithm is applied 
that is based on incremental changes, and as such can exploit the direct calcu
lation of these mutations. A disadvantage of using Eq. 3.3 is the fact that it is 
not a correct model for the absolute cost. However, it has been shown that its 
optima approximately coincide with those of more realistic equations [36], 
An allocation of tasks to processors is coded as a sequence, where each letter 
in the sequence is a number from the alphabet {1,2, ...,P}. The index of this 
sequence corresponds to the vertex number of the task in the task graph, while 
the letter in the sequence corresponds to the processor allocation number of the 
given task. Each of the three optimization methods manipulates this solution 
encoding in its own characteristic manner in the optimization process. 

4.4.1 Sequential and Parallel Optimal Allocation 
If we consider the spectrum of possible task allocations, we already observed a 
transition, within the optimal allocations, from sequential to parallel, when ß 
is increased from 0 to 1 (or equivalently, if y is decreased from 1 to 0) (see Chap
ter 3). For example the case ß = 0 corresponds to the situation where allocation 
is optimal if all tasks reside on one processor. This can be the result of the fol-

http://'time.24x24.r1
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lowing hypothetical situations: either the processor speed is infinite or the net
work bandwidth is zero or the task weights are zero or the inter-task communi
cation is infinite. On the other hand if ß = 1, the optimal allocation corresponds 
to an equal distribution of all tasks over the available processors. In this case 
the above situation is simply reversed, that is, infinite network bandwidth, etc. 

4.5 Problem specific adjustments 

The power of evolutionary methods is mainly manifest in their general appli
cability. Unlike specialized optimization methods, they do not rely on domain 
specific knowledge. However, neglecting a priori information regarding the op
timization problem may seriously hamper the performance of such methods. In 
this section, specific properties of the TAP are exploited to enhance the applica
tion of the various evolutionary strategies. 

4.5.1 CGA: cluster crossover 

1 2 3 4 5 6 

V../ 
C2 • [ | 

1 2 3 4 5 6 7 i 8 

I i 
S 10 11 

1-POINT • • | 
1 2 3 4 5 6 7 l 8 9 10 11 

CLUSTER • | | I I 
1 2 3 4 5 6 7 

Figure 4.9: Schematic representation of the structured crossover vs. the uniform 
crossover. Two task allocations, CI and C2, are selected as children for a recombination 
operation. The left hand side of the figure depicts the cluster crossover: a sub cluster 
is chosen in CI, which is recombined with the complementary cluster in C2. The right 
hand side of the figure depicts the uniform crossover: an arbitrary crossover point (dot
ted line) is chosen and the two sections of CI and C2 are combined. The grey-values in 
the chromosomes represent the processor to which a task is allocated. 

An important aspect of Genetic Algorithms is the exploitation of so called build
ing blocks or schemata [60]. Building blocks represent partially known gene 
values, which are most significant for the cost associated with a complete al
location. Recombination operators are applied to mix optimal building blocks 
from chromosomes in the current population. An important property, for effi
cient sampling of optimal building blocks, is their compactness. This means 
that the defining length in the chromosome must be short enough, such that de
struction of building blocks by uniform crossover is minimized [60]. For graph 
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problems, the defining length of the schemata can often be very long, because 
the inherent locality of the graph can not be represented by a one dimensional 
encoding. However, the disruption process can be avoided if the internal struc
ture of the problem domain is used as additional knowledge. Two approaches 
can be taken in order to reach this goal. Either the coding of solutions must 
somehow represent the inherent structure of the problem domain or the genetic 
operators must be able to exploit this. In this work we take the latter approach 
for reasons of generality, i.e., the same coding must be used for different opti
mization methods. 
The internal structure in a random task graph is obvious, namely the connec
tivity between the vertices. In order to use this information, we propose a re
combination method, which exploits connected sub graphs instead of sub chro
mosomes. The procedure is as follows: First choose a random vertex v and a 
random size S e [0,n], where n corresponds to the total number of vertices. Sub
sequently, a cluster of S connected vertices is chosen. The cluster is constructed 
by taking vertex v as the center and first choosing all 1-connected neighbors, 
followed by all 2-connected neighbors. This process continues until a cluster 
of size S is reached. We toss the name cluster crossover for this structured re
combination operator. The process is illustrated in Fig. 4.9, where both cluster 
crossover and 1-point uniform crossover are depicted. 

4.5.2 CSA and CSD: single task muta t ion 

The computational overhead that is introduced by calculating the difference in 
cost between successive configurations, that differ only by a single task muta
tion, involves calculation of the cost corresponding to the previous (H) and the 
next (//') allocation. The complexity of this calculation grows with the size of 
the task graph. Fortunately, Eq. 3.3 allows us to formulate the change in cost 
8H = H-H' as follows: 

8H = 2wk(Wm - Wn - w t)ß + 2R(1 - ß) (4.8) 

if the allocation number of task k changes from m to n (m =£ n), else SH is 0; w^ 
is the work associated with task k, m is the previous allocation number, n the 
new one, W„, is the execution time due to the work on processor m and equiva
lent^, W„ for processor re. Both W„, and Wn are computed before the mutation. 
The term R denotes the change in the communication cost (communication cost 
before - communication cost after). CSA and CSD both rely on a single task mu
tation mechanism and therefore can benefit from the direct computation of 8H 
(Eq. 4.8). 

4.6 Experimental results and discussion 

The purpose of this section is two-fold. Firstly, the effect on the CGA's con
vergence behavior, caused by the cluster crossover operator, is studied. A broad 
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range of TAP instances is optimized using both the uniform and cluster crossover. 
The convergence of the best individual (allocation with the lowest cost) in the 
population is used for comparison. 
The second objective of this section is to examine the performance (in terms of 
solution quality and turn around time) of the three optimization strategies ap
plied to the TAP. 
In all the experiments below we assume to have a fully connected, homogeneous 
parallel machine consisting of/3 processors. 

4.6.1 Uniform vs. Cluster crossover 

In this section experimental results are presented with respect to the conver
gence rate of both cluster and uniform crossover. Both ß and y (see Section 4.4) 
values are taken from the interval [0,1]. The plots contain the evolution of the 
cost of the best chromosome in the population, averaged over 25 CGA runs, for 
both the cluster- and the uniform crossover. All experiments have been carried 
out with a parallel CGA with r = 2, a crossover probability of 0.7, and a muta
tion probability of 1/n, where n is the number of tasks. The initial population 
is generated by randomly assigning tasks to processors for each chromosome. 
A population is considered to be converged if the cost of the best individual has 
not changed over 100 generations. All optimization runs were performed for 
the same instance of a specific random task graph (parameterized by n and y). 
The initial populations of the different runs were generated randomly, which ac
counts for small cost differences in the initial generation. The CGAs have been 
executed on a 16-node partition of a Parsytec CC-40 machine (40 PowerPC 604s, 
each having 96 Mbyte of RAM). 
First, we consider an experiment in which the calculation term has been dis
abled, by setting ß = 0 (see Fig. 4.10). Furthermore, n = 64, P = 8 and y = 0.2. The 
optimum of this specific case corresponds to a sequential allocation with # = 0. 
For two higher values of ß, keeping the other parameters fixed, comparable ex
perimental data are displayed in Figs. 4.11 and 4.12. In Fig. 4.11 a horizontal 
line is plotted, indicating the lowest average cost value in the uniform crossover 
convergence plot. 
In Fig. 4.13, the convergence behavior on a highly connected task graph (y= 0.8) 
is shown, using the same ß as in Fig. 4.12. Comparable experiments have been 
carried out using larger task graphs and more processors, leading to similar re
sults. 
The experimental results presented in this section indicate that the cluster 
crossover operator performs structurally better than uniform crossover over 
a wide range of task graph parameters. The results are indicative for a larger 
series of experiments which have been performed (data not shown). Some pa
rameter settings can not be used to discriminate between cluster- and uniform 
crossover, for example if there are no connections at all (y = 0.0) or if the com
munication term is neglected (ß = 1.0) (data not shown). In Chapter 3 we have 
shown that it is possible to identify, for a given fixed y or ß, a corresponding 
value of either y or ß, where the calculation and communication terms of the 
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Figure 4.10: Cost evolution of the best individual in the population for cluster- and 
uniform crossover, using the following parameters: n = 64, P = 8,y = 0.2, ß = 0.0. 
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Figure 4.11: Cost evolution of the best individual in the population for cluster- and 
uniform crossover, using the following parameters: n = 64, P = 8,y= 0.2,ß = 0.15. The 
horizontal dotted line indicates the lowest average cost of the uniform crossover. 

cost function are of comparable magnitude. The approximate location of this 
transition region can be obtained by Eqs. 3.52 and 3.53. The figures indicate 
tha t the difference in convergence rate between cluster and uniform crossover, 
becomes smaller for decreasing dominance of the communication term (increas-
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Figure 4.12: Cost evolution of the best individual in the population for cluster- and 
uniform crossover, using the following parameters: n = 64, P = 8,y=0.2,ß = 0.3. 

generations 

Figure 4.13: Cost evolution of the best individual in the population for cluster- and 
uniform crossover, using the following parameters: n = 64, P = 8, y = 0.8, ß = 0.3. 

ing ß). Furthermore, we observe that outside the transition region the final 
value of the average cost is approximately equal for both methods. However, 
in the neighborhood of this region the final value of the average cost is lower if 
cluster crossover is used. This is a consequence of the fact that both terms are of 
comparable magnitude. Hence, both connectivity as well as work load balance 
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are important. The selection mechanism tries to filter optimal building blocks, 
followed by the destructive effect of uniform crossover on optimally connected 
sub clusters. This combined operation accounts for the poorer solution quality 
in the case of uniform crossover. 
Besides the algorithmical convergence aspects, it is important to consider the 
additional overhead associated with the cluster crossover. One would expect 
severe computational costs for constructing sub clusters from the task graphs. 
However, the extra overhead is only manifest in additional memory require
ments, in terms of an extra data structure of size n2, which contains for each 
task a list of task numbers associated with cluster sizes up till n — 1. The clus
ter crossover utilizes this data structure to construct clusters of arbitrary sizes. 

4.6.2 Evolutionary strategies compared 
Although both SA and GA can be mapped onto the same computational model, 
they are inherently different. For example, SA deals with cooling schedules, 
the length of the Markov chains and starting temperatures, whereas GA entails 
population sizes, crossover, mutation probabilities, etc. As a consequence, it is 
difficult to compare the methods even qualitatively. 
An additional problem is that for each method a proper balance between turn 
around time and solution quality must be defined. This balance is hard to re
alize, other than by using empirical methods. Besides these considerations, 
the actual performance of each algorithm depends on implementation issues. 
However, despite all these peculiarities, we will compare the performance of 
the three strategies. 
Below, the solution qualities of a CGA, CSA without interactions, and indepen
dent CSD optimization experiments are compared. The population size for the 
CGA is fixed, while both for CSA and CSD, the number of independent individ
uals is equal to the number of processors. After the CGA and CSA have reached 
convergence, a full SD procedure follows to get to the nearest local optimum. 
The ACGA algorithm has been executed on 16 processors of a 40-node Parsytec 
CC machine using the MPI message passing library [50]. Since CSA and CSD 
instances are used without interactions, a single individual can be assigned to 
each processor, in order to exploit maximum concurrency. Both CSA and CSD 
have been performed with 16 individuals, the best of which is chosen at the end 
of each run. The results are averaged over 25 runs. 
For the CGA a population of 256 individuals is used, along with a "standard" 
mutation probability of 1 /n and a cluster crossover probability of 0.7. The initial 
CGA population consists of a uniform mix of chromosomes with both randomly 
assigned processor IDs, and fixed processor IDs, leading to a balanced represen
tation of both parallel and sequential allocations. This can be interpreted as yet 
another kind of problem specific enhancement, because it is known from Sec
tion 4.4.1, that sequential as well as parallel optimal allocation regimes exist. 
Experiments performed with only random chromosomes in the initial popula
tion, resulted in significantly higher average costs in the intermediate parallel 
(ß Rä ßc and y « y,) and sequential allocation regimes (data not shown). 
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ß CGA CSA CSD 
0.10 640.0(0.0) 640.0(0.0) 640.0(0.0) 
0.12 768.0(0.0) 768.0(0.0) 768.0(0.0) 
0.14 893.3(0.2) 892.4(0.0) 893.4(0.4) 
0.16 983.6(0.9) 982.3(1.0) 994.7(7.6) 
0.18 1041.8(1.9) 1037.7(2.2) 1051.6(6.5) 
0.20 1063.6(4.9) 1052.9(1.8) 1074.1(6.3) 
0.22 1066.0(5.6) 1057.2(1.9) 1070.9(6.7) 
0.24 1064.3(5.4) 1054.0(1.2) 1066.8(3.6) 
0.26 1057.3(6.0) 1046.8(1.4) 1061.1(6.1) 
0.28 1045.2(5.5) 1035.6(1.1) 1047.2(3.4) 
0.30 1030.1(4.6) 1023.7(1.6) 1034.9(3.1) 

Table 4.3: Average cost (and standard deviation) of optimal allocations found by CGA, 
CSA and CSD. A random task graph is used with n = 80, P= 16 and y = 0.25. 

For CSA, Markov chains are generated of length lOn. The starting temperature 
was chosen such that the acceptance ratio started at 70%. Geometrical cooling 
is applied with an exponent of 0.95, that is T(i+ 1) = 0.95T(i), with T(i) the tem
perature at the /-th Markov chain. 
The first series of optimization experiments has been performed on random task 
graph instances with n = 80, P = 16, and y = 0.25. For this specific value of 
y, the break even point from optimal sequential to optimal parallel allocation 
(see Section 4.4.1) is approximately ßc = 0.2 (using Eq. 3.52). In Chapter 3 we 
have argued that the most "difficult" TAP instances for fully connected random 
task graphs are found near this break even point. As shown in Figs. 4.10, 4.11 
and 4.12, the convergence characteristics differ for each of the three regions: 
ß < ßc, ß fa ßc and ß > ß f. Therefore, the optimization methods are tested on in
stances for ß in all three regions. The following results (see Table 4.3) have been 
obtained for ß varied in the range [0.10 - 0.30]. 
Table 4.3 summarizes the final solution quality for the three different algo
rithms depending on ß. The average execution time (wall clock) is displayed in 
Fig. 4.14. 
A second experiment, with the same parameters for the optimization algorithms 
has been carried out with n = 128, P = 32, ß = 0.1, and y e [0.04,0.24]. The results 
for the final average costs are displayed in Table 4.4, for y varied between 0.04 
and 0.24. The turn around times are displayed in Fig. 4.15. 
The optimal allocations for ß = 0.10,0.12,0.14 in Table 4.3 and y = 0.20,0.22,0.24 
in Table 4.4, correspond to sequential allocations, i.e., T = 0. The highest ß val
ues in Table 4.3, and the lowest y values in Table 4.4, correspond to parallel 
allocations, i.e., !P~ 1. 
Tables 4.3 and 4.4 show that the overall convergence quality is best for CSA in 
almost all instances, which could be expected from the fact that the TAP energy 
landscape has self-similar properties (see Section 3.3). 
Furthermore, the solution quality of the CGA method is better than that of CSD. 
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Y CGA CSA CSD 
0.04 402.7(4.6) 396.1(1.7) 411.0(3.3) 
0.06 647.2(4.7) 636.7(2.8) 654.4(3.5) 
0.08 890.7(6.4) 877.2(3.1) 899.0(4.1) 
0.10 1115.7(7.7) 1107.4(3.5) 1135.5(6.0) 
0.12 1329.8(10.0) 1318.7(6.7) 1353.9(6.8) 
0.14 1480.7(6.2) 1460.2(7.2) 1501.5(12.7) 
0.16 1606.1(1.0) 1617.0(7.8) 1615.8(9.9) 
0.18 1638.2(0.0) 1639.9(3.7) 1638.5(1.3) 
0.20 1638.4(0.0) 1638.8(1.5) 1638.4(0.0) 
0.22 1638.4(0.0) 1638.4(0.0) 1638.4(0.0) 
0.24 1638.4(0.0) 1638.4(0.0) 1638.4(0.0) 

Table 4.4: Average cost (and standard deviation) of optimal allocations found by CGA, 
CSA and CSD. A random task graph is used with n = 128, P = 32 and ß = 0.1. 

Figure 4.14: Average execution time for a single optimization run for CSA, CSD and 
CGA (n = 80, P = 16 and y = 0.25J. ß is on the horizontal axis. 

On the other hand, the computational overhead is significantly higher for CGA, 
specifically in the parallel allocation regime (see Figs. 4.14 and 4.15). 
The standard deviation of the final solution costs is a measure for the difference 
in cost between the various local optima. Tables 4.3 and 4.4 indicate that these 
deviations are large in the proximity of the predicted transition region, which 
is a result of the fact that the difference between task mutations is most sensi
tive in this region. This phenomenon is most pronounced for the CSD method, 
because it is a direct measure for the number of local optima (see Chapter 3). 
The fact that this deviation is shifted from the predicted values of ß( and yc can 
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Figure 4.15: Average execution time for a single optimization run for CSA, CSD and 
CGA (n = 128, P = 32 and ß = 0. \). y is on the horizontal axis. 

be ascribed to finite size effects (see Chapter 3). That is, the theoretical values 
are only correct for infinite task graphs. 
The increase of the CSD execution time, with y, in Fig. 4.15, is a consequence of 
the fact tha t the start ing configurations consist of randomly chosen genes. Be
cause most of the genes will have to change to the same value, as the sequential 
regime is approached (increasing y), resulting in more CSD steps. The calcula
tion of one SD step is of order 0(nP), therefore this effect is less pronounced, 
but nevertheless present (decreasing ß), in Fig. 4.14, where only 80 tasks and 
16 processors are used. 

4.7 Conclusions 

Evolutionary algorithms have gained much attention over the last years as opti
mization strategies for hard combinatorial problems, because there are several 
advantages in using such methods. The main advantage comes from a biased 
selection scheme in combination with a heuristic perturbation operator. This 
induces a search mechanism which is less sensitive for getting stuck in local 
minima than deterministic methods. Also, Evolutionary methods can be ap
plied to a large class of problems without altering the fundamental principles 
of the method. However, some care has to be taken when designing an evolu
tionary approach for a particular problem. In this chapter we have discussed 
the application of such methods to a well known problem in parallel computing: 
allocation of parallel tasks onto a parallel platform; the task allocation prob
lem. A cellular framework for evolutionary algorithms has been formulated, in 
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which three different strategies have been embedded: GA, SA and SD. An ad
vantage of this framework is that it allows for a generic way to exploit computa
tional concurrency in the algorithms, allowing transparent implementation of 
the strategies into a single tool [36]. The actual implementation of the ACGA 
framework has been done using P-CAM. 
Preliminary studies of a GA, instantiated in the ACGA framework, applied to 
mapping a finite element mesh onto a parallel machine have shown that the 
algorithm is highly scalable and is able to find good minima compared to GAs 
that use global selection methods. 
Both the representation of the solutions as well as the structure of the cost func
tion that is used to quantify the allocation quality, allow for problem specific en
hancements. More specifically, in a CGA, a crossover mechanism exploits low 
cost solutions of sub problems in order to enhance the search, the application 
of which indeed showed an increased convergence rate over standard uniform 
crossover. The specific form of the TAP cost function can be used to enhance the 
performance of the calculation of mutated allocations. The cost of a local pertur
bation, that is, a transfer of a single task to another processor, can be computed 
with a constant time algorithmic overhead for task graphs and processor topolo
gies of arbitrary sizes. This specific characteristic can be exploited for the local 
perturbation mechanisms in CSA and CSD. 
In Chapter 3 it has been established that the TAP energy landscape is self-
similar or AR(1). These landscapes are known from other fields like computa
tional biology (e.g., RNA free energy [49]), theoretical physics (e.g., spin glas
ses [49]), and combinatorial optimization (e.g., TSP [150]). It has been shown 
that Simulated Annealing performs optimally on such landscapes [147]. Our 
experimental results indicate the superiority of Simulated Annealing over Ge
netic Algorithms and Steepest Descent as applied to the Task Allocation Prob
lem. 



Chapter 5 

Dynamic load balancing using 
P-CAM 

"I think there is a world market for maybe five computers." 

-Thomas Watson, chairman of IBM, 1943 

5.1 Introduction 

In this chapter we will discuss the implementation of two realistic simulation 
problems using the P-CAM framework. Two different approaches are taken to 
apply the P-CAM framework to the dynamic load balancing problem. The first 
approach entails a complete integration of the P-CAM framework and the sim
ulation problem, in other words the parallel simulation program is entirely im
plemented using P-CAM. In the other approach, the parallel simulation pro
gram and the dynamic load balancing process are separated: an existing par
allel simulation code utilizes a dynamic load balancing algorithm implemented 
in P-CAM to steer the repartitioning process. 

In this first case study the emphasis is on issues like fast task graph generation 
and irregularity both in the task graph and in the decomposition. Furthermore, 
the ability of the framework to enable an application to utilize advanced parallel 
computing techniques like dynamic load balancing is demonstrated. The sim
ulation model describes an aggregation process of an irregularly shaped object 
in a flowing medium. 

In the second case study an existing industrial parallel finite element program 
is extended with dynamic load balancing capabilities. The objective of this 
study is to show the benefit of using the P-CAM framework in a large scale 
simulation. 
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5.2 Dynamic Load Balancing in an Aggregation 
Process 

We have implemented a Lattice Boltzmann solver to simulate the fluid flow 
around a growing obstacle. The fluid flow is calculated inside a two dimensional 
domain containing an irregularly shaped growing object. In this simulation the 
workload continuously decreases as a consequence of the growing object. In the 
remainder of this section we will introduce the different aspects of the simula
tion. First, the Lattice Gas method is briefly described as an introduction to the 
Lattice Boltzmann method. Subsequently, we will discuss the process of growth 
or aggregation. Having stated our simulation problem, the generation of a task 
graph and an initial decomposition from a problem description is described. Fi
nally, various simulation results are presented, focusing on the computational 
aspects. 

5.2.1 A Particle Approach to Fluid Flow 

An alternative approach to model physical systems in fluids and gases, for ex
ample complex flows, complex fluids, and reactive systems, are lattice gas meth
ods. The basic idea is illustrated in Fig. 5.1. The behavior of the fluid surround
ing the obstacles can be modeled as a continuum (Fig. 5.1a) using a set of partial 
differential equations, as a molecular liquid (Fig. 5.1b) using a Molecular Dy
namics method, or alternatively using a discrete velocity (lattice) gas (Fig. 5.1c). 

• 2 mmm 
lb le 

Figure 5.1: Three different approaches to model the fluid surrounding the obstacles: 
the fluid is modeled using a) a set of partial differential equations b) molecular dynamics 
c) a lattice gas (after [87]) 

A very simple lattice gas method with which an incompressible fluid in 2D can 



5.2 Dynamic Load Balancing in an Aggregation Process 119 

be modeled is the FHP Lattice Gas Automata (LGA) [55]. In this method the 
fluid is represented by "particles" which move, synchronously, from a lattice site 
to a neighbouring lattice site; they interact locally according to a given set of 
rules. In the FHP model, the particles reside on a triangular lattice and are 
located in the centers, the nodes, of the hexagons in the lattice. Each particle, 
or lattice site, is connected with six neighbors and can move in a next time step 
to one of these neighbors, or can be stationary. In the FHP model both time 
and velocities are discretized. Two successive time steps of the FHP model are 
shown in Fig. 5.2. 
Basically, the time evolution of the model consists of two phases: 

1. In the propagation phase, particles move along lattice bonds, from a lattice 
node to one of its neighbors 

2. In the collision phase, particles residing on the same lattice node shuffle 
their momenta locally, subject to conservation of mass and momentum 

In Fig. 5.3 a subset of the collision rules, used in the FHP model, is shown. 
Within LGA models, many types of boundary conditions can be relatively easy 
specified. For example the rigid no-slip condition can be specified by setting the 
lattice sites which represent the obstacle, to the state "stationary." The lattice 
gas method is especially suitable to determine flow patterns, for low velocities, 
about obstacles with a complex geometry. An example of such an experiment 
is depicted in Fig. 5.4 where flow about an irregular object is shown. The sin
gle particle dynamics of the lattice gas approximation introduces noise into the 
results. In the computation of flow patterns this discreteness artifact can be 
partially avoided by taking spatial averages for the velocities. In practice the 
average velocity M in a 2D lattice gas model is determined in clusters with a min
imal size of 64 x 64 nodes [39]. The limited range of velocities also restricts the 
allowed range of Reynolds numbers, which can be simulated with the lattice gas 
method. 

XX XX A 
«•^ 

y y i -x -•/ % 

<¥ Y M )Of A 
Figure 5.2: From left to right: the initial, propagation and collision phases in the FHP 
model 

Macroscopic equat ions 

The flow of a time dependent incompressible fluid * can be described by the two 
basic macroscopic (Navier Stokes) equations from hydrodynamics: 

'A fluid with constant density, as for example water under most conditions 
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Figure 5.3: Collision rules applied in the FHP model (after [55]) 

V • u = 0 

^- + (u-V)u=--Vp + vV2u 
dt p 

(5.1) 

(5.2) 

where u is the velocity, t time, p the pressure, and v the kinematic viscosity 
which will be assumed to be constant. For low velocities it can be demonstrated 
that the FHP model approximates the Navier Stokes Equations (Eqs. 5.1 and 5.2) 
(see [55]): 

3 M 
-U(p)-M-V)n-V/>- -VV2M (5.3) 

where p is the average number of particles per cell and g(p) a function of this 
density p. The FHP model is not Galilean inva r i an t f . The lack of Galilean in
variance appears in the equations of motion through the factor g(p). In other 
words, in the FHP model there exists a velocity dependency of the density [39]. 
This does not correspond to physical properties of an incompressible fluid which 
should have constant density everywhere. For low velocities this velocity de
pendency does not have strong effects. When in Eq. 5.3 the time t, the viscosity 
v, and the pressure p are scaled with the factor g(p) (t' = g{p)t, v' = v/g(p)), the 
equation transforms into the Navier Stokes equation [39]. 

'A physical system is Galilean invariant if there is no dependence of the reference frame 
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Figure 5.4: Flow pattern around an irregularly shaped obstacle as a result of an LBGK 
simulation. The flow is streaming from left to right. The streamlines are depicted as well 
as the flow velocity (darker colors indicate lower velocities). 
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Figure 5.5: Face Centered hyper cube (FCHC). Along the dotted links between the nodes 
at most one particle can propagate, while at the solid links up to two particles can prop
agate. 

Lattice gases in 3D 

There also exist 3D extensions of the FHP-model [54]. In the 3D extension, the 
particles reside on a cubic lattice (A Face Centered HyperCube (FCHC), see 
Fig. 5.5) where each node is connected with 24 other nodes. Along the dotted 
links between the nodes at most one particle can propagate, while at the solid 
links up to two particles can propagate. In practice this FCHC method suf
fers from several problems: to avoid discreteness effects by spatial averaging 
an enormous lattice is required and the implementation of the collision opera
tor, due to the large amount of possible collisions, is troublesome [152]. 
Due to the large scale separations it is not necessary to use a model which in-
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eludes the detailed mechanics of the molecules surrounding the obstacles. The 
fluid can be modeled with a lattice gas, the "particles" in the fluid are repre
sented on a much higher magnitude scale than the actual molecules. It can 
be demonstrated that lattice gas methods still include most features of a fully 
molecular simulation, while it is an order of magnitude faster in computation. 
The lattice gas methods fill the gap between MD and PDE methods, the LGA 
method is sometimes described as the "poor man's MD" [39]. However, as al
ready discussed, the LGA method has a number of disadvantages. To overcome 
these disadvantages, a derived method, the Lattice Boltzmann Method (LBM), 
has been formulated. 

The Lattice Boltzmann Method 

As noted in the previous sections, the major drawbacks of early lattice-gas 
methods are statistical noise, lack of Galilean invariance and the exponential 
complexity of the collision operator. Statistical noise is inherent to the Boolean 
nature of the computations (each bond is occupied by at most one particle). 
Part of the problems of the LGA method can be overcome by using an alternative 
lattice gas method based on the Lattice Boltzmann Equation (LBE) [12, 25,129, 
24]. The idea behind the LBE method is to track a population of particles in
stead of a single particle (a reasonable modification justified by the Boltzmann 
molecular chaos assumption from kinetic theory). This mean-value representa
tion of particles eliminates the statistical noise problem. Several modifications 
of the collision operator have been published [39]. Basically, the collision opera
tors have been expressed in terms of relaxation of the hydrodynamic fields, like 
density and velocity. The latest major modification to date is the lattice BGK 
(Bhatnagar-Gross-Krook) model where the collision operator is based on a sin
gle time relaxation to the local equilibrium distribution [124]. This model is the 
simplest one in the hierarchy of lattice Boltzmann methods and has been used 
in our simulations. 
The time evolution of the lattice-BGK model is given by [124]: 

fi(r + cht + l)=fi(r,t) + ±(fj°\r,t)-fi(r,t)) , (5.4) 

where c, is the i-th link (see Fig. 5.6), fj(r,t) is the density of particles moving 
in the codirection, x is the BGK relaxation parameter, and f?(r,t) is the equilib
rium distribution function towards which the particle populations are relaxed. 
The hydrodynamic fields such as the density (p) and the velocity (v) are obtained 
from moments of the discrete velocity distribution fi(r,t): 

p(r,0 = X/Kr ,0 and v(r,t) = ^J^.f*. 
, = 0 VK1!1} 

The equilibrium distribution function can be chosen in many ways. A common 
choice is [124] 
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Figure 5.6: A LBGKparticle with 8 links, 
particle with population f0. 

storing 8 velocity populations fi and 1 rest 

/ f = r/p(l + - (c i , v ) + À ( c •V " - 2c?' 

where ?, is a weight-factor depending on the length of the link vector and cs is 
the speed of sound (in our simulations, t0 = %, t2,t4,t6,ts = \ and tut3,t5,t7 = ±). 
The Lattice Boltzmann models presented here yield the correct hydrodynamic 
behavior for an incompressible fluid in the limit of low Mach and Knudsen num
bers [124]. The kinematic viscosity of the simulated fluid v and the speed of 

sound cs expressed in lattice units, are v 

pressure p(r,t) is given by the relation 
and cs — 

p(r,t) = c*(p(r,t)-p), 

i [124]. The fluid 

(5.5) 

where p is the mean density of the fluid. 
The LBGK method has been implemented in the P-CAM framework in order 
to support parallel simulation and dynamic load balancing. Each P-CAM cell 
is assigned an LBGK particle (see Fig. 5.6). The collision operator is only de
pendent on information local to the cell and for the propagation operator only 
nearest neighbour interaction is required. Hence, the LBGK method is easily 
mapped onto the P-CAM cell framework. We have defined three different kind 
of LBGK cells, fluid nodes, boundary nodes and solid nodes. All fluid nodes and 
boundary nodes are updated in parallel by applying sequentially the propaga
tion step and LBGK collision operator. Boundary nodes have 1 or more solid 
nodes as neighbors. Fluid nodes are completely surrounded by fluid nodes. A 
bounce back boundary condition is used for the boundary nodes, tha t is, if a link 
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points towards a solid node, the value ofthat link is bounced back to its opposite 
link. Furthermore the fluid is driven by applying a so called body force to each 
fluid node at each iteration step. The direction and strength of this body force 
is fixed from the beginning of the simulation. 

5.2.2 Aggregation 

In flow limited growth simulations, the growth dynamics are usually dependent 
on properties of the surrounding fluid [81]. Because we are interested in paral-
lelization issues of the simulation and not in the interpretation of the simula
tion experiments, for simplicity the object grows independently of the fluid flow. 
A simple aggregation process, called Eden growth (see Section 1.3.3), is used in 
the simulation experiments. In Eden growth, aggregation occurs at perimeter 
sites of the seed object with a fixed probability. The dynamics results in a com
pact shaped cluster. The perimeter sites that belong to the object become new 
seed sites and as such do not contain any fluid (solid nodes). The growth steps 
occur in between (a number of) flow steps, inducing a steady reduction of the 
number of fluid nodes. In addition, the workload reduces locally at those pro
cessors containing the newly acquired solid nodes. 

5.2.3 Generating task graphs and decompositions 

In the case of a fluid flow problem, the problem domain entails a fluid medium 
possibly filled with obstacles. This problem domain is constructed, using a 
suitable modeling tool, from the physical specifications of the actual system. 
Given such a specification, i.e., a geometrical description, a task graph is gen
erated. In our case, this description is a 2 dimensional pixel grid. The task 
graph is constructed based on the LBGK 8-connected nodal connectivity (see 
Fig. 5.6). The colors in the pixel grid are used to discriminate between three 
types of nodes: fluid, solid and seed nodes. The fluid nodes contain fluid, the 
solid nodes are empty and the seed nodes specify the points where growth can 
occur. Subsequently, the generated task graph is fed into a decompositioning 
tool, which partitions the task graph in a specified number of parts. For our 
experiments, we have used the problem domain depicted in Fig. 5.7. From this 
figure a task graph is generated and decomposed using a domain decomposi
tioning technique: ORB in 16 parts. 

5.2.4 Experimental setup and results 

In this section we study the computational results and the simulation results of 
a fluid flow through the irregular object introduced in the previous paragraph. 
In the center of the simulation domain (see Fig. 5.7) a seed is placed. During 
the simulation the object grows according to the Eden model introduced in Sec
tion 5.2.2. The perimeter sites of the solid nodes are the seed sites The growth 
probability at the seed sites is fixed to 0.1. Between two growth steps, 20 LBGK 
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Figure 5.7: The simulation domain decomposed into 16 partitions using the ORB 
method. The initial seed site is the small open circle in the middle. 

iterations are executed to relax the fluid velocity field. Fluid nodes that have 
become solid nodes are removed from the simulation nodal list (annihilated). 
Due to the continuous growth of the object, the number of fluid nodes decreases 
during the simulation and consequently the work load associated with an indi
vidual processor decreases as well. The implicit synchronization of the LBGK 
algorithm causes long idle times for under loaded processors, wasting valuable 
processing resources. This problem can be solved either by using a special static 
initial partitioning or by resolving the imbalance dynamically by applying the 
dlb methods as discussed in Section 2.3. 

We consider three different parallelization strategies: static ORB decomposi
tion, scattered redundant decomposition [38] and dynamic load balancing. For 
the experiments we fix the number of processors to 16. Static ORB decomposi
tion simply partitions the initial domain (Fig. 5.7) into 16 parts, which remains 
unaltered during the simulation. As a consequence, the workload on the inte
rior processors will decrease and eventually become zero given by the growing 
cluster. A static approach to overcome this load imbalance is to apply a so called 
scattered decomposition. A scattered decomposition can be realized as follows: 
first the domain is split into a number of parts much larger than the number of 
processors (e.g., by ORB), followed by a random assignment of the created par
titions to the 16 available processors (see Fig. 5.8). Depending on the number of 
initial partitions, the load imbalance situation can be resolved. One has to con
sider the following trade off: scattering on the finest grain size (randomly assign 
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Figure 5.8: The simulation domain decomposed into 16 partitions by scattering a 64 
ORB partitioning. 

cells to processors) will eliminate the load imbalance entirely, however at the 
cost of a large (maximum) communication volume. An optimal situation must 
find a balance between load imbalance reduction and communication volume. 
Because it is not our objective to solve this optimization problem, we haven cho
sen to use an arbitrary initial ORB decomposition in 64 parts. The third strat
egy, employs the dynamic load balancing method as introduced in Section 2.3. 
As already stated, the calculated workflow can be resolved by choosing from sev
eral cell selection algorithms (see Chapter 2). In our experiments, we will apply 
four of them: 

• dlb 1: the categorical strategy (see Section 2.3.4) 

• dlb 2: the com strategy (see Section 2.3.3) 

• dlb 3: the random with edge smoothing strategy (see Sections 2.3.3 and 2.3.5) 

• dlb 4: the random without edge smoothing strategy (see Section 2.3.3) 

These strategies will be compared to the following two static load balancing ap
proaches: 

• no dlb: only use initial ORB partitioning 

• scatter: scatter an ORB partitioning on the available processors, using 
more partitions than processors 
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The advantage of the dynamic load balancing method over the static approaches 
is the fact that the load balance can be maintained during the entire simula
tion. But again, we have to consider the trade-off of exact load balance and the 
time spent in the dynamic load balancing step. We have chosen to use a fixed 
dynamic load balancing interval of 5 (growth) iterations. This results in a mon
itoring of the load imbalance /, which is defined as: 

""max "flvg 

W Yv mux 
(5.6) 

where Wmax and Wavg are the current maximum load and the achievable aver
age load respectively. / is monitored every 5 iterations and actual re-balancing 
whenever I > 0.025 (arbitrary). As an initial decomposition for the dynamic load 
balancing strategies we use the 16 part ORB. 
All load balancing strategies are transparently implemented using the P-CAM 
framework. The no dlb and scatter strategies simply require different initial de
compositions. The dlb strategies require an additional dynamic load balancing 
step based on the cell migration functionality of P-CAM. The simulation code 
itself does not need to be changed. 

Figure 5.9: Loop iteration times for several dynamic load balancing intervals and with
out dynamic load balancing. On the horizontal axis the iteration count is depicted. The 
vertical axis indicates the single iteration time, no dlb on 16processors, scatter: 64 ORB 
partitioning scattered on 16 processor, dlb 2 strategy on 16 processors. 

To compare the different strategies, we run the fluid flow/aggregate growth sim
ulation for 300 (growth) iterations. During the simulation the time spent in the 
actual simulation (1), the time spent in the load balancing step (if appropriate) 
(2) and the total time (3) are monitored for each loop iteration. Do note that the 
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Figure 5.10: Evolution of the number of fluid cells on each of the 16 processors, for each 
iteration of the algorithm using dynamic load balancing strategy dlb 2. 

strategy total time comp, time migr. time \E\ 
no dlb 2842 2842 0 -
scatter 2721 2171 0 -
d lb l 2580 2528 51 1628410 
dlb 2 2523 2482 41 1505373 
dlb 3 2651 2585 66 1577628 
dlb 4 2661 2602 58 3139393 

Table 5.1: Total running time, time spent in simulation problem, total migration time 
for the different parallelization strategies and the cumulative communication volume 
\E\ (total number of shared edges over all iterations). 

t iming results include synchronization times. If, for example, the load balanc
ing step involves an irregular workflow, i.e., large differences exist between the 
amount of workflow migrated to the different processors, this may result in ex
t ra synchronization times for fast processors after the dynamic load balancing 
step. This additional synchronization time will become par t of the loop iteration 
time following the load balancing step. 
The loop iteration times (1) results are shown in Fig. 5.9. The gross gain, i.e., 
not including re-balancing times is lowest at each iteration step for the dlb 2 
dynamic load balancing strategy. The scattered strategy is initially the slowest, 
but after the cluster has reached a substantial size, scattering pays off. 
In Tab. 5.1, the cumulative times are depicted. Compared to the static 16 part 
no dlb strategy, the other strategies have a lower total execution time. The total 
gain is maximum for the dlb 2 strategy, which boils down to a modest 9% gain 
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in execution compared to the 16 partition no dlb strategy. For the four differ
ent dynamic load balancing strategies we compare their total communication 
volume over 300 iterations. 
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Figure 5.11: The fluid velocity field after 300 growth steps. Darker colors indicate lower 
velocities. The fluid inlet is positioned on the left side of the figure, while the fluid leaves 
the geometry from the right. 

To complement the computational results, the final fluid velocity field is shown 
in Fig. 5.11. Note the lower fluid velocities near the boundaries of the domain. 
Finally, to give an indication of the dynamics of dynamic load balancing, a snap
shot of a decomposition, after 250 iterations, is given in Fig. 5.12, using the dlb 
2 strategy. 

5.2.5 Discussion 

The results show the strength of using P-CAM for applying a variety of paral
lel computing solutions to the same parallel complex simulation. The generic-
ity of the task graph approach and the assignment of graph nodes or cells to 
processors becomes clear. In Section 5.2.4, we have experimented with several 
parallelization approaches without altering the simulation code. The first ap
proach simply used a static ORB partitioning, which, due to the dynamics of 
the simulation problem, ultimately leads to an imbalanced workload situation. 
The slowest processor determines the execution time of the simulation. In this 
simulation the cluster grows from the center, causing the processor partitions 
located in the middle of the simulation domain (see Fig. 5.7) to become under 
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Figure 5.12: A snapshot of a decomposition near the end of the simulation. The 16 
processor partitions are shaped by the dynamic load balancing process and the com cell 
selection strategy. 

loaded and eventually idle. A possible solution to this problem is dividing the 
simulation in more parts than the available processors, resulting in a so called 
redundant decomposition enabling a more balanced partitioning of those parti
tions containing the growing cluster (see Fig. 5.8). The third solution uses the 
dynamic load balancing of Section 2.3, enabling an exact detection and resolu
tion of the workload imbalance. The experimental results of Fig. 5.9 and Ta
ble 5.1 show the effect on the execution time of the three strategies. For this 
specific simulation problem a scattered decomposition gains 4% in execution 
time compared to a 16 processor ORB decomposition in spite of the additional 
communication overhead introduced by the scattered method. For the dynamic 
load balancing strategies we used three different cell selection heuristics as dis
cussed in Section 2.3. From Table 5.1 we may conclude tha t the random cell se
lection mechanism {dlb 3) performs poorer than the other two strategies, which 
is the result of the rougher processor boundaries. Enabling "edge smoothing" 
with random cell selection (dlb 4), does improve the results. The edge smooth
ing heuristic reduces the total communication volume, however at the cost of 
optimal load balance. This explains the fact that , although the categorical cell 
selection heuristic has a higher communication volume than random with edge 
smoothing, the first strategy performs better. The edge smoothing algorithm 
did not have much effect on the dlb 1 and dlb 2 strategies (data not shown), 
therefore we have omitted it from the presented results. 
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The simulation problem of aggregate growth in a fluid flow does not provide a 
spectacular gain if dynamic load balancing is applied (only 9%). As argued in 
Section 2.3, this is caused by the locally decreasing workload nature of the prob
lem. A problem with locally increasing workload will have a larger performance 
gain if dynamic load balancing is used. 

5.3 Parallel Finite Element Simulation 

In this section we will introduce a new method for parallelizing Finite Element 
(FE) simulations enabling the use of dynamic load balancing. A physical space 
partitioning is obtained by dividing the bounding cube of an FE mesh into a 
large number of sub cubes. The cube mesh together with a workload attribute 
assigned to each cube is used to present an abstract view of the simulation to 
a dynamic load balancing process. Based on this abstract view the dynamic 
load balancing process decides on a possible repartitioning of the mesh. The dy
namic load balancing process itself is diffusion based, that is cubes are migrated 
between neighboring partitions. The P-CAM framework is used to implement 
the dynamic load balancer by assigning cubes to P-CAM cells. In Fig. 5.13 a 
schematic overview is given of how the P-CAM load balancer cooperates with 
the parallel finite element solver. The solver that is used in this study is the 
explicit FE solver MSC/DYTRAN from the MacNeal Schwendler Corporation. 

3UBE DECOMPOSIT 0 *J 0 

J ' J J J J J 

P-CAM 

DYNAMIC LOAD 

BALANCER 

PARALLEL 

MSC/DYTRAN 

Figure 5.13: A schematic overview of the P-CAM dynamic load balancer to support the 
parallel finite element simulator MSC/DYTRAN 
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5.3.1 Cube based partitioning 

Most existing partitioning methods for parallel Finite Element simulations are 
based on examining the connectivity of the element mesh and dividing the mesh 
in such a way that the number of cut edges is minimized (see e.g., [141, 135]). 
These methods assume data flow only between adjacent elements in the mesh. 
For different reasons this is not applicable to the explicit finite element solvers 
of MSC/DYTRAN [28]. Specifically such explicit solvers can operate on several 
meshes at once. Data can flow between two meshes that are not even related by 
connectivity due to contact and coupling. MSC/DYTRAN contains two finite el
ements solvers: Lagrangian (structural) and Eulerian (fluid). Beside these two 
main solvers, which are entirely separate, an algorithm for structure/structure 
interaction (contact) and fluid/structure interaction (coupling) is also provided. 
Two different meshes are used to represent contact and coupling between ele
ments. Both reside in the same physical space. These interactions can not be 
derived from the connectivity of the mesh and have to be determined by a spa
tial search. Because of this we have decided to partition the model in physical 
space to ensure that data flow can be localized to single CPUs or nearest neigh
bor CPUs. Physical partitioning is realized by superimposing a coarse imagi
nary 3D mesh of 512 cubes over the model meshes. Each cube can contain en
tities from various meshes. Each cube has a property called workload, which is 
the amount of CPU time required to process all the elements in the cube. The 
workload per cube varies over time as the cube's content changes in quantity 
or character. The physical space is divided into 512 (83) cubes in order to cre
ate a redundant decomposition [38], resulting in many more cubes than CPUs. 
A redundant decomposition is necessary to enable the dynamic load balancing 
process to shift cubes between processors in order to resolve an imbalance sit
uation. 

5.3.2 Finite Element Simulation of an Underwater Explo
sion 

We will use a finite element simulation of an underwater explosion as our study 
object. Because there are two materials in the Euler domain (gas and water) we 
use multi-material elements. The explosive is placed in the middle of the bucket 
and resides at the corner of two symmetry planes about 22 cm below the water 
surface. The region where the explosive is initially located is meshed very fine 
to be able to accurately compute the detonation process (see Fig. 5.14). 
The computational mesh remains fixed in space and in time and the materials 
can flow through the mesh from element to element. Due to the asymmetrical 
nature of the reduced model (only a quarter of the original physical model is 
used in the simulation) and the propagation of a shock wave through the wa
ter upon detonation, we can expect an imbalance situation when the model is 
initially partitioned in equally sized volumes (ORB partitioning). Therefore we 
need repartitions in the dynamic load balancing process in order to cope with 
this situation. 
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Figure 5.14: The picture on the left shows the physical model with the water indicated 
with grey and the explosive can be seen at the comer of the bucket. The picture on the 
right shows the 160K element mesh. For symmetric reasons, only a quarter of the actual 
physical domain is simulated. 

The major part of the computational time in the solver is taken up by the t rans
portation of multi-material elements which affects the workload in the cur
rent simulation process. Triggered by the gas explosion, the transportation of 
mass, momentum and energy from element to element causes the work loads 
to change during the simulation. 
Fig. 5.15 visualizes the simulation process of the pressure distribution in the 
model using a "pentolite" explosion with SIE (specific internal energy)= 5.706 
MJoule from timestep=0.15 to 0.45 mSec. Upon detonation, the solid explosive 
material is instantaneously transformed into high pressurized explosion gases. 
By means of the material flow, the pressure explosion will expand radially and 
after some time steps will distribute like a "butterfly" away from the charge as 
shown in the figure. The simulation has been executed on 8 processors. The 
dynamic load balancing process is shown in the same figure. Each processor 
partition is represented by a unique grey value. 

5.3.3 Results 

In this section we will present some of the simulation results of the underwa
ter explosion and the computational behavior of various load balancing strate
gies. We will present experiments on two different kinds of parallel machines: 
an MPP SP2 cluster and a small scale 2 node 486-Pentium cluster. The exper
iments on the MPP are used to show the effectiveness of the dynamic load bal
ancing strategy on a homogeneous dedicated parallel machine. For this case the 
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Figure 5.15: Under water explosion simulation of pressure fringes (top) and the cur
rent cube partitions (bottom), with P = 8, MAXJMB = 7%, com cell selection and 
DLBJ?REQ=25. The size of the physical domain is 1.5x1.5x1. Om, with 160000 elements 
and the specific internal energy of the explosion is 5.706E+6 Joule. From left to right the 
iterations 231, 430 and 625 are displayed for the 114 model. 

re-balancing dynamics are entirely driven by the inhomogeneous load dynamics 
of the parallel simulation. For the 2 node workstation cluster the initial imbal
ance is mainly caused by the difference in computational performance between 
the 486 and the Pentium machine. 

M P P resul ts 

We did an extensive series of experiments on an IBM SP2 cluster using 4, 8 
and 16 processors. The communication primitives for DYTRAN have been im
plemented using the MPI message passing library for Fortran. The dynamic 
load balancing or partitioning process runs on 1 processor. Prior to repartition-
ing all cube loads are collected on processor 0 by a global communication step. 
Each parallel simulation is initially decomposed using an orthogonal recursive 
bisection (ORB) of the cubes. After the initial decomposition one out of the three 
available load balancing methods is chosen: no dynamic load balancing (no dlb), 
dynamic load balancing with categorical cell selection and dynamic load balanc
ing with com cell selection. Two important parameters for dynamic load balanc-
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p MAXJMB (%) Euler Partitioning Total 
4 5 2695 193 4455 
4 10 2991 235 4848 
4 15 3039 198 4855 
4 20 3120 188 4928 
8 5 1653 195 3231 
8 10 1594 213 3336 
8 15 1714 222 3327 
8 20 1564 193 3283 
16 5 1089 206 2758 
16 10 951 207 2800 
16 15 1060 207 2720 
16 20 1153 212 2765 

Table 5.2: Variation of the MAXJMB parameter for com cell selection and 
DLB_FREQ=25. The total times spent in the Euler solver and the partitioning 
process (collecting loads and migration) and the total execution time are given in 
seconds. 

p MAXJMB (%) Selection DLB_FREQ Euler Partitioning Total 
4 no dlb - - 3508 - 4931 
4 7 com 25 2784 268 4587 
4 7 com 1 3209 5123 9943 
4 7 categorical 25 2874 194 4570 
4 7 categorical 1 - - -
8 no dlb - - 2752 - 4240 
8 7 com 25 1543 225 3215 
8 7 com 1 1452 4549 7602 
8 7 categorical 25 1670 258 3516 
8 7 categorical 1 1510 5102 8132 
16 no dlb - - 1807 - 3299 
16 7 com 25 1098 195 2681 
16 7 com 1 951 4428 7020 
16 7 categorical 25 892 215 2778 
16 7 categorical 1 971 5126 7730 

Table 5.3: Comparing load balancing strategies. The total times spent in the Euler 
solver and the partitioning process (collecting loads and migration) and the total execu
tion time are given in seconds. 

ing are the frequency (DLB_FREQ) of calling the partitioner and the tolerated 
level of load imbalance (MAXJMB), load imbalance ƒ is defined in Eq. 5.6. The 
load is defined as the time to complete one iteration of the Euler kernel, tha t is 
without communication times. Note that including the communication time in 
such a synchronized simulation would result in I being approximately zero. 
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In order to determine an optimal value of the MAXJMB parameter we vary the 
value of the MAXJMB parameter (5%, 10%, 15% and 20%). 1200 cycles of the 
Euler solver are executed on different numbers of processors; the time spent in 
the Euler solver, the partitioning process and the total execution time are mon
itored. A selected set of results is depicted in table 5.2 using the com cell selec
tion strategy. The optimal value of MAXJMB is determined by a function of the 
migration cost and the performance benefit of reducing the load imbalance. 
Based on varying the MAXJMB parameter we have chosen the value MAXJMB 
= 7% for the subsequent experiments. The other parameter, the frequency of 
calling the partitioner, DLB JTREQ is also important for finding a balance be
tween partitioning overhead and the computational gain of reducing the load 
imbalance. The overhead of calling the partitioner is mainly caused by the 
global communication, which collects all the cube loads on one processor. The 
workload for each cube that is supplied to the partitioner is averaged over the 
last DLB FREQ iterations to reduce the noise level and to ignore spurious dy
namics. The difference in computational performance between calling the par
titioner every cycle and calling it only every 25 cycles is shown in table 5.3. As 
for the previous experiment, times spent in the Euler solver, the partitioning 
step and the total execution time are monitored. Both the categorical and com 
cell selection strategy results are displayed using 4, 8 and 16 processors and 
MAXJMB = 7%. 
Clearly the overhead in calling the partitioner to often (in this case every cycle) 
is significant. We have empirically established that a DLILFREQ of 25 is close 
to optimal for our simulation experiments. 

Figure 5.16: The evolution of the imbalance parameter for three load balancing strate
gies on 8processors: no dynamic load balancing (No dlb), dynamic load balancing with 
com cell selection and with categorical cell selection 
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Figure 5.17: The evolution of the imbalance parameter for three load balancing strate
gies on 16processors: no dynamic load balancing (No dlb), dynamic load balancing with 
com cell selection and with categorical cell selection 

In Fig. 5.16 the evolution of the imbalance, I, on an 8 processor partition is given 
for each of the three load balancing strategies. The spikes in the plots are due 
to extra delays by cache misses and page faults. The block wall character of the 
dlb strategies is caused by the value of DLJELFREQ; the width of the blocks is 
exactly 25 iterations. The same experiment is shown in Fig. 5.17 for 16 proces
sors. 

To quantify the efficiency of the dynamic load balancing process we plot the dlb 
time tcUb versus the nodlb time tnod[b. In Fig. 5.18, - ^ - for the Euler kernel and 
the wall-clock time is depicted for the categorical and com strategies on 4, 8 an 
16 processors. 
From the experimental results presented in Figs. 5.16, 5.17 and 5.18 it is clearly 
demonstrated tha t dynamic load balancing pays off in terms of tu rn around 
time. From Figs. 5.16 and 5.17, a clear reduction of the load-imbalance I in 
the Euler solver can be observed for different cell selection strategies compared 
to static decomposition. Also from this figure it can be observed that the com 
selection strategy seems slightly better in terms of load-imbalance than the 
categorical selection strategy. This observation is supported by the results of 
Fig. 5.18 where the efficiency of the dlb strategies is compared to no dlb, for 
4, 8 and 16 processors. The wall clock time efficiency of the com strategy is 
better than categorical for 8 and 16 processors and approximately equal for 4 
processors. However, jus t taking into account the Euler kernel, the com strat
egy degrades for 16 processors compared to the categorical strategy. For 16 
processors the center of mass based strategy is less suited to resolve the work
flow than the connection based scheme. This is not caused by some inherent 
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Figure 5.18: Dynamic load balancing efficiency (tdw/tnodib) of the Euler kernel and the 
Wall clock time for the two load dynamic balancing strategies: com and categorical, for 
4, 8 and 16 processors 

imperfection of the strategy, but merely by an "unlucky" choice of cells. More 
specifically, heavily loaded cells are selected that result in an overshoot of the 
workflow. An explanation why the com strategy still has a lower turnaround 
time than categorical must be found in the communication pattern resulting 
from the cell selection. Apparently com selection results in allocations with on 
average lower communication volumes between processors. 

Heterogeneous workstations results 

The previous section showed how an heterogeneous load distribution resulted 
in a triggering of the dynamic load balancer. An other interesting situation is 
a heterogeneous computing environment, either due to external load or due to 
differences in the performance of the computational resources. We have setup 
an experiment with a substantial performance mismatch between the CPUs, 
which renders the heterogeneous load distribution of our finite element simu
lation almost insignificant compared to the CPU performance imbalance. The 
smallest possible workstation cluster, a 2 node system is used to simulate the 
underwater explosion. The cluster consists of a 66MHz 80486 and a 400MHz 
Pentium II processor. Figure 5.19 shows the evolution of the cube partitioning 
over the two machines and the pressure distribution. Initially the ORB parti
tioning divides the simulation model equally between the 486 and the Pentium. 
After two repartitioning steps (on cycles 11 and 21), 90% of the cubes are allo
cated on the Pentium. Because the average cube load over the past 10 cycles 
(DLB_FREQ) is passed to the partitioner, the final reallocation is delayed to cy-
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Figure 5.19: TTie fwo upper pictures and the picture left under depict the cube parti
tioning after a re-balancing step on cycles 1, 11 and 21 respectively. The picture on the 
right at the bottom show the pressure distribution on cycle 41. 

cle 21. In this experiment, the categorical cell selection strategy has been ap
plied. The wall-clock iteration times for the 486 and the Pentium partitions are 
shown in fig. 5.20. After the last reallocation step on cycle 21 the iteration times 
of both machines approximately coincide. 

5.3.4 Discussion 

In this section we have described a physical domain partitioning approach for 
the dynamic load balancing of a parallel finite element simulation. A parallel 
simulation framework, P-CAM, has been used to implement a separate dynamic 
load balancing module. The simulation model is decomposed into 512 cubes, 
where each cube contains a part of the finite element mesh. Associated with 
each cube is a workload, quantifying the total CPU time to finish a single iter
ation of the Euler solver. The 3D cube mesh and its corresponding workloads 
are used by the dynamic load balancing module to decide whether to reparti
tion and how to resolve the load imbalance by reallocating cubes to processors. 
Using an underwater explosion simulation, the computational performance of 
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Figure 5.20: Iteration times (wall-clock) for the simulation on 2 workstations. The it
eration times are shown for both the 486 as well as the Pentium. 

a statically decomposed parallel process is compared with a dynamically load 
balanced version. We have shown that the approach that has been chosen to 
deal with dynamic repartitioning, is able to resolve both heterogeneity in the 
application workload has well as heterogeneity in the computational resources. 
This is a consequence of the duality between both quantities, i.e., the workload 
determines the computational performance as well as the other way around. 

Summarizing, we have shown that physical domain partitioning is a viable 
route towards dynamic load balancing of complex finite element simulations. 
A re-usable parallel framework has been applied to model the computational 
dynamics of the parallel simulation and to steer the reallocation process of sim
ulation tasks. However, many open issues remain in this work. The granular
ity of the sub-cubes is a very important question. Large cubes induce smaller 
overhead in migration and communication but also less room for balancing the 
workload. Small cubes result in a lot of overhead but great flexibility in dynamic 
load balancing. The scale of the spatial events in the specific simulation plays 
in important role in choosing the correct cube size: small spatial effects require 
a small granularity in the decomposed physical domain. Other unsolved issues 
are the frequency of calling the partitioning process and the tolerated level of 
imbalance. Ideally one would like to reside to a kind of adaptive parameter 
tuning of these quantities. 

The development of parallel DYTRAN is still continuing at MSC. In our case 
study we have left out the Lagrange part of the original simulation model (a 
rigid boat) considering that the a simulation with Lagrange/Euler coupling is 
still part of ongoing study. 
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5.4 Conclusions 

In this chapter we have applied the P-CAM framework to two realistic simu
lation problems, a Cellular Automata based fluid flow model and a industrial 
parallel finite element simulation. For the first case the entire simulation prob
lem has been implemented using P-CAM, enabling a parallel implementation 
including advanced parallel computation methods like dynamic load balanc
ing. The dynamic load balancing feature of P-CAM has been applied as a sepa
rate migration decision process for a parallel finite element simulation. In this 
case the P-CAM framework implements a dynamic load balancing decision sup
port process. Alternatively the entire parallel finite element simulation could 
be implemented using P-CAM, essentially in the same manner as the paral
lel LBGK simulation has been implemented. However, this requires an entire 
re-implementation of the original MSC/DYTRAN code. 
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Chapter 6 

Asynchronous Cellular Automata 

"Who controls the past controls the future. Who controls the present controls the 
past. " 

-George Orwell 

6.1 Introduction 

A computer simulation must always be accompanied by some updating sched
ule, which is often not based on the natural phenomenon being simulated, but 
just assumed or imposed by the modeler. 
The danger of simply imposing an update scheme has been perfectly put into 
word by Bernardo A. Huberman: 

"The prisoner's dilemma has long been considered the paradigm for studying the 
emergence of cooperation among selfish individuals. Because of its importance, 
it has been studied through computer experiments as well as in the laboratory 
and by analytical means. However, there are important differences between the 
way a system composed of many interacting elements is simulated by a digital 
machine and the manner in which it behaves when studied in real experiments. 
In some instances, these disparities can be marked enough so as to cast doubt 
on the implications of cellular automata type simulations for the study of coop
eration in social systems. In particular, if such a simulation imposes space-time 
granularity, then its ability to describe the real world may be compromised." [75] 

Huberman used a spatial version of the prisoner's dilemma to show the remark
able differences between asynchronous and synchronous updating [75]. For 
synchronous dynamics, complex patterns emerge, but for asynchronous updat
ing the number of cooperating players reaches a steady state for arbitrary ini
tial conditions. In synchronous computations nothing happens for times shorter 
than integral values of unit time. The resulting global dynamics is mathemat
ically described by a finite difference equation. However, in natural social sys
tems, a global clock seldom exists. In for example biological organisms and 
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most social settings, players, agents, or organisms act at different and uncor
r e c t e d times on the basis of information tha t may be imperfect and delayed. 
The resulting global dynamics is usually expressed in the form of differential 
equations, whose solutions are not always the same as those of their finite dif
ference counterparts. Bersini et al. have studied the difference in the dynam
ics between two CAs, the Game Of Life (GOL) and an Immune Network Model 
(IMN) [14]. The main difference between the two is tha t GOL uses synchronous 
and IMN uses asynchronous updating, yet their dynamical behavior is entirely 
different. IMN reaches a steady state, while GOL never stabilizes, for most 
initial conditions. Complementary to the previous result, it has been shown in 
a recent paper by Blok and Bergersen that , as the amount of synchronicity in 
GOL is increased, the dynamical behavior undergoes a critical phase transi
tion [16]. 
In the previous chapters of this thesis only synchronous execution has been ap
plied to all simulation models. The P-CAM framework has been defined as a 
topological framework for supporting parallel simulations of complex systems. 
It supports the spatial decomposition of a parallel computation and offers re
lated functionalities like boundary cell administration and cell migration. Sim
ilar to space also time can be decomposed in a variety of ways (see Fig. 2.2). In 
this chapter we will discuss some methods for the so called temporal decompo
sition (execution mechanism) of cellular automata. The main focus is on the 
(speculative) critical behavior in the dynamics of a specific method for paral
lel asynchronous execution: Parallel Discrete Event Simulation (PDES) using 
Time Warp. 
In this chapter we will shortly discuss various CA update schemes and the 
parallelization of this schemes. Implementation aspects of merging a specific 
PDES environment, APSIS (developed by Benno Overeinder [118]) with P-CAM 
are not considered in chapter. Among many other things, this task is left as a 
part of future work. But, it should be yet another step in the definition of a full 
blown generic parallel complex systems simulation environment. 
The complex dynamics of Time Warp (TW) will be described. A highly specu
lative conjecture is made, that the TW dynamics can be characterized by Self 
Organized Criticality (SOC). SOC behavior is found in many complex systems, 
for example in sand-pile and earthquake dynamics. If this conjecture is true, 
yet another hint is given that also problems in the field of parallel computing 
display behavior as found in other complex systems. 

6.2 Cellular Automata Update Schemes 

An important characteristic of the CA paradigm, is the particular update scheme 
that applies the microscopic rules iteratively to the cells in the discretized uni
verse. The sequential, synchronous and asynchronous update schemes impose 
different dynamical behavior. In the following sections five different update 
schemes are discussed. 
The synchronous (or parallel) update scheme is the conventional update proce-
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dure for cellular automaton models [166]. In a synchronous update scheme, ev
ery cell is updated at the exact same simulation time (concurrently). 
The sequential update scheme is a special kind of asynchronous updating. In 
the sequential update scheme, a two dimensional lattice is traversed in for ex
ample a row-wise manner: starting with the top-left cell and ending with the 
right-bottom cell. The sequential update sequence may introduce a bias in the 
dynamical evolution lattice configurations. 
Another special case of asynchronous updating is the semi-random update scheme. 
In one sweep through the lattice we order all cells into a random order and eval
uate them in that order. Every cell is evaluated exactly once in one sweep. From 
sweep to sweep the order of evaluation is changed. 
The random update scheme implies completely asynchronous dynamics. In the 
random update scheme the next cell to be evaluated is selected according to a 
uniform distribution. 
The discrete event update scheme is a generalization of the random update 
scheme. With each update (now called an event) a simulation time is associ
ated. The discrete event formulation can mimic the random update rules, but 
due to its expressiveness more complicated models, i.e., more complex micro
scopic rules, can be simulated. In particular, the explicit representation of sim
ulation time enables a more meaningful interpretation to evolution time of the 
simulation models. 

6.3 Parallel Update Schemes for Asynchronous 
CA Models 

Complex CA simulations of large problem sizes, both in their spatial and tem
poral domain, are known to consume enormous amounts of time on sequential 
machines. One basic approach to reduce the required simulation time is the ex
ploitation of parallelism. For simple synchronous CA, a simple lock-step model 
is sufficient to ensure a correct parallelization: update all cells simultaneously, 
followed by communicating boundary cells to neighboring processor domains. 
By the locality (neighborhood) of the CA update rules, the parallelization of 
asynchronous CA models can also be realized by a domain decomposition. How
ever, parallelization is complicated due to causality constraints between sub-
domains. 
Although fully asynchronous CA models appear to be inherently sequential as 
a result of the random update scheme, they can be parallelized by adopting the 
discrete event formulation. However, a major drawback of the parallelization 
of a discrete event simulation is the inherent update complexity of this type 
of simulation, since the notion of global time does not easily map on a parallel 
computer. Sophisticated clock synchronization algorithms are required to en
sure that cause-and-effect relationships are correctly reproduced by the asyn
chronous CA simulation. 
The discrete event CA model can be described as follows: instead of randomly 
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choosing individuals for updating, a time stamp is assigned to each cell present 
in the current lattice configuration. This time stamp is taken from for example 
a Poisson stream with arrival ra te X. In addition, a simulation time is updated, 
while jumping from the current event to the next, based on the associated time 
stamp. The processing of an event is done by applying jus t the same update 
rules as with the random update scheme. The parallel discrete event simula
tion exploits the implicit spatial locality present in the update scheme, without 
altering the update history [94]. 

In a sequential discrete event simulation, the execution routine selects the 
smallest time stamped event from the event list as the one to be processed 
next. If the update execution departs from this rule, then it would allow for 
a simulation where the future can affect the past. Errors of this kind are called 
causality errors. A discrete event simulation consisting of processes tha t in
teract exclusively by exchanging time stamped messages (event messages), are 
locally causal if and only if each process executes events in a non-decreasing 
time s tamp order. It is this local causality constraint that a parallel discrete 
event simulation strategy must guarantee. 
Globally, Parallel Discrete Event Simulation strategies can be classified in two 
categories [57]: conservative and optimistic. Conservative approaches strictly 
avoid the possibility of any causality error ever occurring, and optimistic ap
proaches use a detection and recovery approach. 

6.3.1 Conservative Parallel Discrete Event Simulation 
The basic problem that a conservative parallel discrete event simulation must 
address is to determine which event is allowed to proceed in time. By assigning 
each cell in the CA to a virtual processor, the algorithm as described in Fig. 6.1 
can be applied 

While t(c) < SimulationTime Do 

WaitUnti 1 t(c) <= 
min{c ' G Neighbors t (c ' ) } 

State(c) <- NewStat e (c, 
State (Neighbors( c)) , t(c )) 

NextEventTime <-
DetermineTime(c, t(c )) 

Figure 6.1: An algorithm for conservative parallel discrete event simulation. 

Each cell waits until it has the lowest time stamp in its local neighborhood or 
Region Of Influence (ROI). For a CA the ROI is determined by the radius of the 
neighborhood. This scheme is deadlock free, i.e., the W a i t U n t i l condition (see 
Fig. 6.1) is always t rue for at least one cell in the entire population, and there
fore the waiting loop can never be indefinite for all cells. A slightly different ap-
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proach is to assign a number of cells to each processor. This aggregate of cells 
has a single local time. All processors concurrently choose a random cell from 
this local aggregate and check the minimum time condition against all neigh
boring processors in their ROI. The cells is updated as soon as this constraint 
is met. 

6.3.2 Optimistic Parallel Discrete Event Simulation 

A serious disadvantage of conservative approaches as described above, is that 
the method is sometimes too conservative and unable to exploit the available 
parallelism in the simulation. Consider for instance the situation where a cell, 
residing somewhere far from the borders of a local aggregate on processor A, 
gets chosen for updating. It may occur that a processor B in the ROI of the cell's 
processor has a lower simulation time. This situation implies that processor A 
must wait for processor B to catch up in simulated time; even though it may be 
the case that the update does not need information from this processor B, due 
to the ROI of the cell which is generally a small subset of the sub-domain of B. 
Therefore, we may as well update this cell. 
An optimistic parallel discrete event simulation mechanism that takes advan
tage of this situation is the so-called Time Warp scheme [78, 116, 119, 117]. In 
Time Warp a processor's clock may run ahead of the clocks of the neighboring 
processors. In contrast to conservative approaches, Time Warp does not need to 
determine whether it is safe to proceed and events are always updated. 
As a consequence, the local simulation time of a processor may get ahead of 
simulation times of its neighbors. If an event occurs that takes place on the 
boundary of a neighboring sub-domain, a causality error can be triggered by 
this boundary event if it has a smaller time stamp. A boundary event is defined 
as all updates in a processor domain who's ROI expands to neighboring proces
sors. All events on those neighboring processors that are ahead of time, have 
to undo all their premature updates down to the boundary event that triggered 
the causality error. The process of undoing all these changes is called a rollback, 
and requires the administration of an event history list. 
Thrashing behavior in Time Warp occurs when correcting causality errors con
sumes more computation time than the forward simulation. This thrashing be
havior is induced by overly optimistic behavior of the simulation protocol. The 
optimistic behavior is a combination of aggressiveness and risk: aggressiveness 
in the execution of events without the guarantee of freedom of errors, and risk 
is the property by which the results of aggressive processing are propagated to 
other LPs. An additional parameter to control the amount of aggressiveness 
has been added to Time Warp by Overeinder et. al [118]. To shorten the peri
ods of thrashing, the aggressiveness of the protocol must be throttled, that is, 
the simulation execution mechanism should not execute events that lie in the 
remote future as it is likely that these events have to be rolled back eventually. 
In effect, the progress of the individual simulation process should be bound to a 
limited simulation time window, the so called virtual time window. In this way, 
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the processes are forced to synchronize with each other in a short time frame, 
after which the simulation can continue as before. 
Notice that the radius of a neighbor set determines the maximal speedup that 
can be achieved by using any PDES formulation, i.e., both for conservative as 
well as optimistic methods. Increasing the radius, increases the area of over
lapping updates. In addition, the communication volume increases as a result 
of larger communication strips that have to be exchanged. 

6.4 Self Organized Criticality 

Most of the time, equilibrium systems with short-range interactions, exhibit ex
ponentially decaying correlations. Infinite correlations, i.e., scale invariance, 
can be achieved by fine tuning some parameters (temperature) to a critical 
value. An example of such a system is the Ising spin model of magnetization. 
In Chapter 4 of this thesis we have also encountered a phase transition in the 
statistical ensembles of problem instances stemming from parallel computing: 
allocation of parallel tasks. 
In addition, a large class of non-equilibrium locally interacting nonlinear sys
tems spontaneously develop scale invariance. These systems are subject to 
external driving: local "energies" are increased from the outside until some 
threshold condition holds. At the point where the critical value is reached the 
local state variables trigger a chain reaction by transporting its "stored energy" 
to neighbouring sites. At the steady state of the system, assured by open bound
ary conditions, chain reactions or avalanches of all sizes can occur. The distri
bution of "avalanche sizes" s obeys critical scaling: 

P{s)^s-Z (6.1) 

where x is a critical exponent and most other observables of the system have no 
intrinsic time or length scale. The size of an avalanche can be defined in dif
ferent ways. It can be measured by the number of relaxation steps needed for 
the chain reaction to stop or the total number of sites involved in the avalanche. 
This phenomenon of spontaneously developing critical scaling has been called 
Self Organized Criticality (SOC) [9]. A lot of naturally occurring systems ex
hibit this kind of scaling- or self-similar behavior. The basic model in which 
SOC behavior is demonstrated, is with a special kind of Cellular Automaton, 
which simulates the sliding and growing of sand piles [9]. A discrete variable h 
is assigned to each site on a ^/-dimensional lattice, representing the height of a 
"slope". Units of sand are added subsequently to a random site until some crit
ical threshold hc is reached. If the state of a site has reached the critical value, 
a sliding event takes place: the sand of the site is distributed among its nearest 
neighbors. The rules for a J-dimensional version of such a model are: 

h(r,t+iy-^h(r,t)-2d (6.2) 
h(r±ei,t+l)->h(r±e:i,t) + l (6.3) 
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where r is a lattice position, ej is used to denote the j'-th neighbour, and t is the 
iteration counter. The rules actually describe a non-linear diffusion equation. 
If the system has relaxed, another random perturbation is made. We have re
peated the experiments with a continuous version of this model where randomly 
chosen energy quanta £,, ([0,1]) are added to a randomly chosen site. If some 
site reaches the critical energy value 1.0, the system is relaxed until every site 
is below this critical value. At some point the system reaches a stationary state 
where the average energy has reached a steady value < h >. At this point, the 
addition of an amount of energy to some site can trigger avalanches of arbitrary 
sizes. From this point we measured the distribution of both the duration and 
size of the avalanches. Figs. 6.2 shows the distribution of the avalanche sizes. 
It is clear that the finite size distribution can be fitted by a function obeying a 
power law. 

avalanche size 

Figure 6.2: Avalanche size distribution in a 100x100 lattice. 

The idea of Self Organized Criticality is assumed to be an explanation of the 
emergence of critical scaling behavior in many naturally observed systems. 
If this scaling behavior is spatial the signature of the system is often fractal. 
Many growth phenomena exhibit this self-similar behavior, e.g., DLA, Dielec
tric Breakdown (DB), Invasion Percolation, etc. Hence a logical step is to use 
SOC as a possible theory of the growth of fractal patterns. The idea that a 
dynamical system with spatial degrees of freedom evolves into a self organized 
critical state could very well be applied to these familiar models of growth. Some 
work in this area has been done on the DB model [4, 121, 122]. Exactly at the 
point where extinction of a branch balances branching itself, the growth pro
cess is stable with respect to fluctuations. A stationary state is reached when 
branching has broken down to a level where the flow only barely survives [4]. 
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The distribution of the sizes of extinct branches describe the self organized crit
ical state, corresponding to the avalanches in the sandpile. Another way of 
characterizing the SOC state is by keeping track of the electrostatic field and 
the number of iterations required to reach relaxation [121] after a growth step. 
The relaxation steps of a numerical procedure, e.g., Jacobi iteration, can be used 
to quantify this measure. Alternatively one could measure the range of the dis
turbance, defined as the total number of lattice sites in which the electrostatic 
potential changes above a given threshold. If the growth in the SOC regime, 
the range distribution can be described by a power law function. 

6.5 SOC in PDES dynamics: experimental results 

SOC behavior is found in slowly driven, interaction-dominated threshold sys
tems (SDIDT), if a SDIDT system exhibits power laws without any apparent 
tuning then it is said to exhibit self organized criticality [79]. Interesting be
havior arises because many degrees of freedom are interacting. In addition the 
dynamics of the system must be dominated by the mutual interaction between 
the individual degrees of freedom. 
An example of such a system is the Ising spin model (a CA model for mag
netism). We will use the Ising spin model to study the rollback dynamics in 
the Time Warp model. 
Cascade events, where a single perturbation results in an avalanche, are seen 
in a variety of controllable systems [103]. An important characteristic of sys
tems exhibiting SOC behavior is a separation of time scales. As stated before, 
it is required that such systems are slowly driven, that is, perturbations occur 
on a much larger time scale than the diffusion or relaxation dynamics. A differ
ence with conventional SOC systems and Time Warp is that there is no explicit 
separation of time scales, asynchronous updates and roll-backs may intervene. 
The critical state in SOC systems is furthermore characterized by a stationary 
state where the driving forces balance the cascades. For example in the sand-
pile CA, adding sand causes on the one hand the pile to grow, on the other hand 
avalanches. The dynamically stationary state is obtained at the "critical point" 
where these two effects exactly balance. 
A highly speculative analogy can be made with Time Warp: adding events 
causes the event rate to grow whereas on the other hand roll-backs may oc
cur. In TW the event rate eventually reaches a kind of stationary state with 
superimposed rollback cascade effects (See Fig. 6.3). In this figure it can be ob
served that, after a short transient, the number of processes events eventually 
reaches a "steady" rate of approximately 19000. This steady state is distorted 
by periods of thrashing. 
We define two time scales in Time Warp: simulation time andprotocol time. The 
simulation time in Time Warp is updated by the rate at which the system is 
driven. This driving rate is determined by the dynamics of the simulation. The 
protocol time, needed to process a rollback, is determined by machine specific 
parameters. 
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Figure 6.3: Event rate vs. wall clock time for a PDES Ising simulation with P = 24 and 
7=1.0. The time series has been smoothened using an exponentially weighted moving 
average filter. 

"Relaxation" in Time Warp occurs whenever the following three conditions are 
satisfied (threshold): 

• if accepted event and 

• boundary event and 

• V i G neighborhood(local) : t[ocai < tt 

where ttoad is the simulation time on the local processor and r, is the simulation 
time on a neighboring processor i. For Ising spin simulations, simulation time 
and protocol time separate at low temperatures, when there are not that many 
spin flips, i.e., when the acceptance ratio of the Metropolis algorithm is low. For 
high temperatures many spin flips are accepted and updates and roll-backs oc
cur at comparable time scales. 
We experiment with two different grid decompositions for the parallel simula
tion of the Ising dynamics on an / * / lattice: a 1 dimensional "slice" decompo
sition and a 2D "box" decomposition. Both decompositions are composed to as
sure optimal load balance. For all parameter instances of the simulation ex
periments we measure "average rollback length" and "rollback length distribu
tions." 
It is very important to note that , in fact, we are confronted with two kinds of crit
ical behavior. The critical behavior of the first kind is a result of the Ising spin 
phase transition at the critical temperature Tc. At the Ising spin phase transi
tion, long range spin correlations occur, tha t probably influence the Time Warp 
dynamics. We call this critical behavior of the first kind the physical critical 
behavior. The critical behavior of the second kind is conjectured, and is caused 
by SOC. We assume that in the low temperature Ising regime the Time Warp 
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dynamics reaches a Self Organized Critical state, which we call computational 
critical behavior. 
The average rollback length is studied at different temperatures in order to de
termine the influence of the Ising spin phase transition on the Time Warp pro
tocol. It is expected tha t around the Ising spin phase transition, the long range 
spin correlations increase the average rollback sizes. It is well known that these 
long range correlations result in moving islands of actively flipping spins are lo
cated in a sea of inactive spins. This separation of activity can trigger very large 
roll-backs whenever an active island moves over a processor boundary. 
We are interested in rollback length distributions in order to do a first check of 
SOC in TW dynamics. In the SOC regime it is expected tha t the rollback length 
distributions obey power laws. 

6.5.1 A first indication of Self Organized Criticality in Time 
Warp 

Figure 6.4: Average rollback length for different temperatures. For each temperature, 
the results of 3 experiments are shown. Using the simulation parameters I = 220, P = 1 2 
and VT = 3000 and a ID decomposition. 

For the first series of experiments in this section we have fixed the lattice size to 
I — 220, the number of processors to P — 12 and the virtual time window (VT) to 
3000, using a "sliced" ID decomposition. In Fig. 6.4 the average rollback lengths 
are shown for the temperature range [0.1-2.7]. The rollback lengths are aver
aged over time for all processors. The results of three different runs are depicted 
in the figure. Close to the Ising phase transition (Tc « 2.2 for infinite lattices), 
the expected peak in the average rollback length can be observed. From this 
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Figure 6.5: Rollback distribution for temperatures in the range 0.1-1.4, fitted exponent 
has value -1.34 (± 0.05). Using the parameters I = 220, P = 12 and VT = 3000 and a ID 
decomposition. 

figure, three different regimes can be identified: the physical sub-critical phase 
(< Tc), the physical critical phase (« Tc) and the physical super-critical phase 
(> Tc). 

Figure 6.6: Rollback distribution for temperatures in the range 1.5-2.7. Using the pa
rameters I = 220, P = 12 and VT = 3000 and a ID decomposition. 
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The different phases influence the rollback length distributions. In the phys
ical sub-critical temperature regime [0.1-1.4], power-law scaling is found (see 
Fig. 6.5), i.e., the Time Warp dynamics appear to be in a computational criti
cal regime. As the temperature approaches the physical super-critical regime a 
transition to exponential scaling can be observed (see Fig. 6.6). Close to the crit
ical temperature, length distributions with "fat tails" develop due to the emer
gence of long range spin correlations. 
The scaling exponent a in the physical sub-critical regime seems to be univer
sal for all temperatures in this regime. From the experimental data a power 
law with exponent a = -1.34 is fitted. Because the rollback length distribution 
obeys power law scaling, we conjecture that the rollback dynamics are in a SOC 
regime. 
The saw-tooth in the distribution curve is a result of the logarithmic binning of 
discrete values (using 100 bins). The logarithmic bins have a non-integer size, 
although only an integer number of rollback lengths have to be stored. In the 
length range of approximately 12 to 35, the number of integer values that fit 
in the corresponding bins alternate between 1 and 2. However, in the binning 
procedure the bin values are normalized by the floating point sizes of the cor
responding bins. The differences in these sizes is very small, while the number 
of integers tha t can actually be stored can vary by a factor of 2. The saw-tooth 
is therefore a discreteness artifact in this length region. 

run 1 — ^ -
run 2 — x-
run 3 ---*--

Figure 6.7: Average rollback length for different temperatures. For each temperature, 
the results of 3 experiments are shown. Using the parameters I = 220, P = 12 and VT = 
3000 and a 2D decomposition. 

For the 2D decomposition we repeat the same set of experiments as for the ID 
case, again with / = 220 and P — 12. As for the ID case, we observe a peak in 
the average rollback lengths around Tc (see Fig. 6.7). Again a transition from 
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Figure 6.8: Rollback distribution for temperatures in the range 0.3-1.5, fitted exponent 
has value -1.26 (± 0.05). Using the parameters I = 220, P = 12, VT = 3000 and a 2D 
decomposition. 

Figure 6.9: Rollback distribution for temperatures in the range 1.6-2.7. Using the pa
rameters I = 220, P = 12, VT = 3000 and a 2D decomposition. 

power law scaling to exponential scaling is observed (see Figs. 6.8 and 6.9). In 
the physical sub-critical regime we find a = -1.26, slightly lower as in the ID 
case. This could be the result slight of shorter distances between processor par
titions, enabling a faster propagation of cascading roll-backs. 
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In the next series of experiments, the different parameters are varied. Note 
tha t two different processes intervene: the simulation process (Ising) and the 
Time Warp process. 
An important parameter for both processes is the lattice size. Due to finite size 
effects, increasing the lattice sizes causes the Ising spin phase transition point 
Tc to shift. For the Time Warp process, the probability to select a boundary cell 
decreases for increasing lattice sizes. 
If the number of processors is increased and the lattice size is kept fixed, the 
probability to select a boundary cell increases. Therefore we experiment with 
different numbers of processors. 
The virtual time window is a very important parameter that determines the 
maximum size of the roll-backs. This parameter is studied in the last series of 
experiments. 

6.5.2 Influence of lat t ice size 

Because the peak in the average rollback appears close to Tc, we expect tha t 
this peak is related to the long range correlations of the Ising phase transition. 
To support this hypothesis we have conducted a number of experiments with 
increasing lattice sizes in order to study the presence of finite size effects. For 
finite lattices, the critical temperature Tc shifts with increasing lattice sizes. 

g 1=110 1 
1=220 — x — 
1=440 —•*— 
1=880 a 

Figure 6.10: Average rollback for I = {110,220,440, 
VT = 3000 and a 2D decomposition. 

using the parameters P = 12, 

Due to limited computer and time resources we did not extract any critical ex
ponents from the generated data, a more detailed study of this phenomenon is 
therefore necessary. To simulate an Ising spin system on one specific T « Tc, 
more than 2 days (see Fig. 6.11) of computing time on a 12 node Pentium II (at 



6.5 SOC in PDES dynamics: experimental results 157 

1=110 H-
1=220 — X -
1=440 — * -
1=880 o -

X'' W 
O • ••••• •—E3 B--3- Q—a~ G O O B E a . . B--0-X0-••£}" '\ ni--^.-fca„Ji-*---^v-^--»-^-v*.-f--^---^.--if,.y»)«^^ - I £L=*—V—Y—-f-

1.5 

T 

Figure 6.11: Run times for l={110,220,440,880} using the parameters P = 12, VT = 3000 
and a 2D decomposition. 

Figure 6.12: Rollback distributions for l={110, 220, 440, 880} at T=1.0 using the pa
rameters P = 12, VT = 3000 and a 2D decomposition. 

300 MHz) is needed, this gives an indication on the total amount of computer 
time required to run these experiments. Fig. 6.10 shows the results for vary
ing lattice size experiments (using / = {110,220,440,880} and P = 12). A shift 
towards Tc is observed for increasing lattice sizes. 
Furthermore we find tha t for all lattice sizes in the SOC regime a « —1.34 for 
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ID decompositions and a « -1.26 for 2D decompositions. For 2D decomposition 
the rollback distributions are shown for T=1.0 in Fig. 6.12. 

6.5.3 Varying the number of processors 
To study the influence of the number of processors on the rollback length dis
tribution in the "SOC" or computational critical regime, a series of experiments 
with P = {4,8,12,24} using a 2D decomposition has been performed. The lattice 
size has been fixed to / = 220. The rollback distribution of an Ising spin simula
tion at T — 1.0 is shown in Fig. 6.13. Similar results are seen for other T values 
in the "SOC" regime. The results indicate that for increasing P the distributions 
converge. Again, a is not influenced by increasing P. 

rollback length 

Figure 6.13: Rollback distributions for P={4, 8, 12, 24} at T=1.0 using the parameters 
I = 220, VT = 3000 and a 2D decomposition. 

The average rollback lengths for different processors in the range T= [0.1-2.7] 
are shown in Fig. 6.15. For 8, 12 and 24 processors, again, a peak around Tc 

can be distinguished. For P — 4, this peak is not present. Apparently, the critical 
Ising spin dynamics does not reduce the performance of the TW protocol if only 
4 processors are used. 
In the low temperature regime the average rollback length increases with the 
number of processors. From Fig. 6.13 we observe that the rollback length cutoff 
size increases with P. Therefore it is expected that the average rollback lengths 
must increase with P in the low T regime (see Fig. 6.15). 
This is not valid anymore in the high T regime, where the rollback length dis
tributions approximately collapse (see Fig. 6.14) to the same exponentially de
creasing distribution. As a result, so do the average rollback lengths (see Fig. 6.15). 
In the high T regime the rollback lengths are not influenced by P as in the low 
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Figure 6.14: Rollback distributions for P={4, 8, 12, 24} at T=2.7 using the parameters 
I - 220, VT = 3000 and a 2D decomposition. Note that the horizontal axis has a linear 
scale. 

T regime. The processors are synchronized frequently in this regime, due to a 
high acceptance ratio of flipped spins. Therefore, there is hardly any real time 
to build large simulation time differences between the processors, resulting in 
only small rollback lengths. 

Figure 6.15: Average rollback lengths for P={4, 8, 12, 24} for varying T using the pa
rameters I = 220, VT = 3000 and a 2D decomposition. 
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It is interesting to compare the run times for different P in the same temper
ature range. The results are presented in Fig. 6.16. For the figure on can de
rive that in the low T regime, the runtime scales down if more processors are 
used. This is also valid for the high temperature regime. Around Tc, we find 
non-trivial scaling for the different processors. Obviously, using only 4 proces
sors gives the best result, which could be expected from the significantly lower 
average rollback length in this regime. Using 12 processors gives the worst re
sults in this case. 
For the high and low temperature regimes P = 24 gives the best performance 
results. Even though, in the low T regime, the average rollback length is max
imal for P — 24, the extra overhead is beneficially applied to efficiently exploit 
the parallelism present in the simulation. 
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Figure 6.16: Run times for P={4, 8, 12, 24} for varying T using the parameters I • 
VT = 3000 and a 2D decomposition. 

:220, 

Although the average rollback lengths in the low T regime are much larger than 
the average rollback lengths in the high T regime, the execution times are com
parable. This is a result of the frequency of rollback events. In the low T regime 
this frequency is much lower, due to the reduced acceptance probability of spin 
flips. It seems that, the average rollback lengths and the rollback frequency 
are balanced to approximately similar execution times for the low and high T 
regimes. 

6.5.4 Different virtual time window sizes 
An important parameter of the TW protocol is the so called virtual time window 
(VT). This parameter control the asynchronicity of the simulation. It specifies 
the maximum difference between the local virtual time and the global virtual 
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time (the minimum of all local virtual times). It is expected that this parameter 
greatly influences the rollback dynamics. For the experiments presented in this 
section we have varied the VT parameter while keeping all other parameters 
fixed (P = 12 and / = 220). 
In Fig. 6.17 the rollback distributions are depicted for T — 1.0 for experiments 
with VT parameters in the range [750,6000]. Obviously, a small virtual time 
window decreases the maximum rollback length. 

VT=750 
VT=1500 
VT=2000 
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VT=2750 
VT=3000 
VT=6000 

100 
rb length 

Figure 6.17: Rollback distributions for VT={750, 1500, 2000, 2250, 2500, 2750, 3000, 
6000} at T=1.0 using the parameters I = 220, P = 12 and a ID decomposition. 

In Fig. 6.18 the rollback distributions for VTs around 3000 are shown. There is a 
transition from VT=2750 to VT=3000. The VT values [3000,3250,3500] produce 
similar rollback length distributions, while VT=4000 deviates. 
From Fig. 6.19 it can be observed that the peak of the average rollback length 
shifts and broadens for increasing VT. This effect is caused by the Ising dynam
ics. Large time windows effectively result in a more pronounced influence of the 
finite sub lattices (decomposed over the 12 processors). Due to the increased 
asynchronicity for larger time windows the sub lattices are effectively loosely 
coupled and act more like individual Ising spin lattices. It is a well known fact 
in Ising spin simulations that decreasing the lattice size results in a broadening 
and shifting of the spin correlation peak around Tc. 
The average rollback lengths roughly decreases for decreasing VT (see Fig. 6.19). 
This is a result of the TW dynamics. Small time windows only allow for a small 
build up of local virtual time differences. 
For smaller VT values the average rollback lengths are comparable over the en
tire temperature range. For these values it can be concluded that the TW dy
namics are not constrained to the details of the Ising dynamics. The increased 
synchronization frequency disables the build up of large time differences. 
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Figure 6.18: Rollback distributions for VT={2750, 3000, 3250, 3500, 4000} at T=1.0 
using the parameters I = 220, P = 12 and a ID decomposition. 
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Figure 6.19: Average rollback length for VT={750, 1500,2000,2250,2500,2750, 3000, 
3500, 4000, 6000} for varying T using the parameters I = 220, P = 12 and a ID decom
position. 

Somewhere there is a crossover point where increasing the maximum rollback 
lengths (by increasing VT) does not improve the progress in simulation time 
due to the increased protocol overhead. For this specific simulation instance it 
seems that VT=2750 is optimal for the low and high temperature regime (see 
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Fig. 6.20). For the regime around Tc it is almost optimal. Note tha t VT=3000 
is comparable to VT=2750 in the low and high T regimes, while around Tc, 
VT=3000 produces significantly higher execution times. Hence the run times 
are highly susceptible for VT around Tc, as a consequence of the critical Ising 
dynamics. 
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Figure 6.20: Run times for VT={750, 1500, 2000, 2250, 2500, 2750, 3000, 3250, 3500, 
4000, 6000} for varying T using the parameters 1 = 220, P = 12 and a ID decomposition. 

In contrast to the disappearance of the average rollback length peak in Fig. 6.19 
for increasing VT, a peak remains in the run time curves. This can be explained 
from reduced rollback frequencies in lower temperature regimes. The increase 
of the run times around Tc with increasing VT can be explained from the in
creased average rollback lengths (see Fig. 6.19) and the fat tail in the rollback 
size distribution around Tc for large virtual time windows (data not shown). 

6.6 Conclusions 

In this chapter we have intensively studied the dynamical behavior of the Time 
Warp protocol for parallel discrete event simulations. As a simulation case we 
considered the Ising spin model, which is basically a cellular automata model. 
The most common update dynamics for the Ising spin model is random selection 
of spins. The random spin selection mechanism can be cast into a parallel dis
crete event (PDES) update scheme due to the inherent locality of the Ising spin 
Hamiltonian. A single spin flip only influences its 4 direct spin neighbors in a 
2 dimensional grid, therefore time locality can be exploited. The PDES scheme 
either uses a conservative or an optimistic protocol. Time Warp is an example of 
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an optimistic protocol, which exploits the maximal inherent parallelism when 
properly tuned. 
A property of the Time Warp protocol is the appearance of so called roll-backs 
whenever a (time) causality error occurs. A causality error occurs when a spin 
flip event needs information from spins tha t are ahead in time. As a conse
quence the flips of the neighboring spins, tha t have a higher simulation time, 
need to be undone or rolled back until the causality is restored. This rollback 
mechanism can trigger a cascade of spin flips that need to be undone. It is 
known that so called slowly-driven, interaction dominated (SDIDT) systems 
can exhibit power laws without any apparent tuning. The specific feature of 
these dynamical systems is called self-organized criticality (SOC). 
It is found tha t the Ising spin phase transition influences the rollback behav
ior. Around the critical temperature (physical critical behavior) Tc, the aver
age rollback lengths increase dramatically, as well as the simulation times, due 
to long range spin correlations. For sub- and physical super-critical tempera
tures the simulation times approximately coincide. For the rollback dynamics 
three different phases can be distinguished: physical sub-critical, physical crit
ical, and physical super-critical rollback length scaling behavior. In the sub-
critical regime the scaling behavior appears to behave like a power law, with 
exponents independent of the temperature. In this regime we conjecture that 
computational critical (SOC) behavior appears. Around the critical phase large 
rollback lengths become more abundant due the long range spin correlations. 
In the physical super-critical phase a negative exponential distribution of the 
rollback lengths is observed. 
Obviously a lot of work remains to be done in the study of physical- and compu
tational critical behavior in Time Warp. The results presented in this chapter 
are, to our knowledge, the first series of experiments tha t have ever been con
ducted to study the influence and the appearance of critical behavior in Time 
Warp. 



Chapter 7 

Discussion 

The goal of this thesis has been to study various aspects of the simulation of 
complex systems on parallel computers. We have covered only a limited number 
of issues concerning such simulations. In this final chapter, we will not go into 
detail discussing the conclusions of the preceding chapters again. However, we 
will try to resume the main line of thought with which this thesis was originally 
written and discuss some open issues still remaining. 
In the first place, a simulation framework has been defined and implemented, 
that suits the simulation of arbitrary complex systems on arbitrary parallel 
computer platforms. Although our definition of arbitrary is more strict than it 
sounds, i.e., the complex system model somehow has to be defined as a spatially 
connected task graph, it is general enough for a large class of complex systems. 
Our framework, called P-CAM, has been designed using the concept of task 
graphs on the simulation model side and the message passing paradigm on the 
parallel computer side. In fact it offers a flexible data structure for the paral
lel simulation of connected, computationally atomic, tasks communicating over 
mutual links. The P-CAM framework is not intended to be a complete solution 
for parallel complex systems simulation. It is part of such a solution. It only 
offers a (dynamic) data structure for a spatial decomposition of a simulation 
model. We did not consider issues like for example modeling languages and a 
fully fledged integrated simulation environment. Another very important as
pect is the temporal decomposition of the simulation model, which defines the 
execution scheme. In all but the last chapter, we assumed a synchronous paral
lel execution scheme, used in most cellular automata (CA) models. Alternative 
methods are for example event driven schemes. A parallel complex systems 
simulation environment should also consider such other execution schemes, 
like parallel discrete event (PDE) methods. It would be interesting to study the 
interplay and the performance benefit of dynamic load balancing and dynamic 
time management methods used in PDE (e.g., Time Warp). Such an integrated 
simulation could be useful in situations where events sparsely occur in time, 
in a very dynamic heterogeneous domain of spatial activity and inactivity. An 
example of such a situation is found in individual-based models of population 
dynamics [104, 160, 161]. In these models, individuals wander around in an 
environment, where predators may eat prey and prey may eat non-moving food 



166 Discussion 

particles. In many scenarios the prey cluster in groups surrounded by preda
tors. The space between these clusters is empty and as a consequence there is 
nothing to compute at these locations. However, the clusters themselves are 
moving and changing in size continuously. Hence, situations may occur where 
the workload becomes imbalanced if a static partitioning is used. A parallel 
simulation of such a model using P-CAM in combination with a parallel dis
crete event method would be an ideal case study. 
From the parallel computation side, the optimal allocation of connected tasks, 
the Task Allocation Problem, is very difficult, and in fact NP-hard. It has been 
known for quite some time that NP-hard problems show many analogies with a 
well known class of models in physics, the so called "spin" systems [107]. These 
"spin" systems are considered to be complex systems, because they are com
posed of many connected particles (with non-linear interactions). The research 
even led to the formulation of a physically inspired optimization method called 
"simulated annealing". An important property of "spin" systems is that phase 
transitions can emerge when a certain thermodynamical quantity is varied. 
In addition it is by now an established fact that that a phase transition is also 
present in finding optimal solutions to NP-hard optimization problems (see sev
eral publications in Nature and Science [84, 97, 112, 5]). We have found that 
such a phase transition is also present in the optimal allocations of TAP in
stances. Several phenomena, like critical scaling and critical slowing down 
accompany the TAP phase transition. As for the fundamental properties of 
the general TAP, many issues remain also. Besides random task graphs, task 
graphs with a specific connectivity should be considered. However, one has 
to keep in mind that the nice mathematical framework that has been used to 
study random task graph ensembles is not easily applicable to task graphs with 
a non-random structure. If the allocation of these non-random task graphs is 
fully understood, one may wonder how to use these fundamental results in ac
tual task allocation algorithms. 
More or less led by its "natural" description, we used the simulated annealing 
(SA) method to solve the TAP. However, there are many more solutions methods 
that can be used. We studied a class of such solution methods, called evolution
ary algorithms, of which SA is a member. Three different algorithms, instanti
ated from a uniform parallel optimization framework (implemented in P-CAM), 
have been compared. It has been established that optimization problems with 
so called AR(1) energy landscapes are ideal to be explored by SA [157]. Our 
results indeed indicate that this is true if SA is compared to a Genetic Algo
rithm (GA) and a Steepest Descent (SD) approach. For GA it is still not known 
what kind of landscapes it favors. To my opinion this is a very important open 
problem that needs to be solved. To be able to relate the energy landscape and 
the "phase" of a specific optimization problem to a particular well suited opti
mization method, would be a big step forwards in the study of evolutionary al
gorithms. 
Thus far, the more fundamental side of parallel complex systems simulation 
using P-CAM has gotten all the attention. A more applied research side of P-
CAM has also been considered. An issue that has not gotten a lot of attention 
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in the simulation of complex systems, dynamic load balancing, is studied us
ing P-CAM. A more and more accepted CA based model for computational fluid 
dynamics, the Lattice Boltzmann Method, in combination with an aggregation 
process is simulated, while benefiting from the dynamic load balancing capa
bilities of P-CAM. An other application of P-CAM is its use as a dynamic load 
balancing support system. This has been the reason to use an existing separate 
parallel finite element simulation. From the parallel finite element simulation 
a task graph is deduced, which in turn is used by P-CAM to find optimal task al
locations, for a continuously changing workload demand from the several tasks. 
The optimal use of dynamic load balancing is not yet completely understood. 
Especially, the important question of "When to balance?" cannot be answered 
in general. Also, the solutions found by the diffusion based algorithms are not 
optimal from a task allocation point of view. It is only the workload that is opti
mally balanced and not the communication load. An "optimal" algorithm, with 
comparable performance (in order of magnitude) is not known. My feeling is 
that such an algorithm should be inspired by the method of Molecular Dynam
ics. A very loose analogy could be made between the interaction forces between 
particles and the communication loads between tasks. The forces resulting from 
the communication and the work loads could be used to steer the migration pro
cess of the tasks over the processors. 
In the last part of this thesis, a different execution scheme is studied (different 
from synchronous parallel execution) from a complex systems' point of view. Us
ing an analogy with slowly driven interacting systems, a self organized critical 
(SOC) state is hypothesized in a specific PDE protocol, called Time Warp. The 
results are preliminary, and a lot of research has to be done in order to fully un
derstand the Time Warp dynamics and its relation to the SOC state. The com
plexity of the protocol itself makes this a very difficult task. However, again, 
together with the TAP phase transition result, this indicates that indeed many 
problems in the field of parallel computing can be studied as if they were com
plex systems problems. 
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Summary 

Until now much experimental simulation work has been done in physics and 
chemistry on parallel computing systems. However, the development of formal 
models, suitable for modeling complex systems from nature and for mapping a 
complex system efficiently onto a parallel computer platform, is still in its in
fancy. The development of techniques, suitable for modeling complex systems 
stemming from physics, chemistry, and biology, and mapping these onto paral
lel platforms, is one of the grand challenges of future research. 
Many fundamental problems from the natural sciences deal with complex sys
tems. We define a complex system as a population of unique elements with 
well-defined attr ibutes. In case these elements have non-linear interactions in 
the temporal and spatial evolution of the system, a macroscopic behavior can 
emerge from the microscopic interactions. The emergent behavior cannot, in 
general, be predicted from the individual elements and their interactions. 
Moreover, many of these problems are intractable: in order to obtain the re
quired macroscopic information, extensive and computationally expensive sim
ulation is necessary. The only feasible way is to use massive parallel computing 
techniques. 
Based on an abstract view of interacting virtual particles, a parallel computa
tion framework is introduced. This framework embodies the basic research tool 
as well as a main research subject of this thesis. In chapter 2 we will discuss 
the design and implementation of the framework. The design philosophy be
hind the framework named P-CAM (Parallel Cellular Automata Modeling en
vironment) is to decouple the computational task graph, the decomposition of 
the tasks and the execution model. An arbitrary task graph, consisting of com
putational cells and their interconnections is supplied as well as an initial de
composition of the graph. A proper basic datastructure is constructed based 
on this information. Depending on the particular target simulation the exe
cution model acting on the computational cells and the computational process 
itself have to be implemented. Examples of execution models are time driven 
(synchronous parallel) and event driven (asynchronous parallel) schemes. In 
addition to high level communication functions, P-CAM supports dynamic cell 
migration, enabling the use of advanced parallel dynamic load balancing tech
niques. 

An important aspect of parallel computing research in general and of P-CAM 
in particular, is the static task allocation problem. In chapter 3 we will study 
the task allocation problem (TAP) from a complex systems' point of view. That 
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is, by using analogies from complex physical systems. Various analytical and 
experimental tools from the field of statistical physics can be used to study the 
TAP, especially from the area of spin systems. A statistical approach is taken 
to study theoretical and empirical aspects of optimally allocating a constrained 
class of task graphs: random task graphs. A parameterized class of random 
task graphs is defined, in which the number of tasks n, the connectivity y and the 
communication to computation ratio ß can be varied. Furthermore, we define a 
cost function or Hamiltonian for the task allocation problem, which quantifies 
the cost of a specific allocation of a task graph instance onto a fully connected 
parallel machine. In the structure of optimal allocations (found by simulated 
annealing), we observe a phase transition from optimal sequential to optimal 
parallel allocation by varying either the ß or the y parameter. Using a statistical 
model for the average cost (based on the Hamiltonian) of the allocation we can 
predict the location of the transition. Anomalous behavior, both in the cost of 
the optimization process and various other statistical quantities, is observed in 
the transition region. Also we observe finite size scaling of the phase transition 
as the number of tasks, n, is increased. Finally, a meta simulation is executed 
using P-CAM on random task graphs, which is allocated on an actual parallel 
computer platform. It is validated that optimal allocations undergo a transition 
from sequential to parallel allocation as the calculation to communication ratio 
is varied. 
Parallel task graph allocation is optimized by applying parallel evolutionary op
timization algorithms, implemented using the P-CAM framework. A uniform 
parallel optimization framework is defined in chapter 4 and applied to both a 
parallel finite element simulation and the random task graphs of chapter 3. 
Three evolutionary optimization techniques are applied and compared: genetic 
algorithms, simulated annealing and steepest descent. 
To show the general applicability of the parallel simulation framework, two case 
studies are presented in chapter 5: A natural solver approach to computational 
fluid dynamics, a lattice Boltzmann solver in combination with a simple aggre
gation process; and a parallel finite element simulation of an underwater ex
plosion . Using advanced parallelization techniques offered by P-CAM, a par
allel lattice Boltzmann solver is implemented. The aggregation process causes 
a steady reduction of the workload balance (due to the decrease of fluid nodes), 
which is resolved by a dynamic load balancing algorithm using the cell migra
tion primitive of P-CAM. For the second case, a fully functional dynamic load 
balancing module is implemented in P-CAM which is plugged into an existing 
parallel finite element program. An abstract cell representation of the finite el
ement meshes is presented to the load balancing module, containing only cell 
connections and a number, quantifying the workload for each cell. The dynamic 
load balancer decides on whether and how to re-partition. Several simulation 
studies are presented to demonstrate the usability of the dynamic load balanc
ing approach to parallel finite element simulations by exploiting the general ap
plicability of the P-CAM framework. 
An important aspect of parallel computer simulations in general is the update 
order of the several discrete entities composing the simulation problem. In the 
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final chapter of this thesis, a parallel discrete event execution model is consid
ered. The dynamical behavior of a so called optimistic discrete event approach, 
called Time Warp, is studied by means of an Ising spin simulation. In Time 
Warp the updating of the discrete entities (cellular automata in this case) can 
occur out of time order. As a result causality errors may occur, inducing so called 
roll-backs in which previous updates are undone. The dynamics of the Ising 
spin simulation, the updating of the spins, influence the frequency and the size 
of these roll-backs. It is found that three different roll-back regimes exist. In 
the high temperature regime of the Ising spin simulation we find exponentially 
decreasing roll-back length distributions. Around the Ising spin phase transi
tion the average roll-back size increases abruptly and long roll-backs are more 
common. In the low temperature regime an exiting analogy with self organiz
ing critical (SOC) systems can be made. The roll-back size distributions collapse 
over the entire low temperature range to a power law distribution with one criti
cal exponent. It is hypothesized that the roll-back dynamics are in fact SOC and 
therefore comparable to for example sliding dynamics in sand piles and earth 
quake dynamics. 
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Samenvatting 

Er is tot nu toe veel experimenteel simulatiewerk gedaan binnen de fysica en 
de chemie op parallelle computersystemen. De ontwikkeling echter van formele 
modellen die geschikt zijn voor het modelleren van complexe systemen zoals we 
die vinden in de natuur, loopt nog steeds achter. Het ontwikkelen van bruikbare 
technieken voor het modelleren van dergelijke complexe systemen uit de fysica, 
de chemie en de biologie en het afbeelden van deze modellen op parallelle com
puters is een grote uitdaging. 
Een groot aantal fundamentele problemen uit de natuurwetenschappen is te 
beschouwen als een complex systeem. Over het algemeen wordt een complex 
systeem beschouwd als een populatie van unieke elementen met goed gedefi
nieerde interacties. In het geval dat deze interacties niet lineair zijn in het tem
porele dan wel spatiele domein, kan er een bepaald macroscopisch gedrag ont
staan vanuit de microscopische interacties. Dit émergente gedrag kan in het 
algemeen niet worden voorspeld vanuit de microscopische interacties. 
In het algemeen zijn dergelijke problemen ook vaak onhandelbaar: om de be
nodigde macroscopische informatie te verkrijgen is extensieve en computatio-
neel intensieve simulatie noodzakelijk. Omdat de simulatie van complexe sys
temen een aanzienlijke rekenkracht vergt, is het gebruik van parallelle compu
ters vaak noodzakelijk. 
Uitgaande van een abstract beeld van deeltjes of elementen die interactie met 
elkaar hebben, introduceren we een parallelle simulatieomgeving. Deze om
geving wordt zowel als onderzoekshulpmiddel en als onderzoeksonderwerp ge
bruikt. In hoofdstuk 2 worden het ontwerp en de implementatie van deze om
geving behandeld. De ontwerpfilosofie achter deze omgeving, die we P-CAM 
(Parallel Cellular Automata Modeling environment) hebben genoemd, is het 
loskoppelen van de computationele taakgraaf, de decompositie van de taken en 
het executiemodel. Een willekeurige taakgraaf, bestaande uit computationele 
cellen en hun interactiestructuur moet worden aangeleverd. Verder wordt er 
een initiële decompositie van de taakgraaf gespecificeerd. De P-CAM omgeving 
draagt zorg voor een juiste opzet van de benodigde datastructuren. Afhankelijk 
van de specifieke simulatie moeten dan nog het executiemodel en de microsco
pische evolutieregels van de cellen worden beschreven. Voorbeelden van exe-
cutiemodellen zijn tijds-gedreven (synchroon parallel) en gebeurtenis-gedreven 
(asynchroon parallel) schema's. Naast verschillende hoog niveau communicatie
routines, ondersteunt P-CAM dynamische celmigratie, waardoor het gebruik 
van dynamische werklast-verdelings-methoden mogelijk wordt. 
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Een belangrijk aspect binnen het onderzoek naar parallel rekenen in het al
gemeen en P-CAM in het bijzonder, is het probleem van statische taakalloca-
tie (TAP). In hoofdstuk 3 wordt het taakallocatie probleem bestudeerd van
uit het perspectief van complexe systemen. Dit gebeurt door gebruik te ma
ken van analogieën met complexe systemen uit de statistische fysica. Ver
schillende analytische en experimentele methoden uit dit veld kunnen worden 
gebruikt om TAP te bestuderen, in het bijzonder uit het gebied van de zoge
naamde "spin" modellen. Een statistische aanpak wordt gebruikt om zowel 
theoretisch als empirisch onderzoek te doen naar het alloceren van willekeurig 
gekoppelde taakgrafen. Een geparameteriseerde klasse van deze taakgrafen 
wordt gedefinieerd, waarin het aantal taken n, de connectiviteit y en de werk-
last/communicatielast verhouding ß kunnen worden gevarieerd. Verder wordt 
er een zogenaamde kostfunctie gedefinieerd die de kwaliteit van een allocatie 
op een volledig verbonden parallelle machine kwantificeert. Wanneer hetzij 
ß dan wel y wordt gevarieerd, vinden we een faseovergang van optimaal se
quentiële naar optimaal parallelle allocaties. Een statistisch model voor de 
gemiddelde allocatie-kosten wordt gebruikt om de locatie van de overgang te 
voorspellen. Zowel de kosten van het optimalisatieproces (simulated annea
ling) als verscheidene andere statistische grootheden vertonen anomaal ge
drag in het overgangsgebied. Er kan zelfs gebruik worden gemaakt van ein
dige grootte schaling rond de faseovergang. Uiteindelijk wordt binnen P-CAM 
een meta simulatie uitgevoerd met willekeurig gekoppelde taakgrafen, die wor
den gealloceerd op een echte parallelle computer m.b.v. een optimalisatiepro
ces. Ook voor dit werkelijk uitgevoerde allocatieproces vinden we de overgang 
terug van sequentiële naar parallelle allocatie door het variëren van de werk-
last/communicatielast verhouding. 
De allocatie van parallelle taakgrafen wordt gedaan door het toepassen van een 
parallelle evolutionaire optimalisatie-omgeving, welke weer is geïmplemen
teerd met P-CAM. Een parallelle optimalisatieomgeving wordt gedefinieerd in 
hoofdstuk 4 en toegepast op een parallelle eindige elementen simulatie en de 
willekeurig gekoppelde taakgrafen van hoofdstuk 3. Drie evolutionaire opti
malisatietechnieken worden toegepast en vergeleken: genetische algoritmes, 
"simulated annealing" en "steepest descent". 
Om de algemene toepasbaarheid van P-CAM te demonstreren, wordt een twee
tal studies gepresenteerd in hoofdstuk 5: een simulatie m.b.v. een zogenaamde 
natuurlijke oplosmethode voor vloeistofdynamica, rooster Boltzmann, in com
binatie met een simpel aggregatieproces; en een parallelle eindige elementen 
simulatie van een onderwaterexplosie. Door gebruik te maken van de diverse 
parallellisatietechnieken van P-CAM wordt een parallelle rooster Boltzmann 
simulatie geïmplementeerd. Het aggregatieproces veroorzaakt een afname van 
de balans in de werklast (doordat het vloeistof gebied kleiner wordt). Dit wordt 
opgelost met behulp van een dynamische werklast-verdelings-methode, door 
gebruik te maken van de celmigratieprimitieven van P-CAM. Voor het tweede 
simulatieprobleem wordt een werklast-verdelings-module, geïmplementeerd in 
P-CAM, gekoppeld aan een bestaande parallelle eindige elementen simulatie. 
Een abstracte representatie in cellen van het eindige elementen rooster wordt 
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gebruikt door de werklast-verdelings-module, waarbij de connectiviteit tussen 
de elementen en de werklast voor ieder element als invoer worden gebruikt. De 
module beslist of en hoe er verdeeld moet worden. Verschillende experimenten 
worden gedaan om het nut van een dynamische werklast-verdelings-methode 
voor parallelle eindige elementen simulaties te tonen door gebruik te maken 
van de algemene toepasbaarheid van de P-CAM omgeving. 
Een belangrijk algemeen aspect van parallelle simulaties is de volgorde waarin 
de verschillende discrete entiteiten worden aangepast. In het laatste hoofdstuk 
van dit proefschrift wordt een parallelle discrete gebeurtenis methode bestu
deerd. Het dynamische gedrag van een zogenaamde optimistische discrete ge
beurtenis methode, Time Warp, wordt onderzocht door een Ising spin model te 
simuleren. Het aanpassen van de discrete entiteiten (cellulaire automaten in 
dit geval) binnen Time Warp kan in niet-chronologische volgorde geschieden. 
Daardoor kunnen causaliteitsfouten ontstaan, welke weer zogenaamde terug-
rolgebeurtenissen tot gevolg kunnen hebben. Deze terugrolgebeurtenissen ma
ken ongeldige handelingen ongedaan. De dynamica van de Ising spin simulatie, 
het aanpassen van de spins, heeft invloed op zowel de frequentie als de grootte 
van deze terugrolgebeurtenissen. Drie verschillende regimes kunnen worden 
onderscheiden. In het hoge temperatuur gebied van een Ising spin simulatie 
worden distributies van exponentieel afnemende terugrol groottes gevonden. 
Rond de Ising spin faseovergang neemt de gemiddelde grootte abrupt toe en 
komen lange terugrolgebeurtenissen vaker voor. In het lage temperatuur ge
bied kan een analogie met zelf organiserende kritische (ZOK) systemen worden 
gemaakt. De distributies van terugrolgroottes vallen samen in het gehele sub
kritische temperatuur gebied naar een polynomiaal afnemende distributie met 
een specifieke kritieke exponent. Er wordt gesuggereerd dat de terugroldyna-
mica in Time Warp ZOK is en daarom vergelijkbaar met lawines in zandhopen 
en de dynamica die aardbevingen veroorzaakt. 



188 Samenvatting 



Nawoord 

Op het moment dat ik dit schrijf ben ik bezig met het afronden van mijn proef
schrift, het verbouwen van ons nieuwe huis, en ben ik anderhalve week geleden 
vader geworden. Het kan soms vreemd lopen. Maar gelukkig gaat het vooral 
om plezierige en heel erg leuke gebeurtenissen. Op dit soort momenten kom je 
er achter dat het inderdaad helemaal nog niet zo eenvoudig is om aan parallel 
processing te doen. 

De laatste periode van mijn promotieonderzoek omhelsde een lastige tijd waarin 
ik vooral het gevoel had dat het maar niet op schoot. Toch heeft deze laatste pe
riode nog, een naar mijn gevoel, leuk stuk onderzoek opgeleverd. Dit laatste 
werk, wat ik in nauwe samenwerking met Benno Overeinder heb gedaan, heeft 
op het laatste moment in hoofdstuk 6 geresulteerd. En dat terwijl het idee voor 
het werk al een jaar of twee geleden is ontstaan. Dit geeft eigenlijk meteen 
één van de leuke aspecten van mijn promotie onderzoek (en misschien geldt dit 
wel in het algemeen), namelijk dat hele vage ideeën en ingevingen uiteindelijk 
ontspruiten in heel interessant onderzoek met vaak verrassende resultaten en 
uiteindelijk als hoofdstukken in een proefschrift. En dat deze vage ideeën en 
ingevingen weer zijn ontstaan uit een nog abstractere omschrijving in het ori
ginele onderzoeksplan dat is geschreven door mijn promotor Peter Sloot. Het 
is misschien aardig om even een gedeelte uit mijn opleidings- en begeleidings
plan (d.d. september 1994) te citeren: Theoretisch en experimenteel onderzoek 
naar het gebruik van Dynamische Complexe Systemen (DCS) als interface tus
sen microscopische en macroscopische beschrijvingen van natuurlijke systemen 
en de afbeelding daarvan op Massaal Parallelle Architecturen. Wat er in dit 
proefschrift is komen te staan is het gevolg van een creatief proces bestaande 
uit vele gedachten-sprongen die hun oorsprong vinden bij deze ene regel. Ik wil 
Peter graag bedanken voor de richting die hij mij heeft opgestuurd. 
Tijdens dit creatieve proces ben ik direct en indirect geholpen door een groot 
aantal personen in mijn onderzoeksgroep en door de algehele prettige werksfeer 
die er heerste. Het grootste gedeelte van mijn tijd hier heb ik gedeeld met mijn 
kamergenoten en collega's Jeroen en Diederik. Je kunt gerust stellen dat er een 
ontspannen sfeer heerste. Ik ben Diederik en Jeroen zeer dankbaar voor deze 
periode, die voor mij erg belangrijk is geweest. Onze buren, Martin en Drona 
(en later ook Jan) hebben ook een belangrijke bijdrage geleverd aan de soms hi
larische verwikkelingen die zich hebben afgespeeld in en rondom onze kamers. 
Het is trouwens een wonder dat er geen gewonden zijn gevallen in deze peri
ode, vooral toen de nietmachine door de gang vloog. Ik denk dat dit voorval ook 
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de druppel is geweest voor sommige mensen om maar een ander heenkomen te 
zoeken. In mijn latere AIO periode heb ik ook samen met Robert en om Jaap 
een hoop gelachen. Oh ja, en niet te vergeten, David D. natuurlijk... Ook Roe
land en Piero, mijn kamergenoten in de post-Diederik periode, wil ik bedanken 
dat ze het met mij hebben kunnen uithouden. 
Deze sfeer van ontspanning werd af en toe onderbroken door periodes van zeer 
serieuze arbeid waarin de "bulk" van het terug te lezen onderzoek is gedaan. 
Een groot gedeelte van deze serieuze periodes heb ik samen met Jan de Ronde 
meegemaakt. Met name het werk aan TAP heb ik grotendeels samen met Jan 
gedaan. Ik ben hem dan ook veel dank verschuldigd, en ik ben van mening 
dat we samen een heel interessant stuk onderzoek hebben afgeleverd. Ook met 
Drona heb ik een groot aantal meer wetenschappelijk (en anders) georiënteerde 
discussies gevoerd, wat ons denk ik beiden zeer geholpen heeft. 
Buiten de groep mensen met wie ik intensief heb "samengewerkt" wil ik graag 
de rest van mijn collega's bedanken, met wie ik op met name ASCI conferenties, 
GNARP workshops, zeilweekenden en Ardennen Avonturen, veel lol heb gehad: 
Alfons, Dick, Berry, Andy, Frank en Joep. Ook de systeemgroep, met name Jan 
W., ben ik dank verschuldigd, vooral voor het terughalen van onbedoeld verwij
derde bestandjes. Het secretariaat, Monique, Laura, Virginie, Hugo en Erik, 
wil ik ook bedanken voor hun medewerking en ondersteuning, voor het verstu
ren en ontvangen van faxen, DHL pakketjes en het uitlenen van hun typema
chine voor het schrijven van een beurs aanvraag van NWO voor de SFI Sum-
merschool. 
Verder wil ik graag Leen Torenvliet bedanken voor het kritisch nalopen van het 
eerste hoofdstuk van dit proefschrift. 
Buiten mijn werk om is vooral Martijn erg belangrijk geweest voor mentale on
dersteuning, waar ik erg veel aan heb gehad. Oh ja, Martijn, sorry dat ik je toch 
die zwarte helling heb afgestuurd. 
Verder wil ik mijn vader en moeder bedanken voor te veel dingen, die ik nu niet 
allemaal op kan noemen. Maar het komt vooral neer op heel veel waardering 
(normaal gesproken schijn je hier pas op veel latere leeftijd achter te komen). 
De belangrijkste persoon in mijn leven ben ik pas in het laatste jaar van mijn 
promotie tegen het lijf gelopen. Zij is er de schuld van dat ik nu in de situatie 
zit die ik heb genoemd. Maar iets beters dan Freddy is mij niet eerder overko
men en dankzij haar heb ik die extra motivatie gekregen om mijn proefschrift 
te kunnen afronden en een heel bijzonder persoon om het aan op te kunnen 
dragen. 

Amsterdam, 28 oktober 1999 
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