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Chapter 1 

Introduction 

Suppose we want to use an intelligent agent (computer program or robot) for performing tasks 
for us, bu t we cannot or do not want to specify the precise task-operations. E.g. we may 
want to use a team of intelligent agents which can play soccer together. It is very complex to 
write a program which outputs the best movement for each agent in each situation. Rather, 
we want to let the agents play together and create the possibility for them to learn to improve 
their playing abilities. Learning could be done by trying out different soccer strategies and 
observing which strategy leads to the best game results. 

Most real world problems require sequential decision making: the agent selects and exe
cutes an action and this causes some change in the state of the world. Given the new world 
state the agent selects a new action and so on. Examples of such problems are driving a car, 
cleaning an office, and playing soccer. In this thesis we are interested in developing intelligent 
agents which can learn to solve such tasks. There are two optimization methods which enable 
an agent to learn from the results of its interaction with the world in order to maximize 
its performance over time: the one we will use and describe in this thesis is reinforcement 
learning (RL), another possibility is to use evolutionary methods such as genetic algorithms 
(Holland, 1975). 

An agent uses a policy for selecting actions. RL methods improve their policy by apply
ing it in their environment and by monitoring and learning from the resulting experiences 
(experimental data) . To learn as much as possible, it is important tha t the agent explores 
its environment. An exploring agent tries different actions even when it believes tha t one 
particular action is best. Without such exploration, the agent may always see the same world 
states and thus it cannot learn about new, possibly highly rewarding, situations. 

P e r c e p t i o n of t h e e n v i r o n m e n t . An intelligent agent is situated in a particular envi
ronment and is equipped with sensors through which it receives inputs to describe the state of 
the environment. The world (environmental) state at a given moment is an exact description 
of the environment, including all objects present in the environment and their parameters 
such as position, rotation etc. The agent's inputs do not always describe the complete s tate 
of the environment, but may give a partial and noisy description. Figure 1.1 shows the Chi
nese wall with three doors in it. The agent sees a particular door, but since all doors look 
alike it cannot use its input to know exactly where it is. 

Using these inputs, the agent selects and executes an action which affects the environment 
in some way. Take as an example the agent before the chinese wall. It can s tand still, go 
forward, rotate, and open the door. If the agent opens the door, there is a clear impact on 
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Figure 1.1: An agent who is unable to distinct multiple doors in front of the chinese wall using 
its current sensory input only. 

the environment. But also when the agent goes forward or rotates, the environment changes 
since it includes the agent. The agent's action selection policy is determined by a function 
which maps sensory inputs to actions. This function forms the core of the agent's behavior 
and therefore is our main interest. 

M o d e l i n g and control . Autonomous agents can be used for different goals. The goal 
on which we will focus in this thesis, is to learn to control an agent. Here we are interested 
in learning an action selection policy which solves a specific problem, where we use the 
term learning for adapting what has been experienced. For many real world problems it 
is necessary tha t we have an adaptive autonomous agent — it is a very costly and time 
consuming procedure to have a human programmer program a particular policy for an agent, 
and the resulting behavior often fails completely if the environment changes. 

Another goal is to s tudy an animal 's or animat ' s (some artificial creature or system) 
behavior in order to bet ter understand its behavior or reaction in particular situations. This 
can be done by designing a model of the creature and by simulating its behavior with a 
computer under a wide variety of circumstances. By carefully analyzing the observed behavior, 
the model may show discrepancies with the real or desired behavior and can be changed 
accordingly. Examples of interesting behaviors or phenomena to model are: the foraging 
behavior of a bee, fire spreading in forests or buildings, chewing lobsters, and the reaction of 
the human immune system to t reatment with particular drugs. 

R e w a r d funct ions . When we want to use intelligent agents for solving a particular 
task, we must use evaluation methods which judge how well the agent performed. Analo
gous to research in animal biology (where people experiment with living animals to teach 
some behavior by giving rewards or punishments) , our evaluation method will be a reward 



function assigning rewards and punishments to particular actions in particular environmental 
situations. These rewards serve to reinforce a particular behavior and hence comes the name 
reinforcement learning, the main topic of this thesis. 

Rein forcement learning. In this thesis we consider reinforcement learning (RL) meth
ods which optimize the policy of an agent by learning from trial and error. The goal is to 
select for all environmental (or world) states the action which leads to the maximal sum of 
future rewards. At each time step the agent receives input by observing the world state with 
its sensors, selects and executes an action based on this input, and receives a reward signal 
(see Figure 1.2). In order to learn a rewarding policy, the agent uses its experiences (exper
imental data) to learn a value function which estimates the expected future sum of rewards 
given that the agent is in a particular world state and selects a particular action. When we 
have an optimal value function, no planning is needed for selecting an action, and therefore 
we say that the agent follows a reactive strategy. Another advantage of learning is thus that 
no time-consuming planning is needed, although the accuracy of the value function should be 
extremely high for optimal decision making. 

I N P U T A C T I O N 

A G E N T 

Figure 1.2: The feedback loop of a RL agent. The agent receives environmental inputs through 

its sensors, selects an action which changes the state of the environment and receives a reward 

signal. Based on the rewards it receives, it adapts its policy. 

A p p l i c a t i o n s of R L . The earliest success in RL is Samuel's checkers playing program 
(1959). His program uses a linear polynomial to evaluate a set of selected features. To make 
the evaluation of the current board position more precise, the program uses lookahead search. 
Then he trained the value function by letting the program play against itself, which resulted 
in the first program which was able to beat its programmer. 

Probably the biggest success in RL is Tesauro's TD-Gammon (1992), a backgammon 
playing program consisting of a feedforward neural network trained by a variant of RL (Sutton, 
1988) and self-play. TD-Gammon achieved world class level play and won some matches 
against some human world class players (Tesauro, 1995). 
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Other successful applications of RL to complex problems were reported by Zhang and Liu 
who used RL with time-delay neural networks (LeCun et al., 1989) for iteratively repairing 
job-shop schedules (Zhang and Liu, 1996), and by Crites who used a team of reinforcement 
learning agents to train a neural network for controlling multiple elevators in a simulated 
environment (Crites and Barto, 1996). 

The potential of the practical applicability of RL approaches is huge, since it is often easy 
to set up a system which interacts with an environment and monitors its experiences. Using 
those generated experiences, the learning method can improve the policy. In backgammon 
for example, we only need to have a program which allows to play games and a learning 
architecture which can be used for improving the policy by using newly generated learning 
examples. Then we can let the computer play and learn for some time until it has succeeded 
in learning what we wanted it to learn. This is much simpler than designing a position 
evaluator by hand. E.g., Berliner's BKG backgammon program (1977) took many man years 
to construct, but its level of backgammon play was already much lower than tha t of TD-
Gammon learning for 3 months on a RS6000 computer. 

C o m p l e t e v s i n c o m p l e t e i n f o r m a t i o n . In the following, we will make a distinction 
between decision making based on complete state information and decision making based 
on incomplete state information which causes uncertainty about the t rue state (remember 
the chinese wall where we cannot exactly infer where we are — the input allows for many 
different positions). An incomplete description of the world state is caused by sensory inputs 
which only partially reflect the t rue state. In the real world, such partially observable world 
states are very common, since sensors are imperfect or the exact s ta te is not measurable with 
practical sensors because states may look exactly the same. Finally, it may be impossible to 
give a full description of the world state, since too many dynamic objects would need to be 
described. 

The reason of making the distinction is tha t uncertainty in the state makes the task much 
more complex.1 We first describe RL in fully observable environments and then describe RL 
in partially observable environments. 

1.1 Reinforcement Learning 

C o m p l e t e s t a t e i n f o r m a t i o n . When the agent's sensors can be used to obtain a complete 
description of the world state, its decision making process is facilitated considerably. However, 
what does complete state information mean? Does it mean that the agent needs to describe 
all positions of objects and the values of all their a t t r ibutes in the environment? The answer 
is no. There are two ways for obtaining a complete s tate description: 

(1) If the agent has a local view of its environment, e.g. it is equipped with a camera, 
it would still receive a complete description if its sensory input provides it always with a 
unique view of the environment. Although most realistic agent's are equipped with such local 
sensors, they are in general unable to know the values of dynamic at t r ibutes . Therefore they 
can only obtain a complete description for static (unchanging) environments for which only 
their own position matters . 

(2) The agent has a global view of the environment (e.g. by using multiple camera's on 
the ceilings of all different rooms) containing the values of all dynamic at t r ibutes , and its own 

'Whereas there are efficient algorithms for finding solutions to problems with complete state information, 
no such algorithms exist for incomplete state information problems. 
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position in the environment. Values of static a t t r ibutes are unimportant . E.g., suppose that 
the agent can go to a cupboard and open its drawer. Since the drawer can be open or closed, 
this fact may influence the effect of the action and hence the agent's decision making. If the 
position of the cupboard is constant, there is no need to use it as input information next to 
the position of the agent, since the effect of executing the open drawer action will just depend 
on the agent's position and the state of the drawer. 

Markov dec i s ion processes . Many problems consist of making a sequence of decisions, 
where some decision in a specific world state causes some change of this state. Such problems 
can be modeled as Markov decision processes/problems (MDPs) and most work in RL has 
been done in finding solutions to such problems. Making decisions is done by using a policy 
which selects actions based on the world state. The goal is to find the policy which maximizes 
the expected cumulative future reward. 

Markov property . A Markov decision process is a process where the transition proba
bilities to the possible next states only depend on the current s tate and the selected action of 
the agent. This means that all relevant historical information for determining the next s ta te 
is present in the current state. Although physicists assume that this so-called Markov prop
erty holds in the universe, for decision making it is also important tha t the Markov property 
is satisfied from the agent's perspective (who may not always be able to perceive the exact 
state of the universe). This means that all information which may influence the future of the 
agent is at all times present in the agent's description of the state. Therefore, for MDPs, 
the agent is in principle able to exactly learn how the world evolves (although this may be 
indeterministically). This is of course impossible for many real world problems. 

M D P character izat ion . A Markov decision problem is characterized by a model which 
consists of a complete transition model containing the transition-probabilities to all states 
given all s ta te /act ion pairs, a reward model containing all rewards for all possible transitions 
and a discount factor which makes rewards received in the future less important than im
mediate rewards. The reward model is given by the designer and determines which agent 's 
behavior is preferred. The discount factor has the effect that collecting immediate rewards is 
preferred to postponing collecting them for a while. 

D y n a m i c p r o g r a m m i n g . Algorithms based on dynamic programming (DP) (Bellman, 
1961; Bertsekas and Tsitsiklis, 1996) may be used to compute optimal policies for MDPs 
when a complete model of the M D P is available. DP algorithms use this model for iteratively 
computing the value function. Unfortunately, a complete model is in general not available, 
so that D P on the a priori model often cannot be used. Furthermore, the number of states 
is sometimes so large that it becomes infeasible to store the whole model. 

Heur i s t i c D P . There exist a variety of RL methods which can be used to learn the 
policy without the need for an a priori model. Instead of creating a precise model (with 
all states, transit ion probabilities etc.), constructing a simulator or put t ing an agent in a 
real environment for generating experiences is much easier. Heuristic DP (RL) methods can 
be used as stochastic iterative approximation algorithms and learn from trials in which the 
agent's policy is used in the simulated or real environment to generate novel experiences. 
Then RL methods learn from these experiences to improve the approximation of the value 
function. 

TD(A)- l earn ing . Temporal difference (TD) methods (Sutton, 1988) are a particular 
kind of RL method which can be used to learn to predict the outcome of a stochastic process 
given a set of s tate sequences generated by the process. T D methods are driven by the 
difference or TD-error between two successive state values and adapt the former state 's value 
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to decrease this difference. Sutton (1988) introduced the TD(A) framework by creating a set 
of T D methods parameterized by a variable A which weighs the degree of influence of s tate 
values in the distant future relative to the values of immediately successive states. This makes 
it possible to learn from effects of actions which show up after a long time. Although T D 
methods are essentially prediction methods, they can also be used for learning to control by 
extending the system with a model for simulating actions. Then actions can be tried one for 
one and the predictions of the resulting states can be used for selecting the action. 

Q-learning. A well known RL algorithm is Q-learning (Watkins, 1989), which uses its 
policy to try out sequences of actions through s ta te /act ion space and uses the rewards re
ceived from the environment to learn (estimate) the expected long-term reward for executing 
a specific s ta te /act ion pair. Q-learning repeatedly performs a one-step lookahead backup, 
meaning that the Q-value 2 of the current s ta te /act ion pair is adapted towards the immedi
ately received reward plus the value of the next state. Thus, Q-learning is essentially a T D 
method. Q-learning works well for particular problems. It uses the feedback in a rather inef
ficient way as the feedback is only used for updat ing a single Q-value at a time. This makes 
it very slow for solving large problems with long delays until a reward signal is returned. 
Q-learning has been proven to converge to the optimal value function for MDPs (Watkins 
and Dayan, 1992), however, if all s ta te /act ion pairs are tried infinitely many times. 

Q ( A ) - l e a r n i n g . Q(A)-learning (Watkins, 1989; Peng and Williams, 1996) combines 
TD(A) methods with Q-learning to propagate s ta te /act ion updates back in time so that mul
tiple s ta te /act ion pairs (SAPs) which have occurred in the past can be updated . Sequences of 
SAPs often lead to the same future s ta te /act ion trajectories and therefore multiple previous 
Q-values of executed SAPs depend on the current experience. T h a t is probably why Q(A)-
learning has outperformed Q-learning in a number of experiments (Lin, 1993; Rummery and 
Niranjan, 1994). Q(A) especially outperforms Q-learning for problems where (1) intermediate 
rewards are missing or not very informative, (2) the environment is not very stochastic, and 
(3) many actions have to be selected before a specific goal state has been reached. Larger 
values for A increase the variance in the updates , however, since the range of the Q-values 
of possible s ta te /act ion pairs far away in the future is usually much larger than Q-values of 
SAPs which occur immediately. Therefore, when the problem contains a lot of noise or when 
the variance in emitted rewards of s ta te /act ion pairs is large, the advantages in using large 
values for A is much smaller since the larger variance in the updates slows down converging. 

Indirect R L . Q-learning and alternatives are direct RL learning methods which means 
that they directly estimate the Q-values from the results of the interaction with the world. 
This is in contrast with indirect or model-based RL methods which first estimate a model 
of the transitions and rewards and then apply dynamic programming techniques to compute 
policies. World models (WMs) integrate all observed experiences in a model so that the loss 
of useful information is minimal. Modeling approaches have several advantages besides their 
efficient usage of experiences. E.g. they are useful for efficiently exploring the environment, 
since they allow the agent to know what has not yet been learned. Since the quality of a 
computed policy depends on how well the W M fits the real unknown underlying Markov 
decision process, we can increase its accuracy in the interesting (e.g. unexplored or highly 
rewarding) areas until near optimal policies have been computed. 

The combination of world modeling and dynamic programming tends to be time consum
ing due to the dynamic WMs which require that the slow D P algorithms compute a new 

2Q-value stands for Quality value. 
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policy after each experience (when used in an online manner) . More efficient methods par
tially recompute policies after new information comes along. A simple method, which is 
very fast, uses model-based Q-learning or Real-Time Dynamic Programming (RTDP) (Barto 
et al., 1995), which outperforms s tandard Q-learning due to the higher informed update steps. 
Even more efficient algorithms manage the cascade of updates which are computed by DP, 
by assigning priorities to the updates . A well known method for doing this is Prioritized 
Sweeping (PS) (Moore and Atkeson, 1993), which enables us to (partially) recompute the 
value function and policy at all times with few informative updates. 

Explora t ion . RL uses multiple trials for resampling the utility of selecting particular 
SAPs for learning (near) optimal strategies. A policy needs to map all states to actions, 
and therefore finding the optimal policy needs all s ta te /act ion pairs being tried out. Initially 
large parts of the state space are unknown and estimates of actions may be erroneous. To 
examine the effects of alternative (non-greedy) actions, actions are selected by an exploration 
rule. Good exploration rules use the policy and possibly additional information to select a 
promising alternative action about which the agent has gathered insufficient information (in 
theory each action could be the best possible action, but some are more likely to be optimal 
than others). Exploration rules "buy" information — the agent would probably obtain more 
immediate reward by selecting the action that currently looks most promising — in the hope 
that this information can be used to increase the reward intake in later life. Exploration 
rules can be split into (1) undirected exploration which uses pseudo-random generators to try 
their luck on generating novel interesting experiences, and (2) directed exploration which uses 
additional information for learning utilities for trying out exploration actions (Schmidhuber, 
1991c; Thrun , 1992; Wiering and Schmidhuber, 1998a). 

Funct ion a p p r o x i m a t o r s . Most real world problems consist of a large or infinite amount 
of states due to continuous valued variables or a large number of state-variables.3 To be able 
to store and learn value functions for such state spaces, we need to approximate the value 
function by function approximators. Function approximators consist of many adjustable pa
rameters which map an inputvector to an output vector. The parameters of the function 
approximator are trained on learning examples so tha t the difference between the desired 
output and the output of the function approximator on the examples is minimized. Well 
known examples are feedforward neural networks (Rumelhart et al., 1986; Van de Smagt, 
1995), linear or cubic spline interpolation (Press et al., 1988), and Kohonen networks (Koho-
nen, 1988). 

1.2 Reinforcement Learning with Incomplete Information 

When states are partially observable (due to e.g. imperfect sensors) the agent cannot always 
map its inputs to unique environmental states. This uncertainty about the real s tate makes 
choosing an optimal action very difficult. Problems with insufficient input information to 
distinguish between two different states are called partially observable Markov decision prob
lems (POMDPs) (Sondik, 1971), and they are the hardest problems for RL — even solving 
deterministic P O M D P s is a NP-complete problem (Lit tman, 1996). 

Algorithms for solving P O M D P s are based on using some kind of internal state which 
summarizes previous events. The state produced by combining the internal s tate and the 
current input can then be used by the agent's policy for selecting an action. Operations 

3If we have 20 binary valued variables, our whole state space consists of 2 (> 1,000,000) states. 
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research has developed several algorithms for finding optimal solutions to P O M D P s . Most of 
these select an action on the basis of so-called belief states. Belief states describe the agent's 
knowledge about the world as a probability distribution over all possible states (Lovejoy, 
1991). Since the number of belief states and candidate policies increase exponentially as we 
perform more planning steps, exact algorithms are computationally too expensive for problems 
containing more than 100 states (Lit tman et al., 1995a). Therefore, heuristic methods are 
needed to solve them in reasonable time. There are many possible heuristic algorithms, e.g., 
function approximators may be useful or we may keep the input representation small by only 
using short term memory of interesting events. Most real world problems are P O M D P s , 
since it is usually not feasible to have perfect s tate information. Therefore the number of 
applications is huge. An example of a P O M D P is the task of determining optimal dates for 
appointments and (often expensive) check-ups for patients with a serious disease (Peek, 1997). 

C h a n g i n g e n v i r o n m e n t s . Solving a task in a changing (non-stationary) environment 
is another complex problem. Changing environments could be: (1) environments where the 
outcome of executing an action changes over time, e.g. when an effector is damaged, or (2) 
environments where at t r ibutes of objects in the environment change over time, or (3) where 
the goal changes. 

Although the agent could have complete state information, it cannot compute an optimal 
policy if it does not know the transition function or reward function in future time-steps. 
Therefore it has to find out what changes and this is very hard. Consider a vacuum-cleaning 
robot in a specific environment where chairs and tables move around and where reference 
points such as doors and windows may be opened and closed. If we need to know the exact 
s tate of the environment for computing the best vacuum cleaning trajectory, we would need to 
find out how the chairs and tables are moved around. Dealing with many dynamic variables 
is a challenging issue, since they cause an explosion of the state space. Fortunately, decision 
making in most situations only needs to use few variables and therefore huge reductions of 
the state space can be made by making the variables context dependent. E.g., an agent only 
needs to know whether a drawer is open or closed when it sees a cupboard and wants to take 
something out of it. 

M u l t i p l e a g e n t s in R L . Recent research in RL focuses more on problems featuring 
multiple autonomous agents, e.g, (Mataric, 1994). When agents adapt their behavior, the 
environment of an agent (which contains the other agents) will change. Thus , multi-agent 
problems are changing environments from the perspective of each agent. To make such 
problems fully observable the planned actions or policy of other agents need to be given as 
part of the input, which again blows up the state space when there are many agents. 

There are two kinds of multi-agent problems: (1) agents take part of a cooperative commu
nity and try to achieve the maximal reward for the entire group, and (2) agents try to optimize 
their own rewards and may compete (but also cooperate) with other agents to achieve their 
goals. Using RL for the first problem, i.e. for learning community policies, poses many, still 
unresolved, problems. These include among others: agent-organization (which subgroups are 
formed and which interactions will take place), task specialization (what is the function of each 
subgroup/individual) , and communication languages to make interaction possible (Lindgren 
and Nordahl, 1994; Steels, 1997). 

The second problem, i.e. of maximizing the reward intake of an individualistic rational 
agent in an environment with other agents, has been studied for the largest part by game 
theory (Myerson, 1991). A well known problem where agents have to choose between cooper
ation and competition is the prisoner's dilemma (Axelrod, 1984; Sandholm and Crites, 1995). 
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It is interesting to note that researchers from experimental economics have found their way 
to reinforcement learning algorithms for explaining rational human behavior (Roth and Erev, 
1995). 

An illustration of the increase of RL work in multi-agent problems is the major interest 
in learning robotic soccer teams, for which already world-championships are held (Kitano 
et al., 1997). A successful example in multi-agent RL in which agents have to cooperate is a 
problem studied by Crites and Barto (1996). They used RL to learn elevator controllers for 
a (simulated) building containing four elevators and were able to outperform even the best 
conventional elevator dispatchers. 

1.3 Current Problems of RL 

Although promising, the current state of the art of RL is not very well developed and much 
exciting work still remains to be done. TD-Gammon is a major success for reinforcement 
learning and in this section we will review the major challenges to obtain the same kind of 
success for other problems. 

R L as a too l for bui ld ing inte l l igent s y s t e m s . RL provides us with useful tools 
which need to be combined with particular intelligent design methods to make it really work. 
One important factor which contributes to the success of a RL application is the utility of the 
chosen function approximator for representing the value function for the problem at hand. 
The feedforward neural network used in TD-Gammon was very well chosen since it allowed 
to generalize over the state space, thereby making it possible to select among possible moves 
in situations which had never occurred during training. The smoothness of the value function 
in a stochastic game like backgammon makes generalization much easier. 

Although RL is a promising method, using it for attacking a complex problem is not 
straightforward. In this thesis, we describe the current s tate of the art in the research for RL 
methods and face the current problems associated with learning value functions: 

• E xp lora t ion . Experimental da ta makes it possible to predict the consequences of par
ticular behaviors. However, da ta can be costly to obtain. Then, how can we efficiently 
gather da ta to train the system? 

• Uncer ta in ty . In real world problems, information about the state of the environment 
is often incomplete. This makes the process of decision making under uncertainty an 
important issue. The problem is NP-complete (Lit tman, 1996), however, thus we would 
like to find heuristic algorithms which are useful for solving problems containing many 
states. 

• Genera l i za t ion . Function approximators can be used to generalize from the expe
riences with one situation to similar situations so that it is not necessary to store or 
encounter each possible situation.4 Although function approximators are in theory a 
powerful method for storing input-output mappings and can be used potentially in 
combination with RL, there still needs to be done a lot of research before we can really 
exploit this combination. Often, function approximators are chosen on an ad hoc basis 

Even when it is possible to store all states, experiencing all of them would clearly be inefficient in terms 
of time and other costs. 



10 CHAPTER 1. INTRODUCTION 

resulting in unexpected successes or catastrophes. Furthermore, when applied to a par
ticular task, some function approximators result in much faster training times or final 
performance levels than others. We would like to know which function approximators 
are most useful in combination with RL and on which task features this depends. 

• M o d e l - b a s e d learning. Model-based learning can significantly speed up reinforce
ment learning. We can use statistical world models to estimate the probability of 
making a transition to each possible successive state, given that some action has been 
executed in some state. These world models can be used to store experimental da ta 
much more efficiently, to detect what the agent does not know, i.e. has not experienced, 
to incorporate a priori knowledge about the problem, to explain what the agent has 
been doing all the time, to compute a new policy if the goal changes, and to overcome 
problems due to forgetting or interference of multiple problems. A lot of research has to 
be done, however, before we can efficiently combine model-based learning with function 
approximators. 

• M u l t i - a g e n t R L . Current RL methods have been designed for single agents. When 
multiple agents are used, many new challenging issues arise: e.g. if a group of agents is 
acting together, which agents were responsible for the given outcome? How can we let 
the agents cooperate in specific plans? How can we organize the agents? We also need 
to transform single agent RL methods so that they can be applied to multiple agents 
and tha t may not always be straightforward. Given their flexibility and power, one 
of the ul t imate goals of RL would surely be to solve complex problems with multiple 
agents. 

1.4 Goals of the Thesis 

This thesis aims at describing all topics of interest in RL and proposing solutions to the 
current topics of interest. First of all, we aim to giving a clear description of the principles 
of reinforcement learning. Then, our goal is to develop new methods to (1) handle the 
exploration problem, (2) deal with uncertainty in the state description, (3) combine model-
based RL with function approximators, and (4) apply RL to multi-agent problems. We hope 
that we have succeeded in explaining these topics in an understandable way to those readers 
who are not familiar with reinforcement learning, while still keeping the more professional 
reinforcement learning researcher interested by presenting many different and novel insights 
which found their way through this thesis. 

All issues will be considered from a computer scientist's point of view: throughout the 
thesis, we will consider the algorithmic and computat ional issues for finding good solutions 
and use experiments to compare different methods. 

Finally, we hope that with this thesis, current understanding of issues which are needed 
to be resolved to make RL useful for solving complex real world problems has increased 
significantly. Examples of problems which we would think could be solved with RL in the 
future include: controlling forest fires (Wiering and Dorigo, 1998), directing traffic flow, 
debugging computer programs, routing messages on the internet (Di Caro and Dorigo, 1998), 
and regulating combustion engines to reduce COi emission. 
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1.5 Outline and Principal Contributions 

First part 

The first par t of the dissertation describes the Markov decision process framework, dynamic 
programming, and reinforcement learning. The presented algorithms are described in the 
context of problems involving full s tate information. 

C h a p t e r 2 describes MDPs and dynamic programming. This will serve as a general 
framework and to introduce the notation used throughout this thesis. 

C h a p t e r 3 describes reinforcement learning together with the newly developed fast online 
Q(A) approach and a novel team Q(A)-learning algorithm. 

Fast online Q(X)-learning. Typical online Q(A) implementations (Peng and Williams, 
1996) based on lookup-tables are unnecessarily time-consuming. Their update complexity is 
bounded by the size of s ta te /act ion space. We describe a novel online Q(A) variant which is 
more efficient than others — it has average update complexity which is linear in the number 
of actions. 

Team Q(X)-learning. When dealing with multiple agents, it may happen that agent tra
jectories meet. Rather than only letting agents learn from their own experiences, we can make 
use of such crossing points so that agents can learn from the experiences of other agents. Our 
novel Team Q(A) method is a new algorithm for linking agent trajectories. 

Finally, at the end of Chapter 3 we describe the results of experiments with maze-tasks 
to evaluate existing algorithms and our novel RL algorithms. 

C h a p t e r 4 describes model-based learning. It shows how world models can be estimated 
and describes a model-based version for Q-learning (RTDP) (Barto et al., 1995). Then we 
review prioritized sweeping (PS) and introduce an alternative PS variant which manages 
updates in a more exact way. We also present an experimental comparison between the 
different model-based reinforcement learning approaches. 

C h a p t e r 5 describes exploration in reinforcement learning. Active da ta gathering or 
exploration (Fedorov, 1972; Schmidhuber, 1991a; Thrun and Möller, 1992; Cohn, 1994) is 
important for efficient learning, because otherwise lots of time is wasted on improving the 
approximation on what is already known, whereas large parts of the state space are badly 
fitted by the model. We have constructed a novel exploration approach which is based on 
model-based RL (MBRL). 

Learning exploration models. We study the problem of collecting useful experiences for 
MBRL through exploration in stochastic environments. The novel method is based on learn
ing an exploration value function and relies on maximizing exploration rewards for visits of 
states that promise information gain. We also combine MBRL and the Interval Est imation 
algorithm (Kaelbling, 1993). Results with maze experiments demonstrate the advantages of 
our approaches. 

Second part 

The second part of the dissertation describes generalizations of the MDP framework described 
above: partially observable MDPs, continuous MDPs and function approximation, and multi-
agent learning. 

C h a p t e r 6 describes P O M D P s in more detail, reviews approaches to solve them and 
presents our novel approach: HQ-learning. 
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HQ-learning a t tempts to exploit regularities in s tate space. Its divide-and-conquer strat
egy discovers a subgoal sequence decomposing a given P O M D P into a sequence of reactive 
policy problems (RPPs) . R P P s are problems for which each state which is mapped to an 
identical input by the sensors require the same optimal action. This makes it possible to 
store their solution in one representation. The only "critical" inputs are those corresponding 
to transitions from one R P P to the next. HQ is based on two cooperative temporal difference 
learning rules: the first learning rule learns a decomposition of the task into a temporal se
quence of subtasks and the second rule learns policies to solve the subtasks. HQ does not need 
an a priori model of a P O M D P and experiments show that it is able to find good solutions 
for large deterministic partially observable maze-tasks. 

C h a p t e r 7 describes function approximation methods which can be used in combination 
with Q(A)-learning for learning the value function for large or continuous input spaces. We 
describe linear networks, a new variant of neural gas (Fritzke, 1994), and CMACs (Albus, 
1975a). Then we will also show how these methods can be combined with world models. 

CM AC models. We will in particular focus on CM AC models consisting of a set of inde
pendent filters which produce evaluations which are combined for selecting an action. The 
models are used to estimate the dynamics of each independent filter. 

Multi-agent soccer. As a test environment for the function approximators we use simulated 
soccer. The task is to learn policies which outperform a fixed opponent. Results are shown 
for varying team sizes and different strengths of opponent teams. 

C h a p t e r 8 concludes this thesis, reviews what has been done, and outlines interesting 
directions for future work. 


