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Chapter 2 

Markov Decision Processes 

This chapter describes dynamic programming (DP) in the context of Markov decision pro
cesses (MDPs). The reader who is not familiar with Markov processes (MPs) is adviced to 
read Appendix A first. MPs can be used to formalize stochastic dynamic processes. Section 
2.1 formally describes Markov decision processes (MDPs). MDPs are controllable Markov 
processes and solving a M D P means finding the policy which maximizes some specific reward 
criterion. Section 2.2 describes D P algorithms which are able to compute the optimal policy 
for MDPs. Problems of DP are that they need a tabular representation for the s t a te / inpu t 
space and that they are computationally expensive for large numbers of states. In Section 
2.3 we show results of DP algorithms on maze problems and evaluate their computat ional 
demands as maze sizes increase. In Section 2.4 we describe some of the difficulties of using 
the M D P framework directly for real world problem solving and describe some extensions for 
dealing with more general decision problems. Finally, in Section 2.5 the conclusions of this 
chapter are given. 

2.1 Markov Decision Processes 

A Markov decision process (MDP) is a controllable dynamic system whose state transitions 
depend on the previous state and the action selected by a policy. The policy is based on a 
reward function which assigns a scalar reward signal to each transition. The goal is to compute 
a policy for mapping states to actions which maximizes the expected long-term cumulative 
(discounted) reward, given an arbitrary initial state. 

Bas ic s e t - u p . We consider discrete Markov decision processes consisting of: 

• A time counter t = 0 ,1 , 2, 3 , . . . 

• A finite set of states S = {Si, S2, S3,..., SN}. We denote the state at t ime t as st. To 
simplify notation, we will also use the variables i and j G S to refer to states. 

• A finite set of actions A = {Ai, A2, A3,..., AM}- We denote the action at t ime t as at. 

• A probabilistic transition function P. We use P{j{a) := P(st+i = j\st = i,at = a) for 
i,j G S and a g i to define the transition probability to the next s tate St+i given St 

and at-

13 
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• A reward function R maps a transition from state/action pair (SAP) (i,a) to state 
j to scalar reward signals R(i,a,j) £ 1R. We assume that the reward function is 
deterministic, although it could in principle also be stochastic. We denote the reward 
at time t as rt. 

• The discount factor 7 G [0,1] is used to discount rewards received in the future. An 
agent is interested in accumulating as much future reward as possible. By exponentially 
decaying rewards with the number of time steps until the reward is received, immediate 
rewards are made more important than rewards received after a long time. 

• Pinit defines the initial probability distribution over all states. Pinit{s) is the probability 
the agent starts in state s. 

2.1.1 Value Functions 

Given the transition and reward functions, the goal is to find the policy If* which maps 
states to actions (a* = IT(.s)) with maximal expected discounted future reward. For defining 
how good a policy If is, a value function Vu is used.1 The value Vu(s) is a prediction of 
the expected cumulative rewards received in the future given that the process is currently in 
state s and the policy II is used throughout the future. Value functions are used to enable 
the evaluation of the available policies. 

There are two common ways for dealing with the future: one method constraints the 
future until some finite horizon, whereas the other method allows the process to go on forever 
by using an infinite horizon. 

2.1.2 Finite Horizon Problems 

For many problems there is a bound on time (often called deadline). This means that the 
policy has to stop at some point and has to accumulate as much reward as possible during 
its limited "life-time". In this case the value function V is time dependent and therefore we 
have to write Vt to account for the number of steps left in the future (t). Furthermore we 
have a non-stationary (time dependent) policy II = {ITi,n2,... , IFp}, with horizon limit T. 
The horizon-bounded value function Vj? is allowed to make T decisions with policy II and 
equals: 

T-\ 

V$[i) = £ ( E R(stMst),st+i)\so = i) 
t=0 

Here we start with state so, and add all transition rewards, where a transition to state st+\ 
is caused by selecting action at = If(s() in state St- The expectation operator E is used to 
account for the probability distribution over the state-trajectories. 

Computing the optimal policy. Computing optimal solutions for deterministic short
est path problems can be efficiently done with Dijkstra's shortest path algorithm (Dijkstra, 
1959). For general problems consisting of non-deterministic transition functions and arbi
trary reward functions we need to use a more advanced and generalized algorithm. To find 
the optimal policy IT, we can proceed as follows: first we find the optimal action when only 

When it is clear which policy we are using, we may drop the policy-index and simply write V) 
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1 step can be made from each state, and compute the optimal value function V{. Thus, first 
we compute for all states i 6 S: 

v\(i) = m a x { ^ P y ( a ) ß ( i , a , j ) } 
3 

and set the 1-step policy action in each state i £ S to: 

nï(i) = a r g m a x { ^ P y {a)R{i, a, j)} 
i 

Once we have calculated the optimal value function V{ we use it to compute V2*
 a n d so 

on for steps 1,. . . ,T. The idea is that within t steps, the maximal reward we can obtain 
with the best action is equal to the immediate reward plus the cumulative reward obtained 
from making the optimal t — 1 steps from the next state. Thus, we use the value function to 
accumulate the maximal attainable reward over more and more steps. Finally, the expected 
future cumulative reward over T steps is reflected in the value function Vf. Given Vt", we 
compute Vt*+l as follows: 

Vt'+1(i) = T £ ^ ( a ) ( Ä ( i , a , 3 ) + Vt*(j))} 
j 

and we set the t + 1-step policy actions to the action a which maximizes the value function: 

nt*+1(i) = arg m a x { ^ Pi;(a)(fi(i, a, j) + Vt*(j))} 
j 

2.1.3 Infinite Horizon Problems 

Sometimes we do not want to pose a bound on the time counter t, since we would like the 
agent to continue "forever" or we do not have any a priori information about the duration 
of the problem we wish to solve. For such MDPs, we can use the infinite horizon case. For 
dealing with unlimited time-bounds, we cannot simply sum all future rewards: we must make 
sure that the summary operator over the future rewards returns a bounded (finite) value. 
This is usually done by using a discount factor 7 which weighs future rewards in a way which 
assigns high weights to immediate rewards and weights which go to 0 for rewards which will 
be received far away in the future (Lin, 1993) 2 

Since we are dealing with an infinite horizon, we want to compute a stationary policy. 
Fortunately, the optimal policy for infinite horizon problems are always stationary since the 
specific time step becomes meaningless due to the infinite future. The value function Vn for 
policy II starting at state i is given by: 

00 

vn(r) = EQ2 -y'Rist, n(S(), *+i)l«o = 0 
t=0 

Given a fixed policy II, the actions in all states are fixed and the transition probability 
only depends on the current state. For a deterministic policy, the transition matrix P with 

2Instead of using discounting, we may also use the average reward over all future steps (Van der Wal, 1981; 
Schwartz, 1993; Mahadevan, 1996). 
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transition probabilities Py is given by:3 

Pa = Pijiim)) 

Furthermore, we define the reward matrix R with rewards Rij as follows: 

Rij=R{i,U{i),j) 

Now we can calculate the value function for policy II as follows: 

oo 

Vn = ^2 liPtDiag'{PRT) (2.1) 
(=0 

Diag'(PRT) returns the main diagonal of the matrix PRT. This is a vector which contains the 
average single step reward for the different states. When we multiply this with the discounted 
average number of times that the states are visited in the future, we get the value function. 

By making use of the fact that a state value equals the immediate reward plus the expected 
value of the subsequent state, Equation 2.1 can be rewritten as: 

Vn = 7 P V n + Diag'(PRT) (2.2) 

and we can solve this by computing: 

Vn = (I-jP)-1Diag'(PRT) 

Note that for ergodic Markov chains it holds that when 0 < 7 < 1, the inverse (I — jP)-1 can 
be computed, since (I - 7P) is non-singular. However, there are better ways to calculate Vn 

than by inverting a matrix, which may introduce rounding-errors due to an ill-conditioned 
matrix. We can compute the value function by iteration (Van der Wal, 1981; Bertsekas and 
Tsitsiklis, 1996). Each step improves the value function so we are sure that the computation 
will converge to the optimal value function. Thus, we iteratively compute for a certain policy 
n , and for all states i: 

i 

By updating the value function in this way, we essentially execute an additional lookahead 
step. The iteration will converge to the expected cumulative reward obtained by the policy. 

For the optimal policy, we always select that action in a state which maximizes the value 
of that state. Thus, for the optimal value function V* the following holds: 

V(i) = mzx^PijiaKR&aJ) + -yV*(j)) 
3 

This equation is known as the Bellman equation (Bellman, 1961) and is the basis for dynamic 
programming. Every optimal policy satisfies the Bellman equation and every policy which 
satisfies the Bellman equation is optimal. 

In case of stochastic policies we can compute the transition and reward functions by taking the action 
probabilities into account. 
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2.1.4 Act ion Evaluation Functions 

Q-functions evaluate actions given a specific state. They are functions of the form Qu(i,a), 
and they return the expected future discounted reward when the agent is in s tate i, action a 
will be executed, and policy If will be followed afterwards. For each policy II, we can calculate 
the action evaluation function Qn(i, a), Va e A and Vi 6 S: 

Qn(i,a) = CPö(a)(Ä(i,fl,i) +jVn(J)) (2.3) 
3 

A policy can exploit a given Q-function by selecting in each state the action which maxi
mizes that Q-function. Thus, we have: 

U(i) = a r g m a x { Q n ( i , a ) } (2.4) 

In general applying Equation 2.4 creates a new policy which will not be equal to the one 
before, and thus after computing a new policy we compute a new Q-function for it according 
to 2.3. By repeatedly alternating these computations, the Q-function converges to the optimal 
Q-function Q*. The optimal policy II* selects the action which maximizes the optimal action 
value function Q*(i, a) for each state i £ S: 

n*(i) = a rgmax{Q*( i , a )} 

Sometimes Q-values of different actions are equal. In such cases the agent is allowed to 
randomly select between the optimal actions. 

2.1.5 Contraction 

Although there may exist multiple optimal (deterministic) policies which differ in selecting 
an action for a s tate from actions with equal Q-values, there is only one optimal value or 
V-function: V*, what we will show now. A V-function is a function of a s tate i and the 
actions of the policy. The optimal V-function is the one where the policy receives most future 
rewards for all states i: 

V'(i) = m a x { F n ( i ) } 

Dynamic programming computes V* by iteratively using a backup operator B. The operator 
B performs a one-step lookahead by evaluating all possible actions and selecting the optimal 
action: 

B(V(i)) = n a x X ; P g ( a ) ( Ä ( t ) a > i ) +yV(j)) 

Thus, B may change actions in order to improve the value function or it may just compute a 
better estimate of the value function (without changing actions). 

We will denote the use of the operator B on V as simply : BV. For the optimal value 
function V*, the following must hold: 

BV = V* 

This means tha t V* is a fixed point in the value function space. B is a contraction operator, 
which means tha t each time we apply B on an arbi trary value function V, we get closer to the 
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fixed point V.4 This is a necessary condition for contraction and means that convergence 
will take place as we apply B infinitely many times (Bellman, 1961). To define a distance 
measure, we use the largest absolute difference between two values V\{i) and V*(i) for some 
specific state i (i.e. the max norm is used). This distance gets smaller when B is applied. 
First we define the max norm distance function: 

\\V*-Vl\\00=mfx\V*{s)-V1{s)\, 

where \a\ denotes the absolute value of a. Then we show: 

HSV-flViHoo 
maxi\BV*(i)-BVi(i)\ 
maxi\(maXaZPij{a.){R(i,a,j) +7V"(j'))) - (max6 £ Pij (b){R(i, b,j) + 7V1 (j)))\ < 
max imax c | (E^(c)(Ä(t ,c 1j) +7V*fj))) " ( E Pij(c)(R(i,c, j) + 7Vi(j)))| 
max; maxc | ( £ Pij(c)(yV*(j) - T^i(i)))l < 
7 m a x J | y * Ü ) - V 1 ( i ) | 
Tl lV-VilIco D 

Since this holds for all starting value functions V\, and V* is a fixed point, there cannot 
be any local minima. Thus, we have shown that operator B applied on the value functions 
strictly brings the value functions closer when 7 < 1. 

2.2 Dynamic Programming 

Dynamic programming (DP) can be used to compute optimal policies for (infinite horizon) 
MDPs (Bellman, 1961). There are three well known algorithms for computing the policy and 
value function: policy iteration, value (greedy) iteration, and linear programming. Policy 
iteration completely evaluates a policy by computing the value function after which the policy 
is changed so that always the actions are chosen with maximal Q-values. Value iteration 
changes U(s) whenever Q(s,a), for all a G A have been computed. Linear programming (LP) 
maximizes the value function subject to a set of constraints (D'Epenoux, 1963; Littman, 
1996). We will show the policy and value iteration algorithms, and solving a MDP as a linear 
programming problem. 

2.2.1 Pol icy Iteration 

Policy iteration computes optimal policies and always terminates in finite time (Littman, 
1996; Bertsekas and Tsitsiklis, 1996). This can be easily seen, since there are l^ l 5 ' policies, 
and policy iteration makes an improvement step at each iteration.5 The algorithm consists 
of an iteration over two subroutines: policy evaluation and policy improvement. 

The algorithm starts with an arbitrary policy and value function. The policy II is evaluated 
by using the transition matrix P and the reward function R: 

Vu = (I-yP)-1Diag'{PRT) 

Strictly speaking, the distance never increases, i.e. B is a non-expanding operator. However, we will see 
that if the discount factor is smaller than 1, the distance decreases. 

Policy iteration does not solve a MDP in polynomial time in the number of states and actions, however 
(Littman et al., 1995b). 
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Note, that instead of fully evaluating the policy, we may also repeatedly use the following 
equation for all states i to synchronously update V : 

vn(i) = ^p,J(n)(E(1,n(!),,)+7^n0')) 
3 

and stop when the largest difference between both sides of the equation is smaller than some 
specific threshold e. This may speed up policy evaluation significantly, although when e is too 
large the resulting policy may not be optimal. In general e is called the Bellman residual (the 
error which remains after iterating), and the resulting imperfect value function is bounded as 
follows (Williams and Baird, 1993; McDonald and Hingston, 1994; Singh and Yee, 1994): 

Vu(x) > V*(x) - - ^ -
1 - 7 

After evaluation we make a policy improvement step. First we compute the action evalu
ation function with elements Q(i,a) which assigns the long term expected discounted reward 
when action a is selected in state i: 

Qu{i,a) = £ j y a ) ( Ä ( t , a , . 7 ) +jVn(j)) 
j 

Then, we improve policy II by taking the action in each state which maximizes the action 
value function Qu(s,a): 

n(s) = argmax{Q (s,a)} 

The policy evaluation and improvement steps should be repeated for a specific number of 
times until the policy is not changed anymore. Then the algorithm stops with the optimal 
value function V and an optimal policy II*. 

The complexity of the algorithm mainly lies in the evaluation part. Inverting an n x n 
matrix costs 0(n3) when no clever methods are used. We can speed this up to about O(n2S07) 
(Press et al., 1988). This can be sped up further by using a stopping condition (minimal error 
requirement). The number of evaluate-improve repetitions is usually quite small, but depends 
on the problem complexity. In the worst case it may be O d ^ p i ) , the total number of policies, 
which may happen in case policy iteration always makes a single improvement step of the 
policy. For simple problems, e.g., when a goal state is accessible from all states and when all 
rewards are negative, the number of repetitions will be very small. 

2.2.2 Value Iteration 

Value iteration, also called greedy iteration, does not fully evaluate a policy before making 
policy improvements. The algorithm starts with an arbitrary policy II and an arbitrary value 
function V and repeats the following steps for all i G S. First, the Q-function for all actions 
in state i are computed: 

Q(i,a) =Y^Pij(a)(R{i,a,j) +jV(j)) (2.5) 
i 

Then, we calculate the new value function: 

V(i) = max{Q(i,a)} 
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Then, we change II(i) so that the action a which maximizes the value function in a state i 
will be chosen: 

n ( i ) = argmax{<5(i, a)} 
a 

The algorithm halts when the largest difference between two successive value functions is 
smaller than e. Synchronous value iteration updates the values in step (2.5) by using the value 
function from the previous time step, whereas asynchronous value iteration immediately uses 
the already recomputed state values for calculating other s tate values. 

Value iteration repeatedly performs a one-step lookahead. This is a big difference with 
policy iteration which evaluates the policy completely by looking ahead until no more changes 
can be seen. In contrast to policy iteration, value iteration is not guaranteed to find the 
optimal policy in a finite number of iterations (Littman, 1996). 

When M = max; max a | £\- Pij{a)R(i-, a,j)\ and we start with a value function V° which 
is initialized with sufficiently small values, then the number of iterations t* needed to execute 
the (synchronous) value iteration algorithm until \\V — V*\\ < e, is (Lit tman, 1996): 

log(M) + logß) + log{j±-) 
f = r , A , — ^ ^ i (2.6) 

For particular MDPs differences in value functions for different policies may only be seen 
when e —> 0. This means that value iteration may need many iterations; it will certainly need 
more iterations than policy iteration. However, value iteration does not need to evaluate the 
policy completely, and this may significantly speed up computation. 

2 . 2 . 3 L i n e a r P r o g r a m m i n g 

We can also define a M D P as a linear programming problem. A linear program consists of a 
set of variables, a set of linear inequalities (constraints), and a linear objective function. In 
(D'Epenoux, 1963; Lit tman, 1996) a linear program is described with variables V(i), for all 
i £ S. The goal is to minimize: 

£>« 
i 

Under the following constraint for all a G A and all i G S: 

V(ï)>Y,P?j(R(i,a,J)+'ïV(j)) 
i 

The intuitive meaning is that we are searching for a value function for which all constraints 
hold. The one for which the values are minimized is the least upper bound of these value 
functions and therefore the true maximum. The linear programming problem consists of iV 
variables and N x M constraints. For large TV and M, the linear programming approach can 
be practical by using special large-scale LP methods (Bertsekas and Tsitsiklis, 1996). 

2.3 Experiments 

To compare the dynamic programming methods policy iteration and value iteration we have 
created a set of mazes. We do not use linear programming here since the problem contains 
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(too) many states. The reasons for using mazes as case study are: optimal policies can easily 
be calculated, their complexities can easily be adapted, and many other researchers have used 
them so that they can be seen as a general testbed for algorithms solving (discrete) MDPs. 

2.3.1 Descript ion of the Maze Task 

T h e story. Someone is living in a city which suffers from disasters. Therefore he has decided 
that he needs to look for a bet ter place to stay. From inherited stories, he has found an old 
map of the environment which shows a place which is very rich, safe and contains lots of 
food. Using the map, he wants to find out what the best way is for going to the land. The 
environment consists of impassable mountains, open fields and dense forests. To cross open 
fields and dense forests costs a day, but it costs more effort to cross open fields than dense 
forests. The man also knows that there will be a specific probability that his actions are not 
executed as he wanted. Which method should the pilgrim use in order to plan his way to the 
promised land by the least effort? 

M o r e formally. We use a quantized map consisting of a number of states (25 x 25, 50 
x 50, or 100 x 100). In each state the agent (pilgrim) can select one of the four actions: go 
north, go east, go south, go west. Sometimes an action gets replaced by another action due 
to the weather conditions which make it impossible to know in which direction the agent is 
heading. It is important to note that each area looks different to the agent since the agent 
may look at the flora and fauna and discovers tha t no area looks the same. This important 
property of the environment allows the agent to uniquely identify the s ta te in which he is 
walking. 

Figure 2.1 shows an example maze, where blocked (mountain) states are represented by 
black fields, and penalty (forest) states are represented by grey fields. Open fields are white. 
The start ing state, indicated by the letter S, is located 1 field nor th /eas t of the south-west 
corner. The goal s tate (G) is located 1 field south/west of the north-east corner. 

R e w a r d funct ions . Actions leading to a mountain area (blocked field) are not executed 
and are punished by a reward of —2. Normal steps through open fields are punished by a 
reward of —1. Dense forests areas are difficult to cross, since they may harm the agent or 
involve some risk. Therefore by executing an action which leads to a forest field the agent 
receives a penalty of 10 points (R = —10). For finding the goal state, a reward of 1000 is 
returned. The discount factor 7 is set to .99.6 

C o m m e n t s a b o u t t h e complex i ty . The mazes we use are somewhat more complicated 
than commonly used mazes, since the agents do not only have to find the shortest pa th to the 
goal, but also try to circumvent crossing punishing states. Furthermore, since we use noise 
in the execution of actions (we replace selected actions by random actions without informing 
the agent about which action was really executed), the agent wants to find the policy which 
collects most reward on average. This means the agent has to use the local rewards to find 
the globally most rewarding policy. 

For each different maze-size we have generated 20 different randomly initialized mazes, 
all with a maximum of 20% blocked fields and 20% punishment fields (these are inserted 
randomly). We discarded mazes that could not be solved by Dijkstra's shortest pa th algorithm 

The discount factor can be seen as the probability that the process continues — instead of using a discount 
factor we can multiply all transition probabilities by 7 and add transitions with probability (I-7) from each 
state to an absorbing zero-value state. Thus by using a discount factor, we implicitly model the fact that an 
agent may halt before finding the goal. 
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(Dijkstra, 1959). One of the randomly generated mazes is shown in Figure 2.1. Selected 
actions are replaced by random actions with 10% probability (the noise in the execution of 
actions is 10%). 

Figure 2.1: A 50 x 50 maze used in the experiments. Black fields denote mountains (blocked 
fields), grey fields denote passable dense forests (penalty fields). The agent starts at S and 
has to search for the way of the least effort to the goal G. 

Tradit ional m e t h o d s . We can solve planning problems by specifying them within the 
MDP framework. An advantage compared to more traditional planning problems is that 
MDPs allow stochasticity in the state transition function. E.g., for the problems considered 
above, A* planning (Nilsson, 1971; Trovato, 1996) would not work. It would select an action 
in a s tate and always expect to see the same successor state, which will often not be the 
case. Therefore it will not compute the optimal way. The same holds for Dijkstra's algorithm 
(1959) which is a method for computing the shortest path for deterministic problems only. 

2 . 3 . 2 S c a l i n g u p D y n a m i c P r o g r a m m i n g 

To examine how D P algorithms scale up, we executed policy iteration, synchronous value 
iteration and asynchronous value iteration on the a priori models of the 20 mazes of the 
different sizes. We used e = 0.001. For value iteration, we tried the following stopping 
conditions for the iteration: 

(A) max s{|Ft+i('5) — V"((s)|} < e, which is the commonly used stopping condition, and 
(B) max s{V(+ i (s) — Vj(s)} < e. This stopping conditions makes sense if we know tha t 

value iteration approximates the optimal value function from below, i.e. if the initial value 
function is definitively smaller than the optimal value function, then value iteration will 
initially increase all values until the goal relevant information (i.e. the shortest pa th to the 
goal) has been backpropagated to all states. Since condition (B) is less strict than (A), the 
value iteration algorithm will stop earlier. 

R e s u l t s . The results of policy iteration (which uses the first stopping condition) on the 
different maze sizes are given in Table 2.1, and Tables 2.2 and 2.3 show the results with 
asynchronous and synchronous value iteration using the two different stopping conditions. 
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We can see a huge difference between policy evaluation and value iteration if we compare 
the number of times the Bellman backup operator was called for each state. Policy evaluation 
is an order of magnitude slower than value iteration (both using condition A). This difference 
can be explained by the fact tha t initial full policy evaluations are expensive since the policy 
implements many cycles with high probability through the state space. Therefore, there are 
many recurrences which need to be solved. Value iteration quickly learns policies which are 
more directed towards the goal state, and therefore only low probability cycles remain which 
do not cause large problems due to the fact that we cutoff low update steps. Asynchronous 
value iteration (B) performs the best, and uses the update information earliest — in a way it 
is more "online" than the other approaches. 

Stopping condition (B) performs much bet ter than (A). Using condition (B), asynchronous 
value iteration needs to i terate as many times as the length of the solution path. After this, 
stopping condition (A) will continue updat ing, since the value function does not yet reflect all 
cycles between states emitt ing negative rewards. Although this changes the value function, 
it hardly affects the policy. Value iteration with stopping condition (A) can cost the same 
number of iterations for different maze sizes. Note that the number of iterations is determined 
by the discount factor, transition function, and the reward function and not by the maze size. 
Compare this also with Li t tman 's upperbound in equation 2.6 which computes t* = 1822. In 
practice the algorithm takes less than 762 iterations. 

Maze Size Policy Iterations no. Backups Cum. Reward 

25 x 25 11 ± 1 3040 ± 380 942 ± 12 

50 x 50 19 ± 2 6450 ± 480 844 ± 24 

100 x 100 34 ± 3 12650 ± 680 691 ± 28 

Table 2.1: Computational costs for policy iteration to compute 0.001-optimal policies for the 
different maze sizes. The number of policy iterations tracks the number of policy improvement 
steps, whereas the number of backups tracks how often the Bellman backup operator (to look 
one step more ahead) was called for each state. The last column indicates the cumulative 
rewards obtained by the computed policy during a single trial starting in S. 

Maze Size no. Backups (A) Cum. Reward (A) no. Backups (B) Cum. Reward (B) 

25 x 25 669 ± 221 939 ± 14 43 ± 3 939 ± 13 

50 x 50 758 ± 0 841 ± 27 77 ± 3 841 ± 27 

100 x 100 758 ± 0 705 ± 31 142 ± 3 705 ± 31 

Table 2.2: Computational costs for asynchronous value iteration using two different stopping 

conditions to compute 0.001-optimal policies for the different maze sizes. Note that for value 

iteration, the number of iterations equals the number of evaluations. 

A typical solution pa th is shown in Figure 2.2. The pa th crosses a small number (6) of 
penalty states. Note that due to the discounting, and the large goal reward, ways round 
penalty states are often not preferred (this would decrease the discounted bonus of the final 
goal reward). Thus, we have to be careful of using discounting. The task has become more 
like finding the shortest path, which also crosses the least number of penalty states, instead 
of finding the least punishing pa th to the goal. Note that when the goal reward would have 
been 0, no penalty states would be crossed by an optimal policy. 
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Maze Size Iterations (A) Cum. Reward (A) Iterations (B) Cum. Reward (B) 

25 x 25 668 ± 205 939 ± 14 75 ± 1 939 ± 14 
50 x 50 759 ± 2 841 ± 27 138 ± 3 841 ± 27 

100 x 100 762 ± 4 705 ± 31 264 ± 6 705 ± 31 

Table 2.3: Computational costs for synchronous value iteration to compute 0.001-optimal 
policies for the different maze sizes. 

ï ci * E m m œ : , i 

Figure 2.2: A found solution in a 50 x 50 maze by asynchronous value iteration. The solution 
path is highlighted, penalty states which occurred on the path are made slightly darker. Note 
that the agent sometimes leaves the optimal path due to the stochasticity. 

We note tha t D P algorithms do not scale up badly, although found solutions are not always 
optimal (caused by early-stopping of the iteration). The number of iterations for computing 
a policy with value iteration using a cutoff for evaluating the policy does not depend on the 
size of the state space. Since iterations take more time for larger s tate spaces (we update each 
state value), the t ime needed to compute a policy scales up linearly with the size of the state 
space since for maze-worlds the number of transitions is linearly dependent on the number of 
states (although for fully connected state-spaces this would be quadrat ic) . 

The number of iterations for policy iteration using the same stopping condition (A) seems 
to depend on the size of the state-space, though. The computational time for policy iteration 
in our example is about 64 times longer for the 100 x 100 maze compared to the 25 x 25 
maze. This implies that for this particular problem, the algorithms have complexity 0 ( n 3 / 2 ) 
in which n is the number of states. 

C o m m e n t . We also used 200 x 200 mazes, with discount factor y = .99. However, 
the computed policies did not achieve to find a direct way to the goal. It seems tha t even 
although action punishment was used, the goal was so far away that its reward was "discounted 
away" and thus the policy was indifferent to different pathways. Using 7 = 0.999 solved 
the problem, however. Thus, we have to analyse the problem before setting the discount 
factor — if pathways to the goal are very long, 7 should be large or alternatively we could 
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use the average reward criterion (Van der Wal, 1981; Schwartz, 1993; Mahadevan, 1996).7 

Asynchronous value iteration with 7 = 0.999 and stopping condition (B) needed 290 ± 7 
iterations and achieved a trial reward of 409 ± 30. 

Conc lus ion . The experimental comparison shows evidence that value iteration outper
forms policy iteration. This is to our knowledge an unknown result and is due to the fact that 
value iteration uses information earlier. Early policy updates cause less initial cyclic behavior 
of the policy, which makes the policy evaluation process hard. We also saw that we can stop 
the evaluation once the value function improvement is small, which makes DP much more 
efficient. Finally, we observed that DP does not scale up badly. 

2.4 More Difficult Problems 

In this chapter, Markov decision processes and dynamic programming were described. In 
this section, we describe some difficulties for the practical utility of MDPs and give a short 
description of some possible methods which allow to (at least partially) deal with these diffi
culties. 

2.4.1 Continuous State Spaces 

When the state space is continuous, we have to use a function approximator for representing 
the value function, since there is not a finite number of states which we can represent in a 
lookup table. A function approximator maps an input vector (which describes a state) to its 
value. Combining DP with function approximators was already discussed by Bellman (1961) 
who proposed using quantization and low-order polynomial interpolation for approximately 
representing a solution (Gordon, 1995a). There are two methods for combining function 
approximators with DP algorithms: 

(1) We can just approximate the value function by the function approximator. Then we 
can use a finite set of sampling states for which we perform value iteration (Gordon, 1995b). 
After computing B(V(i)) with the Bellman backup operator for all sampling states i, we 
learn a new function approximation by fitting these new sample points. Gordon (1995) shows 
conditions under which the (approximate) value iteration algorithm converges when combined 
with function approximators. 

(2) We can approximate the value function and the reward and transition functions by 
using state quantization and resampling. Given the probability density function of the state 
space and the positions of the quantized cells, we can use sampling techniques to estimate the 
transition function and the reward function. We may use Monte Carlo simulations to sample 
states from within each cell, select an action, use the MDP-model to find the successor s tate 
and map this back to the next active cell. By counting how often transitions occur, we can 
estimate the transition probabilities and likewise we can estimate the reward function. Then 
we can use D P on the approximate model. 

The average reward criterion (ARC) has other problems, however. E.g., consider an environment with 
many positive rewards. Using ARC, an agent may quickly go to a terminal state, neglecting larger reward 
sums obtainable in a trial. 
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2.4.2 Curse of Dimensional i ty 

Completely evaluating a policy scales up with 0(n ) when n is the number of states. Therefore 
when the number of states is very large, DP techniques become computationally infeasible. 

The number of states scales with the number of dimensions d as 0(n ) , where n is the 
number of values a variable can have in each dimension. When the number of dimensions 
becomes large the state space will explode, and DP cannot be used anymore with tabular 
representations. This is known as Bellman's curse of dimensionality. One method to cope 
with this large number of states is to use function approximators as described above. Other 
ways to reduce the number of states are: 

(1) Only store important states. When the state space is large, most states have probabil
ity zero of being visited, and therefore they do not need to be stored. Since the policy moves 
around on a lower dimensional manifold than the dimension of the state space would suggest 
(Landelius, 1997), we can just compute a policy for the states which are likely to be visited. 

(2) Another way to deal with multiple variables, is to reduce the exponential number of 
states which result from combining all variables. This can be done in the following two ways: 

(a) A state is usually described by all components, but often some components are not 
very useful. Instead we can decrease the number of variables by using principal component 
analysis, see e.g. (Jollife, 1986). 

(b) We can break states into par ts by making independency assumptions between vari
ables and compute separate value functions for the different parts (blocks). For evaluating a 
complete state, we add the evaluations of the par ts . This can be done by models based on 
Bayesian networks or probabilistic independence networks (Lauritzen and Wermuth, 1989). 
A similar approach based on CMACs (Albus, 1975a) will be used in Chapter 7. 

2.5 Conclusion 

In this chapter, we have described dynamic programming methods for computing optimal 
policies for MDPs. We also evaluated them on a set of maze tasks of different sizes. The ex
perimental results showed the, to our knowledge, novel result tha t value iteration outperforms 
policy iteration. The reason for this is that policy iteration wastes a lot of time evaluating 
cyclic policies. Value iteration updates the policy while evaluating it and in this way uses 
the information earlier and more efficiently. We also saw that DP can quickly solve problems 
containing thousands of states and tha t we have to be careful to discount the future too much, 
especially in case of large goal rewards. Finally, we discussed some problems which limit the 
applicability of the MDP framework for real world problems: continuous state spaces and the 
curse of dimensionality. A final severe limitation of DP is that it needs a model of the MDP. 
In the next chapter we describe reinforcement learning methods which learn policies and do 
not need a model. 


