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Chapter 5 

Exploration 

A reinforcement learning agent only learns from what it experiences and therefore if it always 
sees the same world states since it always makes the same decisions, it will not increase its 
knowledge or performance. Only when an agent would be following an optimal policy, the 
agent does not need to explore. Otherwise there is always some need to select actions which 
look suboptimal to the agent. Such actions which deviate from what the agent believes is 
best (the agent's greedy actions) are called exploration actions. Even though it is t rue that 
most exploring actions are indeed not optimal, especially not if the agent already has acquired 
a lot of knowledge, exploring is always helpful if the agent has still a long future; changing 
something now may be costly, but will be beneficial for a much longer t ime and thus it will 
slowly pay back its costs. 

Optimal experimental design (Fedorov, 1972; Dodge et al., 1988) and active learning 
(Cohn, 1994) try to gather those experiences (data) which are most useful for computing 
good approximative solutions. In reinforcement learning, the problem of selecting exploration 
actions is called exploration or dual control (Dayan and Hinton, 1993). Deviating from the 
current greedy policy (which always selects the action with the highest Q-value), however, 
usually causes some loss of immediate reinforcement intake. This is usually referred to as the 
exploration/exploitation dilemma. Therefore, in limited life scenario's the agent usually tries 
to maximize its cumulative reward over time, and it faces the problem of trying to spend as 
little t ime as possible on exploration while still being able to find a highly rewarding policy 
(Schmidhuber, 1991a; Schmidhuber, 1996). Another goal, however, could be to find the best 
possible policy in a fixed time or to find a near optimal policy in least time. For such problems, 
we only care about exploration and thus exploitation can be discarded completely. 

P r e v i o u s work. Th run (1992) presents comparisons between different directed and 
undirected exploration methods. Directed exploration methods use special exploration specific 
knowledge to guide the search through alternative policies. Undirected exploration methods 
use randomized action selection methods to try their luck in generating useful novel experi
ences. Previous research has shown significant benefits for using directed exploration (see, 
e.g., Schmidhuber 1991, Thrun 1992, and Storck, Hochreiter and Schmidhuber 1995). Koenig 
and Simmons (1996) show how undirected exploration techniques can be improved by using 
the so called action-penalty rule. This rule penalizes actions which have been selected in 
particular states so that the unexplored actions for some state look more promising — this 
decreases the advantage of directed exploration. 

When we want to solve the exploration/exploitation dilemma, it is also necessary to 
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72 CHAPTER 5. EXPLORATION 

switch between exploration and exploitation. Thrun and Möller (1992) use a competence 
map which predicts the controller's accuracy, and their bistable system switches at tention 
between exploration and exploitation depending on expected cost and knowledge gain. 

Exploration is also very important for dealing with non-stationary (dynamic) environ
ments. E.g. suppose that we have learned a policy for going from one room to another. Then, 
if a door between these rooms had always been closed, the policy could not have learned to 
pass through this door. If the door is opened afterwards, the agent should find this out in 
order to relearn a bet ter policy for reaching the other room. Dayan and Sejnowski's dual 
control algorithm (1996) is designed for such environments. They slowly increase Q-values, 
so that actions which have not been tried out for some time will be selected again. 

A completely different exploration approach is described in (Schmidhuber, 1997), where 
one agent gets reward if she is able to bring the other agent to regions which he does not 
know. Thus, a co-evolutive exploration behavior takes places, where the agent is presented 
with a continuous stream of unknown situations until it finally learned a policy for all of 
them. 

The Interval Est imation (IE) algorithm (Kaelbling, 1993) uses second order statistics to 
detect whether certain actions have a potential of belonging to the optimal policy. IE com
putes confidence intervals of Q-values and always selects the action with largest upper interval 
boundary. Previous results (Kaelbling, 1993) show that IE works well for action selection in 
bandit problems (Berry and Fristedt, 1985). iV-armed bandit problems are problems in which 
we can select between n arms, each one with different payoff probabilities and payoffs. Thus, 
we have to collect statistics in order to infer which arm to pull. Since pulling arms costs 
money as well, and we only have limited time, we want to gain information about the payoff 
ratio's of the arms and infer when we can best focus on the most promising one. Since we are 
dealing with stochastic problems, IE is interesting for us, and we will describe how we can 
combine IE with model-based RL. 

O u t l i n e of th i s chapter . We first describe undirected exploration methods in Section 
5.1. In Section 5.2, we describe directed exploration methods which are based on the design of 
an exploration reward function. In Section 5.3, we describe model-based exploration and a new 
exploration method which extends interval estimation (IE) to model-based RL. In Section 5.4, 
we present experimental comparisons between indirect/direct exploration methods. Section 
5.5 concludes this chapter with a discussion. 

5.1 Undirected Exploration 

In this section we will summarize undirected exploration techniques. These methods usually 
rely on pseudo-random generators. 

5.1.1 Max-random Explorat ion Rule 

The Max-random, also known as pseudo-stochastic (Caironi and Dorigo, 1994) and e-greedy 
(Sutton, 1996), exploration rule is the simplest exploration rule. The rule uses a single 
parameter Pmax which denotes the probability of selecting the action with highest Q-value: 

1) generate a number r from the uniform distribution [0,1] 
2) If r < Pmax 
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2.1) select the action with highest Q-value. 

2.2) Else select a random action a £ {Ai, Ai,..., AM}-

For step 2.1, it can happen tha t there are multiple actions which have the highest Q-
value. In this case, we select one of them stochastically. The Max-random rule has the nice 
property that the time overhead for selecting an action can be small — in the optimal case 
where the max-action stays the same, it is 0 ( 1 ) . 1 A good method for learning policies is 
to linearly increase Pmax after each step during the trial: in the beginning of a simulation a 
lot of exploration makes it possible to compare many alternative policies, and at the end the 
probability of selecting greedy actions becomes 100%. Thus, exploration becomes more and 
more focused around the best found policy. 

5.1.2 Boltzmann Exploration Rule 

The Boltzmann-Gibbs rule is one of the most widely used exploration rules. The Boltzmann 
rule assigns probabilities to actions according to their Q-values. It uses a temperature variable 
T, which is used for annealing the amount of exploration. The Boltzmann exploration rule 
computes the probability P{a\s) for selecting an action a given state s and Q-values Q(s,i) 
for all i 6 A as follows: 

eQM/T 
PH*) = E.eQM,T (5-1) 

The Boltzmann rule causes a lot of exploration in states where Q-values for different 
actions are almost equal, and little exploration in states where Q-values are very different. 
This is helpful for risk minimization purposes (Heger, 1994), for which we may prefer not 
to explore actions which look significantly worse than others. However, initially learned Q-
estimates can be incorrect due to noise, so some exploration is still needed in case of large 
differences in Q-values. Using an annealing schedule for the temperature should get around 
this problem, but finding a good annealing schedule can be quite difficult and is reward 
function dependent.2 Furthermore, since the temperature is a global variable, it may happen 
that some state is not visited for a long time, after which the amount of exploration in 
this s tate is very small. Although this last problem could be solved using local temperature 
variables, it is still a problem that the agent may concentrate on different trajectories which 
it already knows well. 

5.1.3 Max-Boltzmann Exploration Rule 

Max-random exploration may lead to bad results when particular actions lead to large negative 
rewards. It assigns equal probabilities to all non-optimal actions and therefore assigns too 
large probabilities to explore really bad actions. Boltzmann exploration has large problems 
focusing on the best actions while still being able to sometimes deviate from them. We may 
also combine the Max-random and Boltzmann exploration rules. The max-Boltzmann rule 
combines taking the "Max" action with the Boltzmann distribution: 

The action with maximal Q-value can be stored when learning the Q-valnes. 
If we change the reward function by e.g. scaling all rewards, we would interfere with the exploration 

behavior. This would not be the case for Max-random exploration. 
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1) generate a number r from the uniform distribution [0,1] 

2) If r < Pmax 
2.1) select the action with highest Q-value. 

2.2) Else select an action according to the probabilities computed by Eq. 

5.1. 

Although the rule requires more parameters to set (the temperature T and Pmax), there will 
in general be more good combinations. We will use this rule for exploration with ambiguous 
inputs (in Chapter 6), since there it is important to be almost deterministic for inputs which 
are not ambiguous, and to focus on a particular action for an ambiguous input while still 
sometimes exploring good alternative actions. 

5.1.4 Initialize High Exploration 

Another possible exploration rule is to s tar t with high initial Q-values (the Q-function is 
initialized to the upperbound of the optimal Q-function) and to use the normal RL update-
rule. Given the fact that action values will drop when they have been explored, taking the 
action with maximal Q-value will initially return that action which has been selected least 
times. The method is quite similar to counting the number of times particular s ta te /act ion 
pairs have occurred, although it may happen that some actions which have occurred more 
often are still preferred above other actions since they are more rewarding. 

Different kinds of exploration techniques based on this idea have been used used in e.g. 
(Koenig and Simmons, 1992; Prescott , 1994; Koenig and Simmons, 1996). Koenig (1996) 
presents a proof that finding a goal at all in particular environments by initializing high and 
penalizing actions will only take polynomial time, whereas (Whitehead, 1992) had shown 
that zero-rewarding actions may take exponential time for such worst-case environments. An 
example of such an environment consists of a simple sequence of states and two actions go 
left and go right, and where the action go right brings the agent to the successor s tate and 
the action go left brings the agent all the way back to the initial left-most state. To find the 
goal the agent has to select only go right actions. However, if we do not penalize actions, 
the probability of selecting a long sequence with only go right actions decreases exponentially 
with the length of the pa th . Thus , we have to record which actions have occurred to find the 
goal in polynomial time in the number of states. 

5.2 Directed Exploration 

For directed exploration, all we need to do is to create an exploration reward function which 
assigns rewards to trying out particular experiences. In this way, it determines which ex
perience is interesting for gaining information (Storck et al., 1995). Directed exploration 
methods learn an exploration value function in the same way s tandard RL methods learn 
a problem-oriented value function. Therefore we may simply define an exploration reward 
function determining immediate exploration rewards and let the selected RL method learn ex

ploration Q-values. We can use the same RL method for learning the exploration Q-function 
and the exploitation Q-function. 

If we want to solve the exploration/exploitation problem, we have to find a method to 
choose which of the two Q-functions to use for action selection. There are different heuristics 
for switching from exploration to exploitation. We note tha t an optimal switching strategy 
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is in general hard to compute, except for the most simple problems such as 2-armed bandit 

problems (Gittins, 1989; Kaelbling et al., 1996). 

5.2.1 Reward Function 1: Frequency Based 

Explore actions which have been executed least frequently. The (local) reward function is 

simply: 

Ä * ( a > « , * ) : = - ^ (5.2) 

Here RE(s,a,*) is the exploration reward assigned to selecting action a in s tate s. It is 
determined by dividing the local counter Cs(a) by a scaling constant Kc- The asterisk stands 
for the don't-care symbol. In general the resulting policy will try to explore all s ta te /act ion 
pairs uniformly, although the resulting policy still depends on the discount factor. If the 
discount factor is 1, the policy will try to follow paths leading to transitions with the minimal 
number of occurrences. Still, the resulting exploration behavior can be quite complex. Let 's 
have a look at Figure 5.1. After a while, the exploration behavior will much more often 
execute the action go-right than go-up since the go-up action leads immediately to transitions 
which are well explored. Note tha t although this environment is deterministic, the same holds 
for stochastic environments. Thus, the exploration behavior depends strongly on the topology 
of the state space. Furthermore, the exploration behavior depends also on the discount factor. 

Figure 5.1: A deterministic environment where the frequency based rule cannot explore all 

state/action pairs uniformly. The environment consists of a number of states and 2 actions. 

Actions lead up or right for most states with the exception of the top state for which both 

actions lead to the same successor. After trying out all up-actions a single time, the explorer 

becomes aware of the bottleneck transitions (1) and (2) which are crossed so often that up-

actions immediately leading to them will get low exploration values and not be considered for 

a long time. 

5.2.2 Reward Function 2: Recency Based 

Select the actions which have been selected least recently. The reward for exploring SAP 
(s ,a ) is: 

RE(s,a,*) = j±, (5.3) 
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where K? is a scaling constant and t the current t ime step. Note tha t the exploration reward 
is not entirely local, since it depends on the global time counter. This exploration reward 
rule makes a lot of sense for dealing with changing environments. 

5.2.3 Reward Function 3: Error Based 

The third reward rule is as follows: 

RE(st, at, s,+i) = Qt+i(st, at) - Qt{st, at) - KP (5.4) 

Here <5i(s(,a () is the Q-value of the s ta te /act ion pair (SAP) before the update , and Qt+i(st,at) 
is the Q-value of the SAP after the last update , which has been made before computing the 
exploration reward. The constant Kp ensures tha t all rewards are negative.3 This reward 
rule prefers to keep on selecting s ta te /act ion pairs which have strongly increasing Q-values. 
Initially it makes unexplored SAPs prime experiences, due to the negative rewards assigned 
to all explored steps. 

C o m m e n t s . (1) Schmidhuber (1991) used the absolute difference \Vt+\ — Vt\ instead of 
the directional change. (2) Th run (1992) combined the error based learning rule with the 
frequency based learning rule. He did not find any improvements over jus t using the frequency 
based rule, however. 

5.2.4 False Explorat ion Reward Rules 

We can of course construct all kinds of local exploration reward rules. However, we have to 
be careful: some rules may look quite good, but may lead to unwanted exploration behavior. 
To examine whether an exploration reward rule will work, we should analyze the following 
condition: if we continuously select exploration actions, we should never be absorbed in a 
subspace of the state space, unless we have gathered so much information tha t we can be sure 
that exploring different subspaces will not change our learned policy. 

An example of a wrong exploration reward rule is the following: prefer s ta te /act ion pairs 
for which the successor states are least predictable, i.e. the transition probabilities have high 
entropy: 

RE(s, a,*) = - Y , Psk(a) log Psk{a) - c (5.5) 
k 

Here c is a positive constant ensuring tha t exploration rewards are negative. Tha t no pref
erence should be given to exploring high entropy SAPs can be shown by considering the 
following counter example. 

We have an environment which consists of a number of states connected to each other by 
a line. The start ing state is in the middle of the line. The agent can select the action go-left 
or go-right. In 99% of the cases actions are executed properly and in 1% of the cases they are 
replaced by the opposite action. There is a special s tate located one step before the extreme 
right of the line. In this s tate the action go-left results in a completely random transition 
to the state left or right of it. If exploring with the high-entropy exploration rule, the agent 
may initially try all actions a couple of times. After a while, it would favor the state at the 
right, since the exploration reward is highest there. Therefore it will not sample correctly, 

3We use negative rewards so that we can zero-initialize the exploration Q-function and guarantee that 
untried SAPs look more promising. 
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but continuously go to this s tate and learn its transition probabilities perfectly whereas other 
transition probabilities are approximated much worse. The exploration reward rule considers 
the complete randomness as being information carrying, but in this example it is not. 

5.3 Learning Exploration Models 

We can use all RL methods to learn exploration Q-values. Previous methods used Q-learning 
for learning where to explore (Schmidhuber, 1991a; Thrun , 1992; Storck et al., 1995). We 
propose to use prioritized sweeping instead. PS allows for quickly learning exploration models 
which may be useful for learning Q-values estimating global information gain, taking into 
account yet unexplored regions of the state-space. 

R e p l a c i n g reward. A nice option in using separate transition reward values for learning 
exploration functions is that all explorative transition rewards can be based entirely on the 
current reward. Suppose that an agent selects an action which has already been executed 
several times. Computing the exploration reward by averaging over all previous transition 
rewards would not result in the desired reward measure. For instance, with frequency based 
exploration we would receive rewards: 1 ,2 , . . . , C{(a) for the first, second, etc. occurrence of 
the s ta te /act ion pair. Our estimated transition reward R {i,a, *) would be the average over 
these rewards instead of just equal to C;(a), the current reward value and therefore some 
undesired rescaling takes place. Using MBRL, we just replace the estimated reward R(i, a,j) 
by R (i, a,j) for all j with Pij(a) > 0, tha t is, we update all rewards for outgoing transitions 
from the current s ta te /act ion pair to take the latest available information into account. 

N e v e r - e n d i n g exp lora t ion . The exploration utilities continually change — there is 
not a stable, optimal exploration function. This is not a problem at all, since the goal of 
exploration is to search for alternative paths in order to find better and bet ter policies, and 
therefore the exploration policy should never converge. Continuous exploration is useful when 
one wants to obtain a good final policy without caring for intermediate rewards. For particular 
problems, we may want to increase or switch to exploitation after some time, however. E.g. in 
limited lifetime scenarios (Schmidhuber et al., 1996) or bandit problems (Berry and Fristedt, 
1985) we want to optimize the accumulative reward over the entire life time. There are a 
couple of simple ways to get around purely explorative behavior: 

(1) Switch to the greedy policy once the value function (of the real task policy) is hardly 
changed. We could implement this as follows: during TS steps, compute the change of V. If 
this average change per step is smaller than r), this means that we hardly learn anymore so 
that we can switch to the greedy policy. 

(2) Anneal the exploration rate Pexp from 1.0 in the beginning, (always select according 
to the exploration model) to 0.0 at the end. If the lifetime is unknown, we can try to predict 
it or repeatedly extend the horizon. The latter is sometimes done in game-playing programs 
which have fixed "thinking" time for playing an entire game, for which it is never sure how 
many moves will be played in total. 

(3) Start with exploration and switch after a fixed amount of time to exploitation. This 
is useful for huge state spaces for which we can never visit all states. 
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5.4 Model-Based Interval Estimation 

To explore efficiently, an agent should not repeatedly try out actions that certainly do not 
belong to the optimal policy. To reduce the set of optimal action candidates we extend the 
interval estimation (IE) algorithm (Kaelbling, 1993) to combine it with model-based RL. 

Standard IE selects the action with the largest upper bound for its Q-value. To compute 
upper bounds it keeps track of the means and standard deviations of all Q-values. The 
standard deviation is caused by the stochastic transition function (although it could as well 
be caused by a stochastic reward function). Although IE seems promising it does not always 
outperform Q-learning with Boltzmann exploration due to problems of estimating the variance 
of a changing Q-function in the beginning of the learning phase (Kaelbling, 1993). 

Model-Based Interval Estimation. MBIE uses the model to compute the upper 
bound of Q-values. Given a set of outgoing transitions from SAP (i,a), MBIE increases the 
probability of the best transition (the one which maximizes jV(j) + R(i,a,j)), depending 
on its standard deviation. Then MBIE renormalizes the transition probabilities and uses the 
result for computing the Q-values. See Figure 5.2. The left-most transition is the best given 
the current state. For this transition we have computed the confidence interval, and set its 
probability to its upperbound (0.6) after which we renormalize the other probabilities. 

O O O 

[0.3,(X6]\ 

i0.45 
JO A 

Q 
M0.33, 

0.07 

Figure 5.2: Model-Based Interval Estimation changes the transition probability of the best 
transition from a state/action pair to its upper probability bound. After this, the other tran
sition probabilities are renormalized. 

The following algorithm can be substituted for lines 1.1 and 3.3.2.1 in our PS algorithm 
(Section 4.3): 

Model-Based Interval Estimation(i,a): 
a m <- Argmaxj:p^a)>Q{R(i, a, j) + lV{j)} 
b n <- Ci{a) 
c P<r-Pim(a) 

d P+m(a) <-(P+£ + ^ / P ( l - P ) + f | ) / ( l 

e Ap <- P+m(a) - Pim(a) 
f Vj ^ m 

eP*(«)<-Piji«)-cM-ë!:\a) 
h Q{i,a) <- E , - ^ ( a ) ( Â ( t , a , i ) +lV(j)) 

n ' 

Here za is a variable which determines the size of the confidence bounds. Step d elaborates 
on the commonly used za\/P(l — P)/n, and is designed to give better results for small values 
of n — see (Kaelbling, 1993) for details. 
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M B I E hybrids . Since MBIE also relies on initial statistics we propose to circumvent 
problems in estimating the variance by start ing out with some other exploration method and 
switching to IE once some appropriate condition holds. 

This is done as follows: we start with frequency based exploration and keep tracking the 
cumulative change of the problem-oriented value function. Once the average update of the 
Vn function (computed over the most recent TS time-steps) falls below r\ e JR+, we (I) copy 
the rewards and Q-values from the problem-oriented model to the exploration model, and 
(II) switch to IE: we apply asynchronous value iteration to the model; the iteration procedure 
calls MBIE for computing Q-values and ends once the maximal change of some state value is 
less than e G R+. 

S i m u l t a n e o u s po l icy learning. The model-based learner simultaneously learns bo th 
exploration policy and problem-oriented policy. After each experience we update the model 
and use PS to recompute the value functions. If actions are only selected according to one 
policy, we can postpone recomputing the other value function and policy and use PS or value 
iteration once it is required. Note that we can use value iteration here, since we may expect 
many changes of the model and only need to recompute the value function once in a long 
while. 

C o m m e n t s . Note that we approximate the upper bound of the probability of making 
the best transition by assuming the normal distribution. We basically make the distinction 
between the best transition and any other transition. We could also compute the optimistic 
value function in a different way: first set all transition probabilities to their lower bounds 
and then iteratively set the best transitions to their upper bound as long as the probabilities 
do not sum to 1. See also (Givan et al., 1998) for a description of confidence bounded Markov 
decision problems or see (Campos et al., 1994) for mathematical methods for computing 
probability intervals. 

5.5 Experiments 

In the previous chapter we have used prioritized sweeping with Max-random exploration and 
saw that it reaches almost optimal performance levels. Still, the at tained value function 
approximations were quite bad which indicates that the state space was badly explored. In 
this section we perform experiments to find out whether learning exploration models can 
speed up finding optimal or almost optimal policies. We will first describe experiments in 
which we compare using exploration models to undirected exploration. Here, the goal is to 
quickly find good policies. Then we will examine how well the different exploration methods 
handle the exploration/exploitation dilemma. Finally, in subsection 5.4.3 we will use the 
exploration models and MBIE for finding very close to optimal policies for a maze consisting 
of multiple goal states. 

5.5.1 Explorat ion wi th Priorit ized Sweeping 

In order to study performance of the directed exploration methods, we combined them with 
PS and tested them on 20 different mazes of size 25 x 25, 50 x50, and 100 x 100. The mazes 
are the same as in previous chapters and contain 10% noise in the action-execution. The 20 
randomly generated mazes consist of about 20% blocked states and 20% penalty states. 

P a r a m e t e r s and e x p e r i m e n t a l s e t u p . The accuracy parameter e = 1.0 and Umax = 

100. The discount factor 7 was set to 0.99 for learning the exploration reward function. We 
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compare the following methods: 

(1) Max-random with Pmax = 0.5. 
(2) Frequency based. The constant Kc is set to 50. 
(3) Recency based. KT is set to 1000. 
(4) Error based. Kp is set to 1000. To get bet ter results with the error based rule, we 

chose in 50% of the cases the Max-action. 
We record how fast the methods are able to learn policies which collect 90% and 95% of 

what the optimal Pi-policy collects. For this, we have tested the optimal policy for 100 times 
20,000 steps, and computed the average over 20,000 steps. The learning methods are allowed 
100,000 steps for the 25 x 25 mazes and 500,000 steps for the other mazes. The agent is tested 
after each 1,000 steps for 10 times 20,000 steps. 

Exploration Rule I 25 x 25 50 x 50 100 xlOO 

Max random 4.6K ± 0.8K 26.2K ± 3.4K 221K ± 80K 

Frequency based | 3.9K ± 1.1K 17.7K ± 3.5K 88K ± 22K 

Recency based 4.6K ± 1.8K 18.2K ± 2.1K 105K ± 12K* 

Error based 3.6K ± 0.8K* 23K ± 23K 118K ± 40K 

Table 5.1: Learning exploration models with PS for the different maze sizes. The table shows 

the number of steps which were needed by the exploration rules to find policies which collect 

90% of what the Pi-policy collects. Explanation: * = 1 simulation did not meet the require

ments. 

Exploration Rule 25 x 25 50 x 50 100 xlOO 

Max random 11K ± 26K 31K ± 12K 254K ± 108K* 

Frequency based 4.7K ± 2.1K 21.0K ± 4.4K 99K ± 29K 

Recency based 5.3K ± 1.6K 31K ± 21K 135K ± 48K* 

Error based 4.8K ± 1.6K** 44K ± 69K** 161K ± 8 3 K " 

Table 5.2: Learning exploration models for the different maze sizes. The table shows the 

number of steps which were needed by the exploration rules to find policies which collects 95% 

of what the Pi-policy collects. Explanation: *, **, and *5 = in 1, 2, and 5 simulation(s), 

respectively, the requirements were not met. 

R e s u l t s . Tables 5.1 and 5.2 show the results. We can see tha t learning an exploration 
model with the frequency based reward rule works best. When state spaces become larger, 
the costs of undirected exploration methods such as Max-random exploration increases sig
nificantly. The costs of frequency based exploration seems to scale up almost linearly with 
the size of the state space, however. 

C o m m e n t s . ( 1 ) . We used 7 = 0.99 for learning the exploration model. This results in 
very global exploration behavior. We also tried out using lower values for 7. Those worked 
significantly worse. The entirely local policy with 7 = 0 was only able to find 90%-optimal 
policies in 17 out of 20 simulations and took 60,000 steps for the 50 x 50 maze. Higher values 
worked better, although 7 in the interval [0.98,0.99] gave the best results. 

(2) Q-learning needed 69K steps to learn 90% optimal policies with Max-random explo
ration for the 25 x 25 maze. We also tried Q(A) on 100 xlOO mazes. We found that A = 0.0 
performed best, although we have not tried replacing and resetting traces. Q-learning needed 
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14.4M steps before finding reasonable policies (compared to 360K for 50 x50 mazes). There
fore as expected, we can say that Q-learning scales up much more poorly than model-based 
approaches. 

(3) In our experimental results, Q(A)-approaches did not benefit from learning exploration 
value functions. The results were more or less the same as using Max-random. It seems very 
difficult for Q-learning to learn useful exploration values. Since we penalize actions, the major 
gain in using exploration reward rules (to select alternative actions for a state) is lost. 

Conc lus ion . Using exploration models can significantly speed up finding good poli
cies. Using the frequency based reward rule we can compute 95%-policies by sampling all 
s ta te /act ion pairs about 2.5 times. Although the variance in the estimated transition proba
bilities of the maximum likelihood model is still quite large, this does not seem to mat ter for 
finding good policies. Due to the randomly generated environment, there seem to be many 
policies which are quite good and it is not very difficult to learn one of them. 

The other exploration techniques do not distribute the number of experiences fairly over 
the s ta te /act ion space, and they have more difficulties finding good policies. The recency 
based reward rule might outperform frequency based exploration in changing environments. 
Finally, undirected exploration works well for the smallest problems, bu t consumes a lot of 
time for the more difficult problems. Thus, we need to make use of exploration models for 
solving large tasks. 

5.5.2 Explo i tat ion/Explorat ion 

The previous subsection showed that we are able to quickly learn good policies by using ex
ploration models. For limited lifetime problems involving expensive robots or experiments, 
we want to maximize the cumulative performance over time. This creates the exploita
t ion/exploration problem. In this section we show how well the exploration methods maximize 
cumulative rewards. 

We set up experiments with 50 x 50 mazes and use prioritized sweeping (e = 1.0 and 
Umax = 100) and let the agent learn for 100,000 steps during which we computed the cumu
lative and final rewards over intervals of 2,000 steps. 

For the methods which learn exploration models, we increase Pmax from 0.0 to 1.0 in 
order to exploit more and more. We also included a method which uses the frequency based 
rule to learn exploration models, but this system shifts to exploitation if the value function 
for the task is hardly changed. Each time the goal is found, the system checks whether a 
minimal of 2000 steps have been executed for which the average update of the V-function is 
lower than 1.0. We will call this system frequency based + stop explore. This system also 
uses Pmax = 0.0 —> 1.0 (keeping the system fully explorative before switching to exploitation 
does not change things much). For Boltzmann exploration, we linearly anneal T from 10 to 
0.1. 

R e s u l t s . Table 5.3 shows tha t although the value functions of the directed exploration 
methods are much better, the final performance for most exploration methods (except Boltz
mann exploration) is more or less equal. The cumulative reward of using most exploration 
models is worse than using Max-random. Remember, however, tha t good policies are found 
earlier using directed exploration and that the difference in cumulative reinforcement is mainly 
because exploration policies lead the agent away from the greedy policies, thereby causing 
some loss in reward. The table shows that frequency based exploration and stop explore is 
able to accumulate a lot of reward. Figure 5.3(A) shows the learning curves for the different 
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System End Rewards Total Rewards V-approx Time 

Max random (0.1 -> 0.0) 15.0K ± 0.7K 560K ± 37K 310 ± 40 31 ± 3 

Max random (0.3 -> 0.0) 15.4K ± 0.6K 470K ± 37K 320 ± 39 32 ± 3 

Max random (0.5 -» 0.0) 15.3K ± 0.6K 390K ± 17K 280 - 29 35 ± 2 

Boltzmann 14K ± 4.0K 250K ± 120K 340 ± 72 41 ± 11 

Error based 15.IK ± 0.7K 500K ± 120K 67 ± 61 260 ± 32 

Recency based 15.2K ± 0.5K 250K ± 21K 30 ± 16 230 ± 16 

Frequency based 15.2K ± 0.7K 130K ± 18K 21 ± 8 128 ± 3 

Frequency based + Stop explore 15.4K ± 0.6K 560K ± 25K 65 ± 76 89 ± 9 

Table 5.3: Results for different exploration rules with prioritized sweeping. 

exploration methods. Positive Q-updates refers to the error based exploration rule. Figure 
5.3(B) shows that the exploration models are very useful for learning good value function 
approximations. The recency and frequency based reward rules work best. They are able to 
learn quite good value function approximations. The fact that such good approximations are 
at tained by sampling all s tate/act ions only 2.5 times (2.5 x 4 x 50 x 50 = 25,000 experiences) 
shows tha t the value function is not very sensitive to noise. The reason is that noisy actions 
take the agent to a field closeby so tha t even in case of strong bias due to noise in the 2.5 
experiences for some state, the value function will not differ too much. 
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Figure 5.3: (A) A comparison between different (learning) exploration rules with prioritized 
sweeping. The figure plots the cumulative rewards achieved over intervals of 2,000 steps. (B) 
The approximation error of the value function, using different exploration methods. 

The frequency based + stop explore system scores very high on all objective criteria: the 
final performance is very good, the cumulative performance is the best and the obtained value 
function is much bet ter than that of indirect exploration methods. 

C o m m e n t s . (1) Initialize high exploration performed very poorly with PS . The reason 
for this is tha t exploration values can keep their large initial values for a long time. (2) 
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Error and recency based exploration cost more computational t ime than frequency based 
exploration. The reason is that reward values are bigger in size. 

Conc lus ion . The exploration/exploitation dilemma is not handled very well by the fully 
explorative model-based exploration techniques. However, we can augment them simply by 
a heuristic switching rule which makes the agent switch from exploration to full exploitation. 
Our rule which switched once the value function did not change very much anymore made 
it possible to first quickly learn a quite good value function approximation which could af
terwards be exploited for a long time. Although for the current problem simple undirected 
exploration methods also worked quite well, they were unable to learn a good value function. 

We expect that for more general MDPs, Max-random exploration will perform worse, 
since for the current problems they did not have any problems finding the global terminal 
goal state. If there are multiple rewarding states, they may have larger problems and the 
advantage of using the directed exploration methods could be larger. 

5 . 5 . 3 E x p e r i m e n t s w i t h S u b o p t i m a l G o a l s 

The final experimental comparison shows results with directed exploration methods and MBIE 
on a maze with suboptimal goal-states. The maze is shown in Figure 5.4. The star t ing state 
(S) is located 1 field nor th /eas t of the south-west corner. There are three absorbing goal 
states, two of them are suboptimal. The optimal goal s tate (G) is located 1 field south/west 
of the north-east corner, the suboptimal goal states (F) are located in the north-west and 
south-east corners. Selected actions are replaced by random actions with 10% probability. 

R e w a r d funct ion . Rewards and the discount factor are the same as before. For finding 
a suboptimal goal s tate the agent gets a reward of 500. 

Figure 5.4: The 50 x 50 maze used in the experiments. Black squares denote blocked fields, 

grey squares penalty fields. The agent starts at S and searches for a minimally punishing path 

to the optimal goal G. Good exploration is required to avoid focusing on suboptimal goal states 

(F). 
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C o m p a r i s o n . We compare the following exploration methods: Max-random, directed 
model-based exploration techniques using frequency based and recency based reward rules, 
and MBIE. The lat ter s tarts out with model-based exploration using the frequency based 
reward rule, and switches to IE once the value function hardly changes any more. 

The goal is to learn good policies as quickly as possible. We computed an optimal policy 
using value iteration (Bellman, 1961) and tested this optimal policy by executing it for 1,000 
steps. We computed its average reinforcement intake by testing it 10,000 times, which resulted 
in 7590 ± 2 rewardpoints. For each method we conduct 20 runs of 100,000 learning steps. 
During each run we measure how quickly and how often the agent's policy collects 95%, 99% 
and 99.8% of what the optimal policy collects. This is done by averaging the results of 1000 
test runs conducted every 2000 learning steps — each test run consists of executing the greedy 
policies (always selecting actions with maximal Q-value) for 1000 steps. 

P a r a m e t e r s . We set the accuracy parameter e = 0.1, and Umax = 100 for bo th learning 
the problem-oriented and exploration value functions. The exploration reward's discount 
factor 7 is set to 0.99 for frequency based and to 0.95 for recency based exploration. The 
constant Kc (used by the frequency based reward rules) is set to 50; Kj- (used by the recency 
based reward rule) is set to 1000. We used two values for Pmax (for Max-random exploration): 
0.2 and 0.4. The value of za (for MBIE) is set to 1.96 (which corresponds to a confidence 
interval of 95%). The combination of MBIE and model-based exploration switches to MBIE 
once the value function has not changed by more than 0.1 (77) on average within the 1000 
(TS) most recent steps. 

Exploration Rule 95% (freq) 99% (freq) 99.8% (freq) 

MBIE 20 (25K) 19 (42K) 18 (66K) 

Frequency based 20 (24K) 16 (50K) 10 (66K) 

Recency based 19 (27K) 18 (55K) 9 (69K) 

Max-random 0.2 4 (43K) 4 (52K) 4 (68K) 

Max-random 0.4 0 ( - ) 0 ( - ) 0 ( - ) 

Table 5.4: The number of runs of several exploration methods which found p-optimal policies 

(and how many steps were required for obtaining it). 

Exploration Rule Best run result Training Performance 

MBIE 7.57K ± 0.05K 350K ± 40K 

Frequency based 7.55K ± 0.06K -45K ± 9K 

Recency based 7.54K ± 0.11K -120K ± 10K 

Max-random 0.2 4.8K ± 1.4K -190K ± 16K 

Max-random 0.4 4.1K ± 0.3K -62K ± 19K 

Table 5.5: Average and standard deviation of the best test result during a run and the total 

cumulative reward during training. 

R e s u l t s . Table 5.4 shows significant improvements achieved by learning an exploration 
model. The undirected exploration methods focus too much on suboptimal goals (which are 
closer and therefore easier to find). This often prevents them from discovering near-optimal 
policies. On the other hand, model-based learning with directed exploration does favor paths 
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Figure 5.5: Cumulative reward during test runs, averaged over 20 simulations. 

leading to the optimal goal. Using the frequency based reward rule by itself, the agent always 
finds the optimal goal although it fails to always find 99.8% optimal policies. 

Figure 5.5 shows a large difference between learning performances of exploration models 
and Max-random exploration. It does not clearly show the distinction between frequency 
based or recency based exploration and the extension with MBIE. Switching to MBIE after 
some time (which happens between 35,000 and 55,000 steps), however, significantly improves 
matters . First of all, Table 5.4 shows that this strategy finds optimal or near-optimal policies 
in 90% of the cases, whereas the others fail in at least 50% of the cases. The second improve
ment with MBIE is shown in Table 5.5. MBIE collects much more reward during training than 
all other exploration methods, thereby effectively addressing the exploration/exploitation 
dilemma. In fact it is the only exploration rule leading to a positive cumulative reward score. 

C o n c l u s i o n . The results with multiple goals showed a large advantage of using directed 
exploration methods. Undirected methods are at t racted to those rewarding states which 
come first on the pa th and therefore we cannot t rust them for finding good policies. The best 
method, MBIE, combined directed exploration with confidence levels in order to prune away 
actions which almost certainly do not belong to the optimal policy. This results in the best 
performance, since it takes care that only actions which can belong to the optimal policy are 
selected. Finally, this also results in the highest cumulative performance. We expect tha t this 
method will perform best for most stochastic discrete MDPs, although a disadvantage of the 
method is that we need to set the right switching time. 

5.6 Discussion 

If we use undirected exploration methods, we rely on our random generator for selecting ac
tions. However, if we learn where to explore, we can direct our exploration behavior so that 
more information is gained. We formulated a number of exploration reward rules which de
termine which information is interesting and which can be used for learning exploration value 
functions. Our experimental results with stochastic mazes showed that learning exploration 
policies can speed up finding good policies. Especially, when there are particular complex 
paths leading to much more rewards then other easier paths, good exploration is essential. 
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The frequency based reward rule performed best for the environments we have considered. 
We expect this to hold as well for other MDPs. For non-stationary problems, an exploration 
policy based upon the recency based reward rule may work best, since it is able to discover 
much earlier which fragments of the state space have changed. 

O p t i m a l exp lora t ion . When it comes to finding optimal policies, methods using exter
nal M D P rewards for focusing on actions with large probability of being optimal will often 
save some SAP visits over methods based solely on exploration reward rules. Furthermore, 
cumulative external M D P rewards obtained during training should be taken into account in 
a t tempts at approaching the exploit /explore dilemma. Tha t is why we introduced MBIE, 
a method combining Kaelbling's interval estimation (IE) algorithm (Kaelbling, 1993) and 
model-based reinforcement learning. Since MBIE heavily relies on initial statistics, we switch 
it on only after an initial phase during which an exploration model is learned (according to, 
say, the frequency based exploration reward rule). In our experiments this approach almost 
always led to 99.8%-optimal policies. We expect MBIE to be advantageous for all kinds of 
MDPs, especially when the reward function is far from uniform. Other exploration methods 
do not work well for such problems since their exploration policies do not make distinctions 
between different actions leading to different payoffs. 

Different t o p o l o g i e s . For particular environments it may be a good idea to explore 
entire subregions before exploring other subregions. E.g., when there is a bottleneck con
necting two subregions, both subregions may alternatingly become interesting to explore, but 
the bottleneck will become uninteresting after some time. Our exploration rules could detect 
such bottlenecks and would spend a lot of t ime exploring one subspace before going to the 
other, since going through the bottleneck brings a lot of negative exploration reward. 

Funct ion a p p r o x i m a t o r s . The ideas are presented for tabular representations, but can 
easily be extended to function approximators. For this we can use the same representation 
for the exploration value function as for the original value function. Exploration methods 
for large or continuous spaces are more complex, however, since it is infeasible to explore 
all states. Therefore we rely on the generalization abilities of the function approximator to 
determine the interestingness of experiences. Furthermore, the reward function gets a little 
bit more complicated since states may never be visited twice. Therefore the reward function 
should be based upon the distribution of previous experiences around a point for which we 
compute an exploration value. E.g. a Gaussian function can be used to weigh neighboring 
experiences according to their distance. 


