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Chapter 6 

Partially Observable MDPs 

We have seen how we can efficiently compute policies for Markov decision processes (MDPs) 
consisting of a finite number of states and actions. MDPs require tha t all states are fully 
observable, which means that the agent is able to use perfect sensors to always know the exact 
state of the world. For real world problems this requirement is usually violated. Agents receive 
their information about the state of the world through imperfect sensors, which sometimes 
cause world states to be mapped to the same observations. This problem is called perceptual 
aliasing (Whitehead, 1992) and is the reason for the uncertainty of the agent about the state 
of the world. 

As example, have a look at the environment depicted in Figure 6.1. There are a total of 
6 states, but the agent can only see 2 different observations: a circle or a rectangle. Thus , 
solely based on the current observation the agent can never be certain in which state it is. 

Figure 6.1: An environment consisting of 6 states. Whenever the agent is in the first two 
states or in states 4 or 5, it always sees a circle as observation. In the third state it observes 
a circle or rectangle, both with probability 50%, and in the sixth state it always observes a 
rectangle. 

Markov decision problems for which the agent is uncertain about the t rue state of the 
world are called partially observable Markov decision processes (POMDPs , e.g., Li t tman, 
1996). The simplest algorithms for solving them would directly map observations to actions, 
but since observations are received in different states which require different actions, such 
algorithms will not be able to find solutions. Better algorithms need to use previous observa
tions and actions which were encountered on the current trajectory through the state space 
to disambiguate possible current states. This is not an easy task — even deterministic finite 
horizon P O M D P s are NP-complete (Lit tman, 1996). Thus, general and exact algorithms are 
feasible only for small problems, which explains the interest in heuristic methods for finding 
good but not necessarily optimal solutions. 

H i d d e n s t a t e . Since an observation conceals some part of the true underlying state, 
we say that some part of the state is hidden. The solution to the hidden state problem 
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88 CHAPTER 6. PARTIALLY OBSERVABLE MDPS 

(HSP) is to update an agent's internal state (IS) based on its previous observations and 
actions. This internal s tate summarizes the trace of previous events and is used to augment 
the information of the current observation in the hope that the state ambiguities are resolved. 
Let 's have another look at Figure 6.1. Suppose that the agent sees a rectangle, steps left, sees 
a circle, steps right, and sees a circle. Suppose also that there is no noise in the execution 
of actions, then in which state is the agent? The answer is in s tate 3, since only state 3 can 
emit a rectangle and a circle symbol. Thus, the augmented state is uniquely defined and 
can be used by the policy for selecting the optimal action. Figure 6.2 shows how previous 
observations/actions of the environment are stored and used to create the IS. Then the IS is 
combined with the current observation to generate a description of the state which is used by 
the policy to select an action. 
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Figure 6.2: The decision making loop of an agent in a partially observable environment. The 

agent receives an observation from the environment defined in Figure 6.1. The recollected 

observations and actions are used to create an internal state (IS). This internal state is then 

augmented with the current observation and the resulting state is presented to the policy. 

The policy then selects an action, which together with the current observation is memorized. 

Finally the action is executed and changes the environment. 

O u t l i n e of th i s chapter . In Section 6.1, we describe the P O M D P framework and 
also optimal algorithms from operations research based on dynamic programming algorithms 
which allow computing optimal policies by explicitly representing the uncertainty of the state 
in a probabilistic description. In Section 6.2, we will describe our novel algorithm HQ-learning, 
and show its capability in solving a number of partially observable mazes. In Section 6.3, we 
summarize related work. In Section 6.4, we conclude with some final s tatements about the 
problems and algorithms. 
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6.1 Optimal Algorithms 

Operations research has investigated optimal algorithms for solving P O M D P s for some time 
already (see Lovejoy (1991) for an overview). They treat P O M D P s as planning problems, 
which means that the state transition function, reward function, and observation function are 
given, and that the goal is to compute an optimal plan. Note that this plan is not represented 
by a single sequence of actions, since such a plan would probably not be carried out due to 
the stochasticity of the problem (in e.g. the transition function). Instead, the plan is again 
represented by a policy mapping states to actions. This is similar to the M D P framework 
of Chapter 2. The big difference with MDPs is that even when we know the model of the 
POMDP, computing an optimal policy is extremely hard. An agent may confuse different 
states due to the noise in the observation function and may be totally mistaken about the 
true state of the world. So how can it then compute an optimal policy? Well, it can by taking 
its uncertainty into account in its decision making. We will see tha t this allows for selecting 
information gathering actions and goal-directed actions based on maximizing its expected 
future discounted cumulative reward. 

6 .1 .1 P O M D P S p e c i f i c a t i o n 

A P O M D P is a MDP where the agent does not receive the state of the world as input, but 
an observation of this state. Thus, the agent should use multiple observations in its decision 
making policy. As for MDPs, the system's goal is to obtain maximal (discounted) cumulative 
reward. A P O M D P is formally specified by: 

• t = 1 , 2 , 3 , . . . is a discrete t ime counter. 

• S is a finite set of states. 

• A is a finite set of actions. 

• P(st+i\st,at) denotes the probability of transition to state st+ï given state st and action 

at. 

• R maps s ta te /act ion pairs to scalar reinforcement signals. 

• O is a finite set of observations. 

• PQ is the probability distribution over initial states. 

• P(o\s) denotes the probability of observing a particular (ambiguous) input o in state s. 

We write ot = B(st) to denote the observation emitted at t ime t, while visiting state st. 

• 0 < 7 < 1 is a discount factor which trades off immediate rewards against future 

rewards. 

6 . 1 . 2 B e l i e f S t a t e s 

To compute an optimal policy we need to use an optimal description of the world state. 
Due to the uncertainty in action outcomes (noise in the execution of actions) and the part ial 
observability of world states, we are usually not certain that the agent is in a particular single 
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environmental state. Taking the most probable state is possible, but this cannot lead to 
optimal policies for particular POMDPs , since it does not take into account that the agent 
can be in many different states. For computing optimal policies, we compute occupancy 
probabilities over all states. Such a probability distribution over possible world states is 
called a belief state. We will denote the belief s tate at t ime t as bt, where bt(s) is the belief 
that we are in state s at t ime t. The belief state gives us all necessary information to decide 
upon the optimal action (Sondik, 1971) — additional information about previous states and 
actions is superfluous. 

C o m p u t i n g be l i e f s t a t e s . At trial s tart up, the a priori probability of being in each 
state s is Po(s). Since the agent is "thrown" in the world at t ime t = 1, it also receives an 
observation (oi). Therefore, we can compute the belief s tate at t = 1 using Bayes' rule: 

, , x P M p x Po(s)P(o1\s) 
bi(s) = P(s\oi,P0) -

ZiPo(i)P{oi\i) 

At time t-1, we know bt-i, the selected action a*_i and after making a new observation Ot, 
we can compute bt as follows: 

h f.> P f . l „ h Ï P(ot\s)Zibt-i(i)P(s\i,at-i) . . 
bt(s) = P(s\ot,bt-i,at-i) = „ . . .. , . , „ , . , . 7 6.1 

T.J P(°t\j) £ i bt-i(i)P(]\i, at-i) 
In the nominator we sum the probabilities of entering state s over the whole ensemble of states. 
We can do this, since the state space is finite. The denominator equals P(ot\bt-i,at-i) and 
can be seen as a normalizing factor to keep the constraint J2j bt(j) ~ 1 true. 

E x a m p l e of be l i e f s t a t e d y n a m i c s . Consider again the environment of Figure 6.1. 
Suppose tha t the actions go-left and go-right are executed with 100% probability. If the 
initial probability distribution over states is {0.2,0.2,0.2,0.2,0.2,0} and the agent observes 
a circle, then 6i = {0.22,0.22,0.11,0.22,0.22,0}. Now suppose the agent executes action go-
right and observes a circle. Then the belief state b2 = {0,0.33,0.17,0.17,0.33,0}. Again the 
agent goes right and observes a circle, then the belief s tate 63 = {0,0,0.33,0.33,0.33,0}, and 
again — 64 = {0 ,0 ,0 ,0 .5 ,0 .5 ,0} . Finally after 4 actions and 5 circles, the agent knows with 
certainty tha t it is in s tate 5 (thus it could also infer that it s tarted in state 1). In this case, 
the actions were deterministic and the uncertainty decreased after each action. In general, 
the uncertainty can increase or decrease dependent on the belief state, and the transition 
and observation functions.1 In such environments the agent can reduce state uncertainty by 
visiting particular states with exceptional observations. Such states are generally referred to 
as landmark states, which play an important role in designing algorithms for P O M D P s . 

6 . 1 . 3 C o m p u t i n g a n O p t i m a l P o l i c y 

The policy maps a belief s tate to an action: 

at = n (6 t ) 

Note that the belief s tate bt has the dimension of the state space (to be precise its dimension 
is \S\ — 1) and consists of continuous variables. Computing optimal policies for such spaces 
is extremely difficult, especially if there are many states. There are some special properties 
of the space setup by the belief states, however, which makes it possible to compute optimal 

Even deterministic actions do not imply that the uncertainty or entropy always decreases. 



6.1. OPTIMAL ALGORITHMS 91 

policies. The important point is tha t there are finitely many segments in the belief s tate 
space for which the same optimal action is required, when we consider a finite horizon of the 
POMDPs . This makes it possible for optimal algorithms to store for all crucial belief states 
(the corners of line segments in belief space), the optimal action and the Q-values. 

There are two kinds of exact algorithms, one works with vectors in the belief s tate space, 
the other works with pre-generated policy trees which are then evaluated on different segments 
of belief space. 

D P on vec tors in bel ie f s t a t e space . We can derive a D P algorithm which at each 
iteration computes all possible belief states given the previous set of belief states by using 
Equation 6.1 and iterating over all possible actions and observations. Then the algorithm 
computes their values — for some belief state b, we can compute its 1-step value as follows: 

V]*(6) = m a x £ & ( s ) Ä ( s , a ) (6.2) 
s 

Note that this value is a linear product of the belief s tate and the reward function. Then, the 
<-step value can be computed using value iteration as follows: 

Vt'(b) = m a x £ b ( a ) Ä ( a , a ) + 7 £ £ Ç & ( * ) P ( » | s , a ) P ( o | O V t - i (*(<>,«)) (6.3) 
s s o i 

where b(o, a) is defined as the belief state resulting from observing observation o after selecting 
action a in belief state b. Thus, we basically use transition probabilities between belief states 
and compute the value of a belief state in a very similar way as for MDPs. 

One problem is that although the number of belief states is finite, it grows exponentially 
with the horizon of the planning process. Therefore, some pruning in belief s tate space is 
needed to make the computations feasible. We will not discuss those topics further. Interested 
readers are referred to Cassandra's thesis (1998). 

Another problem is that we have assumed that we start with an initial belief s tate which is 
known a priori Now assume that we do not yet know the initial belief s tate when we want to 
compute the value function, although this belief state is given later on once we get a problem 
instance. It is still possible to store the value function since it is piecewise linear which means 
that there are finitely many facets (see (Cassandra, 1998) for a formal proof). We know that 
one policy is always best for a specific region of the belief state. Each policies' value function 
is linear in the belief s tate (see Equation 6.3). Thus, since we always take the maximum of 
the linear functions, the optimal value function is a piecewise linear convex function (Figure 
6.3). We cannot compute the facets using the simple algorithm described above, however, 
since we would need to compute belief s tate intervals which are recursively refined. Then for 
each belief s tate interval we have to compute the optimal action. Therefore, we need to use 
more difficult algorithms for solving this more general problem. 

Pol icy t rees . For computing the optimal policy given an unknown a priori state, we 
can make use of policy trees (Lit tman, 1996; Cassandra et al., 1994; Kaelbling et al., 1995). 
Policy trees fully describe how the agent should act in the next t steps, and use the sequence 
of observations in determining correct action selection (see Figure 6.4). 

Given each particular belief state, one t-step policy tree is optimal. We want to know, 
however, for which interval in belief state space some particular policy tree is optimal. To 
be able to compute this, we can generate all possible t-step policy trees and evaluate them 
on each state. Then we are able to compute the value function of a policy-tree as a linear 
function of the belief s tate . 
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SQ(S,PI) 
Expected 
t-step policy 
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Figure 6.3: A two state problem defined by the probability we are in state s. We show the 
optimal value function for this belief state space, together with 3 Q-functions of different 
policies. Dependent on the belief state, one policy is the best one. Since the Q-functions of 
policies are a linear function of the belief state, the optimal value function is a piece-wise 
linear convex function. 
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Figure 6.4: A t-step policy tree. After each action an observation is made and this observation 
determines which branch in the tree is followed after which the rest of the policy tree is 
executed. 

Thus, again we s tar t simple. If the agent can only select a single action, we say that the 
agent executes a 1-step policy tree. We denote the policy tree as p , and p 's root action by 
a(p). We compute the Q-value of executing the 1-step policy tree p in state s as: 

Q(s,p) = R(s,a(p)) 

Where as usual R(s,a(p)) is the immediate reinforcement for selecting action a(p) in s tate s. 

Then, we construct a t-step policy tree p from a set of t — 1-step policy trees { p j _ 1 : . . . , p [ ° i } 
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by defining which observations has lead to them (we denote pt-i(o) as the policy-tree p ( _i 
which follows observation o) and by merging these trees by a rootnode with action a(p). 

We can compute the value function of a t-step policy tree by combining the value functions 
of its t - l -s tep policy subtrees. The value of executing the t-step policy tree pt in s ta te s can 
be computed as: 

s' o 

Thus, we just add the immediate reward to the expected value of executing a particular 

selected policy subtree (which one depends on the observation) in the next state. We store 

all values Q(s,pt) of executing the policy tree pt in s tate s. 

Then, when given a belief state, we can simply weigh the different values according to 

their occupancy probabilities to obtain the evaluation of executing a policy tree on a belief 

state b: 

s 

Now the t-step value of a particular belief s tate b is the maximal value over all policy trees: 

Vt{b) = max Q(b,pt) 
pt 

Complex i ty . The algorithm is intractable for all but small problems. Especially for long 
or infinite planning horizons the costs are infeasible. There are | 0 ' | different t-step observation 
sequences, and 1 + \0\ + \02\ + ... | 0 ' | = (\0\' + 1 - 1 ) / ( | 0 | - 1) nodes in each t-step policy 
tree. Since at each node we can choose between |A| different actions, the total number of 
policy trees is | J 4 | ' ' ° ' +1 _ 1) / ( l c ' l - 1) which grows superexponentially! Finally, we note that the 
number of facets of the optimal value function may be infinite for infinite horizon problems. 

Faster o p t i m a l a l g o r i t h m s . In principle it is possible that each one of these policy 
trees can be optimal for some point in belief space. Fortunately, in practice many policy trees 
are completely dominated by other policy trees (a policy tree is dominated if for each possible 
belief s tate there exists another policy tree with larger or equal Q-value), so tha t they can 
be pruned away. This allows for significant reductions in computat ional time and storage 
space. Further reductions are made possible by using particular online generation algorithms, 
e.g. the Witness algorithm (Cassandra et al., 1994; Li t tman, 1996) or algorithms proposed 
by (Cassandra, 1998; Zhang and Liu, 1996) which only generate policy trees which have the 
possibility of being optimal for some points in belief space. These methods can significantly 
reduce computational requirements for practical problems. Still, computing optimal policies 
for general problems remains extremely expensive. 

Li t tman et al. (1995) and Cassandra (1998) compare different P O M D P algorithms using 
belief states. They report tha t "small P O M D P s " (with less than 10 states and few actions) do 
not pose a very big problem for most methods. Larger P O M D P s (50 to 100 states), however, 
can cause major problems. Thus, although the theory allows us to compute optimal solutions, 
the gap between theory and practice does not allow us to use these algorithms for real world 
problems. Therefore, we will focus on heuristic methods which can be used to find suboptimal 
solutions to much larger problems. 
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6.2 HQ-learning 

We have seen tha t general and exact algorithms are feasible only for small problems. Fur
thermore, they require a model of the POMDP. Tha t explains the interest in reinforcement 
learning methods for finding good but not necessarily optimal solutions. Examples are the 
use of recurrent networks (Schmidhuber, 1991d; Lin, 1993), hidden Markov models (McCal-
lum, 1993), higher order neural networks (Ring, 1994), memory bits (Cliff and Ross, 1994), 
and stochastic policies (Jaakkola, Singh and Jordan, 1995). Unfortunately, however, most 
heuristic methods do not scale up very well (Lit tman, Cassandra and Kaelbling, 1995) and 
are only useful for particular POMDPs . 

We will now describe HQ-learning (Wiering and Schmidhuber, 1997), a novel approach 
based on finite state memory implemented in a sequence of agents. HQ does not need a model 
and can solve large deterministic P O M D P s . 

6.2.1 Memory in H Q 

To select the optimal next action it is often not necessary to memorize the entire past (in 
general, this would be infeasible since the necessary memory grows exponentially with the 
order of the Markov chain, see Appendix A). A few memories corresponding to important 
previously achieved subgoals can be sufficient. For instance, suppose your instructions for the 
way to the station are: "Follow this road to the traffic light, turn left, follow that road to the 
next traffic light, turn right, there you are.". While you are on your way, only a few memories 
are relevant, such as "I already passed the first traffic light". Between two such subgoals a 
memory-independent, reactive policy (RP) will carry you safely. 

O v e r v i e w . HQ-learning uses a divide-and-conquer strategy to decompose a given P O M D P 
into a sequence of reactive policy problems (RPPs) . R P P s can be solved by RPs: all states 
causing identical inputs require the same optimal action. The only "critical" points are those 
corresponding to transitions from one R P to the next. 

To deal with such transitions HQ uses multiple RPP-solving subagents. Each agent 's R P 
is an adaptive mapping from observations to actions. At a given time only one agent can be 
active, and the system's only type of short-term memory is embodied by a pointer indicating 
which one. Thus , the internal s tate (IS) of the system is just the pointer to the active agent. 

RPs of different agents are combined in a way learned by the agents themselves. The first 
active agent uses a subgoal table (its HQ-table) to generate a subgoal for itself (subgoals are 
represented by desired inputs — if these inputs are unique in a specific region, we call them 
landmark states). Then it follows the policy embodied by its Q-function until it achieves its 
subgoal. Then control is passed to the next agent, and the procedure repeats itself. After the 
overall goal is achieved or a time limit is exceeded, each agent adjusts both its R P and its 
subgoal. This is done by two learning rules that interact without explicit communication: (1) 
Q-table adaptat ion is based on slight modifications of Q(A)-learning. (2) HQ-table adaptat ion 
is based on tracing successful subgoal sequences by Q(A)-learning on the higher (subgoal) 
level. Effectively, subgoal /RP combinations leading to higher rewards become more likely to 
be chosen. 

P O M D P s a s R P P s e q u e n c e s . The optimal policy of any deterministic finite P O M D P 
with fixed start ing state and final goal state is decomposable into a finite sequence of optimal 
reactive memoryless policies for appropriate R P P s , along with subgoals determining transi
tions from one R P P to the next. The trivial decomposition consists of single-state R P P s and 
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the corresponding subgoals. In general, P O M D P s whose only decomposition is trivial are 
hard — there is no efficient algorithm for solving them. This is simple to see, if we consider 
an environment where there is only 1 observation (the agent is thus blind). To solve such 
problems, all T-step policies have to be tried out from the initial s tate, where T denotes the 
length of the optimal solution path, which results in \A\ possibilities. HQ, however, is aimed 
at situations that require few transitions between R P P s which means that each R P P can be 
used for many states. 

A r c h i t e c t u r e . System life is separable into "trials". A trial consists of at most Tmax 

discrete t ime steps t = 1, 2, 3 , . . . , T, where T < Tmal if the agent solves the problem in fewer 
than Tmax time steps. 

There is an ordered sequence of M agents C], Cg, ... CM, each equipped with a Ci
table, an HQ-table, and a control transfer unit, except for CM, which only has a Q-table (see 
Figure 6.5). Each agent is responsible for learning part of the system's policy. Its Q-table 
represents its local policy for executing an action given an input. It is given by a matr ix of 
size \0\ x |A|, where \0\ is the number of different possible observations and \A\ the number 
of possible actions. Qi(ot,a.j) denotes C('s Q-value (utility) of action a.j given observation 
o t. The agent's current subgoal is generated with the help of its HQ-table, a vector with \0\ 
elements. For each possible observation there is an HQ-table entry representing its estimated 
value as a subgoal. HQi(oj) denotes C;'s HQ-value (utility) of selecting Oj as its subgoal. 

The system's current policy is the policy of the currently active agent. If Ci is active at 
time step t, then we will denote this by Active(t) = i. The variable Active{t) represents the 
only kind of short-term memory in the system. 

Se lec t ing a subgoal . In the beginning Cj is made active. Once C,- is active, its HQ-
table is used to select a subgoal for C,. To explore different subgoal sequences we use the 
Max-random rule: the subgoal with maximal HQi value is selected with probability Pmax, a 
random subgoal is selected with probability 1 — Pma.x- Conflicts between multiple subgoals 
with maximal HQi-valnes are solved by randomly selecting one. ôi denotes the subgoal 
selected by agent C;. This subgoal is only used in transfer of control as defined below and 
should not be confused with an observation. 

Se lec t ing an ac t ion . C;'s action choice depends only on the current observation ot. Dur
ing learning, at time t, the active agent C, will select actions according to the Max-Boltzmann 
distribution (see Chapter 5). The "temperature" T; adjusts the degree of randomness involved 
in agent C;'s action selection in case the Boltzmann rule is used. 

Transfer of control . Control is transferred from one active agent to the next as follows. 
Each time C; has executed an action, its control transfer unit checks whether C, has reached 
the goal. If not, it checks whether Ci has solved its subgoal to decide whether control should 
be passed on to C^+j. We let t; denote the time at which agent C; is made active (at system 
star t-up, we set t\ <— 1). 

IF no goal state reached AND current subgoal = ô, 
AND Active{t) < M AND B{St) = Ô; 
THEN Activent -f 1) «- Active(t) + 1 AND ti+1 <- t + 1 

6.2.2 Learning Rules 

We will use off-line learning for updat ing the tables — this means storing experiences and 
postponing learning until after trial end (no intra-trial parameter adaptat ion) . In principle, 
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Q-TABLE 3 
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Figure 6.5: Basic HQ-architecture. Three agents are connected in a sequential way. Each 

agent has a Q-table, an HQ-table, and a control transfer unit, except for the last agent which 

only has a Q-table. The Q-table stores estimates of actual observation/action values and is 

used to select the next action. The HQ-table stores estimated subgoal values and is used to 

generate a subgoal once the agent is made active. The solid box indicates that the second agent 

is the currently active agent. Once the agent has achieved its subgoal, the control transfer unit 

passes control to its successor. 

however, online learning is applicable as well (see below). We will describe two HQ variants, 
one based on Q-learning, the other on Q(A)-learning — Q(A) overcomes Q's inability to solve 
certain R P P s . The learning rules appear very similar to those of conventional Q and Q(A). 
One major difference though is that each agent's prospects of achieving its subgoal tend to 
vary as various agents try various subgoals. 

Learning t h e Q-values . We want Qi{ot,at) to approximate the system's expected 

discounted future reward for executing action at, given ot. In the one-step lookahead case we 

have 

Qi{ot,at) = Y, P(sj\ot,e,i){R(sj,at)+j ^ P(sk\sj,at)VActive(t+1)(B(sk))), 

Sjes skes 

where P(sj\ot,Q,i) denotes the probability tha t the system is in s tate SJ at t ime t given 
observation ot, all architecture parameters denoted 6 , and the information that i = Active(t). 
HQ-learning does not depend on estimating this probability, although belief states or a world 
model might help to speed up learning. V;(ot) is the utility of observation ot according to 
agent C,, which is equal to the Q-value for taking the best action: 
V;(o() = max.aj€A{Qi{ot,aj)}. 

Q-value updates are generated in two different situations (T < Tmax denotes the total 
number of executed actions during the current trial, and otQ is the learning rate) : 

Q . l Let Ci and Cj denote the agents active at times t and t + 1 — possibly i = j . If t < T 
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then 
Qi(ot,at) «- (1 -aQ)Qi(ot,at) + aQ{R{st,at) + yVj[ot+ï)) 

Q.2 If agent C, is active at t ime T, and the final action aj- has been executed, then 

Qi(oT, aT) <- (1 - aQ)<2i(or, o r ) + a ç i î ( s T , a T ) 

Note that R{ST, ax) is the final reward for reaching a goal state if T < Tmax. A main difference 
with s tandard one-step Q-learning is that agents can be trained on Q-values which are not 
their own (see [Q.l]). 

Learning t h e HQ-va lues : in tu i t ion . Recall the introduction's traffic light task. The 
first traffic light is a good subgoal. We want our system to discover this by exploring (initially 
random) subgoals and learning their HQ-values. The traffic light's HQ-value, for instance, 
should converge to the expected (discounted) future cumulative reinforcement to be obtained 
after it has been chosen as a subgoal. How? Once the traffic light has been reached and the 
first agent passes control to the next, the latter 's own expectation of future reward is used to 
update the first's HQ-values. Where do the latter 's expectations originate? They reflect its 
own experience with final reward (to be obtained at the station). 

M o r e fo rmal ly . In the optimal case we have 

HQi{oj) = E(Ri +1
t^~t'HVl+1), 

where E denotes the average over all possible trajectories. Ri = Ylt=t 7t~t'R(st,o-t), C,'s 
discounted cumulative reinforcement during the time it will be active (note that this t ime 
interval and the states encountered by C; depend on C.'s subtask). HVi = ma.x0ieo{HQi(oi)} 
is the estimated discounted cumulative reinforcement to be received by Ci and following 
agents. 

We adjust only HQ-values of agents active before trial end (N denotes the number of 
agents active during the last trial, otHQ denotes the learning rate, and ô; the chosen subgoal 
for agent Ci): 

H Q . l If Ci is invoked before agent Cjv_j, then we update according to 

HQiiôi) <- (1 - aHQ)HQl(Ôl) + aHQ(Ri +Tt>+'-t>HVi+1) 

H Q . 2 If d = CN-t, then HQi{ôi) <- (1 - aHQ)HQl(ôi) + aHQ(Ri + J^^'RN) 

H Q . 3 If d = CN, and i < M, then HQ^) <- (1 - aHQ)HQi{di) + aHQRi 

The first and third rules resemble traditional Q-learning rules. The second rule is an 
additional improvement for cases in which agent CN has learned a (possibly high) value for a 
subgoal that is unachievable due to subgoals selected by previous agents. 

H Q ( A ) - l e a r n i n g : m o t i v a t i o n . Q-learning's lookahead capability is restricted to one 
step. It cannot solve all R P P s because it cannot properly assign credit to different actions 
leading to identical next states (Whitehead, 1992). For instance, suppose you walk along a 
wall tha t looks the same everywhere except in the middle where there is a picture. The goal 
is to reach the left corner where there is reward. This R P P is solvable by a RP. Given the 
"picture" input, however, Q-learning with one-step lookahead would assign equal values to 
actions "go left" and "go right" because they both yield identical "wall" observations. 

Consequently HQ-learning may suffer from Q-learning's inability to solve certain R P P s . 
To overcome this problem, we augment HQ by TD(A)-methods for evaluating and improving 
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policies in a manner analogous to Lin's offline Q(A)-method (1993). TD(A)-methods can 
learn from long-term effects of actions and thus disambiguate identical short-term effects of 
different actions. Our experiments indicate that R P P s are solvable by Q(A)-learning with 
sufficiently high A. 

Q ( A ) . l For the Q-tables we first compute desired Q-values Q'(ot,aj) for t = T,..., 1: 
Q'(oT,aT) <- R(sT,aT) 

Q'{ouat) • f - i ? ( s ( , a ( ) + 7 ( ( l - \)VActive{t+1)(ot+i) + \Q'(ot+i,at+1)) 

Q(A).2 Then we update Q-values, beginning with QN(OT,O,T) and ending with Q i ( o i , a i ) , 
according to 
Qi{ot,at) <- (1 - aQ)Qi(ot,at) + aQQ'(ot,at) 

H Q ( A ) . l For the HQ-tables we also compute desired HQ-values HQ[{ôi) for i = N,..., 1: 

HQ'N{ÔN) <- RN 

^<3 ' N - i ( ô iV- i ) <- RN-1 +JtN~t'RN 

HQ[(ôi) ^Rt + y . + i - ^ ( { i - \)HVi+1 + \HQ'i+1(ôi+1)) 

HQ(A) .2 Then we update the HQ-values for agents Ci,... , Cjv/.njjv^-J) according to 
HQi(ôi) <- (1 - aHQ)HQi(ôi) +aHQHQ'i(Ôi) 

In principle, online Q(A) may be used as well. Online Q(A) should not use "action-penalty" 
(Koenig and Simmons, 1996), however, because punishing varying actions in response to 
ambiguous inputs can t rap the agent in cyclic behavior. 

C o m b i n e d d y n a m i c s . Q-table policies are reactive and learn to solve R P P s . HQ-table 
policies are metastrategies for composing R P P sequences. Although Q-tables and HQ-tables 
do not explicitly communicate they influence each other through simultaneous learning. Their 
cooperation results in complex dynamics quite different from those of conventional Q-learning. 

Utilities of subgoals and RPs are estimated by tracking how often they are part of suc
cessful subgoal /RP combinations. Subgoals tha t never or rarely occur in solutions become 
less likely to be chosen, others become more likely. In a certain sense subtasks compete for 
being assigned to subagents, and the subgoal choices "co-evolve" with the RPs. Maximizing 
its own expected utility, each agent implicitly takes into account frequent decisions made by 
other agents. Each agent eventually settles down on a particular R P P solvable by its R P and 
ceases to adapt . This will be illustrated by Experiment 1 in Section 6.3. 

Est imation of average reward for choosing a particular subgoal ignores dependencies on 
previous subgoals. This makes local minima possible. If several rewarding suboptimal subgoal 
sequences are "close" in subgoal space, then the optimal one may be less probable than 
suboptimal ones. We will show in the experiments that this actually happens. 

E x p l o r a t i o n i ssues . Initial choices of subgoals and RPs may influence the final result -
there may be local minimum traps. Exploration is a part ial remedy: it encourages alternative 
competitive strategies similar to the current one. Too little exploration may prevent the 
system from discovering the goal at all. Too much exploration, however, prevents reliable 
estimates of the current policy's quality and reuse of previous successful RPs . To avoid 
over-exploration we use the Max-Boltzmann (Max-random) distribution for Q-values (HQ-
values). These distributions also make it easy to reduce the relative weight of exploration (as 
opposed to exploitation): to obtain a deterministic policy at the end of the learning process, 
we increase P m a l during learning until it finally achieves a maximum value. 
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Selecting actions according to the traditional Boltzmann distribution causes the following 
problems: (1) It is hard to find good values for the temperature parameter. (2) The degree of 
exploration depends on the Q-values: actions with almost identical Q-values (given a certain 
input) will be executed equally often. For instance, suppose a sequence of 5 different states 
in a maze leads to observation sequence 0\ — 0\ — 0\ — 0\ — 0\, where 0\ represents a single 
observation. Now suppose there are almost equal Q-values for going west or east in response 
to 0\. Then the Q-updates will hardly change the differences between these Q-values. The 
resulting random walk behavior will cost a lot of simulation time. 

For R P training we prefer the Max-Boltzmann rule instead. It focuses on the greedy 
policy and only explores actions competitive with the optimal actions. Subgoal exploration 
is less critical though. The Max-random subgoal exploration rule may be replaced by the 
Max-Boltzmann rule or others. 

U s i n g ga te -va lues . The shown learning rules are almost the same as for conventional 
Q-learning, but since we use a multiple agent system, the task of one particular agent is 
usually not fixed during the learning process. As long as different subgoals of previous agents 
are tried out, the subtask of an agent changes. Since during the learning process subgoals of 
agents are generated stochastically, we must take care that an agent focuses on the subtask 
which it has to carry out most of the times. We can do this by using little exploration, but 
also by constructing a learning rule which uses the probabilities of the generated subgoals 
of previous agents to determine the magnitude (size) of parameter changes for each learning 
step. We can do this by computing gate-values gi which stand for the probability tha t the 
current sequence of i — 1 subgoals is selected: 

91 <- 1.0, 

because before agent 1 is made active, no subgoals are selected. 

g i + 1 <- f f i P
f f «-( 0 j ) , 

which means that the gate-value for agent i + 1 is equal to the gate-value for agent i mul
tiplied with the probability that agent i has chosen its particular subgoal. For Max-random 
exploration PH®(OJ) = Pmax + 1~\QI°* if subgoal Oj has maximal HQ-value (we add the prob
ability of selecting the max-subgoal to the probability of randomly selecting the subgoal) and 
PH®(oj) = 1 ~ I Q | " 1 otherwise. These gate-values are then multiplied with the learning rate 
to determine the size of each learning step. Note that we make a independency assumption 
among subgoals to keep the system simpler. It might be t rue that different sequences of 
subgoals lead to the same system-state, just like in normal Q-learning different sequences of 
actions might lead to the same environmental state, but in the general case it is impossi
ble to calculate all the different combinations of the subgoals which result in the obtained 
systemstate. We will call HQ-learning with the gate-values HQG-learning. 

6.2.3 Exper iments 

We tested our system on three tasks in partially observable environments. The first task is 
comparatively simple — it will serve to exemplify how HQ discovers and stabilizes appropriate 
subgoal combinations. It requires finding a path from star t to goal in a partially observable 
10 x 10-maze, and can be collectively solved by three or more agents. We study system 
performance as more agents are added. The second, quite complex task involves finding a 
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Figure 6.6: A partially observable maze. The task is to find a path leading from start S to 
goal G. The optimal solution requires 28 steps and at least three reactive agents. The figure 
shows a possible suboptimal solution that costs 30 steps. Asterisks mark appropriate subgoals. 

key which opens a door blocking the pa th to the goal. The optimal solution (which requires 
at least 3 agents) costs 83 steps. The third task shows tha t HQG-learning can be used for 
inductive transfer — problem solving knowledge acquired in one task can be used to speed-up 
solving another, similar, but more complex task. 

Learning t o Solve a Part ia l ly Observable M a z e 

Task. The first experiment involves the partially observable maze shown in Figure 6.6. 
The system has to discover a pa th leading from start position S to goal G. There are four 
actions with obvious semantics: go west, go north, go east, go south. 16 possible observations 
are computed by adding the "field values" of blocked fields next to the agent's position, 
where the field value of the west, north, east, and south field is 1, 2, 4, and 8, respectively — 
the agent can only "see" which of the 4 adjacent fields are blocked. Although there are 62 
possible agent positions, there are only 9 highly ambiguous inputs. (Not all of the 16 possible 
observations can occur in this maze. This means that the system may occasionally generate 
unsolvable subgoals, such that control will never be transferred to another agent.) There is 
no deterministic, memory-free policy for solving this task. Stochastic memory-free policies 
(such as the one described in Jaakkola, Singh and Jordan, 1995) will also perform poorly. For 
instance, input 5 stands for "fields to the left and to the right of the agent are blocked". The 
optimal action in response to input 5 depends on the subtask: at the beginning of a trial, it 
is "go nor th" , later "go south", near the end, "go north" again. Hence at least three reactive 
agents are necessary to solve this POMDP. 

R e w a r d funct ion . Once the system hits the goal it receives a reward of 100. Otherwise 
the reward is zero. The discount factor 7 = 0.9. 

P a r a m e t e r s and e x p e r i m e n t a l s e t - u p . We compare systems with 3, 4, 6, 8, and 12 
agents and noise-free actions. We also compare systems with 4, 8, and 12 agents whose actions 
selected during learning/test ing are replaced by random actions with probability 10%. One 
experiment consists of 100 simulations of a given system. Each simulation consists of 20,000 
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Figure 6.7: left: HQ-learning results for the partially observable maze, for 3, 4, 6, 8, and 12 

agents. We plot average test run length against trial numbers (means of 100 simulations). 

The system almost always converges to near-optimal solutions. Using more than the required 

3 agents tends to improve performance. Right: results for 4, 8, and 12 agents whose actions 

are corrupted by 10% noise. In most cases they find the goal, although noisy actions decrease 

performance. 

trials. Tmax is 1000. After every 500th trial there is a test run during which actions and 
subgoals with maximal table entries are selected (Pmax is s e t to 1.0). If the system does not 
find the goal during a test run, then the trial 's outcome is counted as 1000 steps. 

After a coarse search through parameter space, we use the following parameters for all 
experiments: Q Q = .05, CYHQ = .2, Vi : T; = . 1 , A = .9 for both HQ-tables and Q-tables. 
Pmax is s e t t o -9 an<3 linearly increased to 1.0. All table entries are initialized with 0. 

R e s u l t s . Figure 6.7A plots average test run length against trial numbers. Within 20,000 
trials most systems almost always find near-optimal deterministic policies. Consider Table 
6.1. The largest systems are always able to decompose the P O M D P into a sequence of R P P s . 
The average number of steps is close to optimal. In approximately 1 out of 8 cases, the 
optimal 28-step pa th is found. In most cases one of the 30-step solutions is found. Since the 
number of 30-step solutions is much larger than the number of 28-step solutions (there are 
many more appropriate subgoal combinations), this result is not surprising. 

Systems with more than 3 agents are performing bet ter — here the system profits from 
having more free parameters. More than 6 agents do not help though. All systems perform 
significantly bet ter than the random system, which finds the goal in only 19% of all 1000 step 
trials. 

In case of noisy actions (the probability of replacing a selected action by a random action 
is 10%), the systems still reach the goal in most of the simulations (see Figure 3B). In the 
final trial of each simulation, systems with 4, 8, and 12 agents find the goal with probabilities 
of 86, 87, and 84 percent, respectively. There is no significant difference between smaller and 
larger systems. 
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System Av. steps ] (%) Goal Av. sol. (%) Optimal 

3 agents 263 76 30 3 

4 agents 60 97 31 6 

6 agents 31 100 31 14 

8 agents 31 100 31 12 

12 agents 32 100 32 6 

4 agents 10% noise 177 86 43 2 

8 agents 10% noise 166 87 41 2 

12 agents 10% noise 196 84 43 0 

Random 912 19 537 0 

Table 6.1: HQ-learning results for random actions replacing the selected actions with proba

bility 0% and 10%. All table entries refer to the final test trial. The 2nd column lists average 

trial lengths. The 3rd column lists goal hit percentages. The 4th column lists average path 

lengths of solutions. The 5th column lists percentages of simulations during which the optimal 

path is found. 

We also studied how the system adds agents during the learning process. The 8-agent 
system found solutions using 3 (4, 5, 6, 7, 8) agents in 8 (19, 16, 17, 21, 19) simulations. 
Using more agents tends to make things easier. During the first few trials 3 agents were used 
on average, during the final trials 6. Less agents tend to give bet ter results, however. Why? 
Systems that fail to solve the task with few subgoals start using more subgoals until they 
become successful. But the more subgoals there are, the more possibilities to compose paths, 
and the lower the probability of finding a shortest pa th in this maze. 

E x p e r i m e n t a l ana lys i s . How does the (3-agent) system discover and stabilize subgoal 
combinations (SCs)? The only optimal 28-step solution uses observation 2 as the first subgoal 
(5th top field) and observation 9 as the second (southwest inner corner). There are several 
30-step solutions, however — e.g., SCs (3, 12), (2, 12), (10, 12). 

Figure 6.8 shows how SCs evolve by plotting them every 10 trials (observation 16 stands 
for an unsolved subgoal). The first 10,000 SCs are quite random, and the second agent often 
is not able to achieve its subgoal at all. Later, however, the system gradually focuses on 
successful SCs. Although useful SCs are occasionally lost due to exploration of alternative 
SCs, near simulation end the system converges to SC (3, 12). 

The goal is hardly ever found prior to trial 5200 (the Figure does not show this). Then 
there is a sudden j u m p in performance — most later trials cost just 30 steps. From this 
moment on observation 12 is used as second subgoal in more than 95% of all cases, and the 
goal is found in about 85%. The first subgoal tends to vary among observations 2, 3 and 
10. Finally, around 16,000 trials, the first subgoal settles down on observation 3, although 
observation 2 would work as well. 

T h e K e y and t h e D o o r 

Task. The second experiment involves the 26 x 23 maze shown in Figure 6.9. Start ing 
at S, the system has to (1) fetch a key at position K, (2) move towards the "door" (the 
shaded area) which normally behaves like a wall and will open (disappear) only if the agent 
is in possession of the key, and (3) proceed to goal G. There are only 11 different, highly 
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3-agent system 
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1 Z ~ ~ T T - ^ Ó Subgoal 2 

Figure 6.8: Subgoal combinations (SCs) generated by a 3-agent system, sampled at intervals 
of 10 trials. Initially many different SCs are tried out. After 10,000 trials HQ explores less 
and less SCs until it finally converges to SC (3, 12). 

ambiguous inputs; the key (door) is observed as a free field (wall). The optimal pa th takes 
83 steps. 

R e w a r d funct ion . Once the system hits the goal, it receives a reward of 500. For all 
other actions there is a reward of-0 .1 . There is no additional, intermediate reward for taking 
the key or going through the door. The discount factor 7 = 1.0. 

P a r a m e t e r s . The experimental set-up is analogous to the one in section 3.1. We use 
systems with 3, 4, 6 and 8 agents, and systems with 8 agents whose actions are corrupted by 
different amounts of noise (5%, 10%, and 25%). aQ = .05, aHQ = .01 Vi : T; = .2. Pmax is 
linearly increased from .4 to .8. Again, A = .9 for both HQ-tables and Q-tables, and all table 
entries are zero-initialized. One simulation consists of 20,000 trials. 

R e s u l t s . We first ran 20,000 thousand-step trials of a system executing random actions. 
It never found the goal. Then we ran the random system for 3000 10,000 step trials. The 
shortest pa th ever found took 1,174 steps. We observe: goal discovery within 1000 steps (and 
without "action penalty" through negative reinforcement signals for each executed action) is 
very unlikely to happen. 

Figure 6.10A and Table 6.2 show HQ-learning results for noise-free actions. Within 20,000 
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Figure 6.9: A partially observable maze containing a key K and a door (grey area). Starting 
at S, the system first has to find the key to open the door, then proceed to the goal G. The 
shortest path costs 83 steps. This optimal solution requires at least three reactive agents. The 
number of possible world states is 960. 
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Figure 6.10: left: HQ-learning results for the "key and door" problem. We plot average test 
run length against trial number (means of 100 simulations). Within 20,000 trials systems 
with 3 (4, 6 and 8) agents find good deterministic policies in 85% (96%, 96% and 99%) of the 
simulations. Right: HQ-learning results with an 8 agent system whose actions are replaced by 
random actions with probability 5%, 10%, and 25%. 

trials good, deterministic policies are found in almost all simulations. Optimal 83 step paths 
are found with 3 (4, 6, 8) agents in 8% (9%, 8%, 6%) of all simulations. During the few runs 
that did not lead to good solutions the goal was rarely found at all. This reflects a general 
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System Av. steps (%) Goal Av. sol. (%) Optimal 

3 agents 224 85 87 8 
4 agents 126 96 90 9 
6 agents 127 96 91 8 
8 agents 101 99 92 6 
8 agents (5% noise) 360 92 304 0 
8 agents (10% noise) 399 90 332 0 
8 agents (25% noise) 442 84 336 0 
Random *9310 19 6370 0 

Table 6.2: Results of 100 HQ-learning simulations for the "key and door" task. All table 
entries refer to the final test trial. The second column lists average trial lengths. The third 
lists goal hit percentages. The fourth lists average path lengths of solutions. The fifth lists 
percentages of simulations during which the optimal 83 step path was found. HQ-learning 
could solve the task with a limit of 1000 steps per trial. Random search needed a 10,000 step 
limit. 

problem: in the P O M D P case exploration issues are trickier than in the M D P case — much 
remains to be done to bet ter understand them. 

If random actions are taken in 5% (10%, 25%) of all cases, the 8 agent system still finds 
the goal in 92% (90%, 84%) of the final trials (see table 6.2). In many cases long paths (300 
- 700 steps) are found. The best solutions use only 84 (91, 118) steps, though. Interestingly, 

a little noise (e.g. 5%) decreases performance a lot, but much more noise does not lead to 
much worse results. 

I n d u c t i v e transfer 

Partial observability is not always a big problem. For example, it may facilitate generalization 
and knowledge transfer, if different world states leading to similar inputs require similar 
treatment. In the next experiment, we exploit this potential for incremental learning: the 
system learns to transfer knowledge from a relatively simple maze's solution to a more complex 
one's. 

Task. First the system is trained to solve the maze from the first experiment (see Figure 
6.6). After 20,000 trials, the system is placed in the more complex maze shown in Figure 
6.11(A), without resetting its Q- and HQ-tables. Then we spend an additional 20,000 trials on 
solving the second maze. We compare the results to those obtained by learning from scratch 
(using only the more difficult maze for training). 

R e w a r d funct ion . Once the system hits the goal, it receives a reward of 200. Once it 
bumps against a wall, the reward is -2.0. All other actions are penalized by negative reward 
-0.1. The discount factor 7 is 1.0. 

P a r a m e t e r s and e x p e r i m e n t a l s e t - u p . We test systems with 6 and 8 agents for both 
transfer learning and learning from scratch. We use HQG, the gate-based HQ system which 
leads to more stable learning performance which is an advantage for incremental learning, 
although the learning rate is slightly lower and it finds optimal policies less often. 

One experiment consists of 100 simulations of a given system. The maximal number of 
steps per trial is 1000. Every 200 trials there is a test run. 

After a coarse search through parameter space, we use the following parameters for all 
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competitors: aQ = 0.04, aHQ = 0.01, Vi : T{ = 0.5, A = 0.9 for bo th HQ-tables and Q-tables. 
Pmax is linearly increased from 0.6 in the beginning to 0.9 at the end of the first maze and 
then from 0.9 to 1.0 at the end of the simulation (now consisting of 40,000 trials, instead 
of 20,000). For systems which learn from scratch, Pmax is linearly increased from 0.6 in the 
beginning to 1.0 at the end of a simulation (also consisting of 40,000 trials). 

i n ^ M M Qu 
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RESULTS WITH KNOWLEDGE TRANSFER 

0 8<XX> 1«XH> 24<XX) 32(HX) 4(XXX) 

nr epochs 

Figure 6.11: (A) The system is first trained on the maze from Figure 6.6, then moved to the 

similar, but more complex, partially observable maze depicted above. There are 11 possible 

ambiguous observations. The optimal solution costs ^7 steps. (B) HQ-learning results for 

the incremental learning task for 6 and 8 agents, with and without knowledge transfer. The 

transfer-based systems are trained f or 20,000 trials on the maze from Figure 6.6. Then they are 

moved to the maze from Figure 6.11(A), for which they have to learn additional observation-

action pairs. We plot average test run length against trial (epoch) numbers. After being 

primed by the first task, the system quickly learns good policies for the second maze. 

R e s u l t s . Figure 6.11(B) plots average test run length against trial numbers, for systems 
with and without knowledge transfer. The plot shows performance on the more complex maze, 
except for the first 20,000 trials of transfer-based systems, which correspond to performance 
on the simpler maze. All systems almost always find near-optimal deterministic policies. 
Transfer-based systems with 6 and 8 agents find deterministic policies leading to the goal 
in 99%, and 100% of the simulations, respectively. Both systems that learn from scratch 
find good deterministic policies in 95% of the simulations. Obviously, knowledge transfer is 
beneficial: the system quickly refines solutions to the first partially observable maze to obtain 
good solutions for the second maze. For instance, after being moved to the second maze, the 
8-agent system has found 75 (90, 100) times a good solution after 600 (1,800, 8,800) trials. 
Average trial length after 20,000 trials in the second maze is 59 steps, whereas the optimal 
solution requires 47 steps (the worst solution ever found requires 83 steps). Note that the 
system often does not immediately find the solution to the new maze. This is largely due to 
the new observation in the left corridor for which a new action (go-north) has to be learned. 

Why does the system not always find optimal solutions, but sometimes gets stuck in 
"local maxima"? One reason may be that "local maxima" are close to global maxima: the 
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cumulative discounted reward for a 47-step solution is 195.4 at the s tar t ing state, whereas 

the cumulative reward for a 83-step solution is only slightly less, namely 191.8. 

6 . 2 . 4 D i s c u s s i o n 

H Q ' s advantages . 

1. Most P O M D P algorithms need a priori information about the PO MD P, such as the 
total number of environmental states, the observation function, or the action model. 
HQ does not. HQ only has to know which actions can be selected. 

2. Unlike "history windows", HQ-learning can in principle handle arbitrary time lags be
tween events worth memorizing. To focus this power on where it is really needed, short 
history windows may be included in the agent inputs to take care of the shorter t ime 
lags. This, however, is orthogonal to HQ's basic ideas. 

3. To reduce memory requirements, HQ does not explicitly store all experiences with differ
ent subgoal combinations. Instead it estimates the average reward for choosing particu
lar subgoal /RP combinations, and stores its experiences in a single sequence of Q- and 
HQ-tables. These are used to make successful subgoal /RP combinations more likely. 
HQ's approach is advantageous in case the P O M D P exhibits certain regular structure: 
if one and the same agent tends to receive R P P s achievable by similar RPs then it can 
"reuse" previous R P P solutions. 

4. HQ-learning can immediately generalize from solved P O M D P s to "similar" P O M D P s 
containing more states but requiring identical actions in response to inputs observed 
during subtasks (see the third experiment). 

H Q ' s c u r r e n t l imi ta t ions . 

1. Like Q-learning, HQ-learning allows for representing RPs and subgoal evaluations by 

function approximators other than look-up tables. We have not implemented this com

bination, however. 

2. An agent's current subgoal does not uniquely represent previous subgoal histories. This 
means that HQ-learning does not really get rid of the "hidden state problem" (HSP). 
HQ's HSP is not as bad as Q's, though. Q's is that it is impossible to build a Q-
policy that reacts differently to identical observations, which may occur frequently. 
Appropriate HQ-policies, however, do exist. 

To deal with this HSP one might think of using subgoal trees instead of sequences. All 
possible subgoal sequences are representable by a policy tree whose branches are labeled 
with subgoals and whose nodes contain RPs for solving R P P s . Each node stands for 
a particular history of subgoals and previously solved subtasks — there is no HSP any 
more. Since the tree grows exponentially with the number of possible subgoals, however, 
it is practically infeasible in case of large scale POMDPs . 

3. In case of noisy observations transfer of control may happen at inappropriate times. A 
remedy may be to use more reliable inputs combining successive observations. 
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4. In case of noisy actions, an inappropriate action may be executed right before or after 
passing control. The resulting new subtask may not be solvable by the next agent's RP. 
A remedy similar to the one mentioned above may be to represent subgoals as pairs of 
successive observations. Another possibility is to create an architecture which allows 
for returning control. 

5. If there are many possible observations then subgoals will be tested infrequently. This 
may delay convergence. To overcome this problem one might either try function approx
imators instead of look-up tables or let each agent generate a set of multiple, alternative 
subgoals. In the latter instance, once a subgoal in the set is reached, control is trans
ferred to the next agent. 

6. HQ has a severe exploration problem. It relies on random walk behavior for finding 
the goal the first t ime, which can be quite expensive for some problems — in the worst 
case the agents needs exponential search time (Whitehead, 1992). Using action-penalty 
or counting methods for P O M D P s may result in even worse, cyclic, behavior. Thus, 
bet ter ways should be found for P O M D P exploration. Possibilities include selecting a 
consistent action for the same observation so tha t e.g. counting can be used or using 
policy trees (as mentioned above) so that the HSP completely disappears. It remains 
a challenging issue to find exploration algorithms which work well for a large variety of 
P O M D P s and algorithms solving them, however. 

6.3 Related Work 

Other authors proposed hierarchical reinforcement learning techniques, e.g., Schmidhuber 
(1991b), Singh (1992), Dayan and Hinton (1993), T h a m (1995), Sut ton (1995b), and Thrun 
and Schwartz (1995). Their methods, however, have been designed for MDPs. Since the 
current focus is on P O M D P s , this section is limited to a summary of previous P O M D P 
approaches and methods related to HQ due to their use of abstract behaviors instead of only 
single actions. 

Recurrent neural ne tworks . Schmidhuber (1991c) uses two interacting, gradient-based 
recurrent networks for solving POMDPs . The "model network" serves to model (predict) the 
environment, the other one uses the model net to compute gradients maximizing reinforcement 
predicted by the model (this extends ideas by Nguyen and B. Widrow, 1989; and Jordan and 
Rumelhart , 1990). To our knowledge this work presents the first successful reinforcement 
learning application to simple non-Markovian tasks (e.g., learning to be a flipflop). Lin 
(1993) also uses combinations of controllers and recurrent nets. He compares time-delay 
neural networks (TDNNs) and recurrent neural networks. 

Despite their theoretical power, s tandard recurrent nets run into practical problems in 
case of long time lags between relevant input events. Although there are recent a t t empts at 
overcoming this problem for t ime series prediction (e.g., Schmidhuber 1992; Hihi and Bengio 
1996; Hochreiter and Schmidhuber 1997; Lin, Home and Giles 1996). In general, learning to 
control is also more complex, since the system does not only have to predict, but also make 
the right choices. Another important difference is that the system itself is responsible for 
the generated trajectories. Therefore if some trajectories need little memory, whereas other, 
better, trajectories need more memory, the latter may have much smaller probability of being 
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found. Furthermore, exploration and system adaptions can cause previously acquired memory 
to become useless, since trajectories may change significantly. 

M a p learning. An altogether different approach for solving P O M D P s is to learn a map of 
the environment. This approach is currently considered very attractive, and especially suitable 
for navigating mobile robots, where the agent has a priori information about the result of its 
actions (the odometry is known). Thrun (1998) successfully applies a map-learning algorithm 
to his robot Xavier, which first learns a grid-based map of an office building environment and 
then compiles this grid-based map into a topological map to speed up goal directed planning. 

Map learning approaches may suffer when state uncertainty and odometry errors are large, 
however. Therefore, some mobile robots are equipped with multiple sensors, and inputs from 
these sensors are combined to decrease the uncertainty about the state. Van Dam (1998) 
describes techniques for fusing the da ta from different sources in order to learn environmental 
models. 

Bayse, Dean and Vitter (1997) discuss the complexity of map learning in uncertain en
vironments. If there is no uncertainty (in observations or actions) in the environment, then 
map learning is simple — we can just try all unexplored edges. In case of uncertainty in 
both actions and observations, they prove the existence of PAC algorithms, but restrict the 
environment in two ways: (1) the agent needs to know the direction in which it went after 
executing an action, although it does not have to know to which (unintended) state it went 
(this is needed for being able to find the way back), and (2) there should exist some set of 
landmarks (with unique observations). 

H i d d e n Markov M o d e l s . McCallum's utile distinction memory (1993) is an extension of 
Chrisman's perceptual distinctions approach (1992), which combines Hidden Markov Models 
(HMMs) and Q-learning. The system is able to solve particular small, noisy P O M D P s by 
splitting "inconsistent" HMM states whenever the agent fails to predict their utilities (but 
instead experiences quite different returns from these states). The approach cannot solve 
problems in which conjunctions of successive perceptions are useful for predicting reward 
while independent perceptions are irrelevant. HQ-learning does not have this problem — it 
deals with perceptive conjunctions by using multiple agents if necessary. 

Bel i e f s t a t e . Some authors have proposed speeding up computing solutions to P O M D P s 
using belief states by using function approximators. Boutilier and Poole (1996) use Bayesian 
networks to represent POMDPs , and use these more compact models to accelerate policy 
computation. Parr and Russell (1995) use gradient descent methods on a continuous rep
resentation of the value function, although the use of a function approximator makes their 
method an heuristic algorithm. Their experiments show significant speed-ups on certain small 
problems. D'Ambrosio (1996) uses /^-abstraction to discretize belief s tate space and then uses 
Q-learning to learn value functions. He shows how his algorithm can find solutions to diag
nosis problems containing 256 states. A belief network is used for modeling the problem. 
The results show that the method can quickly improve its policy, although the success of the 
algorithm may heavily depend on the amount of uncertainty the agent has about the t rue 
state. 

M e m o r y b i t s . Li t tman (1994) uses branch-and-bound heuristics to find suboptimal 
memoryless policies extremely quickly. To handle mazes for which there is no safe, determin
istic, memoryless policy, he replaces each conventional action by two actions, each having the 
additional effect of switching a "memory bit" on or off. Good results are obtained with a toy 
problem. Thus, the method directly searches in policy space. It may have problems if only 
few deterministic policies will lead to the goal. Therefore to better evaluate policies, Li t tman 
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started the agent from each possible initial state. 
Cliff and Ross (1994) use Wilson's (1994) classifier system (ZCS) for P O M D P s . There 

are memory bits which can be set and reset by actions. ZCS is trained by bucket-brigade and 
genetic algorithms. The system is reported to work well on small problems but to become 
unstable in case of more than one memory bit. Also, it is usually not able to find optimal 
deterministic policies. Wilson (1995) recently described a more sophisticated classifier system 
which uses prediction accuracy for calculating fitness, and a genetic algorithm working in 
environmental niches. His s tudy shows that this makes the classifiers more general and more 
accurate. 

Mart in (1998) also used memory bits in his system Candide, which could be put on or off 
independently by different actions. He used Q( l ) and Monte Carlo experiments to evaluate 
actions, and was quite successful in solving large deterministic P O M D P s . He used a clever 
exploration method which did not allow the agent to choose a different action for a specific 
observation if tha t observation is seen multiple times in an experiment. 

One possible problem with memory bits is tha t tasks such as those in Section 6.2.3 require 
(1) switching on/off memory bits at precisely the right moment, and (2) keeping them switched 
on/off for long times. During learning and exploration, however, each memory bit will be very 
unstable and change all the time — algorithms based on incremental solution refinement will 
usually have great difficulties in finding out when to set or reset it. Even if the probability of 
changing a memory bit in response to a particular observation is low it will eventually change 
if the observation is made frequently. Like HQ-learning, Candide did not suffer a lot from 
such problems. These systems take care that the internal memory is not changed too often, 
which makes them much more stable. 

P r o g r a m evo lu t ion w i t h m e m o r y cel ls . Certain techniques for automatic program 
synthesis based on evolutionary principles can be used to evolve short- term memorizing pro
grams that read and write memory cells during runtime (e.g., Teller, 1994). A recent such 
method is Probabilistic Incremental Program Evolution (P IPE — Salustowicz and Schmid-
huber, 1997). P I P E iteratively generates successive populations of functional programs ac
cording to an adaptive probability distribution over all possible programs. On each iteration 
it uses the best program to refine the distribution. Thus it stochastically generates bet ter and 
better programs. A memory cell-based P I P E variant has been successfully used to find well 
performing stochastic policies for partially observable mazes. On serial machines, however, 
their evaluation tends to be computationally much more expensive than HQ. 

Learning po l icy t rees . Ring's system (1994) constructs a policy tree implemented in 
higher order neural networks. To disambiguate inconsistent states, new higher-level nodes are 
added to incorporate information hidden "deeper" in the past . The system is able to quickly 
solve certain non-Markovian maze problems but often is not able to generalize from previous 
experience without additional learning, even if the optimal policies for old and new task are 
identical. HQ-learning, however, can reuse the same policy and generalize well from previous 
to "similar" problems. 

McCallum's U-tree (1996) is quite similar to Ring's system. It uses prediction suffix trees 
(see Ron, Singer and Tishby, 1994) in which the branches reflect decisions based on current or 
previous inputs/act ions. Q-values are stored in the leaves. Statistical tests are used to decide 
whether groups of instances in a leave correspond to significantly different utility estimates. 
If so, the cluster is split. McCallum's recent experiments demonstrate the algorithm's ability 
to control a simulated car by learning to switch lanes on a highway-task involving a huge 
number of different inputs while still containing hidden state. 
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Another problem with Ring's and McCallum's approaches is that they have to store the 
whole sequence of observations and actions. Hence for large "time windows" used for sampling 
observations, the methods will suffer from space limitations. 

Cons i s t en t R e p r e s e n t a t i o n s . Whitehead (1992) uses the "Consistent Representation 
(CR) Method" to deal with inconsistent internal states which result from "perceptual alias
ing" . CR uses an "identification stage" to execute perceptual actions which collect the infor
mation needed to define a consistent internal state. Once a consistent internal s tate has been 
identified, actions are generated to maximize future discounted reward. Both identifier and 
controller are adaptive. One limitation of his method is that the system has no means of re
membering and using any information other than that immediately perceivable. HQ-learning, 
however, can profit from remembering previous events for very long time periods. 

Lev in Search. Wiering and Schmidhuber (1996) use Levin search (LS) through program 
space (Levin, 1973) to discover programs computing solutions for large P O M D P s . LS is of 
interest because of its amazing theoretical properties: for a broad class of search problems, 
it has the optimal order of computational complexity. For instance, suppose there is an 
algorithm that solves a certain type of maze task in 0(ro3) steps, where n is a positive 
integer representing the problem size. Then LS will solve the same task in at most 0(n3) 
steps. Wiering and Schmidhuber show that LS supplied with a set of conditional plans 
(abstract behaviors) can solve very large P O M D P s for which the algorithmic complexity (Li 
and Vitânyi, 1993) of the solutions is low. 

Succes s -S tory A l g o r i t h m . Wiering and Schmidhuber (1996) also extend LS to obtain 
an incremental method for generalizing from previous experience ("adaptive LS"). To guar
antee that the lifelong history of policy changes corresponds to a lifelong history of reinforce
ment accelerations, they use the success-story algorithm (SSA, e.g., Schmidhuber, Zhao and 
Schraudolph 1997a; Zhao and Schmidhuber 1996, Schmidhuber, Zhao and Wiering 1997b). 
This can lead to further significant speed-ups. SSA is actually not LS-specific, but a general 
approach that allows for plugging in a great variety of learning algorithms. For instance, 
in additional experiments with a "self-referential" system tha t embeds its policy-modifying 
method within the policy itself, SSA is able to solve huge P O M D P s using the proper initial 
bias (Schmidhuber et al. 1997a). 

U s i n g mul t ip l e abstract behav iors 

Using abstract behaviors instead of single actions makes it possible to plan on a higher level 
and compress solutions, thereby facilitating policy construction considerably. Some early 
work in this direction has been performed by Singh (1992) who developed compositional un
learning. Other early work was done by Thrun (1995) who developed Skills, a system which 
was able to learn and reuse particular reactive policies. HQ-learning went a step beyond these 
approaches, however, since it showed how abstract behaviors could directly learn from the 
Q-values of subsequent behaviors without taking single action values into account. 

Like HQ-learning, Humphrys ' W-learning (1996) uses multiple agents which use Q-learning 
to learn their own behaviors. A major difference is that his agents ' skills are prewired — dif
ferent agents focus on different input features and receive different rewards. "Good" reward 
functions are found by genetic algorithms. An important goal is to learn which agent to select 
for which part of the input space. Eight different learning methods implementing cooperative 
and competitive strategies are tested in a rather complex dynamic environment, and seem to 
lead to reasonable results. 
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Digney (1996) describes a nested Q-learning technique based on multiple agents learning 
independent, reusable skills. To generate quite arbitrary control hierarchies, simple actions 
and skills can be composed to form more complex skills. Learning rules for selecting skills 
and for selecting actions are the same, however. This may make it hard to deal with long 
reinforcement delays. In experiments the system reliably learns to solve a simple maze task. 

Sutton, Precup and Singh (1998) and also Parr and Rüssel (1997) discuss approaches based 
on using abstract behaviors for speeding up finding solutions to Markov decision problems. 
Using Sutton 's terminology here, these systems consist of options (abs t rac t /macro actions) 
instead of single step actions, which are associated with a termination condition. Executing 
an option can take a variable amount of t ime, and that is why the problems are modeled 
as semi-Markov decision processes. Precup, Sutton and Singh (1998) prove tha t RL with 
options still converges, as long as we can guarantee tha t options stop. Results with Q-learning 
and abstract behaviors show that their methods significantly speed up policy construction. 
Although these approaches have not yet been used for solving P O M D P s , the use of options 
could, just like HQ's subgoals, get rid of a lot of hidden state. 

Mart in (1998) developed Candide, a system which first uses Q(l)- learning to learn a set 
of behaviors, after which the system learns to hierarchically compose them to learn to solve 
more difficult problems. By first teaching the system a set of basic tasks, it was later able to 
learn to combine them in general policies for solving quite difficult block world problems. 

Dietterich (1997) developed the MAXQ value function decomposition method for hier
archical reinforcement learning. It also consists of multiple abstract behaviors which are 
combined through learning Q-nodes in a policy tree. Each Q-node determines which branch 
of the tree is selected, and is followed by a primitive action (possibly an abstract behavior) 
and a descendant if the node is not a leave node. In this way, highly complex behaviors can 
be learned by first engineering (by hand) useful abstract policy trees and then learning the 
Q-values. 

The difference of these approaches compared to HQ-learning, is tha t HQ-learning learns to 
decompose the task into subtasks and at the same time learns behaviors solving the subtasks 
without a priori knowledge about the tasks. If solutions do not work, HQ-learning will 
change subtasks and try to learn new behaviors solving them. Most other systems use either 
a prewired hierarchical decompositions or prewired skills which makes learning faster, bu t 
requires human engineering. 

HQ-learning can also be seen as a system which combines learning a s tructure and the 
parameters of the structure. The structure is adapted to make learning the parameters easier. 
Learned parameters which work well ensure that the s tructure will remain more stable. In this 
way, the coupled system can have advantages compared to other one-sided learning systems. 
E.g. we also tried using a prewired subtask decomposition so that only policies needed to be 
learned. For this we used the first maze (Figure 6.6) and used the subgoals belonging to the 
decomposition of the optimal pa th (SCs 2 and 8). Surprisingly this resulted in worse training 
performance than learning the decomposition at the same time. This might be explained 
by the fact that the number of goal-finding solutions had become much smaller than tha t of 
the coupled system.. Furthermore, the agent was restricted to learning the optimal solution. 
Therefore its learning dynamics suffered from the additional constraints. 
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6.4 Conclusion 

P O M D P s are a difficult class of problems. Exact algorithms for solving them are infeasible 
for large problems, and most heuristic methods do not scale up very well. We developed a 
new algorithm, HQ-learning, which is based on learning to decompose a problem into a set 
of smaller problems solvable by different learning agents. This method has been shown to 
solve a number of semi-large, deterministic POMDPs . Since HQ scales up with the number of 
required agents and not with the number of states, it can in theory solve very large P O M D P s 
for which there exist low complexity solutions. HQ does not solve all problems: in particular 
it has problems with uncertainty in the actions and observations, although it may still find 
competitive solutions for such problems. HQ-learning also supposes a fixed start ing state 
which is another limitation. 

P O M D P algorithms are based on the construction of an internal s tate (IS) based on the 
sequence of observations. Efficient P O M D P algorithms should therefore focus themselves 
on controlling the dynamics of their internal state. Based on recollected experiences, an 
algorithm could try to transform its IS using mental actions. If an algorithm could learn 
to control these mental actions, an agent might be able to learn the skill of reflection. The 
importance of reflection for intelligent behavior may be clear, but many problems remain to 
be solved until it becomes realistic. One important question is how mental states can be 
constructed as long as they are not automatically associated with obtaining reward. 

Finally, there is a need for algorithms which can explore P O M D P s more efficiently. Even 
map learning algorithms usually rely on random walk behavior for finding some landmark 
state (Bayse et al., 1997). As long as exploration issues are not resolved, we cannot expect 
to obtain efficient heuristic methods for a large number of P O M D P s . 

Reinforcement learning approaches using the construction of a priori policy trees or ab
stract behaviors can play an important role for solving more difficult RL problems. Current 
investigations in this direction are already being made on a variety of problems and show 
promising results, e.g., (Sutton et al., 1998; Dietterich, 1997). HQ is related to such methods 
as well as to exact policy tree construction methods (Kaelbling et al., 1995), since it allows 
for using policy trees where each node is represented as a behavior (reactive policy) and tran
sitions between nodes are stored by subgoals (observations). Thus, HQ-learning can store the 
optimal policy for P O M D P s given a unique initial belief state. Furthermore, HQ can allow 
for compression of policy trees, since often the same action for a particular observation may 
be optimal in a large region of the state space. Using policy nodes with M subgoals per 
policy (transitions from one node to the next), we might be able to decrease the complexity 
of (naive) exact algorithms from 0 ( | A | l 0 ' T ) to 0 ( |A | l ° l M ), where K is the length of the 
(longest) subgoal sequence. We can see the large gain in case the horizon (T) is large and the 
number of subgoals (M) and the length of subgoal sequences (K) is small. More investigation 
is needed to combine policy nodes with such exact algorithms, however. 
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