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Chapter 8 

Conclusion 

In this final chapter we describe our contributions to different topics of interest in the rein
forcement learning field. We also describe the limitations of the proposed methods and what 
can be done to overcome these limitations. Finally, we close with some final remarks. 

8.1 Contributions 

8.1.1 Exact Algori thms for Markov Decis ion Problems 

Discussion 

First of all, we compared two dynamic programming algorithms and found that value iteration 
is faster than policy iteration for computing policies for goal directed problems. The reason 
is that policy iteration completely evaluates policies before making policy updates and that 
policies in the initial iterations generate many cycles through the state space. Such cycles 
are certainly not optimal, but do cost a lot of computation time. On the other hand, value 
iteration uses its value function directly for greedily changing the policy whenever it needs to 
be changed. In this way it quickly computes goal-directed policies which generate few cycles 
and therefore it can stop evaluating policies much earlier. We conclude that methods profit 
from immediately using information so that policy changes are made earlier. 

Limitations 

Solving Markov decision problems with dynamic programming requires a model of transition 
probabilities and a reward function for computing policies which is often a priori not available. 
Furthermore, if there are many state variables, the computational costs become overwhelming. 
The first problem can be solved by using reinforcement learning. For solving the second 
problem we need to use function approximators which aggregate states. 

8.1.2 Reinforcement Learning 

Discussion 

We developed a novel online Q(A) algorithm which computes the same updates as previous 
(exact) online Q(A) methods, but is able to make updates in time proportional to the number 
of actions and the number of active elements of the function approximator. In the case of 
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local function approximators, e.g. lookup tables which activate a single element at each time 
step, the gain of the new method can be very large. The new algorithm is based on lazy 
learning which postpones computations until they are really needed. The novel algorithm 
was used in experiments with lookup tables for maze problems and with CMACs for learning 
to play soccer. Both applications resulted in a large speed up. 

We developed an algorithm for online multi-agent Q(A), called Team Q(A), which allows 
updat ing the Q-value of some state visited by some agent on a change of the Q-value of 
another state visited by another agent. The only thing that is required is that there exists 
a directed pa th between the states, which now may go through some crossing point between 
the trajectories of the agents. Wi th the new method, information is propagated along many 
more trajectories than would be the case if we would only update along single agent histories. 
Furthermore, the Team Q(A) algorithm can be used for assigning credit in case of general 
interactions between agents, such as passing the ball, where we would like to evaluate the 
action on the basis of what happens to the ball in the future. Although we expect the 
method to be beneficial for solving real cooperative tasks for which agents work as a group, 
experimental results in a non-cooperative maze environment did not show that Team Q(A) 
outperformed letting agents learn from their individual traces only. 

L i m i t a t i o n s 

Direct RL methods such as TD(A) and Q-learning have problems to backpropagate infor
mation over many time steps. Q-learning can only backpropagate information one step in 
the past, whereas TD(A) can in principle be used to backpropagate information over many 
time steps, but this causes a large variance in the updates (especially for stochastic problems) 
which delays the convergence of value functions. 

The Team Q(A) is able to combine traces of multiple agents, but does not take into account 
when these traces have been generated. Therefore, very old traces generated by old policies 
are used to change the current value function, which may decrease the policy's performance. 
The algorithm is also not yet made amenable for different kinds of agent interactions — the 
only kind of interaction we have implemented so far is when different agents visit the same 
state. For more general applications, the algorithm would need a definition of interaction 
points between agents. An example interaction point is a player which decides to pass the 
ball to another player. This action can be evaluated on the trace of the other agent since the 
decision of passing the ball has been made, and may be bet ter than to use the trace of the 
player itself, which may just be waiting around in the middle field after having passed the 
ball. 

O p e n p r o b l e m s 

We would like to have methods which diminish the variance of TD(A)-updates for large values 
of A. One way of doing this is to use variable A. E.g. we can detect stable landmark states 
which have been visited so often, that their path to the goal has been optimized already and 
their value is quite stable. Then we can use large A values before making a transition to them. 
We could also let the A value depend on the s tandard deviation of some state value. It is a 
question whether and how much such methods improve TD(A)'s abilities. 

It is still unclear how we can extend the Team Q(A) method to allow learning mostly from 
traces which are useful for improving the policy. For this, we would need to discard some 
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traces, while keeping others. One option to do this is to only combine traces which have not 
been generated too long ago. Another possibility is to weigh traces according to their recency. 
An open question is whether using such more sophisticated methods can really significantly 
speed up multi-agent Q(A) which uses separate traces. 

A possible large problem of multi-agent RL is when traces connect in a 1-to-many way. 
E.g. if a mother is cooking for her children, and afterwards the children get a belly-ache, 
then we should be able to trace that back to an ingredient the mother used and punish using 
that ingredient or even buying it. The problem is that in this way, the action of cooking has 
multiple future paths, since we have to take all her children into account. Therefore the future 
branches and probabilities do not sum to 1, which makes credit assignment and computing 
value functions really hard. Thus, another open problem is to find neat methods which can 
combine such multiple futures into bounded value functions. 

8 . 1 . 3 M o d e l - b a s e d R L 

D i s c u s s i o n 

In Chapter 4, we described model-based RL approaches and introduced a novel implemen
tation of the prioritized sweeping (PS) algorithm (Moore and Atkeson, 1993) which is more 
precise in calculating priorities for making different updates than the original PS . Experimen
tal results on some maze problems showed that model-based RL significantly outperformed 
direct RL. Furthermore the new PS method is more reliable and leads to better final perfor
mances than the previous PS. 

O p e n ques t ions 

The experimental result may not necessarily hold for other problems containing many possible 
outgoing transitions from each state. The price our PS has to pay for its exactness is that 
its computational efforts depend on the number of successor states, whereas the previous PS 
method is not. Therefore, it is computationally more expensive. Still, for problems with 
many successors we expect that the old PS will have much more problems in really making 
the most useful updates , since priorities are only based on a single outgoing transition. 

Another question is whether even faster management methods can be constructed. Al
though this seems difficult, different methods could use other criteria or be more careful in 
updating states which leave the relative ordering of state values and therefore the policy 
unchanged. 

Limi ta t ions 

One problem of model-based RL, is tha t it heavily relies on the Markov assumption. TD (A) 
approaches can much better evaluate a policy in case the Markov assumption is violated, 
since in case A = 1, we just test the policy according to Monte Carlo sampling. One way 
for extending world models is to use TD(A) world models which combine TD(A) with model-
based learning. Such a model may be useful for learning from learn term consequences of 
actions, although there may be many successor states so that it is uncertain whether we can 
efficiently use it for problems involving many states. 
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8 . 1 . 4 E x p l o r a t i o n 

Di scuss ion 

We described novel directed (information based) exploration methods which use a predefined 
exploration reward function for learning where to explore. Exploration reward functions are 
defined by the human engineer and determine how interesting a particular novel experience 
for an agent is. Examples of such reward functions assign penalties to s ta te /act ions which 
have occurred frequently or recently. Using such reward functions, the agent learns an explo
ration value function which allows the agent to select actions based on long term information 
gain. We used model-based RL for learning the exploration value functions and found large 
advantages compared to undirected, randomized exploration methods. Methods which only 
select actions according to information gain have as disadvantage that they do not take im
mediate problem specific rewards into account for selecting actions. To properly address the 
exploration/exploitation dilemma, we should only select actions which have some significant 
probability of belonging to the optimal policy. Therefore, we constructed model-based inter
val estimation (MBIE) which takes second order statistics into account for selecting actions. 
Since MBIE relies on initial statistics, we combined it with the directed exploration tech
niques discussed above. Experiments showed tha t MBIE was able to improve the directed 
model-based exploration methods in finding near-optimal policies, while collecting a much 
higher reward-sum during the training phase. 

O p e n p r o b l e m s 

There are still some unresolved problems in exploration. One problem is how to handle large 
or continuous state spaces for which we are never able to visit all states. For such problems 
we have to use function approximators and learn exploration functions. MBIE could then 
again be implemented by keeping track of the variance of all adjustable parameters of the 
chosen function approximator. 

Another problem is how to explore efficiently in non-stationary environments. We could 
use the recency reward rule for such environments, but how could we use the model effec
tively? Clearly, we should discount early experiences, bu t it is in general difficult to set such 
discounting parameters . Furthermore, if the environment is part ly changing, we should be 
able to find out how the environment is changing and thus our exploration policy should be 
tuned towards discovering specific changes of the environment. 

Another problem in exploration is that in some problems it may be very difficult to achieve 
any reward at all. E.g. if only very few action sequences lead to the goal state and all others 
lead to some other terminal state, then how could we find the goal at all? We can use 
exhaustive search, trying out all action sequences, but there could be exponentially many of 
them! It may be tha t the only possibility is to use a priori goal-directed knowledge in order 
to be able to efficiently find the goal. One possibility is to implement a behavior which is 
guaranteed to find the goal, although it will most probably not find a very efficient solution. 
Such a behavior could be used to generate interesting initial experiences which can then be 
used to improve the policy. This process of designing and refining is also referred to as shaping 
(Dorigo and Colombetti , 1997). 
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8 . 1 . 5 P O M D P s 

Di scuss ion 

We described P O M D P s in Chapter 6 and introduced a new algorithm, HQ-learning, for 
quickly solving some large deterministic POMDPs . HQ-learning is based on decomposing a 
problem into a sequence of reactive policy problems which are solvable by policies mapping 
observations to actions. Different policies are represented by different agents. Each agent 
learns HQ-values which determine for which observations control will be transferred to the 
next agent. HQ's memory is solely embodied in a pointer which determines which agent is 
active at the current t ime step. By using such a minimal representation for the short-term 
memory, HQ can quickly learn how to use it. 

L imi ta t ions 

HQ learning is designed for deterministic P O M D P s featuring fixed s tar t states. However, HQ 
could also be used in combination with map learning algorithms. E.g. we can learn maps 
for different regions, where transitions between regions are determined by agent transit ions. 
We could even go beyond this and hierarchically learn a map where at the lowest level we 
have detailed observation or s tate transitions and at higher levels we have transitions between 
regions. The advantage of such an approach is that hierarchical planning becomes possible 
for solving large problems. 

HQ-learning is a kind of hierarchical decomposition method, but does not learn complete 
policy-trees. It could be extended to allow for storing a whole tree containing policy nodes 
(instead of singular actions), and observation sequences as transitions. Then, a policy is 
followed for some time, after which a transition is made to another policy etc. In this way, 
ordinary policy trees of the kind described in (Kaelbling et al, 1995) may be compressed 
by allowing for collapsing multiple subsequent branches (or entire subtrees) inside a single 
reactive policy. 

HQ suffered a lot from the limited exploration capabilities. In many trials, no solution 
was found at all, since the policy was generating cycles in state space. If, however, we allowed 
our undirected exploration methods to use more randomized actions, we continually execute 
a random walk behavior and do not really test the current policy. Such a random walk is 
not a very efficient exploration technique, and neither does it make learning the policy easier. 
Therefore we should construct directed exploration methods for P O M D P s , which is difficult 
however, since the input used by the policy is usually highly ambiguous. A way to overcome 
this is to use more sophisticated representations for the internal s tate such as belief states, 
but these make policy construction hard in their own ways. 

O p e n ques t ions 

A question remains whether we should not use different methods used for combinatorial 
optimization for solving POMDPs , since P O M D P s are hard problems. E.g. we could use 
genetic algorithms (Holland, 1975), t abu search (Glover and Laguna, 1997) or the ant colony 
system (Dorigo, Maniezzo and Colorni, 1996; Dorigo and Gambardella, 1997; Gambardella, 
Taillard and Dorigo, 1997). Although currently multiple researchers s tar t applying RL for 
combinatorial combination problems (e.g. Boyan, 1997), a real comparison between them 
would be very interesting. The ant colony system is in effect a RL method and is very 
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successful solving a wide range of tasks (Dorigo and Gambardella, 1997). Since general RL 
methods are very good in dealing with stochasticity, they may finally outperform methods 
such as tabu search for dealing with complex stochastic problems. RL makes small changes 
which "on average" improve the policy. Local (greedy) search methods try out all changes 
and keep the best, but for stochastic problems they need many evaluations for testing which 
swap-move will result in the largest improvement. 

8 . 1 . 6 F u n c t i o n A p p r o x i m a t i o n 

D i s c u s s i o n 

We summarized the basics of a number of function approximators and introduced a new 
variant of the neural gas algorithm. We also described a novel combination of CMACs and 
world models and showed that CMAC-models were able to outperform a number of other 
methods (including the combination of Q(A) with linear networks, neural gas, CMACs, and 
an evolutionary method called P I P E (Salustowicz and Schmidhuber, 1997) at learning to play 
soccer. We noted that for efficient RL, the function approximator should be stable, thereby 
allowing a consistent policy evaluation. CMAC models are very stable and easily trained 
which makes them a powerful candidate for continuous state or action RL. 

L i m i t a t i o n s 

CMAC models rely on an a priori defined structure which determines which relations can 
be learned between input features. It would be nice to learn the s tructure by reinforcement 
learning. E.g. HQ-learning could be combined with CMACs models, where HQ-learning tries 
s tructural changes and keeps track of the average performance of the function approximator 
given that particular input combinations are used. Thus , HQ can learn the s tructure which 
leads to the largest reinforcement intake. 

We can also incrementally specialize filters if their predictive ability is small or if the 
variance of the Q-values of its cells is large. The advantage of learning a s tructure of a model 
such as CMACs is that it is easy to add a filter without changing the overall policy. This 
is in contrast with local models such as neural gas where adding neurons can result in large 
policy changes. 

Other algorithms to learn structures are offline methods such as GA's and tabu search. 
Their problem, however, is that they need to test multiple different structures from which 
only few trained structures are used. This results in throwing away a lot of information. 
HQ-learning or an incremental approach can learn online and improve a single s tructure. 

8.2 Final Remarks 

Reinforcement learning can be used as a tool for designing many different intelligent computer 
systems — it can be used for improving simulation models, for designing autonomous vehicles, 
for controlling space missions, and for controlling forest fires. Especially for multi-agent 
environments, a lot of research needs to be done to make robust and well organized systems. 
Such environments often consist of multiple interacting elements which are adapted together 
to optimize a specific group criterion determining the desired group's behavior. RL can be 
used very well for solving such problems and in fact we want to use RL for controlling a team 
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of forest fire fighting agents which have the goal to minimize the costs of forest fire fighting 
operations (Wiering and Dorigo, 1998). 

The largest problem of applying reinforcement learning may ultimately be that construct
ing a reward function can be very hard. First of all, it may be difficult to optimize multiple 
evaluation criteria together, since it is difficult to weigh them. E.g. consider a driver of a 
racing-car who has the goal to minimize the risk of endangering his life while still maximizing 
the probability of winning the race. Which risk should he take or how much worth is his life? 

The second problem of reward functions is that in the real world different agents may try 
to solve their own task, but doing this, they may interfere with each other. If we consider 
a large artificial world with many tasks performed by different RL agents, it is difficult to a 
priori construct reward functions which take the interactions into account. If we would just 
give each agent their own reward function, they would not care if they would be an obstacle 
for other agents performing their tasks and that may ultimately lead to a competition between 
agents. E.g. one agent which is hindered by another one, may learn to make it impossible 
for the other agent to become an obstacle by closing him in first. This is clearly not what we 
want. One solution is to weigh all tasks and design a group reward criterion, but this makes 
learning tasks for each agent much harder due to the agent credit assignment problem — how 
can we assign credit to each individual agent based on the group's outcome. 

Thus, for complex multi-agent environments, there remain two options: organize the 
agents with clearly defined priorities and task-dependencies or let the agent evaluate each 
other and pass their evaluations as reward signals to other agents. For the first option, 
priorities could be swapped and the best organization maximizing the overall (colony's) reward 
kept. This could result in a set of complete team strategies or a set of interaction protocols 
which influence each agent's perception of the world state. Agents would not be able to 
change that organization. 

For the second method, agent take social reward signals into account next to their task-
oriented reward function. If we are unable to specify such (social) reward functions, agents 
should be able to learn ethical reward functions which improve the group's behavior. Learning 
such reward functions may be very difficult, but it opens up a huge variety of possibilities. 
Furthermore, if the task reward functions are well specified, slowly adapt ing the social reward 
functions based on the group's evaluation may only help. 

Since the real world consists of many agents which adapt themselves according to the 
rewards they get, RL may be an important tool for studying what kind of "intelligent envi
ronments" work best. There are so many ways, so that we conclude by stating that there is 
no way of knowing which role RL will play in the future. Only time can tell... 
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