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Appendix A 

Markov Processes 

A Markov process (MP) is a model for capturing the probabilistic evolution of a system. A 
Markov process is used to model time sequences of discrete or continuous random variables 
(states) which satisfy the Markov property. The Markov property states tha t the transit ion 
to a new state only depends on the current state. Markov chains are a kind of discrete t ime 
Markov processes which have a finite set of states. The whole dynamics of the system is 
governed by the initial s tate probability distribution and the probabilistic transit ion function. 
For simplicity we consider Markov chains which consist of: 

1. A discrete time counter t = 1,2, . . . , T , where T denotes the length of the process and 

may be infinite. 

2. A set of states S — {Si, S 2 , . . . , SAT}, where the integer N denotes the number of states. 

The active state at time t is denoted as St = j , with j £ S. 

3. A probabilistic transition matrix P which determines the probability of the active state 
s ( + i at the next t ime step given st- The conditional probabilistic transition function 
Pt(st+i = j\st = i) denotes the probability of making a transition to state j from state 
i at t ime t. We consider stationary probabilistic transition functions, which have the 
property that they are time independent. Therefore we will drop the time index from 
Pi and simply write P. 

4. A probability distribution over initial states : o\, where oi(j) denotes the probability 

that the sequence s tar ts in s tate j . 

We will use matrix notation for denoting the probabilistic transition function. The stochas

tic transition matrix P consisting of entries Pij denotes the probability of making a transition 

from state i to state j : 

Pij = P{st+l = j\st = i ) . 

The stochastic matrices we are interested in, have the following properties: 

1. All Pij > 0 

2. V i e s , ZjPij^i. 

Note tha t most authors require the last sum to be equal to 1. However, with our definition 

we allow the process to stop at some point with some probability. This will be useful in our 

study of Markov chains with terminal states. 
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162 APPENDIX A. MARKOV PROCESSES 

A.l Markov Property 

For a Markov chain, the transition matrix is independent of previous states and depends only 
on the current state, tha t is for each t = 1, 2, 3 , . . . 

P(«t+i =j\st = i) = p ( s t + i = j\st = » , s t - i , . . . , s i ) 

When this is true, we say that the Markov property holds. 

A.2 Generating a State Sequence 

The Markov chain is now the finite state process which is described by the tuple (S, P, o i) . 
Simulating Markov chains is fairly simple: first we select an initial s tate s\ according to the 
probability distribution over initial states o\, and then we just select a s tate st+\ given st 

according to the probabilities P(stjr\\st)- The resulting generated sequence of states is often 
called a state-trajectory. Each state-trajectory H = {s\,S2, • • • , sn), has a specific probability 
which can be computed by: 

n 

P(H)=o1(s1)~[[P(sl\s1-1) 
i=2 

If we could observe a huge amount of sufficiently long 1 state-trajectories like the one above, 
we would be able to compute an approximation to the initial s tate probabilities and the state 
transition function by counting how often initial states or s tate transitions have occurred and 
then averaging them. 

A.3 State Occupancy Probabilities 

We are interested in predicting the future given a current active state and our model of the 
Markov process. However, we cannot just predict a single state-trajectory, since each one of 
them may have a tiny probability of really occurring. Instead of state-trajectories, we predict 
the probability distribution that each state is active at a specific future t ime step. These 
probabilities are also called state occupancy probabilities. We will denote the state occupancy 
probabilities at time t by the vector ot = {p(st = Si).. .p{st = Sn))

T. Where oT denotes the 
transpose of o. 

The dynamics of the state occupancy probabilities over the chain are resulting from re
cursively applying the following equation: 

Jt+\ = oJP 

When we want to predict the future, we cannot be sure in which state St the process is at any 
time i, and therefore the uncertainty may be quite high. However, when it is possible to use 
intermediate results, e.g. when we can observe the state at a particular time-step t, this is 
useful for calculating o ( + i . The knowledge of being in a particular s tate st, helps to diminish 
the prediction error over the next s ta te occupancy probabilities o r + i , but does not always 
decrease the entropy of o t + 1 . E.g. look at Figure A. l : we may have a case in which a s tate j 

We consider regular Markov chains, which means that there exists a number L so that all states are 
connected by a path of length at most L. 
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goes to two successors / and m with probability 0.5 each. If at t ime t — 1, we know St-i = i, 
we may have a transition to St = j or St = k (both probability 0.5) where k goes to state m 
with probability 1.0. Then the entropy of the predicted state occupancy probabilities at time 
t + 1 given that we are in state i at t ime t — 1 is: — 0.75/og0.75 — 0.25log0.25 = 0.81 bits. 
After we know that we have stepped to state j at t ime t, and we predict again, the entropy 
is — 0.5log(0.5) — 0.5log(0.5) = 1 bit. Thus, additional information may make our prediction 
about the future state less certain. 

»t+1 

't-1 

Figure A. l : A Markov chain where entropy is not monotonically increasing. 

When we do not know p(st+k = j), but we know st, we can compute the state occupancy 
probability vector o ( +^ which stores the probability that the system is in s tate i (for i = 
1 , . . . , N) at time-step t + k as follows: 

p(st+k = j\st = i) =Pt
kj 

Where Pk is the fc-step transition matrix. We may also calculate this by using: 

p{st+k=3\st = r) = Y.PlmPi~jl 

with 0 < I < k which is the Chapman-Kolmogorov equation. The logic behind this equation 
is that the probability of going from one state i to another s tate j in k steps is equal to the 
probability of going from i to each possible in-between state m in I steps (probability P-
and then going from m to j in k 
is taken from i to j does not mat ter due to the Markov property. 

In particular, when A: is a power of 2, we may use the following equation which uses 
recursion to efficiently calculate the probability: 

steps (with probability P * ' ' ) • N°t.e that the pa th which 

P(st+k =3\st (P& 

Given Of, we can calculate Ot+k by: 
T 

°t+k oJPk 
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A.4 Stationary Distribution 

The stationary (steady-state) distribution x has the following property: xT = xTP. This 
means that the probabilities will not change anymore by looking one step further in time, i.e. 
the dynamics of the state occupancy probabilities becomes 0 (a fixed point has been reached). 
We can find x by solving x = x P directly (by iteration), or as follows: 

xT = ^{I + ONE-P)-1, 

where ONE is a matr ix containing a 1 on each place, and 1 is a vector containing only l ' s . 
I is the identity matrix. (Resnick, 1992). 

A.5 Properties of Markov Chains 

There are some properties of Markov chains which are useful for classifying states, see also 
(Resnick, 1992; Bertsekas and Tsitsiklis, 1996). 

• When it is possible to go from state i to state j , i.e. 3k so that Pf- > 0, we say tha t j 
is accessible from i. 

• If for two states i and j , it holds that i is accessible from j and j is accessible from i, 
(that means that there is a path from one to the other and v.v.) then we say tha t i and 
j communicate. 

• A Markov chain is irreducible, if there is a path between each pair of states, tha t is all 
states in S communicate with each other. 

• When Pa = 1 for some i, we say i is an absorbing s tate. 

• When Pij = 0 for all j £ S, we say that i is a terminal state. Note that this definition 
is different from that of most other authors who use the same definition for terminal as 
for absorbing states. 

• When there exists a set of states C C S, with the property that for each i € C, and 
each j £ S — C, P-j = 0, for all k, and all states in C communicate we say that C is 
a recurrent class. This means that the process will not leave C, once it has entered a 
s tate i E C. 

• States that do not belong to any recurrent class are called transient. For transient 
states, we have PJ\ = 0, as k —> oo. Tha t means that the probability of returning to a 
transient s tate goes to 0 as the number of steps after the visit goes to infinity, which 
means that ot(i) —» 0 for t —» oo. 

• A chain is called ergodic, if it is irreducible, the complete set of states S is recurrent 
and a stationary distribution exists. 
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A.6 Counting Visits 

Sometimes it is useful to know the average number of times the process will be in a particular 
state j s tart ing in the current s tate i until T steps in the future. The expected number of 
visits Kij of a s tate j s tart ing in i until T steps in the future can be calculated by: 

K^ = EPi 
1=0 

For T —> oo, we can calculate the complete counting matrix K with elements Ä y by: 

oo 

K = ^p* = (i~pr\ 
1=0 

where I is the identity matrix, and Q _ 1 denotes the inverse of Q. Note tha t in this case the 
process should terminate, since otherwise K^ goes to oo for at least one i,j pair. Termination 
may be assured by including a terminal s tate which is accessible from all other states. 

A. 7 Examples 

E x a m p l e 1: Look at the following example. The set of states is S = {1,2,3} and the 
probabilistic transition matrix P is given by: 

0.6 0.4 0.0 
0.3 0.2 0.5 
0.0 0.6 0.4 

Figure A.2: The Markov chain of Example 1. 

This Markov chain in shown in Figure A.2. The chain is irreducible since all states 
communicate. There are no transient states. The stationary distribution x can be calculated 
as follows: 

0.62:1 + 0.3x2 = x\ 

0.4xi + 0.2ar2 + 0.5x3 = x 2 

0.5x2 + 0.4x3 = £3 
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From this follows: Xi = \x2 and x3 = | x 2 . Since x\ + x2 + z 3 = 1, we get f | x 2 = 1, and it 
follows that xx = ^, x2 = if and x3 = | f The chain is ergodic. Note tha t (I - P) is singular, 
therefore we cannot compute the counting matrix for the infinite case (in this case all states 
will be visited infinitely many times). 

E x a m p l e 2: Now have a look at the following example. Again S 
by: 

{1 ,2 ,3} . Now P is given 

0.6 0.4 0.0 
0.0 0.8 0.2 
0.0 0.4 0.6 

State 1, is a transient state, since once the process has left s tate 1 it will not go back to 
it anymore. States 2 and 3 form a recurrent class. The stationary distribution is given by: 
x = (0 3 j ) . Note that a transient s tate has probability 0 in the stat ionary distribution. 
The chain is also not ergodic. 

E x a m p l e 3 : Now have a look at the following example. S = {1,2, 3}, and P is given by: 

0.6 0.4 0.0 
0.2 0.6 0.2 
0.0 0.0 0.0 

Here, s tate 3 is a terminal state. Since the terminal s tate is accessible from all states, this 
means that the process will always stop. This also implies that all non-terminal states are 
transient states. The chain is not ergodic. We can calculate the future visits matr ix K = 
(I — P ) _ 1 . This gives: 

5 5 1 
2.5 5 1 
0 0 1 

We can see tha t the terminal s tate is reached one time from all states, and tha t the expected 
number of transitions between state 1 and 2 is bounded. 

A.8 Markov Order 

When we consider Markov chains, we make the requirement tha t the previous states are not 
allowed to have any influence on the current transition which is therefore solely based on the 
current state. When a transition matr ix has this property, we call it memoryless. However, 
sometimes states are not uniquely perceived. Instead we may be in the posession of a partial 
description of a state. This part ial state or observation may not always contain all information 
needed to find a perfect prediction of the subsequent state. In such cases previous states may 
be used to improve the prediction abilities. Therefore, we will shortly describe Markov chains 
where previous visits of states influence the current dynamics. 

The M a r k o v o r d e r mo of a process is defined as the minimal number of previous steps 
which influence the transition function. When Vi 6 S 

p{s t+l p(s t+l =*|st , •,Sl) 
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the Markov order is mo = 0 and we see that the current s tate and the previous states do 
not influence the next transition. This means that there is a fixed probability of visiting each 
state. 

We will use a recursive definition for the Markov order. The Markov order is mo (for 
mo > 0) when it is not mo — 1 and when the following holds Vi 6 S: 

p(st+i = i\st, • • •, st+i-mo) =p{st+i = i\st,...,si) (A.l) 

The equation says that no more than mo previous states can be important for determining 
the transition probabilities. There are two special cases, the first is when mo = 1, which we 
have already seen, since it is a requirement for Markov chains (the Markov property holds). 
When mo = t, and goes to oo as t —ï oo, we say it is a process of indefinite Markov order. 

Dealing with processes with definite Markov order higher than one, which we will call 
higher order Markov processes, can be done as follows: we construct new states which are 
Cartesian products of the last mo steps. The new space of higher order states, contains Nmo 

elements (although usually only a small fraction of all elements do occur). In this new space, 
however, we can consider Markov chains of order 1. 

A.9 Higher Order Transition Functions 

When we consider Markov processes of higher order (mo > 1), and we want to predict the 
dynamics of the states, we have to use higher order states imo and moth order probabilistic 
transition functions. For this we introduce higher-order states imo which contain all informa
tion about the last mo steps (the history of the state trajectory). The state im° is defined as 
follows. Given: st = j 0 , s (_i = ji, s t _ 2 = J2, • • •, s t + i _ m o = jmo-i, we compute imo as follows: 

mo—1 

i™ = Y, st.kN
m°-k-1. (A.2) 

k=0 

That means that imo assigns a number to uniquely describe each different sequence of states. 
It is useful to number the (first order states) as follows: S = {0 ,1 , 2 , . . . , N — 1}, which gives 
the following numbering for imo : imo e HS = { 0 , 1 , 2 , . . . , N™ - 1}. HS is the resulting set 
of higher order states. Note that when mo = 1, imo = St and HS =S. 

For defining higher order transitions of order mo, we use: 

Pmo{jm0\im") = p(st+i = j,St = JO, • • • St+2-mo = jmo-2\st = JO, • •• i «t+l-mo = jmo-l), 

with imo and j m o defined by equation A.2. 

PmoO"10!«7"0) denotes the probability of going from imo to j m o in 1 step, based on the last 
mo states which are covered in imo. We can again use matrix notations. We construct the 
higher order matrix HP with size Nmo x jVm o where we define 

mo\ -vno\ HPimojmo = pmo(j 

Note that each row of HP contains only n nonzero elements, since only the first s tate can 
be changed (and thus we could represent the matr ix more efficiently). The Markov order is the 
longest sequence of previous states needed for determining the probability of all transitions 
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from each possible history. For most states in 

that we do not have to know Pmo(jmo\imo), but can rely on pi(jl\il 
, the Markov order will be lower, which means 

with I < mo, and therefore 
i' < imo. In such cases we can represent the transition function more compactly by a tree. 

We can calculate P™„(.7mo|imo) tha t is the probability of going from imo to j m o in n steps 
using the previous mo steps as follows: 

P ™ ( / H PJL. 

A.10 Examples 

Figure A.3: Second order Markov chain be
fore introducing higher order states. Figure A.4: The resulting Markov chain of 

figure 2 after converting the chain to higher 
order states and transitions. 

E x a m p l e 4 : Given the 2th order (mo = 2) Markov chain in Figure A.3. The states are 
{0,1} and in state 1 the next transition depends on the previous state. We construct the 
higher order states : HS = {(0, 0), (0,1), (1, 0), (1,1)} or equivalently: HS = {0 ,1 , 2, 3}. HP 
is given by: 

From/To (0,0) (0,1) (1,0) (1,1) 
(0,0) 0.4 0 0.6 0 

(0,1) 0.4 0 0.6 0 
(1,0) 0 0.2 0 0.8 

(1,1) 0 0.5 0 0.5 

Figure A.4 shows the resulting Markov chain. The resulting higher order transition matr ix 
is irreducible, does not contain absorbing states or transient states. The stationary occupancy 
p r o b a b i l i t i e s a r e g i v e n b y z T = (±S i | i | |4) The chain is ergodic. Finally, for the stationary 
distribution over the states in Figure A.3, we have probability p(0) = | f tha t we observe a 0 
and p ( l ) - 39 39 

6 4 ' 

E x a m p l e 5: Given the 2th order Markov chain in Figure A.5, we can of course again define 
HS and HP in the same way, but now HP would be a 9 x 9 matrix. A bet ter way in this 
case is to define HS with four states as follows (not all 9 states are needed) HS = {0 ,1 , 2, 3}, 
s tate 0 is the set of 2th order states : {(0, 0), (0,1)}, state 1 = {(1, 1), (1, 2)}, s tate 2 = 
{(2,1), (2, 2)}, and finally state 3 = {(1,0)}. Note that we split the original s tate 1, which 
needs the previous state for calculating its transition probabilities, into a set of two states 
{1, 3}. The resulting Markov chains is shown in Figure A.6. The transition probability matr ix 
now looks as follows: 
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Figure A.5: Example 5. Higher order Markov Figure A.6: Markov chain with splitted 

chain before introducing higher order states. higher order states. 

From/To (0) (1) (2) (3) 
(0) 0.6 0 0 0.4 

(1) 0.3 0.2 0.5 0 
(2) 0 0.6 0.4 0 
(3) 0 0 1.0 0 

Note that this matr ix is invertible (just check Pv = 0, which means tha t all Vi = 0). 
When we would have used the full 9 x 9 higher order matrix, then it would not have been 
invertible. This is because some rows would be the same. Therefore an invertible matr ix 
contains all necessary information and we should not try to make matrices unnecessarily 
large by introducing redundant information (as was the case in Example 4). 

Now we can calculate the stationary occupancy probabilities: x = ( ^ 203 203 203) • 
From these we can calculate the probabilities that we will see each of the states 0, 1, and 2 
when the process has settled down in the steady-state distribution by just summing up the 
stationary occupancy probabilities of the splitted state 1: 45 

^203 
78 

203 203 )• 
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