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Appendix B 

Learning rate Annealing 

Consider the following conditions on the learning rate at which depends on t. Here we use t 

to denote the number of visits of a specific s ta te /act ion pair. 
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The reason for the first condition is that by updat ing with learning rate at, each (finite) 
distance between the optimal parameter-sett ing and the initial parameters can be overcome. 
The reason for the second condition is that the variance goes to zero, so tha t convergence 
in the limit will take place (otherwise our solution will be inside a ball with the size of the 
variance containing the optimal parameter-setting, but the t rue single-point solution will be 
unknown). We want to choose a function ƒ(*) and set at = f(t). In (Bertsekas and Tsitsiklis, 
1996) ƒ (t) = j is proposed. Here we propose to use more general functions of type : / ( f ) = jy, 
with ß > 0, and will proof that for | < ß < 1, the two conditions on the learning rate are 
satisfied. 

The function is a step function, since a sum is used. In the following we use a continuous 
function in order to make it easy to compute ß. Since there is a mismatch between the 
continuous function and the step function, we use two functions, one which returns a smaller 
value than the sum (the lower bound function), and another which returns a larger value (the 
higher bound function). 

For the first condition we use a lower bound on the sum: 
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From this (and from dealing with the special case /3 = 1 separately) follows : ß < 1. 

For the second condition we use a higher bound on the sum: 
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From this follows : ß > ^-
Hence we can use the following family of methods for decreasing the learning rate: ƒ (t) = 

-4 with i < ß < 1. Since in general we want to choose the learning rate as high as possible, 

ß should be chosen close to i . In practical simulations often constant learning rates are used 

(i.e. /3 = 0), but this may prohibit convergence. 


