
UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)

UvA-DARE (Digital Academic Repository)

Explorations in efficient reinforcement learning

Wiering, M.

Publication date
1999

Link to publication

Citation for published version (APA):
Wiering, M. (1999). Explorations in efficient reinforcement learning. [, wins].

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).

Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You
will be contacted as soon as possible.

Download date:23 May 2023

https://dare.uva.nl/personal/pure/en/publications/explorations-in-efficient-reinforcement-learning(6ac07651-85ee-4c7b-9cab-86eea5b818f4).html


Summary 

This thesis describes reinforcement learning (RL) methods which can solve sequential decision 
making problems by learning from trial and error. Sequential decision making problems are 
problems in which an artificial agent interacts with a specific environment through its sensors 
(to get inputs) and effectors (to make actions). To measure the goodness of some agent 's 
behavior, a reward function is used which determines how much an agent is rewarded or 
penalized for performing particular actions in particular environmental states. The goal is to 
find an action selection policy for the agent which maximizes the cumulative reward collected 
in the future. 

In RL, an agent's policy maps sensor-based inputs to actions. To evaluate a policy, a value 
function is learned which returns for each possible state the future cumulative reward collected 
by following the current policy. Given a value function, we can simply select the action with 
the largest value. In order to learn a value function for a specific problem, reinforcement 
learning methods simulate a policy and use the resulting agent's experiences consisting of 
<state,act ion,reward,next-state> quadruples. 

There are different RL problems and different RL methods for solving them. We describe 
different categories of problems and introduce new methods for solving them. 

Markov D e c i s i o n P r o b l e m s 

If the agent's inputs allow for determining the state of the environment with certainty and 
the environment is stationary, we can model the decision making problem as a Markov De
cision Problem (MDP). In a MDP, the probabilities and expected rewards of transitions to 
possible next states only depend on the current s tate and action and not on any previous 
events. Given an exact model of a MDP, we can use Dynamic Programming (DP) methods 
for computing optimal policies. Such methods iterate over each state and constantly recom
pute the value function by looking ahead one step at each time. There are two principal D P 
methods: value iteration and policy iteration. Value iteration reupdates the policy after each 
improvement of the value function by immediately mapping a state to the action with the 
largest value, whereas policy iteration first completely evaluates a policy by using sufficient 
iterations, after which a policy update step is performed. Although in theory policy iteration 
always converges in finitely many iterations whereas value iteration does not, our experiments 
on a set of maze-tasks indicate that value iteration converges much faster to a solution. The 
main reason for this is that policy iteration, postponing policy updates , wastes a lot of time 
evaluating policies which generate cycles in the state space. 



R e i n f o r c e m e n t Learning 

Dynamic programming methods can only be used if we have an a priori model of the MDP. 
Therefore their practical utility is severely limited. In case we do not possess such a model, 
we can use reinforcement learning methods which learn policies by interacting with a real 
or simulated environment. For this we use trials during which agents generate trajectories 
through the state space and let agents learn from the resulting experiences. 

RL methods such as Q-learning learn a value function by minimizing temporal differences 
between the current state 's value and the reward which immediately follows plus the next 
state 's value. Q-learning updates values of s ta te /act ion pairs along a solution-path by looking 
ahead only one single step in a trial, and therefore it takes many trials before a goal-reward 
will be backpropagated to the s tar t . T D (A) methods are parameterized by a variable A en 
use the entire future for updat ing the value of a state, although the degree of influence of 
s tate values in the distant future is less than values of immediately successive states. This 
makes it possible to learn from effects of actions which show up after a long t ime. Q(A)-
learning combines Q-learning and TD(A) and uses single experiences to upda te values of 
multiple s ta te /act ion pairs that have occurred in the past. Although Q(A) methods can 
sometimes learn policies from much less experiences than Q-learning, naive implementations 
of the online Q(A) method suffer from a large computational overhead. We have introduced 
a novel implementation of the algorithm which makes it possible to efficiently perform the 
updates. 

If multiple agents are used simultaneously in an environment, they can share the policy 
to collect more experiences at each time step which may speed-up learning a policy. Using 
"policy-sharing", agents select actions according to the same policy, but their actions may dif
fer since they receive different situation specific inputs. In such cases we can use each agent's 
generated trajectory individually to update the shared value function. However, sometimes 
there exists an interaction point (IP) between agent's trajectories such as a s tate visited by 
both of them. In such cases we can connect the trajectories and update values of states 
visited by one agent before the IP using values of states visited by the other agent after the 
IP. In this way we collect much more experiences to learn from, which may increase learning 
speed. We describe an implementation of this Team Q(A) algorithm and evaluate it in a non-
cooperative maze-task using different numbers of agents. The results do not show that the 
method improves learning speed. One reason for this is that our implementation allows for 
connecting a state-trajectory of one agent with another state-trajectory which may be gen
erated a long time ago by a possibly much worse policy and learning from such a trajectory 
may degenerate the policy. Therefore we need to s tudy the trade-off between the quanti ty 
and quality of learning examples. 

M o d e l - b a s e d R e i n f o r c e m e n t Learning 

Q-learning and Q(A) methods are direct memoryless RL methods which directly est imate the 
value function from generated state-trajectories. Indirect or model-based RL methods first 
learn a model of the M D P and then apply D P algorithms to compute the value function. 
When used in an online manner, D P algorithms are very slow since they recompute the value 
function after each experience by iterating over all states. To speed up dynamic program
ming algorithms, some algorithms manage which update-steps should be performed after each 
experience so that only the most useful updates are made. One of the most efficient manage-



ment methods is Prioritized Sweeping (PS) which assigns priorities to updat ing the values 
of different states according to a heuristic estimate of the size of the values' updates . The 
original PS algorithm by Moore and Atkeson (1993) calculates state-priorities based upon the 
largest single update of one of the successor states. We describe an alternative PS method 
which uses the exact update sizes of s tate values to compute priorities. This may overcome 
P S ' problems in case there are many tiny state value updates resulting in a large update , 
which remains undetected by PS . 

We compare model-based RL methods to direct RL methods on a set of maze-tasks and 
observe that model-based RL results in much faster learning performances and bet ter final 
policies. Finally, we observe that our PS algorithm achieves bet ter results than the original 
PS algorithm. 

E x p l o r a t i o n 

If we test an agent's policy by always selecting the action with the largest value, we may 
end up with a suboptimal policy which has (almost) never visited a large par t of the state 
space. Therefore it is important that the agent also selects exploration actions and tries 
to increase its knowledge of the environment. Usually, however, exploration actions cause 
some loss of immediate reward intake. Therefore, if an agent wants to maximize its cumu
lative reward during its limited life-time, it faces the problem of trying to spend as little 
time as possible on exploration while still being able to find a highly rewarding policy (the 
exploration/exploitation dilemma). However, if we are interested in learning a policy achiev
ing some minimal performance level as soon as possible, we do not care about intermediate 
rewards and thus only exploration is important . 

Exploration methods can be split into undirected exploration methods which use pseudo
random generators to try their luck on generating novel interesting experiences, and directed 
exploration methods which use additional information such as the knowledge of what the 
agent has seen or learned in order to send the agent to interesting unknown regions. 

Directed exploration methods can be constructed by constructing an exploration reward 
rule which makes it possible to learn an exploration value function for estimating global infor
mation gain for selecting particular action-sequences. Although we can use any RL method 
for learning an exploration value function, we propose to use model-based RL for this. Finally, 
in order to focus only on s ta te /act ion pairs which can belong to the optimal policy, we intro
duce MBIE, an algorithm which uses the s tandard deviance for computing optimistic value 
functions. The results on experiments with maze-tasks featuring multiple goals show that 
directed exploration using model-based RL can significantly outperform indirect exploration. 
Furthermore, the results show that MBIE can be used to almost always obtain near-optimal 
performance levels and that MBIE efficiently deals with the exploration/exploitation dilemma. 

Part ia l ly Observable P r o b l e m s 

In the real world the agent's sensory inputs may not always convey all information needed 
to infer the current environmental state. Therefore the agent will sometimes be uncertain 
about the real s tate and that makes the decision problem much harder. Such problems are 
usually called Partially Observable Markov Decision Problems (POMDPs) and even solving 
deterministic P O M D P s in NP-hard. To solve such problems, the agent needs to use previous 
events or some kind of short-term memory to disambiguate inputs. Exact methods make 



use of a belief state, a vector representing the probabilities tha t the real environmental state 
is each of the possible states. Then they use D P algorithms to compute optimal solutions 
in the belief state space. Exact methods are computationally infeasible if there are many 
states, since they are too slow. Therefore we are interested in heuristic algorithms which 
can be used for larger problems, but do not necessarily find optimal solutions. We describe 
a novel algorithm, HQ-learning, which is able to learn good policies for large deterministic 
POMDPs . HQ automatically decomposes P O M D P s into sequences of simpler subtasks that 
can be solved by memoryless policies learnable by reactive subagents. Decomposing the task 
into subtasks and learning policies for each subtask is done by two cooperating Q(A)-learning 
rules. Experiments, on (among other) a large maze-task consisting of 960 states and only 
11 different, highly ambiguous inputs, show that HQ-learning can quickly find good or even 
optimal solutions for difficult problems. 

Funct ion A p p r o x i m a t i o n in R L 

An important topic in RL is the application of function approximation to learn value functions 
for continuous or very large state spaces. We describe three different function approximators: 
linear networks, neural gas, and CMACs, and describe how they can be combined with direct 
and model-based RL methods. Then we describe a simulated multi-agent soccer environment 
which we use to test the learning capabilities and problems of the function approximators 
and RL methods. The goal is to learn good soccer strategies against a fixed programmed 
opponent. The results show that the linear networks and neural gas architecture trained with 
Q(A) had problems to steadily improve their learned policies. Sometimes, the performance 
broke down due to catastrophic learning interference. CMACs was more stable, although 
CMAC-models, the combination of CMACs and model-based RL was the only method which 
found really good performances and was able to beat some good opponents. 

Conc lus ions 

We have shown in this thesis that RL can be used to quickly find good solutions for different 
kinds of problems. The methods described in this thesis do not need a model of the world, 
but learn a policy for an agent by interacting with the (real) environment. Especially model-
based RL can be very efficient since it is able to use all information. Therefore the practical 
utility of (model-based) reinforcement learning is very large and we expect the research field 
to grow a lot in importance in the forthcoming years. 


