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Abstract. Generative Agent-Based Modeling (GABM) has emerged as
a paradigm shift for agent-based simulations, leveraging Large Language
Models (LLMs) to create sophisticated personas that enrich agents with
granular characteristics, emotions, and political opinions. Importantly,
this new simulation paradigm has the potential to underlie sandbox sys-
tems to evaluate interventions in online social platforms. Despite the
promise of these enriched simulations, we face the risk that personi-
fied agents function as caricatures rather than characters. Here we in-
vestigate this problem. We argue that highly granular personas cause
agents to strictly adhere to polarizing instructions rather than engag-
ing in human-like reasoning. To test this, we conduct an ablation study,
systematically removing layers of polarizing identity from LLM-based
agents. Our results indicate that agents are highly sensitive to assigned
identities: minor changes in persona inputs significantly alter simulation
outcomes. Specifically, when testing agents’ social links formation, we
find that, without stripping agents of political identification, after cer-
tain ablations, they begin to form cross-party ties and engage more with
non-polarizing content. We call for more rigorous frameworks to ensure
digital agents accurately reflect the nuances of human behavior.

Keywords: Generative Agent-Based Modeling · Social Simulation · Per-
sonas.

1 Introduction

The struggle for building better social media remains persistent. Despite continu-
ous innovation in algorithms, platform architectures, and connection paradigms,
researchers still struggle to address the instability of digital relationships.

Regardless of the research angle, one primary obstacle remains: evaluating
interventions is incredibly hard. While the literature suggests various pathways
toward pro-social digital environments [2], the friction between complex real-
world social dynamics and the opaque mechanics of social media platforms makes
robust, reproducible research nearly impossible.

In this context, simulations offer a valuable alternative for evaluation. By
utilizing agent-based models (ABMs), researchers can construct synthetic net-
works where agents with specific behavioral characteristics interact in controlled
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environments. These models reveal broader, macroscopic patterns by explicit
user assumptions. For instance, by comparing different homophily and social
influence settings [11].

The emergence of large language models (LLMs) and agentic AI offers a
paradigm shift for these simulations. Generative agent-based modeling (GABM)
[4], also referred to as generative social simulation, is a new subfield that has
begun to leverage LLM agents to simulate networks where they consume news,
share content, interact with others, and form connections [3,12,6]. This looks
like a sophisticated evolution of traditional ABMs, which have long been crit-
icized for their simplicity. Conventional agents are a collection of a limited set
of attributes that take actions based on rigid rules. They lack cultural context,
reasoning capabilities, and the nuances of human discourse [6]. In contrast, LLM
agents can be enriched to allow for very granular heterogeneity through personas:
mechanisms that imbue agents with physical characteristics [9,3], emotions [3],
memory [9,13], professional occupations [9,3,6], political leanings [6], or personal
relationships [9,14].

To ensure these personas represent real-world populations, researchers often
look to empirical data, such as surveys, to extract personas from participant
responses. By converting these into textual descriptions, one can theoretically
imbue an LLM agent with far more granular information than traditional ABM
agents. Recent studies on algorithmic feeds via these personas found that sim-
ulated networks trend toward polarization, segregation, and hierarchies [12,6,8].
These results suggest that improving social media is particularly hard 1.

Yet real-world evidence shows that pro-social behavior emerges in online so-
cial networks [2]. If humans find common ground, why do their digital equivalents
fail? We ask whether this flaw lies in the persona itself, rather than the sorting
algorithms. A growing body of work supports this concern: prompt-configured
personas produce more stereotypical behavior than human portrayals [1], and
fundamental mismatches exist between what simulations optimize for and ro-
bustness to implementation details [7]. We see a risk that these agents strictly
adhere to polarizing instructions instead of performing nuanced reasoning.

To test this, we perform an ablation study. By sequentially removing layers
of the agent’s persona, we show that LLM agents are very sensitive to their
assigned identities—even small changes to an input can significantly alter sim-
ulation outcomes. We show that, after ablations, users begin to form ties with
those of the opposing party and even engage more with less polarizing content.
We urge caution when interpreting results derived from personas and call for a
more rigorous framework for modeling digital agents.

2 Generative Agent-Based Modeling with Personas

In generative agent-based models (GABMs), large language model (LLM) mod-
ules are integrated with individual agents, either to execute actions directly or
1 See "Social media probably can’t be fixed" https://arstechnica.com/science/
2025/08/study-social-media-probably-cant-be-fixed/

https://arstechnica.com/science/2025/08/study-social-media-probably-cant-be-fixed/
https://arstechnica.com/science/2025/08/study-social-media-probably-cant-be-fixed/
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Persona Statement 

You are female. You are married. You are high income. 
Age: 32. You are not religious. You are from 
California. Education: Graduate degree. You are White. 
You are heterosexual.  
You voted for Joe Biden in 2020.  
You are a strong Democrat.  
You love Democrats, Joe Biden, scientists, and 
journalists.  
You hate Donald Trump, NRA, and Christian 
Fundamentalists.  
You consider yourself slightly liberal.  
You think the most important problems facing the 
country are Health care, Government, and Race 
relations.  
Your occupation is Data Analyst. You like Wine Tasting, 
Art Galleries, and Podcasting.

Performed Ablations 

Voting Behavior: Remove voting 
statement.
 
Political Identity: Remove 
party identity statement.
 
Affective Polarization: Remove 
love/hate statements lists

Fig. 1. To evaluate the sensitivity of generative agent-based models on personas, we
ablate three layers of political identity: (1) past behavior, (2) party identification, and
(3) affective polarization (love/hate lists), while keeping other statements unchanged.

to provide the memory and reasoning capabilities that support the underly-
ing model [4]. In this paper, we employ the recently proposed generative social
simulation (GSS) framework [12,10,6] to simulate a stylized, Twitter-like social
network. Within this environment, agents asynchronously read and share news,
interact with and repost content from others, and follow agents after an inter-
action. These actions are mediated by an LLM acting on behalf of each agent.
By running these simulations, we can observe the longitudinal evolution of the
network and quantify the extent of homophily, cross-party interaction, and po-
larization within the system.

Personas are the core of agents in GSS. Just as in classical ABMs agents are
defined by parameters such as homophily, in GSS, they are defined by personas.
For example, an agent with high homophily in ABMs becomes an agent with
strong partisan identity in GSS. Similarly, a scalar opinion parameter in the
range [−1, 1] translates to a qualitative statement such as "You strongly believe
in X." By replacing abstract variables with descriptive personas, GSS attempts,
through language, to enrich an agent and capture the messy reality of human
identity and interpersonal interactions.

Empirical data can be used to create realistic personas. A primary source for
such data is the American National Election Studies (ANES) survey. Conducted
every four years, the survey provides a rich dataset covering demographic details,
political participation, party affiliation, voting behavior, and attitudes toward
specific policies or public figures. By converting answers to questions into state-
ments, an agent takes up a very specific persona. Figure 1 shows an example of
such a generated persona.
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3 Methodology

We use the recently proposed generative social simulation framework to create
a Twitter-like platform populated by generative agents [6]. At each timestep, an
agent, reads a feed of ten posts. This feed consists of five posts from accounts
they follow and five selected by a "boost out partisan" algorithm, which prior-
itizes content from agents of the opposing political party [6]. After reading the
feed, the agent chooses one of three actions: repost one of the ten visible posts,
select and share a news headline from a curated database, or take no action.
If an agent chooses to repost content, they are prompted to review the original
author’s biography and decide whether to follow them. Over time, these iterative
interactions evolve the network structure of the platform. To test our hypothesis,
we perform three cumulative ablations on the generated personas:

1. Affective Polarization (AP): Removing phrases regarding institutions
or individuals based on rated survey responses (e.g., converting a rating of
> 90/100 from "You love X" to a neutral state).

2. Party Identity (PID): Removing the statement "You are a strong/moderate
Democrat/Republican/Independent.

3. Voting Behavior (VB): Removing "You voted for X in 2020."

Figure 1 illustrates the content removed at each stage. These ablations are
applied in two phases. First, we remove these elements only from the agent’s
external social bio while retaining them in the internal persona definition. This
accounts for the theory that individuals self-present differently online than in
person, often omitting their full range of political sentiments from their public
profiles. In the second phase, we also remove these statements from the internal
persona, directly influencing the agent’s reasoning and actions.

Note that during the ablation, the agents are not completely rid of all lean-
ings. They maintain political orientations (e.g., liberal or conservative) and their
beliefs in societal concerns like healthcare or race relations. We only target po-
larizing or superficial markers, such as "love/hate" lists.

We use OpenAI’s gpt-4o-mini for the LLM-driven components of our exper-
iments. Our focus is not on evaluating the technical performance or inherent
biases of specific LLMs—topics already well-documented in existing literature.
Instead, we investigate the design choices involved in employing these models.
We believe that our findings regarding the impact of persona design will remain
relevant regardless of future improvements in LLM biases, as the core issue lies
in using them to generate personas from surveys.

3.1 Experimental Setup & Evaluation

We created a platform with 500 agents and ran it for 5000 steps. Each platform
setting is simulated 10 times with different seeds.

We evaluated the collective outcomes post-simulation, based on three metrics:
EI index, the average clustering coefficient, and the correlation between retweets
and partisanship, a measure of how being partisan benefits you in the network.
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The E-I index measures the extent of homophily in the network by comparing
the number of external links (EL) between agents of different parties (Democrats
and Republicans) to the number of internal links (IL) within the same party.

EI =
EL− IL

EL+ IL
(1)

Where EI ∈ [−1, 1], with −1 indicating perfect homophily and segregation.
We also used the clustering coefficient to measure the networks’ general ten-

dency to form tightly knit clusters, regardless of party identity. For a node v
with degree kv, the local clustering coefficient Cv is:

Cv =
{ejk : vj , vk ∈ N(v), ejk ∈ E}|

kv(kv − 1)
, (2)

where N(v) is the number of nodes and E are the edges. We then calculate the
network-wide average clustering coefficient (average of all nodes).

Finally, to quantify the degree to which partisanship translates to social
capital, we calculate the correlation between an agent’s partisanship and their
total received retweets. Partisanship is calculated using the ANES survey "feeling
thermometer" responses [6]. The partisan score P of an agent is calculated as:

P =
feelingRepublican − feelingDemocratic

100
(3)

where P ∈ [−1, 1], with −1 indicating a strong Democrat and +1 a strong
Republican.

4 Preliminary Results

In Figure 2, we evaluate the performance of simulated platforms across the three
metrics. The top panels illustrate the ablation of persona statements from the
agents’ social biographies, while the bottom panels show the impact of removing
them from the underlying personas.

Removing information from the publicly visible bios resulted in small, non-
significant shifts. The E-I index remained negative, indicating that agents still
primarily connect with co-partisans. The clustering coefficient showed no signif-
icant change across biography variations. Interestingly, removing explicit voting
behavior led to a (non-significant) upward trend in partisans receiving reposts.
This suggests that the internal persona dictates much of the reposting behavior
of the agent, regardless of the other agents’ biographies.

In contrast to the biographies, ablating the agents’ internal persona instruc-
tions led to substantial changes in the network. As polarizing statements were
removed, the E-I index shifted significantly. The removal of "love/hate" lists and
political identity prompted a statistically significant increase in cross-party con-
nections between Democrats and Republicans. Removing the voting behavior
enhanced this trend. Furthermore, we observe an inverse trend in the clustering
coefficient, where agents formed tighter, more frequent clusters. While seemingly
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Fig. 2. We compare collective outcomes when modifying public-facing biographies
(top) and internal persona prompts (bottom). Stars indicate statistically significant
differences compared to the full persona baseline (Mann-Whitney test, p < 0.05).
Results indicate that while public bio changes lead to small shifts, internal prompt
ablations significantly reduce polarization, as evidenced by a rising E-I index and a
shift toward penalizing extreme partisan content.

counterintuitive, this suggests that triadic closure becomes easier when agents
are not strictly linked to extreme partisan personas. The internal ablation re-
sulted in a healthier platform overall: we observed a shift toward a much smaller
correlation between retweets and partisanship.

5 Conclusion

Our results call for scrutiny on using generative social simulations as human
proxies. Empirical Twitter data shows a 20 − 33% partisan cross-following [5],
while we find that full personas produce near-zero cross-party connections. This
is caused by LLMs treating persona statements as instructions to follow. We rec-
ommend mechanism ablations as standard practice and suggest enriching per-
sonas beyond survey-derived statements.
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