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Performance diagnosis systems are defined as detecting abnormal performance phenomena and play a
crucial role in cloud applications. An effective performance diagnosis system is often developed based on
artificial intelligence (AI) approaches, which can be summarized into a general framework from data to
models. However, the AI-based framework has potential hazards that could degrade the user experience and
trust. For example, a lack of data privacy may compromise the security of AI models, and low robustness
can be hard to apply in complex cloud environments. Therefore, defining the requirements for building
a trustworthy AI-based performance diagnosis system has become essential. This article systematically
reviews trustworthiness requirements in AI-based performance diagnosis systems. We first introduce
trustworthiness requirements and extract six key requirements from a technical perspective, including
data privacy, fairness, robustness, explainability, efficiency, and human intervention. We then unify these
requirements into a general performance diagnosis framework, ranging from data collection to model
development. Next, we comprehensively provide related works for each component and concrete actions to
improve trustworthiness in the framework. Finally, we identify possible research directions and challenges
for the future development of trustworthy AI-based performance diagnosis systems.
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1 Introduction

Diagnosis systems have been studied in different fields, such as medicine [168], computer sci-
ence [118], and engineering [136]. Cloud applications are developing rapidly because cloud envi-
ronments provide elastic and on-demand resources for customizing data storage, processing, and
communication. However, the inherent dynamism of clouds can lead to unstable performance and
anomalies, such as degraded response times caused by resource saturation, severely affecting user
experience and causing massive economic losses [206]. Amazon reported that for every 100 mil-
liseconds of latency, they experienced a 1% decrease in sales [81]. The BBC lost an additional 10% of
users for every extra second its site took to load [142]. Therefore, performance diagnosis, defined
as detecting abnormal performance phenomena, e.g., degradation, predicting anomalies to forestall
future incidents, and localizing causes of performance anomalies, is vital for cloud applications. Re-
search about Artificial intelligence (AI)-based performance diagnosis systems has been popular
recently because AI models can outperform traditional diagnosis methods and adapt to large-scale
data and complex cloud environments [88]. However, it is worth noting that AI-based performance
diagnosis systems must be trustworthy, as potential hazards of AI models could degrade the user
experience and undermine trustworthiness. For example, performance diagnosis systems with low
robustness are difficult to apply to large-scale cloud applications with complex data patterns.

AI is developing rapidly and bringing great convenience to society. However, issues such as
low data privacy, poor robustness, and inexplicability in AI technologies have many potential
hazards and are losing the public’s trust. For example, the Equifax data breach made the personal
data of millions of customers accessible, severely compromising user privacy [9]. To address
these concerns, guidelines for trustworthy AI have been proposed. The European Union (EU)
has published the Ethics Guidelines for Trustworthy AI, which include three guidelines (lawful,
ethical, and robust), four ethical principles, and seven key requirements for trustworthy AI [39].
In addition, the EU has released and applied the General Data Protection Regulation (GDPR)
to protect data privacy [155]. The International Organization for Standardization (ISO) has
also presented approaches and requirements to establish trust in AI systems [1]. Research on
trustworthy AI provides approaches to meet these requirements. For instance, Marques et al.
[137] mainly focus on explainability and summarize current developments of the formal explain-

able AI (XAI) methods. Existing explorations of trustworthy AI demonstrate the necessity of
developing AI-based systems with trustworthiness requirements.

For a performance diagnosis system, we can consider improving trustworthiness with different
requirements (e.g., fairness) across multiple components in the system, e.g., data collection and
anomaly detection. In addition, the trustworthiness of the entire system, such as data privacy,
should be ensured. Studies about trustworthy diagnosis systems have been developed. Yu et al.
[216] propose a trustworthy fault diagnosis system that integrates an artificial neural network

(ANN) and rule-based reasoning to meet three trustworthiness requirements: explanation,
accountability, and fairness. Zhang et al. [232] introduce a federated transfer learning (FTL)
method to ensure data privacy and increase model robustness. Nguyen et al. [144] propose
a gradient-based explainable variational autoencoder (VAE) for anomaly detection, and it
achieves explainability by analyzing gradients computed for each feature. The research above
shows that existing studies focus on different aspects of trustworthy diagnosis systems, motivating
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us to summarize them and provide guidelines for building trustworthy AI-based performance
diagnosis systems.

1.1 Related Surveys

Several surveys have discussed trustworthiness requirements for AI systems from different
aspects. Kaur et al. [94] provide a complete overview of trustworthy AI, including analyzing all
seven trustworthiness requirements, reviewing different approaches that can help mitigate AI
risks to increase the trust of systems, and discussing existing strategies for validating and veri-
fying systems and the current standardization efforts for trustworthy AI. Li et al. [104] provide a
comprehensive guide for building trustworthy AI systems, ranging from data acquisition to model
development, system development, deployment, and continuous monitoring and governance. Liu
et al. [122] present a comprehensive appraisal of trustworthy AI from a computational perspective.
They focus on six crucial dimensions, review related technologies according to a taxonomy, and
summarize their applications in real-world systems. Moreover, Cho et al. [35] propose a system-
level trustworthiness metric framework called STRAM that accommodates four submatrices
(security, trust, resilience, and agility) to measure the quality of computer-based systems.

Besides surveys about the trustworthiness requirements of AI systems, some researchers pro-
vide overviews of specific requirements. Mehrabi et al. [139] create a taxonomy for fairness defi-
nitions that machine learning (ML) researchers have defined to avoid bias in AI systems. This
article also reviews state-of-the-art methods researchers have tried to address the unfair outcomes
of ML methods. Harley et al. [76] discuss integrity, the cornerstone of information security, to pro-
mote information trustworthiness through formal information flow models, the data modification
view, and the relationship to data quality.

There are some surveys related to performance diagnosis. Duarte et al. [49] provide a survey
about comparison-based diagnosis in diverse, complex computer systems and clarify and uncover
the potential of this technology. A comparison-based diagnosis is a realistic approach to detect-
ing faulty units based on the outputs of tasks executed by system units. Ibidunmoye et al. [88]
provide an overview of performance anomaly detection and bottleneck identification research in
computing systems. They categorize existing solutions based on multiple factors, such as the de-
tection goals, nature of applications and systems, system observability, and detection methods.
Soldani et al. [176] provide a structured overview and qualitative analysis of currently available
techniques for anomaly detection and root cause analysis in modern multi-service applications.

Existing surveys focus on general requirements of trustworthy AI, specific aspects of trustwor-
thy AI technologies, or technical details of performance diagnosis frameworks. However, few sur-
veys address trustworthy performance diagnosis systems. To provide cloud application developers
and operators with actionable guidance, we integrate different developments of trustworthiness
requirements and performance diagnosis systems from a systems perspective for building reliable
performance diagnosis systems.

1.2 Research Question

To fill the gap in existing survey works, we define our main research questions as: what are the

state-of-the-art technologies for achieving trustworthy performance diagnosis systems? To answer it,
three sub-questions are proposed:

— What are the trustworthiness requirements for different components of an AI-based perfor-
mance diagnosis system?

— What are the state-of-the-art technologies to achieve these trustworthiness requirements?
— What are the future research directions and opportunities of trustworthy AI-based

performance diagnosis systems?
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1.3 Methodology

Our objective is to provide technological solutions that meet the trustworthiness requirements of
performance diagnosis systems. To achieve this, we conduct a comprehensive survey from 2012
onward, using databases like Google Scholar, ACM Digital Library, IEEE Xplore, Elsevier, Springer,
and arXiv. We use various keywords and filter papers mainly according to relevance. For perfor-
mance diagnosis systems, we first search with the keywords “performance diagnosis systems”
or “performance diagnosis + cloud applications” to get an overview of performance diagnosis
systems. We summarize that a general performance diagnosis system includes four components.
Then, we organize the surveyed research in each component based on data types. We identify
three main data types in data collection and review corresponding data preprocessing methods,
anomaly detection methods, and root cause localization methods tailored to each data type.
Specifically, in the case of anomaly detection methods, because the feature matrix can be obtained
after data preprocessing, we categorize the detection techniques based on the availability of data
labels.

To identify relevant technologies that meet the trustworthiness requirements for each compo-
nent, we begin by conducting searches using specific keywords. For instance, we use “robustness
technology + AI systems” to gather research on robustness technologies in AI systems. We can
classify the common technologies highlighted in these studies into their respective components
by analyzing and summarizing them. For example, data augmentation to enhance robustness is
typically found in the data preprocessing stage. In contrast, ensemble learning methods, known
for improving robustness, are predominantly employed in the design of detection models.

1.4 Contributions

Our main contributions are as follows:

— We introduce research about trustworthiness requirements and extract key technical trust-
worthiness requirements for AI-based performance diagnosis systems, including data pri-
vacy, fairness, robustness, explainability, efficiency, and human intervention.

— From data to AI models, we propose a systematic performance diagnosis framework and
unify technical trustworthiness requirements into it. We then provide a comprehensive tax-
onomy and approaches to enhance the trustworthiness of AI-based performance diagnosis
systems.

— We propose several critical future research directions and opportunities for trustworthy AI-
based performance diagnosis systems.

1.5 Article Structure

The article is summarized as follows: Section 2 presents an overview of research on trustworthy AI
and performance diagnosis systems. Section 3 presents a systematic survey of trustworthiness re-
quirements and approaches in each component of performance diagnosis systems. Sections 3.1–3.5
focus on trustworthy data collection, data preprocessing, anomaly detection, root cause localiza-
tion, and system-level requirements, respectively. Section 4 provides future research directions
and opportunities. Finally, Section 5 concludes the article.

2 Trustworthiness Requirements and Performance Diagnosis Systems

2.1 Trustworthy AI

For trustworthy AI, many organizations have identified several factors and summarized the prin-
ciples of AI trustworthiness. The High-Level Expert Group on Artificial Intelligence (AI HLEG)
in the EU has published guidelines, ethical principles, and key requirements for trustworthy AI
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Fig. 1. Trustworthiness requirements for AI systems.

[39]. In addition, the EU has released the GDPR [155] for data protection and privacy. The ISO has
presented different approaches to establishing trust in AI systems using the properties of fairness,
transparency, accountability, and controllability [1]. The China Academy of Information and

Communications Technology (CAICT) and JD Explore Academy have published a trustworthy
AI white paper [18] and have proposed that current principles of trustworthy AI should converge
on five aspects: transparency, security, fairness, accountability, and privacy protection. The US
Government Accountability Office (GAO) has provided a framework for the accountability of
AI [147]. The Defense Advanced Research Project Agency (DARPA) has launched the XAI
program to make AI systems explainable [69].

Research on trustworthy AI has developed in academia in recent years. Kaur et al. [94] discuss
the need, proposed methods, and technical challenges of five trustworthy AI requirements: fair-
ness, explainability, accountability, privacy, and acceptance. Li et al. [104] represent the technical
challenges of trustworthy AI in five aspects: robustness, explainability, transparency, reproducibil-
ity, and generalization, and ethical requirements in terms of fairness, privacy, and accountability.
Liu et al. [122] propose that trustworthy AI is expected to show the properties of accuracy, ro-
bustness, and explainability from a technical perspective. Kumar et al. [98] mainly focus on the
ethics of algorithms, encompassing prevention of harm, respect for human autonomy, fairness,
and explainability, while also addressing the ethics of data, which encompasses human-centered
principles, individual data control, transparency, accountability, and equality. Toreini et al. [189]
present four trustworthy ML technologies regarding fairness, explainability, audibility, and safety
to support the development of trusted AI-based systems.

Trustworthy AI related research usually focuses on different requirements, and all of them are
included in EU requirements. We present the seven key EU requirements published by EU [39] in
Figure 1(a). The definition of each requirement is as follows:

— Privacy and data governance: AI systems should protect user data and govern its usage at
every step of its lifecycle.

— Diversity, non-discrimination, and fairness: AI systems should treat all sections of society
fairly without discriminating based on factors such as socioeconomic determinants.

— Technical Robustness and safety: AI systems should be resilient to outside attacks, produce
reproducible results, and recover from failure without causing harm.

— Transparency: AI systems need to explain, interpret, and reproduce their decisions to make
stakeholders clearly understand their performance and limitations.

— Human agency and oversight: AI systems should empower human beings to make informed
decisions and foster their fundamental rights.
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— Societal and environmental well-being: AI systems should not cause any harm to society or
the environment during their design, development, and use.

— Accountability: AI systems should set up a proper mechanism to assign responsibilities for
all the correct and incorrect decisions made by the AI system.

Based on the research [1, 18, 69, 94, 98, 104, 122, 137, 147, 189], we extract the keywords of
each requirement and classify them into technical and non-technical requirements, as shown
in Figure 1(b). Technical requirements describe that trustworthiness can be ensured with tech-
nical methods in the design, development, and use phase of an AI system [39]. Non-technical
requirements focus on non-technical aspects and raise the demand for appropriate management
strategies of AI systems, considering that efforts of various roles and steps need to be aligned [104].
We summarize that technical requirements encompass data privacy, fairness, robustness, and ex-
plainability. The human agency and oversight requirement aims to support human autonomy and
decision-making in AI systems, including both technical and non-technical aspects [39]. Human
intervention in the decision-making, design, and monitoring of systems includes technical tasks
such as data labeling [105] and human feedback [209]. While overseeing the overall activity of AI
systems, including broader economic, societal, legal, and ethical impacts, falls under non-technical
aspects [146]. In general, ethical efforts like environmental policy are made to promote societal and
environmental well-being. However, we identify that technical research about improving model
efficiency in AI systems is developing [226]. Therefore, this article discusses human intervention
and efficiency from a technical perspective. The accountability requirement ensures responsibility
for ethical dimensions of decisions related to the development, deployment, and use of AI systems
[39], which is a non-technical requirement. In summary, this article will primarily discuss
technical requirements and focus on the technologies that meet them in AI-based performance
diagnosis systems.

2.2 Performance Diagnosis Systems

The performance of cloud applications is crucial for task completion [47]. Performance man-
agement involves monitoring and measuring relevant performance data, detecting performance
anomalies, and localizing root causes [109]. Based on our search methodology, we summarize
several surveyed papers on performance diagnosis systems for cloud applications in Table 1. Zhou
et al. [241] use a long short-term memory (LSTM) neural network to learn patterns of log
data and apply a back propagation (BP) neural network for adaptive anomaly detection. Li et al.
[107] propose an advanced log parser to embed log data and then train a unified attention-based
bidirectional LSTM (BiLSTM) model to detect anomalies. Du et al. [47] utilize LSTM to auto-
matically learn log patterns from normal execution and detect deviations from normal execution
as anomalies. Yuan et al. [224] model exception logs using a language processing tool word2vec
and utilize classic detection models for performance failure detection. Chen et al. [32] propose
a method to detect performance failures and determine the root cause of failures using function
call relationship graphs obtained from logs.

Several studies perform anomaly detection and root cause localization based on trace data.
Bogatinovski et al. [14] propose an encoder-decoder structure for masked span prediction to
identify abnormal spans. Gao et al. [58] use a multi-layer BiLSTM to detect task and job failures
in trace data. Li et al. [111] propose traceRCA for adaptive feature selection, invocation anomaly
detection, and trace anomaly inference. Additionally, time-series monitoring metrics are explored
for performance diagnosis. Audibert et al. [7] propose an encoder-decoder architecture within an
adversarial training framework for unsupervised anomaly detection of multivariate time-series
monitoring data. Chen et al. [29] adopt the CUSUM to detect change points in time series and
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map a distributed system to a hierarchical causality graph for root cause inference. Su et al.
[183] propose OmniAnomaly, a stochastic recurrent neural network for robust multivariate time
series anomaly detection. Ma et al. [134] propose the AutoMAP, which constructs and refines an
anomaly behavior graph and uses a heuristic algorithm to determine root causes.

From the papers in Table 1, we summarize that a general performance diagnosis system includes
data collection, data preprocessing, anomaly detection, and root cause localization. In data collec-
tion, there are different types of performance data: free-text log data, sequence trace data, and
time-series monitoring metrics. Different methods have been developed for data preprocessing
based on data types. For example, a log parser has been developed to extract information from log
data, and feature extraction and feature selection methods are mostly used. Existing performance
diagnosis research mainly focuses on anomaly detection and root cause localization. Anomaly
detection aims to find abnormal patterns that do not meet the estimated behavior during the op-
eration of the system. Root cause localization is to identify the root causes of an anomaly after it
occurs.

2.3 Unify Technical Requirements into a Performance Diagnosis System

A general overview of the above extracted technical requirements for building trustworthy perfor-
mance diagnosis systems is represented below.

Fairness. AI systems frequently exhibit bias and discrimination, treating different groups un-
fairly based on protected information like gender, race, and ethnicity. For example, [4] points out
that a risk assessment tool used by the judicial system to predict future criminals is biased against
black people. Such biases can mislead AI systems and cause harm or unfairness. Therefore, in AI
systems, fairness refers to avoiding or mitigating bias and discrimination. In AI-based performance
diagnosis systems, biases can arise from data and models. Data bias mainly exists because of im-
balanced data and insufficient labeled data. For example, the imbalanced data distribution makes
an anomaly classifier biased toward the majority class (i.e., normal data) [184]. Model bias exists
due to the potentially high correlation between minority groups and outliers, resulting in unjust
outcomes by overly flagging the samples from the minority groups [222].

Robustness. Algorithm robustness refers to its ability to handle execution errors, erroneous
inputs, or unknown data [104]. A lack of robustness can cause unintended or harmful manners,
affecting system trustworthiness. In performance diagnosis systems, robustness is crucial at data
and model levels. Distributed applications are deployed in complicated environments, meaning
various data distributions and features might exist, leading to issues like imbalanced data. Robust-
ness against distribution shifts is a common problem in various applications [23]. Additionally,
AI models are vulnerable to malicious attacks, particularly adversarial attacks, which have raised
concerns in academia and industry. For performance diagnosis systems, ensuring model robust-
ness involves reducing sensitivity to small changes in data distribution and adapting to different
scenarios [57]. Defense strategies against adversarial attacks have also been developed to enhance
model robustness [223].

Explainability. Explainability is crucial for AI models to be trusted, as it clarifies how they
make decisions. Understanding the mechanisms of data, parameters, procedures, and outcomes in
AI systems is essential for trustworthiness. XAI methods can be realized through data and models.
From a data perspective, selecting useful features is helpful for subsequent model interpretation.
From a model perspective, designing a series of fully or partially explainable models can be consid-
ered, such as k-nearest neighbor (KNN) [152]. In addition, analyzing model inputs, intermediate
results, and outputs to find important features is helpful for model explainability. For example, for
deep learning models like the convolutional neural network (CNN), the inspection of interme-
diate features is a widely used means of explaining model behavior [92].
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Efficiency. In AI systems, ML models are becoming more complex, deeper, and trained on ever-
increasing amounts of data. These models have superior performance on specific tasks, but the
efficiency and cost issues are becoming urgent concerns [141]. Efficiency in AI systems refers to
both data and model aspects. Data efficiency concerns high computational costs associated with
training models on large datasets. Model efficiency, also known as inference efficiency, aims to
seek a balance between model scale and performance. In AI-based performance diagnosis systems,
efficiency needs to be achieved across data, models, and training. To enhance efficiency, various
methods have been developed, including data dimension reduction [102] and model pruning tech-
niques [103].

Data privacy. Data privacy protection prevents the unauthorized use of data that can identify a
person directly or indirectly [94]. AI-based performance diagnosis systems rely on large amounts
of collected data, requiring data privacy to protect data from unauthorized access. In addition, pri-
vate organizations, governments, or hackers could misuse data, leading to harmful consequences.
For instance, leaked monitoring data could reveal application status to competitors. As a result, it
is vital to protect the privacy of the data to avoid harmful consequences and promise the devel-
opment of applications. To address growing concerns about data privacy, protection techniques
should cover the entire AI lifecycle, including protecting data information and developing privacy-
preserving models. For data collection and preprocessing, methods must be in place to ensure the
privacy and security of sensitive information [104]. During model training, techniques should be
employed to hide certain input data from the output, ensuring that individual data points are not
exposed [94].

Human intervention. Human intervention in AI systems ensures reliability and can be catego-
rized into three mechanisms: human-in-the-loop (HITL), human-on-the-loop (HOTL), and
human-in-command (HIC) [39]. HITL encompasses human intervention in every decision cy-
cle, HOTL involves humans in a supervisory role during the design cycle and ongoing monitoring
of the system’s operation, and HIC decides when and how to use the system in specific situations
[39]. HITL and HOTL ensure technical reliability, while HIC emphasizes ethical considerations. In
performance diagnosis systems, our primary focus on human intervention involves human partic-
ipation in the decision-making of AI models to enhance their performance, particularly within the
context of HITL. Human intervention is crucial at various stages, including data labeling and model
training. Manual data labeling is the most effective method to ensure high-quality labeled data and
enhance diagnostic model performance. Studies have explored integrating human feedback to im-
prove model results. For example, feedback from experts to unsupervised anomaly detectors can
improve detection accuracy by leveraging human expertise to fine-tune AI models [174].

Based on our review of trustworthy AI, we unify six technical trustworthiness requirements
into performance diagnosis systems, as shown in Figure 2. Fairness is important for data collection,
addressing imbalanced data and missing label issues. Data preprocessing can promise the robust-
ness, explainability, and efficiency of diagnosis systems. Anomaly detection models should meet
requirements of fairness, robustness, explainability, and efficiency. Research about robustness, ex-
plainability, and efficiency in root cause localization has been developed. Data runs through the
entire system, indicating that data privacy needs to be guaranteed throughout the system. More-
over, human intervention to improve diagnosis performance in the decision-making process can
be considered. We will introduce the diagnosis system and these trustworthiness requirements in
detail next.

3 State-of-the-Art Technologies for Trustworthy Performance Diagnosis Systems

Based on our review of trustworthy AI and performance diagnosis systems, we extract six techni-
cal trustworthiness requirements and unify them into a general AI-based performance diagnosis

ACM Comput. Surv., Vol. 57, No. 5, Article 115. Publication date: January 2025.



115:10 R. Xin et al.

Fig. 2. Technical trustworthiness requirements for a performance diagnosis system.

framework. For the performance diagnosis system, we first review related research and provide
a detailed introduction of each component. Then, for each component’s trustworthiness require-
ments, we survey relevant technologies to meet those requirements. According to our reviews,
we provide a taxonomy of trustworthiness requirements and related methods in Figure 3. The
references cited in this section are summarized in Table 3.

3.1 Data Collection

In performance diagnosis systems, collecting data for training models is the first step in the di-
agnosis pipeline. We will first introduce different sources of collected performance data and then
provide research on the fairness requirement in data collection.

3.1.1 Performance Data. Performance data can be collected with monitoring tools for running
cloud applications. Performance data includes information that can reflect the health status of
applications, and it has multiple data types that can be classified into three categories: log data,
trace data, and monitoring metrics [181], as shown in Figure 4.

Log data. Log data plays a vital role in the management and maintenance of running appli-
cations. Recording detailed application runtime information, including events, parameters, and
execution details, into logs is a common practice [245]. Log data is unstructured and free-text.
Figure 4(a) shows an example of log data from the HDFS logs on the Amazon EC2 platform [210].
Each line printed on the system console is a log message. Each log message consists of timestamps,
a constant part (log event), and a variable part (log parameter). The log event comprises fixed text
strings and is a template for a log message. The log parameter records system attributes, e.g., URL,
file name, or IP address. A log sequence consists of a sequence of log events that record the execu-
tion flow of a specific task. Log events from the same log sequence share the task ID, which can
be used to link the events chronologically. Log events can be acquired from log messages through
log parsing, a preprocessing method for log data.

Trace data. Sequence trace data can be extracted as graph-like abstractions, as shown in
Figure 4(b), containing information for understanding the execution workflow of cloud applica-
tions. It consists of spans and traces, where each span represents a specific operation within a
service, and a trace represents the execution process of an external request. Spans record details
like start and end time, service name, HTTP path, and function in remote procedure call [14],
while traces provide a higher-level view of interactions and dependencies between services [70].
Analyzing trace data enables operators to gain insights into service interactions and pinpoint
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Fig. 3. Taxonomy of trustworthiness requirements in AI-based performance diagnosis systems.
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Fig. 4. Performance data: (a) log data, (b) trace data, (c) monitoring metrics.

where failures occur and root causes. To facilitate analysis and reduce the complexity of trace
data, preprocessing steps, with log parsing methods, can be used to transform raw spans into a
structured format [14].

Monitoring metrics. Monitoring metrics are time-series data, as shown in Figure 4(c), and
can be classified into service- and resource-level data [88]. Service-level data includes key

performance indicators (KPIs) like latency and throughput. Latency represents the time taken
for an operation to complete, while throughput measures the number of user requests completed
in a given time interval [88]. Resource-level data captures the current capacity and utilization of
infrastructures, including CPU, memory, disk, and network [64]. Resource capacity refers to the
storage size or processing strength, while resource utilization measures the capacity used com-
pared to the available capacity. For example, CPU usage reflects the time a CPU is busy executing
instructions, and memory utilization tracks the storage consumed by a process or application.

3.1.2 Trustworthiness Requirements and Methods. Performance data introduces bias into AI sys-
tems due to imbalanced data and missing labels. Imbalanced data refers to a situation where the
distribution of classes within a dataset is significantly unequal, leading to suboptimal performance
of diagnostic methods [182]. Additionally, performance data typically lacks immediate labels for
training models, making it crucial to ensure label quality to maintain fairness [183]. Thus, ensuring
fairness related to data quality is crucial for trustworthy data collection in performance diagnosis.

Fairness. In performance diagnosis systems, the corresponding bias mitigation techniques for
biases in data collection are data sampling and data annotation. Data sampling methods alleviate
the class imbalance by adjusting the dataset, and they can be further categorized into two types:
undersampling and oversampling [214]. Undersampling reduces the majority class in samples to
adjust the imbalance degree, with methods like random undersampling, which removes the ma-
jority of samples randomly [77], and informed undersampling, which adjusts the data distribution
using specific mechanisms or classifiers [124]. Other undersampling methods include cluster-based
approaches to replace the original majority with new samples [235], and the Tomek Link method,
which pairs samples that are close to each other but have different classes [188]. Oversampling
addresses minority class scarcity by duplicating or generating new minority samples. The main-
stream oversampling methods include random oversampling and synthetic oversampling. Random
oversampling randomly replicates a set of minority samples from the original data [138]. Synthetic
oversampling generates synthetic minority samples using the existing samples and includes two
representative methods, SMOTE [26] and MWMOTE [8].

Data annotation is crucial for anomaly detection because anomaly data is the minority of col-
lected performance data. There are three mainstream methods: manual, crowdsourcing, and active
learning [105]. To avoid human bias in annotated data, experts must be carefully chosen for manual
labeling [104]. Crowdsourcing is an innovative way for data annotation, and it leverages workers’
knowledge to process machine-hard tasks [22]. In crowdsourcing, complex tasks will be split into
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Fig. 5. Trustworthiness requirements in the data collection component.

Fig. 6. Data preprocessing methods.

micro-tasks and published on crowdsourcing platforms like Amazon Mechanical Turk,1 where
workers can complete tasks and get monetary rewards. Key issues in crowdsourcing include task
assignment [219] and truth inference [239] for labeling anomalies and root causes in diagnosis
systems. Active learning (AL) combines machine and human efforts to label data [225]. Initially,
a small subset is manually labeled to train a model, which then classifies unlabeled data. Samples
with high uncertainties are selected for further manual labeling. This iterative process continues
until high-quality labels are obtained. Statistical AL methods and their variants are widely used
[11, 38], while deep AL methods have been developing rapidly, as detailed in a comprehensive
survey [157].

In conclusion, fairness emerges as the primary trustworthiness requirement for the data col-
lection component. To address bias from imbalanced data and missing labels, we summarize two
key solutions: data sampling and data annotation, as shown in Figure 5. These approaches aim to
mitigate the impact of imbalanced data by adjusting class distributions and addressing the issue
of missing labels through appropriate annotation techniques.

3.2 Data Preprocessing

Data preprocessing enhances data quality and extracts relevant information to improve diagnosis
performance. This section focuses on preprocessing methods and trustworthiness requirements.

3.2.1 Data Preprocessing Methods. Data preprocessing should suit collected performance data
in diagnosis systems, and we introduce methods based on different data types, as shown in Figure 6.

Log parsing. Raw log messages and traces contain a lot of specific information and are all
unstructured data, requiring log parsing methods [14]. Log parsing techniques have been devel-
oped to extract log events and parameters from each raw log message. For example, in Figure 4(a),
the raw log message is parsed into the log event “Receiving block * src: * dest: *”, with three
different log parameters represented by *. Early studies of log parsing mainly focus on extract-
ing log events [210]. Yu et al. [218] simplify logs by substituting timestamps with numbers at

1https://www.mturk.com/
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the beginning of logs, removing logging levels, replacing identifiers such as IPs and URLs with
simple text, and shortening text in logs. Zhang et al. [230] develop a general log parser by learn-
ing regular patterns from heterogeneous logs. Traditional log parsing methods cannot extract in-
formation accurately [245], leading to the development of more advanced parsers. Du et al. [47]
maintain a vector of parameter values, which is used by subsequent training along with the log
entry, that contains the elapsed time between a log entry and its predecessor. Additionally, ML
methods are applied to extract text information from logs. Zhang et al. [234] extract the semantic
information of log events and transform each log event into a fixed-dimension vector. Huang et al.
[84] design a log sequence encoder and a parameter value encoder to obtain their representations
correspondingly.

Feature engineering for time-series data. Monitoring metrics are typically represented as
multivariate time-series data. In cloud applications, multivariate time-series metrics can reflect
the health status of the application [87]. To make original time-series data suitable for subsequent
models, various methods are employed to process it in temporal and feature dimensions. Feature
engineering on the temporal dimension refers to effective methods to convert it into sequence
data fragments with meaningful classification labels [36]. For example, within a specified time
window, features such as average, maximum, and minimum values can be extracted. From the
feature dimension, feature selection to choose a subset of all features [25] and feature extraction
to create a subset of new features have been developed to reduce data noise and dimensions.

Other data preprocessing methods. Besides the above processing for collected performance
data, data preprocessing includes other operations such as data cleaning, smoothing, normal-
ization, transformation, and partitioning, as shown in Figure 6. Data cleaning enhances data
quality, for example, by using missing value imputation methods [37]. In performance diagnosis
systems, prediction-based and reconstruction-based models are sensitive to abnormal samples,
requiring outlier detection methods like the spectral residual (SR) [156] to detect outliers and
replace outliers [236]. Data smoothing is to smooth out the random transient noise in collected
data using methods like mean and median filters [71]. In addition, the fast Fourier transform

(FFT) is mainly applied to time-series data. For example, [153] identifies high-frequency change
areas using FFT and verifies them with the Z-value test. Data normalization typically scales data
to the (0,1) range using min-max or z-score normalization [60]. Data transformation ensures
data compatibility with models, such as applying one-hot encoding to log events [192]. Data
partition divides data into subsets, such as training and testing sets for supervised learning [24],
and defining sliding windows [183].

3.2.2 Trustworthiness Requirements and Methods. Data preprocessing converts original data
into a format that can be used for subsequent model training, enhancing diagnosis performance in
terms of accuracy, efficiency, and robustness. To build trustworthy diagnosis systems, robustness,
explainability, and efficiency are crucial requirements for the data preprocessing component.

Robustness. To enhance the robustness of diagnosis models, data augmentation and adver-
sarial attack techniques can be considered in data preprocessing. Data augmentation enlarges
and enhances data size while maintaining labels, thereby reducing overfitting and improving
model robustness and generalization. As used in image recognition [171], data augmentation for
time-series and log data also includes random transformations like flipping and jittering [89, 154].
For time-series data, random warping in the time dimension [193] and frequency warping
[90] are applied. Since random transformations are unsuitable for diverse data with varying
feature properties, techniques like pattern mixing, generative models, and pattern decomposition
have been developed to synthesize new data using inherent information [89]. Pattern mixing
combines existing patterns of time-series data to create new samples, while generative models
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(e.g., Gaussian trees [21], hidden Markov models [215], and neural networks-based GANs [61])
generate new samples based on feature distributions. Data decomposition extracts features like
trend components to generate new patterns while preserving data distribution [10]. For log data,
Han et al. [72] propose a robust online evolving anomaly detection (ROEAD) framework,
which adopts natural language processing to remove the effects of noise and uses online learning
theory to update parameters dynamically.

The main idea of adversarial attack is to generate adversarial examples by adding small, subtle
perturbations to input data, causing ML models to give false predictions with high confidence.
Many researchers have developed algorithms for constructing such adversarial examples, relying
on the architecture and parameters of the DL model [62, 135]. Recently, studies have explored
adversarial attacks on time-series data. Oregi et al. [148] adopt a soft KNN coupled with dynamic

time warping (DTW) to generate adversarial examples. Karim et al. [93] propose using an
adversarial transformation network (ATN) to attack various prediction models. Harford et al.
[75] propose transforming the existing ATN onto a distilled model to attack various multivariate
time-series prediction models. There is limited adversarial attack research for deep time-series
prediction models, such as long- and short-term time-series network (LSTNet) [99]. Fawaz
et al. [53] utilize the fast gradient sign method (FGSM) and basic iterative method (BIM)
attacks to attack residual network (ResNet) classifiers for univariate time-series data.

Explainability. Various studies present approaches to make data explainable, summarized into
three aspects: data visualization, feature analysis, and feature importance. Data visualization aids
in understanding data [175], and tools have been developed for different data sources. The ELK
stack2 (Elasticsearch, Logstash, and Kibana) are useful for visualizing logs, traces, and metrics,
while Prometheus3 and Grafana4 are suited for time-series metrics. Feature analysis before feeding
them into training models can provide a better understanding of data distributions. Systems like
Splunk,5 ELK, and Logentries,6 as well as studies like [47, 78, 117], provide powerful text search
and analysis capabilities for logs and traces. For time-series data, single variate analysis primarily
involves determining stationarity, seasonality, and autoregressive characteristics [172]. Addition-
ally, feature selection or extraction for multivariate time-series data enhances the understanding
of training models. Preprocessing feature importance for XAI methods relies on feature selection
methods to optimize AI model performance by selecting key features [25, 202]. Feature selection
methods include filter, wrapper, and embedded techniques. Filter methods score each feature, use
these scores as weights to represent feature importance, and sort them accordingly [164]. Wrapper
methods treat feature selection as an optimization problem, generating and evaluating different
feature combinations [51]. Embedded methods train ML algorithms to obtain weight coefficients
for each feature, then order features based on these coefficients [130].

Efficiency. From the data perspective, we can consider finding informative subsets from
large datasets with feature extraction to improve efficiency. Feature extraction creates a subset of
new features by combinations of existing features, aiming to represent samples accurately in a
low-dimensional space. Principal components analysis (PCA) [211] and linear discriminant

analysis (LDA) [200] are two classical methods. PCA is an unsupervised method that uses eigen-
value decomposition to compress and denoise data. LDA is a supervised method that projects
data into low-dimensional space to keep similar data close to each other. Lee et al. [102] propose
an online oversampling PCA (osPCA) algorithm to reduce computation and memory costs.

2https://www.elastic.co/elastic-stack/
3https://prometheus.io/
4https://grafana.com/
5http://www.splunk.com/
6https://logentries.com/
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Fig. 7. Trustworthiness requirements in the data preprocessing component.

Table 2. ML-based Anomaly Detection Methods

Model Classification Required data Model

Supervised With labels SR+CNN [156] etc.

Unsupervised No labels

Density-based [17, 149]
Distance-based [152, 229]
Kernal-based [165]
Ensemble-based [100, 121]
Neural network [7, 96, 163, 183]

Semi-supervised Few labels SLA-VAE [85] etc.

As a result, robustness, explainability, and efficiency are essential trustworthiness requirements
for the data preprocessing component, as illustrated in Figure 7. To enhance robustness, data
augmentation techniques and adversarial attacks can be employed to enrich the original data. To
improve explainability, techniques like data visualization, feature analysis, and assessing the im-
portance of preprocessed features can be used to gain a deeper understanding of data. Furthermore,
feature extraction methods to reduce data dimensions can be used to improve model efficiency.

3.3 Performance Anomaly Detection

Anomaly detection is a crucial component for identifying and mitigating abnormal behavior in per-
formance diagnosis systems. This section will introduce anomaly detection methods and discuss
related research on trustworthiness requirements for anomaly detection.

3.3.1 Anomaly Detection Methods. Performance anomalies are associated with anomalous indi-
cators that point to service or infrastructure issues. For example, anomalous indicators of resource
consumption can suggest a surge in workloads. After preprocessing, collected performance data
can be represented as a feature matrix. The task of performance anomaly detection is to learn the
characteristics of historical data and determine whether a new observation is anomalous. Various
detection methods, particularly ML-based methods, have been developed [17, 28, 80, 152]. This sec-
tion will explore ML-based anomaly detection in supervised, unsupervised, and semi-supervised
learning methods, as shown in Table 2.

Supervised learning. Supervised learning methods require labels for model training and have
been developed for several years. For example, Hu et al. [80] employ six meta-features to describe
the local dynamics of multivariate time-series sequences and use the support vector machine

(SVM) to detect anomalies. Ren et al. [156] propose an algorithm based on SR and CNN for
time-series anomaly detection, ensuring timely alerts for potential incidents. While supervised
learning generally offers higher detection accuracy than other methods, the lack of labeled data
in real-world scenarios remains a significant challenge.
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Unsupervised learning. Unsupervised learning methods have been developed due to the
scarcity of labeled data in reality. We provide a classification of unsupervised performance
anomaly detection methods, as shown in Table 2. The density-based [17, 149], distance-based
[152, 229], kernel-based [165], and ensemble methods [100, 121] are common and usually focus on
different features in data, leading to varies performance [206, 208]. In addition, many unsupervised
deep detection methods have been developed based on neural networks [96, 163]. Su et al. [183]
introduce OmniAnomaly, a stochastic recurrent neural network employing VAE to reconstruct
input data and determine anomalies for multivariate time series anomaly detection. Audibert et al.
[7] propose USAD, an unsupervised detection method based on adversely trained autoencoder

(AE) for IT system monitoring data. While deep learning methods offer high accuracy, their
model training is usually time-consuming [7].

Semi-supervised learning. Semi-supervised learning addresses scenarios with limited labeled
data. Camacho et al. [20] extend an unsupervised multivariate statistical network monitoring ap-
proach based on PCA with a supervised optimization technique to learn the optimum scaling in
input data for anomaly detection. Huang et al. [85] present SLA-VAE, a semi-supervised learning
anomaly detection framework using VAE. The model uses semi-supervised VAE to identify anom-
alies in multivariate time series and employs AL to update the online model via a small number
of uncertain samples. Semi-supervised methods are more practical in real cloud applications and
perform better than unsupervised detection methods.

3.3.2 Trustworthiness Requirements and Methods. Many studies focus on improving the accu-
racy and robustness of anomaly detection methods. Additionally, fairness, robustness, explainabil-
ity, and efficiency are necessary trustworthiness requirements for anomaly detection methods.

Fairness. The fairness requirement in anomaly detection primarily addresses imbalanced data
issues and cost-sensitive learning techniques have been developed for imbalanced data. Cost-

sensitive learning methods improve detectors by applying different costs for misclassifying samples
[97]. For cost-sensitive learning-based methods, determining an optimal cost representation is
essential. Nikolaou et al. [145] integrate the shifted decision threshold and calibrated probability
estimation for cost-sensitive learning in imbalanced data classification. Wu et al. [91] use
cost-sensitive multi-set feature learning to learn discriminant features. Yin et al. [214] incorporate
costs into both positive and negative output calculations to enhance weighting mechanisms.

Robustness. Designing robust anomaly detection models involves three techniques: robust
representations, ensemble learning, and adversarial attacks. Some studies focus on learning robust

representation of input data. Su et al. [183] propose OmniAnomaly for multivariate time-series
anomaly detection, maintaining robustness by learning data representations and using reconstruc-
tion probability to identify anomalies. Zhao et al. [236] provide a robust model for multivariate
time-series data by modeling stochastic variable distributions to handle perturbations and noise
effectively. Zhang et al. [234] propose a log-based anomaly detection method using an attention-
based Bi-LSTM model, leveraging semantic vectors from log data to manage unstable log events.
Zhao et al. [237] propose a robust anomaly detector with two layers: identifying log data quality
and performing anomaly classification, ensuring robustness to unreliable datasets with label noise.

Ensemble learning enhances model robustness by combining multiple base models, while
errors of each model can be compensated by the others [244]. Ensemble learning methods for
anomaly detection can be classified into supervised, semi-supervised, and unsupervised [45]. For
supervised ensemble learning, Tyralis et al. [191] propose an approach integrating 10 ML algo-
rithms, optimizing weights with k-fold cross-validation and minimizing a selected loss function.
Tama et al. [187] propose a stacked ensemble for web applications, using classifiers like random
forest, gradient boosting, and XGBoost, with a generalized linear model (GLM) as a combiner.
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Semi-supervised ensemble learning focuses on expanding training sets with labels. Yu et al.
[221] employ multi-objective subspace selection and confidence-based auxiliary training sets to
enhance classifier performance. Sjoerd et al. [42] present a reliable semi-supervised method using
self-training to generate diverse classifiers from unlabeled data, combining them into one for
prediction. Unsupervised ensemble learning mainly focuses on consensus clustering, categorized
into pair-wise co-occurrence [55], graph partitioning [83], and median partition-based methods
[82]. These methods enhance clustering accuracy and robustness but face efficiency challenges in
large-scale applications.

Based on the adversarial attack that adds small perturbations to the data, adversarial defense

mechanisms to improve model robustness are crucial. Adversarial defense training involves
incorporating data perturbed by adversarial attacks into the training set with correct labels [62].
For unsupervised learning, Goodge et al. [63] propose the approximate projection autoen-

coder (APAE), which incorporates two defenses, approximate projection and feature weighting,
into a general AE to improve robustness against adversarial attacks. Lo et al. [128] develop the
principal latent space (PLS) by updating the latent embeddings of an AE and purifying them
using PCA. Tuli et al. [190] provide a deep transformer network-based anomaly detection method
with two-phase adversarial training to enhance model generalizability and robustness, especially
effective for diverse inputs.

Explainability. ML models, spanning from deep learning models to SVMs, random forest, and
others, are usually considered “black boxes” because their decision-making processes are usually
complex and not straightforward [68]. Different studies have been developed to build user trust
in XAI. Bodria et al. [13] comprehensively categorize XAI methods, considering types of returned
explanations and different input data formats. According to [13], we can classify XAI methods
into interpretable-by-design and post-hoc methods. Interpretable-by-design methods incorpo-
rate interpretability into their architectures and are widely used for anomaly detection. Some
interpretable-by-design methods are model-specific and designed with particular model architec-
tures. For example, the auto-regressive integrated moving average (ARIMA) model [143] for
time-series anomaly detection has a specific structure that combines auto-regressive (AR), differ-
encing (I), and moving average (MA) components. Simple tree-based models, such as decision tree
[56], provide intuitive results that facilitate understanding anomalies within the data. The decision
tree constructs a hierarchical structure based on feature splits, where each node represents a deci-
sion based on a feature, and each branch represents an outcome of that decision [227]. In contrast,
ensemble-based tree models like random forest [16] are more challenging to explain directly, and
post-hoc methods to analyze feature importance can be considered. Distance-based algorithms
such as KNN [152] make predictions based on similarity in feature spaces, allowing straight-
forward interpretation based on neighboring data points. Additionally, certain models serve as
model-agnostic interpreters, designed to adapt to various model architectures and applicable
across diverse domains and datasets. For example, the Bayesian model [179] uses probability to rep-
resent uncertainty within the model, providing transparent interpretation. Aside from models with
built-in explainable architecture, others are designed to incorporate explainable components into
original models. For example, Aguilar et al. [3] propose a novel decision tree-based AE for anomaly
detection, capable of explaining its outcomes by identifying correlations among all attributes.

Post-hoc methods are crucial for interpreting model results by analyzing features. Most post-hoc
methods are model-agnostic [27, 40, 86, 131, 159, 160], allowing them to be applied to various mod-
els. Some post-hoc methods are model-specific and leverage the characteristics of specific model
architectures to provide explanations. DeepLIFT [173] is designed specifically for neural networks,
decomposing output predictions by back-propagating the contributions of all neurons to every
feature. Sundararajan et al. [186] propose Integrated Gradients (IG), a local XAI technique
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assigning importance values to input features using gradients of model outputs. Dhurandhar et al.
[43] propose CEM for neural networks, defining explanations by providing insight into preferable
and unwanted features. In addition, post-hoc methods provide global or local explanations, respec-
tively. Local explanations focus on specific samples and provide insights into factors influencing
individual outcomes. For example, LIME [159] is a local interpretable method that calculates the
feature importance to explain individual predictions. LORE [66] is a local rule-based method that
generates synthetic neighborhoods around an instance, learns a decision tree to approximate their
behavior, and extracts rules from the tree to explain the prediction. Global explanations are suitable
for understanding overall model behavior, identifying feature trends, and providing high-level in-
sights. SHAP [131] provides both local and global explanations by calculating feature importance
and uses Shapley values from game theory to ensure consistency of the explanations. According
to [13], LIME and SHAP are classic, widely used methods suitable for any data type, while LORE is
specific to tabular data. Moreover, advanced methods based on them have been developed. Chen
et al. [27] propose L2X, a local method based on information theory, introducing instance feature
selection for black-box model explanation. Ribeiro et al. [160] propose a global and local method,
ANCHOR, which extends LIME with decision rules. Covert et al. [40] propose SAGE, a global inter-
preter based on SHAP that considers feature interactions. Huang et al. [86] provide DeepExplainer,
a global interpreter using SHAP to output the significance of features. In addition, Guidotti et al.
[67] propose LOREsa , an extension of LORE that builds an ensemble of decision trees and merges
them into a single tree, providing more stable and actionable explanations for any data type.

For performance anomaly detection, post-hoc methods for anomaly interpretation based on the
above classic XAI methods have been developed, which can be identified based on data types. For
multivariate time series, many studies explain anomalies by analyzing the reconstruction errors
between original and reconstructed data. For instance, OmniAnomaly [183] interprets detected
anomalies based on the reconstruction probabilities of univariate time series. Antwarg et al. [5]
use SHAP to explain anomalies detected by AE, focusing on connections between features with
high reconstruction errors. Li et al. [113] propose an MCMC-based method for embedding and
reconstructing anomalous parts in multivariate time series. Song et al. [178] explain anomalies
by ranking and selecting anomalous scores of features calculated based on reconstruction errors.
Some research employs gradient-based methods. Nguyen et al. [144] propose a gradient-based ex-
plainable VAE, and it analyzes the gradients contributed by each feature of a data point. Chen
et al. [31] use IG to determine important features of anomalous data by computing the gradient
to each feature and integrating them from a baseline to the actual input. In log data analysis,
attention-based methods are common. Yang et al. [212] design an attention-based GRU neural
network for anomaly detection, providing interpretable results through its attention mechanism.
Wang et al. [197] design an attention decoder to decode context information into an attention
matrix, enabling explainability through the weights of each context attribute. Many studies use
gradient-based anomaly interpretation, primarily relying on the IG method. Han et al. [73] offer
anomaly interpretation for log data by modeling the correlation between events and prediction
outcomes using IG. Additionally, Ren et al. [158] provide an interpretable report combining log,
trace, and metrics by computing the gradient of the model’s loss function with respect to the ad-
jacency matrix and associated node features. For trace data, anomalies can be clearly interpreted
by identifying the failed microservice and the corresponding call path without applying repre-
sentation learning [123]. Further research on trace-based root cause localization is discussed in
Section 3.4.1.

Efficiency. For performance anomaly detection methods, the primary objective of efficiency is
to optimize models, such as model size and number of parameters, while minimizing the loss of
detection performance. Anomaly detection methods can benefit from model pruning to improve
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Fig. 8. Trustworthiness requirements in the anomaly detection component.

efficiency. For example, in KNN, reducing the number of neighbors during detection can improve
efficiency, as high-ranking data points are processed first, resulting in high thresholds for pruning
strategies. In IForest, pruning techniques mainly focus on reducing the number and depth of trees.
Cheng et al. [33] propose an ensemble method combining IForest and LOF, introducing a pruning
threshold setting to improve detection efficiency. For deep learning methods, pruning is a tech-
nique to find a minimal subset of parameters and remove the rest while ensuring the quality of
models remains above the desired threshold [141]. Pruning can be introduced before training [194],
during training [54], and after training [101]. Leroux et al. [103] use a pruned network for anomaly
detection, allowing efficient implementation on embedded or resource-constrained hardware.

In conclusion, trustworthiness in anomaly detection includes fairness, robustness, explainabil-
ity, and efficiency, as shown in Figure 8. Cost-sensitive learning methods address imbalanced data
to promote fairness. Robustness is enhanced through techniques like robust representation learn-
ing, ensemble learning, and adversarial defenses. Explainability is improved with interpretable-
by-design and post-hoc methods, such as tree-based models and feature importance techniques.
Efficiency is achieved through model pruning to optimize model size and parameters in deep learn-
ing models. These advancements collectively enhance the trustworthiness of anomaly detection
methods.

3.4 Root Cause Localization

Root cause localization helps rapidly recover from performance anomalies and can be explored at
different granularities: coarse-grained and fine-grained. Coarse-grained localization identifies only
faulty services, while fine-grained localization pinpoints both the faulty service and the root cause
metric of the service [205, 207]. This section first introduces research about root cause localization,
followed by trustworthiness requirements and methods for root cause localization.

3.4.1 Root Cause Localization Methods. Research on root cause localization in cloud environ-
ments can be categorized into three groups based on data sources: log-based, trace-based, and
metric-based [176]. This section explores the specifics of log-based, trace-based, and metric-based
research.

Log-based research. Log-based root cause localization mainly focuses on parsed log data with
multi-dimensional attributes. The root cause can be one or more combinations of attributes in mul-
tiple dimensions, leading to the challenge of having a vast search space for potential root causes.
Various techniques to reduce the search space have been proposed. Bhagwan et al. [12] propose
Adtributor, assuming a single attribute dependency and using forecasting to calculate explanation
power and “surprise”. Lin et al. [116] provide iDice, employing isolation power to measure the de-
gree of separation between abnormal and normal values within an attribute combination. Sun et al.
[185] use a novel potential score based on ripple effects for anomaly propagation, applying Monte
Carlo tree search and hierarchical pruning to determine the root cause. Li et al. [112] propose a
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generic and robust method called Squeeze, integrating bottom-up and top-down strategies with
a generalized ripple effect (GRE). Li et al. [110] propose PSqueeze, a probabilistic clustering
method to reduce the influence of noise and improve model robustness. Furthermore, Li et al. [108]
propose SwissLog, which uses an ID relation graph from log data to determine the root cause.

Trace-based research. Trace-based root cause localization analyzes service call graphs
to identify root causes at the service level. Zhou et al. [242] provide MEPFL, which trains a
supervised ML model using fault injection data to predict the root-cause microservices. Liu et al.
[123] propose TraceAnomaly, focusing on detecting structural or latency anomalies in traces. Li
et al. [111] provide TraceRCA, which suggests an insight that a service with more abnormal traces
and fewer normal traces passing through is more likely to be the root-cause service. Yu et al.
[217] propose TraceRank, using spectrum analysis and PageRank-based random walk methods to
pinpoint abnormal services.

Metric-based research. Root causes of performance anomalies can be identified using statis-
tical analysis, topology graph-based analysis, and causal inference-based methods. For statistical
analysis, Wang et al. [195] conduct correlation analysis based on mutual information to determine
root-cause metrics. However, since correlation does not ensure causation [19], statistical analysis
cannot pinpoint root causes. For topology graph-based analysis, Wu et al. [204] generate a topology
graph from deployment data, extracting a weighted anomalous subgraph to determine root causes.
Topology graph-based analysis is coarse-grained and usually identifies service-level faults. Causal
inference-based methods identify root causes by visiting a causal graph constructed with monitor-
ing data. CauseInfer [29, 30] and Microscope [65, 115] use service interaction and latency data, em-
ploying PC (named after its authors, Peter and Clark) and breadth-first search (BFS) algorithms
to identify faulty services. CloudRanger [196], MS-Rank [132, 133], and AutoMAP [134] use PC
and random walk algorithms to build causal graphs and infer root causes. MS-Rank and AutoMAP
use metrics including service latency, throughput, power, and resource consumption, whereas Au-
toMAP refines the causal graph. MicroCause [140] focuses on metric localization within faulty
services using PC-based causal graphs and random walks. MicroDiag [203] uses DirectLiNGAM
for causal graphs and PageRank to infer root cause metrics. PC and LiNGAM are commonly used
for causal structure learning, and BFS and random walk are used for root cause inference. Most
research targets coarse-grained localization, with fine-grained approaches still developing.

3.4.2 Trustworthiness Requirements and Methods. Root cause localization research primarily
focuses on causal inference and graph methods. For trustworthiness requirements, several studies
about localization robustness for log data have been proposed. Sun et al. [185] achieve robustness
by using a novel potential score based on the ripple effect for anomaly propagation. Li et al.
[112] combine bottom-up and top-down strategies with a GRE to enhance robustness. Li et al.
[110] propose a probabilistic clustering method to reduce noise and improve model robustness.
These studies focus on the ripple effect to enhance robustness, but research on model robustness
for causal inference and graph-based root cause localization in monitoring metrics is limited.
For explainability, root cause localization can be seen as the explanation of detected methods.
Additionally, root cause localization based on causal inference is inherently interpretable and easy
to understand.

For efficiency, research mainly focuses on pruning strategies during the localization process.
Li et al. [111] improve localization efficiency by reducing the number of traces that need to be
inferred. They first detect abnormal traces through inference of abnormal invocations rather than
directly detect abnormal traces and then infer the normality of traces based on detected abnormal
invocations. Zhang et al. [233] propose the search space reduction strategy achieved by hierarchy
extraction to improve efficiency. Liu et al. [119] adopt a pruning strategy to eliminate anomalous
service call edges in anomaly propagation chains.
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Fig. 9. Trustworthiness requirements in the root cause localization component.

In conclusion, trustworthiness requirements for root cause localization have been continuously
developed, with a focus on ensuring robustness through the incorporation of ripple effects, en-
hancing explainability through the use of causal inference techniques, as well as improving model
efficiency with pruning strategies, as shown in Figure 9.

3.5 System-Level Trustworthiness Requirements

Data privacy and human intervention are key trustworthiness requirements for the entire diag-
nosis system. Data privacy concerns the security and protection of data used in the lifecycle of
diagnosis systems. Human intervention refers to the role of humans in the diagnosis system and
falls within the scope of HITL [39]. This section will introduce them in detail.

3.5.1 Data Privacy. Having massive data for developing diagnosis algorithms is a great benefit
but also introduces security risks, providing potential vectors for hackers. Data governance
involves allocating authority and control over data, which is crucial for decision-making in
data-related matters [15]. Data privacy within data governance for the diagnosis system en-
compasses data collection, management, and usage. To significantly mitigate data breaches and
safeguard AI model integrity, measures must be implemented across the AI system lifecycle.
During data collection and preprocessing, techniques such as blockchain-based data storage are
essential to protect sensitive information. During model training, privacy-preserving methods
like differential privacy (DP) and federated learning (FL) can be employed to prevent the
exposure of individual data points. These techniques help maintain data confidentiality while
enabling effective diagnosis algorithm development.

Blockchain-based data storage. Blockchain provides a user-friendly platform for distributed
data storage and protection. In blockchain networks, miners create blocks to validate and record
transactions, which in performance diagnosis systems involve collected logs and monitoring met-
rics. With blockchain technologies, the storage and protection of large data have been explored.
Li et al. [106] define transactions in non-cryptocurrency systems and illustrate their processing
in Internet of Things (IoT) data. Zhou et al. [240] design a blockchain-based decentralized IoT
system in which anonymity and confidentiality of Blockchain provide strong privacy for users and
devices to hide sensitive data. Liang et al. [114] implement secure data storage using Blockchain,
enhancing decentralization, tamper resistance, real-time monitoring, and management of storage
systems. Liu et al. [120] integrate Blockchain into edge computing for secure data storage and
transmission, supporting tamper resistance and traceability in IoT environments.

Differential privacy. DP is used to hide specific input data from the output by adding ran-
dom noise to the input data or data analysis procedure [46]. In other words, statistical results
derived from input data do not reveal whether specific records are included in the data. In diagno-
sis systems, where performance data typically lacks sensitive user information, DP can effectively
obscure input data or be applied directly to models. Dwork et al. [50] define ϵ-DP as a measure
of how well a randomized statistical function on a dataset reflects whether an element has been
removed. Zhang et al. [231] propose an obfuscate function to mask training data before model
training. There are studies about ML with DP. Rubinstein et al. [162] suggest differentially private
SVM learning mechanisms, which add noise to the output classifier and yield close approximations
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to non-private SVMs. Song et al. [177] propose differentially private stochastic gradient descent

(SGD) for general convex objectives and validate its effectiveness using logistic regression. Abadi
et al. [2] introduce a simpler differential private SGD (DPSGD) algorithm, applying DP noise to
gradients and training processes across multiple training iterations. Wei et al. [199] integrate DP
into FL to prevent information leakage effectively.

Federated learning. FL addresses data privacy issues by enabling ML algorithms to utilize
diverse data sources without sharing or centralizing the data. Existing FL algorithms can
be categorized into horizontal FL (HFL), vertical FL (VFL), and FTL [213]. HFL refers to
participants sharing the same feature space but holding different samples. In HFL, all parties
calculate and upload local gradients to the central server for aggregating them into a global
model [228]. Methods like homomorphic encryption [6] and DP [50] are used to ensure the
security of switching gradients in HFL. VFL refers to datasets with the same samples but different
features, with each party keeping data and models local while exchanging intermediate results
[127]. VFL has been combined with models like logistic regression [59], tree structures [129],
and neural networks [161]. FTL deals with datasets that differ in both feature and sample spaces
with limited overlaps, allowing knowledge sharing without compromising privacy. FTL enables
a party in a target domain to leverage labels from a source domain to build effective models [126].
Several studies have examined FL to preserve privacy in performance diagnosis systems. Cui
et al. [41] introduce a blockchain-based FL framework for anomaly detection, ensuring privacy
and robustness. Liu et al. [125] introduce an FL framework for time series IoT data. Additionally,
Pei et al. [150] propose FedPAD, a personalized federal anomaly detection framework for cellular
traffic data that aggregates data from various organizations while protecting privacy and security.

3.5.2 Human Intervention. Human intervention, known as interactive ML and in the context of
HITL [225], involves tasks such as human annotation during data labeling and human participation
in model decision-making. While unsupervised deep learning is rapidly developing due to limited
labels, supervised learning still outperforms it. Data annotation and AL have been discussed in
Section 3.1.2. Zhou et al. [243] propose a deep weakly supervised anomaly detection method using
an AE to fit normal data and extract feature representation. Human work for data preprocessing,
such as parsing source files and generating logs, is necessary. Except for data annotation, human
involvement is essential for tasks such as hyper-parameter tuning and feedback in deep learn-
ing methods for diagnosis systems. Hyper-parameters like network layers, epochs, and learning
rates are typically determined and tested by humans [166]. Although Automated ML [198] aims
to reduce the need for human experts, it is still in development. Human feedback is also crucial
for refining trained AI models. Xu et al. [209] enhance evaluation results with human judgment,
making users satisfied with detection results. Ding et al. [44] propose GraphUCB, a collaborative
and contextual bandit algorithm that integrates expert feedback to update its selection strategy.
Siddiqui et al. [174] develop a HITL anomaly detection system where analysts can provide direct
feedback to an anomaly detector. Duan et al. [48] use Q-learning in anomaly detection, incorpo-
rating feedback to update the model and the abnormal level of abnormal logs. While less research
exists on human intervention in root cause localization, revising causal graphs built by algorithms
with human knowledge could enhance performance.

In conclusion, we identify data privacy and human intervention as key trustworthiness require-
ments for diagnosis systems, as shown in Figure 10. For data privacy, blockchain-based storage, DP,
and FL protect data from collection to model development. Human intervention includes data an-
notation, hyper-parameter tuning, and human feedback to enhance diagnosis performance. These
technologies ensure the overall trustworthiness of diagnosis systems by preserving privacy and
leveraging human expertise throughout the diagnosis process.
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Fig. 10. System-level trustworthiness requirements.

Table 3. Representative Papers of Methods for Building Trustworthy Performance Diagnosis Systems

System component
Trustworthiness

requirement
Method Reference

Data collection Fairness
Data sampling [8, 26, 77, 124, 138, 188, 214, 235]
Data annotation [11, 22, 38, 104, 105, 157, 225]

Data preprocessing

Robustness
Data augmentation [10, 21, 61, 72, 89, 90, 154, 193, 215]
Adversarial attack [53, 62, 75, 93, 135, 148]

Explainability
Data visualization [175]
Feature analysis [47, 78, 117, 172]
Preprocessing feature importance [25, 51, 130, 164, 202]

Efficiency Feature extraction [102, 200, 211]

Anomaly detection

Fairness Cost-sensitive learning [91, 97, 145, 214]

Robustness
Robust representation [183, 234, 236, 237]
Ensemble learning [42, 45, 187, 191, 221]
Adversarial defense [62, 63, 128, 190]

Explainability
Interpretable-by-design methods [3, 56, 143, 152, 179, 227]
Post-hoc methods [5, 27, 31, 40, 43, 66, 67, 73, 86, 113,

131, 144, 158–160, 173, 178, 183, 186,
197, 212]

Efficiency Model pruning [33, 54, 101, 103, 141, 194]

Root cause localization
Robustness Ripple effect [110, 112, 185]
Explainability Causal inference [34, 169, 170, 180, 220, 238]
Efficiency Pruning strategies [111, 119, 233]

Data privacy
Blockchain-based data storage [106, 114, 120, 240]
Differential privacy [2, 46, 50, 162, 177, 199, 231]
Federated learning [6, 41, 50, 59, 104, 125–127, 129, 150,

161, 213, 228]

Human intervention
Data annotation [11, 22, 38, 104, 105, 157, 225, 243]
Hype-prarameter tuning [166]
Human feedback [44, 48, 174, 209]

Table 3 summarizes methods and related papers for building trustworthy performance diagno-
sis systems. Fairness is essential in data collection due to issues with imbalanced data and fewer
labels. For data preprocessing, data augmentation and adversarial attacks are crucial for model
robustness. In addition, feature processing methods enhance model interpretation and efficiency.
Anomaly detection models focus on fairness, robustness, explainability, and efficiency. Root cause
localization explains anomalies and explores robustness and efficiency. Data privacy must be main-
tained from data to model in the system, and human intervention is necessary for data annotation,
hyperparameter tuning, and human feedback.

4 Future Research Directions and Opportunities

Trustworthy performance diagnosis systems have made great progress, but some issues remain.
The following research directions and opportunities have been identified from the existing
literature.
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Deep AL for automated data annotation. In performance diagnosis systems, high-quality
labeled data is crucial in improving diagnosis performance. Considering that few labels exist in
real scenarios, AL, which combines ML and human labor for data labeling, has gained attention in
academia and industry. The key of AL is to develop query strategies to select suitable annotation
samples for manual labeling. Furthermore, integrating deep learning with AL can be considered
for processing high-dimensional and large-scale data and reducing labeling costs efficiently. Deep
AL has been proposed in recent years and still faces many challenges, such as insufficient labeled
data and model uncertainty [157], which need further exploration.

Secure data governance for data and models. Performance data from cloud applications
includes lots of application and infrastructure-related information. Implementing secure data
governance from data collection to model training is essential to protect performance data.
Collected performance data stored in centralized or distributed environments is highly likely to be
attacked or stolen [167]. Blockchain-based storage can encrypt data and prevent tampering, but
its inefficiency due to time-consuming data synchronization needs further research. For model
training, FL [213] has emerged as a solution for secure data governance, maintaining privacy,
and reducing transmission delays by leveraging distributed data. However, many challenges
need to be addressed in the future. For example, FL faces challenges such as low efficiency with
parameter-heavy models and difficulty coordinating multiple devices and heterogeneous data.

Practical anomaly detection in terms of accuracy, robustness, and efficiency. Anomaly
detection for cloud applications has been researched for several years, and existing research
mainly focuses on improving detection accuracy. However, practical anomaly detection should
also consider model robustness and efficiency. Dynamic cloud environments produce diverse
anomalies and data patterns, making robust methods essential for consistent detection perfor-
mance [74]. Several studies about model robustness have been developed, but these methods may
compromise detection accuracy. Therefore, future research should aim to enhance both robust-
ness and accuracy. Additionally, fast response times are critical for meeting user requirements.
Although ML methods, especially deep learning, offer high detection accuracy, model training is
time-consuming [156]. Efforts to improve efficiency often involve model compression [151], such
as pruning neural network nodes or layers [52], and optimizing learning techniques [79]. Despite
these efforts, maintaining accuracy while enhancing efficiency remains challenging. Thus, future
research should focus on developing practical anomaly detection methods that balance accuracy,
robustness, and efficiency, enabling accurate real-time online detection for AI-based performance
diagnosis.

Robust and fair fine-grained root cause localization. Root cause localization is crucial for
explaining anomalies detected in cloud applications, but current methods have many limitations.
For example, some approaches are designed for specific schemas in logs and traces [112, 242],
limiting their generalizability across diverse data types. Enhancing model robustness to handle
heterogeneous data is crucial and challenging. Additionally, while fairness in anomaly detection
has gained attention, fair root cause localization methods are underexplored, requiring further
research. Furthermore, while most metric-based methods focus on service-level localization,
fine-grained localization that identifies both faulty services and metrics can speed up application
recovery [134]. However, metric-level localization faces challenges due to multiple metrics and
complex dependencies. Future research should focus on enhancing the robustness and precision
of fine-grained root cause localization.

Meet ethical trustworthiness requirements. The EU provides seven trustworthiness require-
ments, while this article mainly focuses on six technical requirements for performance diagnosis
systems: data privacy, fairness, robustness, explainability, efficiency, and human intervention. To
build comprehensively trustworthy AI-based performance diagnosis systems, it is essential to meet
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ethical trustworthiness requirements, for example, meeting environmental well-being through en-
ergy research [95] and accountability requirements through law research [201].

5 Conclusion

Performance diagnosis systems identify abnormal performance behavior and root causes for
recovering cloud applications. While AI methods are widely used in these systems, ensuring
trustworthiness requirements is crucial to meet user needs. This article systematically reviews
research on trustworthiness requirements in AI-based performance diagnosis systems. We first
summarize research about trustworthy AI requirements and performance diagnosis systems.
Then, we discuss six key technical trustworthiness requirements for AI models: data privacy,
fairness, robustness, explainability, efficiency, and human intervention. In addition, we extract a
general performance diagnosis framework from existing research, including data collection, data
preprocessing, anomaly detection, and root cause localization. We then unify the six requirements
into different components of diagnosis systems and summarize 13 requirements, for example, fair-
ness for data collection and robustness for anomaly detection. Furthermore, we provide a global
taxonomy of proposed methods and trustworthy performance diagnosis system developments. We
comprehensively offer related works and concrete research on improving trustworthiness for each
component. Finally, besides the technical requirements discussed in this article, more advanced
approaches to improve trustworthiness should be explored, such as achieving practical real-time
online detection or robust root cause localization. Moreover, it is essential to meet ethical trust-
worthiness requirements, such as energy research for the environmental well-being requirement.
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