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A Proofs

A.1 Dirichlet Process Prior with Decreasing Prior Model Odds

Proposition 1. The prior density on the number of clusters implied by a Dirichlet process
over the partitions is decreasing if α ≤ 1/HK−1.

Proof. Given a Dirichlet process prior for K variables with parameter α, the probability of
a number of clusters is given by

P (|ρ| | K,α) =

[
K

|ρ|

]
K!αK Γ(α)

Γ(α +K)
,

where
[
K
|ρ|

]
denotes the unsigned Stirling numbers of the first kind. We want to find α such

that the prior on the size of the partitions is decreasing, i.e.,
P (|ρ| | K,α)

P (|ρ|+ 1 | K,α)
≥ 1.
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Note that the inequality simplifies to: [
K
|ρ|

][
K

|ρ|+1

] 1
α
≥ 1.

The goal is to find a single expression for α that satisfies the inequality for all partition sizes.
Therefore the first step is to find when [K|ρ|]/[ K

|ρ|+1
] is minimal. It can be shown that this ratio

is minimal when |ρ| = 1. Using the identities
[
K
1

]
= (K−1)! and

[
K
2

]
= (K−1)!HK−1 where

Hn denotes the nth harmonic number, this ratio simplifies and we obtain [K
1
]/[K

2
] = 1/HK−1.

It follows that the prior on the size of partitions is decreasing if α ≤ 1/HK−1.

Proposition 2. For any partitions ρn and ρm of K parameters, if |ρn| > |ρm|, then the
probability of partition ρn is smaller than the probability of partition ρm if α ≤ Γ(q)mqr

Γ(K−n+1)

where q and r are the quotient and remainder such that K = qm+ r.

Proof. From Equation (7), we have that

π(ρ | α) = α|ρ|Γ(α)

Γ(K + α)

∏
c∈ρ

Γ(|c|) , (1)

Let ρn and ρm be two partitions such that n = |ρn| > m = |ρm|. We wish to find α such
that π(ρn | α) < π(ρm | α) or π(ρn | α)/π(ρm | α) < 1. This yields:

αnΓ(α)
Γ(K+α)

∏
c∈ρn Γ(|c|)

αmΓ(α)
Γ(K+α)

∏
c∈ρm Γ(|c|)

< 1

αn−m

∏
c∈ρn Γ(|c|)∏
c∈ρm Γ(|c|)

< 1

Next, we maximize the probability of ρn and minimize that of ρm. This is done by con-
sidering ρn with a giant component, {{θ1, . . . , θK−n+1}, {θK−n+2}, . . . , {θK}} which yields∏

c∈ρn Γ(|c|) = Γ(K − n + 1). Similarly, consider for ρm a structure where all clusters
have approximately equal sizes. To define this partition, let q and r be the quotient and
remainder such that K = qm + r. Then, we have a partition with m − r clusters of size
q and r clusters of size q + 1, and

∏
c∈ρm Γ(|c|) = Γ(q)m−rΓ(q + 1)r = Γ(q)mqr. Letting

n = m+ 1, we obtain the following condition for α

α <

∏
c∈ρm Γ(|c|)∏
c∈ρn Γ(|c|)

=
Γ(q)mqr

Γ(K − n+ 1)
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which completes the proof.

A.2 Beta-binomial Prior with Decreasing Prior Model Odds

Proposition 3. For any partitions ρn and ρm of K parameters, if |ρn| > |ρm|, the prior
density of the beta-binomial distribution of ρn to ρm is decreasing for α = 1 and β ≥

(
K
2

)
,

and strictly decreasing for α = 1 and β >
(
K
2

)
.

Proof. The prior density of the Beta-binomial over partitions is given by:

π (ρ | K,α, β) =

(
K − 1

|ρ| − 1

)
B (|ρ| − 1 + α, K − |ρ|+ β)

B (α, β)
{
K
|ρ|

} .

To examine the ratio of two consecutive model sizes we evaluate the ratio of the prior for
partitions ρ and q with |q| = |ρ|+ 1:

π (ρ | K, α, β)

π (q | K, α, β)
=

(
K−1
|ρ|−1

)(
K−1
|ρ|

) B (|ρ| − 1 + α, K − |ρ|+ β)

B (|ρ|+ α, K − |ρ| − 1 + β)

{
K

|ρ|+1

}{
K
|ρ|

} , (2)

=
|ρ|

K − |ρ|
β +K − |ρ| − 1

α + |ρ| − 1

{
K

|ρ|+1

}{
K
|ρ|

} . (3)

Using the recurrence relation of the Stirling numbers
{
n+1
k

}
= k

{
n
k

}
+

{
n

k−1

}
, the ratio

{ K
|ρ|+1
}/{K

|ρ|} is equivalent to {K+1
|ρ|+1
}/{ K

|ρ|+1
} − (|ρ| + 1). This ratio of Stirling numbers was

studied by Berg (1975) and their property 2 provides this inequality{
K+1
|ρ|+1

}{
K

|ρ|+1

} − |ρ| − 1 ≥

{
K+1
|ρ|

}{
K
|ρ|

} − |ρ|.
It follows that the ratio in Equation (2) is maximal at |ρ| = K−1 and has value

(
K
2

)
. Next,

we fix α = 1 and solve π(K|K−1, 1, β)/π(K|K, 1, β) = 1 for β which yields β =
(
K
2

)
. Thus β ≥

(
K
2

)
implies π (j + 1 | K, 1, β) ≥ π (j | K, 1, β) (resp. β >

(
K
2

)
implies π (j + 1 | K, 1, β) >

π (j | K, 1, β)).
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A.3 Joint PMFs of the Prediction Rules

Proposition 4. The prediction rule given

θ1 ∼ K,

θj+1 | θ1, . . . , θj ∼

K with probability PπU

Categorical
(
θ⋆1, . . . , θ

⋆
rj
| 1, . . . , 1

)
with probability 1− PπU

,
(4)

where

PπU
=

BK−j, rj+1

BK−j, rj+1 + rjBK−j, rj

(5)

implies that the distribution over partitions is uniform, i.e., p(ρ) = 1
BK

where K = |ρ|.

Proof. Mezo (2011, p.7) show the following recurrence relation for the r-Bell numbers:

BK, r = BK−1, r+1 + rBK−1, r.

It follows that the denominator of PπU
may be simplified and we obtain

PπU
=

BK−j, rj+1

BK−j+1, rj

, and 1− PπU
=

rjBK−j, rj

BK−j+1, rj

. (6)

The joint distribution of a partition can be expressed by multiplying the prediction rule for
j ∈ 2, . . . , K, omitting the base distribution. Regardless of whether a new or previously
sampled value is drawn, the numerator of the prediction rule for j cancels against the
denominator of j+1. If the process is at K, j, rj and a new value is drawn then rj+1 = rj+1

and BK−j, rj+1 = BK−(j+1)+1, r(j+1)
. The r-Bell numbers cancel similarly when a previously

observed value is drawn. It follows that the joint distribution equals

π (ρ) =
K∏
j=2

π (ρj+1:K | ρ1:j−1) =
K∏
j=2

(Pj,πU
)I(θj /∈θ1,...,θj−1)

(
1− Pj,πU

rj

)I(θj∈θ1,...,θj−1)

=
1

BK−1, 1

=
1

BK

.

Note that the r-Bell number in the numerator of PK,πU
and 1 − Pj,πU

equals B0, rK = 1,
leaving only the denominator of P2,πU

. The simplification from the r-Bell to Bell numbers
can be derived from Equation 6. This proves that the joint distribution is uniform, as
desired.
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Proposition 5. Instead of proving the result directly for the Beta-binomial, we provide a
more general proof where an arbitrary probability vector gives the probability of a particular
number of clusters.

Let p̃ contains arbitrary probabilities, i.e., 0 ≤ p̃1, p̃2, . . . , p̃K such that
∑K

i=1 p̃i = 1 and
let pi = p̃i/

{
K
|ρ|

}
. Here, p̃i equals the total probability of observing i clusters, whereas p̃i

equals the probability of a specific partition with i clusters.
Consider the following prediction rule:

θ1 ∼ K,

θj+1 | θ1, . . . , θj ∼

K with probability Pπ

Categorical (θ⋆1, . . . , θ⋆r | 1, . . . , 1) with probability 1− Pπ .
, (7)

where

Pj,πS
=

∑K
i=1 pi

{
K−j+r+1

i

}
r+1

r
∑K

i=1 pi
{
K−j+r

i

}
r
+
∑K

i=1 pi
{
K−j+r+1

i

}
r+1

, (8)

and rj is the number of unique parameters in θ1, . . . , θj.
This prediction rule implies the following joint distribution over partitions that only

depends on the p̃ and the number of clusters:

π(ρ | K) = p|ρ| (9)

Proof. Mezo (2011, p.7) lists the following recurrence relation for the r-stirling numbers:{
K + r

n+ r

}
r

=

{
K + r

n+ r

}
r−1

− (r − 1)

{
K + r − 1

n+ r

}
r−1

(10)

from which we may simplify the prediction rule to

Pj,πS
=

∑K
i=1 pi

{
K−j+rj+1

i

}
rj+1∑K

i=1 pi
{
K−j+rj+1

i

}
rj

(11)

1− Pj,πS
=

r
∑K

i=1 pi
{
K−j+rj

i

}
rj∑K

i=1 pi
{
K−j+rj+1

i

}
rj

(12)

The proof proceeds similarly to that of the uniform. The numerator of the prediction rule
for j cancels against the denominator of j + 1. If the process is at K, j, rj and a new value
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is drawn then rj+1 = rj + 1 and
{
K−j+rj+1

i

}
rj+1

=
{
K−(j+1)+rj+1+1

i

}
rj+1

. Thus, the joint
distribution is given by the numerator for j = K over the denominator for j = 2:

π (ρ) =
K∏
j=2

π (ρj+1:K | ρ1:j−1) =
K∏
j=2

(Pj,πU
)I(θj /∈θ1,...,θj−1)

(
1− Pj,πU

rj

)I(θj∈θ1,...,θj−1)

=

∑K
i=1 pi

{
rK
i

}
rK∑K

i=1 pi
{
K
i

}
1

= prK

In the last line, the denominator for j = 2 simplifies to 1 as
{
K−2+1+1

i

}
1
=

{
K
i

}
. In the

numerator, we have that
{
rK
i

}
rK

equals 1 if i = rK and 0 otherwise. Since rK = |ρ|, this
completes the proof.

B Comparison Between the Dirichlet and Pitman-Yor

Process

A natural extension of the Dirichlet is the Pitman-Yor process. The Pitman-Yor process
generalizes the Dirichlet process with a discount parameter d with 0 ≤ d < 1 and reduces
to the Dirichlet Process when d = 0. The prediction rule for the Pitman-Yor Process is
given by:

θj+1 | θ1, . . . , θj ∼

K with probability α+rd
α+j−1

Categorical
(

θ⋆1−d

α+j−1
, . . . , θ⋆r−d

α+j−1
| n⋆

1, . . . , n
⋆
r

)
with probability 1− α+rd

α+j−1
.

(13)
The key difference is that the discount parameter is a function of the existing number of
groups r. We observed that the Pitman-Yor Process offers little benefit over the Dirichlet
process for the multiple comparison problem, as its behavior can be mimicked by choosing
α accordingly. Specifically, we simulated data with K = 5, n = 100, and varied the true
number of equalities to be {0%, 25%, 50%, 75%, 100%}, repeating each configuration 200
times. We analyzed each dataset with multiple Pitman-Yor process and Dirichlet process
priors.

The left panel in Figure 1 shows that the Pitman-Yor process prior obtains the best
familywise error control when the discount parameter tends to 0, essentially reducing it to
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Figure 1: Comparison between the Pitman-Yor and Dirichlet process priors in terms of
familywise error rate (left) and statistical power (right). The Pitman-Yor and Dirichlet
process priors coincide for d = 0.

a Dirichlet process. The right panel shows that the Dirichlet process performs worse than
the Pitman-Yor in terms of statistical power for the same α, but as α parameter increases
the Dirichlet process gains in power. It appears that the impact of different values for
the discount parameters can also be achieved by adjusting α accordingly. For example,
suppose we take the Pitman-Yor prior with d = 3/4 and α = 2. Then the probability of
at least one error is roughly .7 and the probability of errors is about .2. However, had we
used a Dirichlet process with α = 6 then we would obtained similar results, a type-I error
of ≈ .7 and a β of ≈ .2. The same goes for e.g., the Pitman-Yor prior with d = 1/4 and
α = 3 and a Dirichlet process with α = 4, both lead to a type-I error of approximately
.45 and a β of approximately .38. In sum, it appears that the parameters α and d play a
similar role and boil down to a trade-off between familywise error control and power. The
added complexity of the Pitman-Yor process prior seems to add little in addition to simply
varying α in the Dirichlet process prior as a function of K.
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C Simulation Results for K = 9

Here we present the extended simulation results for the K = 9 group case. Figure 2 mirrors
the results for the K = 9 case, namely that the pairwise Bayes factors, the method proposed
by Westfall et al. (1997), and the uniform prior generally increase in performance as the
number of inequalities increase, while the other priors generally decrease in performance.
Averaging over the settings, we again find that the beta-binomial prior with β = 1, the
uniform prior, and the symmetric DP prior exhibit the worst error control, with the method
proposed by Westfall et al. (1997) performing best, closely followed by the beta-binomial
prior with β =

(
K
2

)
and the DP prior with α = 0.50.
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Figure 2: Familywise error rate across priors and sample sizes under a model with 0 (top
left), 3 (top right), 5 (bottom left), and 7 (bottom right) true inequalities for K = 9 groups.
The rightmost panel shows the average familywise error rate across inequalities.
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Figure 3: Proportion of falsely claiming a difference between two groups when there is none
across priors and sample sizes under a model with 0 (top left), 3 (top right), 5 (bottom
left), and 7 (bottom right) true inequalities for K = 9 groups. The rightmost panel shows
the average error rate across inequalities.

D Selecting the Optimal Model

The median probability model (MPM) is not guaranteed to select a valid partition. To
see this, suppose we have obtained an equal number of posterior samples for the partitions
{{θ1, θ2}, {θ3, θ4}}, {{θ1}, {θ2, θ3, θ4}}, and {{θ1, θ2, θ3}, {θ4}}. Table 1 shows the resulting
model-averaged probabilities of equality.

The posterior probabilities larger than 1/2 are p(θ1 = θ2) = 2/3, p(θ2 = θ3) = 2/3, and
p(θ3 = θ4) = 2/3. Transitivity would imply that θ1 = θ4, but we have that p(θ1 = θ4) =

0/3 < 1/2. The MPM therefore does not yield a valid partition.
We propose two solutions that are inspired by the median probability model. The first

solution is to find a partition that is closest to the model-averaged posterior probabilities
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Table 1: An example of model-averaged posterior probabilities where the median proba-
bility model is not a valid partition.

θ1 θ2 θ3

θ2 2/3

θ3 1/3 2/3

θ4 0/3 1/3 2/3

of equality. That is, we want a partition ρ that minimizes

∑
i<j

(I(ρ⇒ θi = θj)− p(θi = θj | y⃗))2 , (14)

where I(ρ⇒ θi = θj) is 1 if the partition ρ implies that θi equals θj and 0 otherwise. For the
example in Table 1, this solution suggests that the optimal partition is {{θ1, θ2}, {θ3, θ4}}.
The second approach is similar to the first, but rather than minimizing the distance to the
probabilities of equality, we minimize the distance to the model-averaged posterior distri-
butions on the level of the parameters. We do so by finding a partition ρ that minimizes
d(p(θ | y⃗, ρ), p(θ | y⃗)), where d is a distance function, p(θ | y⃗, ρ) is the posterior distribution
conditional on partition ρ, and p(θ | y⃗) is the model averaged posterior. In principle, any
distance function can be used, but in regression contexts it is common to use the squared
distance between the mean of the distributions. The first solution is a discrete optimization
problem that is relatively easy to carry out using existing software for integer programming
(e.g., JuMP; Lubin et al., 2023). The second solution is more complex to carry out because
it may be necessary to resample from the posterior distribution for a given partition, but
also closer to the optimality condition for the MPM of Barbieri and Berger (2004, Eq. 16).

E Example Code

The code below illustrates the proportion example in Section 5.1. To install the package
enter the Pkg REPL by typing ] and add EqualitySampler. Alternatively, the package can
be installed by importing the Pkg package: import Pkg; Pkg.add("EqualitySampler").
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using EqualitySampler

import DataFrames as DF,

LinearAlgebra as LA,

NamedArrays as NA,

CSV

# working directory is assumed to be the root of the GitHub repository

journal_data = DF.DataFrame(CSV.File(joinpath("simulations", "demos", "data",

"journal_data.csv")))

# K

n_journals = size(journal_data, 1)

# no of observed errors

errors = round.(Int, journal_data.n .* journal_data.errors)

# no of possible errors

observations = journal_data.n

# no. MCMC iterations

no_iter = 200_000

# no. groups, i.e., K

no_journals = length(journal_data.journal)

partition_prior = BetaBinomialPartitionDistribution(no_journals, 1, no_journals)

# with EqualitySampler.EnumerateThenSample first enumerates the model space

# and then resamples to obtain model-averaged parameter distributions.

prop_samples_eq = proportion_test(total_counts, no_errors,

EqualitySampler.EnumerateThenSample(iter = no_iter), partition_prior)

# compute the posterior probability of equality
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eq_prop_mat = compute_post_prob_eq(prop_samples_eq)

# The posterior probability that two journals are equal

NA.NamedArray(

LA.UnitLowerTriangular(round.(eq_prop_mat; digits = 2)),

(journal_data.journal, journal_data.journal)

)

8x8 Named LinearAlgebra.UnitLowerTriangular{Float64, Matrix{Float64}}

A \ B | JAP PS JCCP PLOS FP DP JEPG JPSP

------|-----------------------------------------------

JAP | 1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

PS | 0.1 1.0 0.0 0.0 0.0 0.0 0.0 0.0

JCCP | 0.0 0.0 1.0 0.0 0.0 0.0 0.0 0.0

PLOS | 0.0 0.0 0.9 1.0 0.0 0.0 0.0 0.0

FP | 0.0 0.0 0.85 0.86 1.0 0.0 0.0 0.0

DP | 0.0 0.0 0.85 0.88 0.87 1.0 0.0 0.0

JEPG | 0.0 0.0 0.07 0.07 0.1 0.09 1.0 0.0

JPSP | 0.0 0.0 0.0 0.0 0.01 0.0 0.81 1.0

# The table above is identical to the right panel of Figure 7.

F Comparing Standard Deviations

Borkenau et al. (2013) studied whether men and women differ in the variability of person-
ality traits. Here we focus on five personality traits (agreeableness, extraversion, openness,
conscientiousness, neuroticism) rated by participants’ peers in an Estonian sample consist-
ing of n1 = 969 women and n2 = 716 men. Our goal is to assess which personality traits
across the sexes can be assumed equal in terms of their variability. This example shows
how our methodology can be used to test group differences while taking the multivariate
dependency of the outcome measure into account. We build on the parameterization pro-
posed by Dablander et al. (2023), who developed a default Bayes factor test for testing the
(in)equality of variances. Let y⃗1 and y⃗2 denote the five-element vectors of observed data
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for men and women, respectively, and K = 10 be the total number of variables. For each
sex k ∈ {1, 2}, we have:

Y⃗k ∼ N (µ⃗k,Σk)

µ⃗k ∝ 1⃗

Σk = diag(σ⃗k) Ωk diag(σ⃗k)

Ωk ∼ LKJ(1) .

where µ ∝ 1 indicates an improper prior and σ2 ∝ 1/σ2 indicates Jeffreys’s prior, both of
which are routinely applied for testing purposes (e.g., Ly et al., 2016). The Lewandowski-
Kurowicka-Joe (LKJ) prior has its hyperparameter set to 1, implying a uniform prior over
the space of correlation matrices. To test the equality of variances both between and across
groups, we define the ten-variable standard deviation vector σ⃗ = [σ⃗1, σ⃗2] with σ̄ denoting
the average standard deviation. Following Dablander et al. (2023), we write σj = (Kϑjσ̄)

−1,
where ϑj = σj/∑K

j=1 σj is the relative standard deviation and ϑK = 1−
∑K−1

j=1 ϑj. To complete
the model specification, we write:

σj = (Kϑjσ̄j)
−1

σ̄j ∝ σ̄−1
j

ϑj ← mean of elements of ϑu in the same partition

ϑ⃗u ∼ Dirichlet(1, . . . , 1)

ρ ∼ beta-binomial(1, 10) . (15)

Two standard deviations σi and σj are equal if and only if their indices appear in the same
partition {i, j} ⊆ ρk for some k. When the partition states that all standard deviations
are distinct we recover the full model. The top left panel of Figure 4 shows the posterior
distributions under the full model that assumes all standard deviations are different.

While all posterior distributions lie close to each other, the standard deviations of
openness for men and women overlap particularly strongly. The bottom panel shows
the model-averaged posterior distributions, which again demonstrate a shrinkage effect.
The right panel of Figure 4 shows the posterior probability of pairwise equality across
all personality traits for men and women. It appears that there are three clusters: (1)
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Figure 4: Left: Posterior means of the full model where all standard deviations are assumed
to be different (top) and posterior means when averaging across all models using a beta-
binomial(α = 1, β = 10) prior (bottom). Right: Posterior probabilities for pairwise equality
across all personality traits. In the abbreviations the first letter stands for men (m) or
women (w). The second letter stands for neuroticism (n), extraversion (e), openness (o),
agreeableness (a), and conscientiousness (c).

men–openness, women–openness, and women–agreeableness; (2) men–neuroticism, women–
neuroticism, women–conscientiousness, and men–agreeableness; (3) men–conscientiousness,
men–extraversion, and women–extraversion. However, for the personality traits women–
agreeableness, men–agreeableness, and women–extraversion, the evidence is not overwhelm-
ing, as indicated by the bimodality in the model-averaged posterior distributions.

G Pseudocode for the informed split-merge algorithm

Here we outline pseudocode for the split-merge algorithm. In algorithm 1 we provide the
general form of the algorithm. Algorithms 2 and 3 detail how the informed merge and split
moves are made, respectively.

In algorithm 1, allunique returns true if all groups are in unique elements of the parti-
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Algorithm 1: General form of the split-merge algorithm
Data: ρ

Result: ρ, possibly updated
1 merge← allunique(ρ) or (not allequal(ρ) and rand(U(0, 1)) < .5

2 if merge then
3 Propose ρ′ by merging two components in ρ according to algorithm 2
4 else
5 Propose ρ′ by splitting a component in ρ according to algorithm 3

6 Compute log proposal ratio: ∆q = log q(ρ | ρ′)− log q(ρ′ | ρ)

7 Compute ratio of marginal likelihoods: ∆y = log p(y | ρ′)− log p(y | ρ)

8 Compute acceptance probability: α = exp(∆y +∆q)

9 if rand(U(0, 1)) < α then
10 ρ← ρ′# Update partition
11 return ρ

tion. In contrast, allequal returns true if all groups are in the same element of the partition.
Next we describe how two components are merged:

Here, we used vectorized indexing on line 10, e.g., ∆[∆ = 0] ← 10m indicates that
all elements of ∆ that equal zero are set to 10m. The probabilities in π can be used to
compute the proposal probabilities (e.g., log(ρ′ | ρ)). In the ANOVA example, the sample
means of the current partition can also be obtained by taking the mean of all group means
in the same element of the partition, weighted by the respective group sizes. The idea is
that when two partitions are closer in mean, proposing to merge them is more likely to be
accepted.

Algorithm 3 outlines the procedure for splitting an element of a partition into two.
The idea works as follows. We select the element to split with probability proportional to
its variance, based on the intuition that elements with higher variance are more likely to
contain meaningful substructure. If the selected element contains more than two groups,
we deterministically fit two normal distributions (line 10). We then apply a heuristic split.
In the case of the ANOVA model, this is done by dividing the groups based on the median
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Algorithm 2: Informed Merge Proposal
Input: Current partition ρ, sample means of current partition µρ

Output: Proposed partition ρ′

1 r ← |ρ|

2 c← 1

3 for i← 1 to r − 1 do
4 for j ← i+ 1 to r do
5 ∆c ← µρ

i − µρ
j

6 if ∆c ̸= 0 then
7 ∆c ← 1/|∆c|

8 c← c+ 1

9 m← max(∆)

10 ∆[∆ = 0]← 10m # Avoid edge cases
11 π ← ∆/sum(∆) # Normalize to probabilities
12 t← rand(Categorical(π)) # Pick a pair of elements
13 i, j ← linear_index_to_triangle_index(t, r) # Convert linear index to a tuple
14 Merge elements i and j in ρ

15 return ρ
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of their sample means. However, this split is deterministic, and if we used it directly to
propose a move, it could lead to situations where a merge proposal cannot be reversed by a
split. This would violate reversibility. To avoid that, we instead use the initial deterministic
split to fit two normal distributions (i.e., compute (µ1, µ2, σ1, σ2) as the sample statistics
of the deterministic split), and then sample a probabilistic split from them. This ensures
that any merge proposal is reversible. To compute the proposal probability for a particular
split, we keep track of p for possibly reallocated groups and multiply the probabilities. The
edge case on line 15 ensures that ρ′ ̸= ρ.

Above we use the mean and variance of the observed data to inform the merge and split
proposals. If this information is unavailable, the algorithm must be adjusted accordingly.
For example, in the case of proportions, one could transform the observed proportions into
corresponding means and variances based on the Binomial distribution.
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Algorithm 3: Informed Split Proposal
Input: Current partition ρ, total groups K, vector of sample means ȳ of length

K, cluster variances σρ, cluster sizes n⋆

Output: Proposed partition ρ′

1 r ← |ρ| # Number of elements
2 π ← σρ # Start with cluster variances
3 π[n⋆ = 1]← 0 # Do not try to split singleton clusters
4 π ← π/sum(π) # Normalize to probabilities
5 l ← rand(Categorical(π)) # Select cluster to split
6 ρ′ ← ρ # Initialize proposal as copy of current
7 if n⋆

l = 2 then
8 Assign one of the two groups in element l to a new element in ρ′

9 else
10 Compute (µ1, µ2, σ1, σ2) from ȳ, ρ, and l using a heuristic.
11 c← 1; seen_stay← false; seen_switch← false

12 for i← 1 to K do
13 if θi ∈ ρ[l] then
14 if c = n⋆

l and seen_stay and not seen_switch then
15 Edge case: assign θi to a new element in ρ′

16 else
17 p← logit−1(logN (ȳi;µ2, σ2)− logN (ȳi;µ1, σ1)

18 if rand(Bernoulli(p)) = 1 then
19 if seen_switch then
20 assign θi to the last element in ρ′

21 else
22 assign θi to a new element in the last position of ρ′

23 seen_switch← true

24 else
25 seen_stay← true

26 c← c+ 1

27 return ρ′ 18


