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ABSTRACT

Researchers frequently wish to assess the equality or inequality of groups, but this poses the challenge
of adequately adjusting for multiple comparisons. Statistically, all possible configurations of equality and
inequality constraints can be uniquely represented as partitions of groups, where any number of groups are
equal if they are in the same element of the partition. In a Bayesian framework, one can adjust for multiple
comparisons by constructing a suitable prior distribution over all possible partitions. Inspired by work on
variable selection in regression, we propose a class of flexible beta-binomial priors for multiple comparison
adjustment. We compare this prior setup to the Dirichlet process prior suggested by Gopalan and Berry and
multiple comparison adjustment methods that do not specify a prior over partitions directly. Our approach
not only allows researchers to assess pairwise equality constraints but simultaneously all possible equalities
among all groups. Since the space of possible partitions grows rapidly—for 10 groups, there are already
115,975 possible partitions—we use a stochastic search algorithm to efficiently explore the space. Our
method is implemented in the Julia package EqualitySampler, and we illustrate it on examples related to
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the comparison of means, standard deviations, and proportions.

1. Introduction

Assessing the equality or inequality of groups (e.g., in terms of
means, proportions, or standard deviations) is a key problem
in science and applied settings. If a confirmatory hypothesis is
lacking, a standard approach is to first test whether all groups
are equal and, if they are not, engage in multiple post-hoc com-
parisons. A large swathe of multiple comparisons techniques
to guard against inflated false-positive errors exist in classical
statistics (e.g., Midway et al. 2020), dating back to the work
of John Tukey and others (e.g., Benjamini and Braun 2002;
Rao and Swarupchand 2009). From a Bayesian perspective, the
problem of multiple comparisons can be addressed by changing
the model prior (e.g., Jeffreys 1961; Westfall, Johnson, and Utts
1997; Berry and Hochberg 1999; de Jong 2019), an approach
that has found prominent application in variable selection for
regression (e.g., Scott and Berger 2006, 2010). Statistically, all
possible configurations of equality and inequality constraints
can be uniquely represented as partitions of the groups, where
two groups are equal if they are in the same element of the
partition. In a Bayesian framework, one can adjust for multiple
comparisons by constructing a suitable prior distribution over
all possible partitions. This allows the researcher to explore the
set of all possible equality and inequality relations among the
groups while penalizing for multiple comparisons. Furthermore,
learning partitions ensures transitivity and avoids contradic-

tions common in frequentist pairwise tests, such as rejecting
A = Cwhile retaining A = Band B = C.

While there is a large body of work focusing on multiple
hypothesis testing, that is, testing whether a location parameter
is zero (e.g., Dahl and Newton 2007; Bogdan, Ghosh, and Tokdar
2008; Kim, Dahl, and Vannucci 2009; Guo and Heitjan 2010;
Chang and Berger 2020; Denti et al. 2021), there has been
considerably less attention to multiple comparison adjustments
for testing the equality constraints among groups. The first to
propose a prior over all partitions to adjust for multiple compar-
isons were, to our knowledge, Gopalan and Berry (1998), who
suggested the Dirichlet process prior. This can be understood
as a form of clustering on the level of parameters. In contrast to
clustering the data, where the Dirichlet process prior is known to
be inconsistent (Miller and Harrison 2013), using the Dirichlet
process prior in the context of multiple comparison yields con-
sistent estimates (Quintana and Iglesias 2003).

A related but distinct strand of recent work in Bayesian
nonparametrics focuses on nested clustering structures to model
grouped data. These models build on and generalize the nested
Dirichlet process (Rodriguez, Dunson, and Gelfand 2008) by
introducing flexible priors over random probability measures
that induce clustering both within and between groups (e.g.,
Beraha, Guglielmi, and Quintana 2021; Lijoi, Priinster, and
Rebaudo 2023; D’Angelo and Denti 2024). In doing so, they
learn the number of clusters at both levels directly from the data.
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While Gopalan and Berry’s (1998) approach and our own share
the goal of identifying which groups can be treated as equal, they
take complementary routes: rather than modeling the full data-
generating distribution for each group, we assume a particular
parametric form for data within each group and specify a prior
directly on the space of partitions. This yields a framework
that is interpretable and computationally efficient, particularly
when interest lies in comparing summary statistics (e.g., means,
variances, proportions) across groups rather than clustering
both observations and groups. Specifically, we propose a class of
flexible beta-binomial priors for Bayesian multiple comparison
adjustment, inspired by work on variable selection in regression
(Scott and Berger 2006, 2010) and explore its properties in
relation to previous work on multiple comparisons.

The article is structured as follows. In Section 2, we set up
the problem and describe the urn scheme from which a number
of priors can be derived. We characterize three such priors—the
Dirichlet process, the beta-binomial, and the uniform prior—
and outline our methodology in Section 3. In Section 4, we
contrast the priors, illustrate our method on a simulated exam-
ple, and present a simulation study assessing the multiplicity
adjustment of each prior. We also assess the method proposed
by Westfall, Johnson, and Utts (1997) and an uncorrected test-
ing procedure based only on pairwise Bayes factors. As the
space of possible partitions grows quickly—for 10 groups, there
are already 115,975 possible partitions—we set up a stochastic
search algorithm to efficiently explore the space. Our method is
implemented in Julia and available in the EqualitySampler pack-
age from https://github.com/vandenman/EqualitySamplerjl. In
Section 5 and Appendix F, we apply our method to examples
related to the comparison of proportions, means, and standard
deviations. We conclude in Section 6.

2. Preliminary Remarks

In this section, we set up the hypothesis testing problem, discuss
the relation between partitions and models, and describe an
urn scheme that will unify the presentation of the priors in the
following section.

2.1. Problem Setup

Our goal is to adjust for multiple comparisons in a flexible
manner. Multiple comparisons are not a problem if we wish
to compare only two hypotheses, denoted as Ho and #;. The
Bayes factor quantifies how strongly we should update our prior
beliefs about #, relative to #; after observing the data (Kass and
Raftery 1995; Ly, Verhagen, and Wagenmakers 2016). Let group
j consist of nj observations y; = {yj, . .. »Yjn} forj € {1,...,K}
andi € {1,...,nj},and lety = {y1,...,yx}. The Bayes factor is
given by:

pHo13) _ pGIHy)  p(Ho) "

P — pGIHD) — p(HY
~—— —— ~——
Posterior odds Bayes factor Prior odds

which does not depend on the number of hypotheses a
researcher wishes to test.

A principled way to account for multiplicity is by adjusting
the prior probability of the hypotheses (e.g., Jeftreys 1961; West-
fall, Johnson, and Utts 1997). Suppose a researcher is interested
in comparing K groups in terms of the parameter of inter-
est, denoted by 6 = (61,...,0k). These parameters can be
anything the researcher wants to compare the groups on, such
as proportions (see Section 5.1), means (see Section 5.2), or
standard deviations (see Appendix F). She is not only interested
in whether all parameters are equal (7o) or whether they are
all unequal (H;), but also which pairs of parameters are equal
or not. In the language of classical statistics, she is interested in
post-hoc comparisons. We focus on a Bayesian solution to this
problem in the current paper. More specifically, going beyond
classical testing, we consider the problem of assessing all possible
equalities and inequalities between the groups. In general terms,
the inference problem is

p~ 1)
61p~m;0)

K
fG16,0) =[12Gi16:9) »
j=1

where p is a partition, ¢ is a nuisance parameter (in case it
exists), and f and g are the likelihood functions. Using the
posterior distribution of 6, we have that:

p(Ho 1)) =plr=0,=---=6k|))
pHLI D) =pOrL # 02 # - #£ 0k | J) .

Note that while Ho and H; denote the classical null and alter-
native hypothesis, respectively, there exist many more possible
hypotheses, depending on the combination of equalities and
inequalities. We can represent those as partitions, as we detail
in the next section.

2.2. Partitions

The space of possible equality constraints for some parameter
vector 6 = (6, ...,0k) of size K is equivalent to the partitions
of that vector. For example, for K = 3 the model that states
01 = 0, # 03 is equivalent to the partition {{61, 6>}, {03}}. The
space of possible models for K = 5 is shown in Figure 1. The
correspondence between equality constraints and partitions is
useful as partitions have been studied extensively in combina-
torics. Given K parameters, the number of partitions of size j is
given by the Stirling numbers of the second kind, denoted {If }.

The total number of partitions is given by the K™-Bell number,
which is defined as a sum over the Stirling numbers:

K
Bx=Y_ {K} : (2)
=0 !/

The Bell numbers grow very quickly, with the number of parti-
tions for a vector 6 of size 10 being Bjp = 115,975.

The Stirling numbers and Bell numbers can be generalized
to the r-Stirling (Broder 1984) and r-Bell numbers (Mezo 2011),
respectively. These generalizations help to construct conditional
distributions, as r can be interpreted as the number of unique
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Figure 1.

parameters. The r-Stirling numbers {I]< } give the number of
r

partitions of size j given K groups such that the first » parameters
are all in distinct elements and are defined as

=2 0

For example, suppose K = 4 and the first two parameters are
known to be distinct, that is, » = 2. Then {?}2 forjinl, ..., 4
counts the number of partitions with 1,...,K clusters, in this
case 0, 4, 5, and 1. The r-Bell numbers give the total number
of partitions given K + r parameters where the first » param-
eters are in distinct elements. Thus, we may evaluate Bx_,,
to count all possible partitions of a parameter vector given
that the first » parameters are distinct, for example, By_» » =
10. In terms of hypotheses, r = 2 implies conditioning on
01 # 0, and By, counts the remaining partitions, that
is, those of the form {{61}, {62}, {63}, {64}}, {61}, {62}, {63,604} },
{{61, 05}, {62}, {04}}, and {{01, 65}, {02, 64}}. The r-Bell number in
this example equals the sum of the r-Stirling numbers in the
previous example; this is also how the r-Bell numbers are often
defined:

K
K+r
BK”ZE {H—T},' (4)
i=0

These definitions hold for K > j > r, otherwise both numbers
are defined to equal 0. Note that {If }1 = {If } and that Bg, o =
Bk. Both the r-Stirling and r-Bell numbers can be computed
through recurrence relations, although explicit expressions exist
which are easier to compute for large values; see Broder (1984)
and Mezo (2011) for details.

2.3. Urn Schemes

We can construct the different partitions using an urn with K
different balls labeled 1 through K. For each parameter 6, a ball
bj is drawn with replacement from the urn with bj e{l,...,K}.
If two drawn balls are equal, b; = bj, then the two parameters
are assigned to the same element of the partition, that is, the two
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All 52 possible models given K = 5, represented as partitions. Circles represent individual parameters and shaded regions indicate which parameters are equal.

parameters 6; and 6; are equal if b; = bj. Note that different
draws from an urn can represent the same partition. For exam-
ple, the draws (1, 1,2) and (3, 3, 1) both represent the partition
{{61, 6>}, {65}}. The prior distributions introduced in the next
sections assign probabilities to the unique partitions. Note that
the prior probability of a particular draw can be obtained by
dividing the probability of the corresponding partition by the
total number of draws that correspond to that partition. The
total number of draws that represent the same partition is given
by d!(g) where d is the number of non-empty elements of a
particular draw.

Although the urn consists of K differently labeled balls, the
event of interest is whether the next ball drawn equals one of
the balls already drawn—in other words, whether an equality or
inequality is introduced. All prior distributions discussed below
are related to an urn scheme. Specifically, the joint prior distri-
bution on (61, . . ., 0k) is defined by the conditional distribution

for Oi+1 given 0y,. .., 0;:
91 ~ ’C,
K with probability P
Oi+1 | 015...,0; ~ . .
7 (61,...,6;) with probability 1 — Py
(5)

which is also known as the prediction rule (e.g., Ishwaran and
James 2001). Here, IC denotes the base distribution from which
novel realizations are drawn, and 7 (91, .. ,9]') denotes a cat-
egorical distribution over previously seen values. The specific
prior distribution on partitions determines the probability Py .

We characterize the priors we discuss in the next section in
terms of (5), in terms of the induced prior over partitions, and
in terms of their penalty for multiplicity.

3. Methodology

Let 6* = 65, . ..,0)) denote the vector of unique population
parameters out of 6=1,...,0%), §_j the vector of parameters
without parameter ¢;, and the number of repeats of Qj* as nJ* The
number of unique parameters in a subvector (6, .. ., 9]-) is given
by rj. Let p denote a partition and |p]| its size. For example, if
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p = {{01,6},{05}}, then | p| = r =2. Similarly, for this example
0* = (65,65) and n* = (2, 1). For the subvector (61, 6,), we have
r, = 1. In the next sections, we first introduce and then contrast
the Dirichlet Process, the beta-binomial, and the uniform prior.
Appendix D discusses a natural generalization of the Dirichlet
process prior, the Pitman-Yor process prior, but we found it
offered no substantial improvement in multiplicity control.

3.1. Dirichlet Process Prior

The Dirichlet process (DP) is a distribution over distributions
(Ferguson 1973). We say that G ~ DP(«a,K) is distributed
according to a DP if its marginal distributions are Dirichlet dis-
tributed, where « is a concentration parameter and /C is the base
distribution, which will depend on the application; for details,
see for example Teh (2010). The DP can be understood as the
infinite-dimensional generalization of the Dirichlet distribution,
which makes it popular for mixture modeling (e.g., Rasmussen
1999). Our modeling approach is similar to mixture modeling,
except that we do not cluster data but parameters—a cluster
corresponds to a partition. The prediction rule of the DP is given
by (e.g., Blackwell and MacQueen 1973; Ishwaran and James
2001):

where « is the concentration parameter and the base distribution
of the DP depends on the application (see Section 5). In other
words, we draw a new value for 0; from /C with probability @/a-+j,
or else set it to a previously observed value. Larger values of «
yield more clusters, and smaller values yield fewer clusters. The
particular value 6 the parameter 6; is set to is proportional to
the number of times 6 was observed previously, given by n7,
resulting in the well-known “rich get richer” property (e.g., Teh
2010).

The Dirichlet process implies the following prior distribution
over partitions p:

lol
o T [Tro. %

o) = ———
MK +a):

(o |

where c is an element of p, and |¢| is its size. While the Dirichlet
process features the infinite-dimensional object K, the prior
over partitions is finite-dimensional. In other words, while the
Dirichlet process itself is often introduced as a “nonparamet-
ric” prior—due to the unbounded number of potential mixture
components—it ultimately induces a probability measure over
partitions of, in our case, parameters that we wish to compare
and that can be represented in a parametric form. This para-
metric form is known in the literature as an example of a prod-

0~ K, uct partition model (e.g., Quintana and Iglesias 2003; Quintana
2006), and makes it usable for our purposes, where we have a
K fixed number of parameters.
with probability aaT] The leftmost column in Figure 2 shows the DP prior over
0’1|91,...,€"\' ee . eps . ~
i+ d Categorical (01*, O partitions (top) and numb.er of 1nequaht1e.s (bottom) for differ
] s e ent values of o. One requirement for a prior to penalize model
with probability 1 — 2%, complexity is to be decreasing in the number of inequalities,
(6)  which is distinct from penalizing multiplicity (see Section 3.4).
Dirichlet Process Beta-binomial Uniform
01 +a=1 0  Aq=1p= 01
#* o= G&B '\ “a=1p=
2] \ o = H(K-1)~ 2] o= = mom(K, 2) 2
41 4 \:—4 4]l B—a—a— 82— —=n
6 -6 -6
=
5 'R T TR T O R TR T R R
S W' LN WA LN WL LN
Q T T T T T T T T T T T T T T T T T T T
é Model type
S oA 0 0+
S =
/ A \“\ A A A
‘) / 27 27
4 -4+ -4+
6 6 61
8 -84 -84
0 1 2 3 4 0 1 2 3 4 0 1 2 3 4

Number of inequalities

Figure 2. Top: Dirichlet process (left), beta-binomial (middle), and uniform prior (right) across distinct model types for K = 5 groups and different prior parameters. Bottom:

Same but for the number of inequalities across models.



Table 1. Characterizations of the different priors studied in this article.
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Dirichlet process prior

Beta-binomial prior Uniform prior

Parameters

o
Ipl
o e ()

Prior over partitions TK+a)

Prior monotonically decreasing
Prior probability of null model
Prior probability of full model
Prior odds of null / full model

o < 1/Hk—q
aK=DYTTE (@+j-1)
o TIE @+-1)
a(K=1)Y/akX

Prior probability of ties P(6; = 6)) 1a+1

@=1p) J

K—1B(lpl=1+0, K= |p|+B) B!
(1p1—1) B(oz,ﬂ){l(ﬁ‘} @0

B=KB=(3) -

B, K—1+B)/B(c, B) B!

B(K—1+a, B)/B(«, B) B!

B(e, K—1+8)/BK—1+a, ) !
K—1

K BBIK, . ) {k}}
i

Bk—1/Bx

NOTE: 8 > K implies a prior decreasing in terms of the number of inequalities, but not in terms of the partitions. 8 > (12<) implies both.

This is the case for @ = 1/Hk_; (yellow octagrams) as shown in
the top and bottom panels, and for any value o« < 1/Hx_;, where
H,, is the nth harmonic number (see Appendix A.1. The value
suggested by Gopalan and Berry (1998) creates a symmetric
prior over the partitions (terracotta hexagrams), implying that
the model with no inequalities is a priori as likely as the model
with all inequalities (in the K = 5 case, this yields « = 2.213).
The prior with & = 1 (dark red stars) results in a nonincreasing
prior over the individual partitions ordered by parameter count,
but in an increasing prior over the number of inequalities: the
model with one inequality is more likely than the model with no
inequalities.

As o — 0, the prior of the model with all K — 1 equalities
M, (i.e., the null model) converges to one, while as « — o0,
the prior of the model with K — 1 inequalities Mp, (ie., the
full model) converges to one. For prior elicitation, Gopalan
and Berry (1998) note that « is determined by specifying two
of either P(My), P(Mpy), or their ratio, since P(My) =
a(K=DYTTE  (@+j-1) and P(Mp,) = aK/]‘[le(aﬂ—l); see also
Table 1.

3.2. Beta-Binomial Prior

The beta-binomial model prior is a popular choice for stochas-
tic search variable selection in linear regression (George and
McCulloch 1993) and Bayesian model averaging (e.g., Hoeting
et al. 1999; Hinne et al. 2020). It states that the prior probability
of including j predictors out of a total of K predictors is given by:

B(j+a K—j+p)
B(a, B)

BB (j | K, . ﬂ)=(1j<> L®

where o and B are hyperparameters and B («, B) denotes the
Beta function. The prior probability of a particular regression
model is obtained by dividing by the number of ways j out of
K predictors can be included: BB(j | K, a, ,3) / (Ij) The beta-
binomial distribution introduces a penalty for including addi-
tional predictors and in that way introduces a correction for
multiplicity (Scott and Berger 2006, 2010). For example, Scott
and Berger (2010) show that fora = 8 = 1, the prior probability
of amodel that includes no predictors is 30 times higher than the
prior probability of a model that includes one predictor when
testing a total of 30 variables. The penalty is less steep for other
comparisons: a model that includes nine predictors is favored
only by a factor of two compared to a model that includes 10

predictors (for details, see Scott and Berger 2010). This beta-
binomial prior over partitions can been seen as a special case
of the hierarchical uniform prior where the distribution on the
size of the partitions is a beta-binomial (Casella, Moreno, and
Girén 2014).

For the multiple comparison problem discussed in this arti-
cle, we consider the number of inequality constraints and use
the beta-binomial prior to introduce a penalty for each addi-
tional inequality among the groups considered. For K groups,
there can be a maximum of K — 1 inequalities, resulting in
a BB(i| K—1, a, B) prior distribution over the number of
included inequalities i out of K groups. To see how this translates
to a prior over the partitions p, note that there is a one-to-many
correspondence between the number of inequalities i out of K
groups and the resulting partitions p. For example, having i = 1
inequalities with K = 3 groups is consistent with the partitions
{01,602}, {03}}, {{01, 65}, {01}}, and {{62, 63}, {61}}, all of which
are of size |p| = i + 1. The number of partitions of size |p|
is given, as discussed above, by the Stirling number {II;I}' For
the assignment of the prior probability, it is only the size of the
partition (the number of inequalities) that counts. With these
observations in hand, we arrive at the following (adjusted) beta-
binomial prior distribution over partitions p:

K—-1\B(pl—1+a, K—|p|+B)
n(p|1<,a,ﬂ>=< ) 0 —PlEh
ol =1 B A {<)
)
The prediction rule of the beta-binomial prior is given by:
91’\’ ]C,
K

with probability P,
Categorical (9{, . ,9;; [L,..., 1)
with probability 1 — Py,

9j+1 | 91,...,9]"\'

(10)
where
> pep BB(p|K, o, B)
0;¢6—iSp
Py = - , (11)
T Y per BB(p|K, o, B)
0;¢9_iSp
+Z QEP BB (10 | K) o, 13)
9j€9_j§,0
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and where P denotes the set of all possible partitions. In essence,
(11) takes the probability of all possible partitions where 6;
is distinct from 5_]-, conditional on 5_]- being a subset of the
considered partition. The sum over all possible partitions can
be simplified using the r-Stirling numbers:

. K—jtri+1
ZlK:l BB (i | K, a, ) { ]trﬁ }r~+1
P]r = K . K—j+r* : ’ (12)
rj Zj:l BB (1 | K; o, ,8) { i J}r-
« ‘ K—j+ri+1
+Y i BBG K o, By {70 }rj—i-l
where r; is the number of unique parameters in two 6y, .. .,6;,

that is, the number of clusters sampled so far. A proof that the
prediction rule leads to the desired joint distribution is given in
Appendix A.3.

The beta-binomial prior on the partitions and the induced
prior on the number of inequalities are shown for different
parameterizations in the middle column in Figure 2. For o =
B = 1, the beta-binomial distribution over the partitions has a
characteristic U-shape (dark blue upward triangles). This prior
specification in turn implies a uniform prior on the number of
inequalities. We follow Wilson et al. (2010) who, in the context
of regression, suggested to set « = 1 as a default so that the
distribution over model size (here the number of inequalities) is
nonincreasing, and to scale § = ALK with the number of groups
to force the prior to be monotonically decreasing, with a default
of A = 1 (Wilson et al. 2010). This is illustrated as the blue line
(leftward triangles) in Figure 2 using § = 5. In the multiple
comparison case, we additionally investigate § = (I;), which
implies that the prior on the number of inequalities of individual
models is nonincreasing, see Appendix A.2. The light blue line
(downward triangles) in Figure 2 shows a decreasing prior for
B = (;) = 10. This prior assigns the least mass to models with
an increasing number of inequalities compared to all other beta-
binomial priors.

Figure 2 shows that the DP prior makes a distinction that
the beta-binomial is, by design, not making: while the beta-
binomial prior assigns the same prior mass to partitions with
the same number of equalities, the DP prior assigns more
mass to the partition with the larger cluster (as also mentioned
in Pitman 2006; Teh et al. 2006). For example, the beta-
binomial does not distinguish between {{61, 62,63}, {04}, {65}}
and {{01,6,}, {603,064}, {05}}, while the DP assigns more mass
to the former (see Figure 2). We return to this distinction in
Section 3.4 and the discussion.

Lastly, note that for the beta-binomial prior we have that
P(My) = B@, K=1+B)/B(«, p) and P(Mp, ) = BK=1+a, )/B(a, B).
Fixing o = 1, we have that as § — 00, the prior of the model
with all K — 1 equalities M converges to one, while as 8 — 0,
the prior of the model with K — 1 inequalities Mp, converges
to one; see also Table 1. As with the Dirichlet process prior
discussed above, one can use these relations in prior elicitation.

3.3. Uniform Prior

For completeness, we give a prior that is uniform over the space
of partitions. The probability mass function is straightforward,
as all valid configurations of size K have probability 1/Bx. The

prediction rule of the uniform prior is given by:

91"’ ]C,

K
0 o 9 with probability Py,
i+1 | 01,...,0; Categorical(@f,...,@él1,...,1)

with probability 1 — Py, ,
(13)
where

Br—jri+1

Pry (14)

Bx—j ri+1 + 1Bk—j1;
Here, Bk—j+1,r,41 counts the number of models where 6,11 ¢

(9{’, . 9*) conditional on 0y, ..., 0; being assigned to j dis-

>
tinct elements. Complementarily, Bk—j+1,r, counts the number

of models where ;1 € (91*, ... ,9;;) conditional on 6y, .. .,6;

being assigned to r; distinct elements, which is multiplied by r;
as there are rj elements that 611 could be assigned to. Under this
uniform prior, all partitions p are equally likely, as can be seen
in the top right panel in Figure 2. Note that this uniform prior
induces a nonuniform prior on the number of inequalities, as
shown in the bottom right panel.

3.4. Contrasting the Three Priors

Before contrasting the three priors, we clarify the distinction
between penalizing model complexity and adjusting for multiple
comparisons. Complex models have more parameters than
simple models, and Bayesian methods penalize this through
marginal likelihoods when integrating over the prior—a
mechanism sometimes referred to as the Bayesian Ockham’s
razor effect (see Scott and Berger 2010). As Scott and Berger
(2010) emphasize, multiplicity adjustment in the Bayesian
context arises not from the integration over the parameter
space, but from the specification of prior probabilities over the
model space: a method adjusts for multiplicity when it allocates
less prior probability to individual alternative models as the
number of possible alternatives increases. In our context, this
means that priors over partitions that increasingly concentrate
mass on fewer inequality constraints—as the number of groups
increases—help control the risk of overinterpreting differences
due to random noise, that is, adjusts for multiple comparisons.

We can see the extent to which different the priors penalize
multiplicity in the top left panel of Figure 3, which shows the
average log prior odds for a model with no inequalities versus
models with one equality as the number of groups K increases.
We find that the BB(1, 8 = (12<)) prior (light blue) shows the
strongest multiplicity penalty, followed by the BB(1, = K)
prior (blue), the BB(1, 8 = 1) prior (dark blue), and the DP(«x =
1/Hk_y) prior (yellow), the latter two of which show the same
penalty as K increases. The DP(«¢ = 1) prior (dark red) and
especially the Dirichlet process with the specification due to
Gopalan and Berry (1998) (terracotta), DP(a = G&B), exhibit
considerably weaker multiplicity penalties, while the uniform
prior (gray) exhibits no penalty at all.
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Figure 3. The average log prior odds of a partition with 0 inequalities versus 1 inequality (top left), expected number of clusters (top right), probability of the null model
( bottom left), and probability of pairwise equality (bottom right), for various Dirichlet process and beta-binomial priors and the uniform prior for increasing numbers of

groups K.

The other panels provide further intuition for the differences
between the priors, showing the expected number of inequalities
(top right), the probability of the null model (bottom left),
and the probability of §; = 6; (bottom right) as the number

of groups K increases. The BB(1,8 = (12<)) prior and the
DP(a = 1/Hk_;) prior both assign monotonically decreasing
probabilities to the number of inequalities. The prior probability
of the null model for the former model grows and approaches
one as K increases, while it approaches a constant for the lat-
ter. The probability that §; = 6; grows for both these pri-
ors as K increases, with the beta-binomial prior exhibiting an
almost constant higher value. Both priors naturally expect a very
small number of inequalities, which for the beta-binomial prior
approaches one while it approaches a slightly higher value for the
Dirichlet process. In fact, for the Dirichlet process it is known
that the expected number of inequalities equals Zszl o/ (a+j—1)
and tends to o log((K+@)/a) as K grows (Antoniak 1974). This
implies that the expected number of inequalities is bounded for
the DP(« = 1/Hk—1) prior. Since we are always analyzing data
with fixed K, this is not troubling, however. The BB(1, 8 = K)
prior expects virtually the same number of inequalities as the
DP(a¢ = 1/Hk-,) prior, and they seem to converge to similar
values for the probability of the null model and the probability
that any two parameters are equal. The BB(1, = 1) prior
exhibits the same pattern for the probability of the null model
as the DP(« = 1) prior. However, the Dirichlet process assigns
a constant probability to pairwise equality of 1/2, while the beta-
binomial prior assigns a probability that approaches zero with
increasing K. Both the uniform prior and DP(¢ = G&B) show
the most rapidly decreasing probabilities for the null model and

pairwise equalities. The uniform prior expects a much larger
number of inequalities as K increases, however.

What can we learn from this comparison? First, the strongly
increasing expected number of inequalities as K increases rules
out the BB(1,8 = 1) and DP(¢ = G&B) as suitable priors.
Second, while all priors except the uniform penalize multiplicity
(and which is therefore ruled out), the BB(8 = (12<)) prior does
so very strongly. For example, for K = 10 the average prior
odds in favor of no inequalities is about 2981, while it is only
about 1022 for the BB(8 = K) prior. The BB(8 = (12<)) prior
similarly favors the null model too strongly, rendering it unsuit-
able. The DP(« = 1) prior exhibits sensible behavior, elegantly
fixing the probability that §; = 6;, but might allocate too little
prior probability to the null model and penalize multiplicity too
weakly. Overall, our favored priors are the BB(8 = K) and
DP(« = 1/Hk_,) prior, which exhibit very similar behavior and
which we deem the most suitable for the multiple comparison
problem from the set of priors studied here.

Lastly, the priors differ conceptually in that the Dirichlet pro-
cess prior includes preferential attachment, that is, new values
0* are more likely to be assigned to larger clusters, while the
beta-binomial prior assigns the new value to existing clusters
uniformly. In practice, however, there may not be a big difference
between the beta-binomial prior and the Dirichlet process prior
if one suitably aligns their prior specifications. Our contribution
in this work is thus not to clearly crown one prior as “the winner”,
but study their behavior with attention to their differences and
similarities. Before we turn to an extensive simulation study to
do exactly that in Section 4.2, we detail our stochastic search
method.
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3.5. Stochastic Search Method

When the number of groups is not too large (K < 12) and the
computation of Bayes factors is swift, one can directly compute
the Bayes factors for all hypotheses. Using the priors we out-
lined above, one can then obtain posterior distributions over
hypotheses that incorporate the desired multiplicity adjustment.
The number of possible equality constraints grows extremely
quickly with the number of groups, however, and for larger
number of groups one must rely on stochastic search methods.
Moreover, while directly computing the Bayes factors results
in posterior distributions over hypotheses, it does not yield
posterior distributions over parameters. We therefore set up
a stochastic search method using Markov chain Monte Carlo
(MCMC) that yields both, allowing researchers to incorporate
uncertainty across hypotheses through model averaging (e.g.,
Hoeting et al. 1999; Hinne et al. 2020).

Our method is implemented in the programming language
Julia (Bezanson et al. 2017). First, we implemented the prior
distributions in Julia compliant with the interface specified by
the library Distributions.jl (Besangon et al. 2021) such that these
can also be used by probabilistic programming languages (e.g.,
Turing.jl; Ge, Xu, and Ghahramani 2018).

For the ANOVA model and proportion example, we inte-
grate out all parameters except for the partitions and directly
sample from the partition space. To explore the partition space,
we use two sampling steps. The first sampling step is a local
move; it deterministically enumerates all parameters and for
each parameter, it proposes to move that parameter to any
existing element of the current partition or to a new element.
For example, given {{0;}, {62,063}, {64}} and when updating 6;,
we propose to move to {{61}, {62,603}, {04}}, {{01,62,03},{64}},
{{61, 04} or {6, 63}}. This boils down to a draw from a categori-
cal distribution across partitions, with probabilities proportional
to the integrated marginal likelihood evaluated for each parti-
tion.

The local move works well when the number of groups is
limited, but when the number is substantial, as in Example 5.2,
it can be slow to converge (as also noted in Miller and Harrison
2018). Prior work suggested a random split-merge proposal
to improve convergence and prevent the sampler from getting
stuck in local modes (Jain and Neal 2004). Therefore, as a second
sampling step, we make global moves using an informed split-
merge proposal. The split-merge proposal works as follows.
With probability 1/2, we either merge or split an element of a
partition. If a merge is proposed, we compute all pairwise dis-
tances among the current elements using an informed distance
metric, for example the difference between the means of the
elements. Next, we sample a pair of elements to merge, where
the probability of each pair is proportional to the inverse of
the distance metric. The split move similarly uses a distance
metric to pick an element to split, for example, the variance of
each element. Next, we use the median of the distance metric
of the individual groups (e.g., the subgroup means) to divide
the element into two sets. For each set, we compute the overall
mean and variance and construct a Gaussian distribution cor-
responding to each element, say NV; and N;. We compute the
density of each parameter under both A7 and N, normalize
these to probabilities, and then sample the assignment to each

element. This last part makes the split proposal probabilistic and
ensures that any merge move is reversible. Pseudocode for the
split-merge move is available in Appendix G.

4, Investigating Multiplicity Adjustment

In this section, we investigate the differences between the above
priors in more detail and compare them to the method pro-
posed by Westfall, Johnson, and Utts (1997) and an uncorrected
approach using pairwise Bayes factors. In Section 4.1, we use a
small simulation study to illustrate the implications of multiplic-
ity adjustment. In Section 4.2, we present the results of a more
extensive simulation study.

4.1. lllustrating Multiplicity Adjustment

Here we illustrate the different multiplicity penalties that the
different priors impose using a small simulation study. We sim-
ulate data from a one-way ANOVA model and analyze it using
the specification by Rouder et al. (2012). The ANOVA model
extended with a prior over partitions is given by:

Yij NN(,LL—FO'@]',I)
noocl
o? x l/a2

g~ 1G (1/2,1)2)
0" ~ N (0.¢)

6¢ «— Qo+

6; < 6] such that j € p;

where u oc¢ 1 indicates an improper prior and 02 o 1/0?
indicates Jeffreys’s prior, both of which are routinely applied for
testing purposes (e.g., Ly, Verhagen, and Wagenmakers 2016).
The data follow a Gaussian distribution with a grand mean p
and a group-specific offset 6. The offsets sum to zero to avoid

identification constraints. This is achieved by projecting 6* from
a|p| — 1 dimensional space onto a |p| dimensional space using
the matrix Q, which consists of the first |p| — 1 columns of
an eigendecomposition of a degenerate covariance matrix as
defined in Rouder et al. (2012).! Next, 6 is obtained by matching
the indices with the partition, for example, for p = {{1,3},{2}}
and 6¢ = {—0.5,0.5} we obtain § = {—0.5,0.5, —0.5}. The
unconstramed offsets 6* are assigned a g prior where g itself
is assigned an inverse gamma prior with shape and scale equal
to 1/2 (Liang et al. 2008). Note that the model reduces to the
approach of Rouder et al. (2012) whenever the partition indi-
cates that all elements are distinct.

We simulated from the null model, which assumes that all
the groups are equal, and from the full model, which assumes
that all groups are unequal, drawing 100 observations per group
and varying the number of groups K € [2,3,...,10], repeat-
ing each combination 200 times. In the full model, the means
were of increasing size with successive differences, such that

"Note that this projection is not unique. It can also be achieved with, for
example, a QR decomposition, as recommended by the Stan Development
Team (2022).
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Figure 4. Left: Probability of making at least one false claim about a difference between any two groups when there is none. Right: Proportion of falsely claiming no

difference between any two groups when there is one.

the differences between adjacent groups always equal the same
number. To minimize the effect of increasing the number of
groups, we fixed the average pairwise difference across different
values of K to 0.20. For the analysis, we considered seven priors:
the Dirichlet process priors DP(e = 1), DP(¢ = G&B), and
DP(x = 1/Hk_1); the beta-binomial priors BB(e = 1,8 = 1),
BB@ = 1, = K),and BB(@ = 1,8 = (%)); and the
uniform prior. We also included the prior adjustment method
proposed by Westfall, Johnson, and Utts (1997) and an uncor-
rected method using pairwise Bayes factors.

To assess how well the respective priors adjust for multiplicity,
we calculated how frequently the posterior probability that any
two groups differ is larger than 0.50, using the null model as
data-generating model. Similarly, to assess how well the respec-
tive priors are capable of detecting true differences, we calculated
how frequently the posterior probability that any two groups
do not differ is larger than 0.50, using the full model as data-
generating model.

The left panel in Figure 4 shows that using a uniform prior
(gray squares) very quickly leads to false positives as the number
of groups increases. This is not surprising: the uniform prior
assigns each model the same prior mass, hence, diminishing
the plausibility assigned to #( dramatically as K increases, thus,
increasing the probability of an error.

DP(a = G&B) (terracotta hexagrams) performs better than
the uniform prior but still does not provide adequate error
control. It performs roughly as poorly as the method which
simply computes pairwise Bayesian t-tests (light green circles).
The correction proposed by Westfall, Johnson, and Utts (1997)
performs much better (dark green circles) but still leads to a rela-
tively high probability of making at least one error as the number
of groups increases. DP(« = 1) (dark red stars) performs better,
with DP(a = 1/Hk_;) (yellow octagrams) and the set of beta-
binomial priors providing good error control.

The right panel in Figure 4 shows that the uniform prior
leads to the lowest proportion of falsely claiming no difference

between two groups, followed by DP(¢ = G&B) and BB(« =
1, B = 1). The method proposed by Westfall, Johnson, and Utts
(1997) performs worst, followed by BB(¢ = 1,8 = (12<)) and
DP(o = 1/Hk_,). The performance of the uncorrected pairwise
Bayes factor approach and BB(« = 1, 8 = K) is somewhere in
the middle. Note that all approaches perform better as the group
size increases, but this is due to our simulation design: each
additional group adds n more observations, which makes falsely
claiming no difference less likely with an increasing number
of groups. Overall, we conclude that not adjusting for multiple
comparisons—either by using a uniform prior or by using pair-
wise Bayes factors—naturally leads to the worst performance
and that the method by Westfall, Johnson, and Utts (1997) is
overly conservative and does not provide adequate error control
with an increasing number of groups. For reference, at K =
2 a frequentist power analysis of the data-generating process
yields a power of 0.291 or equivalently an expected proportion
of errors of 0.709, which is similar to the uncorrected pairwise
Bayes factor. In the next section, we report on a more extensive
simulation study to further disentangle the differences between
the priors.

4.2. Simulation Study

In the previous section, we illustrated the importance of adjust-
ing the prior model probabilities in reducing the familywise
error rate when all groups are equal. Here we explore the
multiplicity adjustment of the different methods in a more
exhaustive simulation study. We used the same ANOVA model
as in the previous section and varied the total number of
groups K € {5,9} and the sample size per group n €
{50, 100, 200, 300, 400, 500}. In addition, we varied the true
number of equalities to be {0%,25%,50%,75%, 100%}. For
K = 5, there are four possible equality constraints which
resulted in models that have either 0, 1, 2, 3, or 4 equalities. For
K =9, there are eight possible equality constraints, resulting in
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Figure 5. Familywise error rate across priors and sample sizes under a model with 0 (top left), 1 (top right), 2 (bottom left), and 3 (bottom right) true inequalities for K = 5
groups. The rightmost panel shows the average familywise error rate across inequalities.

0,2, 4, 6, or 8 equalities in the true model. Given the number of
equalities, we sampled a particular partition uniformly from all
possible partitions with that amount of equalities and used this
model to simulate data. Each unique combination was repeated
500 times and each generated dataset was analyzed with the
same prior specifications as above. We assessed the familywise
error control as well as statistical power. The results for K = 5
and K = 9 were similar. Therefore, we focus on the K = 5 in
the main text and discuss the K = 9 case in Appendix C.

Note that the hierarchical approach has an additional source
of o error in contrast to pairwise comparisons when there are
more than 0 inequalities because it imposes transitivity. For
example, imagine that the true model postulates that 6; = 6, =
03 # 04. However, the sample means are (by random sampling)
X1 = 0.1,x, = 02,x3 = 0.3,x4 = 0.35. The hierarchical
approach would find that 65 = 64, but not that 6; = 63 since that
also implies 6; = 04. Therefore, the model §; = 6, = 63 # 64
and even the equality 6; = 6, are not retrieved. In contrast,
the pairwise methods violate transitivity as they only look at two
pairs at the time and will happily suggest that 6; = 0,, 6, = 63,
and 03 = 64 while simultaneously suggesting that 6; # 64.

4.2.1. Familywise Error Rate

Figure 5 shows the probability of at least one error for different
methods across the number of inequalities in the true model and
sample sizes. The top left panel shows that the uniform prior and
the uncorrected pairwise Bayes factors perform worst, followed
by DP(@¢ = G&B) and the method proposed by Westfall,
Johnson, and Utts (1997) perform worst. The other Dirichlet

process except @ = 1 and beta-binomial priors seem to provide
adequate error control. This mirrors the results above, which
is natural since this part of the simulation is a special case for
K = 5. Increasing the number of inequalities to 1 (top middle)
and 2 (bottom left), we find that DP(«¢ = G&B), DP(a = 1),
and BB(e = 1,8 = 1) lead to markedly increased familywise
error rates. All other priors lead to increased error rates as well,
except the two pairwise Bayes factor methods, whose perfor-
mance improves. Performance across priors tends to improve
again with three inequalities. This may be due to the fact that,
with more inequalities, there are simply less opportunities to
incorrectly claim that two population means are different.

The rightmost panel in Figure 5 shows the results averaged
over the number of inequalities in the true model. We find
that the method by Westfall, Johnson, and Utts (1997) shows
the strongest familywise error control, closely followed by the
BB(@ = 1, = K)and BB(@ = 1,8 = (§)) and the
DP(« = 1/Hk-1). The uncorrected pairwise Bayes factor method
performs similar to DP(@ = 1), BB(@ = 1,8 = 1), and
DP(« = G&B), with the uniform prior performing worst.

4.2.2. Statistical Power

Figure 6 shows the proportion of falsely claiming a difference
between two groups when there is none for different methods
across the number of equalities in the true model and sam-
ple sizes. The top left panel shows that the uniform prior, the
DP(¢ = G&B), and the BB(o« = 1,8 = 1) perform best,
while the two pairwise Bayes factor methods and the DP(a =
1/Hk_,) and BB(a¢ = 1,8 = (12<)) priors perform worst.
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BB(e¢ = 1,8 = K) and the DP(e¢ = 1) are in-between. This
relative pattern generally persists with an increasing number
of equalities, except that the uncorrected pairwise Bayes factor
seems to improve while BB(@ = 1,8 = 1) seems to worsen
in performance. Increasing the number of equalities in the true
model, we find that the performance of virtually all methods
increases, especially for large sample sizes.

The rightmost panel in Figure 6 shows the results averaged
over the number of equalities in the true model. We find that
the method by Westfall, Johnson, and Utts (1997) is highly
conservative, trading off the strong familywise error control with
an increase in the proportion of false negatives. Similarly, the
priors that performed worst with respect to familywise error
control—the uniform, DP(« = G&B), and BB(o@ = 1,8 =
1)—perform best here. The other DP and beta-binomial priors
as well as the uncorrected pairwise Bayes factors are some-
where in between those two extremes. The differences between
the methods become less pronounced with increasing sample
size.

4.2.3. Simulation Discussion

Our results show that no single method dominates all others.
While the BB(a = 1, 8 = 1) prior performed best in our initial
simulation study described in Section 4.1, including models
beyond the null and full model showed that this prior performed
considerably worse in those settings. The method proposed by
Westfall, Johnson, and Utts (1997) and the uniform prior yield
somewhat extreme opposite results, rendering them unsuitable
to be chosen as default priors in practice. Interestingly, the
uncorrected pairwise Bayes factor method provides familywise

error rates and statistical power in between all other priors. The
BB(a¢ = 1,8 = K) and the DP(@¢ = 1/Hk_;) prior performed
very similarly (see Figure 2), combining the best familywise
error control (barring the choice of 8 = (I;)) with relatively
good statistical power. These may those be good default choices
in practice, although researchers may choose different priors
depending on a cost benefit of type I versus type II errors. In
the next section, we focus on the BB(e = 1, 8 = K) prior and
apply our method to two examples

5. Applications

In this section, we apply the beta-binomial setup to two exam-
ples: testing the equality of proportions and variances. We have
developed a generic Julia package called EqualitySampler.jl to
allow the user to adjust for multiplicity as proposed in this
article. The code to reproduce the results is given in Appendix D.

5.1. Comparing Proportions

Nuijten et al. (2016) investigated a sample of 30,717 articles
published between 1985 and 2013 in eight major psychology
journals for statistical reporting errors. Our question here is:
Which journals make the same amount of errors, and which
make more errors? We answered the question using the follow-
ing model specification. For journal j, denote the number of
statistical errors found as e; and the number of statistical tests
analyzed as nj. We assume that underlying each proportion there
is a latent true chance of making an error, 0;. Thus, we model the
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data as independent binomials, that is, ¢; ~ Binomial (Qj, nj).
Next, we specify a hierarchical level over the partitions to assess
for which journals the chances of making an error are equal. This
leads to the following model specification:

¢j ~ Binomial (6}, n;)
0]-“ ~ Beta(l,1)

6; < 6] such thatj € p
p ~ beta-binomial(1, 8) . (16)
The unconstrained chances 6;* are assigned beta priors from
which—together with the partitions—the possibly constrained
chances are created. Two chances 6; and 6; are equal if and only
if their indices appear in the same partition {i, j} C pj for some
k. Note that the model reduces to the full model of independent
binomials whenever the partitions state that all elements in 6 are
distinct. We used a beta-binomial prior with = 1 and 8 = 8.
The top left panel in Figure 7 shows the posterior distributions
for the underlying error chance for each journal under a model
that assumes that they are all different.

We can see that the posterior distributions for JCCP (green),
PLOS (purple), DP (turquoise), and FP (terracotta) are very
close to each other, with FP showing more pronounced uncer-
tainty. The panel below shows the model-averaged posterior
distributions, clearly demonstrating a shrinkage effect. The
error chances for JAP and PS are pulled toward each other,
with JCCP, PLOS, DP, and FP being shrunk toward each
other almost completely, similarly to JEPG and JPSP. The
right panel in Figure 7 gives the posterior distributions for
pairwise equality across all journals, reflecting the two main
clusters in the model-averaged density plot on the left. Note
that the frequentist approach to multiple comparisons does
not yield such a coherent analysis outcome. Instead, we would
first test for overall equality of the error proportions across

all journals, and then if this is rejected, engage in pairwise
post-hoc comparisons. Adjusting the p-values for multiple
comparisons, we would then be able to say, for each of the
28 comparisons, whether the null hypothesis of no difference
was rejected. In contrast to our Bayesian approach, the results
of this cannot be straightforwardly aggregated into statements
of equality and inequality across the groups overall. For an
example comparing two standard deviations, see Appendix F.
In the next section, we provide an example with much
larger K.

5.2. Comparing Means

The Program for International Student Assessment (PISA) mea-
sures the academic skill of 15-year-old pupils in schools world-
wide on subjects such as mathematics and science (OECD 2023).
The reports by PISA are used to assess the relative performance
of pupils in different countries. Here, we reanalyzed the mathe-
matics scores to assess which countries performed equally well.
We obtained the mean score, standard deviation, and sample
size for each of the 78 countries (obtained from Tables I.A2.1.
and I.B1.2.1. of OECD 2023). We used the same ANOVA model
from Section 4.1 to analyze the data with a BB(1,78) prior on
the partitions.

While it is best to interpret the model-averaged results when-
ever possible, sometimes it is desirable to obtain a single par-
tition. For example, one might want to show one final rank-
ing of the countries. To obtain a single partition, we used the
median probability model (MPM). We obtained the MPM by
first exploring the model space as usual, obtaining posterior
probabilities for the pairwise inequality of each pair of countries.
Next, we thresholded the posterior inequality probabilities using
the prior inequality probability. This results in an adjacency
matrix A where A;; = 1if p(6; = 6; | data) > p(6; = 6))
and A;; = 0 otherwise. Next, we used a greedy search to find the
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Figure 8. Results for the median posterior model. The posterior mean and 95% credible interval are shown in blue for each element of the partition. The orange dots next

to the partition estimate show the sample means.

partition whose equality constraints are closest to A. Note that a
single optimal partition need not exist, see Appendix D.

We found that the order of the countries by posterior mean
is identical to the results in the original study (Table 1.2.1 OECD
2023), see Figure 8. There are some notable differences between
our results and those reported by PISA, however. Specifically,
the original authors list, for each country, all other countries
that do not differ in a statistically significant manner from the
reference country. This leads to non-transitive statements such
as, “the average score between Hong Kong and Japan does not
differ significantly, the average score between Japan and Korea
does not differ significantly; however, the average score between
Hong Kong and Korea does differ significantly” In contrast,
our approach respects transitivity. For example, our analysis
suggests that Japan and Korea have an equal mean score and that
the mean score of Hong Kong was larger. Another meaningful
difference is that our approach distinguishes many sub-clusters
between 10 and 17 (Netherlands to Czech Republic), whereas
OECD (2023) found that these all did not significantly differ.
Note that the analysis by OECD (2023) used finite-population
corrections, whereas we analyzed the unadjusted data.

6. Discussion

Testing equality constraints among groups while adjusting for
multiple comparisons is a core challenge in many applied set-
tings. In this article, we have proposed a flexible class of beta-
binomial priors to penalize multiplicity and make inferences
over all possible equality constraints in relatively general set-
tings. We compared the beta-binomial priors to a Dirichlet pro-
cess prior suggested by Gopalan and Berry (1998), to a uniform
prior, to the method proposed by Westfall, Johnson, and Utts

(1997), and to an uncorrected method based on pairwise Bayes
factors. We also established that the Pitman-Yor process, which
is a natural extension to the Dirichlet process, provides little
benefit in terms of error control or power over the Dirichlet
process. We illustrated our method, which is freely available in
the Julia package EqualitySampler, on three examples.

We found that a beta-binomial prior with« = 1 and 8 €
{K, (I;)} as well as a Dirichlet process prior with « 1/Hg_y
adequately control the familywise error rate, while the Dirichlet
process with the specification proposed by Gopalan and Berry
(1998), the uniform prior, and uncorrected pairwise Bayes fac-
tors do not. We also found that the method proposed by Westfall,
Johnson, and Utts (1997) compares favorably in terms of error
control but not in terms of statistical power. While we have
focused on a posterior probability threshold of 0.50 (i.e., a Bayes
factor of 1), other thresholds will naturally impact the tradeoft
between the two types of errors. Importantly, and in contrast
to conventional adjustments for multiple comparisons (e.g., Jef-
freys 1961; Westfall, Johnson, and Utts 1997), specifying a prior
over the partitions allows inferences over all possible equality
constraints. This means that researchers can use the methods we
provide to assess not only the probability of pairwise equality
constraints—as is common in standard post-hoc tests for, say,
ANOVA—but in fact can make probabilistic statements over any
set of equality constraints they wish to assess. As illustrated by
our reanalysis of PISA data, in contrast to frequentist multiple
comparison adjustment methods that rely on post-hoc tests, the
Bayesian method outlined in this article can yield an informative
clustering of population means that respects transitivity. Sim-
ilarly, the outlined approach also allows for model-averaging,
which as we have seen in the applications yields shrinkage of
the groups toward each other. Future research may wish to



230 . D. VAN DEN BERGH AND F. DABLANDER

study the effects of assigning a prior to the hyperparameters of
the Dirichlet process and beta-binomial priors (see Miller and
Harrison 2018; Ascolani et al. 2023).

Ideally, inferences are drawn using the model-averaged pos-
terior distribution. However, sometimes there is a need to select
a single model among all candidate models. An obvious choice
is the highest posterior density model (HPM). However, as
the number of groups increases, it becomes increasingly less
likely that a stochastic search algorithm visits the HPM and the
sampling uncertainty for the posterior probability of individ-
ual models also increases. An alternative that is often used in
regression is the median probability model (MPM), which is
obtained by retaining all predictors with a posterior probability
larger than 1/2 (Barbieri and Berger 2004; Barbieri et al. 2021).
In the context of multiple comparison adjustment, there is the
additional constraint that one wants to select a model that is also
a valid partition, and the MPM may not necessarily satisfy this
constraint. We present an example where the MPM proposes a
model that is not a partition and suggests two possible solutions
in Appendix D.

As with any statistical method, there are a number of points
to keep in mind. While we suggest default values of « = 1 and
B = K for the beta-binomial prior and « = 1/Hk_, for the
DP prior, researchers may wish to use a more informed prior
specification. Values for the prior parameters can be elicited
by specifying model priors for two out of the following: the
prior on the null model, on the full model, or their ratio. The
resulting probabilities for equality among pairs of parameters
can then be assessed by the elicitee. As (Gopalan and Berry
1998, p. 1132) note, if these do not adequately represent the
elicitee’s beliefs, and if the elicitee cannot make adjustments of
the prior on the null model and the full model to resolve this
circumstance, then the Dirichlet process prior is not appro-
priate. The beta-binomial prior is more flexible in this regard,
because it has an additional parameter that can be varied to
accommodate prior beliefs (see Table 1). If the elicitee’s beliefs
cannot be accommodated even with two parameters, then in
principle it is also possible to substitute the beta-binomial with
a categorical distribution that assigns custom probabilities to
partitions of the same size, see Appendix F. However, if partitions
of the same size should be assigned different prior probabilities,
then the beta-binomial prior—and the more general categorical
distribution—is inappropriate. Importantly, the beta-binomial
prior differs from the DP prior in that it assigns models with
the same number of partitions the same prior probability, while
the DP prior assigns more mass to the model with the larger
cluster. It is not obvious which of the two behaviors is more
desirable, and it may well depend on the problem under study.
Researchers using the methods we have made available should
keep this difference in mind, although the extent to which it
matters in practice remains to be seen.

There are some practical limitations of our implementation
that we leave for future work. We currently do not allow for fac-
torial designs, for example, for which dummy or contrast coding
is more natural. The key challenge there is to specify the prior
in such a way that it reflects the structure of the experimental
design. For the present, we believe that the Bayesian approach
outlined in this article can help improve the inferences of applied
researchers who wish to compare multiple groups.
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Proofs: Conditions for which the Dirichlet process prior and beta-
binomial prior have decreasing prior model odds, and proof that the
predictions rules lead to the desired joint distributions.
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Selecting the Optimal Model: Additional discussion on selecting a single
optimal model.

Example Code: Example Julia code for the analysis in section 5.1.

Comparing Standard Deviations: Additional example analysis compar-
ing standard deviations.
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algorithm.
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