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Chapter 1

The Psychology of Altruism: An Introduction




Rethinking Altruism

Altruistic behavior—whether that is donating money to charity, volunteering time, or even
adopting a sustainable lifestyle—represents one of humanity's most intriguing behavioral
phenomena. Despite evolutionary pressures that might favor self-preservation and resource
hoarding, people consistently demonstrate remarkable tendencies toward altruism, often at
personal cost (Fehr & Fischbacher, 2003; Zaki & Mitchell, 2013). This paradox has captivated
researchers across multiple disciplines, leading to decades of investigation into the
psychological, social, and economic mechanisms that drive altruistic behavior. In an era of
increasing global challenges—from climate change to warfare to social inequality—
understanding why people engage in altruistic behavior and how to motivate and sustain such

altruism is crucial for collective problem-solving and prosperity.

Traditional research on altruistic behavior has focused primarily on what Cain, Dana,
and Newman (2014) term "giving"—the act of providing help or resources to another, driven
by the genuine desire to increase the beneficiary’s welfare. This research has largely
overlooked a related but distinct phenomenon Cain et al. termed "giving in"—when people
reluctantly acquiesce to others' requests or demands, even when such compliance may not
genuinely reflect the giver's true preferences. This distinction is crucial because they are two
fundamentally different psychological mechanisms that have different implications for both
givers and recipients. When people give only due to internal (e.g., guilt or self-image
concerns) or external pressures (e.g., shame or reputational concerns), they may behave
altruistically in some environments but selfishly in others. Such inconsistency in altruistic
behavior—called reluctant altruism—hinders the stability and development of a truly

engaged and civic society.

The overarching aim of this dissertation is to systematically study reluctant altruism—
behaviors that are not enacted out of genuine concern for other, uncovering various motives
underlying such behaviors, and the downstream consequences for other parties. In this chapter,
I will describe past theoretical perspective and the primary empirical methods that have been
used to study altruistic behavior. I will highlight how these approaches are insufficient to
capture the nuances of reluctant altruism. Chapter 2 presents a systematic meta-analytical
review of willful ignorance—a widespread phenomenon in which people seek, rather than
resolve, the uncertainty about the negative consequences of their actions on others. This
behavioral strategy exemplifies reluctant altruism and reveals its underlying motives. Findings
from this chapter provide a refined understanding of human altruism, demonstrating the

negative impact of willful ignorance, and highlight contexts in which reluctant altruism is
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The Psychology of Altruism

pervasive. Chapter 3 is a Registered Report aimed at disentangling reluctant from genuine
altruism in a situation where altruistic behaviors are particularly common: when the recipient
of an altruistic act is identified. Chapter 4 examines a different environment in which reluctant
altruism may arise: a distracting environment with selfish defaults. Results from this chapter
show that altruistic behavior can be highly context-dependent. Chapter 5 reviews the different
mechanisms underlying reluctant altruisms as well as the global variation of the existence and
strength of reluctant altruism across the globe. Lastly, Chapter 6 summarizes the findings
described in this dissertation, discuss the theoretical, methodological, and practical

implications, as well as describing open questions and avenues for future research.

Competing motivations for altruistic behavior: egoism vs. altruism

Psychologists have long been questioning the motivation underlying altruistic behavior,
whether it is purely egoistic—driven by self-interests, or purely altruistic—driven by the
genuine desire to help others. One of the most prominent defenders for the existence of genuine
altruistic motive is Batson, who put forward the empathy-altruism hypothesis (Batson et al.,
1981). This hypothesis proposes that empathic concern for another person in need can evoke
genuinely altruistic motivation—the desire to help driven primarily by concern for the other's
welfare rather than one's own. Against this hypothesis is the aversive-arousal reduction
hypothesis. This hypothesis posits that along with heightened empathy comes personal distress.
Thus, even when empathy is high, people help others primarily to relieve their own unpleasant

emotional state rather than to improve the other’s wellbeing (Cialdini et al., 1987).

Disentangling the two motives, Batson put forward a theoretical framework proposing
that witnessing the suffering of a person in need triggers people to adopt the perspective of that
person, leading to an empathic emotional response (Batson, 1987). The empathetic emotional
state, in turn, generates a motivational state with the ultimate goal of increasing the other’s
welfare. Before acting on any motive, people conduct a mental cost-benefit analysis to find the
lowest cost of action, whether that is helping, escaping the situation, or relying on others to do
the costly altruistic act. The course of action people choose depends on the ultimate motivation.
Crucially, in Batson’s framework and similar to Krebs’ (1991), both egoistic and altruistic
motivations can co-exist. The debate is not about whether helping behavior is ever influenced

by egoistic motives, but rather whether a genuinely altruistic motivation can exist at all.
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Rethinking Altruism

To empirically investigate these competing hypotheses, Batson and colleagues
conducted a series of experiments (1981). In a typical procedure, participants watched a video
of a person completing a task while receiving electrical shocks. To manipulate empathy,
participants were instructed to either imagine how the person was feeling and focus on their
emotions and experience (high empathy condition) or remain objective and detached (low
empathy condition). To distinguish egoistic from genuine altruism, participants were randomly
assigned to either an easy escape condition, in which they could leave the experiment
prematurely, or the difficult escape condition, in which they must remain in the experiment and
observe the person completing the task while receiving shocks until the end. After seeing the
person in need suffering, participants were informed that they could help by trading places,
completing the task and receiving the electric shocks themselves. Upon stating their intention

to help (or not), participants were debriefed and the experiment was concluded.

Results show that the majority of participants who empathized with the person in need
volunteered to help regardless of escape difficulty (around 80%), while participants feeling low
empathy stated they would help primarily when escape was difficult (around 60%) but not
when escape was easy (around 20%). Batson argues that this pattern of results is inconsistent
with the aversive-arousal reduction explanation, as highly empathetic individuals have two
different strategies to alleviate their personal discomfort: helping or escaping. Highly
empathetic individuals choosing to help regardless of escape difficulty suggesting that high
empathy leads to the genuine desire to help the person in need and that genuine altruistic

motivation exists.

Economic games in altruism research

Although this pioneering work provided early insight into the nature of human altruism
(Batson et al., 1981) and subsequent studies replicated and extended these findings (e.g.,
Batson et al., 1988; Batson & Shaw, 1991; Batson, 2010b), later research has adopted more
refined measurement tools to reduce methodological concerns within more controlled
environments. Traditional helping scenarios often involve multiple motivations, ambiguous
costs and benefits, and are subject to criticism of using deception (Ortmann & Hertwig, 2002)
or measuring helping intention rather than real behavior (Baumeister et al., 2007). To address
these limitations, psychologists and economists have increasingly employed economic games
to examine costly acts of giving. The elegance of economic games lies in their simplicity and

the clarity of their behavioral measures. They present a straightforward allocation decision with
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The Psychology of Altruism

clear monetary consequences for all parties involved and are built on formal game-theoretic

models, offering a benchmark to compare human behavior against that of homo economicus.

The dictator game is a commonly used method to study altruism (Forsythe et al., 1994).
The dictator game involves two players: a dictator and a recipient. The dictator receives an
endowment (e.g., 10 euros) and decides how much (if any) to give to the recipient. A standard
dictator game is a zero-sum game, in which one euro given away by the dictator is one euro
received by the recipient. The recipient has no say in the decision and cannot influence the
dictator's outcome. Often, the two players remain anonymous to one another, eliminating
concerns about reputation, reciprocity, or social approval that may confound measures of
altruistic motivation. Thus, it is in the dictator's pure self-interest not to give any money, and

any money sent to the recipient is considered a costly act of altruism.

Engel (2011) conducted a meta-analysis of 129 experiments, spanning 25 years of
research and covering decisions of 20,813 dictators. His results showed that 64% of dictators
gave some of their endowment to the recipient, 25% gave at least half of their endowment or
more, and dictators gave away 28% of their endowment on average. Given that the dictators
had no obvious reason to give any money—their anonymity was secured from both the
recipient and the experimenter, there was no possibility of retaliation, and often the recipient
was not a person in need but a normal peer—results can be interpreted as evidence that most
people are altruistic and they give. At the same time, the findings highlight that giving is not

universal—36% left the recipient empty-handed.

Individual differences in altruistic disposition

To capture such individual differences in how much a person cares about the welfare of
others in relation to their own, Messick and McClintock (1968) developed the concept of social
value orientation (SVO). This measure involves a series of decomposed games, that is, a set of
non-zero-sum dictator games, where participants make choices between different allocations
of resources for themselves and others. By analyzing patterns of choices across multiple
scenarios, researchers can calculate the participant’s SVO on a continuous measure and classify
individuals into different categories. There are four categories within SVO: altruistic
(preferring to sacrifice own outcomes to maximize others’ outcomes), prosocial (preferring to
maximize joint outcomes and minimize outcome differences), individualistic (preferring to

maximize own outcomes with little regard for others), and competitive (preferring to maximize
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Rethinking Altruism

relative advantage over others). Altruistic and prosocial SVOs are considered prosocial, while

individualistic and competitive SVOs are proself (Murphy, 2011).

Research on SVO reveals consistent patterns in altruistic behavior (Au & Kwong,
2004). Individuals with a prosocial (vs. proself) orientation demonstrate greater charitable
giving (Manesi et al., 2019), more cooperative behavior in economic games (Balliet et al.,
2009; Pletzer et al., 2018), stronger preferences for equality and fairness (Van Lange, 1999),
and stronger pro-environmental intentions (Joireman et al., 2001). Such differences are driven
by prosocial individuals spending more time inspecting the environment and acquiring
information compared to proself individuals. The stronger the prosocial orientation, the more
they take others’ outcomes into consideration (Fiedler et al., 2013; Fischbacher et al., 2022).
The differences in behaviors between prosocial and proself individuals appear to be relatively
stable across time and situations (Bogaert et al., 2008; Frei et al., 2025), suggesting that SVO
represents a fundamental personality trait that influences how people approach altruistic
decisions. Some people are dispositionally more inclined toward generosity and cooperation,
while others are more focused on personal gain or competitive advantage, which explains why

some individuals consistently give more than others (Chen & Krajbich, 2018).

Limitations of methods in studying altruism

The literature reviewed in this first chapter indicates that while selfish individuals exist,
the majority of people are altruistic and often engage in altruistic actions that benefits others
even at a cost to themselves. However, the common blind spot in all methods used to study
altruism outlined so far is the fact that they measure giving—reluctantly done or not—as a
proxy for altruism. These methods force participants to witness others' suffering directly or
make them fully aware of the consequences of their choices for recipients. In Batson's empathy-
altruism studies, participants must watch confederates receiving electric shocks and are told
how they can help improve the victim's welfare. Similarly, in dictator games or in SVO
measures, participants are clearly informed how their allocation decisions will affect the
amount of money the recipient receives, making the implications of their choices impossible

to ignore.

This explicit awareness of others' needs and the consequences of one's actions, however,
is not always present in real life. People often have the option to remain ignorant about how

their behavior affects others. Consumers, for example, can choose whether to research the labor
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practices of companies or the ethical sources of products before making purchases. Donors can
decide whether to learn about the plight of the victims or the effectiveness of different charities
before donating, and pedestrians can cross the road to avoid contact with homeless people on
the street. In many everyday situations, people actively avoid information and settings that
present moral pressure to act altruistically, suggesting that much real-world altruistic behavior
may actually represent giving in to social or moral pressure rather than genuine concern for
others' welfare. By conflating reluctant with genuine altruism, past research findings may
obscure the true prevalence and nature of altruistic behavior. These ideas were present in
Batson’s framework but disentangling the different underlying motives proves complex as
traditional research methods are subject to methodological concerns. Thus, many open
questions remain about which behavioral patterns can be interpreted as reluctant altruism, what
are the conditions under which reluctant altruism arises, what are the consequences for others
and society at large, who are the most likely to engage in reluctant altruism, and what can we

do to combat such problem?

The present dissertation and overview of empirical chapters

This dissertation combines theoretical insights, literature review and empirical methods,
including meta-analytical tools and incentivized behavioral experiments, to identify and
investigate the psychological mechanism underlying reluctant altruism. Three empirical
chapters and one review chapter provide evidence for the existence of reluctant altruism, its
different behavioral manifestations, the boundary conditions in which it occur, the overall
impact for society at large, and empirical guidance for interventions that can foster altruistic
behavior. Note that all (empirical) chapters were preregistered and are based on separate
scientific papers that have been published or are under review. Thus, theoretical overlap exists

between the chapters, and each chapter may be read independently.

Chapter 2: Ignorance by Choice: A Meta-Analytic Review of the Underlying Motives of

Willful Ignorance and Its Consequences

This chapter reports the first meta-analysis on willful ignorance—when people avoid
information about the potential negative consequences of their action for others. The aim of
the meta-analysis is to test the robustness of the negative impact of willful ignorance on
altruistic behavior and examining its underlying motives. We started by providing a

synthesis of the existing empirical knowledge about willful ignorance, showing how existing
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theoretical models regarding the sharing of economic resources (e.g., Charness & Rabin, 2002;
Fehr & Fischbacher, 2003; Fehr & Schmidt, 1999; Murphy et al., 2011) cannot explain why
people ignore relevant information for their decision making and behave altruistically in one
setting but selfishly in another. We further tested two opposing theoretical perspectives as to
why people avoid inconvenient, but important, information: self-image concern versus

cognitive inattentiveness.

To that end, we analyzed 33,603 decisions made by 6,531 participants in 56 different
treatment effects, all employing variations of an experimental paradigm assessing willful
ignorance. Meta-analytic results revealed that 40% of participants avoided easily obtainable
information about the consequences of their actions on others, leading to a 15.6-percentage-
point decrease in altruistic behavior compared to when information was provided. Overall,
cumulated evidence supports the notion that people engage in ignorance (at least partially) to
provide an excuse for selfishness while maintaining a positive self-image. We also investigated
the moderators of willful ignorance and addressed the theoretical, methodological, and
practical implications of our findings on who engages in willful ignorance, as well as when and

why.
Chapter 3: Giving (In) to Help an Identified Person

Applying insights from Chapter 2, Chapter 3 is a Registered Report aimed at
disentangling the underlying motives in a situation where altruistic behavior is particularly
common: when the recipient of an altruistic act is identified. Previous literature shows
identified charity recipients consistently receive more donations than unidentified charity
recipients who are in a similarly dire situation (Lee & Feeley, 2016). The research question we
tackle here is whether the increased donation for an identified (vs. unidentified) charity
recipient a result of giving, that is, a genuine concern to improve the person’s wellbeing, or

giving in, that is, an attempt to avoid the guilt of not giving?

To address this question, we conducted two large-scale experiments (N = 3,671), in
which participants made allocation decisions in transparent vs. ambiguous settings with an
identified (versus unidentified) child in need as the recipient. Consistent with previous findings,
we found some people gave in when making their donation decisions, but the tendency to give
in was independent of whether the recipient was identified or not. The findings suggest that to

increase donations, designing a transparent environment, in which potential donors receive

16



The Psychology of Altruism

explicit information about the impact of their donation, would be valuable for charity

organizations.

Chapter 4: Altruistic by Default: Setting Altruistic Choices as Defaults Increases Overall

Altruism Even When a Fraction of People are Unresponsive

Chapter 4 examines a different setting in which reluctant altruism may arise: distracting
environment with poorly-set defaults. People are making important decisions while distracted
more than ever before. They email while walking, Zoom while driving, and check their stock
portfolio while attending a concert. Accordingly, institutions increasingly use default options
to assist people in making decisions even when distracted. Defaults are powerful: when set
wisely, defaults can promote a range of desirable behaviors. By the same token, however,
poorly set defaults can promote undesirable outcomes. This chapter tackles the following
research question: are defaults set on the selfish, compared to the altruistic option, especially
likely to be chosen in distracting environments? That is, do people exploit the selfish default

settings and distractions in the environment to facilitate making selfish choices?

Results suggests that on average, participants are more likely than chance to accept
altruistic defaults, and they accept more altruistic than selfish defaults. Interestingly, the
aggregate effects are driven by 60% of participants; the remaining 40% are uninfluenced by
defaults, acting strictly according to their social preferences. Individuals with a prosocial SVO
are the most likely to let the default setting dictate their choice, suggesting that their altruistic
tendency are context-dependent and reinforces the insight that not all altruistic choices stem
from the genuine desire to benefit others. Results further demonstrate that the use of default
nudges in the context of charity does not undermine donor’s autonomy, especially when the
donors are fully informed of the use of default nudges. Thus, while altruistic defaults are not
the panacea for all selfishness, transparent defaults are a good tool to help nudge people towards
making better choices that improve the wellbeing of others while still respecting individual’s

autonomy.

Chapter 5: Reluctant Altruism: Underlying Mechanisms and Global Variation

Chapter 5 reviews recent research on reluctant altruism. In this chapter, we outline its
various forms, from willful ignorance to the strategic avoidance of morally demanding
decisions. We examine three key psychological drivers of reluctant altruism, including (i)
cognitive inattentiveness, (ii) guilt and self-image concerns, and (iii) shame and social-image

concerns. The evidence points to reluctant altruism being guilt-driven. While guilt motivates
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people to behave altruistically, providing individuals with the opportunity to alleviate the
anticipated guilt associated with selfish decisions drastically reduces the level of altruistic
decisions overall. Shame and social reputation, on the other hand, have a smaller impact on
altruism, especially when the presence of others is not clearly salient and the potential judgment
remains abstract. We also review cross-cultural findings on the prevalence of guilt- and shame-
driven altruism, highlighting robust evidence for willful ignorance across culturally diverse
nations. We conclude by outlining future research directions to better understand variation in

guilt- and shame-driven altruism across situational and cultural contexts.

Chapter 6: General Discussion

Chapter 6 concludes this dissertation. In this last chapter, I provide an extended
overview of the empirical findings described in this dissertation, discuss the theoretical,
methodological and practical implications of these findings for psychological science on

altruism, and describe avenues for future research.
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Ignorance by Choice:
A Meta-Analytic Review of the Underlying Motives of

Willful Ignorance and Its Consequences

This chapter was published as Vu, L., Soraperra, I., Leib, M., van der Weele, J., & Shalvi, S.
(2023). Ignorance by Choice: A Meta-Analytic Review of the Underlying Motives of Willful
Ignorance and Its Consequences. Psychological Bulletin, 149(9-10), 611-635.
https://doi.org/10.1037/bul0000398
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Rethinking Altruism

People often “look the other way” and avoid information about the negative consequences of
their actions to maximize personal outcomes. Known as willful ignorance (Dana et al., 2007;
Grossman & van der Weele, 2017; Hertwig & Engel, 2016), such behavior is a corrosive force
that reduces altruistic behavior across a range of contexts. For instance, consumers may avoid
information about the ethical origins or production process of the merchandise they purchase
(Ehrich & Irwin, 2005). Similarly, citizens are often reluctant to engage with information
about climate change’s impact, so they will not feel obligated to change
their lifestyle (Norgaard, 2006). Willful ignorance also facilitates corruption in politics and
business. In an in-depth analysis of the Watergate scandal, Simon (2005) reports, “Participants
showed intense faith in the immunizing power of deliberate ignorance.” In the Enron trial, the
largest corruption case in U.S. history, the concept of willful ignorance played a key role in the

sentencing of top executives (Simon, 2005).

Understanding its drivers and consequences is vital given the detrimental outcomes
associated with willful ignorance. Our meta-analysis thus tackles the following questions: To
what extent do people avoid uncomfortable information about the impact of their actions, and
what is the consequence of such information avoidance on altruistic behavior? What are the
psychological motives underlying willful ignorance? And finally, how robust is the negative

impact of willful ignorance on contextual and personal factors?

Demonstrating the wide interest in this basic psychological phenomenon, willful
ignorance has been studied across disciplines: in psychology (Kappes et al., 2018; Zane et al.,
2016), sociology (McGoey, 2012; Norgaard, 2006), economics (Dana et al., 2007; Grossman
& van der Weele, 2017), business (Ehrich & Irwin, 2005; Exley & Kessler, 2023), law (Sarch,
2016), philosophy (Lynch, 2016; Wieland, 2017), and political science (Lindsey, 2021; Perl et
al., 2018). Although excellent narrative reviews have summarized the functions and drivers of
willful ignorance (Hertwig & Engel, 2016), as well as tendencies to avoid information about
other aspects rather than the impact of one’s actions on others (Fischer & Greitemeyer, 2010;
Gigerenzer & Garcia-Retamero, 2017; Golman et al., 2017; Sharot & Sunstein, 2020; Sweeny
etal., 2010), to date, no work has systematically synthesized existing empirical evidence meta-

analytically. Thus, the current work fills this gap.

We present the first meta-analytic review on willful ignorance, including all studies
presenting participants with conflicting ethical choices in a controlled lab setting where they
can avoid learning the consequences of their actions on others. Our meta-analytic review has

three main objectives. First, we provide an overview of variations of the state-of-the-art
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experimental paradigm used to study the negative impact of willful ignorance on altruistic
behavior and assess the robustness of its conclusions. Second, we contribute to the
understanding of the psychological drivers behind the sharing of economic resources, such as
the literature on social preferences (Fehr & Fischbacher, 2003; Fehr & Schmidt, 1999) and
social value orientation (Murphy et al., 2011). The existing literature focuses mostly
on motives that are  expressed by choices between monetary  outcomes,
principally selfishness or altruism, but also concerns for efficiency, fairness, or inequality. Yet,
such motives alone cannot explain why people avoid information that they would otherwise
use in their decisions (Dana et al., 2007; Grossman & van der Weele, 2017). We discuss
additional motives that may play a role in the decision to remain ignorant and use cumulated
data to distinguish between excuse-seeking behaviors and self-image maintenance on the one
hand (Strohminger & Nichols, 2014) and cognitive inattentiveness and its proxies
(e.g., confusion or laziness; Vogel et al., 2020) on the other hand. Third, we use moderation
analyses to examine the robustness of the willful ignorance effect on both contextual and
personal factors. All in all, our meta-analysis provides a synthesis of the existing empirical

knowledge about willful ignorance and guides future research.
Measuring Willful Ignorance

Willful ignorance emerges in situations where a decision maker’s interest may conflict
with someone else’s interests. However, uncertainty about the exact nature of the conflict
exists, and the decision maker can take actions to reduce this uncertainty. Dana et al.
2007) introduced the key experimental paradigm to study how people behave in such
situations. Participants are randomly and anonymously paired and receive one of two roles: a
decision maker or a recipient. Decision makers then make decisions that affect their own
payoffs and that of the recipient. The experiment contrasts a full information treatment with a
hidden information treatment. In the full information treatment, which functions as a control
treatment and is depicted in Figure 2.1, the decision maker is asked to choose between two
options: A and B. Option A is a selfish option, yielding a payoft of $6 for the decision maker
and $1 for the recipient. Option B is an altruistic option, yielding a payoff of $5 for each
participant. In this control treatment, the majority of decision makers (74%) acted altruistically
by choosing option B, foregoing a $1 profit for themselves to provide the recipient with $5

instead of $1.

In the hidden information treatment, participants face a similar choice, knowing option

A pays them $6 and option B pays $5. Importantly, however, decision makers do not know the
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consequences of choosing A or B for the recipient. Decision makers do know there is a 50%
chance they are in the state of alignment, where option A yields the recipient a payoff of $5,
and option B a payoff of $1. Therefore, option A maximizes the profits for both the decision
maker ($6) and the recipient ($5), so no conflict exists between the parties. Participants also
know there is a 50% chance they are in the state of conflict, where the payoffs for the recipient
are reversed, such that option A pays $1 and option B pays $5. That is, option A maximizes
personal profit, at the expense of the recipient, creating a trade-off between own and the
recipient’s payoffs. In the hidden information treatment, before choosing between A and B, the
decision makers can choose to privately and freely acquire information about how much the
recipient will receive if they choose A or B. Alternatively, decision makers may choose not to
acquire the information and decide between A and B without knowing the payoffs for the

recipient.

Several intriguing findings in Dana et al. (2007) have made their study a modern classic
in psychology, behavioral economics, and related fields. First, in the full information treatment
(where participants knew the payoff for themselves and the recipient), only about a quarter of
the participants (26%) chose the selfish option, A, suggesting the large majority (74%) of
participants cared about implementing an altruistic outcome for the recipient. However, when
given the choice to avoid information in the hidden information treatment, 44% of the decision
makers chose to do so and subsequently chose the selfish option, A. As a result, the fraction of
altruistic choices dropped by almost half in the hidden information treatment. This finding
suggests some of the altruistic behavior, that is, choosing the monetary split that increases the
other’s payoff at the expense of one’s own, is not driven by altruism, that is, “motivation with
the ultimate goal of increasing another’s welfare” (Batson, 2010a; Pfattheicher et al., 2022).
Instead, the drop in the level of altruistic choices observed reflects that some
participants willfully avoided information, even if (or perhaps because) it was relevant for their
choice. These findings have spurred both follow-up work in the laboratory and novel theory

formation, which we discuss below.
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Figure 2.1

Moral Wiggle Room Task by Dana et al. (2007)

a) Full information b) Hidden information
Decision maker chooses Decision maker chooses
o @
A B A B
6 5 6 5
1 5 ? ?
Recipient Recipient
® o
iy -
Conflict Alignment
50% 50%
A B A B
6 5 6 5
1 5 5 1

Note. The green numbers represent monetary payoffs for the decision maker, and the orange
numbers represent the monetary payoffs for an anonymous recipient. The two possible states
of the world—conflict and alignment—have equal likelihoods of occurring in the hidden
information treatment. The state of conflict on the left demonstrates a conflicting scenario,
where option A maximizes the profits for self, at the expense of the recipient. The state of
alignment on the right demonstrates a nonconflicting scenario, where option A maximizes the
profits for both parties. Without getting additional information, decision makers only see the
question marks that represent the payoffs for the recipient. See the online article for the color

version of this figure.

Table 2.1 summarizes variations of the moral wiggle room experimental paradigm that
has been used to study willful ignorance behaviorally. These tasks share the structure that
allows for the emergence of willful ignorance, namely the trade-off between one’s own interest
and the interest of others, and a decision of whether to learn about the social impact of one’s
actions. The paradigms also differ in various aspects, for example, whether recipients can reject
the decision makers’ proposed split of the money, whether decision makers make a choice by
themselves or cast a vote for their preferred option in a democratic manner, and whether
decision makers are placed in a decontextualized or contextualized setup. Other task
characteristics that vary across studies include the nature of the recipient who is affected by the

decision maker’s choice (peer vs. charity) and the cost of acquiring information. The
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information cost, if implemented, is often very small and is used to mimic real-life situations
where decision makers must spend time and effort to acquire the necessary information before

making a decision.
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Table 2.1

Overview of Task Variations Measuring Willful Ignorance

o Recipient Information . No. of No. of
Task Description type cost Employed in treatment effects  participants
Moral wiggle A decision-maker chooses one of the available options (usually Dana et al. (2007)*
room between two options) that determine the payoffs for them and for a Larson & Capra (2009)°
recipient. The decision-maker knows their own payoffs associated Matthey & Regner (2011)
with the options but do not know the payoffs for the recipient. The Bartling et al. (2014)?
decision-maker can privately acquire information about the Feiler (2014)®
recipient’s payoffs or make a choice without this information. Grossman (2014)
Whether the decision-maker acquires information is not known to the  pger Free Grossman & van der Weele (2017)® 29 4,354
recipient. All participants remain anonymous throughout the Moradi & Nesterov (2017)
experiment. Kappes et al. (2018)®
Cerrone & Engel (2019)"
Exley & Kessler (2023)*
Jarke-Neuert & Lohse (2020)?
Stiiber (2020)*
Exley (2016)*
Charity Free Lind et al. (2019)° 6 729
Soraperra et al. (2023)°
Market setup A decision-maker takes the role of a consumer and chooses between b
(contextualized) one of two hypothetical products to purchase. Products differ in price. Free Momsen & bOhndorf (2020a) 3 158
The price the decision-maker pays for each product is deducted from Peer Pace (2020)
their initial endowment, thus affecting the decision-maker’s final
payoff. Products also differ in consequences, because the purchase of Costly Momsen & Ohndorf (2020a)° 1 90
unethical products results in a lower payoff for the recipient. The
decision-maker can learn the consequences associated with buying Felgendreher (2018)°
each type of product or make the purchase without this information. Free Momsen & Ohndorf (2020a)® 4 258
Whether the decision-maker acquires information is not known to the Momsen & Ohndorf (2022)°
recipient. In some versions of the task (e.g., Felgendreher, 2018), the  Charity
decision-maker’s choice affects themselves, a producer (a third party), Momsen & Ohndorf (2022)
and a charity (a recipient). All participants remain anonymous Costly Momsen & Ohndorf (2020a)® 8 416
throughout the experiment. Momsen & Ohndorf (2020b)°
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Task

Description

Recipient
type

Information
cost

Employed in

No. of
treatment effects

No. of
participants

Ultimatum
bargaining

A decision-maker proposes one of two options that determine the
payoffs for them and for a recipient. The decision-maker knows their
own payoffs associated with the options but do not know the payoffs
for the recipient. The decision-maker can privately acquire
information about the recipient’s payoffs or make a choice without
this information. The recipient is informed about the payoffs of both
options and about whether the decision-maker has information about
the payoffs. The decision-maker knows exactly which information the
recipient will receive about their behavior. The recipient can accept or
reject the decision-maker’s proposal. If the offer is accepted, each
party gets the payoff associated with the proposal. If the offer is
rejected, both parties receive zero payoff. All participants remain
anonymous throughout the experiment.

Peer

Free

Conrads & Irlenbusch (2013)

162

Group voting

Decision-makers are placed within a group where group members do
not know each other’s identities. Each member can vote for one of
two options: option A that has a known consequence for the recipient
or option B that has an unknown consequence for the recipient (either
zero or double the consequence in option A). Options A and B also
have different payoffs for the decision-makers. Before making their
decision, each member chooses whether to acquire information about
the consequences of options A and B for the recipient. After acquiring
the information or not (based on their choice), group members vote
for the option (A or B) they prefer. The option that receives the
majority of votes is implemented, determining the payoffs for every
group member and the negative consequences for the recipient.
Whether the decision-makers acquire information is not known to the
recipient or to other group members. Groups are randomly formed
after each round of decision, and all participants remain anonymous
throughout the experiment.

Charity

Costly

Momsen & Ohndorf (2020b)°

184
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Recipient Information No. of No. of

Task Description type cost Employed in treatment effects  participants

Group dictator ~ Decision-makers are placed within a group where group members do
not know each other’s identities. Each member can choose between
option A that has a known consequence for the recipient or option B
that has an unknown consequence for the recipient (either zero or
double the consequence in option A). Options A and B also have
different payoffs for the decision-makers. Before making their
decision, each member chooses whether to acquire information about
the consequences of options A and B for the recipient. After acquiring
the information or not (based on their choice) and making a decision
between option A and B, one group member is randomly chosen. The
option that member chose (A or B) is implemented, determining the
payoffs for every group member and the negative consequences for
the recipient. Whether the decision-makers acquire information is not
known to the recipient or to other group members. Groups are
randomly formed after each round of decision, and all participants
remain anonymous throughout the experiment.

Charity Costly Momsen & Ohndorf (2020b)° 1 96

Note. Descriptions of the tasks measuring willful ignorance, the studies that implemented them, and the number of treatment effects and participants
per task. The number of treatment effects refers to the number of comparisons between the full information treatment and the hidden information
treatment. When a study appears multiple times, the number of subjects in the control treatment is counted multiple times. The paper appearing in
bold is the first to introduce each task. We have contacted authors for additional data in cases where all needed information for our analyses was
not available in the original manuscript. All authors we contacted provided the requested information.

aStudies for which we asked for and received raw data. ® Studies for which we asked for and received the requested statistics. See the Supplementary

Online Materials (SOM) for special cases in which we include only a subset of observations from a study.
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Testing Theory of Willful Ignorance

The experimental findings by Dana et al. (2007) show that on the one hand, a substantial
fraction of decision makers act altruistically, meaning they are willing to sacrifice personal
payoffs when they are informed doing so helps others. On the other hand, when offered the
possibility to acquire information about the consequences of their actions free of charge, some
of those who would have acted altruistically had they been randomly assigned to the full
information treatment, avoid acquiring information and behave selfishly in the hidden

information treatment.

From a theoretical perspective, the findings of Dana et al. (2007) generate a paradox for
the standard theoretical approaches regarding the sharing of economic resources. Those
standard approaches, including the social preference literature (Fehr & Fischbacher, 2003) and
the social value orientation literature (Murphy et al., 2011), assume people’s motives are based
on the monetary outcomes of the two players, namely (a) the extent to which people care about
the payoffs for themselves, (b) the extent to which they care about the payoffs for others, or (c)
some combination of the two (e.g., Fehr & Schmidt, 1999, focus on the difference between the
payoffs of self and others, whereas Charness & Rabin, 2002, focus on the sum of payoffs of all
players). All such models predict decision makers who care about payoffs should reveal

relevant information about them, especially when that information is available free of charge.

For illustration, consider a simple model with a group of decision makers who have
only two possible motives, selfishness and altruism, and may possess both motives to different
degrees (Krebs, 1991). In the context of Dana et al.’s (2007) experiment, decision makers who
are mostly driven by selfishness, meaning their desire to maximize their own payoffs dominates
concerns for the outcomes of the recipient, will choose the selfish option, A, in both the full
and the hidden information treatments. Thus, although they may or may not reveal information
about the other person’s payoffs in the hidden information treatment, this information does not
influence their final decision. By contrast, other decision makers may be driven by altruism;
that is, in line with our definition above, they care about the recipient’s welfare next to their
own. These participants will be willing to sacrifice some of their personal payoffs to choose
the altruistic option, B. As long as the ambiguity about the consequences for others can be

lifted for free and doing so is easy, these decision makers will inform themselves about the

! More precisely, the logic extends to any model of expected utility maximization with preferences
defined exclusively over monetary outcomes. The proof comes from the demonstration that ignorance violates
the independence axiom; see Feiler (2014) or Grossman and Van der Weele (2017, p. 201).
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consequences for others to ensure the final outcome is altruistic. Accordingly, theoretical
models assuming behaviors are determined exclusively by concerns for monetary outcomes
predict the same amount of selfish and altruistic behaviors in the full information and the

hidden information treatments.

To resolve the paradox, we, therefore, need one or more additional motives that explain
why the levels of altruistic behavior between the full information and the hidden information
treatments differ. The first set of motives that features prominently in the literature relates to
the idea that ignorance serves as an “excuse.” According to this notion, altruistic acts are costly
obligations that some people wish to escape from if given the opportunity. Different authors
have proposed different motives that could rationalize such excuse-driven
information avoidance (see Cain et al., 2014). For instance, people may want to avoid negative
feelings and wish to adhere to social norms of fairness in sharing behavior (Bicchieri et al.,
2022; Cialdini & Goldstein, 2004; Gelfand & Harrington, 2015). Following such norms allows
decision makers to maintain a positive self-image (Andreoni & Bernheim, 2009; Bénabou &
Tirole, 2006; Cialdini & Goldstein, 2004; Leib et al., 2021; Shalvi et al., 2011), whereas
violations lead to guilt, cognitive dissonance, and threats to a positive self-image (Bybee &

Zigler, 1991; Van Kleef et al., 2015).

Thus, one key idea is that ignorance provides an excuse that helps reduce the damage
to one’s self-image when choosing the selfish option, an idea that is formalized by Grossman
and Van der Weele (2017).2 In their model, ignorance is particularly valued by those who have
relatively fewer altruistic concerns for the recipient and relatively more self-image concerns.
When pressed by others or by the demands of their own conscience, the decision maker can
always say they do not know for sure their action harms another person. The “I did not
know” defense legitimizes selfish choices at least to some degree, much in the same way it
does for consumers of unethical products or corrupt managers noted in our introductory
paragraph. Note that in the controlled experimental context we are examining, the excuse value
of ignorance is mainly for one’s personal consumption and self-image maintenance.

The experimental design rules out social image concerns or reputation motives because the

2 One might wonder why ignorance can act as an excuse, given that it is explicitly chosen and the
decision-maker “could have known.” Grossman and Van der Weele (2017) answer this question by considering
the choice of ignorance as part of a game of self-signaling, whereby the decision-maker tries to obfuscate the
inferences that can be made about their level of altruism by an external observer or a “future self.” In this
setting, the authors show even deliberately chosen ignorance is at least partially exculpatory in equilibrium,
because it sends a more positive signal about the decision-maker’s altruism than choosing the unfair option with
full information about the outcomes.
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experiment is anonymous, and neither the recipient nor the experimenter know whether the
decision maker remains ignorant. Of course, social image or reputation concerns toward others
may play a part in willful ignorance in real-world settings. Moreover, as we discuss in more
detail below, self-image and social-image concerns are generally related to each other. Previous
literature has provided experimental evidence for the self-image maintenance explanation in
the context of this experimental paradigm (Grossman & Van der Weele, 2017), as well as
closely related motives such as cognitive dissonance (Matthey & Regner, 2011; Spiekermann
& Weiss, 2016). This theoretical account accords well with earlier literature in psychology,
which shows how people manage their self-image (e.g., Sedikides & Strube, 1997) and that
perceived moral traits have a particularly tight connection to identity (Strohminger & Nichols,

2014).

The second set of potential motives for ignorance is cognitive inattentiveness: The idea
is people are simply lazy, inattentive, or confused and may be averse to processing additional
information. For instance, many people dislike exerting cognitive effort, and some are even
willing to endure physical pain to avoid it (Vogel et al., 2020). In this view, even some well-
intentioned participants, who would have behaved altruistically when provided with full
information, might seek an immediate resolution under ignorance in order to not have to think
about a complicated problem. This explanation has also received some empirical support, with
several authors offering results that suggest a role of complexity and cognitive costs in

information avoidance (e.g., Exley & Kessler, 2023; Grossman, 2014; Moradi, 2018).
Tests and Predictions

Table 2.2 describes the tests for our theoretical predictions. The first key objective of
our meta-analysis is to establish whether the difference in altruistic behavior between the full
information and hidden information treatments is robust. This difference allows us to quantify
the negative impact of willful ignorance on altruistic behavior. Additionally, a significant
difference in altruistic behavior between the full information treatment and the hidden
information treatment would refute models in which people care only about monetary
outcomes of self and others, and show the motives underlying behavior must extend beyond

those two elements (Table 2.2, Analysis 1).

The second objective of the meta-analysis is to distinguish between additional sets
of motives for observed ignorance, namely the wish to generate excuses on the one hand and

cognitive inattentiveness on the other hand. These two sets of motives have different
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implications for the type of decision makers choosing to seek information or ignorance. First,
if excuse seeking motivates ignorance, we would expect ignorance to be chosen by those who
are strongly motivated by self-image maintenance and/or selfishness because these people are
the ones who need an excuse. By contrast, information will be chosen by decision makers who
are mostly driven by altruism to ensure no harm will be imposed on the recipient. Although we
cannot observe altruism directly, we can test the empirical implication of this claim. Namely,
participants who voluntarily acquire information in the hidden information treatment should
act, on average, more altruistically than participants who are involuntarily informed by the
experimenter (i.e., in the full information treatment), despite having the same

information. Grossman and Van der Weele (2017) refer to this prediction as “sorting.””*

By contrast, if ignorance is motivated exclusively by cognitive inattentiveness, and
under the reasonable assumption that inattentiveness is uncorrelated with altruistic motives, we
would not expect such sorting. In this case, participants with different motives would all be
equally likely to acquire information, so that participants who inform themselves voluntarily
(in the hidden information treatment) would behave similarly to those who obtain information
involuntarily from the experimenter (in the full information treatment). Hence, a meta-
analysis of the sorting effect allows us to at least partially distinguish the two explanations.
Note that the two sets of motives are not mutually exclusive; thus, a test of the sorting effect
serves to identify whether self-image concerns drive ignorance above and beyond cognitive

inattentiveness (Table 2.2, Analysis 2).

3 It requires that self-image concerns are sufficiently widespread in the population; see Grossman and
Van der Weele (2017, p.186) for a precise discussion. Note that models of social preferences such as Fehr and
Schmidt (1999) can also generate predictions of sorting, with some mild auxiliary assumptions, because they
predict that people who are very altruistic should always obtain information, whereas those who are relatively
selfish are indifferent between acquiring information or not.
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Table 2.2

Predicted Results under the Two Motives (Concern for Own and Other’s Payoffs) Versus

Multiple-Motives Models

Multiple motives

Current meta-

Two Self-image Cognitive analytical
Analysis motives concerns  inattentiveness result
1. Impact of willful ignorance No Yes Yes Yes
The fraction of altruistic choices
is higher in the full information
treatment than in the hidden
information treatment.
2. Sorting Yes Yes No Yes

Participants who voluntarily
acquired information in the
hidden information treatment
are more altruistic  than
participants who involuntarily
received information in the full
information treatment.

Moderation Analyses: Robustness of Willful Ignorance

A third objective of the meta-analysisis to investigate the moderators of willful
ignorance. Meta-analytic techniques allow us to assess the robustness of the willful ignorance
effect, by assessing the impact of various situational and personal moderators. We focus on
two questions: first, how does the baseline level of altruistic behavior depend on such
moderators? To address this question, we assess the level of altruistic choices in the full
information treatment. Second, how do moderators affect the incidence of willful ignorance
and the decrease in altruistic behavior? To address this question, we assess the level of altruistic
behavior in the hidden information treatment, as well as the difference in altruistic choices
between the two treatments. These analyses are somewhat exploratory but allow two interesting
alternative  hypotheses. On the one hand, if relevant moderators influence
altruistic motives (i.e., the concern for the recipient’s welfare), the fractions of altruistic
choices in the full and hidden information treatments should be influenced by the moderators

to a similar extent. On the other hand, if moderators mainly affect the wish to protect one’s self-
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image or other concerns rather than the payoff of the recipient, such moderators may influence
altruistic behavior in the full information treatment, but not in the hidden information treatment,

thus widening the gap in altruistic choices between treatments.
Situational Factors

Temptation (Decision Maker’s Payoff). Holding the recipient’s payoff constant,
the decision maker’s payoff is expected to affect the level of altruism. The wider the payoff
gap between the alternatives the decision maker is choosing from, the bigger the temptation to
choose the selfish option. Indeed, previous studies have found that giving in the
dictator game is sensitive to the benefits for the decision maker (Andreoni & Miller, 2002).
Note also that when temptation increases enough, we can expect most participants to act
selfishly, even in the full information treatment. In this case, room for a further increase
in selfishness in the hidden information treatment is minimal, and we expect the gap between

the two treatments to decline.

Harm (Recipient’s Payoff). Holding the decision maker’s payoff constant,
the recipient’s payoff is expected to affect the level of altruism. The wider the gap in the
recipient’s payoff between the alternatives the decision maker is choosing from, the larger the
potential harm decision makers may inflict on the recipients if they choose selfishly. Note that
even if participants ignore information (in the hidden information treatment), they still know
what is the potential harm, as all possible payoff structures are provided in the task instructions
before participants make their choices. Accordingly, a larger gap makes choosing the selfish
option more expensive in terms of harm generated to the recipient. Given that some people
seek to avoid harming others, for example, the do-no-harm principle (Baron, 1995), those
participants should be more inclined to act altruistically (see Andreoni & Miller, 2002 for

supporting evidence).

Following the discussion above, two hypotheses about the effect of increasing harm on
behaviors in the hidden information treatment are plausible. On the one hand, increased harm
may increase altruism among the decision makers to not inflict such harm on the recipient and
hence reduce ignorance. On the other hand, a stronger social norm associated with higher harm
may increase the social pressure to act altruistically and hence make the excuse to be selfish
more appealing, leading to an increase in willful ignorance and a decrease in altruistic behavior.

This possibility is in line with some, albeit rather weak, evidence that dictators who give more
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in a dictator game are also more likely to cancel their donation later if given the chance to do

so anonymously (Broberg et al., 2007; Dana et al., 2006).

Recipient Type. In most studies, the entity who bears the consequences of the decision
maker’s choice is a peer (i.e., another participant), whereas in other studies, the entity is
a charity (e.g., welfare recipients or environmental projects). These identities may affect the
perceived deservingness of the recipient, which previous studies have shown matter. For
instance, those judged as being more deserving are more likely to induce altruistic behavior
(Fong & Oberholzer-Gee, 2011), and charities may generally be considered more deserving
than peers (Long & Krause, 2017). Accordingly, we should observe more altruistic choices
made toward charities than toward peers in the full information treatment. for the hidden
information treatment, the change in the strength of the altruistic norm might go in different

directions, as discussed above.

Information Cost. In some studies (including Dana et al., 2007), the decision makers
can acquire information for free. Other studies have implemented a symbolic cost for
information to mimic real-life situations in which information is costly (e.g., Momsen &
Ohndorf, 2019; Momsen & Ohndorf, 2020a; Toribio-Flérez et al., 2023). Such costs should
make information less attractive (e.g., Leib et al., 2021; Saccardo & Serra-Garcia, 2020) and
provide participants with an additional justification to remain ignorant and act selfishly.
Therefore, we expect costly information to reduce altruistic choices in the hidden information
treatment and increase the gap in altruistic choices between the full and hidden information

treatments.

Repeated Decisions. When people make repeated ethical decisions, initial ethical
behavior may provide a “license” for later unethical behavior (Merritt et al., 2010).
Such moral licensing may depress overall altruistic choices relative to a one-shot situation
(Blanken et al., 2015). Thus, we test whether making repeated decisions results in lower levels
of altruistic behavior. The effect of repeated decisions (vs. one shot) on the difference in
altruistic choices between the full and hidden information treatments is unclear, and we explore

it in our analysis.

Between-Subjects Design. In some cases, participants may not only make repeated
decisions but may also make decisions in both the full and hidden information treatments
(e.g., Exley, 2015; Feiler, 2014; Matthey & Regner, 2011; Soraperra et al., 2020). A within-

subjects design generates additional considerations on top of the repetition of behavior.
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Specifically, participants in the full information treatment are forced to reveal what they would
do in the conflicting situation. Doing so may limit the excuse value of ignorance if they later
participate in the hidden information treatment, to the extent that ignorance serves to “maintain
the idea that the agent would have acted virtuously under full information” (Grossman & Van
der Weele, 2017). Thus, participants who have previously made a choice in the full information
treatment may be less likely to remain ignorant. To capture these types of effects, we include
a factor for whether the two full information and hidden information treatments were applied

within or between subjects.
Personal Factors

Gender. Both women and men assume the role of decision maker in every study
included in our meta-analysis. Results from meta- and mega-analyses aggregating data from
laboratory studies (Brafias-Garza et al., 2018; Engel, 2011) and work analyzing national
charitable giving in the United States (Mesch et al., 2011) and Great Britain (Piper & Schnepf,
2008) suggest that women are more altruistic and have stronger altruistic values (De Wit &
Bekkers, 2016) than men. However, whether such observable altruistic behavior is driven by
concern about the recipient’s payoffs or concern about self-image maintenance is unclear.
Supporting the possibility that multiple motives may underlie women’s altruistic behavior,
previous literature has shown women donate more (Engel, 2011) but are also more likely to

avoid donation requests (Klinowski, 2018).

Age. Growing evidence suggests altruism increases with age (for a review, see Bekkers
& Wiepking, 2011), and older participants typically act more altruistically in a dictator game.
Specifically, a meta-analysis by Engel (2011) found that the elderly most frequently give away
all of their endowment, middle-aged participants most frequently give half of their endowment,
and students are the most likely to give nothing. Theoretically, younger people are more self-
centered than older people, due to their lack of resources (Freund & Riediger, 2001) or their
different perspective on time (Brandtstiddter et al., 2010; Carstensen et al., 1999). As we
highlighted before, whether such a difference is driven by a concern for the other’s payoff or
other motives is unclear, with different implications for behaviors in the full information
treatment and the gap between the full and the hidden information treatments. In our analysis,

we explore these possibilities.

All in all, the current meta-analysis tests the robustness of the willful ignorance

phenomenon, tests the predictions made by the theory on willful ignorance (Grossman & Van
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der Weele, 2017), and determines the robustness of such behavior by assessing how
relevant moderators shape the levels of both altruistic motives and other motives that are

susceptible to excuse seeking.

Method

The present study is approved by the Economics and Business Ethics Committee

(Reference No. 20190202020254) of the University of Amsterdam.
Literature Search

To obtain the relevant literature, in December 2020, we conducted the first
preregistered * search on Google Scholar, Web of Science,” APA PsycInfo, and Scopus.
Additionally, we looked for all journal articles that cited the three highly relevant
articles: Ehrich and Irwin (2005), Dana et al. (2007), and Grossman and Van der Weele (2017).
Simultaneously, we disseminated a call for published and unpublished studies via the mailing
lists of the Economic Science Association, Society for Judgment and Decision
Making, European Association for Decision Making, European Association for Social
Psychology, Society for Personality and Social Psychology, and International Conference on

Social Dilemmas.

In March 2021, we conducted a second search for literature on the ProQuest
Dissertations and Theses database to expand our list of eligible studies, using the same search
queries. The aim of the second search was to minimize potential publication bias stemming
from the publication of only significant results. We restricted the search results from 2007
onwards because this year was when the first experimental paradigm was introduced to study
willful ignorance (i.e., the moral wiggle room task).® The two searches covered various types
of articles, including journal articles, book chapters, PhD dissertations, master’s theses, and

working papers.

Inclusion Criteria

4 https://doi.org/10.21942/uva.13341233.vl

3> Via Web of Science, we had access to Science Citation index, the Social Sciences Citation index and
the Arts & Humanities Citation index.

¢ Although the study by Ehrich and Irwin (2005) is one of the first to investigate willful ignorance, it is
eventually not included in the meta-analysis, because the task is not financially incentivized, and as such, no real
conflict exists. Participants only rank different options in terms of likelihood of purchase.
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Figure 2.2 provides the Preferred Reporting Items for Systematic Reviews and Meta-
Analyses chart (Moher et al., 2009) with an overview of the identification, screening, and
selection process. Studies that meet the three following criteria are included. First, the
experimental study presents participants with a choice, which carries consequences for them
and the recipient. Second, within the choice architecture, at least two states exist: (a) the state
of conflict in which the interests of the decision maker and the recipient are misaligned and (b)
the state of alignment in which the interests of the decision maker and the recipient are aligned.
Third, the experimental setup includes both the full information treatment, where participants
are fully informed of the consequences of their action, and the hidden information treatment,
where participants choose either to learn about the impact of their action before making a

decision or to make a decision without the additional information.

To screen the articles for inclusion, we used a two-step procedure. In the first step, the
lead author and two research assistants screened the titles and abstracts of all references, using
the web application for systematic review, Rayyan (Ouzzani et al., 2016). If the aim and
method of the study were unclear, the references were retained for the full-text screening. In
the second step, the lead author obtained and read the full text of the remaining references.

When in doubt, all other coauthors were consulted to reach a joint decision.

The majority of the articles that were excluded during the full-text screening did not
meet one or more of the inclusion criteria (n = 89, see Figure 2.2). Additionally, we excluded
three studies measuring altruistic behavior, using a continuous outcome variable (Friedrichsen
et al., 2022; Kajackaite, 2015; Toribio-Florez et al., 2023). The continuous measures of
altruistic behavior do not allow a straightforward categorization of what counts as a
selfish/altruistic choice. Accordingly, we cannot analyze the data from these three studies
together with the tasks implementing a binary choice. The small number of studies
implementing a continuous measure also does not allow a meaningful analysis by themselves.
Accordingly, we included only tasks implementing a binary choice, where participants choose

between a selfish option and an altruistic option.

The final sample consists of 22 articles (eight unpublished, 36.36%) that fulfilled
the inclusion criteria, with 56 treatment effects and 33,603 decisions made by 6,531
participants. We inferred information from the text, figures, tables, and appendices of the
included studies to calculate the relevant effect sizes. For studies that did not report the

necessary information, we contacted authors to obtain the missing data. We received a
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response, including raw data and/or requested statistics, from every author we contacted

(see Table 2.1).
Figure 2.2

PRISMA Chart: Literature Search and Screening Process
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Note. PRISMA = Preferred Reporting Items for Systematic reviews and Meta-Analyses; n =
the number of reports; k = the number of treatment effects. One article (Momsen & Ohndorf,
2020a) includes the market setup, the group-voting task, and the group-dictator task and thus
appears in all three tasks in the PRISMA chart.
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Coding of Studies
Analytical Approach and Outcome Variables

The current meta-analysis addresses three main goals. The first goal is to assess
the robustness of the finding that willful ignorance decreases altruistic behavior and to quantify
this detrimental role of willful ignorance. This goal corresponds to evaluating the meta-analytic
evidence for the impact of willful ignorance on altruistic behavior described in Table
2.2 Analysis 1. To achieve this goal, we compute the risk difference in altruistic choices
between the full information and hidden information treatments. The second goal is to assess
whether ignorance is used strategically as an excuse, due to self-image concerns or merely a
by-product of cognitive inattentiveness. This goal corresponds to evaluating the meta-evidence
of the sorting effect described in Table 2.2 Analysis 2. The outcome variable of this analysis is
the risk difference of the sorting effect. The third goal is to use meta-regressions to examine
how situational and personal factors moderate the impact of willful ignorance on altruistic
behavior. For the meta-regressions, we compute two additional outcome variables, namely
the log odds of altruistic choices in the full information treatment and the hidden information

treatment.

Below, we describe the outcome variables and the analytical approach used for each of

these goals.

Altruistic Behavior in the Full and Hidden information Treatments. The
first outcome variable directly measures the impact of willful ignorance on altruistic behavior.
As shown in the first row of Table 2.2, we first assess the treatment difference in the fraction
of altruistic choices between the full information treatment (where participants only make
decisions in the state of conflict) and in the state of conflict of the hidden information treatment.
To do so, we compute an effect measure for our dichotomous outcome variable called risk
difference (RD; Higgins et al., 2022), using Equation 1. This RD quantifies the absolute
difference between the proportions of altruistic choices made in the full and hidden information
treatments. This difference maps directly to the reduction in payoff for the recipient,
highlighting the negative impact of willful ignorance. To keep the comparison clean in terms
of random assignment to treatments, we focus in both cases on those decision makers in the
hidden information treatment who are randomly assigned to the state of conflict (i.e., where
the trade-off between the payoffs of the two players is the same as in the full information

treatment; see Equation 1).
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RD = fraction of altruistic choices in Full Info —

1
fraction of altruistic choices in Hidden Info (state of conflict). M
Identifying the impact of willful ignorance on altruistic behavior using Equation 1 (a)
establishes the robustness of findings on the detrimental role of willful ignorance, (b) quantifies
such a negative impact, and (c) allows the assessment of which theoretical models, namely

the selfishness/altruism versus multiple-motives models, gains meta-analytical support.’

Ignorance and Underlying Motives. To evaluate whether ignorance is indeed used as
an excuse or whether it results from cognitive inattentiveness, we assess whether people who
inform themselves about the consequences of their choices for others also behave more
altruistically; see Table 2.2 Analysis 2. To do so, we compute the RD of the sorting effect
using Equation 2. That is, we compare the fraction of altruistic choices made in the state of
conflict of the hidden information treatment, conditional on decision makers having acquired
information, with the fraction of altruistic choices made in the full information treatment. This
measure compares the fraction of altruistic choices among those who voluntarily acquire
information and face the state of conflict in the hidden information with the same fraction
among those who were informed by the experimenter. Accordingly, it captures whether the
participants who voluntarily search for information are indeed more altruistic than those who
involuntarily receive the information. A positive RD implies altruistic participants self-select
into information acquisition. Note this calculation cannot be meaningfully computed for

studies implementing a within-subjects design (see Equation 2).®

7 Another way to measure willful ignorance is to use the log of the risk ratio of altruistic choices, that is,
the log of the fraction of altruistic choices in the state of conflict of the hidden information treatment divided by
the fraction of altruistic choices in the full information treatment. Unlike the risk difference, our main outcome
variable measuring willful ignorance, the log risk ratio measures the relative fraction of altruistic choices that is
due to genuine altruistic motives. Details about such analyses and results can be found in the
online Supplemental Material.

& The purpose of this analysis is to compare the level of altruism in the whole population, that is, the
fraction of altruistic choices in the Full information treatment, with the level of altruism among those who select
into information, that is, the fraction of altruistic choices conditional of having acquired information. In a
between-subjects design, these choices come from different groups of participants. In a within-subjects design,
we need to use paired data (data from the same participants) because their choices are correlated. However, for
this reason, we can only use the data of those who select into information for both the numerator and
denominator, making the denominator represents the altruism of those who select into information when forced
to see information instead of the altruism of the entire population when forced to see information.
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RD

= fraction of altruistic choices in Hidden Info (state of conflict) | information acquisition 2)

— fraction of altruistic chocies in Full Info.

This RD of the sorting effect informs us about the motives behind ignorance. It allows us to
assess whether different people self-select into information acquisition/avoidance. Self-
selection is consistent with the self-image account and not with indiscriminate cognitive

Inattentiveness.

Assessment of Situational and Personal Factors. We further conducted mixed-effects
meta-regressions to investigate the impact of situational factors and personal factors on
three outcome variables: (a) the RD in altruistic choices, namely Equation 1, as well as two
additional variables capturing altruistic behavior in each treatment; (b) the level of altruistic
choices in the full information treatment, namely Equation 3; and (c) the level of altruistic
choices in the hidden information treatment, namely Equation 4. For Equations 3 and 4, we
calculate the log of the odds of altruistic choices (log(OD)), that is, the log of the fraction of
altruistic choices over the fraction of selfish choices. A log(OD) of zero means the likelihood of
observing an altruistic choice is 50%. A log(OD) smaller than zero means the likelihood is
lower than 50%, and a log(OD) greater than zero means the likelihood is greater than 50%
(see Equations 3 and 4).

fraction of altruistic choices in Full Info

log(OD) =1 :
0g(0D) = log fraction of selfish choices in Full Info ®

fraction of altruistic choices in Hidden Info (state of conflict)

log(0OD) = “

1 :
8 fraction of selfish choices in Hidden Info (state of conflict)

Equations 3 and 4 provide estimates of the level of altruistic behavior in the full
information treatment and the hidden information treatment, respectively. Whereas the
log(OD) of altruistic choices in the full information treatment reflects the baseline level of
altruistic behavior, the log(OD) of altruistic choices in the hidden information treatment reflects
the level of altruistic behaviors when decision makers are allowed the opportunity to engage in
willful ignorance. Although quantifying the relative strength of the different motives in the two
treatments is not possible, the difference between these two measures, that is, the RD in
altruistic choices between treatments calculated using Equation 1, can be considered a proxy

for the importance of motives other than a genuine concern for the recipient’s payoff.
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We ran separate regression models for the situational and personal moderators. Because
not all studies recorded personal variables such as age and gender, doing so maintains the
highest statistical power possible for both analyses. In the first multivariate regression model,
we included the effect sizes (k = 53)° that allowed coding for the following: (a) temptation: the
difference in the payoffs between the two choices for the decision maker; (b) harm: the
difference in the payoffs between the two choices for the recipient; (c) recipient type: peer (k =
33) or charity (k= 20); (d) information cost: free (k= 44) or costly information (k= 9);
(e) repeated decision: repeated (k= 19) or one shot (k= 34); and (f) between-subjects
design: between subjects (k= 47) or within subjects (k = 6). In the second regression model,
we included the effect sizes (k= 40) from studies reporting the average age and proportion of
males in the sample. Differences in the payoffs are measured in 2015 United States dollar

(USD), purchasing power parity (PPP).

In addition to the aforementioned moderators, we also coded for a range of other study
characteristics such as the type of task, the probability of the state of alignment, or the
possibility of decision makers being punished. Given the limited number of studies
implementing these and other variations, we report these factors descriptively but do not
include them as moderators in our analyses. Table 2.3 provides an overview of the effect sizes,
as well as all coded variables. Supplemental Table S1 provides a similar overview separated

by task.

Calculating Standard Errors of the Outcome Variables. Different design choices,
such as repeated decisions and the within-subjects design, affect the way the outcome
variables and their standard errors are calculated. Additionally, treatment effects of studies that
compare different experimental treatments with the same control treatment are mechanically
correlated. Therefore, we estimate the covariance and the weights of the treatment effects and
use a generalized least squares (GLS) estimation approach to take into account the covariance
of the treatment effects (Gleser & Olkin, 2009). Details on how we calculate the treatment

effects for different designs are provided in the online Supplemental Material.

Data Analysis. We conducted data analysis using the metafor package Version 3.0-2
(Viechtbauer, 2010) in R Version 4.0.4 (R Core Team, 2021). We conducted all analyses, using

° The temptation and harm associated with choices cannot be defined for the studies by Matthey and
Regner (2011) and Pace (2020) and are thus not included in this analysis. See detailed explanations in the
online Supplemental Material.
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GLS mixed-effects models that specified the variance—covariance  matrix of

correlated treatment effects and allowed nested random effects of treatments within studies.

Transparency and Openness. See preregistration'’, data'!, and code'” for the meta-
analysis on Figshare. We derive our predictions based on the theoretical framework
of Grossman and Van der Weele (2017). In the preregistration, we considered four outcome
variables. The main outcome variable we consider—the RD in altruistic choices between
treatments—Equation 1, was preregistered. Developing the article and  testing
the logic outlined in Table 2.2, we added an outcome variable that captures the sorting effect,
that is, Equation 2. For the moderation analyses, we included two additional outcome variables:
the log(OD) of altruistic choices in the full information treatment and the log(OD) of altruistic
choices in the hidden information treatment, that is, Equations 3 and 4, respectively. We did

not preregister these three outcome variables.

Our preregistration includes three additional outcome variables. We report the first two
variables (the level of ignorance and the alternative outcome variable assessing willful
ignorance) in the Ignorance and the Underlying Motives section and the online Supplemental
Material. The third outcome variable measures the impact of willful ignorance on altruism in
tasks using a continuous measure. After coding the data, we realized only three studies meeting
the inclusion criteria implemented a continuous outcome measure. Given the small number

of articles, we did not analyze these studies.

10 https://doi.org/10.21942/uva.13341233.v1
1 https://doi.org/10.21942/uva.19506658.v1
12 https://doi.org/10.21942/uva.19507306.v1
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Table 2.3

Overview of Effect Sizes and Coded Study Characteristics for All Tasks Combined

Variable M (SD) Median Mode Range k
Risk difference in altruistic choices 0.16 (0.16) 0.16 -0.25-0.56 56
(Full Info — Hidden Info)

Risk difference of the sorting effect 0.08 (0.18) 0.07 -0.45-0.48 56
(altruistic choices of informed subjects in Hidden Info — control subjects in Full Info)

Probability of altruistic choice in Full Info 0.57 (0.72) 0.58 0.06 —0.95 56
Probability of altruistic choice in Hidden Info 0.38 (0.69) 0.40 0.06 - 0.78 56
Temptation $1.91 (1.71) $1.30 $3.74 (k=6) $0.09 - $7.62 53
(payoft difference between alternatives for decision-makers, 2015 USD, PPP)

Harm $3.99 (3.35) $3.92 $3.74 (k= 6) $0.37 - $18.61 53
(payoft difference between alternatives for recipients, 2015 USD, PPP)

Recipient type 64.29 % peer Peer (k=36) 56
(peer vs. charity)

Information cost 83.93% free Free (k= 47) $0.00 — $0.13 56
(free vs. costly)

Punishment 96.43% no punishment No punishment (k = 54) 56
(none vs. by third party or by recipient)

Study type 75.00% lab Lab (k=42) 56
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Variable M (SD) Median Mode Range k

(lab vs. online)

Repeated decisions 66.07% one shot One shot (k= 37) 56

(one shot vs. repeated)

Design 89.29% between-subject Between-subject (k = 50) 56

(between-subjects vs. within-subjects)

Probability of the state of alignment in Hidden Info 0.44 (0.16) 0.50 0.50 (k=47) 0.00 - 0.80 56

Age 26.29 (5.12) 23.67 21.67-37.96 40
(average age in a study)

Gender 0.52 (0.08) 0.54 0.33-0.59 44

(average proportion of males in a study)

Year the study was conducted 2015 (3.13) 2016 2004 - 2019 56

Publication status 66.01% published Published (k=37) 56
(published or unpublished)

Note. All articles (N = 22). Descriptive statistics of unweighted effect sizes, moderators, study characteristics, and sample characteristics for all

tasks. £ = number of treatment effects; USD = United States dollar; PPP = purchasing power parity; info = information
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Results
Descriptive Sample Characteristics

Our sample comprises 56 treatment effects including 33,603 decisions made by 6,531
participants. All 56 treatment effects in our sample were collected in WEIRD countries
(Western, educated, industrialized, rich, and democratic; Henrich, 2021). The most common
countries were Germany (k = 26; 46.4%) and the United States (k= 11; 19.6%). Other countries
represented in the sample include Norway (k= 4, 7.1%), the Netherlands (k= 2; 3.6%),
Switzerland (k= 1; 1.8%), and France (k= 1; 1.8%). The remaining sample (k= 11; 19.6%)
was collected from online platforms such as Amazon Mechanical Turk and Prolific, where the
authors did not restrict the country of origin or did not specify doing so in their reports. The
most common publication year was 2020 (k= 16, M = 2017, SD = 3.04), indicating a recent
surge of interest in the topic. The sample includes both published (k= 37; 66.1%) and
unpublished (k = 19; 33.9%) treatment effects. The majority were conducted in the lab (k= 45;
80.4%), with the rest being conducted online (k= 11; 19.6%).

Altruistic Behavior in the Full and Hidden information Treatments
Change in Altruistic Choices

Figure 2.3 summarizes the results of the meta-analyses of different effect sizes using
GLS mixed-effects models. Comparing altruistic choices in the hidden information treatment
versus the full information treatment, the analysis reveals significantly higher levels of
altruistic choices in the full information treatment compared with the hidden information
treatment. The aggregate overall weighted gap (RD) between the two treatments is 15.6
percentage points (RD = 0.156, 95% CI [0.10, 0.21], p < .001). Further, we find a high level
of heterogeneity (I = 81.14), mostly between studies (/2 = 71.93) and not within studies (/* =
9.21). Supplemental Figure S1 presents a forest plot with standard errors for all individual and

aggregate estimates. For the sample sizes, see Supplemental Table S2.
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Figure 2.3
Overview of the Levels of Altruistic Behavior and the Sorting Effect
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choices in the full information treatment and the fraction of altruistic choices in the hidden

information treatment (state of conflict), conditional on having acquired information. The
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treatment names as they appear in the original studies are in parentheses. Studies implementing
a within-subjects design are marked (7). Even though we compute and plot the fractions of
altruistic choices of informed participants in the hidden information and full information
treatments, the RD of the sorting effect cannot be computed for treatments from studies
implementing a within-subjects design (see Footnote 7 for a detailed explanation). RD = risk

difference.

Table 2.4 summarizes the results of the meta-analyses of different effect sizes using
GLS mixed-effects models. Comparing altruistic choices in the hidden information treatment
versus the full information treatment, the analysis reveals significantly higher levels of
altruistic choices in the full information treatment compared with the hidden information
treatment. The aggregate overall weighted gap (RD) between the two treatments is 15.6
percentage points (RD = 0.156, 95% CI [0.10, 0.21], p < .001). Further, we find a high level
of heterogeneity (/> = 81.14), mostly between studies (/> = 71.93) and not within studies (/* =
9.21). Supplemental Figure S1 presents a forest plot with standard errors for all individual and

aggregate estimates. For the sample sizes, see Supplemental Table S2.

To test for publication bias, we compared the distributions of effect sizes between
unpublished and published treatments. Using the publication status as a moderator, our meta-
regression model revealed no significant difference between unpublished (k =19, RD =0.168)
and published treatments (k= 37, RD = 0.148), B = —0.02, SE = 0.05, p = .719, providing no

evidence of a publication bias."?
Outliers

As expected, we can observe from Figure 2.3 that the majority of studies report a lower
fraction of altruistic choices in the hidden information treatment than in the full information
treatment (k= 51), with a few exceptions (k= 5). To assess whether any outlier affects
the robustness of our results, we classified outliers as those whose 95% Cls do not overlap with
the 95% CIs of the weighted average treatment effect computed by the meta-
analysis (Viechtbauer & Cheung, 2010). Using this method of classification, we identify nine
outliers (see the list of outliers in Supplemental Table S3). Rerunning the meta-analysis

excluding the nine outliers (k= 47) revealed similar results to those of the original meta-

13 Other commonly used publication-bias analyses are not applicable to our setting. For example, the
Egger’s regression, the precision-effect test, and the precision effect estimate with standard error procedure do
not consider the variance—covariance matrix of the correlated treatment effects, which are highly prevalent in
our data set. For the same reason, the funnel plot is not a reliable method because the data points in the plot
would not be independent.
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analysis (RD = 0.159, p < .001, /7 = 71.79). Additionally, we discuss the two most extreme

outliers in the Discussion section.
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Table 2.4

Overall Average Effect Sizes and Heterogeneity

Overall effect size Heterogeneity
Outcome variables k
M effect size 95% CI 90% PI IZ between-study ]2 within-study TZ Q
Equation (1):
0.156***  [0.10, 0.21] [-0.02, 0.33] 71.93 9.21 0.01 175.29%** 6
RD in altruistic choices between Full Info — Hidden Info
Equation (2):
RD of the sorting effect: altruistic choices of informed participants in 0.069* [0.00, 0.14] [-0.15,0.29] 58.79 18.97 0.02 145.48%** 50
Hidden Info — Full Info
Equation (3):
0.267 [-0.06, 0.60] [-0.96, 1.49] 70.38 20.41 0.53 379.26%** 8
log(OD) of altruistic choices in Full Info
Equation (4):
-0.461%* [-0.74,-0.18]  [-1.57, 0.65] 65.86 23.91 0.44 512.26%** 6
log(OD) of altruistic choices in Hidden Info
Equation (1):
0.158***  [0.11, 0.20] [0.02, 0.29] 65.24 6.55 0.01 90.23*** 47

RD in altruistic choices between Full Info — Hidden Info

Note. M oect size = the weighted mean effect size; CI = confidence interval; PI = prediction interval; k£ = the number of treatment effects; RD

= risk difference; log(OD) = log of the odds; info = information. The weighted mean effects are compared with zero; thus, a significant

effect size means it is significantly different from zero.

*Hkp <.001, **p <.01, *p <.05
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Ignorance and the Underlying Motives

In the theory section, and as summarized in Table 2.2, we describe two classes
of motives underlying the decision to avoid information, which was chosen by 39.8% of
participants across our sample (see the online Supplemental Material for detailed statistics).
Specifically, we hypothesize that if ignorance is driven by the wish to generate an excuse rather
than just cognitive inattentiveness, we would observe “sorting.” That is, participants who
acquire information in the hidden information treatment are more altruistic than those who
receive information from the experimenter in the full information treatment. To test the
association in our aggregate sample, we compare the fraction of altruistic choices among
participants who were randomly assigned to the state of conflict of the hidden information
treatment and chose to inform themselves of the consequences of their action, with the fraction
of altruistic choices among those who were informed by the experimenter. The comparison is
computed as an RD using Equation 2. Given that the comparison cannot be meaningfully
computed for studies using a within-subjects design (k = 6), we included only data from studies

implementing a between-subjects design (k = 50; see Footnote 7 for the explanation).

The right panel of Figure 2.3 gives an overview of altruistic choices across studies.
Green dots indicate observations in the full information treatment, and yellow dots indicate
observations in the hidden information treatment, conditional on participants having acquired
information. The difference between the two thus shows the RD between the two treatments,
as defined in Equation 2, which represents the sorting of participants with
different motives underlying their behavior (k = 50). At the bottom of Figure 2.3, we show the

unweighted average of the RD of the sorting effect between the two treatments.

We find altruistic choices are indeed higher among participants who acquire
information than among participants who are given information by default, that is, participants
in the full information treatment (RD = 0.069, p = .050). The fraction of altruistic choices is
6.9 percentage points higher among those who self-select into an environment with full
information. Overall, our aggregate results support the idea that altruistic people inform
themselves about the potential consequences of their choices; that is, they self-select into
information acquisition. This finding is consistent with the idea that more selfishly motivated
people avoid information deliberately due to self-image concerns. Although we cannot rule out
the possibility of cognitive inattentiveness, this theoretical possibility alone cannot explain the
results. Thus, self-image concerns significantly influence behavior over and above the extent

to which inattentiveness drives behavior.
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Finally, another piece of evidence for willful ignorance comes from an analysis in Dana
et al. (2007), who found the level of information acquisition to be lower than the level of
altruistic choices in the full information treatment. This finding implies at least some of those
who acted altruistically in the full information treatment would avoid information had they
been given the chance. The current meta-analysis did not replicate this finding as the fraction
of information acquisition (60.2%) and the fraction of altruistic choices in the full information
treatment (56.6%) are very close to each other, and the risk ratio is not statistically different
from 1.00 (see online Supplemental Material). Note that the lack of effect does not rule out the
possibility that some participants who behave altruistically in the full information treatment
would avoid information had they been assigned to the hidden information treatment. The
reason is that some participants who choose selfishly in the full information treatment are likely
to acquire information out of curiosity. However, the results of the meta-analysis do not allow

us to establish this possibility directly.
Moderation Analyses

We now turn to the moderators of altruistic behavior. These analyses are somewhat
exploratory and are intended to assess the robustness of the reported effects and identify
interesting questions for future research. We perform two separate meta-regressions for
situational and personal factors. Doing so allows us to obtain maximum power because not all
studies recorded personal factors. In each case, we look at the RD in altruistic choices between
treatments. We assess the impact of the moderators on (a) the log(OD) of altruistic choices in
the full information treatment, (b) the log(OD) of altruistic choices in the hidden information
treatment, and (c) the difference between the two fractions, which informs us about how the
moderators affect altruistic motives, in case changes are consistent between (a) and (b), versus
other motives such as self-image maintenance, in case changes are inconsistent between (a)

and (b).

To address potential multicollinearity among the moderators, we report the correlation
matrix of all moderators (Supplemental Table S4) and their zero-order effects (Supplemental
Table S5). We also computed the variance inflation factors (VIFs) of the moderators for all
reported meta-regressions. The VIF scores of all regressors are under 10, the threshold that is
generally considered problematic. However, the values of temptation and harm show values
between 5.0. and 8.9, respectively, which indicate moderate collinearity, so there is value in

future research to distinguish the impact of these variables more precisely.
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Situational Factors

Table 2.5 shows the meta-regression for our outcome variables on six situational
factors: temptation (for the decision maker), harm (for the recipient), whether the recipient is
a charity, whether the information is costly, whether decisions are repeated, and whether the

design is between subjects. We discuss the results for each factor in turn.
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Table 2.5

The Effects of Situational Factors on Altruistic Behaviors

(Model 1)
log(OD)

Altruistic choices in

Full Info

(Model 2)
log(OD)

Altruistic choices in

Hidden Info

(Model 3)
RD

Altruistic choices in
Full Info — Hidden Info

Intercept

Temptation (2015 USD, PPP)
Harm (2015 USD, PPP)
Costly information

Repeated decisions

0.462 (0.395)
-0.388*** (0.105)
0.174%* (0.056)
0.305 (0.324)

-0.884%* (0.309)

-1.205* (0.490)
-0.374%* (0.121)
0.217%* (0.067)
-0.262 (0.216)

-0.030 (0.341)

0.347%%* (0.080)
0.011 (0.022)
-0.016 (0.012)
0.042 (0.026)

-0.206*** (0.052)

Charity -0.100 (0.237) 0.152(0.233) 0.011 (0.040)
Between-subjects design 0.239 (0.355) 0.6731 (0.402) -0.082 (0.067)
P 66.45 81.98 59.95

O (df) 86.27%** (28) 226.78*** (46) 84.39%** (46)
Owu (df) 61.81%** (6) 21.93%*** (6) 20.76** (6)
ol 0.01 0.11 0.00

o’ 0.10 0.11 0.00
#Treatment effects 35 53 53
#Participants 2,473 3,896 4,979
#Decisions 7,092 11,620 16,373

Note. Regression models testing the effect of situational factors on altruistic choices in (a) the
full information treatment, (b) the hidden information treatment, and (c) the RD in altruistic
choices between the full information treatment and the hidden information treatment. USD =
United States dollar’; PPP = purchasing power parity; RD = risk difference; log(OD) = log of
the odds; info = information. O is a test of residual heterogeneity. QO is a test of residual

heterogeneity. Qi is a Wald-type test of moderators. 7 indicates the between-studies variance,

and o7 indicates the within-studies variance.

tp <.10, *p <.05, **p < .01, ***p < .001.
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Temptation. For each treatment, we calculated the level of temptation as the
difference in the payoffs (in 2015 USD, PPP) for the decision maker between the two
monetary splits the decision maker can choose from. For studies using experimental points,
we transformed the points into the local currency that was subsequently paid out to
participants and converted it into 2015 USD PPP (similar to the approach used by Gerlach et
al., 2019; Leib et al., 2021).

The predicted moderation effect of temptation is visualized in Panel A of Figure 2.4,
together with the 95% ClIs. As expected, we find a strong negative effect of temptation on
altruistic behavior, both in the full information treatment (solid green line) and the hidden
information treatment (dashed red line). This effect is confirmed by the regression analysis,
which shows a significant negative effect, controlling for other covariates (Table 2.5, Models
1 and 2). Even though temptation reduces altruistic choices slightly faster in the full
information treatment (B = —0.388) than in the hidden information treatment (B = —0.384), we
observe no significant effect of temptation on the RD in altruistic choices between the two
treatments (Table 2.5, Model 3). Thus, we find clear evidence that temptation affects altruistic
choices in both the full and hidden information treatments but find no evidence that it affects
the difference between the two conditions or the importance of motives such as self-

image maintenance.

Harm. For each treatment, we calculated the level of harm to the recipient as the
difference in the payoff (in 2015 USD, PPP) for the recipient between the two monetary

options the decision maker can choose from.

The predicted moderation effect of harm is depicted in Panel b of Figure 2.4 together
with the 95% Cls. As expected, we find a strong positive effect of harm on altruistic choices in
both the full information treatment (solid green line) and the hidden information treatment
(dashed red line). This effect is confirmed by the regression analysis, which shows a significant
positive effect, controlling for other covariates (Table 2.5, Models 1 and 2). Even though harm
increases altruistic choices in the hidden information treatment faster (f = 0.217) than in the
full information treatment ( = 0.174), we observe no statistically significant effect of harm on
the RD in altruistic choices between the two treatments (Table 2.5, Model 3). Thus, we find
clear evidence that harm increases altruistic choices in both treatments; but, like for temptation,
we find no evidence that it affects the difference between the two conditions or the importance

of motives such as self-image maintenance.

55



Rethinking Altruism

Figure 2.4

Predicted Effect of Harm and Temptation on Altruistic Behavior

a 1.0+ b 1.0
Q @
© 0.8+ © 0.8+
o o
< <
(3] (3]
0 0
k7 o
£ 067 2 06+
© ©
Y N—
o o
c c
RS RS
S 0.4 S 0.4-
© ©
= =
ke kel
2 2
Q Q
kel k]
0 0.2+ © 0.2+
o o

0.0 - 0.0

0 1 2 3 4 5 6 7 8 0 3 6 9 12 15 18
Temptation ($) Harm ($)
=== Full information = = Hidden information === Full information = == Hidden information

Note. This figure depicts the predicted effect of temptation (Panel a) and harm (Panel b) and
the 95% Cls on the likelihood of altruistic choices in the full information treatment (predictions
are obtained from Model 1 of Table 2.5, keeping the other covariates fixed at their mean level)
and in the hidden information treatment (predictions are obtained from Model 2 of Table 2.5,
keeping the other covariates fixed at their mean level). Temptation and harm are measured in
the 2015 USD PPP. Out of the 53 treatment effects, 51 have temptation < $4 (Panel a) and 51
have harm < $8 (Panel b). CI = confidence interval, USD = United States dollar; PPP =

purchasing power parity.

Information Cost. We study the impact of costly information (k= 9) relative to free
information (k = 44). The cost of information is coded binarily because the range of costs is
extremely small, and even the highest cost is somewhat small (see the range of costs in Table
2.2). Controlling for other covariates, results indicate no significant effect of information cost
in all three models in Table 2.5. The effect of information costs on altruistic choices in the
hidden information treatment is negative, as expected, but the coefficient is not statistically
significant. In Model 3, we see the cost of information increases the gap in altruistic behavior

between treatments, but the effect is nonsignificant. Overall, the lack of evidence for an effect
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of information costs is surprising, and we discuss this issue in more detail in the

Discussion section.

Repeated Decisions. We compare studies in which participants made a single decision
(k= 34) with those in which participants made repeated decisions (k= 19).
The regression results demonstrate a significantly negative impact of repeated decisions on
altruistic choices in the full information treatment (Table 2.5, Model 1), whereas the
corresponding effect in the hidden information treatment is smaller and not significant (Table
2.5, Model 2). As a result of this differential effect in the two treatments, we see a statistically
significant decline in the RD in altruistic choices between the two treatments (Table 2.5, Model

3).

These results indicate repetition makes people more selfish in the full information
treatment, but not in the hidden information treatment, and hence makes the samples in the two
treatments more alike in their behavior. The fact that repetition does not affect altruistic choices
in the hidden information treatment is consistent with the idea that those who behave
altruistically in the hidden information treatment care more about the recipient than those who
do so in the full information treatment and are hence less susceptible to psychological excuses
such as moral licensing that are induced when people make decisions repeatedly. In other
words, repetition might have a selection effect similar to ignorance in generating excuse value
for participants. Further research can try to identify whether these types of excuses are indeed

substitutes.

Recipient Type. We compare studies in which the recipient was a peer (kK = 33) with
those in which the recipient was a charity (k= 20). Controlling for other covariates, results
reveal no significant effect of recipient type on any of our outcome variables. This finding

suggests decision makers do not adjust their behaviors much based on the type of recipient.

Between-Subjects Decisions. We compare studies in which participants made
decisions in both information treatments (kK = 6) with those in which participants participated
in only one of the two treatments (k= 47). The regression results in Table 2.5 show no
significant effects on any of our outcome variables, indicating this distinction does not have a
large impact on behavior in this setting. Note that this null effect could arise because different

studies implement the full and hidden information treatments in different orders.
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Personal Factors

Table 2.6 presents the corresponding graphical evidence of the estimated effects and

their 95% CI. We discuss the results for each factor in turn.

Age. We coded age as the average age of all participants in a study (range: 22-38
years; k=40, M = 26.29, SD = 5.12). Panel a of Figure 2.5 plots results from two regression
models assessing the likelihood of altruistic choices as predicted by age separately for the full
information treatment (solid green line) and the hidden information treatment (dashed red line).
Results from the meta-regressions (Table 2.6) reveal an increase in the fraction of altruistic
choices in both treatments as the average age of decision makers increases. The finding is in
line with previous findings on the positive relation between age and altruism (Bekker &
Wiepking, 2011; Engel, 2011). Note that age increases the level of altruism in both the full and
hidden information treatments (Models 1 and 2), but the effect is stronger in the full
information treatment. As a result, the gap between the two treatments increases with age, an
effect that is also statistically significant (Model 3). Thus, the higher amount of altruistic
behavior observed among older people reflects that altruism indeed increases with age, but the
increase is partly due to motives beyond the concern for the recipient’s payoffs, such as self-

image maintenance.

Gender. We coded gender as the proportion of male participants in the sample of each
study. Most studies recruited a fairly balanced number of males and females (k = 44, range:
33.0%-58.6% males, M = 0.52, SD = 0.08). Panel b of Figure 2.5 plots the results from
two regression models assessing the likelihood of altruistic choices as predicted by the
proportion of males separately for the full information treatment (solid green line) and the
hidden information treatment (dashed red line). The figure shows a higher proportion of males
is associated with a lower level of altruistic choices in both the full and the hidden information
treatments. This observation is echoed by the results from our meta-regressions in Table
2.6 (Models 1 and 2). Because this effect is similarly sized in the two treatments, it does not
affect the difference between the two treatments (Model 3). These results, therefore, suggest
that women are more altruistic on average, and no gender difference exists in the tendency to
act altruistically out of concern for one’s self-image. This finding conflicts with the results
of Klinowski (2018), who uses a different experimental paradigm to measure reluctant giving
among men and women. Note that the gender data available to us are at the treatment level,
that is, the proportion of females and males in each treatment. Accordingly, the null effect for

gender may be the result of such aggregation.
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Table 2.6

The Effects of Personal Factors on Altruistic Behavior

(Model 1)
log(OD)

Altruistic choices in
Full Info

(Model 2)
log(OD)

Altruistic choices in
Hidden Info

(Model 3)
RD
Altruistic choices in

Full Info — Hidden Info

Intercept 1.996* (0.989) 1.7187F (0.995) -0.005 (0.222)
Mean age in the study 0.095*** (0.021) 0.0481 (0.027) 0.013* (0.006)
Proportion of males in the study -8.370%** (1.750) -6.907*** (1.676) -0.354 (0.380)
P 79.26 85.77 79.12

Or (df) 111.96%*** (27) 217.79 (37) 85.59%** (37)
Qum (df) 36.29%** (2) 17.78*** (2) 5.24% (2)

ol 0.06 0.14 0.01

o? 0.11 0.12 0.00
#Treatment effects 30 40 40
#Participants 2,337 2,288 4,475
#Decisions 6,694 11,146 12,841

Note. Regression models testing the effect of personal factors on altruistic choices in (a) the
full information treatment, (b) the hidden information treatment, and (3) the RD in altruistic
choices between the full information treatment and the hidden information treatment. Qk is a
test of residual heterogeneity. Qu is a Wald-type test of moderators. o7 indicates the between-
studies variance, and ¢ indicates the within-studies variance. RD = risk difference; log(OD)

= log of the odds of altruistic choices; info = information.

Tp <.10, *p < .05, ***p <.001
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Figure 2.5

Predicted Effect of Age and Gender on Altruistic Behavior
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Note. Figure depicting the predicted effect of age (Panel a) and gender (Panel b) and the 95%
CI on the likelihood of altruistic choices in the full information treatment (predictions are
obtained from Model 1 of Table 2.6, keeping the other covariates fixed at their mean level) and
in the hidden information treatment (predictions are obtained from Model 2 of Table 2.6,
keeping the other covariates fixed at their mean level). Age and gender are measured as the

average in each study. CI = confidence interval.

Discussion

We present the first meta-analysis on willful ignorance, providing an overview of
variations of the experimental paradigm used to measure it and reporting results assessing its
magnitude and moderators. Specifically, we compare two situations. In the first, people take
decisions in transparent settings where they have full information about how their choices
impact others. In the second, people take decisions in nontransparent, ambiguous settings in
which they can either learn about the consequences of their actions on others or remain willfully

ignorant.

Using cumulative data from 22 articles, 56 treatment effects, 6,531 participants, and

33,603 decisions, we find evidence supporting the existence and the negative impact of willful
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ignorance. In particular, we find 39.8% of participants avoid information about their decision’s
impact on others, leading to a drop of 15.6 percentage points in altruistic decisions, even when
the initially hidden information is easily obtainable. The robust decrease in altruistic behavior
in the nontransparent setting shows that non-outcome-based motives do indeed play a role
in decision making. We found participants self-select into their preferred environment, with or
without information. Those who actively choose information are more altruistic than those who
passively received information. Overall, cumulated evidence supports the notion that people

engage in ignorance (at least partially) to provide an excuse for selfishness.

Below, we discuss additional theoretical, methodological, and practical implications of

our findings, as well as their limitations and the most promising avenues for future work.
Theoretical Implications

Most broadly, the current work informs theory about the general study of altruism.
Much of the work focuses on transparent settings in which decision makers know the
consequences of their actions before deciding (e.g., on social value orientation, Balliet et al.,
2009; Murphy et al, 2011; on social mindfulness, Van Doesum et al., 2021;
on reciprocity, Gintis et al., 2003; on development, Benenson et al., 2007; on socioeconomic
status, Piff et al., 2012; on social preferences, Fehr & Fischbacher, 2003). However, the
presence of uncertainty enables a more incisive look into the motivations underlying altruistic
behavior, in order to assess whether one is truly motivated to implement a positive outcome for
others as opposed to “giving in” to perceived (internalized) social obligations (Cain et al.,
2014). Our findings provide new insights into the nature of altruistic behavior both within and
across groups. For instance, while we replicate previous findings that altruism increases with
age (Bekkers & Wiepking, 2010; Engel, 2011), we also find evidence that the increased
altruism among older compared with younger individuals is at least partially driven by a desire
to comply with social norms or to maintain one’s self-image (Arnett, 2001) rather than

exclusively by a concern for the other’s outcome.
Motives Underlying Ignorance

Meta-analytic results are also informative of the psychological drivers underlying the
choice to remain ignorant of the consequences of the decision on the recipient. In the
theory section, we suggested two distinct sets of motives. First, participants may be using
ignorance as an excuse to legitimize selfish behavior. Second, they may choose ignorance out

of cognitive inattentiveness. Meta-analytic evidence revealed the selection of relatively
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altruistic participants into information seeking, which is consistent with excuse-seeking
behavior, but not with a pure effect of cognitive inattentiveness. Thus, taken together, the
aggregate evidence suggests ignorance is indeed in part “willful” and driven by excuse-seeking

and self-image maintenance motives.

Evidence from individual articles offers further support for this interpretation. First,
several studies have found 20%—-40% of participants are willing to pay a modest amount to
remain ignorant, which is inconsistent with cognitive inattentiveness but consistent with the
excuse-seeking motive (Cain & Dana, 2012; Grossman & Van der Weele, 2017; Saccardo &
Serra-Garcia, 2020). Second, Grossman (2014) and Grossman and Van der Weele
(2017) investigated participants’ willingness to acquire information after they have revealed
their level of altruism in the full information treatment. This timeline eliminates the excuse
value of ignorance because participants can no longer pretend they would have been
altruistic with full information. In this case, 80% of participants are willing to acquire
information and even overcome a default setting when doing so, indicating avoidance was
indeed mostly driven by its excuse value. The excuse value of ignorance is further bolstered by
findings that participants view a selfish choice made with full information as more morally
problematic than a selfish choice made under (self-imposed) ignorance (Grossman & Van der
Weele, 2017). Participants are also more likely to exert costly punishment on decision makers
who knowingly act selfishly (Bartling et al., 2014; Conrads & Irlenbusch, 2013). Last, Exley
and Kessler (2023) showed that when participants make decisions concerning the payoffs of
two other players (but not themselves), thus eliminating (self-)image concerns, ignorance

decreases by about 13 percentage points.

Obviously, the findings listed above do not rule out a role for cognitive inattentiveness
because the two sets of motives are not mutually exclusive. Indeed, some studies also find
evidence for inattentiveness and laziness. For instance, Exley and Kessler (2023) found
considerable ignorance, even in situations when participants make decisions concerning the
payoffs of two other players (but not themselves), a situation in which ignorance presumably
has no excuse value. Grossman (2014) showed that changing the default setting for
information (i.e., when an extra click is necessary to remain ignorant instead of getting
informed) reduces the ignorance level substantially. This result indicates that lowering the cost
to acquire information in terms of effort has a sizable impact on the ignorance level. The fact
that such small changes in the experimental design have a large impact on behavior suggests

some participants choose the simplest course of action. However, we do not reproduce this
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effect in our results as the meta-regression does not reveal a moderating effect of information
cost on willful ignorance. That said, given that we examine the effect of information cost in
terms of monetary value, the null effect may reflect that monetary cost has a smaller impact on
laziness-driven ignorance than effort, a result that may be interesting for future research to

explore.

One may also wonder whether concerns for social image or reputation may explain
excuse-driven behavior or ignorance. This possibility appears unlikely for several reasons.
First, in the experiments we review, the recipient does not know who the decision maker is,
whether the decision maker remains ignorant, and whether they have been assigned to the state
of conflict or alignment. Thus, ignorance cannot be used as an excuse to protect one’s social
image from the judgment of the other player. Second, reputation building is not possible as in
the majority of included studies, decision makers only make one decision. Even in studies
where decision makers make repeated decisions, pairs of participants (decision maker and
recipient) are randomly and anonymously rematched after each iteration. Rematching is also
done after each round of decisions in the group-voting and group-dictator variations of the task.
Third, decision makers likely did not try to keep up an image toward the experimenter, given
that the experiments were run mostly in large laboratories as well as online, where no decisions

could be traced back to individuals’ identities.

Finally, participants may care about the opinion of the receiver or experimenter in a
more abstract way that is not directly linked to their reputation.** Similarly, the experimental
setting could induce  sensations of  “being  watched” or increase self-
consciousness in comparison to more natural environments. Following Grossman and Van der
Weele (2017), we argue such sensations, for example, concerns about heavenly judgment or
thoughts like “what would my mother think,” are hard to distinguish behaviorally from the
demands of one’s own conscience or self-image concerns. We, therefore, conclude the most
plausible explanation is that ignorance functions as a means to protect one’s self-image. Future
research could try to further refine and buttress this interpretation, for instance, by running

double-blind conditions in the laboratory.

14 In the hidden information treatment, participants may still be concerned about the receiver’s
perception of their character, even if their personal identity remains unknown. The difficulty in making
inferences about one’s character in this treatment could potentially lead decision makers to feel justified in
behaving more selfishly and diminish their motivation to seek information. However, this explanation does not
account for situations where the recipient is a charity that remains unaware of the experiment or why some
studies show individuals willing to pay for ignorance (e.g., Van Der Weele, 2013). Nonetheless, this explanation
presents an intriguing avenue for future research.
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Overall, results from our meta-analytical review as well as individual experiments
suggest that cognitive inattentiveness alone cannot explain all ignorance behavior. Rather both
excuse seeking and cognitive inattentiveness are important motives behind ignorance.
Providing definite evidence as well as quantifying the role of each motive is complicated, given
that cognitive inattentiveness may in and by itself be used as an excuse (see, e.g., Exley &
Kessler, 2024). Thus, pinning down the relative strength of these motives in more detail is an

important task for future research, which we further stress below.
Methodological and Practical Implications

Our meta-regressions show that some moderators influence the overall level of
altruistic behavior. On the one hand, temptation and the share of male participants reduce such
behavior. On the other hand, we observe that harm increases altruistic choices, both when
participants make choices in a transparent setting with full information and in an ambiguous
setting with hidden information. Nonetheless, temptation, harm, and the share of male
participants do not moderate the difference in the levels of altruistic choices between settings,
suggesting participants behave consistently in both settings. Repeated decisions also have an
effect on altruistic behavior. In particular, when asked to make multiple choices involving
a conflict of interest, decision makers become much less altruistic in a transparent setting with
full information than in an ambiguous setting with hidden information, thus reducing the gap
between behaviors in the two treatments. One interpretation of this result, which should be
subjected to future research, is that repetition induces moral licensing in a transparent setting,

which provides an excuse value similar to that of willful ignorance.

Methodologically, we find asking participants to pay for the information (vs. not) does
not moderate the difference in the level of altruistic behavior observed between treatments.
Theoretically, costly information should deter participants from obtaining information (Leib et
al., 2021; Saccardo & Serra-Garcia, 2020; Xiao & Bicchieri, 2012). Moreover, evidence from
individual studies shows even small barriers to willful ignorance, such as the need to overcome
a default setting, have strong effects on information seeking (Grossman, 2014). The reason
may be that having to pay or exert effort to acquire information provides decision makers with

an additional excuse to act selfishly.

If the effect of costly information is indeed present, we may not detect it for several
reasons. First, limited heterogeneity of information cost exists across studies. The highest

information cost in our data set is merely $0.13 (2015 USD PPP; a range of cost $0.04-50.13).

64



Ignorance by Choice

If the impact of information cost on willful ignorance only emerges when the cost is sufficiently
high, our ability to detect such an effect is restricted. For instance, in a study not meeting
our inclusion criteria, Fong and Oberholzer-Gee (2011) implemented an information cost of
$1.05 (2015 USD PPP). In such a setting, the level of ignorance was as high as 67%, and
recipients lost on average more than 50% of their earnings when a decision was made in a
nontransparent relative to a transparent setting. As such, studying willful ignorance when
information costs are high may provide more power to detect the potentially small effect of
information cost on willful ignorance. Second, only nine treatment effects implemented a cost
for information (16% of the data set; see Table 2.1), all of which were conducted using a
repeated-measures and between-subjects design. Therefore, the three explanatory variables are
correlated. This dependence in our data does not allow for a clear identification of the effect of
costly information acquisition, which may depend on the other shared features of the design.
In fact, when running the meta-regression excluding a repeated-measures and between-subjects
design as moderators, we still did not find supportive evidence for an effect of information cost
on the RD in altruistic choices. Finally, information costs may mostly discourage selfish
participants who want to acquire information out of curiosity but intend to act selfishly anyway.
That is, information costs may affect ignorance levels, but not willful ignorance. Indeed, an
exploratory analysis shows information costs increase ignorance, providing evidence for this

idea (see details in the online Supplemental Material).

Another methodological insight from the current work is related to the differences
between studying  willful ignorance using a  dictator game versus an
ultimatum bargaining game. Although we did not assess whether task type moderates willful
ignorance, due to the limited number of studies implementing different tasks (see Figure
2.2 and Table 2.1), we did observe clear opposing results from two treatments in Conrads and
Irlenbusch (2013), in which behaviors were more altruistic in the hidden information treatment
than in the full information treatment (Figure 2.3). Conrads and Irlenbusch (2013) study is the
only study that has implemented the ultimatum bargaining game to examine willful ignorance.
In this game, the proposer can remain strategically ignorant about the consequences of the
bargaining proposal for the recipient and use this excuse to make a low and selfish offer. The
unique design of these studies in our data set may explain the divergent results. In particular,
the recipient in this setup is in a more powerful position than the passive recipient from other
task designs. First, in one of the treatments, the recipient knows whether the proposer chose to

be informed of the true state of the world. Second, the recipient can reject the offer the proposer
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makes, leading to zero payoffs for both parties. Thus, the recipient can punish proposers for
acting selfishly. The fear of punishment may explain why proposers acquire information at a
much higher rate than the average information-acquisition rate computed in this meta-
analysis (76%—-88% vs. 60%). The fear of rejection also explains why informed proposers
typically make generous offers, in line with previous literature (Forsythe et al., 1994; Giith et
al., 1982). Interestingly, the Conrads and Irlenbusch (2013) study showed ignorance actually
had some exculpatory value because making a selfish choice with full information resulted in

a higher rejection rate (58%) than when the proposer remained ignorant (40%).

These interpretations are further bolstered by a third treatment in Conrads and
Irlenbusch (2013) using the ultimatum bargaining game. Here, the proposer only has a 50%
chance of successfully informing themselves of the state of the world if they choose to do so,
whereas proposers who choose to remain ignorant will remain ignorant with certainty.
Although the recipient knows whether the proposer has information about the true state of the
world or not when they make the offer, they do not know if the proposer remains ignorant by
choice or by chance. Thus, ignorance in this treatment provides an even stronger excuse
because it may have been imposed exogenously. Indeed, in this treatment, we observe a more
typical result in line with the willful ignorance effect; that is, behaviors were more altruistic in
the transparent setting with full information than in the ambiguous setting with hidden
information (Figure 2.3). Given the small sample size of this study, future research should
explore further how punishment affects willful ignorance, which can be a potentially useful

intervention to suppress this behavior.

Our results further carry practical implications concerning the encouragement of
responsible consumption. Specifically, results show that transparent environments increase
altruistic behavior. However, full transparency is difficult to achieve. Merely providing
information may not be enough, as long as information is easy to avoid. These considerations
provide some new avenues for policies to combat willful ignorance. One way is to attack
the conflict of interest at its source. Policymakers can tinker with the payoff structure of the
decision by subsidizing good behavior (Cain & Dana, 2012) or taxing harmful behavior (for a
review, see de Walque, 2020). By reducing the underlying temptation for selfish behavior,
such policies may not just affect behavior directly but also indirectly through the tendency to
avoid information. Interestingly, our meta-regressions do not show statistically significant
evidence for this indirect effect of temptation. However, the estimates are in the expected

direction, potentially warranting attention in future research.
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Another strategy is to avoid the use of moralistic frames or a strong emphasis
on moral norms, which may induce threats to self-image and generate avoidance behavior.
Instead, one may try to increase individual altruism or empathy by inducing reflections about
potential harms or by letting people reaffirm their moral values (Schneider & Weber, 2022).
For instance, morally neutral prompts to reflect on animal welfare have shown promise in
getting people to reduce their meat consumption, an area where cognitive dissonance and
willful ignorance play an important role (Bouwman et al., 2022). In the same context, Bastian
(2019) discussed related strategies to overcome motivated resistance in meat eating, like
focusing on positive moral outcomes rather than guilt or shame, or emphasizing viable

alternatives to meat.
Limitations and Directions for Future Research

Here, we point out a number of limitations that may point to areas for future research.
First, our analysis contains experimental designs that are fairly homogeneous and mostly
decontextualized. Table 2.1 shows the two most common variations of the
experimental paradigm used to study willful ignorance are the moral wiggle room task and the
market setup; the group-voting and group-dictator variations, as well as the
ultimatum bargaining task, have only been conducted once. Out of the five variations, only the
market setup presents participants with a contextualized setting. Whereas decontextualized
settings provide high internal validity and allow the assessment of causal pathways in the most
controlled way, contextualized settings provide higher external validity (Van Dijk & De Dreu,
2021). As Table 2.1 shows, continuing to diversify the methods used to examine willful

ignorance is necessary, especially with diverse decontextualized settings and field studies.

To our knowledge, no existing studies correlate excuse-seeking behaviors from the lab
with actual decisions in the field. However, findings from recent field studies corroborate
the existence of willful ignorance and altruistic behavior driven by motives other than a true
concern for others in several real-life domains. For instance, a substantial fraction of
participants (30%) avoid free information about the living condition of farm animals, leading
to a 16-percentage point increase in meat consumption (Epperson & Gerster, 2021). People
living in regions with higher numbers of asylum seekers are more likely to avoid reading news
about refugees (Freddi, 2021). In the context of charity giving, many people who reluctantly
donate to charity are happy to avoid solicitors when given the opportunity (Andreoni et al.,
2017; DellaVigna et al., 2012). Households, while being motivated to recycle in exchange for

high monetary compensation for themselves, completely stop recycling when given an
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opportunity to donate the same compensation to charity (Schwartz et al., 2021). Similar results
were found in Sweden, where recycling behaviors reduced significantly after the option to
donate to charity was introduced on recycling machines (Knutsson et al., 2013). Such findings
demonstrate studying willful ignorance in the field is a fruitful direction for future research. In
particular, we call for more research to investigate the correlation between excuse-seeking
behaviors in the lab, such as those measured using the moral wiggle room task, and actual

decisions in a natural environment.

Second, more research into the motives behind information avoidance and willful
ignorance in moral dilemmas is necessary. In particular, as our discussion has shown, more
work is needed to disentangle the relative role of excuse seeking and self-image concerns on
the one hand, and cognitive inattentiveness on the other hand (including aversion to complexity
and hard thinking; Exley & Kessler, 2023). This distinction matters from a
policy perspective because it suggests very different strategies to overcome barriers to

information consumption.

Third, the range of several key moderators in our sample is rather limited. This
limitation might be a reason for the null result regarding the impact of information costs
discussed above. Additionally, the range of participants’ ages is also rather small (22—38; Table
2.3), which limits our ability to understand how the tendency to engage in willful ignorance
develops with age. In line with previous findings, our results show people choose more
altruistically as they age (Bekkers & Wiepking, 2010). Interestingly, however, such a pattern
is stronger in the transparent setting with full information than in the ambiguous setting with
hidden information. A plausible interpretation of the results suggests that the older people get,
the more they are aware of the social norms associated with being considerate to others (Arnett,
2001). These findings are particularly intriguing, yet work on earlier and later life stages is
markedly missing. Recent work shows age strongly and positively correlates with deliberate
ignorance in various domains (Hertwig et al., 2021). Unraveling the longitudinal dynamics of

how willful ignorance develops seems like a promising path for future work to explore.

Fourth, the limited number of studies measuring individual characteristics restricts our
ability to investigate how different personality traits influence the tendency to engage in willful
ignorance. Recent meta-analytical results show different features in a situation allow for the
expression of different personality traits (Thielmann et al., 2020). For instance, traits related to
an unconditional concern for others, such as honesty-humility, positively correlate with

altruistic behavior in a dictator game, but not in an ultimatum game. Given that the situation
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presented in the moral wiggle room task and its variations differ from that of the original
dictator game, investigating which personality traits are related to the tendency to engage in
willful ignorance as well as altruistic behavior (or the lack thereof) in the current

experimental paradigms is an interesting avenue for future research to explore.

Fifth, whereas willful ignorance has been studied in various Western countries, this
phenomenon has not been investigated in non-WEIRD populations. Cultural forces have a
strong influence over human altruistic behavior and social norms on sharing differ widely
across societies around the globe (Fehr & Fischbacher, 2003). Given that much of the decision
we are focusing on is being guided by (internalized) social norms, studying this behavior cross-
culturally would be an interesting and important avenue. Monetary decisions taken in
experimental settings we are considering here reflect the constant socialization people
experience in their daily lives (Henrich et al., 2001). Thus, studying willful ignorance cross-
culturally can expand our knowledge beyond awareness of the influence of social norms to
gain a deeper understanding of how socioeconomic contexts influence willful ignorance, as
well as the ecological roots and the adaptive functions behind willful ignorance in different

cultural contexts (Gelfand et al., 2006).

Sixth, the results of our meta-analysis do not allow for causal inferences. For instance,
the correlation we  observed between age and willful ignorance could have
multiple explanations (see Gerlach et al., 2019; Leib et al., 2021). One possible explanation is
that individuals in earlier stages of their careers or students may place a higher value on the
money earned in the task compared to those who are more established in their careers. Since
older individuals typically hold more established positions, their motivation to earn extra
money through the experimental task may be lower than that of younger individuals.
Additionally, as highlighted by Hertwig et al. (2021), age is associated with systematic changes
in personality traits, such as lower openness to experience. Lower openness to experience could
be associated with higher information avoidance, thus contributing to the correlation between
age and willful ignorance in our data. To better understand the relationship between age and

willful ignorance, further research is needed for validation and deeper insights.

Finally, while meta-analyses provide a quantitative summary of the literature, it is
important to  consider that effect size estimates from  preregistered  multiple-
laboratory replication projects often yield more accurate results by mitigating publication
bias concerns (Kvarven et al., 2019). Therefore, it is reasonable to expect slightly inflated effect

size estimates in our current work. However, we should note that 34% of the treatment
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effects included in our meta-analysis are unpublished, which helps alleviate this concern to
some extent. Moreover, we found no evidence of publication bias, since the effect sizes of
published and unpublished treatments did not differ. Nevertheless, we strongly encourage

large-scale, preregistered replication studies to substantiate the effects observed in our analysis.
Conclusion

Many of our decisions impact others. Often, people choose to remain uninformed about
such an impact in order to make self-serving decisions. Such willful ignorance is an obstacle
to altruism if it generates an excuse to behave selfishly. By understanding the prevalence,
magnitude, and psychological underpinnings of willful ignorance, we can design environments

to encourage well-informed altruistic decisions and restrain selfish ones.
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Rethinking Altruism

Altruistic behaviors—costly acts that benefit others (Fehr & Fischbacher, 2003; Pfattheicher
et al., 2022)—are common: people give money to a panhandler on a street corner, help an
elderly stranger cross a busy road, or donate to charity. Cain, Dana, and Newman

(2014) propose such behaviors can be a result of two different

mechanisms: giving versus giving in. That is, some altruistic behavior is driven by genuine
concerns for others to whom people are willing to give some of their time or money to help
the person in need (i.e., giving; Batson, 2010). In contrast, some altruistic behavior is driven
by societal pressures to help or concerns about maintaining a positive self-concept (i.e.,
giving in; Cialdini & Goldstein, 2004; Shalvi et al., 2011). Recent meta-analytical results
show indeed seemingly altruistic behaviors do not always reflect a genuine concern for
others. Decision-makers who can avoid learning the impact of their actions on others—that
is, can engage in willful ignorance—make more selfish choices than when they cannot

exploit such contextual ambiguity (Vu et al., 2023).

Situational contexts have a strong impact on altruistic behaviors. Altruistic behaviors are
more common when the recipient who will benefit from the altruistic act is identified compared
to when they are not, even when identification conveys no personal information (Cryder et al.,
2013; Small & Loewenstein, 2003). Meta-analytical results show identified charity recipients,
especially young children, consistently receive more donations than unidentified charity
recipients who are in a similarly dire situation (for a review, see Lee & Feeley, 2016; see also,
Kogut & Ritov, 2005a, 2005b, 2007; Small et al., 2007; Wiss et al., 2015). Identification
benefits single individuals more than groups (Kogut & Ritov, 2005a; Kogut & Ritov, 2005b),
especially when the individual is presented as a unique case without referencing other people
in need of help (Vistfjéll et al., 2015). The effect of identifiability is especially strong when
details about the recipient are given (Cryder et al., 2013) such as presenting a photo of the
recipient along with their name and age (Kogut & Ritov, 2005a; Lee & Feeley, 2016). Overall,
empirical findings suggest that identification triggers strong emotional reactions within the
benefactor, leading to an increase in giving. The question we tackle here is: Does facing an

identified person lead people to give more or give in more?

Giving versus giving in: Assessment and mechanism

To differentiate between giving and giving in, Dana, Weber, and Kuang (2007) introduce
a willful ignorance task. In this paradigm, anonymous participants choose between two options

(A or B) that determine the payoffs for themselves and for another unidentified person. In the
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full information treatment, participants know the exact outcomes associated with both options
for themselves and the other. In this setting, the majority of participants (73%) act altruistically
by foregoing the option that yields the most money for themselves (option A; $6) and choose
the option that yields less (option B; $5). By choosing the altruistic option and taking $1 less,
participants help the other person earn $4 more ($5 instead of $1). The level of altruistic
behavior measured in the full information treatment, however, can result from both the giving

and the giving-in mechanisms.

To disentangle the two mechanisms underlying altruistic behavior observed in the full
information treatment, Dana et al. employed a hidden information treatment in which
participants know how much each of the two options yields for themselves, but do not know
how much each option yields for the other person. In this treatment, participants can effortlessly
click the “reveal” button to learn the outcomes associated with the two options for the other
person. If they do not reveal, participants can choose between the two options while remaining
(willfully) ignorant of the consequence their choice will have for the other.

If all participants who make altruistic choices in the full information treatment have the
intention to give, we should observe a similar level of altruistic choices in the Hidden
information treatment. That is, assuming random assignment to experimental treatments, we
would expect a person who genuinely wants to give to (a) choose the altruistic option in the
full information treatment and (b) reveal the hidden yet important information about the
outcomes for the other person and choose the altruistic option in the Hidden information
treatment. A person who gives in, on the other hand, will similarly choose the altruistic option
when provided with full information, but will choose to remain willfully ignorant when
possible, in order to make a selfish choice in the Hidden information treatment. Indeed, Dana
et al. find the level of altruistic behavior drops significantly in the Hidden information
treatment. Recent meta-analytical results (summarizing 33,603 decisions made by 6531
participants) show the level of altruistic choices drops by 16 percentage points in the Hidden
information treatment, validating that altruistic behavior is not only due to a concern for others,

but also at least partly driven by the desire to maintain a positive self-concept (Vu et al., 2023).

Grossman & Van der Weele (2017) formally theorize that the altruism gap between the
Full and Hidden information treatments is explained by the use of ignorance as a means to
protect one's self-concept. For those who are not willing to give, revealing information and

being confronted with a conflicting choice of whether to benefit oneself or the other person
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poses a threat to their self-concept. Choosing the altruistic option means they get less than the
maximum amount; choosing the selfish option means they are confronted with the fact that
they are not altruistic after all. Given that social norms dictate people should act altruistically
and help others (Cialdini & Goldstein, 2004; Gelfand & Harrington, 2015), not knowing how
one's actions influence another person allows decision-makers to enjoy both worlds—
maintaining a positive self-concept while getting a higher payoff (Andreoni & Bernheim,
2009; Bénabou & Tirole, 2006; Cialdini & Goldstein, 2004). As such, ignorance is especially
valued when people feel the pressure of internalized social norms to behave altruistically but
would rather use situational excuses to reduce the constraints of such norms on their behavior.
Accordingly, the behavioral tendency to engage in willful ignorance when the opportunity is

available explains the altruism gap between treatments.
Identification and giving (in): Empathy vs. guilt

Giving to an identified other is empathy-driven. Meta-analytical results (Lee & Feeley,
2016) suggest the mechanism underlying people's tendency to give more to an identified (vs.
unidentified) person is the evoked empathy for the less fortunate person (Erlandsson et al.,
2015, 2017; Hou et al., 2023; Kogut & Ritov, 2005a, 2005b; Sabato & Kogut, 2021; Sah &
Loewenstein, 2012). The reason is that personal information such as name, age, and photos,
creates a more coherent mental imagery of the person (Dickert et al., 2016), reinforces the
perception of the person (Kogut & Ritov, 2005a), and activates affective processing for the
decision-makers (Genevsky et al., 2013). Such affective processing in turn induces giving
(Slovic, 2007). The positive effect of identification is especially strong when decision-
makers face a young child rather than an adult (Lee & Feeley, 2016), and the child has a sad
facial expression (Small & Verrochi, 2009). Further supporting the empathy mechanism,
decision-makers give more to an identified (vs. unidentified) person only when they are feeling
empathetic but not when they deliberate over their decision (Small et al., 2007; Small &
Verrochi, 2009).

People give more to identified others, even when identification only includes informing
the decision-maker that the identity of the person they are giving to has been determined (Ritov
& Kogut, 2017; Small & Loewenstein, 2003). The reason is that when the identity of the other
person is determined, even when identification is minimal, attention is guided towards the
selected person rather than being divided (Dickert & Slovic, 2009). Focusing on a single person

whose identity has been determined among a group leads people to feel more strongly (Cryder
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et al., 2013; Kogut & Ritov, 2005b) and perceive more responsibility towards the identified

person (Cryder & Loewenstein, 2012), thus increasing giving.

Giving in to societal pressures, on the other hand, is guilt-driven (Basil et al., 2006, 2008).
Some people would prefer not to give. However, identification decreases the social distance
between the decision-maker and the recipient (Kogut et al., 2018), stresses the importance of
helping (Cryder & Loewenstein, 2012), and intensifies the degree of responsibility one
perceives (Hou et al., 2022). Anticipating such guilt in case they fail to respond (Charness &
Gneezy, 2008; Tangney & Dearing, 2002) leads some people to give in (Charness &
Dufwenberg, 2006)). People high on guilt proneness — a tendency “characterized by
anticipating a bad feeling about committing transgressions” (Cohen et al., 2012, p. 355) — are
especially likely to behave altruistically (Boster et al., 2016; Thielmann et al., 2020), due to

their internalized moral norms (Cohen et al., 2012; Tangney et al., 2007).

Importantly, research on the positive effect of identification on altruistic behaviors has
focused on decision-makers who must choose between giving or not (Lee & Feeley, 2016).
Such settings do not allow disentangling between genuine giving which is empathy-driven, and
giving in to societal expectation which is guilt-driven. The current registered report tackles

exactly this gap.
The present research: Overview and predictions

In the current registered report, we present two 2 X 2 between-subjects experiments to
assess whether an increased donation for an identified person is a result of giving or giving in.
In both experiments, participants made a choice between two options that determine the payoffs
for themselves and for a child in need. Participants were randomly assigned to either (i) the full
information conditions, in which they are fully informed of how their choice will impact the
outcome for the child, or (i1) the hidden information conditions, in which they must take action
to reveal how their choice will impact the child's outcome. The binary payoff structure, while
not common practice in the identified victim effect literature, is consistent with the rest of the
literature on willful ignorance (see Vu et al., 2023) and allows for a clean differentiation
between selfish and altruistic choices. In addition to manipulating the ambiguity surrounding

the child's payoff, we also manipulated the information participants receive about the child.

In Experiment 3.1, we use the minimal form of identification — namely, whether the target

has (vs. has not) been determined. The aim Experiment 3.1 was to test (i) the pure impact of
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identification on altruistic behaviors while keeping all other dimensions constant, and (ii)
whether such impact would be attenuated by the willful ignorance effect. Specifically,
participants were informed that one child has been (or will be) randomly chosen from a group
of preselected children in need. Each participant was randomly paired with one child either
before they made their allocation (in the determination conditions) or after they made their

allocation (in the no determination conditions).

In Experiment 3.2, we use an approach with higher external and ecological validity by
providing further identifying information about the child in need. The aim of Experiment 3.2
was to test (i) the impact of identifying information of a charity recipient on altruistic behaviors,
and (i1) whether such impact would be attenuated by the willful ignorance effect. Specifically,
participants were informed that their allocation would impact one child, whom we chose for
every participant before the experiment. Participants in the no identification conditions did not
receive further information about this child. In contrast, participants in the identification
conditions received further identifying information about the child including name, age,

gender, nationality, and a photo.

By comparing the proportion of altruistic choices between the no determination versus
the determination conditions in Experiment 3.1 and the no identification versus the
identification conditions in Experiment 3.2, we can assess how different levels of identifiability
drive giving (in). In this report, we make the same predictions about the effects of both
manipulations of identification. If, however, differences arise, they may inspire future work to

explore which pieces of information affect giving (in), above and beyond mere identification.

Taken together, the theoretical perspectives explaining people's tendency to be more
altruistic towards an identified person (Lee & Feeley, 2016) yet also engage in willful
ignorance to justify selfishness (Grossman & Van der Weele, 2017) suggest several testable
predictions. For each study, we derive two replication (H1 and H2) and two extension
hypotheses (H3 and H4) to address our research question, namely, whether people give more
or give in more when facing an identified child in need. Figure 3.1 1is the graphical
representation of our predictions, and Table 3.1 presents the precise hypotheses and their
corresponding analysis. Experiment 3.1 varies determination of the target child, whereas
Experiment 3.2 varies the identification of the target child. The predictions, however, remain
the same. Accordingly, we present the predictions for Experiment 3.1 and in brackets the

predictions for Experiment 3.2.
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First, we expect to replicate the determined [identified] victim effect within the full
information conditions (the green bars in Figure 3.1), the setting in which it has been
exclusively studied. That is, we expect people to give more in the determination [identification]

condition compared with the no determination [no identification] condition.

Second, we expect to replicate the effect of ambiguity and willful ignorance on giving in
the no determination (Experiment 3.1) and the no identification (Experiment 3.2) conditions,
the settings in which it has been exclusively studied. That is, in the no determination [no
identification] condition, we expect participants to make fewer altruistic choices in the hidden
information condition (orange bar), where they can engage in willful ignorance, than in the full

information condition (green bar).

Third, we extend the literature by assessing an interaction between identification and
ambiguity, predicting that identification will increase giving in. That is, part of the increase in
giving to an identified child is due to a desire to maintain a positive self-concept, rather than a
true concern for child's well-being. Accordingly, we expect the positive effect of determination
[identification] will be attenuated in the hidden information condition (compared to the full
information condition) due to willful ignorance. Thus, we hypothesize the gap in altruistic
choices between the full and hidden information conditions to be larger in the determination

[identification] condition than in the no determination [no identification] condition.

Fourth, we expect the mechanism which attenuates the positive effect of determination
[identification] and underlies giving in is the decision-makers' tendency to remain ignorant
more often in the determination [identification] than in the no determination [no identification]

condition.

To further explore the underlying psychological mechanisms, we also measure
participants' choice of informing themselves about the consequences of their actions, their level
of perceived responsibility for the child, as well as individual differences in trait empathy and
guilt proneness as proxy measures for the emotions they may experience during the task. If we
find support for the giving-in hypothesis (H3), we expect the negative effect of willful
ignorance to be stronger for those who are high (vs. low) on guilt proneness. If, however, we
do not find support for H3, indicated by a non-significant interaction between determination
[identification] and ambiguity, such results will suggest that determination [identification]

increases giving. That is, the increase in altruistic choices towards a determined [identified]
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child is genuine, and altruistic choices are driven by a genuine motivation to improve the child's
well-being.” In such case, we expect the positive effect of determination [identification] to be
stronger for those who are high (vs. low) on empathy as well as those who perceive more (vs.

less) responsibility to help the child in need.
Figure 3.1

Graphical Representation of the Predicted Simple Effects and the Interaction Effect

No Deterlmination Determlination
No Identification Identification

Fraction of altruistic choices
o
w

0.01

B Full Information | Hidden Information

5 Our main logistic regression model predicting the likelihood of altruistic choices (p) includes two
dummy-coded predictors: determination (Study 1) / identification (Study 2), ambiguity, and their interaction
term. We expect to replicate the effect of determination [identification], meaning the effects of determination
[identification] should be significantly positive, that is, 31 > 0. Additionally, we expect to replicate the willful
ignorance effect, meaning the effect of ambiguity should be significantly negative, that is, > <0.

In case of giving in, the effect of determination [identification] in the full information treatment will be
attenuated in the hidden information treatment. That is, we will find support for the giving-in hypothesis if f3 <
0. In case of giving, the effects of determination [identification] in the full information treatment should be fully
preserved in the hidden information treatment, even if the level of altruistic choices slightly decreases due to
willful ignorance, that is, 3= 0. If determination [identification] increases empathy for a determined [identified]
child, the effect of determination [identification] can even attenuate the effect of willful ignorance, that is §3> 0.
Therefore, we will find support for the giving interpretation if B3> 0.
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Table 3.1

Hypotheses, Effects of Interests, and Analytical Approaches of Experiment 3.1 and 3.2

Hypothesis

Effect of interest

Analysis

H1: In the full information conditions, participants will make more altruistic

choices in the determination [identification] condition than in the no
determination [no identification] condition.

Simple effect of
determination
[identification]

H2: In the no determination [no identification] condition, participants will make
less altruistic choices in the hidden information condition than in the full

information condition.

Simple effect of
ambiguity

H3: The difference in the odds of altruistic choices between the full and hidden

Interaction between
ambiguity and

We fitted a logistic regression model predicting altruistic choices
(1 = altruistic, 0 = selfish) using two dummy-coded predictors:

e Determination: 1 = determination, 0 = no determination
[Identification: 1 = identification, O = no identification]

e  Ambiguity: 1 = hidden information, 0 = full information

e Interaction term

information conditions is larger in the determination [identification] condition determination
than in the no determination [no identification] condition. [identification]
Simple effect of We fitted a logistic regression model predicting ignorance
H4: In the hidden information conditions, participants are more likely to avoid pie cHie (1 = avoid information, 0 = acquire information) from determination
. .. .. . . . . . determination _ .. > .
information in the determination [identification] condition than in the no . . . (1 = determination, 0 = no determination)
[identification]

determination [no identification] condition.

[identification (1 = identification, 0 = no identification)].

Note. In brackets are the alternative phrases/variables for Experiment 3.2.
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Experiment 3.1

Method and Procedure

Participants were randomly assigned to one of the conditions in a 2 (full information
vs. hidden information) x 2 (no determination vs. determination) factorial between-subjects
design. Participants were informed that they would be able to donate to one real child in need.
Similar to Small and Loewenstein (2003), each participant was randomly matched with one
child from a group of children aged 2 — 6 from the Children International charity website. The
child’s identity was either predetermined (in the determination conditions) or yet to be
determined (no determination condition). Specifically, participants in the no determination
conditions received the following information (the brackets include alternative phrases for the

determination conditions):

“In this experiment, your decision will determine the payoff for yourself and for a
charity recipient. The donation will be made to a child [child ID number #X], who will
be [has been] randomly chosen among a group of children from the Children
International charity at the end [beginning] of the experiment. This child is currently
living in a poor community, whose family’s income can barely cover the basic
necessities. The donation made to the child via Children International will provide this
child with educational and healthcare services. Children International is a highly rated
and impactful charity that supports children in need. You will not find out who this
child is in the end.”

Willful Ignorance Task

After reading the above information, participants made a choice between option A and
option B (Figure 3.2) that determined the outcome for both themselves and the child they were
paired with. For simplicity and to avoid forcing participants to translate monetary units (MU)
into real money, we slightly deviated from our preregistration and decided to present the
outcomes in actual currency (e.g., 60 pence) instead of MU’s (e.g., 6 MU). Option A paid 60
pence to the participant and 10 pence to the child, while option B paid both the participant and
the child 50 pence. In the full information conditions, participants were fully informed of the
payoffs associated with each option for themselves and for the child. In the hidden information

conditions, participants were only informed of the payoffs associated with each option for
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themselves. Participants knew that option A would always pay them 10 pence more than option
B. However, participants did not know the payoffs associated with each option for the child.
Instead, they knew the chance that they were in the state of alignment was 50%, where option
A gave the child 50 pence and dominated option B, which gave the child 10 pence. In this state,
option A was easy to choose because it maximized the payoffs for both parties (60 pence for
the participant and 50 pence for the child). Participants also knew the chance that they were in
the state of conflict was 50%, where option A gave the child 10 pence while option B gave the
child 50 pence. In this state, option A maximized the payoff for the participant at the expense
of the child (60 pence for the participant and 10 pence for the child). Before choosing between
options A and B, participants had the opportunity to costlessly and privately reveal which state
of the world they were in. Alternatively, they could avoid learning the payoffs for the child and
make their choice without this knowledge. The proportion of participants choosing option B in

each condition is our key outcome variable.

Figure 3.2

Payoff Structure (Adapted from Dana et al., 2007)

Full information Hidden information

Note. The figure depicts the payoff structure for participants and the child in the full

You Your Donation You Your Donation
choose payment  to the child choose payment  to the child
A 60 10 A 60 ?
B 50 50 B 50 ?
Conflict 50% —>  Alignment
You Your Donation You Your Donation
choose payment  to the child choose payment  to the child
A 60 10 A 60 50
B 50 50 B 50 10

information treatment and the hidden information treatment. The two states of the world,

conflict and alignment, are depicted below the hidden information treatment. Without

revealing the free information about the payoffs for the child, participants only saw the

payoff structure with the question marks.
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Individual Differences Measures

After completing the willful ignorance task, participants proceeded to the
questionnaires measuring individual differences in perceived responsibility, trait empathy,
guilt proneness, and demographic details. All items from each questionnaire are provided in

the Appendix*®.

(i) Perceived responsibility. We asked participants to rate their agreement towards
three items on a 5-point Likert scale (1 = do not agree at all, 5 = agree completely), which
measured their perceived responsibility towards the child they could donate to. These items

were adapted from Erlandsson, Bjorklund, and Béckstrom (2015).

(ii) Empathy. We used the empathic concern and the perspective taking subscales of
the Interpersonal Reactivity Index (IRI; Davis, 1980) to assess individual differences in
empathy. The empathic concern subscale measured the “other-oriented” feelings of sympathy
or compassion for the less fortunate, while the perspective taking subscales measured the
cognitive tendency to see things from the point of view of others. Both subscales included
seven items, and participants rated how well each statement described them on a 5-point Likert

scale (1 = not well at all, 5 = extremely well).

(iii) Guilt Proneness. We used the Guilt-Repair and Guilt-Negative-Behavior-
Evaluation (Guilt-NBE) subscales of the Guilt and Shame Proneness scale (GASP; Cohen et
al., 2011) to measure participants’ propensity to experience guilt across a range of personal
transgressions. Each subscale consisted of four items that described a situation, and participants
rated the likelihood of their reaction to each situation on a 7-point Likert scale from (1 = very

unlikely, 7 = very likely).

(iv) Demographic Details. At the end of the experiment, participants were asked to fill
in details regarding their nationality, year of birth, gender, and socioeconomic status (SES). To
assess how participants perceived their SES, participants were shown a ladder in which the top
rung represented people who are the best off in the society, that is, are rich, educated, and have
the best jobs. The bottom rung represented people who are the worst off. Participants were

asked to select the rung that best represented them.

16 See the online version at https://doi.org/10.1016/.jesp.2023.104557
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At the conclusion of the data collection, and upon request, we would provide a
collective receipt of the donations made to the children in need via Children International. The
entire experiment took 8.10 minutes on average (SD = 5.28), for which participants were paid
a fixed fee of £1.1 for their participation, not including the additional bonus payment (£0.1 —

£0.6) depended on their choice in the willful ignorance task.

Sample Size, Power, and Sensitivity Analyses

To determine the number of participants needed to capture the effects of interest, we
first conducted a power analysis using the G*Power 3.1 software (Faul et al., 2007).
Specifically, we calculated the weighted average effect of ambiguity observed among seven
studies in which the recipient is a charity (supporting people in need or the environment; Exley,
2015; Felghendreher, 2018; Lind et al., 2019; Momsen & Ohndorf, 2019; Momsen & Ohndorf,
2020a; Momsen & Ohndorf, 2020b; Soraperra et al., 2023). The weighted average fraction of
altruistic choice is 0.53, as observed from 11 full information conditions and 0.40 as observed
from 20 hidden information conditions. The difference between the two conditions in terms of
the odds ratio is OR = 0.59. Thus, to obtain a similar effect with a = .05 and = .90 for a two-
tailed z-test for proportions, we needed 308 participants per cell. Thus, we recruited 616
participants for the two full information conditions. Given that participants in the hidden
information conditions only had a 50% chance of being placed in the state of conflict—the
state in which the decision is comparable to that in the full information conditions (see Figure
3.1)—the number of participants required for the hidden information conditions had to be
double the number of participants in the full information conditions, that is, 1,232 participants.

Overall, we recruited a total of 1,848 participants.

Second, we conducted a sensitivity analysis to assess whether we could capture a
meaningful main effect of determination. The effect of determination measured as the
difference in the amount of money donated to a single determined person versus a single
undetermined person using a preassigned number (Small & Loewenstein, 2003) is OR = 2.95

or Cohen’s d =0.60"". With the determined sample size of 308 participants per cell, that is, 616

7 To convert Cohen’s d to OR, we use the following formula:

dm
OR = exp(ﬁ)
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participants per comparison, o = .05 and B = .90, the smallest effect we could capture using a
two-tailed z-test for proportions was OR = 1.66 or Cohen’s d = 0.28. Thus, our planned sample

size for the current design would allow detecting a small effect of determination.

Finally, we used a Wald test to assess the minimum interaction effect we could detect
using our predetermined sample size, following the method of Demidenko (2008). We
specified the main effect of ambiguity (OR = 0.59) and determination (OR = 2.95) as reported
in past literature. With o = .05, p = .90, and 1,232 participants (that is, only observations made
in the states of conflict in the Full and Hidden information conditions), the smallest effect of
an interaction between ambiguity and determination we could detect was OR = 0.44 or Cohen’s
d =-0.45. Thus, we could detect a small to medium interaction effect with the current sample

size.

Preregistered Inclusion Criteria and Sample Characteristics

As planned, 1,851 participants, who were native English speakers and at least 18 years
old, were recruited via Prolific. To be included in our analyses, our preregistered inclusion
criteria stated that participants must: (i) make an allocation decision, (ii) pass the attention
check, and (ii1) have a unique IP address. Although we had preregistered including one
attention check item, we followed Prolific’s attention check policy, and included two items to
check for attention, one at the end of the IRI (Davis, 1983): “This is an attention check. Please
select the second answer from the left for this item” and one at the beginning of the GASP
(Cohen et al., 2011): “This is an attention check. Please select ‘Somewhat likely”’ for this item.”

In cases of IP address duplication, we included only the first response.

Of the 1,851 participants, 1 participant did not provide consent for data collection, 12
participants were excluded for having a duplicated IP address, and 85 participants did not
answer at least one attention check correctly. The final sample consisted of 1,765 participants

(46% male; Muge = 39.53, SDage = 13.33).

Preregistered Analyses

Following our planned analyses, we first test H1 and H2, to assess whether we replicate
the prior findings on the effect of determination and ambiguity on altruistic behavior. Second,

we test H3 to examine the moderating effect of ambiguity on the effect of determination. Third,
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we test H4 to examine the effect of determination on the likelihood of participants engaging in
willful ignorance. Finally, we explore how individual differences in perceived responsibility,
trait empathy and guilt proneness affect the observed interaction of determination and

ambiguity.

Transparency and Openness

The preregistration'®, data'®, and code?’ supporting the results of the study are openly
available on Figshare. We made three deviations from the preregistration. First, for simplicity
and to avoid forcing participants to translate monetary units (MU) into real money, we decided
to present the outcomes in actual currency (e.g., 60 pence) instead of MU’s as preregistered
(e.g., 6 MU). Second, we implemented two, instead one, items to check for attention following
Prolific’s policy. Third, to the preregistered analyses, we added an exploratory sorting analysis,
based on recent meta-analytical results (Vu et al., 2023) to test the willfulness of participants’

choice of ignorance.

Results

Main effects of determination, ambiguity and their interaction

We tested the simple effects of determination (H1), ambiguity (H2), and the interaction
effect (H3) using a logistic regression model predicting the likelihood of altruistic choices
(altruistic vs. selfish) using two dummy-coded predictors: determination (1 = Determination, 0
= No determination) and ambiguity (1 = hidden information, 0 = full information), and the

interaction term.

In (1 f p) = a + piDetermination + ,Ambiguity + B;Determination * Ambiguity + «.

Below, we specify the predictions in regression coefficient terms and the accompanying

results.

Replicating Prior Findings

18 https://figshare.com/s/182bae7268f0e1e85a82
19 https:/figshare.com/s/540b7cc4580894024¢
20 https://figshare.com/s/4cedf39aee98a3212985
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Testing H1: When given full information, participants will make more altruistic

choices for a child whose identity is determined than for a child whose identity is undetermined.

To replicate the simple effect of determination (e.g., Small & Loewenstein, 2003), we
tested whether the likelihood of altruistic choices (altruistic vs. selfish) varies as a function of
determination (determination vs. no determination) when decision-makers are provided with
full information (ambiguity = 0). A successful replication would be achieved if participants in
the full information conditions have a significantly higher likelihood of making altruistic
choices in the determination condition than in the no determination condition. In terms of
regression coefficients, we expect to replicate the positive effect of determination, that is, f1 >

0.

As can be seen in Figure 3.3 (panel A), results did not support H1. We found no
difference in the fraction of altruistic choices between the determination (93%) and the no
determination (92%) conditions when participants had full information about the consequences

of their choice for the child, B =-0.08, SE =0.32, z=0.25, p = .784.

Testing H2: When the child is undetermined, people will give less to the child in the

Hidden information condition than in the full information condition.

To replicate the simple effect of willful ignorance, we compared participants’ choices
between the full and hidden information conditions when participants faced an undetermined
child. To keep the treatments comparable in terms of random assignment, and as is common in
prior work (Vu et al., 2023), we focused only on observations made in the state of conflict in
the hidden information condition. The reason is that in the state of alignment, the option that
serves the decision-maker’s interest also serves the child’s interests. Thus, the choice structure
in the state of alignment of the hidden information condition is not comparable to that of the
full information condition, where participants always make choices in the state of conflict (see
the payoff structure in Figure 3.1). Using the same logistic regression model, we predict
altruistic choices (altruistic vs. selfish) from ambiguity (full vs. hidden information) when the
child is undetermined (determination = 0). In line with prior work (e.g., Dana et al., 2007), we
expect the likelihood of altruistic choices to be lower in the hidden information condition
compared to the full information condition. In terms of the regression coefficient, we expect to

replicate the negative effect of willful ignorance and ambiguity, that is, 2 <O0.
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As can be seen in Figure 3.3 (panel A), results supported H2. We found a simple effect
of ambiguity when the child is undetermined, with participants making significantly more
altruistic choices in the full information condition (92%) than in the hidden information

condition (59%), B =-2.27, SE = 0.25,z=-9.05, p <.001.*

Testing Novel Predictions

Testing H3: The difference in the odds of altruistic choices between the full and hidden
information conditions is larger when the child’s identity is determined compared to

undetermined.

To examine our novel prediction that the altruism gap between the full and hidden
information conditions is larger for a child whose identity is determined (vs. undetermined),
we used all observations from the full information conditions and observations from the state
of conflict of the hidden information conditions. A significantly negative interaction effect
would support the giving-in hypothesis. That is, if part of the increase in donations for a
determined child is due to concerns other than the child’s wellbeing, the effect of determination
in the full information treatment would be attenuated in the hidden information treatment. As

such, we would find support for the giving-in hypothesis if 3 < 0.

Results did not support H3. The interaction between determination and ambiguity was
not significant, § = 0.32, SE = 0.26, z = 0.89, p = .393 (Figure 3.3, panel A). The difference in
the odds of altruistic choices between the full and hidden information conditions for a
determined child (full information: 93%; hidden information 65%; odds = 11.41) is similar to

that for an undetermined child (full information: 92%; hidden information 56%; odds = 11.01).

21 An exploratory logistic regression testing the simple effect of ambiguity in the determination
conditions also revealed a significantly negative effect, p =-1.95, SE = 0.26, z=-7.43, p <.001.
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Figure 3.3

Fraction of Altruistic Choices for Each Condition
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Information avoidance

Testing H4: Participants are more likely to avoid information when facing a child

No Identification Identification

B Full Information | Hidden Information

whose identity is determined than when the child is undetermined.

To test whether information avoidance varies as a function of determination, we used
observations from both states of the world in the hidden information treatments. We use
observations from both the states of conflict and alignment because, before deciding whether
to obtain information, participants are unaware of the consequence for the child in both states.
In this logistic regression model, we predicted ignorance (1 = avoid information, 0 = acquire
information) from determination (1 = determination, 0 = no determination). We predict that

participants will be more likely to avoid information when the child’s identity is determined

compared to undetermined, i.e., f1 > 0.
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The results did not support H4. We found no difference in the likelihood of participants
ignoring information when facing a determined child (54%) compared to an undetermined

child (56%), p =-0.08, SE =0.12, z =-0.72, p = .473 (Figure 3.4, panel A).

Figure 3.4
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Exploratory analyses: Sorting

We conducted an additional, not preregistered, exploratory analysis to examine
participants’ allocation decisions depending on their information choice. This analysis, called
the sorting effect (Vu et al., 2023), tests whether participants self-select into their preferred
environment, with or without information, to facilitate their donation decision. For this
analysis, we apply a logistic regression model, using only observations in which participants
have full information about the consequences of their choices, regardless of whether the
information is given by default (in the full information condition) or revealed based on the

participant’s choice (in the hidden information condition). The model predicts the likelihood
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of altruistic choices (1 = altruistic vs. 0 = selfish) using two dummy-coded predictors:
determination (I = determination vs. 0 = no determination) and ambiguity (1 = hidden
information vs. 0 = full information). We did not include the interaction term of determination
and ambiguity in this logistic regression model, because (i) determination and ambiguity did
not interact in the main analysis, and (ii) there is no theoretical reason to expect the sorting

effect to be moderated by determination.

Replicating meta-analytic results (Vu et al., 2023), results revealed a significant effect
of ambiguity, f=1.02, SE=0.42,z=2.45, p=.015. That is, participants who chose information
in the hidden information made more altruistic choices (no determination: 98%; determination:
97%) than participants who were given information by default in the full information condition
(no determination: 92%; determination: 93%). The effect of determination was not significant,

B=0.04, SE=0.30,z=0.12, p = .901 (Figure 3.5, panel A).

Comparing the likelihood of altruistic choices between participants who choose
information and those who ignore information in the hidden information condition, we run an
additional logistic regression with information choice (1 = reveal vs. 0 = ignore) and
determination (1 = determination vs. 0 = no determination) as the predictors of altruistic choices
(1 = altruistic vs. 0 = selfish). The results revealed that participants who revealed information
(no determination: 98%; determination: 97%) made significantly more altruistic choices than
participants who ignored information (no determination: 26%; determination: 39%), § = 3.84,
SE=0.31,z=12.21, p <.001. The effect of determination was not significant, § = 0.29, SE =
0.15,z=1.88, p = .061. See Table S1 in the Supplementary Materials for the frequencies of

altruistic choices made in the hidden information condition, separated by information choice.
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Figure 3.5

Fraction of Altruistic Choice Separated by Choice and Condition
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Note. FI denotes all observations in the full information condition. HI — Reveal denotes
observations of participants who revealed information in the hidden information condition. HI
— Average denotes all observations in the hidden information condition. HI — Ignore denotes
observations of participants who ignore information in the hidden information condition. *p <

.05, **¥p < 001.

Exploratory analyses: Individual differences

Following our preregistered analysis plan, we also conducted four additional logistic
regression models to examine how each measure of individual differences, (i) perceived
responsibility, (ii) empathy, (iii) guilt-NBE and (iv) guilt-repair, interact with ambiguity and
determination in predicting the likelihood of altruistic choices. We computed the standardized
z score for each variable and assessed the three-way interaction of each variable with
determination and ambiguity in four separate models. We followed the recommendation in
Cohen et al. (2011) and tested the two subscales of guilt-proneness: guilt-NBE and guilt-repair,

separately in two different models to avoid multicollinearity. While guilt-NBE measures the
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emotional propensity to feel bad about one’s behavior, guilt-repair measures the action

tendency to compensate for one’s transgression.

The results revealed that perceived responsibility, B = 1.17, SE = 0.21, z = 5.51, p <
.001, empathy, B =0.61, SE=0.22, z=2.82, p =.005, and guilt-NBE, = 0.59, SE=0.19, z =
3.18, p = .001 are significant positive predictors of altruistic choices, above and beyond the
other variables, but that was not the case for guilt-repair, p = 0.93, SE = 0.68, z =137, p =
.172. The simple effect of ambiguity remained significantly negative after controlling for the
four measures of individual differences. We again observe no effect of determination. None of
the two- or three-way interactions were significant. See Table S2 in the Supplementary

Materials for the detailed regression results.

Discussion

Results of Experiment 3.1 replicated the willful ignorance effect (H2): compared to
when participants were informed of the consequences of their choice for a child in need,
participants who were allowed to avoid learning the consequences of their choice acted less
altruistically (e.g., Dana et al., 2007; Vu et al., 2023). On the other hand, we did not replicate
the determination effect (H1), that is, participants did not make more altruistic choices for a
determined child than for an undetermined child. Given the lack of a simple effect of
determination, we also did not observe an interaction between ambiguity and determination
(H3). Participants were also similarly likely to reveal information when facing a determined

child compared to those facing an undetermined child (H4).

We suspect the null effect of determination is due to a ceiling effect. That is, even when
the child is undetermined, the large majority of participants (92%) still make the altruistic
choice, leaving little room for a determined child to receive more donation. Given that (i) a
determined child does not receive more donation than an undetermined child and (i1) there is
no interaction effect, we cannot conclude that the motivations underlying the allocation
decisions are different for a determined child compared to an undetermined child. The large
fraction of participants making the altruistic choice is high compared with previous meta-
analytical results (Vu et al., 2023), suggesting an average altruism of 92.5% across task
parameters. It is possible that the parameters we implemented, which directly replicate the

standard parameters used in the willful ignorance literature (Dana et al., 2007; Vu et al., 2023),
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coupled with the platform we have chosen to sample participants from led to this exceptionally

high baseline level of altruism.

Exploratory analyses replicated recent meta-analytical results (Vu et al., 2023) showing
that participants who revealed information in the hidden information condition made more
altruistic choices than participants who received information by default in the full information
condition. In contrast, participants who ignored information made fewer altruistic choice than
participants who revealed information. Further analyses on individual differences showed that
perceived responsibility, empathy, and guilt-NBE were significant positive predictors of
altruistic choices, but these individual differences did not moderate the willful ignorance effect.
Overall, the results suggest that some participants willfully avoid information when given the
opportunity, and some indeed give in when asked to make a donation decision in the full
information conditions. However, the tendency to give in is independent of whether the child

who will receive the donations has been predetermined or not.

Experiment 3.2

Expanding Experiment 3.1, we used an approach with higher external and ecological
validity to manipulate identification in Experiment 3.2. Experiment 3.2 serves as a high power
replication study of past literature on the identified victim effect, offers practical implications
for real-life charity organizations, and further investigates whether and how rich identifying

information impacts giving (in).

Method and Procedure

We used the same materials as in Experiment 3.1. Participants were randomly assigned
to one of the conditions in a 2 (full information vs. hidden information) x 2 (no identification
vs. identification) factorial between-subjects design. Participants were informed that they
would be able to donate to one real child in need via the Children International charity. Similar
to the commonly used approach (e.g., Cryder & Loewenstein, 2012; Dickert et al., 2011; Kogut
& Kogut, 2013; Kogut & Ritov, 2005a; Small et al., 2007), we chose and presented one child
to all participants. The child was 4 years old, had a common Western name and was
photographed with a neutral facial expression. Specifically, participants in the no identification
conditions received the following information (the brackets include alternative phrases for the

identification conditions):
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“In this experiment, your decision will determine the payoff for yourself and for a
charity recipient. The donation will be made to a child [name, age, gender, nationality]
via the Children International charity. [Name] is currently living in a poor community,
whose family’s income can barely cover the basic necessities. The donation made to
[name] will provide [name] with educational and healthcare services. Children
International is a highly rated and impactful charity that supports children in need. You
will not find out who this child is in the end. [The last sentence is not included in the

identification condition.]”

Information concerning the child in the experiment was real and was retrieved from the
website of Children International at the commencement of the data collection. All choices made
by the participants in the experiment resulted in real donations made to the child via Children

International.

After reading the above information, participants were asked to make a choice in the
willful ignorance task (see Figure 3.2) and answer the questionnaires measuring their level of
perceived responsibility, trait empathy, guilt proneness and demographic details (see

Experiment 3.1).

Sample Size, Power, and Sensitivity Analyses

As in Study 1, we determined the number of participants needed to capture the effects
of interest using the G*Power 3.1 software (Faul et al., 2007). Our targeted sample size was)
1,848 participants. The average weighted effect of identification measured as the difference in
the amount of money donated to a single identified child versus a single unidentified child,
providing the child’s name, age, and photo (Kogut & Ritov, 2005a; Small et al., 2007; Dickert
et al., 2011; Kogut & Kogut, 2013) is OR = 2.71 or Cohen’s d = 0.55. With the determined
sample size, the smallest effect of identification we can capture is OR = 1.66 or Cohen’s d =
0.28, and the smallest effect of an interaction between ambiguity and determination we can
detect is OR = 0.44 or Cohen’s d = -0.45. Thus, our planned sample size for the current design

allows detection of a small effect of identification and a small to medium interaction effect.
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Preregistered Inclusion Criteria and Sample

We used the same preregistered inclusion criteria as specified in Experiment 3.1. A
total of 1,847 native English speakers aged 18 and above took part in Experiment 3.2 via
Prolific. Out of those, 1 participant did not provide consent for data collection, 11 participants
were excluded due to having a duplicated IP addresses, and 98 participants did not answer at
least one attention check correctly. The final sample consisted of 1,737 participants (50% male;

Muge = 40.69, SDage = 13.39).

Preregistered Analyses

The planned analyses are the same as in Experiment 3.1, except that we include
dummy-coded identification (1 = identification, 0 = no identification) as one of the predictors
of altruistic choices (1 = altruistic choice, 0 = selfish choice) in the first logical regression
model and of ignorance (1 = avoid information, 0 = acquire information) in the second logistic

regression model.

Results

We tested the simple effects of identification (H1), ambiguity (H2), and the interaction
effect (H3) using a logistic regression model predicting the likelihood of altruistic choices
(altruistic vs. selfish) using two dummy-coded predictors: identification (1 = identification, 0
= no identification) and ambiguity (1 = hidden information, 0 = full information), and the

interaction term.

Replicating Prior Findings

Testing H1: When given full information, participants will make more altruistic

choices for an identified child than for an unidentified child.

Results did not support H1. We found no difference in the fraction of altruistic choices
between the identification (91%) and the no identification (93%) conditions when participants

had full information, B =-0.23, SE = 0.30, z = -0.75, p = .453 (Figure 3.3, panel B).

Testing H2: When the child is unidentified, people will give less to the child in the

hidden information condition than in the full information condition.
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Results supported H2, revealing a simple effect of ambiguity, p=-1.87, SE=0.25,z =
-7.34, p <.001. When the child is unidentified, participants made significantly more altruistic
choices in the full information condition (93%) than in the hidden information condition (66%;

Figure 3.3, panel B)*.

Testing Novel Predictions

Testing H3: The difference in the odds of altruistic choices between the full and hidden

information conditions is larger for an identified child compared to an unidentified child.

Results did not support H3, revealing no interaction effect between identification and
ambiguity, B =0.14, SE=0.35,z=0.39, p = .694. That is, the difference in the odds of altruistic
choices between the full and hidden information conditions is not significantly different for an
identified child (full information: 91%, hidden information: 64%, odds = 8.20) and an
unidentified child (full information: 93%, hidden information: 66%, odds = 10.57; see Figure
3.3, panel B).

Information avoidance

Testing H4: Participants are more likely to avoid information when facing an identified

child than an unidentified child.

To test whether participants are more likely to avoid information when facing an
identified child, we conducted the second logistic regression model predicting the likelihood
of ignorance (ignore vs. reveal) using a dummy-coded predictor: identification (1 =

identification, 0 = no identification).

Results did not support H4, revealing no difference in the likelihood of participants
ignoring information when facing an identified child (52%) compared to an unidentified child

(57%), p=-0.14, SE=0.12, z = -1.22, p = .223 (Figure 3.4, panel B).

22 An exploratory logistic regression testing the simple effect of ambiguity in the identification
conditions also revealed a significantly negative effect, p =-1.73, SE =0.24, z = -7.24, p <.001.
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Exploratory analyses: Sorting

Similar to Study 1, we conducted an additional, and not preregistered, exploratory
sorting analysis to examine participants’ allocation decisions depending on their information
choice. Using only observations in which participants have full information, regardless of
whether the information is given by default (in the full information condition) or revealed based
on the participant’s choice (in the hidden information condition), the model predicts the
likelihood of altruistic choices (1 = altruistic vs. 0 = selfish) using two dummy-coded
predictors: identification (1 = identification vs 0 = no identification) and ambiguity (1 = hidden
information vs. 0 = hidden information). The results revealed a significant effect of ambiguity,
B=0.81, SE = 0.34, z = 2.36, p = .018. That is, participants who reveal information in the
hidden information condition (no identification: 95%; identification: 97%) made more
altruistic choices than participants who were given information by default in the full
information condition (no identification: 91%; identification: 93%). Similar to the main
analysis, there was no effect of identification, f =-0.06, SE = 0.27, z =-0.25, p = .800 (Figure
3.5, panel B).

To compare the likelihood of altruistic choices in the hidden information condition
between participants who revealed (vs. those who ignored) information, we ran an additional
logistic regression model predicting altruistic choices (1 = altruistic vs. 0 = selfish) with
information choice (1 = reveal vs. 0 = ignore) and identification (1 = identification vs. 0 = no
identification) as the predictors. The results showed that participants who revealed information
(no identification: 95%; identification: 97%) made significantly more altruistic choices than
participants who ignored information (no identification: 31%; identification: 36%), B = 3.60,
SE=0.28,z=12.74, p <.001. There was again no effect of identification, f =-0.02, SE =0.15,
z =-0.14, p = .886. See Table S3 in the Supplementary Materials for the frequencies and
fractions of altruistic choices in the hidden information condition separated by information

choice.

Exploratory analyses: Individual differences

We also conducted four logistic regression models to examine how each measure of
individual differences, (i) perceived responsibility, (ii) empathy, (iii) guilt-NBE and (iv) guilt-
repair, interact with ambiguity and identification in predicting the likelihood of altruistic

choices. The two subscales of guilt-proneness: guilt-NBE and guilt-repair, were tested as two
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separate predictors in two different models following the recommendation in Cohen et al.

(2011). The variables were standardized as z scores before entered into the models.

Table S4 in the Supplementary Materials shows the detailed regression results. The four
logistic regression models revealed that perceived responsibility, B =1.19, SE=0.22, z = 5.32,
p <.001, empathy, B =1.08, SE = 0.25, z=4.38, p <.001, guilt-NBE, B =0.71, SE =0.20, z =
3.54, p <.001, and guilt-repair, p = 2.5, SE =0.67, z=3.76, p < .001 were significant positive
predictors of altruistic choices. The simple effect of ambiguity remained significantly negative
after controlling for the four measures of individual differences. We again observe no effect of

1dentification.

There was a significant interaction between ambiguity and empathy, p = 0.78, SE =
0.28, z = -2.81, p = .005. Figure 3.6 illustrates the relationship, showing that at low level of
empathy (below the mean), the predicted probability of altruistic choices increases as empathy
increases, but this increase is smaller in the hidden information condition compared to the full
information condition. At high level of empathy (above the mean), the relationship reverses so
that the increase in the predicted probability of altruistic choices as empathy increases is
smaller in the full information condition compared to the hidden information condition. This
relationship between the empathy and ambiguity is independent of identification. No three-way
interactions were significant. See the detailed regression results in Table S4 in the

Supplementary Materials.
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Figure 3.6

The Predicted Probability of Altruistic Choices as a Function of Empathy
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Note. The figure plots data in the 95% quantile of the standardized empathy scores.

Discussion

Experiment 3.2 replicated the results of Experiment 3.1 and the willful ignorance effect
(H2): participants make fewer altruistic choices when they are allowed to avoid learning the
consequences of their choices compared to when they are informed by default. A further
exploratory analysis replicated the sorting effect: participants who willingly informed
themselves of the consequences of their actions in the hidden information condition were more
altruistic than those who were informed by default in the control condition. Participants who

avoided information were significantly less altruistic than those who revealed information.

We again did not replicate the identification effect (H1), that is, participants were
similarly altruistic to the identified child as to an unidentified child. Accordingly, we did not
observe an interaction between ambiguity and identification (H3). Participants were also
similarly likely to reveal information when facing an identified child compared to those facing

an unidentified child (H4). Similar to Experiment 3.1, we observe a ceiling effect, that is, the
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fraction of altruistic choices made in the full information condition for an unidentified child is
very high (93%), leaving little room for an identified child to receive more donations. Given
that an identified child did not receive more donations than an unidentified child, and that there
is no significant interaction between identification and ambiguity, we cannot conclude that the
motivations underlying giving behaviors for identified versus unidentified children differ.
Additional analyses revealed that perceived responsibility, trait empathy and guilt-proneness
were significant positive predictors of altruistic choices, and there was a significant negative

interaction between empathy and ambiguity.

General Discussion

The current registered report was designed to disentangle whether people give more or
give in more when facing an identified (vs. unidentified) charity recipient. We compare the
donation decisions for a determined (vs. undetermined) child in Experiment 3.1 and an
identified (vs. unidentified) child in Experiment 3.2 in two different settings. In the first setting,
participants choose one of two allocation options, and they have full information about how
each option would impact the donation to the child. In the second setting, participants choose
between two allocation options in an ambiguous setting, in which they can either reveal the

consequences of their choice for the child or remain willfully ignorant.

Results from two preregistered experiments (N = 3,671) revealed a strong and robust
effect of willful ignorance in both Experiment 3.1 and 3.2, supporting H2. That is, the large
majority of participants (> 90%) were willing to give up a small amount of personal payoff to
choose the altruistic option that benefits the child when they were fully informed of how their
choice would impact the donation to the child. However, when participants had to take action
to learn the consequences of their choices, more than 50% of participants avoided learning the
impact of their choice for the child, even when such information could easily be obtained for
free. This willful ignorance led to a significant decrease in altruistic choices made for the child,
down to approximately 60% from more than 90%. The effect was not moderated by whether
the child has been determined or identified, possibly due to the very high baseline fraction of

giving in the full information conditions.

Further exploratory sorting analyses revealed that participants in both Experiment 3.1
and 3.2 self-select into their preferred environment to facilitate their donation decisions.

Replicating meta-analytical results (Vu et al., 2023; see also Grossman & Van der Weele,
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2017), participants who willingly acquired information to resolve the ambiguity in the hidden
information condition made more altruistic choices (97%—-98% in Experiment 3.1; 95%—97%
in Experiment 3.2) than those who were given information by default in the full information
condition (92%-93% and 91%-93% respectively). In contrast, participants who ignored
information were much less likely to make altruistic choices (26%-39% and 31%-36%

respectively) compared to those who acquired information.

In contrast to past literature, we did not replicate the identified victim effect. That is,
participants were similarly altruistic to an undetermined (Experiment 3.1) and an unidentified
(Experiment 3.2) child compared to a determined or an identified child. Further, contrary to
our preregistered predictions, determination (Experiment 3.1) and identification (Experiment
3.2) did not moderate the willful ignorance effect. That is, the altruism gap between the Full
and hidden information conditions was similar both when the child was determined/identified
and when they were undetermined/unidentified. Participants were also similarly likely to avoid
information when facing a  determined/identified child compared to an

undetermined/unidentified child. Thus, we did not find evidence supporting H1, H3, and H4.

While we did not find determination and identification to be significant predictors of
altruistic choices, we found those who perceive more responsibility towards the child, as well
as those with higher empathy and guilt-NBE (that is, the emotional disposition to feel bad about
one’s action) to be more likely to choose altruistically. These results are consistent between
Experiment 3.1 and 3,2 and are in line with past literature showing that perceived responsibility
(e.g., Erlandsson et al., 2013), empathy (e.g., Small et al., 2007) and guilt-proneness (e.g.,
Cohen et al., 2012; Thielmann et al., 2020) are related to altruistic decisions. We found
participants who scored higher on the guilt-repair subscale, which measures the action tendency
to correct for one’s behavior, had a higher likelihood of making altruistic choices in Experiment
3.2 but not in Experiment 3.1. In both experiments, we did not observe any three-way
interaction between the measures of individual differences, ambiguity and

determination/identification.

In Experiment 3.2 (but not Experiment 3.1), we observed a negative interaction between
ambiguity and empathy. The result suggests that at low level of empathy (below the mean), an
increase in empathy leads to a faster increase in the predicted probability of altruistic choices

in the Full compared to the hidden information condition. In the full information condition, the
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predicted probability of altruistic choices quickly approached 1.0 for participants who scored
1 SD above the mean in empathy. Thus, at high level of empathy, one unit increase in empathy
leads to a slower increase in altruistic choices in the Full compared to the hidden information
condition. This interaction between empathy and ambiguity was only observed in one study;

thus, the result should be interpreted with care and requires further testing.

Implications, Limitations and Future Directions

Given that (i) participants did not make more altruistic choices for a
determined/identified child compared to an undetermined/unidentified child and that (ii) there
was no interaction between determination/identification and ambiguity, the results suggest that
the motives underlying giving behaviors to the children are similar irrespective of
determination/identification. On the other hand, (i) the strong and robust decrease in altruistic
choices in ambiguous settings and (ii) the clear pattern of participants sorting into their
preferred environment, suggest that some people willfully avoid information to facilitate
making selfish choices. Overall, the experimental results suggest that some people indeed give
in when asked to make a donation in a transparent environment but would rather avoid such
environment when allowed the opportunity. This tendency to give in, however, is independent
of whether the charity recipient has been determined or identified. In the charity giving context,
our experimental results suggest that ensuring a transparent donation setting is important for

fundraising success.

The null effect of determination/identification (and the subsequent null interaction
effect) is most likely due to a ceiling effect. That is, in both studies participants demonstrated
high levels of altruistic choices towards an undetermined/unidentified child (more than 90% in
both experiments), leaving little room for a determined/identified child to receive more
donations. We believe there are two reasons behind this ceiling effect. First, the recipient of
the task is a child in need, currently living in poverty. In previous studies examining the willful
ignorance effect, the recipient has either been an anonymous peer or a charity supporting people
in need or the environment (Vu et al., 2023). Even when the recipient child in our studies was
undetermined or unidentified, highlighting the existence of one poor child might have led to a

high level of baseline altruism (Kogut & Ritov, 2005b).

Second, the experiment presents participants with a relatively low cost for altruism.

Participants in our experiments engaged in a binary dictator game and choose between two
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fixed allocation options. This is the common procedure in the willful ignorance literature (Vu
et al., 2023) but is typically different from past work on the identified victim effect, in which
participants were free to choose the amount they want to donate from their allocated
endowment (Lee & Feeley, 2016). While our method allows for a clear distinction of altruistic
vs. selfish choices, it limits participants’ ability to express their levels of altruism. The
parameters we used meant that participants can earn only £0.1 more by making the selfish
choice. If they were willing to give up £0.1 of their own profits, they would increase the child’s
donation by £0.4. Given that the selfish option (£0.6 for the participants and £0.1 for the child)
provided relatively low temptation but higher potential harm for the child, most participants
choose altruistically even when the child is undetermined/unidentified when provided with full
information, aligned with previous meta-analytic findings (Vu et al., 2023). To further test the
role of determination/identification in shaping giving vs. giving in behavior, changing the

incentive scheme or increasing the cost of altruism for participants seems promising.

One may also argue against the interpretation of the ceiling effect. That is, even though
the room for altruism to increase is small, we still found participants who acquired information
to act more altruistically than participants in the control condition. Further, we also did not
observe an effect of identification in the hidden information treatments (56%—-64% vs. 64%—
66%). It is important, however, to note that we cannot tell from the null interaction effect if
there is no identification effect in the hidden information conditions or if the identification
effect is reduced by ambiguity. Furthermore, the low cost of the altruistic act may have
motivated even people with minimal altruistic concerns, driven more by image concerns, to
choose the altruistic option for an undetermined/unidentified child. This leaves primarily self-
interested individuals to make more altruistic choices for a determined/identified child, and it
is reasonable to assume, albeit speculatively, that self-interested individuals are the least likely
to be affected by the child’s identity information. Similarly, we can make the same argument
as for why people who acquired information were significantly more likely to act altruistically.
Giving participants the choice to acquire information distinguishes people who genuinely care
about the children from those who give in in the baseline condition, leading to an observable
difference in the likelihood of altruistic choices between participants who acquired information
willingly and those who received the information passively. Overall, we believe it is
worthwhile for future research to test more systematically the boundary conditions of the

identification effect and whether such effect varies as a function of the cost of altruism.
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Conclusion

Every year, many people donate to charity. Our research shows that some of the
donations may have been reluctantly given. The tendency to give reluctantly, to preserve a
positive image, is independent of whether the charity recipient is identified. Overall, the studies
suggest that to increase donations, designing a transparent environment, in which potential
donors receive explicit information about how their actions impact others, would be valuable

for charity organizations..
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More than ever before, people make important decisions while distracted. People email while
walking, Zoom while driving, and check their stock portfolio while attending a concert.
Indeed, the environments in which people make decisions are increasingly noisier and more
distracting (Kozyreva et al., 2023), which can lead to injustice, health hazards, and loss of
time and wealth (Kahneman et al., 2021). Not surprisingly, institutions increasingly use
default options to assist people in making decisions even when distracted (Benartzi et al.,

2017; DellaVigna & Linos, 2022; Thaler & Sunstein, 2009, 2021).

Defaults increase the likelihood of an option being chosen by up to 30 percent
(Jachimowicz et al., 2019; Mertens et al., 2022). When set wisely, defaults can promote a range
of desirable behaviors, including altruistic (Everett et al., 2015; Goswami & Urminsky, 2016;
van Dalen & Henkens, 2014; Zarghamee et al., 2017), healthy (Peters et al., 2016; Wisdom et
al., 2010), and environmentally friendly choices (Berger et al., 2022; Kaiser et al., 2020;
Momsen & Stoerk, 2014; Pichert & Katsikopoulos, 2008). Successful implementations have
increased organ donations (Johnson & Goldstein, 2003), savings for retirement (Cronqvist et
al., 2018), and green energy consumption (Ebeling & Lotz, 2015). By the same token, however,
poorly set defaults can promote undesirable outcomes (Sunstein, 2021; Thaler, 2018),
including cheating (Mazar & Hawkins, 2015) and tax evasion (van Dijk et al., 2020). The
uptake of renewable energy contracts, for example, dropped from 69 percent when the default
was set on the renewable energy option to merely 7 percent when the default was set on the
non-renewable energy option among 3,512 German households (Ebeling & Lotz, 2015). In the
current work, we tackle the question of whether distractions increase the reliance on defaults
and whether this increased reliance depends on the type of default. Specifically, we ask, are
defaults set on selfish, rather than altruistic choices, especially likely to be chosen in distracting

environments?

On the one hand, distracting environments present a challenge for people seeking to
remain focused on their current tasks, independent of the default option. People have a limited
cognitive capacity to process information (Fukuda & Vogel, 2009; E. K. Vogel et al., 2005).
Distractions can draw people’s attention away from task-relevant information (Fukuda &
Vogel, 2009, 2011; E. K. Vogel et al., 2005), i.e., information instrumental for decision making.
This effect is especially pronounced when distractions signal potential rewards (Rusz et al.,
2020). Accordingly, in distracting environments, people often opt for mental shortcuts and

simple strategies such as relying on the default options to make quick decisions (Amer et al.,
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2016). Such increased reliance on defaults may occur regardless of the default type (Sunstein,
2017; Huh et al., 2014; Whitney et al., 2008). This distractions-distract hypothesis serves as
our null hypothesis (Figure 4.1, panel A). Formally put,

HO: The increase in the likelihood of choosing the default option in the presence (vs.

absence) of distractions is similar for a selfish and an altruistic default.

On the other hand, and against the distractions-distract null hypothesis, we test the
prediction that people will be distracted from doing good. That is, relative to a distraction-free
setting, distractions increase the likelihood of the default option being implemented, especially
when the default is set on a selfish (vs. altruistic) option. Previous work provides initial support
for the distracted-from-doing-good hypothesis. In particular, work on (i) moral wiggle room
(people’s tendency to justify selfish choices by using situational excuses) and (ii) motivated

attention (people’s tendency to focus on self-serving, rather than self-harming, information).

Having a situational excuse, such as a selfish default, provides people with a
justification to behave selfishly, as it allows them to disengage their internal moral compass to
act selfishly without damaging their positive self-image. People indeed often seek justifications
to maintain a positive self-image when behaving selfishly. Having a justification allows people
to enjoy both worlds: serving one’s self-interest while feeling good about doing so (Abeler et
al., 2019; Leib et al., 2021; Shalvi et al., 2011, 2015; Vu et al., 2023). For example, to justify
their selfish decisions, people often strategically avoid learning the negative impact their
choices have on others (Dana et al., 2007; Vu et al., 2023, 2024). Providing participants with
the opportunity to avoid learning the negative consequences of their action leads to a 16-
percentage-point drop in the level of altruistic choices (Vu et al., 2023). In the context of the
current research, the selfish defaults can serve as the justification that help participants
reconcile their self-interest with their self-image, as the selfish decision will be automatically
implemented for participants without having to make an active choice (Mazar & Hawkins,

2015).

Furthermore, people tend to pay selective attention to self-serving information (Balcetis
& Dunning, 2006; Fischbacher et al., 2022; Hart et al., 2009; Hochman et al., 2016; Leib et al.,
2019; Pittarello et al., 2015) and tend to perceive and interpret their environment in a manner
that fits their wishes (Balcetis & Dunning, 2006). In ambiguous situations in which people can

cheat to maximize earnings, people tend to look longer at the tempting, high-paying yet task-
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irrelevant option and less at self-harming but task-relevant information (Hochman et al., 2016;
Pittarello et al., 2015). Selectively attending to and processing mostly self-serving information
is the key underlying mechanism that allows people to feel comfortable behaving in a selfish
way (Shalvi et al., 2011). In the current context, distractions can serve as the tempting yet task-
irrelevant information for participants to divert their attention to, allowing them to make selfish

choices while claiming they have not noticed the negative impact of their action.

Taken together, the outlined work suggests that compared to a distraction-free
environment, distractions will draw people’s attention away from task-relevant information,
increasing people’s reliance on defaults. For those who need an excuse to make selfish choices,
such an environment should be even more attractive when there is a selfish, rather than an
altruistic, default setting in place. Accordingly, we expect distractions to increase the likelihood
of the default option being chosen, especially when the default is set on a selfish option as

opposed to an altruistic option (Figure 4.1, panel B). Formally put,

H1: The increase in the likelihood of choosing the default option in the presence (vs.

absence) of distractions is higher for a selfish (vs. an altruistic) default.
Figure 4.1

Graphical representation of the predictions.
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The Role of Mind Wandering

How much a distraction alters decisions may differ across people. Some individuals are
more easily distracted than others, making them more likely to be distracted from doing good.
People who have a high tendency to mind wander—those who are likely to have stimulus-
independent thoughts when performing well-practiced tasks (Mason et al., 2007, 2013)—are
more susceptible to external, task-irrelevant distractions (Forster & Lavie, 2014) and are more
likely to experience lapses of attention (Unsworth et al., 2021). This is because a common
executive control mechanism—the working memory capacity—exerts attentional control over
both external distractions (Kane & Engle, 2003) and internal, mind-wandering thoughts
(Forster, 2013; Forster & Lavie, 2014; McVay & Kane, 2009). Accordingly, we will examine

whether individual differences in mind-wandering lead to differential effects in our hypotheses.

Mind-wandering can be deliberate, characterized by a willful shift of attention to task-
irrelevant content, or spontaneous, reflecting the process of involuntary attentional capture
despite one’s best attempt to focus on their current task (Seli et al., 2016). Although deliberate
and spontaneous mind-wandering are positively correlated, they result from different
operations of the attentional-control network (Robison & Unsworth, 2018). Spontaneous mind-
wandering reflects a failure of executive control and is often associated with symptoms of
attention-deficit/hyperactivity disorder (Lanier et al., 2021). Deliberate mind-wandering, on
the other hand, is associated with higher working-memory capacity, which allows for the
flexibility to have task-relevant and task-irrelevant thoughts, depending on the situational
demands (Mason et al., 2007; Rummel & Boywitt, 2014). Accordingly, if distractions indeed
lead to higher reliance on default options when those options are selfish (i.e., the behavioral
pattern depicted by the distracted-from-doing-good hypothesis; H1), then people who are high
(vs. low) on deliberate mind-wandering should be more susceptible to show the effect.

Formally put,

H2: People with a high (vs. low) tendency to mind wander deliberately will choose the
default option more when the default is set on the selfish option as opposed to the altruistic

option.

We do not expect individual differences on spontaneous mind-wandering to moderate

the predicted effects.
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We tested these predictions in Experiment 4.1 with a confirmatory, within-subjects
design. The within-subjects design allows us to directly test our hypotheses at the aggregate
level. Importantly, it further allow us to explore the extent to which distractions and defaults
affect the behavior at the individual level (Fischbacher et al., 2022). We control for participants
social preferences by measuring their social value orientation (SVO; Murphy et al., 2011).
Doing so allows us to pinpoint which SVO type is the most likely to be influenced by the

default options.

Methods

Ethics Information and Transparency

This research complies with ethical regulations for research conducted with human
participants. The study protocol has been approved by the ethics review board (reference EB-
6385) of the Economics and Business Ethics Committee, University of Amsterdam. We
obtained informed consent from all participants prior to participation. The preregistration, data,

and code supporting the results of the study are available on OSF?.

Materials

Participants were informed that the experiment would consist of three parts: (a) a
repeated binary dictator game, (b) a SVO slider measure, and (c) mind wandering and

demographic questionnaires.

Repeated binary dictator game

In the first part of the experiment, participants engaged in an online repeated binary
dictator game in which they decided between two options that determine their own payoff and
the amount of money that will be donated to an unidentified charity recipient randomly chosen
from the Children International Charity. Specifically, participants received the following

message:

“In this experiment, your decision will determine the payoff for yourself and for a
charity recipient. The donation will be made to a child via the Children International

charity. This child is currently living in a poor community, whose family's income can

23 https://osf.io/3dsxz/?view_only=c7788cdd2b7e40728996b80ffeb59124
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barely cover the basic necessities. The donation made to this child will provide the
child with educational and healthcare services. Children International is a highly rated
and impactful charity that supports children in need. You will not find out who this

child is in the end.”

We implemented a 2 (default: selfish vs. altruistic) x 2 (distraction vs. no distraction)
full factorial within-subjects design. Participants completed 10 trials for each of the four
conditions, 40 in total. We randomized the default conditions and the distraction conditions in
blocks in a counter-balanced order. On distracting trials, we presented a positive-valence
graphics interchange formats (GIFs), and on non-distracting trials, a grey rectangle (see Figure

4.2).2

In each trial, participants used the mouse to choose between an option that was
financially more beneficial to them but less beneficial to the child (the selfish option) versus
an option that is less beneficial to them but more beneficial to the child (the altruistic option;
Figure 4.2). We jittered the payoffs for self and the child between choices but kept the total

amount of the monetary split fixed at 100 experimental units, with 100 units equal to £1.

Participants completed their choices in two blocks. To keep the default nudges
transparent (Thaler & Sunstein, 2021), at the beginning of each block, participants learned
whether the default option would be mostly selfish or altruistic. Specifically, participants were
informed that in 90 percent of the trials in the coming block, the default option is financially
better for them (in the selfish default condition) or for the child (in the altruistic default
condition) than the non-default option. The remaining 10 percent of the trials in a block had
the default set on the opposite option. We implemented the same default in 90 percent, rather
than 100 percent, of the trials to encourage participants to keep paying attention to the

information appearing on the screen.

In each trial, participants had 3000ms to choose between the default and the alternative
option. Choosing the alternative option does not end a trial earlier. After 3000ms, the selected

option was locked in. After each trial, there was an intertrial interval lasting between 1000ms—

24 Distractions was implemented by presenting positive-valence graphics interchange formats (GIFs).
The positive distractions are similar to what people may be exposed to in everyday life (e.g., a cute cat GIF
often observed on social media). In a pilot study, we pre-tested 120 animal-related GIFs to ensure they were (i)
positive-valence and (ii) not too arousing nor boring (see Supplementary Information at
https://osf.io/3dsxz/?view_only=c7788cdd2b7e40728996b80ffeb59124).
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3000ms. In addition to the show-up fee, we randomly selected one trial to determine the bonus
payment for each participant, as well as the amount to the child in need via the Children

International charity.

Figure 4.2

Experimental paradigm

Selfish default - Distraction - Self payoff on top

B You: You:
The default is better for you. 85 it
+
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Altruistic default - No Distraction - Donation on top
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— +
of 201 You: You:
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Block introduction (self-paced) Decision (3000 ms) Intertrial interval (1000 — 3000 ms)

Note. Participants completed 10 trials for each of the four conditions. Each block begins with
an introductory text informing participants about whether in 90 percent of trials, in the current
block, the default option would yield them (or the child) more than the other option. Panel A
represents a decision page in which the default option is selfish and a distraction is displayed.
Panel B represents a decision page in which the default option is altruistic and no distraction is
displayed. We randomized between participants whether they would see their own payoff on
top (as in panel A) or the donation on top (as in panel B) and randomized for every trial whether

the selfish option would be on the left or the right side.

Practice Trials and Comprehension Questions. After reading the instructions,
participants engaged in two practice trials, one for each default condition. After each practice
trial, participants were informed of how much they would have earned had that trial been
selected for payment. To make sure participants understood how their payment was
determined, we asked them three questions after each practice trial: (i) “What determines your

payment?” (participants choose between “according to my choice on one randomly selected
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trial” and “I will receive a random payment between 0 and 100 points™); (ii) “If you chose the
default option, would you have earned more or less than the non-default option?” (participants
chose between “more” and “less”), and (iii) “If you chose the default option, would the
donation to the child have been more or less than the non-default option?” (participants chose
between “higher” and “lower”). After answering the three questions, participants received
feedback about whether they had answered correctly. If they did not answer all three correctly,
the wrong answers were highlighted and flagged as wrong. Participants could only move on to
the actual experiment once comprehension has been established and all three questions were

answered correctly.
SVO, Mind Wandering and Demographic Measures

Upon completing the behavioral task, participants completed an incentivized version of
the 6 primary sliders measuring Social Value Orientation (Murphy et al., 2011). In the SVO
task, 100 points were equal to £0.1. We incentivized participants to provide their true

preference by paying out their choice on one randomly selected slider.

Participants further completed the 4-item Mind Wandering Deliberate (MW-D) scale,
and the 4-item Mind Wandering Spontaneous (MW-S) scale to capture deliberate and
spontaneous mind-wandering, respectively (Seli, Risko, & Smilek, 2016). Both mind
wandering scales were scored using a 7-point Likert scale. We computed the average response
to the items to obtain the trait-level measures, with higher scores reflecting a higher tendency
to mind-wander. Finally, participants provided demographic information including gender and

age.
Power Analysis, Sampling Size, and Inclusion Criteria

We conducted a pilot on 15 participants (11 females, Mage = 33.87, SDage = 8.77),
currently residing in the United Kingdom from Prolific to calibrate the paradigm and obtain
initial effect estimates for the power analysis. We report the details of the pilot methods and
results in our preregistration dated 11 November 2024. The effect size of the interaction effect
from the pilot was log odds ratio (OR) = 0.478, which is the equivalent of Cohen’s d = 0.263.
Following the method of Olvera Astivia et al. (2019), we used a Wald test statistics with 500

simulations to estimate the power to detect an interaction effect as small as log(OR) = 0.478.2
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Following the pilot results, we specified the intercept variance of the random effects to
be 1.45, the intercept beta to be 2.02, the effect size of B1 to be -2.37, the effect size of > to be
-0.10, and B3 to be 0.48. Results revealed that a sample size of 36 trials (level 1) completed by
200 participants (level 2) for a total of 7,200 observations will give us 97 percent power to
detect an interaction effect as small as log(OR) = 0.478. We conducted the power analysis
based on 36, instead of 40, trials per participant, as we preregistered the exclusion of two trials

per block that implemented opposite defaults from the analysis.

To account for some participants having strict preferences for one option over another,
as well as to have enough power to assess the three-way interaction with mind wandering (H2),
we tripled the number of participants needed to 600. We thus recruited a total of 600
participants who were at least 18 years old, currently residing in the United Kingdom from

Prolific.

To be included in the behavioral analyses, participants must (i) complete all the trials,
(1) stay on the survey through the entire experiment, (iii) pass both attention checks, and (iv)
have a unique ID address. Specifically, we recorded the amount of times participant use another
software or look at another web page during the experiment and for how long. To check for
attention during the questionnaire, we include two items, one in the MW-D: “This is an
attention check. Please select the second answer from the left for this item”, and one in the
MW-S: “This is an attention check. Please select ‘Somewhat likely’ for this item.” In cases of

IP address duplication, we included only the first response.

A total of 584 participants passed our inclusion criteria and received a fixed
participation fee of £1.30. On average, participants received an additional bonus of £0.77 and

donated £0.39 to charity.

Results

Preregistered Analyses

Testing H1 — How Defaults and Distraction Affect Choice. We first test our key
prediction that distractions lead people to choose more selfish (vs. altruistic) defaults.
Following our preregistration, we (i) exclude the two trials in each block that use the opposite

default compared to the rest and (ii) fit a mixed-effects logistic regression model. This analysis
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focuses on participants without a strict preference for one option (350 out of 584 participants;
60 percent), meaning they did not choose the same option (selfish or altruistic) 36 times and
reject the other option entirely. In the model, we control for the random effects of participants
and predict the likelihood of choosing the default option (no = 0, yes = 1) using two dummy-
coded predictors: default (altruistic = 0, selfish = 1), distraction (no distraction = 0, distraction

= 1), and their interaction term.

Figure 4.3 presents our main results. Results revealed a significant intercept, p = 1.142,
SE =0.066,z=17.18, p <.001, suggesting that when there is no distraction, participants were
more likely than chance to choose the altruistic default. Results further revealed a significant
simple effect of default, = -0.933, SE = 0.057, z = -16.399, p < .001, suggesting that when
there is no distraction, participants were less likely to choose the default option when it is
selfish compared to altruistic. The simple effect of distraction, = -0.003, SE = 0.060, z = -
0.059, p = .953, and the interaction between distraction and default were nonsignificant, =
0.009, SE = 0.080, z = 0.117, p = .907 (Table S1, Model 1). The results, therefore, did not
support HI.

We further substantiate the null interaction effect by performing a Bayesian analysis
(Kruschke & Liddell, 2018). Specifically, we used estimates from our pilot to specify the prior
distributions of parameters and computed an evidence ratio of the posterior probability under
the hypothesis that there is no interaction between (selfish) defaults and distractions, = 0,
against the alternative, B # 0. Results revealed strong evidence in favor of the null interaction

effect, B = 0.02, 95% CI [-0.15, 0.18], BFnu= 14.96.

The results remain the same when we include all participants and all trials in the analysis.
Table S1 in the Supplementary Online Materials (SOM)? presents the detailed regression

results.

25 See the online version at https://ssrn.com/abstract=5311362
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Figure 4.3

The Effects of Default and Distraction on Choosing the Default Option
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Note. The left panel presents the regression results from Table S1, Model 1 and the right panel
presents the regression results from Table S1, Model 2 in the SOM.

Testing H2 — How Mind Wandering Affects Choice. In terms of individual
differences, we predict that under distractions (vs. no distractions), people with a high (vs. low)
tendency to mind wander deliberately will implement the default option more when the default
is set on the selfish (vs. the altruistic) option. We do not make the same prediction for
spontaneous mind wandering. To test the moderating effect of mind wandering, we computed
the standardized z-score for deliberate and spontaneous mind-wandering separately and assess
their three-way interactions with distraction and default in separate models to prevent
multicollinearity. Figure 4.4 illustrates the relationship between defaults and mind wandering,

and Table S2 in the SOM presents the detailed regression results.

Deliberate mind wandering. Panel A of Figure 4.4 plots the likelihood of participants
accepting the default option as a function of deliberate mind wandering. Results revealed a
significant simple effect of deliberate mind wandering, p = 0.173, SE = 0.066, z = 2.635, p =

.008, suggesting that in a distraction-free environment, participants increasingly choose the
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altruistic default more as their tendency to engage in deliberate mind wandering increases. The
simple effect of default is significantly negative, = -0.935, SE = 0.057,z =-16.42, p <.001,
suggesting that when keeping the tendency to mind wander deliberately constant, participants
are less likely to choose the selfish compared to the altruistic defaults. The interaction of
deliberate mind wandering and default was nonsignificant, f =-0.083, SE =0.570, z =-1.46, p
= .144. This nonsignificant interaction effect suggests that as deliberate mind wandering
increases, participants were more likely to choose the default option independent of whether it
is altruistic or selfish. No other two-way nor three-way interaction effects were significant

(Table S2, Model 1). The results, therefore, did not support H2.

Spontaneous mind wandering. Panel B of Figure 4.4 plots the likelihood of participants
accepting the default option as a function of spontaneous mind wandering. The simple effect
of spontaneous mind wandering was significantly positive, B = 0.148, SE = 0.66, z = 2.251, p
=.024, suggesting that in a distraction-free environment, participants increasingly choose the
altruistic default more as their tendency to engage in spontaneous mind wandering increases.
The simple effect of default was significantly negative, B =-0.937, SE = 0.057, z=-16.431, p
< .001, suggesting that keeping the tendency to mind wander spontaneously constant,
participants are less likely to choose the selfish compared to the altruistic defaults. There is a
significantly negative interaction between spontaneous mind wandering and default, f = -
0.166, SE = 0.057, z=-2.934, p = .003. This negative interaction suggests that as the tendency
to mind wander spontaneously increases, participants increasingly choose the selfish defaults
less than the altruistic defaults. No other two-way nor three-way interaction effects were

significant (Table S2, Model 2).

Since variations in mind wandering tendencies affect participants’ choices, they also
carry financial consequences for the child in need. As illustrated in Figure 4.4, individuals with
a high tendency to mind wander deliberately were more likely to stick to selfish defaults
compared to individuals with a low tendency (panel A). This behavior results in lower
donations to the child in need at high levels of deliberate mind wandering (panel C). The same
pattern is not observed among individuals high on spontaneous mind wandering. The

supporting exploratory regression results can be found in Table S2 in the SOM.

Overall, findings from preregistered and exploratory analyses suggest that while
deliberate and spontaneous mind wandering are correlated (» = 0.62, p < .001), they are

associated with different behaviors and subsequently have differing impacts on others.
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Specifically, individuals prone to either spontaneous and deliberate mind wandering are more
likely to accept the default option. However, those who mind wander spontaneously are more
inclined to reject a default option that decreases donations to a child in need. In contrast,
individuals who mind wander deliberately show less sensitivity to the default type. At higher
levels of deliberate mind wandering, the donation made for the child in need is significantly
reduced when the default is selfish rather than altruistic. Consequently, as the level of deliberate
mind wandering increases, the gap in the donation to the child in need between the two default

settings increases.
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Figure 4.4

Predicted Effect of Default and Mind Wandering on Choosing the Default Option (Panels A
and B) and the Donation to the Child (Panels C and D)
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Note. Panels A, B, C, and D represent the regression results from models 1, 2, 3, and 4
respectively in Table S2 in the SOM. The highest amount participants can donate is €0.45 and
the lowest is €0.15.
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Exploratory Analyses: Individual Differences in Social Preferences and Sensitivity to

Defaults

We conducted additional analyses on all participants to gain a better understanding of
who are the people most likely to rely on defaults and when. Specifically, we performed a -
means clustering analysis, which is an unsupervised classification method that partitions
individuals into & distinct groups (clusters) based on their vector of choices such that the

variance within clusters is minimized (see the detailed procedure in the SOM).

Panel A of Figure 4.5 reports the results of the k-means cluster analysis for k=4 clusters.
On the horizontal axis we plot the four experimental conditions. On the vertical axis we plot
the mean likelihood of choosing the default of participants within a cluster. The value of 0
represents the rejection of the default and the value of 1 represents the acceptance of the default.
The thick red lines report the average likelihood of accepting the default, calculated using the
centroid of the cluster, i.e., the average point within the cluster. The shaded blue lines report

the behavior at the individual level.

As can be seen, cluster A (n =254), the largest group in our data, consists of participants
who predominantly choose the altruistic options, both by accepting the altruistic default and
rejecting the selfish defaults. Cluster B (n = 187), the second largest group in our data, consists
of participants who predominately choose the selfish options across the experiment, both by
accepting the selfish defaults and rejecting the altruistic defaults. Cluster C (n = 76), the third
largest group, consists of the intermediate type who are moderately influenced by the default
option, accepting more altruistic than selfish defaults. Finally, cluster D (n = 67) consists of

participants who are heavily influenced by default option, regardless of the default type.

The unsupervised clustering results suggest that a large fraction of participants have
strong and relatively stable social preferences. Recall that participants reacted to the same set
of choices, once with an altruistic and once with a selfish default. There are 40 percent of
participants (234 out of 584) who made the same choice (strictly altruistic —125 participants,
or strictly selfish—109 participants) across both default settings. Those individuals were not
influenced by the defaults and chose consistently according to their social preference. Clusters
A and B include those participants, as well as a few more participants who were somewhat
consistent (but not 100 percent of the time), making up to 75 percent of the dataset.

Furthermore, most participants made the altruistic rather than the selfish choice (clusters A and
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C; 57 percent of the dataset). Nonetheless, defaults still exert a strong influence on a substantial

fraction of participants (cluster C and D; 25 percent of the dataset).

We further cross-tabulated the clustering results with participants’ SVO category (Figure
4.5, panel B). In total, 178 participants are classified as altruistic, 234 are prosocial, 166 are
individualistic, and 6 are competitive using the SVO sliders. Overall, 95 percent of participants
classified as altruistic are in cluster A, which makes predominantly altruistic choices. On the
other hand, 83 percent of participants classified as competitive and 87 percent of participants
classified as individualistic are in cluster B, which makes predominantly selfish choices.
Interestingly, only 40 percent of participants classified as prosocial are in cluster A, while the
rest are spread out across the remaining clusters. Clusters C and D are primarily composed of
participants with a prosocial SVO type (79 percent and 64 percent respectively), indicating that
these individuals are the most likely to let the default setting dictate their choices. Clusters C
and D also include non-trivial fractions of altruistic (12 percent), individualistic (9 percent and
24 percent), and competitive participants (17 percent). This suggests that even individuals at
the extremes of the SVO spectrum can still be swayed by the default setting. Results from an
exploratory regression support that the effect of defaults is indeed still significant when
controlling for participants’ SVO type, and that people with a prosocial SVO are the most likely
to follow default settings (see Table S3 in the SOM).
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Figure 4.5

K-means Clustering Analysis and the Proportion of Each SVO Category in Each Cluster
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Note. Panel A of the figure depicts the mean likelihood of choosing the default option (0 =

reject default, 1 = accept default) across the four experimental conditions of each cluster.
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Each dot represents the mean response of each participant, and the connecting lines visualize
the individual trajectories across conditions. The cluster means are presented by the thick red
lines. Panel B of the figure depicts the number of people and the proportion of SVO

categories in each cluster. The exact numbers of participants are written in white texts within

in the pie charts and the proportion of each SVO type in each cluster is written in parentheses.

Discussion

We study how defaults and distractions interact to influence selfish and altruistic
decision making. We compare the donation decisions for a child in need in a situation where
participants are endowed with 100 points and need to choose one of two allocation options,
one of which has been preselected as the default. The default option is either altruistic (yielding
more donation to the child but less for the participant) or selfish (yielding less donation for the
child but higher earnings for the participant). Participants further see a moving GIF as a

distraction or a still grey square as a non-distraction while making their choices.

Results from the preregistered study (N = 584) reveal a strong and robust effect of
defaults, replicating prior research (Jachimowicz et al., 2019; Mertens et al., 2022). On average,
participants were more likely to accept altruistic defaults than chance, and they accept more
altruistic than selfish defaults. However, contrary to our hypotheses, our manipulation of

distractions does not significantly affect default selection or interact with default types.

Further preregistered analyses including mind wandering reveal that deliberate mind
wandering was associated with a higher likelihood of choosing default options, regardless of
whether they were altruistic or selfish. This suggests that individuals prone to intentional
disengagement from task-relevant information are less selective in their reliance on defaults.
Exploratory analysis further shows that the low selectivity among high deliberate mind
wanderers leads to a reduction in donations to the child when the default is selfish compared
to when it is altruistic. Conversely, while spontaneous mind-wandering is also related to more
acceptance of altruistic defaults, it is not related to more acceptance of selfish defaults. Such
results suggests that people’s altruistic tendencies may help them overcome their spontaneous

lapses in attention in situations where there is increased harm for others.

We conduct further exploratory, non-preregistered analyses, to assess the robustness of

defaults to individual differences and to understand who are more likely to rely on defaults.
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We find two types of individuals: those who choose based on their social preference and those
who let defaults dictate their choices. Results show that 40 percent of participants exhibit strict
consistency throughout the experiment: they make the same choice (either entirely altruistic or
entirely selfish) across pairs of identical decisions that differ only in their default setting. An
additional 35 percent of participants are somewhat consistent and behave mostly in line with
their social preferences. On the other hand, 25 percent of participants are heavily influenced by
defaults. Overall, there is a positive default effect on participants who can be influenced: the

setting of an altruistic default results in higher average donations to the charity.

The aggregated default effect is robust even when people who are not influenced by
defaults are included in the sample, as well as when controlling for differences in people’s
SVOs. Participants with an individualistic SVO make fewer selfish decision (thus, benefiting
the child) when the default is set altruistically. On the other hand, the fraction of selfish
decisions increases even among those with an altruistic SVO when the default is set on the
selfish option. Interestingly, participants with a prosocial SVO were the most likely to rely on
the default option to guide their decision making. That is, people with the prosocial SVO are
mostly likely to make different choices in a pair of identical decision with different default
settings. Such result suggests that their prosociality are somewhat context dependent. This
finding aligns with the bodies of literature on "moral wiggle room" and “willful ignorance”
(e.g., Dana et al., 2007; Vu et al., 2023, 2024), which found individuals to use situational
justifications, such as ambiguity, or in the current context — selfish defaults — to reconcile their

self-interest with a positive self-image.

Theoretical and Practical Implications

Firstly, the current work informs the literature on human altruism: when people must
choose between serving one’s self-interests versus helping others or the greater good. Our work
adds to the growing body of literature on the extent to which people use self-serving
justifications to benefit themselves (Shalvi et al., 2015) while maintaining a positive self-image
(Mazar et al., 2008). Our results provide evidence aligning with the past findings (e.g., Dana
et al., 2007; Grossman & van der Weele, 2017; Vu et al., 2023, 2024) and confirm the
expectation that poorly set defaults can serve as such justifications for some individuals to act
in selfish ways. We extend the literature by providing additional evidence regarding individual
differences in SVO. Specifically, while prosocial individuals may be more inclined to act

prosocially, they are also more likely to adjust their choices based on the default. Such result
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suggests that their altruistic choices are partly driven by situational factors that remove
justifications for selfish behaviors, that is, when there is an altruistic default in place. This result
once again reinforces the insight that not all altruistic choices stem from the genuine desire to
benefit others but are at times reluctantly done. Removing such justifications from the
environment can therefore push people towards making more altruistic choices and increase

overall altruistic choices.

Secondly, the current work informs the literature on mind wandering, validating the
distinction between deliberate and spontaneous mind wandering (Robison & Unsworth, 2018;
Seli et al., 2016) as well as expanding our understanding on its relationship with altruistic
decision making. Current evidence reveals a nuanced interplay between selfishness and
deliberation: some people “choose” to mind wander when it is beneficial to do so, while others
disengage from mind wandering upon recognizing the potential harm for others. Such results
contribute to the growing discussion on whether selfishness requires deliberation (Bear &
Rand, 2016; Rand, 2016) or if it is an intuitive response (Bago et al., 2021; Bereby-Meyer &
Shalvi, 2015; Mead et al., 2009; Zhang et al., 2020). In line with the recent development in the
discussion of this body of literature, our findings underscore the limitations of simply
associating the role of deliberation to one side of altruism. Rather, the available evidence points
more towards the picture that the outcome of deliberation mostly depends on one’s baseline

moral default (Capraro, 2024; Speer et al., 2022).

From a practical standpoint, our research contributes to the discussion on designing
ethical and effective nudges to steer people towards socially responsible actions (Schmidt &
Engelen, 2020). While default nudges are a simple, cost-effective intervention, our findings
reveal their limitations. Specifically, a substantial proportion of individuals remain unaffected
by default nudges, especially when the defaults misalign with their pre-existing social
preferences. On the flip side, such results also demonstrate that the use of default nudges in the
current context of charity giving does not undermine the donors’ autonomy, especially when
the donors are fully informed of the use of nudges as implemented in our experiment. On
average, setting altruistic defaults improved overall altruistic choices in the parameters we
study. Thus, while altruistic defaults are not the panacea for all selfishness, transparent defaults
are a good tool to help nudge people towards making better choices that improve the wellbeing

of others while still respecting individual’s autonomy.
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Limitations and Future Directions

While the current research has a large, well-powered sample, in which we replicated
the robust default effect under varying conditions, it has limitations. Our distraction
manipulation, which employed positive-valence GIFs, did not exhibit the anticipated effects.
Given that (i) the choices participants must make carry financial consequences and (ii) the GIFs
were rather subtle, possibly insufficiently distracting, it is reasonable in hindsight that
participants actively prioritized the decision making process, nullify any impact of the
distractions. Further, the recipient of the binary dictator game employed in the current research
is a child in need, currently living in poverty. Having a poor child as the recipient of the game,
combined with the rather low financial incentive to choose the selfish option, may strengthen
participants’ altruistic tendencies and override any potential effect of distractions. Indeed, 21
percent of participants chose exclusively the altruistic option. Future studies should consider
employing more immersive and realistic distraction paradigms. For example, tasks requiring
active engagement, such as using virtual reality environments, mobile phone use simulations,
or settings where multitasking is required, may provide a more robust test of the effect of
distractions and whether they indeed do not interact defaults. These paradigms could better
mimic real-world situations where attention is divided, and choices are made under cognitive

strain.

In addition, there is a constraint on the generalizability of our results, restricted to the
context of charity giving. Defaults are commonly used in many other areas, such as energy
consumption (e.g., setting renewable energy as the default option; Ebeling & Lotz, 2015),
healthcare (e.g., automatically scheduling vaccination appointments for eligible individuals;
Chapman et al., 2016), or sustainable food choice (e.g., serving vegetarian lunch as a default;
Hansen et al., 2021). Investigating the robustness of defaults to varying degrees of social

preferences and mind wandering seems like a fruitful avenue for future research to explore.

Conclusion

The current research affirms the power of defaults in influencing behavior. Defaults
shape choice and its effect depends on individual differences in mind wandering and social
preference. When set poorly, defaults can provide a justification for individuals to advance
their self-interest while increasing harm for others. Interestingly, we find that some individuals

are not influenced by default settings, although a substantial fraction is. For those who are
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influenced, the result is a positive aggregate effect: altruistic defaults increase donations to
charity. Policymakers and organizations should consider such dynamics when designing

default settings to promote altruistic behavior.
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Reluctant Altruism:

Underlying Mechanisms and Global Variations

This chapter is based on Vu, L., & Molho, C. (forthcoming). Reluctant Altruism: Underlying

Mechanisms and Global Variations. Current Opinion in Psychology.
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With increasing governmental financial cuts, various humanitarian programs are under stress.
Organizations like Gavi—providing vaccines to poor communities to prevent the spread of
deadly diseases—or USAID—supporting the livelihood of people in some of the world’s most
vulnerable regions—are struggling (Mandavilli, 2025). Charities and particularly citizens are
stepping up to fill this gap. US Americans alone have donated $3740.40 billion to charity in
2023 (Giving USA 2024, n.d.). Given the potential of citizen contributions to sustain critical

funding for humanitarian aid, understanding when and why people act altruistically is essential.

Cain, Dana, and Newman highlighted that altruistic choices—personal sacrifices made
for the benefit of others (Pfattheicher et al., 2022)—can take two forms (Cain et al., 2014).
While giving refers to the genuine desire to increase the wellbeing of others (Batson, 2010a),
giving in refers to altruistic behaviors that are driven by image concerns—the desire to view
oneself (Cialdini & Goldstein, 2004; Shalvi et al., 2011; Vu et al., 2023) or be viewed by others
(Andreoni & Bernheim, 2009; Ariely et al., 2009; DellaVigna et al., 2012) in a positive light.
When people give only due to internal or external pressures, they may behave altruistically in
some environments but selfishly in others. Such inconsistency in altruistic behavior, which we

label reluctant altruism, hinders the stability and development of a truly engaged, civic society.
Reluctant altruism through the lens of willful ignorance

Why do consumers, while declaring great concern for the protection of rainforests, ignore
information about how the products they purchase are sourced (Ehrich & Irwin, 2005)? Why
do people avoid learning how much their friends donated to a charity campaign (Chan et al.,
2024)? Why do people sometimes seek, rather than resolve, uncertainty about the consequences
of their actions for others? Such willful ignorance is a behavioral strategy that exemplifies

reluctant altruism and sheds light on its underlying motives.

Studying the phenomenon, Dana and colleagues (Dana et al., 2007) introduced a
paradigm in which decision-makers choose between a selfish and an altruistic option, that
determine their own and a recipient’s payoffs. In the full information condition, participants
are fully informed of the payoffs associated with each option. In the hidden information

condition, the recipient’s payoffs are initially hidden but can easily be revealed (Figure 5.1).
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Figure 5.1

The Original Willful Ignorance Paradigm (Dana et al., 2007) and the Full Information Public
Condition (Molho et al., 2025)
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Note. The green numbers represent payoffs for the decision-maker, and the orange numbers
represent the payoffs for an anonymous recipient. The two possible states of the world—
conflict and alignment—have equal likelihoods of occurring in the hidden information
condition. The state of conflict demonstrates a conflicting scenario, where option A maximizes
the profits for self, at the expense of the recipient. The state of alignment on the right
demonstrates a nonconflicting scenario, where option A maximizes the profits for both parties.
Without getting additional information, decision makers only see the question marks that
represent the recipient’s payoffs. In the full information public condition, the decision maker’s

choice is publicized online under a pseudonym that can be observed by other participants.

If all participants who make altruistic choices in the full information condition have the
intention to give, the level of altruistic choices in the hidden information condition should not
change. That is, a person who is motivated to give should (a) choose the altruistic option in the
full information condition and (b) reveal the (hidden yet important) information about the
recipient’s payoffs in order to choose altruistically in the hidden information condition. A
person who gives in, however, will choose the altruistic option when given full information,

but remain willfully ignorant to make the selfish choice when possible.

A recent meta-analysis (N = 6,531) showed strong evidence of people giving in. Forty

percent of participants across 22 studies willfully ignored information, and the level of altruistic
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choices dropped by 16 percentage points in the hidden compared to the full information
condition (Vu et al., 2023). This finding provides a refined understanding of human altruism.
Past research on altruism has extensively relied on self-reports (Carlson & Zaki, 2022; Philippe
Rushton et al., 1981), measures of social value orientation (Balliet et al., 2014; Murphy et al.,
2011), or simple experiments (Andreoni et al., 2017; Balliet et al., 2014; Fehr & Fischbacher,
2003; Piff et al., 2012)—all of which have one thing in common: they measure altruism in the
full information setting. The significant impact of a minor uncertainty in the environment on
altruistic choices suggests that much apparently altruistic behavior observed when people have

full information is in fact reluctantly committed, that is, a result of giving in.

Underlying motives of reluctant altruism

Why do people engage in reluctant altruism, such that they behave altruistically in one
setting but selfishly in another? Below, we discuss the empirical evidence for three possible

mechanisms.
Cognitive inattentiveness

One stream of research suggests that people are simply inattentive to the demands of
the situation, leading them to act in their self-interest without any ulterior motive. Exley and
Kessler (2023), for instance, found that participants avoid information about others’ payoffs,
even when their decision did not affect their own earnings. Grossman (2014) showed that when
participants had to request ignorance rather than information, the level of ignorance dropped
substantially. Vu and colleagues (2025) found that when there was a default setting, that is,
either the selfish or the altruistic option would be chosen automatically for participants if they
did not choose within a time limit, 25 percent of participants simply stuck to the default option.
At first glance, these results suggest that lowering the effort to acquire information has a sizable
impact on the level of ignorance, and many participants just choose the simplest course of

action.

Guilt and self-image concern

Another stream of evidence, however, indicates that reluctant altruism in general and
willful ignorance in particular is partly a strategic behavior. In this view, willful ignorance
allows individuals to behave in self-serving ways, while avoiding guilt and preserving their
self-image as an altruistic person. Meta-analytic results of the willful ignorance paradigm

showed that participants who actively sought information regarding the recipient’s payoff gave
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more than those who were given full information by default (Vu et al., 2023). These people
give: they acquired information and made a decision that benefited the recipient at a cost to
themselves. The two key meta-analytic results—(i) people are less altruistic on average when
they can avoid information but (ii) people who acquire information are more altruistic than
those receiving information by default—suggest that information seeking is motivated by the
desire to do right. By the same token, it also means choosing ignorance has value for people
who need an excuse to be selfish. These results are consistent with the theoretical account that
ignorance is driven by the desire to shield oneself from one’s own judgment, and cognitive

inattentiveness alone cannot be the only driver of willful ignorance.

Studies departing from the willful ignorance paradigm provide further evidence of self-
image concerns driving reluctant altruism. Consider the case of people recycling their cans and
bottles to get their deposit back. Some may convince themselves that beyond the monetary
benefits, they recycle to protect the environment. Yet, in a study where the recycling machine
offered the opportunity to donate the deposit to charities, recycling behaviors declined
(Knutsson et al., 2013). The potential donation request led people to avoid recycling altogether,
suggesting they did not want to face the dilemma of whether to give up their money when asked
by a recycling machine—an insentient object. In another experiment, Vu and colleagues (2025)
found that selfish defaults serve to alleviate the guilt associated with donating less—much like
the uncertainty provided in the willful ignorance paradigm does. Interestingly, people with a
prosocial value orientation were the most likely to let the default settings dictate their choice.
That is, for the same set of choices, they change their choice from altruistic to selfish depending
on the default setting, suggesting their prosocial tendencies are context-dependent. In another
experiment, researchers found people to willfully ignore instances of unfairness to avoid the
responsibility of altruistic punishment. When forced to observe unfairness, however, those who
typically avoid witnessing such instances were inclined to apply punishment (Mitsuishi &

Kawamura, 2025).

Shame and social reputation

Can shame or the fear of damaging one’s social reputation drive reluctant altruism?
Whereas guilt tracks how an individual behaves in relation to their own moral compass in
private settings (Bierbrauer, 1992; Cohen et al., 2012; Wolf et al., 2010), shame tracks social
devaluation in others’ eyes in public settings (Fessler, 2004; Smith et al., 2002; Sznycer et al.,
2016, 2018). A meta-analysis of 117 studies (N = 788,164) suggests that others’ judgments
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indeed have a small but positive effect on altruistic behaviors (Bradley et al., 2018). People
donated more to charity when they knew their donation would be visible to a peer compared to
when it was kept private (Reyniers & Bhalla, 2013). But the presence of others not only
increases altruistic behaviors; it also increases the motivation to avoid situations where one is
pressured to act altruistically in front of others. A field experiment found that shoppers avoided
a shopping mall’s entrance where they could see fundraisers asking for donations (Andreoni et
al., 2017). When given the option, people requested solicitors to “do not disturb” them with
fundraising requests (DellaVigna et al., 2012). When participants had to split $10 with a
recipient in a dictator game and could choose to exit the game for $9, 40% exited—taking $9
instead of the full $10 just to prevent the recipient from knowing the game existed. When the
recipient could receive money (if any) but were unaware they were a part of the dictator game,
however, virtually no dictators exited (Dana et al., 2006). Finally, in a study where third parties
could observe both donation decisions and decisions to reveal or ignore information, willful
ignorance reduced the blame for selfish choices. Ignorant decision-makers were punished less
severely than fully aware decision-makers even when both groups make selfish decisions
(Bartling et al., 2014). In sum, these studies illustrate that the presence of others and their ability

to pass judgment can lead people to give in.
Global variation in guilt-driven vs. shame-driven reluctant altruism

Recent studies have examined the robustness of guilt-driven altruism in anonymous
settings and shame-driven altruism in public settings across different cultural contexts. In a
cross-national decision-making experiment, Molho and colleagues implemented the willful
ignorance paradigm and further assessed the importance of guilt over shame at the individual
and country levels (Molho et al., 2025). This within-subjects experiment was the first to
demonstrate the inconsistency in altruistic behaviors across different settings among a diverse
sample of 7,978 individuals from 20 countries. Results revealed that willful ignorance is
globally prevalent, with an average altruism gap of 20 percentage points between the full and
hidden information conditions. Further, the authors found that the more guilt-prone (over
shame-prone) the participants were, the more likely they were to choose altruistically in all
conditions. Interestingly, guilt-prone individuals also demonstrated larger altruism gaps
between the full and hidden information conditions, suggesting that while they were generally

more altruistic, their giving was also more context-dependent and reluctantly altruistic. The
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researchers did not find country-level differences in the relative importance of guilt versus

shame to moderate altruistic behavior across conditions.

Turning to shame-driven altruism, an experiment in 42 nations by Romano and
colleagues (Romano et al., 2021) found people to cooperate more when their decision was
publicized among other participants in the study, compared to when it was kept private. Molho
and colleagues (2025) used a similar full information public condition in their 20-nation
experiment, where donation decisions were publicized online and were accessible by all.
However, publicizing participants’ decisions had a negligible effect on donations in their study.
These contrasting findings further illustrate the context-dependent nature of shame-driven
altruism, and suggest that a fruitful direction for future research is to clarify the conditions

under which observability influences (reluctantly) altruistic behavior.
The situational and personal nature of altruism: concluding remarks

Overall, the research we reviewed here suggests that reluctant altruism represents a
fundamental aspect of human social behavior and is shaped both by internal psychological
mechanisms and external social factors. The evidence points to reluctant altruism being guilt-
driven. While guilt motivates people to behave altruistically (Boster et al., 2016; Cohen et al.,
2012; Tangney et al., 2007; Thielmann et al., 2020), providing individuals with the opportunity
to alleviate the anticipated guilt associated with selfish decisions drastically reduces the level
of altruistic decisions?®. Shame and social reputation, on the other hand, have a smaller impact
on altruism especially when the presence of others is not clearly salient and the potential
judgment remains abstract (Bradley et al., 2018). Recent evidence indeed shows that personal
norms (constructed of one’s personal moral values) are more predictive of altruistic behaviors
in both private and public settings, while social norms (constructed of societal standards) are

only predictive of altruistic behaviors in public settings (Basi¢ & Verrina, 2024).

The consistent pattern of willful ignorance across cultures points to the possibility of a
distinct individual type—reluctant altruists—whose altruistic behaviors vary across different
situations. More research is needed to validate the existence of this type, for example, by testing

how people’s choices in an experiment correlate with their behavior in real-world settings. The

26 Grossman & Van der Weele (2017) provided proof that even when self-chosen ignorance slightly
reduces the agent’s positive self-image, it is still the preferred strategy as people can claim to themselves that
they could have acted virtuously have they had full information.
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null effect of the importance of guilt at the country-level in moderating altruistic behavior is
also intriguing. Future research should investigate the socio-ecological, cultural, and
institutional factors that may underlie variations in guilt-driven, reluctant altruism. Kin-based
institutions (Enke, 2019), cultural logics of dignity, face, or honor (Leung & Cohen, 2011), and
cultural tightness versus looseness (Gelfand et al., 2011) can shape a culture’s moral system

and influence the extent to which guilt shapes altruistic behavior within a society.

While human altruism is not absolute, there is an optimistic outlook: the reviewed
research shows that human altruism can be nurtured and supported—not by expecting
perfection—but by shaping contexts where altruistic actions become the intuitive choice. The
reviewed evidence sheds light on the many possibilities we can seize to design environments
that encourage altruistic behaviors for the betterment of all, such as how to design effective
charitable appeals (Chan et al., 2024; Vu et al., 2025) and public policy interventions (Vu et
al., 2025). Strategies such as increasing transparency of impact, increasing the observability of
behaviors (especially among relevant audiences), and reducing the costs of altruistic choices
through mechanisms like defaults and subsidies can encourage altruistic behavior. By
acknowledging the sensitive situational and personal nature of human altruism, we can develop
structural solutions that empower individuals to act more generously and foster stronger, more

compassionate societies.
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This dissertation set out to advance the current understanding of altruism. Chapters 2 and 3
focus on willful ignorance—when individuals seek, rather than resolve, the uncertainty about
the negative impact of their actions. This behavior exemplifies reluctant altruism and can be
seen in a wide range of societal contexts, from citizens avoiding information about global
warming to corporate executives remaining ignorant of corporate misdeeds as long as these
support their bottom line. Chapters 4 and 5 expand the scope to look at different settings.
Specifically, Chapter 4 investigates how people make choices in distracting environments with
a default setting that allow them to be selfish passively. Chapter 5 reviews recent research on
the phenomenon of reluctant altruism, from willful ignorance to the strategic avoidance of
morally challenging decisions, and examines three key psychological drivers of reluctant
altruism, including (i) cognitive inattentiveness, (ii) guilt and self-image concerns, and (iii)

shame and social-image concerns.

Findings from this dissertations establish that willful ignorance is a pervasive
phenomenon, which people engage in to justify selfish decisions while protecting their self-
image (Chapter 2). Engaging in willful ignorance leads to a substantial reduction in donations
to charity (Chapter 3). People with a prosocial social value orientation (SVO) are the most
likely to engage in excuse-seeking behaviors to justify their selfish choices, but altruistic
defaults are a good tool promote overall altruistic decisions (Chapter 4). Reviewing existing
empirical evidence further reveals that altruistic behavior can be highly context-dependent and
that reluctant altruism is more likely to be driven by guilt and self-image concerns compared
to shame and social reputation. The remarkably consistent pattern willful ignorance existing
worldwide points to the possibility of a universal individual type—reluctant altruists—those
whose altruistic behavior varies by across different situations (Chapter 5). In this chapter, I
summarize the main findings and insights from each chapter and discuss open questions for

future research.
The Underlying Motives of Willful Ignorance and Its Consequences

Why do people avoid uncomfortable information about the impact of their actions, and
what is the consequence of such information avoidance on altruistic behaviors? Chapter 2
presents a meta-analysis of willful ignorance and its impact on altruistic behavior, aggregating
56 treatment effects from over 33,000 decisions made by more than 6,500 participants.
Specifically, we compare altruistic decisions in two treatments. In the control, full information

treatment, people make decisions in a transparent setting where they are fully informed of how
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their choices impact others. In the hidden information treatment, people make decisions in an
ambiguous setting in which they can either learn about the consequences of their actions on

others or remain willfully ignorant.

Meta-analytic results showed that nearly 40% of individuals avoided readily accessible
information about the consequences of their choices on others. This avoidance led to a 15.6
percentage point decrease in altruistic behavior in the hidden information condition relative to
the full information condition. We found the fraction of altruistic choices to vary as a function
of incentives, such that people are more altruistic when there is increased harm for others and
less altruistic when the temptation to be selfish is higher. However, changes in incentives did
not affect the altruism gap between the full and hidden information conditions. We further
found higher prevalence of willful ignorance among older participants, in line with past

research showing that ignorance is more common as people age (e.g., Hertwig et al., 2021).

We conducted a second analysis to verify whether the ignorance was indeed willful and
compare two theoretical explanation: cognitive inattentiveness versus self-image concerns.
Under the reasonable assumption that altruistic and selfish people alike are equally likely to be
confused or inattentive, people driven by different motives—whether that is selfish or
altruistic—would be equally likely to acquire information. Thus, those who acquire
information would behave similarly to those who receive information in the full information
condition. Cumulative data supported the self-image concerns explanation: Individuals who
actively sought information behaved more altruistically than those who were passively
informed. This finding suggests that people who are driven to help others seek out information
to inform themselves and make choices that benefit others. By the same token, it implies that
ignorance is a strategic choice that has value for some people, who would rather remain
unaware of the consequence of their choices to increase their personal earnings. Findings from
Chapter 2 further highlight that introducing uncertainty into the decision making environment
enables a more incisive look into the motivations underlying altruistic behavior, allowing the
assessment of whether a person is truly motivated to implement a positive outcome for others

as opposed to “giving in” to perceived (internalized) social obligations.
Impact of Willful Ignorance on Charity Giving

Chapter 3 extends these insights to a real-world application: charitable giving to

identified recipients. Two large-sample experiments tested whether the increased donation to
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identified (vs. unidentified) children in need reflected genuine concern for the children or
reluctantly given to reduce the anticipated guilt of not giving. In Experiment 3.1 (N = 1,765),
we compared the donation decision for a child who had been randomly determined by an
identifying number from a large selection of children to that for a child who had yet to be
determined. In Experiment 3.2 (N = 1,737), we compared the donation decision for a child in
need who was identifiable by name, age, gender, nationality as well as a portrait photo to that
for a child was unidentifiable. Participants were further randomly assigned to either making
the donation decision in a transparent, full information setting where they were fully informed
of the impact of their decision for the children, or to an ambiguous, hidden information setting

where the donation for the children was initially hidden but could be revealed at no cost.

Results revealed that people indeed give in when making donations decisions. A large
majority of participants (>90%) were willing to give up a small amount of personal payoff to
choose the altruistic option that benefits the child when they were fully informed of the impact
of their choice. However, when given the opportunity, more than 50% of participants avoid
such information, significantly decrease the fraction of altruistic choices from 90% to
approximately 60%. Identification did not affect donation decisions. In contrast to past
literature (e.g., Kogut & Ritov, 2005a; 2005b), children who were predetermined or identified
did not receive more donation than undetermined or unidentified children. The interaction

effect between ambiguity and identification was therefore not significant.

Results from Chapter 2 further showed that perceived responsibility towards the
children (e.g., Erlandsson et al., 2013), empathy (e.g., Small et al., 2003), and guilt-proneness
(e.g., Cohen et al., 2012) were significant predictors of altruistic choices, replicating past
research. However, ambiguity still has a significant effect on altruistic behavior when
controlling for these factors. In both Experiments 3.1 and 3.2, participants who willingly
informed themselves of the impact of their choice for the children in the ambiguous setting
were more altruistic than those who were informed by default in the transparent setting.
Participants who avoided information were significantly less altruistic than those who revealed
information. Taken together, the results suggest that some people indeed donate reluctantly to
charity, but the tendency to give reluctantly is independent of whether the beneficiary is
identifiable or not. In the charity giving context, ensuring a transparent donation setting is

important for fundraising success.
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Setting altruistic defaults increases altruistic choices

Chapter 4 examines the role of default settings in shaping altruistic behavior within
distracting environments. In Experiment 4.1 (N = 584), we compared charity donation
decisions in a situation where participants were endowed with 100 points and needed to choose
one of two allocation options, one of which has been preselected as the default. The default
option was either altruistic (yielding more donation to charity but less for the participant) or
selfish (yielding less donation to charity but higher earnings for the participant). Participants
further saw a moving graphic interchange format (GIF) as a distraction or a still grey square as

a non-distraction while making their choices.

Results revealed a strong and robust effect of defaults, replicating prior research (e.g.,
Jachimowicz et al., 2019; Mertens et al., 2022). On average, participants were more likely to
accept altruistic defaults than chance, and they accept more altruistic than selfish defaults.
However, our manipulation of distractions did not significantly affect default selection or
interact with default types. Exploratory analyses revealed two types of individuals: people who
made decisions based on their social preference and people who let defaults dictate their
choices. Results showed that 40 percent of participants exhibited strict consistency throughout
the experiment: they made the same choice (either entirely altruistic or entirely selfish) across
pairs of identical decisions that differed only in their default setting. On the other hand, 25
percent of participants were heavily influenced by defaults. Interestingly, participants with a
prosocial SVO were the most likely to rely on the default option to guide their decision making.
This suggests that their prosocial tendencies are context dependent, aligning with the bodies of
literature which found individuals to use situational justifications, such as ambiguity, or in the
current context—selfish defaults—to reconcile their self-interest with a positive self-image.
The aggregated default effect was robust even when including people who were not influenced

by defaults in the analysis, as well as when controlling for differences in people’s SVO.

Further preregistered analyses revealed that deliberate mind wandering—the tendency
to voluntarily shift one’s mind to task-irrelevant content—was associated with higher
acceptance of all defaults, regardless of the default type. Spontaneous mind wandering—the
tendency to have one’s attention captured involuntarily by task-irrelevant content—was related
to more acceptance of altruistic defaults. It is, however, not related to more acceptance of
selfish defaults. Exploratory analysis showed that the low selectivity in the reliance on defaults

among high deliberate mind wanderers significantly reduced donations to charity when the
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default was selfish compared altruistic. Taken together, results show that setting altruistic
defaults result in more donations to the charity. Defaults can serve as moral shortcuts that
remove the cognitive burden of decision-making, thereby nudging people towards altruistic

behavior—even when the intrinsic willingness is lacking.

The underlying mechanisms and global variation of reluctant altruism

Chapter 5 expands the scope of the current dissertation by reviewing recent empirical
findings for the prevalence and significance of reluctant altruism in a variety of contexts. We
looked at lab experiments, field experiments and cross-cultural studies. Beyond willful
ignorance, we identified several other behavioral manifestations of reluctant altruism,
including strategic avoidance of donation opportunities, avoidance of witnessing unfair
treatments of others, and reduced giving in private compared to public settings. The review
establishes that willful ignorance is a particularly pervasive behavior that is globally prevalent
across 20 countries spanning all inhabited continents. This variation is primarily driven by the
relative importance people place on guilt versus shame. Shame and social reputation, relative
to guilt and self-image concerns, appear to have a smaller impact on altruistic behavior,
especially when the presence of others is not clearly salient and the potential judgment remains
abstract (Bradley et al., 2018). The consistent existence of willful ignorance across the globe
points towards the potential existence of a universal individual type—reluctant altruists whose
altruistic behavior varies across contexts depending on situational affordances—a possibility
that requires further testing by future research. Importantly, the review points towards a
optimistic outlook. The malleable nature of altruism means we can harness the opportunity to
nurture and encourage altruistic behavior. By understanding when and why reluctant altruism
arises, we can design decision making environments that counteract selfish impulses while

fostering altruistic decisions for the betterment of all.

Theoretical Implications

Overall, the empirical findings from this dissertation refine and extend our
understanding of altruistic behavior. Existing theoretical models of altruism, including the
empathy-altruism framework (Batson, 1991), social preference (Fehr & Fischbacher, 2003),
social value orientation (Murphy et al., 2011), preference for fairness (Fehr & Schmidt, 1999)
and efficiency (Charness & Rabin, 2002), all implicitly assume that people want to know about

others' welfare and the consequences of their actions. The meta-analytic evidence for willful
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ignorance reveals that this assumption is flawed. Instead of seeking information to make
informed moral choices, people often actively avoid information and situations that would
create moral demands. This suggests that much of what appears to be altruistic behavior may

actually represent reluctant compliance with unavoidable moral awareness.

Specifically, if we look at any theoretical model of expected utility maximization with
preferences defined exclusively over monetary outcomes, all such models predict decision
makers who care about payoffs should reveal relevant information about payoffs, especially
when that information is available free of charge. Thus, in an ambiguous setting in which
information about the recipient’s payoff is initially hidden, all altruistic agents should
theoretically reveal such information to make the altruistic choice. Yet, the gap in altruistic
choices between the transparent and ambiguous settings suggests that motives beyond
monetary outcomes must be involved. The findings from Chapter 2 shows that self-image
concerns is (at least partially) the driving mechanism leading people to avoid relevant

information and behave altruistically in one scenario but selfishly in others.

These findings contribute to a growing body of literature, showing that people care
about maintaining and protecting a positive view of themselves (Baumeister, 1998). To protect
the positive self-image, people rarely commit unethical behavior even in anonymous settings
(e.g., lying; Abeler et al., 2019; Leib et al., 2021) or make selfish decisions (e.g., Engel, 2011),
as engaging in such behavior forces people to update their self-image. If, however, people can
engage in unethical behavior for personal gain without damaging their self-image, they take up
the opportunity. That is, when there is a trade-off between personal gain and acting virtuously,
people behave selfishly or deceptively as long as they can justify such decision (Mazar et al.,
2008) or as long as they can balance the material gains with the psychological costs (Shalvi et

al., 2011; see Shalvi et al., 2015 for a review).

Findings from this dissertation also extends Batson’s pluralistic model of altruism,
which acknowledges multiple motives for altruistic behavior, including altruism (concerns for
others), egoism (mood improvement, guilt reduction), collectivism (desire to benefit a group)
and principlism (upholding one’s moral values; Batson & Shaw, 1991). On the one hand,
findings from this dissertation identify truly altruistic decision makers who seek out relevant
information to make an informed choice that benefit others, aligning with Batson’s proposition

of the existence of genuine altruistic motive. On the other hand, the different motives proposed
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in Batson’s model only apply once individuals have already decided to engage with moral
information. Yet, many people do not allow moral considerations to influence their decisions
at all. As such, findings from the current dissertation extend the framework by highlighting that
altruistic behavior is contingent not only on one’s response to need, but on the willingness to
acknowledge need in the first place. This insight highlights the importance of moral

attentiveness as a precondition for altruistic motivation.

Lastly, findings from this dissertation highlights the need to better understand the
dynamics between situational context and internal disposition. Situational features such as
default settings, information salience, or social framing influence how one’s altruistic
disposition is expressed. Many people do not appear to be consistently altruistic; their
willingness to give to others fluctuates depending on the context. I label these individuals as
reluctant altruists. Findings from Chapter 4 show that even individuals with a prosocial SVO
behave selfishly when structural conditions allow moral ambiguity or when the barriers to be
selfish are low. This suggests that altruistic dispositions interact dynamically with external,
situational cues, and that altruistic behavior is not solely a function of stable internal motives,
but also of the situational affordances that either constrain or enable moral engagement. More

research is needed to affirm the existence and stability of this individual type.

Methodological and Practical Implications

From a methodological standpoint, the dissertation demonstrates the value of
incorporating ambiguity into decision making tasks. Methods such as dictator game, SVO, self-
reported questionnaires or traditional helping scenarios place participants in the full
information setting and do not allow for strategic avoidance of about others’ welfare. As shown
in Chapters 2 and 3, this assumption can significantly distort estimates of altruistic motivation

by conflating genuine giving with reluctant altruism.

From the practical point of view, this body of work offers guidance for policy makers,
nonprofit organizations, and institutions in designing behavioral interventions. The finding that
a substantial portion of altruistic behavior is contingent on context suggests that nudges—Ilike
altruistic defaults—can meaningfully increase altruism, even among those not intrinsically
motivated to help. Designing donation platforms that make the consequences of giving (or not
giving) more explicit, increasing the visibility of actions and impact, creating institutional

structures that minimize opportunities for willful ignorance (e.g., clearer supply chain
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disclosures for ethically minded consumption), or lowering the costly barriers to act
altruistically (e.g., subsidize travelling by trains) are all strategies that can encourage altruistic

behaviors.

Open Questions for Future Research

The work described in this dissertation opens up intriguing directions for future
research. One important yet unexplored area is the developmental emergence of willful
ignorance. At what age do people realize the exculpatory value of ignorance and start relying
on it to facilitate selfishness while maintaining a positive image? This is an important gap in
the literature, as strategic information avoidance can tell us a lot about the development of
human moral behavior. Realizing the strategic value of ignorance is an important development
that indicates an advance in metacognition. Not only does one need to consider social norms
of fairness, one also needs to think ahead of time about how having information affects the
compliance with such norms, how such compliance will be viewed by others and by oneself.
Assessing when children grasp this value of information avoidance in ethical decision making
will inform our understanding of the development of motives driving altruistic behavior at
different stages of childhood, and the extent to which behavior reflects internalized altruism

versus the development of concerns for one’s image (Grueneisen & Warneken, 2022).

Another related and promising research direction is to conduct longitudinal studies to
assess the temporal stability and development of reluctant altruism in general and willful
ignorance in particular among the adult population. Meta-analytic results from Chapter 2 shows
that altruistic behavior is indeed more common at older age, aligning with results from Bekker
& Wiepking (2011) and Engel (2011). However, this increase in altruistic behavior among
older compared with younger individuals appears to be driven by a desire to comply with social
norms or to maintain one’s self-image (Arnett, 2001) rather than exclusively by a concern for
the other’s outcome. Age also strongly and positively correlates with willful ignorance in
various domains (Hertwig et al., 2021). The nature of meta-analysis only allows us to assess
the average effect of age across the board from a pooled dataset, and the range of participants’
ages was limited (22 to 38 years old). Future research should conduct longitudinal studies to

track individual’s choices over time.

The meta-analytic review in Chapter 2 further pointed out that the experimental designs

employed to study willful ignorance are fairly homogenous and mostly decontextualize. To the
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best of my knowledge, no existing studies so far have directly correlated behaviors from the
lab with actual decisions in the field. Decontextualized lab settings provide high internal
validity and allow the assessment of causal pathways in the most controlled way but often
involve low stakes, which could explain the high fraction of altruistic choices at the baseline
condition in Experiments 3.1 and 3.2. Future research can broaden the scope of this research,
for example, by employing the willful ignorance paradigm in the lab and extending to real-
world decisions, such as energy conservation or charitable contributions—using experience

sampling methods—to enhance external validity.

More research is also needed to investigate the physiological and neural mechanisms
of reluctant altruism to substantiate the attention and decision making process. Eye-tracking
techniques, for instance, can be employed to assess how different types of decision makers
allocate their attention to different pieces of information in the environment. Using the same
techniques, researchers can also test the efficacy of nudging or boosting people to pay attention
to relevant, key information about the impact of their action, and investigate whether such
intervention can curb willful ignorance to increase altruistic behavior. Using mouse-tracking
techniques, Amasino and colleagues (2024) have shown that encouraging people to look longer
at merit information (how well people performed in a task) leads to fairer redistribution of
resources compared to those looking longer at outcome information (combining merit and
luck). Studying the neural bases of the current phenomenon is also particularly interesting.
Investigate the neural correlates of decisions that come with a trade-off between self-interest
and the interest of others can help further explain the individual differences in altruistic
disposition, how such disposition interacts with situational context, and increase the ecological

validity of the concept.

Finally, as mentioned in Chapter 5, investigating the socio-ecological factors that
contribute to cross-cultural variation in guilt-driven altruistic behavior represents a fruitful
research avenue. The role of kin-based institutions (Enke, 2019) and the cultural logics of
dignity, face, and honor (Leung & Cohen, 2011) may influence the scope of moral concern and
the mechanisms by which individuals experience guilt when indirectly harming others through
their actions. Further examination of these factors offer potential for understanding how
different cultural frameworks shape the experience and expression of reluctant altruism, as they
may differentially emphasize internal versus external sources of moral motivation. The

dimension of cultural tightness versus looseness (Gelfand et al., 2011) can also be a moderator
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of reluctant altruism. Tight cultures with strong norms and low tolerance for deviance may
increase external pressures for altruistic behavior, potentially amplifying reluctant altruism and
the need to engage in willful ignorance, while loose cultures may provide greater latitude for

individuals to act on genuine preferences.

Concluding remarks

This dissertation contributes to a more nuanced understanding of human altruism by
identifying and empirically validating the concept of reluctant altruism. Results indicate that
reluctant altruism represents a fundamental aspect of human social behavior and is shaped both
by internal psychological mechanisms and external social factors. While human altruism is not
absolute, there is an optimistic outlook: the research shows that human altruism can be nurtured
and supported—not by expecting perfection— but by shaping contexts where altruistic actions
become the intuitive choice. The evidence sheds light on the many possibilities we can seize
to design environments that encourage altruistic behaviors, such as increasing transparency of
impact, increasing the observability of behaviors, and reducing the costs of altruistic choices
through mechanisms like defaults and subsidies. By acknowledging the sensitive situational
and personal nature of human altruism, we can develop structural solutions that empower

individuals to act more generously and foster stronger, more compassionate societies.
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English Summary

From donating to charity to making sustainable lifestyle changes, people frequently engage in
altruistic behaviors, making sacrifices for the benefit of others. Altruistic behaviors—costly
acts involving giving up time, money, or effort for the betterment of others—are typically
interpreted as stemming from internalized values of altruism. Yet, altruistic behaviors can also
result from the recognition of societal expectations to act in a socially acceptable manner as
well as one’s own desire to view themselves in a good light. When people act altruistically only
due to internal pressures such as guilt and self-image concerns, or external pressures such as
shame and social reputation, they may behave altruistically in some environments but selfishly
in others. Such inconsistency in altruistic behavior, which we label reluctant altruism, hinders

the stability and development of a truly engaged and civic society.

In this dissertation, I test the psychological mechanism underlying reluctant altruism
and its consequences. Chapters 2 and 3 focus on willful ignorance—the phenomenon in which
people seek, rather than resolve, the uncertainty about the negative consequences of their
actions on others. This behavioral strategy exemplifies reluctant altruism and its underlying
motives. Chapter 4 examines a different environment in which reluctant altruism may arise: a
distracting environment with selfish defaults. Chapter 5 reviews the different mechanisms
underlying reluctant altruisms in a variety of contexts as well as the variation of the existence

and strength of reluctant altruism across the globe.

Chapter 2 presents the first meta-analytic review of willful ignorance, summarizing
results from 22 studies that involved 6,531 participants making 33,603 decisions. The meta-
analysis compared two situations. In the first, participants make decisions in transparent
settings where they have full information about how their choices impact others. In the second,
participants make decisions in non-transparent, ambiguous settings in which they can either
learn about the consequences of their actions on others or remain willfully ignorant. Meta-
analytical results revealed evidence supporting the existence and the negative impact of willful
ignorance. In particular, 39.8% of participants avoided information about their decision’s
impact on others, leading to a drop of 15.6 percentage points in altruistic decisions, even when
the initially hidden information was easily obtainable without a cost. Results further revealed
that participants self-selected into their preferred environment, with or without information.

Those who actively chose information were more altruistic than those who passively received
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information. Overall, cumulated evidence supports the notion that people engage in ignorance
to provide an excuse for selfishness and protect their self-image, and that seemingly altruistic

behavior may not reflect a true concern for others.

Applying the insights from Chapter 2, Chapter 3 is a Registered Report aimed at
disentangling the motives underlying altruistic behavior in a situation where altruistic behavior
is particularly common: when the recipient of an altruistic act is identified. Previous literature
shows identified charity recipients consistently receive more donations than unidentified
charity recipients who are in a similarly dire situation. Chapter 3 thus tackles the research
question: is the increased donation for an identified (vs. unidentified) charity recipient a result
of giving, that is, a genuine concern to improve the person’s wellbeing, or giving in, that is, an
attempt to avoid the guilt of not giving? Consistent with previous findings, results revealed that
some people gave in when making their donation decisions, but the tendency to give in is
independent of whether the charity recipient was identified or not. The findings suggest that to
increase donations, designing a transparent environment, in which potential donors receive

explicit information about the impact of their donation, is valuable for charity organizations.

Chapters 4 examined a different environment in which reluctant altruism may arise:
distracting environment with selfish defaults. People are making important decisions while
distracted more than ever before. Accordingly, institutions increasingly use default options to
assist people in making decisions even when distracted. Defaults are powerful: when set wisely,
defaults can promote a range of desirable behaviors. By the same token, however, poorly set
defaults can promote undesirable outcomes. Chapter 4 tackles the following question: are
defaults set on the selfish, rather than the altruistic alternatives, especially likely to be chosen
in distracting environments? Results suggested that on average, participants were more likely
than chance to accept the altruistic default, and they accepted more altruistic than selfish
defaults. Interesting, the aggregate effects were driven by 60% of participants; the remaining
40% were uninfluenced by defaults, acting strictly according to their social preferences. For
those who are influenced, the result is a positive aggregate effect: altruistic defaults increase
donations to charity. Individuals with a prosocial value orientation were the most likely to let
the default setting dictate their choice, suggesting that their prosocial tendency were context-
dependent and reinforced the insight that not all altruistic choices stemmed from the genuine
desire to benefit others. Results further demonstrated that the use of default nudges in the
context of charity did not undermine donor’s autonomy, especially when the donors were fully

informed of the use of default nudges. Thus, while altruistic defaults are not the panacea for all
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selfishness, transparent defaults are a good tool to help nudge people towards making better

choices that improve the wellbeing of others while still respecting individual’s autonomy.

Finally, Chapter 5 reviews recent research on the phenomenon of reluctant altruism. We
outline its various forms, from willful ignorance to the strategic avoidance of morally
challenging decisions. We then examine three key psychological drivers of reluctant altruism,
including (i) cognitive inattentiveness, (ii) guilt and self-image concerns, and (iii) shame and
social-image concerns. The evidence points to reluctant altruism being guilt-driven. While guilt
motivates people to behave altruistically, providing individuals with the opportunity to
alleviate the anticipated guilt associated with selfish decisions drastically reduces the level of
altruistic decisions overall. Shame and social reputation, on the other hand, have a smaller
impact on altruism especially when the presence of others is not clearly salient and the potential
judgment remains abstract. We also review cross-cultural findings on the prevalence of guilt-
and shame-driven altruism, highlighting robust evidence for willful ignorance across culturally

diverse nations.
Conclusion

Research from this dissertation offers an optimistic outlook. Results highlight that human
altruism can be nurtured and supported—not by expecting perfection, but by shaping the
contexts where altruistic actions are the intuitive choice. The empirical evidence underscores
the influential roles of institutions and norms in internalizing moral values, shaping the human
moral compass and guiding individuals through moral dilemmas. They further shed light on
the many possibilities we can seize to design environments that encourage altruistic behaviors
for the betterment of all. Strategies such as increasing transparency of impact, increasing the
observability of behaviors, and reducing the costs of altruistic choices through mechanisms
such as defaults and subsidies can encourage altruistic behavior. By acknowledging the
sensitive situational and personal nature of human altruism, we can develop structural solutions
that empower individuals to act more generously and foster stronger and more compassionate

societies.
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Dutch summary

Van doneren aan goede doelen tot het maken van duurzame veranderingen in levensstijl,
mensen vertonen vaak altruistisch gedrag door het brengen van offers ten behoeve van anderen.
Altruistisch gedrag — kostbare handelingen waarbij tijd, geld of moeite wordt opgeofferd ten
behoeve van anderen — wordt doorgaans geinterpreteerd als voortkomend uit geinternaliseerde
altruistische waarden. Altruistisch gedrag kan echter ook voortkomen uit de erkenning van
maatschappelijke verwachtingen om op een sociaal aanvaardbare manier te handelen, evenals
uit iemands eigen wens om zichzelf in een goed daglicht te stellen. Wanneer mensen alleen
altruistisch handelen vanwege interne druk zoals schuldgevoel en zorgen over hun zeltbeeld,
of externe druk zoals schaamte en sociale reputatie, kunnen ze zich in sommige omgevingen
altruistisch gedragen, maar in andere egoistisch. Zulke inconsistenties in altruistisch gedrag,
dat we onwillig altruisme noemen, belemmert de stabiliteit en ontwikkeling van een werkelijk

betrokken en sociale samenleving.

In dit proefschrift test ik het psychologische mechanisme dat ten grondslag ligt aan
onwillig altruisme en de gevolgen ervan. Hoofdstukken 2 en 3 richten zich op opzettelijke
onwetendheid — het fenomeen waarbij mensen onzekerheid over de negatieve gevolgen van
hun gedrag voor anderen opzoeken in plaats van oplossen. Deze gedragsstrategie is een
voorbeeld van onwillig altruisme en de onderliggende motieven. Hoofdstuk 4 onderzoekt een
andere context waarin onwillig altruisme kan ontstaan: een afleidende omgeving met
‘egoistische standaardopties’. Hoofdstuk 5 bespreekt de verschillende mechanismen die ten
grondslag liggen aan onwillig altruisme in verschillende contexten, evenals de wereldwijde

variatie in het bestaan en de kracht van onwillig altruisme.

Hoofdstuk 2 presenteert het eerste meta-analytische overzicht van opzettelijke
onwetendheid, met een samenvatting van de resultaten van 22 studies waaraan 6.531
deelnemers deelnamen die 33.603 beslissingen namen. De meta-analyse vergeleek twee
situaties. In de eerste nemen deelnemers beslissingen in een transparante omgeving waar ze
volledige informatie hebben over de impact van hun keuzes op anderen. In de tweede nemen
deelnemers beslissingen in een niet-transparante, ambigue omgeving waarin ze ofwel kunnen
leren over de gevolgen van hun acties voor anderen, ofwel opzettelijk onwetend kunnen
blijven. Meta-analytische resultaten toonden bewijs dat het bestaan en de negatieve impact van

opzettelijke onwetendheid ondersteunt. In het bijzonder vermeed 39.8% van de deelnemers
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vermeed informatie over de impact van hun beslissing op anderen, wat leidde tot een daling
van 15.6 procentpunten in altruistische beslissingen, zelfs wanneer de aanvankelijk verborgen
informatie gemakkelijk en zonder kosten te verkrijgen was. De resultaten lieten verder zien dat
deelnemers ervoor kozen zichzelf in hun voorkeursomgeving te plaatsen, met of zonder
informatie. Mensen die actief voor informatie kozen, waren altruistischer dan mensen die
passief informatie ontvingen. Over het geheel genomen ondersteunt het verzamelde
bewijsmateriaal de stelling dat mensen kiezen voor onwetendheid (in ieder geval gedeeltelijk)
om een excuus te hebben voor egoisme, en dat ogenschijnlijk altruistisch gedrag niet

noodzakelijkerwijs wijst op echte zorg voor anderen.

Hoofdstuk 3 past de inzichten uit hoofdstuk 2 toe in een geregistreerd rapport dat
gericht is op het ontcifderen van de motieven die ten grondslag liggen aan altruistisch gedrag
in een situatie waarin altruistisch gedrag bijzonder vaak voorkomt: wanneer de ontvanger van
een altruistische daad geidentificeerd is. Eerdere literatuur toont aan dat geidentificeerde
ontvangers van liefdadigheid consequent meer donaties krijgen dan niet-geidentificeerde
ontvangers van liefdadigheidsdonaties die zich in een vergelijkbare moeilijke situatie
bevinden. Hoofdstuk 3 behandelt daarom de onderzoeksvraag: is de verhoogde donatie voor
een geidentificeerde (versus niet-geidentificeerde) ontvanger van een liefdadigheidsdonatie
een resultaat van geven, dat wil zeggen, een oprechte zorg om het welzijn van de persoon te
verbeteren, of toegeven, dat wil zeggen, een poging om het schuldgevoel van niet geven te
vermijden? In overeenstemming met eerdere bevindingen lieten de resultaten zien dat sommige
mensen toegaven bij het nemen van hun donatiebeslissingen, maar de neiging om toe te geven
is onathankelijk van of de ontvanger van de liefdadigheidsdonatie geidentificeerd was of niet.
De bevindingen suggereren dat het, om donaties te verhogen, voor liefdadigheidsinstellingen
waardevol zou zijn om een transparante omgeving te ontwerpen waarin potentiéle donateurs

expliciete informatie ontvangen over de impact van hun donatie.

Hoofdstuk 4 onderzocht een andere omgeving waarin onwillig altruisme kan ontstaan:
een afleidende omgeving met ‘egoistische standaardopties’. Vaker dan ooit tevoren nemen
mensen belangrijke beslissingen terwijl ze afgeleid zijn. Instanties maken dan ook steeds vaker
gebruik van standaardopties om mensen te helpen bij het nemen van beslissingen, zelfs
wanneer ze afgeleid zijn. Standaardopties zijn krachtig: wanneer ze verstandig worden
ingesteld, kunnen standaardopties een scala aan wenselijk gedrag bevorderen. Op vergelijkbare

wijze kunnen slecht ingestelde standaardopties echter ongewenste uitkomsten bevorderen.
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Hoofdstuk 4 behandelt de volgende vraag: worden standaardopties die op de egoistische in
plaats van de altruistische alternatieven zijn ingesteld, vooral gekozen in afleidende
omgevingen? De resultaten suggereerden dat deelnemers gemiddeld meer dan bij toeval
geneigd waren om de altruistische standaardoptie te accepteren, en dat ze meer altruistische
dan egoistische standaardopties accepteerden. Interessant is dat de geaggregeerde effecten
werden veroorzaakt door 60% van de deelnemers; de resterende 40% liet zich niet beinvloeden
door standaardopties en handelde strikt volgens hun sociale voorkeuren. Voor degenen die
beinvloed worden, is het resultaat een positief geaggregeerd effect: altruistische
standaardopties verhogen de donaties aan goede doelen. Personen met een prosociale
waardenoriéntatie lieten zich het meest leiden door de standaardopties, wat suggereert dat hun
altruistische neiging contextathankelijk was en het inzicht versterkte dat niet alle altruistische
keuzes voortkwamen uit de oprechte wens om anderen te helpen. De resultaten toonden verder
aan dat het gebruik van standaardopties in de context van goede doelen de autonomie van de
donor niet ondermijnde, vooral niet wanneer de donoren volledig op de hoogte waren van het
gebruik van standaardopties. Hoewel altruistische standaardopties dus geen wondermiddel zijn
voor alle vormen van egoisme, zijn transparante standaardopties wel een goed instrument om
mensen te stimuleren om betere keuzes te maken die het welzijn van anderen verbeteren ,

terwijl tegelijkertijd de autonomie van het individu wordt gerespecteerd.

Tot slot bespreekt hoofdstuk 5 recent onderzoek naar het fenomeen van onwillig
altruisme. In dit artikel zetten we de verschillende vormen ervan uiteen, van opzettelijke
onwetendheid tot het strategisch vermijden van moreel uitdagende beslissingen. Vervolgens
onderzoeken we drie belangrijke psychologische drijfveren van onwillig altruisme, waaronder
(1) cognitieve onoplettendheid, (ii) schuldgevoel en zorgen over het zeltbeeld, en (iii) schaamte
en zorgen over het sociaal imago. Het bewijs wijst erop dat onwillig altruisme wordt gedreven
door schuldgevoel. Hoewel schuldgevoel mensen motiveert om zich altruistisch te gedragen,
vermindert het totale aantal altruistische beslissingen drastisch als mensen de mogelijk wordt
geboden om het verwachte schuldgevoel dat gepaard gaat met egoistische beslissingen te
verlichten. Schaamte en sociale reputatie hebben daarentegen een kleinere impact op altruisme,
vooral wanneer de aanwezigheid van anderen niet duidelijk in het oog springt en het potentiéle
oordeel abstract blijft. We bespreken ook interculturele bevindingen over de prevalentie
altruisme gedreven door schuld en gedreven door schaamte, waarbij we robuust bewijs voor

opzettelijke onwetendheid in cultureel diverse landen benadrukken.
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Conclusie

Het onderzoek in dit proefschrift biedt een optimistisch perspectief. De resultaten
benadruken dat menselijk altruisme kan worden gekoesterd en ondersteund — niet door
perfectie te verwachten, maar door het vormgeven van contexten waarin altruistisch handelen
de intuitieve keuze is. Het empirische bewijs onderstreept de invloedrijke rol van instituties en
normen bij het internaliseren van morele waarden, het vormgeven van het morele kompas van
de mens en het begeleiden van individuen bij morele dilemma's. Ze werpen verder licht op de
vele mogelijkheden die we kunnen aangrijpen om omgevingen te ontwerpen die altruistisch
gedrag aanmoedigen ten behoeve van iedereen. Strategieén zoals het vergroten van de
transparantie van impact, het verhogen van de waarneembaarheid van gedrag en het verlagen
van de kosten van altruistische keuzes via mechanismen zoals standaardopties en subsidies,
kunnen altruistisch gedrag aanmoedigen. Door de gevoelige situationele en persoonlijke aard
van menselijk altruisme te erkennen, kunnen we structurele oplossingen ontwikkelen die
individuen in staat stellen vrijgeviger te handelen en sterkere en meer meelevende

samenlevingen te bevorderen.
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