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This dissertation developed a human-centered framework for explainable 

recommender systems that integrates four key dimensions: what explanations 

should look like, reflected in their scope and modality; what they achieve, in terms 

of user understanding, trust, and attitudes toward the system; how they work, 

through visual attention as a mediating mechanism; and for whom they are 

effective, as shaped by users’ AI competence. The three empirical studies each 

examined one or several of these dimensions across distinct contexts, mapping 

competence disparities, tracing attentional processes in explanation design, and 

assessing inclusiveness. This chapter synthesizes the key findings across studies, 

elaborates their theoretical and practical implications, and concludes with a 

roadmap for future research. 

Summary of key findings across studies 

Explanation design: How scope and modality shape explanation 

effectiveness 

A central question of this dissertation was what explanations should look like: what 

information they convey and in what form. The findings across studies indicate, in 

short, that joint explanations integrating local and global information and presented 

in textual form generally promoted greater user understanding of the systems, 

while their influence on trust and attitudes toward the system tended to vary with 

context and user characteristics. 

Chapter 3 compared different scopes and modalities of explanations in an 

entertainment recommender system and found that joint explanations, such as “We 

applied AI algorithms to compare the feature of the movie with your profile 

data…this sci-fi movie has a 75% fit with your profile.”,  produced the highest 

perceived and objective understanding of the system, outperforming both local and 

global explanations. When delivered in text-only form, joint explanations also led 

to modest but significant gains in trust and attitude; however, these affective 

benefits disappeared when illustrations were added. There was no evidence that 

local and global explanations outperformed one another; both yielded lower 

understanding and weaker evaluations than joint explanations, particularly in the 

text-only condition. For these single-scope explanations, differences between text 
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and illustrated versions were also less pronounced than for joint explanations. 

Chapter 4 extended the analysis to a news recommender system, focusing on text-

only joint explanations to assess their generalizability across contexts and user 

groups. It confirmed the cognitive benefits of joint explanations in the news 

context: participants who received them demonstrated greater objective and 

perceived understanding than those who received no explanation. 

Taken together, the findings demonstrate that scope and modality jointly 

determine explanation effectiveness. Joint explanations provide the most 

comprehensive understanding, but their benefits are fragile when paired with 

extraneous or poorly aligned visuals. Text-only formats generally support clearer 

comprehension, whereas visual embellishments may impose cognitive load that 

offsets their potential value. These results underscore that effective explanation 

design requires balancing informational richness with cognitive accessibility and 

aligning the presentation format with users’ capacities and contexts, which is a 

principle central to the human-centered framework developed in this dissertation. 

Explanation effectiveness: Robust cognitive gains and conditional 

affective benefits 

Explanation effectiveness in this dissertation was assessed through users’ cognitive 

understanding and affective evaluations of the recommender system. The overall 

findings indicate that, across studies, explanations reliably enhanced users' 

perceived and objective understanding of the system, whereas their effects on trust 

and attitudes were less consistent, in some cases operating indirectly through 

cognitive gains and varying with explanation modality and user competence. 

As discussed earlier, across both experiments, joint text-only explanations 

yielded the greatest gains in user understanding of the recommender system, while 

their effects on affective outcomes were more conditional. In Chapter 3, 

improvements in trust and attitude toward the recommender system appeared only 

under text-only conditions and disappeared when illustrations were added to the 

explanations. In Chapter 4, such effects were also contingent on user competence. 

More importantly, an exploratory analysis suggested a sequential indirect pathway 

in which explanations enhanced objective understanding, which in turn increased 
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perceived understanding and subsequently fostered higher trust and more positive 

attitudes toward the system. 

Together, these patterns indicate that understanding and evaluation follow 

partly distinct processes. Cognitive gains are robust across contexts, whereas 

affective responses are more sensitive to presentation format, user characteristics, 

and the extent of actual comprehension. Evaluating explanation effectiveness 

therefore requires a multidimensional approach: focusing only on understanding 

risks overstating their impact, while emphasizing trust and attitudes alone may 

obscure genuine cognitive gains. A balanced assessment that considers both what 

users learn and how they evaluate the system offers a more accurate picture of 

when explanations succeed and for whom they are effective. 

Visual attention as an underlying mechanism  

This dissertation investigated how explanations exert their effects on users by 

analyzing visual attention as a mediator connecting design features to user 

responses. The findings showed that attention mediated the influence of 

explanation scope on users’ understanding of the recommender system yet played a 

limited role in accounting for modality effects or shaping users’ affective 

evaluations. 

In Chapter 3, eye-tracking data showed that joint explanations attracted 

more visual attention than local or global explanations, and this attention was 

positively associated with both perceived and objective understanding of the 

recommender system. This pattern confirmed that visual attention mediated the 

relationship between richer explanatory content and improved cognitive outcomes. 

However, no such mediation emerged for affective outcomes such as trust and 

attitude: users who spent more time viewing explanations did not necessarily trust 

or evaluate the system more positively. Robustness analyses further confirmed that 

affective responses were unrelated to any gaze-based measure of attention. 

Interestingly, modality also had limited influence on visual attention. Participants 

spent similar viewing time on text-only and illustrated explanations, and robustness 

analyses showed that although graphics slightly increased total attention, they did 

not improve their distribution or predictive value for understanding or evaluation. 
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Taken together, these findings position visual attention as a central but 

bounded mechanism for explanation effectiveness. Attention mediates how users 

transform explanatory content into cognitive understanding, clarifying the process 

through which explanation design shapes comprehension. Yet its limited 

association with affective outcomes underscores that trust and attitudes arise from 

higher-order evaluative and interpretive processes beyond visual attention. 

Moreover, the minimal influence of modality suggests that merely adding visual 

elements does not enhance users’ attention or understanding of the system. Within 

the broader human-centered framework, these results highlight that effective 

explanation design should channel users’ attention toward content that facilitates 

comprehension and critical evaluation, ensuring that engagement translates into 

insight rather than overload. 

Explanation inclusiveness: The role of AI competence  

This dissertation examined for whom explanations are effective by investigating AI 

competence as a moderating factor shaping user outcomes. The findings suggested 

that explanation effects varied systematically with users’ AI competence: those 

with higher knowledge, skills, and positive attitudes tended to benefit more from 

explanations, whereas those with lower competence often showed limited or no 

measurable effects. 

 To understand the roots of these disparities, Chapter 2 first mapped the 

distribution of AI competence across the population. It revealed that knowledge, 

skills, and attitudes toward AI are unevenly distributed, aligning with age, 

education, and socioeconomic status. These differences form an emerging AI 

divide that reflects inequalities in people’s capacity to interpret algorithmic 

decisions, recognize bias, and make informed use of AI-driven systems. Such 

inequalities raise concerns that explanation-based transparency, if designed in a 

one-size-fits-all manner, could inadvertently widen rather than bridge existing 

gaps. 

Chapter 4 directly tested whether AI competence moderated explanation 

effects in a news recommender system. The results confirmed that competence 

meaningfully conditioned outcomes: users with higher AI knowledge, skills, and 

positive attitudes gained greater perceived and objective understanding of the 
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system from joint explanations and, in some cases, expressed more favorable trust 

and attitude evaluations toward the system. In contrast, users with lower 

competence generally showed no comparable gains in understanding and only 

minimal changes in trust or attitudes. This pattern suggests that explanations may 

disproportionately benefit those already equipped to interpret them, thereby 

reinforcing rather than mitigating the AI divide. 

It is also worth noting that, beyond its moderating role, AI competence 

exerted direct effects on user outcomes, regardless of whether explanations were 

present. Users with higher competence consistently demonstrated better 

understanding and more positive evaluations of the system both with and without 

explanations. This suggests that competence functions as an independent predictor 

of how people engage with algorithmic recommendations: individuals with 

stronger AI knowledge, skills, and attitudes are systematically advantaged, whereas 

less competent users face persistent disadvantages in navigating AI-driven 

environments. 

Taken together, these findings imply that inclusiveness in explainable AI 

cannot be achieved through uniform transparency measures alone. Instead, human-

centered explainable AI should tailor explanation strategies to different competence 

profiles and be supported by broader educational and literacy initiatives. 

Addressing these competence gaps is essential to prevent explanation-based 

transparency from exacerbating digital inequalities and to ensure that all users, not 

just the most knowledgeable, can meaningfully benefit from explainable systems. 

Implications 

Research on explainable recommender systems has long been fragmented across 

domains: computational studies have concentrated on algorithmic transparency 

techniques (e.g., Guidotti, 2018), psychological research has focused on isolated 

user outcomes (e.g., Ehsan et al., 2021; Hoffman et al., 2023), and communication 

scholarship has emphasized trust and accountability in algorithmic interaction (e.g., 

Shin, 2021; Zerilli et al., 2022). To address this fragmentation, this dissertation 

advances a human-centered framework for explainability in recommender systems 

and contributes to theoretical developments across communication science, 

HCI/XAI, cognitive psychology, and digital-divide research. Integrating 
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explanation design, attentional mechanisms, and user competence into one 

coherent conceptual framework, it shows that explainability is not a fixed property 

of an algorithm but a communicative and contextual process that depends on how 

explanatory content is designed, attended to, and interpreted by diverse users. The 

following sections elaborate the theoretical, methodological, and practical 

implications of this dissertation across these dimensions. 

Theoretical and methodological implications 

First of all, building on mental-model theory (Kulesza et al., 2013; Norman, 2023), 

this dissertation clarifies how explanation design choices, such as scope and 

modality, jointly shape users’ outcomes. The findings support the premise that 

conceptual completeness integrating both local and global reasoning helps users 

form more coherent mental models of a recommender system’s logic. However, 

this benefit is shaped by the clarity and accessibility of the explanation 

presentation. In line with Cognitive Load Theory (Sweller, 1988, 2011) and the 

Cognitive Theory of Multimedia Learning (Mayer, 2005), visual illustrations 

enhance comprehension only when they reduce extraneous cognitive load, integrate 

effectively with accompanying text, and help users organize information into a 

coherent mental model. When textual and visual elements are poorly aligned, split-

attention and redundancy effects may emerge, diminishing rather than enhancing 

understanding (Sweller, 1988; Mayer & Moreno, 2003). Theoretically, these 

insights move explainable-AI research beyond the binary question of whether 

explanations are present or absent toward design alignment, in which informational 

completeness must be balanced with users’ cognitive capacity to process 

information efficiently. 

Second, eye-tracking evidence extends the Eye–Mind Hypothesis (Just & 

Carpenter, 1980) and limited-capacity models of message processing (Lang, 2000) 

to human-AI interaction. Visual attention functions as the proximal mechanism that 

links explanation design to cognitive outcomes: explanations that captured and 

sustained users’ visual attention led to higher perceived and objective 

understanding of the system. However, this attention did not mediate affective 

responses such as trust or attitude toward the system. This pattern aligns with dual-

process theories (Smith & Collins, 2009), which distinguish between deliberate, 

attention-driven reasoning and more intuitive, affect-based evaluation. The findings 
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therefore indicate that attention plays a central yet conditional role: it facilitates 

users’ cognitive understanding but does not directly shape their affective responses. 

Affective reactions such as trust and attitude likely follow a more intuitive, 

heuristic route that operates largely independently of attentional processing. 

Third, the exploratory findings can be interpreted in light of trust-

calibration theory (Lee & See, 2004; Mayer et al., 1995), suggesting a possible 

indirect pathway through which explanations shape users’ evaluations of the 

system. Rather than directly affecting trust or attitude, explanations appear to 

enhance users’ objective and perceived understanding, which in turn enables better-

calibrated trust and more positive evaluations of the system. This pattern supports 

cognitive-evaluative models of trust (Lee & See, 2004; Mayer et al., 1995), 

indicating that users draw on explanations to form informed judgments of system 

reliability rather than reacting through immediate affective impressions. Evaluating 

explanations solely on cognitive outcomes therefore risks overstating their affective 

impact, whereas focusing only on affective outcomes may obscure genuine 

learning gains. Moreover, across contexts, objective understanding improved more 

consistently than perceived understanding (Hoffman et al., 2023), underscoring that 

comprehension is multidimensional. Users may feel confident without possessing 

accurate knowledge, or conversely, may understand correctly without recognizing 

their own comprehension. Acknowledging understanding as a dual construct offers 

a more nuanced theoretical account of when transparency succeeds. Future 

research should therefore assess both objective and perceived understanding, 

alongside affective responses such as trust and attitude, to capture a fuller picture 

of how and when explanations foster meaningful human-AI interaction. 

Finally, by identifying five distinct user competence profiles and linking 

them to explanation outcomes, this dissertation extends digital-divide research (van 

Deursen & van Dijk, 2014; van Dijk, 2020) and AI-literacy frameworks (Long & 

Magerko, 2020; Carolus et al., 2023) into the domain of explainable AI. Further, 

empirical evidence demonstrates that the same explanation can enhance 

understanding for highly skilled users while offering little or even no benefit to 

those with lower competence, indicating that explainability is inherently stratified 

by user competence. These competence-based differences align with constructivist 

learning theory (Bruner, 1961), the Elaboration Likelihood Model (Petty & 
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Cacioppo, 1986), and cognitive-fit theory (Vessey, 1991), all of which predict that 

deep comprehension depends on users’ prior knowledge, ability, and motivation. 

From a theoretical perspective, effective explanations should be evaluated not only 

by their average cognitive benefit but also by their capacity to reduce, rather than 

reproduce, competence-based disparities. This equity-sensitive perspective 

integrates communication and inclusion theories with technical transparency 

research, positioning explainability as a matter of informational fairness and 

interpretive accessibility, not merely algorithmic interpretability.  

In sum, this dissertation proposes an integrative framework in which 

explanation design, attentional engagement, and user competence jointly determine 

when, how, and for whom algorithmic explanations shape user cognitive and 

affective responses. It reframes explainability as a communicative process of 

learning and judgment, bounded by cognition, mediated by attention, and 

conditioned by competence, bridging cognitive, technological, and social 

perspectives on human-AI interaction. In other words, the framework is load-

sensitive, attention-mediated, and competence-aware, predicting that explanation 

effects unfold through a cognitive-before-affective sequence, that visual modality 

aids comprehension only when it organizes rather than embellishes information, 

and that user heterogeneity is a core explanatory factor, not statistical noise. These 

principles help reconcile inconsistent findings in explainable AI research and 

provide a structured, testable model for advancing theory on effective and inclusive 

algorithmic communication. 

Practical Implications 

The findings of this dissertation have direct implications for the design, evaluation, 

inclusiveness, and governance of explainable AI and recommender systems. By 

showing that explanation effectiveness depends on the interplay between design 

choices, user competence, attentional engagement, and contextual factors, this 

work offers actionable insights for system designers, researchers, and 

policymakers. 

Design implications. Explanations should not be treated as a binary on-off 

feature but as a set of interrelated design choices (Tintarev & Masthoff, 2011; 

Nunes & Jannach, 2017). Effective designs require thoughtful coordination of 
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scope and modality so that the level of detail and presentation format match the 

complexity of the recommendation task. Visual components should be used 

selectively to clarify, minimizing cognitive load and directing attention to essential 

information (Mayer, 2005; Sweller, 1988). Finally, explanation design should 

account for user diversity, providing formats that are accessible and meaningful for 

users with different levels of AI competence. 

Evaluation implications. Explanations should be evaluated not only on 

user outcomes but also on processes such as attention. Eye-tracking evidence 

showed that visual attention mediated user understanding of the system, 

underscoring the need for process-based evaluation. Lightweight tools for tracking 

engagement (Goldberg & Kotval, 1999; Jacob & Karn, 2003) or iterative A/B 

testing can help identify which elements are noticed, processed, and acted upon, 

aligning XAI research with evidence-based design practices in HCI. 

Inclusiveness implications. The moderating role of AI competence 

indicates that explanations are not equally effective for all users. Transparency 

interventions risk widening the AI divide if they primarily benefit individuals with 

higher competence (Cotter & Reisdorf, 2020; van Dijk, 2020). Adaptive strategies, 

such as layered explanations with optional detail (Ehsan et al., 2021), can help 

accommodate different user profiles. However, explanations alone cannot close 

competence gaps. Broader AI literacy initiatives (Herrmann, 2022; Long & 

Magerko, 2020) are essential to ensure that less skilled or less confident users are 

not systematically disadvantaged. 

Policy and governance implications. From a policy perspective, 

explanation standards should be context-sensitive. Higher-stakes domains such as 

news require greater attention to fairness, bias detection, and credibility (Helberger, 

2018; Napoli, 2014), whereas entertainment recommenders may prioritize usability 

and engagement. Current frameworks, such as the EU’s Digital Services Act and AI 

Act, rightly promote transparency and accountability but often treat explanations as 

uniform obligations (European Union, 2022; European Commission, 2023). The 

findings of this dissertation suggest that transparency measures must be tailored to 

context and user competence, and complemented by literacy and inclusion policies. 

Explanations can contribute to accountability and trustworthiness, but their success 

depends on design alignment and user capability. In this sense, policy interventions 
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should integrate adaptive design standards with educational and civic 

empowerment efforts to ensure that explainability promotes equitable access to 

algorithmic systems. 

Interdisciplinary implications. Finally, the integrated conceptual model 

developed in this dissertation serves as both a theoretical and practical tool. It 

provides a shared vocabulary for computer scientists, communication scholars, 

cognitive psychologists, and policymakers to collaborate on explanation design and 

governance. By linking technical design features with human outcomes and policy 

goals, the framework supports cross-disciplinary dialogue and helps translate 

human-centered explainability into transparent, accountable, and equitable AI 

practice. 

Roadmap for future research 

While this dissertation advances understanding of effective and inclusive 

explanations in recommender systems, it also highlights several directions for 

future research. Future work should broaden contextual scope, extend design 

innovation, refine measurement, and address the challenges introduced by 

generative AI. 

Context and generalizability. The studies in this dissertation were 

conducted in the Netherlands, meaning that their results may reflect cultural, 

institutional, and media-system characteristics specific to this context. Comparative 

research in media systems (Hallin & Mancini, 2004) and digital divides (van Dijk, 

2020) shows that institutional trust, media literacy, and regulatory environments 

differ across countries and shape how people engage with algorithmic systems. 

Future research should therefore test the framework cross-culturally and examine 

how explanation effects evolve over time. Additionally, longitudinal designs are 

particularly valuable for observing how sustained exposure influences competence 

growth, trust trajectories, and potential fatigue effects (e.g., Zafari et al., 2024). 

Beyond cultural variation, explanation design should also be studied in diverse 

application domains. The contrast between entertainment and news in this 

dissertation showed that explanation effects do not transfer seamlessly across 

contexts. Extending this inquiry to areas such as healthcare, finance, or education 

could clarify how explanation mechanisms operate under different stakes and 
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normative expectations. Moreover, inclusiveness should be examined beyond 

demographics, encompassing users with low literacy, accessibility needs, or 

cognitive impairments. 

Broadening the design space. The present work examined scope and 

modality, two foundational but limited dimensions of explanation design. Future 

research should expand this design space to include interactive, adaptive, or 

conversational explanations (e.g., Kulesza et al., 2013), personalized explanations 

that match individual preferences (Tintarev & Masthoff, 2015), and counterfactual 

or contrastive formats that clarify alternatives (Wachter et al., 2017; Miller, 2019). 

Such designs can support iterative sensemaking rather than one-time justification, 

but they also pose new cognitive and ethical challenges. Investigating how these 

formats interact with user competence and contextual stakes will help define design 

principles for explainability that are both informative and accessible. 

Advancing measurements and methods. In this dissertation, AI 

competence was assessed through self-reports and knowledge tests, consistent with 

existing frameworks for digital competence (Ferrari, 2012; van Deursen & van 

Dijk, 2014; Long & Magerko, 2020). However, self-reports may not capture actual 

skills, as people often misjudge their capabilities (van Deursen et al., 2016). Future 

studies should therefore combine behavioral assessments, task-based performance 

measures, and process-tracing methods such as webcam-based eye-tracking or 

interaction logging to provide more robust evidence of how users engage with 

explanations. Integrating such measures across large and diverse samples will 

allow for cumulative, comparative insights into the cognitive and affective 

mechanisms underlying explainability. 

Generative AI and emerging challenges. The rise of generative AI has 

reshaped the online environment, moving beyond curation to the creation of new 

texts, images, and media. This evolution raises fresh questions for explainability. 

When asked “why did you generate this content,” generative systems may produce 

outputs that resemble explanations but are often post-hoc rationalizations 

susceptible to hallucination (Ji et al., 2023; Turpin et al., 2023). As people 

increasingly interact with generative systems across education, healthcare, and 

creative domains, future research should adapt explanation concepts to this 

paradigm.  
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In sum, advancing human-centered explainability requires a domain-

sensitive, temporally informed, and competence-aware research agenda. By 

broadening cultural and domain contexts, testing long-term effects, diversifying 

design strategies, and improving measurement, future studies can refine theory and 

ensure that explanation practices are not only effective but also equitable and 

sustainable across technologies, user groups, and societal settings. 

 

To conclude: 

To conclude, the answer to the guiding question, Is explanation the cure?, is not a 

simple yes or no: this dissertation shows that explanation is not a universal solution 

to the opacity of algorithmic recommender systems, yet its potential is considerable 

when approached from a human-centered perspective. Explainability is a 

communicative, dynamic, and contextual process. Its effectiveness depends on a 

careful alignment between what is explained, how it is presented, and who the user 

is. It succeeds when explanations are designed to match users’ cognitive capacities, 

sustain attention, and account for variations in AI competence. When these 

dimensions are ignored, transparency efforts risk deepening rather than reducing 

informational inequalities.   

Ultimately, in the age of AI, explainability is a matter of social 

responsibility as much as technical optimization, and a practice of communication 

through which human understanding, technological design, and social values 

converge. The goal of explainable AI is therefore to empower people to understand 

and meaningfully interact with the technologies that increasingly shape their lives. 

In essence, this dissertation contributes to the broader pursuit of building AI that 

enhances both human understanding and societal well-being by advancing theory 

and practice toward more inclusive and effective transparency interventions. 

 


