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Bias Is Not Color Blind:
Ignoring Gender and Race Leads to Suboptimal Selection

Decisions—A Registered Report

Hagai Rabinovitch1, Linh Vu1, Yoella Bereby-Meyer2, and Shaul Shalvi1
1 Centre for Experimental Economics and Political Decision Making, University of Amsterdam

2 Department of Psychology, Ben-Gurion University of the Negev

Blindfolding—selecting candidates based on objective selection tests while avoiding personal information
about their race and gender—is commonly used to mitigate bias in selection. Selection tests, however, often
benefit people of a certain race or gender. In such cases, selecting the best candidates requires incorporating,
rather than ignoring, the biasing factor. We examined people’s preference for avoiding candidates’ race and
gender, even when fully aware that these factors bias the selection test. We put forward a novel prediction
suggesting that paradoxically, due to their fear of appearing partial, people would choose not to reveal race
and gender information, even when doing someans making suboptimal decisions. Across three experiments
(N= 3,621), hiring professionals (and laypeople) were taskedwith selecting the best candidate for a position
when they could reveal the candidate’s race and gender or avoid it. We further measured how fear for their
social image corresponds with their decision, as well as how job applicants perceive such actions. The
results supported our predictions, showing that more than 50% did not reveal gender and race information.
By contrast, only 30% did not reveal situational biasing information—features of the situation rather than
the individual—such as the time of day in which the selection test occurred. Those who did not reveal
information expressed higher concerns for their social and self-image than those who decided to reveal. We
conclude that decision-makers avoid personal biasing information tomaintain a positive image, yet by doing
so, they compromise fairness and accuracy alike.

Public Significance Statement
Blindfolding—ignoring candidates’ gender and race in selection processes—is a widespread strategy
aimed at reducing bias and increasing diversity. Selection tests, however, often unjustly benefit members
of certain groups, such as men and White people. In such cases, correcting the bias requires incor-
porating, rather than ignoring, information about the candidates’ gender and race. The current research
shows that decision-makers are reluctant to reveal such information due to their fear of appearing partial.
Paradoxically, decision-makers avoid such information, even when fully aware that doing so may
perpetuate bias, to protect their social image as impartial, but miss out on the opportunity to advance
fairness and choose the best candidates.

Keywords: judgment and decision making, willful ignorance, image concerns, discrimination

Supplemental materials: https://doi.org/10.1037/xge0001870.supp

T
hi
s
do
cu
m
en
t
is
co
py
ri
gh
te
d
by

th
e
A
m
er
ic
an

P
sy
ch
ol
og
ic
al

A
ss
oc
ia
tio

n
or

on
e
of

its
al
lie
d
pu
bl
is
he
rs
.

T
hi
s
ar
tic
le

is
in
te
nd
ed

so
le
ly

fo
r
th
e
pe
rs
on
al

us
e
of

th
e
in
di
vi
du
al

us
er

an
d
is
no
t
to

be
di
ss
em

in
at
ed

br
oa
dl
y.

A
ll
ri
gh
ts
,
in
cl
ud
in
g
fo
r
te
xt

an
d
da
ta

m
in
in
g,

A
I
tr
ai
ni
ng
,
an
d
si
m
ila
r
te
ch
no
lo
gi
es
,
ar
e
re
se
rv
ed
.

Paul A. O’Keefe served as action editor.
Hagai Rabinovitch https://orcid.org/0000-0002-7818-2671
Complete materials for the proposed study and pilot data can be found at

https://osf.io/wmc8x/?view_only=156cdf7c9fed4a10860fa3a22b49b936. The
authors have no competing interests to declare. This research was financially
supported by the HORIZON EUROPE European Research Council,
HORIZON EUROPE Framework Programme (Grant ERC-CoG-865931
awarded to Shaul Shalvi), the Dutch Research Council (Nederlandse
Organisatie voor Wetenschappelijk Onderzoek; Grants Vi.Vidi.195.137
and Vidi 452-17-004 awarded to Shaul Shalvi). Because this research was
funded in whole, or in part, by Netherlands Organisation for Scientific
Research, HORIZON EUROPE Framework Programme (Grants ERC-
CoG-865931, Vi.Vidi.195.137, and Vidi 452-17-004), for the purpose of
open access, the author has applied a CC BY public copyright license to

any author accepted manuscript version arising from this submission.
Hagai Rabinovitch played a lead role in conceptualization, formal

analysis, methodology, project administration, software, validation, visualiza-
tion, writing–original draft, and writing–review and editing. Linh Vu played a
supporting role in methodology, validation, and writing–review and editing.
Yoella Bereby-Meyer played a supporting role in funding acquisition, super-
vision, and writing–review and editing and an equal role in conceptualization,
investigation, methodology, and validation. Shaul Shalvi played a lead role in
funding acquisition, project administration, resources, and supervision and an
equal role in conceptualization, formal analysis, investigation, methodology,
validation, writing–original draft, and writing–review and editing.

Correspondence concerning this article should be addressed to Hagai
Rabinovitch, Centre for Experimental Economics and Political Decision
Making, University of Amsterdam, Roetersstraat 11, 1018 WB, Amsterdam,
Postbus 15867, the Netherlands. Email: h.rabinovitch@uva.nl

Journal of Experimental Psychology: General

© 2025 American Psychological Association 2025, Vol. 154, No. 12, 3552–3565
ISSN: 0096-3445 https://doi.org/10.1037/xge0001870

3552

https://doi.org/10.1037/xge0001870.supp
https://orcid.org/0000-0002-7818-2671
https://osf.io/wmc8x/?view_only=156cdf7c9fed4a10860fa3a22b49b936
mailto:h.rabinovitch@uva.nl
https://doi.org/10.1037/xge0001870


In June 2023, the U.S. Supreme Court banned the use of race as
part of admissions for higher education. Chief Justice John Roberts
wrote: “Many universities have for too long wrongly concluded that
the touchstone of an individual’s identity is not challenges bested,
skills built, or lessons learned, but the color of their skin” (Students
for Fair Admissions, Inc. v. President and Fellow of Harvard
College, 2023, p. 8). Similarly, in Europe, French law bans col-
lecting and documenting racial information about citizens, reflecting
the government policy of being “color blind” (LaBreck, 2021). In
some cases, not revealing candidates’ and applicants’ race and
gender can reduce bias. For example, setting a screen between
candidates and judges in orchestra auditions increased the pro-
portion of women being selected (Goldin & Rouse, 2000).
A blindfolded approach, however, does not always cure bias. In a

minority opinion, Justice Ketanji Brown Jackson wrote: “Deeming
race irrelevant in law does not make it so in life” (Students for
Fair Admissions, Inc. v. President and Fellow of Harvard College,
2023, p. 25). Indeed, personal, sensitive information about candi-
dates’ race, gender, age, and appearance often biases the results of
selection tools, such as aptitude tests and interviews (Dalal et al.,
2020; Jolles et al., 2024; Rattan et al., 2019), or has the potential to
do so (Levine & Schweitzer, 2015). This bias may stem from a direct
effect (e.g., an interviewer being influenced by an interviewee’s
appearance) or an indirect one (e.g., higher socioeconomic status,
which affords greater access to resources and, in turn, leads to higher
achievement). Whatever the reason may be, such skewed test scores
hinder the true potential that individuals of certain groups have. To
account for such biased test scores, decision-makers seeking to hire
the best job candidate should incorporate, rather than ignore, race
and gender information (Rabinovitch et al., 2020). Would people
incorporate such information or, alternatively, prefer adopting a
blindfolded approach, even when the information ignored can help
mitigate rather than exacerbate bias? Would using such an approach
be based on people’s fear of appearing partial when choosing to
learn the candidate’s race or gender? And finally, would members of
groups who benefit from the bias, such as White men, especially
prefer a blindfolded approach, due to their fear of appearing partial
when learning the candidate’s characteristics? The current registered
report addresses these questions.

Information to Reduce Bias

When selection tools unfairly favor members of specific groups,
selecting the best candidates requires adjusting test scores based on
the biasing factors, for example, race or gender. To follow the
intuition behind the argument, consider a scenario predicting future
job performance from candidates’ job interview scores. The
interview score favors tall candidates, yet height is irrelevant to job
performance. When two candidates, a taller and a shorter one,
receive the same interview score, the shorter candidate should be
selected for the job. The rationale is that the taller’s interview score
was inflated due to their height, yet the shorter candidate managed to
obtain the same score. Accordingly, the shorter candidate is superior
in the job-relevant aspects assessed during the interview. In sta-
tistical terms, the irrelevant attribute can be referred to as a sup-
pressor variable (Azen & Budescu, 2003; Conger & Jackson, 1972;
Darlington, 1968; Tzelgov & Henik, 1991). Considered in such a
way, ostensibly irrelevant information, such as the candidate’s
height, can be utilized as relevant information to predict future job

performance. This is achieved by including height as a predictor in
the model (for a statistical elaboration, see Supplemental Section 1).
Indeed, when predicting the grade point average scores of over
5,000 college students, a statistical model that includes the candi-
date’s race outperforms competing color-blind models (Kleinberg et
al., 2018). Importantly, the model including race was superior not
only in terms of efficiency but also in terms of equality. Not only did
it decrease error rates, but it also increased the proportion of high-
performing Black students being selected.1

Even though adjusting biased test scores leads to better selection
decisions, people do not intuitively do so. In a series of studies,
Rabinovitch et al. (2020, 2022, 2024) had participants read selection
scenarios in which attributes irrelevant to future job performance,
including height, affected various selection tests, such as job in-
terviews. Participants had to choose between two candidates who
received the same interview score but varied on the biasing attribute.
Results revealed less than 30% chose the most suitable (shorter)
candidate. One possible reason for people’s struggle is cognitive
complexity. From a reasoning-problem perspective, people must
understand the complex relations between the variables involved,
and even though the biasing attribute (height) is irrelevant to job
performance, it should be considered negatively due to its effect on
the selection test. Arriving at the solution is not trivial. Having
participants deliberate on the relations between the variables en-
courages their analytical thinking but does not lead them to properly
adjust the test scores and choose the best candidate (Rabinovitch et
al., 2022). The main question we address here remains open. Would
hiring managers who understand the need to adjust for bias feel
comfortable integrating information about a candidate’s race or
gender into their hiring decisions? Specifically, given the oppor-
tunity, would they prefer to avoid such sensitive information to
protect their social image as impartial?

Willful Ignorance and Image Concerns

To maintain a positive image, people often ignore inconvenient
information. This tendency is known as willful ignorance—people
often prefer not to know how their choices will impact others (Dana
et al., 2007; Hertwig & Engel, 2016; Hertwig et al., 2024; Vu et al.,
2023). Ignoring this information enables them to choose options that
maximize their own outcome, even when it is potentially harmful to
others (Grossman & Van Der Weele, 2013; Köbis et al., 2021;
Molho et al., 2024; Shalvi et al., 2015). By doing so, they protect
their social image—the way others would judge their actions and
behaviors (Dimant et al., 2024; Grimalda et al., 2016). A recent
meta-analysis of experimental economic games studying willful
ignorance revealed that 40% of decision-makers avoid information.
Additionally, those who remain uninformed are 33% less likely to
make prosocial choices compared with decision-makers who cannot
avoid learning about the impact of their decisions on others (Vu
et al., 2023).

When people must adjust hiring selection scores based on at-
tributes such as race or gender, decision-makers risk being perceived
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1 Note that utilizing irrelevant information as suppressors is different from
affirmative action. Affirmative action policies often aim at increasing
diversity to compensate for historical deficits (Ritov & Baron, 1990; Ritov &
Zamir, 2014) even at the expense of merit (e.g., when using quotas), whereas
adjusting scores using suppressors enhances efficiency by correcting a
statistical bias caused using imperfect tools.
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by others as partial, even if their genuine goal is to correct bias and
choose the best candidate. Avoiding such personal information
enables decision-makers to avoid inconvenience and maintain a
positive social image. Fath et al. (2022, 2023) studied people’s
information avoidance in various contexts, including hiring deci-
sions. They found that while some people choose to reveal irrelevant
and potentially biasing information out of curiosity, this tendency
was reduced when participants were provided with explicit personal
information (e.g., revealing one’s gender or race) compared with
more ambiguous information (e.g., learning the candidate’s name).
They further found that the decision not to reveal information was
motivated by fairness concerns and increased in a “cold” evaluation
mode (i.e., when participants were asked what their information-
revealing preferences should be). In a different context, Norton et al.
(2006) found that participants avoided asking about race when
trying to guess which photo their partner was holding from a set of
32 images. These images varied on several features—including race
(White vs. people of color)—and asking about race would have
improved accuracy. Preventing oneself from knowing another
person’s race allowed people to maintain a positive social image
(Plaut et al., 2018).
Our key hypothesis proposes that decision-makers, even when

aware of potential bias, will choose to remain ignorant of personal
factors that could inform their decision, even if this hinders their
ability to select the best candidate. Importantly, we test the
hypothesis after confirming that decision-makers (a) understand that
overcoming bias requires adjusting evaluations based on personal
information and (b) have easy access to and can readily reveal this
information. We suggest this choice stems from a paradoxical
concern: learning about factors that contribute to bias may create the
impression of partiality, thereby jeopardizing their social image. In
essence, we suggest that the desire to protect their social image will
outweigh their desire to make the best choice.

The Current Research

We study willful ignorance in selection decisions by having
participants assume the role of a person tasked with choosing the
best candidate for a position. Participants assumed the role of
decision-makers responsible for making hiring decisions for their
organization. Their task was to choose between two candidates for a
certain position. Participants were informed that a recruiting team
had interviewed the candidates and that the interviewers tend to give
higher scores to candidates of a certain group (e.g., men) but that this
aspect (e.g., gender) is irrelevant to job performance. Next, parti-
cipants were informed that in such situations, the interview score is
biased against one group (e.g., women) and that to correct the bias,
the scores need to be adjusted so that when choosing between two
equally fitting candidates from different groups (e.g., a man and a
woman), the candidate of the disadvantaged group (e.g., the woman)
should be selected. Participants were then asked to choose between
two candidates based on their interview scores. Before doing so,
they must decide whether to reveal the candidates’ information on
the biasing factor (e.g., gender) or remain uninformed.
Our experiments included two types of biasing factors: personal

and situational. Personal factors, such as gender and race, which we
study, are attributes inherent to candidates. Decision-makers per-
ceive using them in selection as unfair, partially because they are
recognized as irrelevant to job performance, and candidates have no

control over them (Tomova Shakur & Phillips, 2022). Those factors
are core in equity, diversity, and inclusion contexts and were found
to bias selection tests (Kleinberg et al., 2018). Revealing infor-
mation about the candidate’s gender or race may feel threatening for
decision-makers, as it may make them appear partial.

By contrast, situational factors are circumstantial. We considered
one such situational factor as a control factor in our design: interview
time of day. In this control condition, participants learned that
interviewers tend to give higher scores during interviews conducted
at the beginning compared with the end of the day. They further
learned that the interview time of day is irrelevant to job perfor-
mance. While time of day has a similar impact on bias as personal
factors, revealing interview times is less likely to raise concerns
about partiality. Such information is externally imposed on job
candidates, and correcting for it should not evoke the social image
concern that may emerge when seeking to correct bias based on race
or gender. Accordingly, when considering whether to reveal non-
personal information, the epistemic desire to make an informed
decision is likely to prevail, leading people to reveal information.
The control setting allows us to establish people’s baseline tendency
to accept that an adjustment is needed and action should be taken,
against which we can compare the same choice in the more sensitive
(yet otherwise identical) setting. We formally hypothesize the
following (see Figure 1):

Hypothesis 1:More people choose not to reveal personal factors
than situational factors.

Next, we assessed the process underlying people’s choice of not
informing themselves, that is, social image concerns. Research
shows that people often internalize social norms and expectations,
which in turn shape their behaviors (Gavrilets & Richerson, 2017;
Gross & Vostroknutov, 2022). Even if decision-makers understand
that adjusting test scores based on personal characteristics, such as
race or gender, leads to choosing the best candidates and correcting
bias, they may still avoid adjustments, adhering to internalized
social norms. The reason is social image concerns, that is, the risk of
being perceived as partial by others.

Avoiding personal information, in turn, allows the decision-
makers to maintain a positive social image. In cases wherein the
biasing factor is not a personal but rather a situational attribute,

T
hi
s
do
cu
m
en
t
is
co
py
ri
gh
te
d
by

th
e
A
m
er
ic
an

P
sy
ch
ol
og
ic
al

A
ss
oc
ia
tio

n
or

on
e
of

its
al
lie
d
pu
bl
is
he
rs
.

T
hi
s
ar
tic
le

is
in
te
nd
ed

so
le
ly

fo
r
th
e
pe
rs
on
al

us
e
of

th
e
in
di
vi
du
al

us
er

an
d
is
no
t
to

be
di
ss
em

in
at
ed

br
oa
dl
y.

A
ll
ri
gh
ts
,
in
cl
ud
in
g
fo
r
te
xt

an
d
da
ta

m
in
in
g,

A
I
tr
ai
ni
ng
,
an
d
si
m
ila
r
te
ch
no
lo
gi
es
,
ar
e
re
se
rv
ed
.

Figure 1
Schematic Representation of the Hypothesized Effect of the Type of
Biasing Factor on the Decision to Reveal the Biasing Factor
Information (Hypothesis 1)
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social image concerns are less likely to emerge because adjusting the
test score based on such information would be perceived as a means
to correct bias.
To test whether image concerns drive people’s tendency to

not reveal personal information, we measured participants’ beliefs
about how the choice of revealing the biasing factor would be
perceived by others. Specifically, we asked whether participants
believe job applicants will perceive the use of the biasing factor
(gender vs. race vs. interview time of day) as reducing or increasing
partiality.
We hypothesize that, compared with situational factors, people

expect others to perceive the use of personal factors as increasing
partiality and that this tendency is amplified among decision-makers
who choose not to reveal the biasing factor.2 Formally put, we
hypothesize the following (see Figure 2):

Hypothesis 2a: People expect others to perceive the use of
personal factors as increasing partiality to a greater extent than
the use of situational factors.

Hypothesis 2b: People’s beliefs that others perceive the use of
personal factors as increasing partiality to a greater extent
than the use of situational factors are amplified among those
who avoid information compared with those who reveal
information.

Finally, we explored whether the tendency of not revealing
personal information due to concerns about one’s social image is
particularly present among members of advantaged groups. Society
perceives members of advantaged groups, such as White men, as
having enjoyed more systemic advantages over the years than
members of disadvantaged groups (women, minorities). This
advantage puts them at a greater risk of being perceived as partial
should they use gender and/or race in selection because such
actions could be interpreted as an attempt to preserve a self-
favoring state. Alternatively, members of advantaged groups may
deny the possibility that a systematic bias occurred. Indeed, White
men often show a preference for adopting a blindfolded approach
(Ryan et al., 2007), enabling them to keep their social image
unharmed (Plaut et al., 2018). Furthermore, White people often
avoid acknowledging race altogether so as not to appear partial in

social interactions (Apfelbaum et al., 2008). Accordingly, we
predicted that members of advantaged groups are more likely than
members of disadvantaged groups to remain ignorant to personal
information due to their fear of being perceived as partial.
Formally, we hypothesize the following:

Hypothesis 3:Members of advantaged groups are more likely to
choose not to reveal personal (vs. situational) factors than
members of disadvantaged groups.

Experiment Overview

We tested the predictions in three experiments. In Experiment 1,
we examined our main Hypothesis 1. Participants were experienced
professionals who made hiring decisions and took the role of a
manager responsible for hiring decisions in an organization. They
learned about the bias in the selection procedure, were introduced to
the solution, and asked whether they would like to learn about the
(personal or situational) factor associated with the bias. Following
their decision, we measured social image concerns. Participants
rated the extent to which they believe job candidates perceive
revealing the use of the biasing factor as increasing partiality.

In Experiment 2, we aimed to replicate the results of Experiment 1
with laypeople as participants and with one personal factor—
gender. In this experiment, we further explored whether providing a
detailed description of the correction (e.g., “the interview score
needs to be adjusted by adding 5 points to the female candidate”)
attenuates people’s tendency to not reveal information. We con-
sidered the possibility that people are deterred from revealing the
biasing factor because they do not know how to use it accurately. If
this alternative holds, providing a specific description of the cor-
rection should encourage them to do so.

Last, in Experiment 3, we examined how those affected by the
selection decision, for example, job applicants, perceive the
decision-maker’s choice to reveal information. Participants were
active job seekers taking the role of candidates applying for a
position. They indicated the extent to which they believe decision-
makers’ decision to reveal personal or situational factors and
incorporate them in the hiring process reduces or increases par-
tiality. If job applicants perceive revealing gender information as
potentially increasing partiality, then decision-makers’ fear of
appearing biased when choosing to reveal gender information is
calibrated with how job applicants feel about such a decision. By
contrast, if job applicants do not perceive revealing gender
information as potentially increasing bias, then decision-makers’
fear of appearing partial when choosing to reveal gender infor-
mation is not calibrated with how job applicants feel about such a
decision. As such, Experiment 3 allowed us to assess the extent to
which decision-makers’ social image concerns relate to others’
perception of their choice to remain ignorant or become informed.

In sum, the current work assessed (a) people’s tendency to avoid
personal information in selection, even when doing so perpetuates,
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Figure 2
Schematic Representation of the Hypothesized Effect of the Biasing
Factor on Image Concerns (Hypothesis 2)
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2 If people perceive revealing a sensitive personal factor as increasing
partiality, as we hypothesize, those who choose not to reveal it will show
higher levels of image concerns. However, because participants are informed
that revealing is necessary to correct the bias, they may instead believe that
not revealing the information increases partiality. If this alternative holds, we
will observe a negligible level of ignorance and lower levels of image
concerns for both personal and situational factors.
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rather than corrects, bias; (b) the extent to which such choice is
driven by social image concerns and the fear of appearing partial in
the eyes of others; and (c) whether members of advantaged groups,
such as men and White people, are more likely to show this
tendency.

Transparency and Openness

We report howwe determined our sample size, all data exclusions
(if any), all manipulations, and all measures in the study, and the
study follows Journal Article Reporting Standards (Appelbaum et
al., 2018). All materials, data, and analysis code are available on the
Supplemental Materials and on the Open Science Framework at
https://osf.io/wmc8x/?view_only=156cdf7c9fed4a10860fa3a22b
49b936 (Rabinovitch, 2025). Deviations from the preregistered
plan, if any, are reported as part of the method and results sections
of each experiment.

Experiment 1

Pilot Data

To establish participants’ baseline tendency to avoid candidates’
personal information, we conducted two pilot studies (n = 293; for
full details, see Supplemental Section 7). Participants read a scenario
describing a selection process for an online desk operator position
using an interview. Participants learned interviewers tend to favor
tall over short candidates (Pilot 1) and men over women (Pilot 2) but
that height and gender are irrelevant to job performance. Results
revealed about two thirds of participants (68% in Pilot 1, 63% in
Pilot 2) chose not to reveal the candidates’ personal information.3

Such results are promising as they demonstrate that people indeed
avoid valuable information, even when fully aware of the inefficient
outcome of such action.

Method

Design and Procedure

Participants (N = 1,209) took the role of human resource (HR)
managers responsible for making hiring decisions in their organi-
zation. They were randomly assigned to one of three between-
subject conditions of biasing factor (gender vs. race vs. interview
time of day). They were informed that a recruiting team is inter-
viewing the candidates and that the interviewers are affected by a
factor irrelevant to job performance, such as gender (vs. race vs.
interview time of day; per condition). Participants further learned
that this information makes the interview score biased and that to
correct the bias, the scores need to be adjusted so that when choosing
between a man and a woman with identical scores, the woman
should be selected. Participants then learned they were about to see
the interview scores of two candidates and would be asked to choose
which of the two they wanted to hire. Before revealing the can-
didates’ scores, they were asked to choose whether they wanted to
reveal the candidates’ gender (race; interview time of day) or avoid
it. The gender scenario read as follows (for all scenarios, see the
Supplemental Section 1):

As the human resources (HR) manager in your organization, you are
sorting candidates for the role of an online desk operator.

As part of the screening process, the candidates are interviewed by a
recruiting team to assess their support and communication skills, which
are predictive of success on the job.

• In general, the interviewers tend to give higher scores to
men than women.

• Nevertheless, the candidates’ gender is irrelevant to success
in the position.

In such situations, the interview score is biased against women. To
correct the bias, the scores need to be adjusted so that when choosing
between a man and a womanwith identical scores, the woman should be
selected.

Next, as the HR manager, you will be presented with the interview
scores of two candidates and will have to choose the one you believe is
more likely to succeed in the position.

Would you like to know the candidates’ gender, along with the
interview scores, before you make your decision?

Choosing to reveal (or avoid) the candidates’ personal information is
the key dependent variable in our study. To assess whether participants
who choose to reveal the information actually use it (vs. reveal the
information out of curiosity without the intention of using it), parti-
cipants then saw the interview scores of two candidates labeled
Candidate A and Candidate B. Participants who chose to reveal the
candidates’ gender (race; interview time of day) learned that one of the
two candidates is a woman and the other a man (a White vs. people of
color candidate; interviewed at the beginning vs. end of the day).
Participants who chose not to reveal this information only see the
interview scores. All participants learned that the two candidates
obtained an identical interview score of 80 out of 100. With this
information, participants were asked to choose which candidate to hire.

Image Concerns

To study whether people’s tendency to avoid personal infor-
mation is driven by fear of appearing partial in the eyes of others, we
measured (a) social norms (the extent to which people believe others
will perceive the use of the biasing factor as increasing partiality)
and (b) social image concerns (to what extent people’s decision to
reveal information [vs. not] is affected by the concern that others
will perceive them as partial). To measure social norms, we asked,

If job applicants would learn that the organization, and you, as the
decision-maker, incorporate the candidates’ gender [vs. race vs.
interview time of day; according to experimental condition] as part of
the hiring process, they would perceive the process as: (i) impartial
versus partial, (ii) unbiased versus biased, and (iii) fair versus unfair.

Participants provided their answers on a number-free horizontal
slider anchored between the two alternatives. The responses were
coded on a scale of 1–7.4 To measure social image concerns, we
asked: “When deciding whether to reveal the candidates’ gender, to
what extent were you concerned about others perceiving you as:

T
hi
s
do
cu
m
en
t
is
co
py
ri
gh
te
d
by

th
e
A
m
er
ic
an

P
sy
ch
ol
og
ic
al

A
ss
oc
ia
tio

n
or

on
e
of

its
al
lie
d
pu
bl
is
he
rs
.

T
hi
s
ar
tic
le

is
in
te
nd
ed

so
le
ly

fo
r
th
e
pe
rs
on
al

us
e
of

th
e
in
di
vi
du
al

us
er

an
d
is
no
t
to

be
di
ss
em

in
at
ed

br
oa
dl
y.

A
ll
ri
gh
ts
,
in
cl
ud
in
g
fo
r
te
xt

an
d
da
ta

m
in
in
g,

A
I
tr
ai
ni
ng
,
an
d
si
m
ila
r
te
ch
no
lo
gi
es
,
ar
e
re
se
rv
ed
.

3 Participants made the decision to reveal the biasing factor before being
informed that the candidates received identical scores (Pilot Study 1) or after
(Pilot Study 2).

4 We preregistered the responses to be coded on a 1–100 scale, but due to a
technical error, responses were coded on a scale of 1–7. Importantly, for
participants, this change was unnoticed as the scale was number-free.
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(i) partial, (ii) biased, and (iii) unfair.” Participants rated each item
on a 7-point scale ranging between 1 (not at all) and 7 (a great
extent). Our focus is on social norms and social image concerns, but
we also consider the possibility that people may be motivated by
self-image concerns (i.e., maintain impartiality in their own eyes).
Although measures of self- and social-image concerns are likely to
be correlated, and it is unclear how theoretically separatable they
are, we also asked: “When deciding whether to reveal the candi-
dates’ gender, to what extent did you believe that doing so would
make you: (i) impartial versus partial, (ii) unbiased versus biased,
and (iii) fair versus unfair.” Participants provided their answers on a
number-free horizontal slider, similar to the social norms items. The
self-image concerns items allowed us a better grasp of the potential
motivation driving the image concerns. See Supplemental Section 1
for a complete description of the items.
We further considered the possibility that some people (e.g.,

members of advantaged groups) choose not to reveal information
because they do not believe a bias exists rather than due to social
image concerns. To assess this alternative, we measured partici-
pants’ beliefs about bias in hiring processes by asking: “To what
extent do you believe that systemic biases hinder the employment
opportunities of certain groups, such as women and minorities?”
Participants responded on a scale from 1 (not at all) to 7 (very much).

Comprehension Check

Upon completion of the task, participants answered two questions
verifying comprehension. The questions for the condition of gender
as the biasing factor read as follows (see Supplemental Sections 1.3
and 1.4 for the other two conditions): “(1) Do interviewers tend to
favor men over women? Yes vs. No; (2) Is the candidates’ gender
relevant to job performance? Yes vs. No.”

Demographics

Finally, participants filled out demographic information, including
gender, race/ethnicity, age, education level, and experience making
hiring decisions.
The experiment took approximately 5 min, and participants

received £0.80 for completing it.

Power Calculation and Sensitivity Analysis

Our main interest is people’s choice of not revealing information
about the biasing factor, that is, the difference in the proportion of
people choosing not to reveal the personal versus the situational
factors. We took a conservative approach and determined the
minimal desired effect size to be a difference of 10 percentage points
(Sánchez-Meca & Marín-Martínez, 2010) between the personal and
situational factors. Accordingly, we calculated the sample size
needed to detect a difference of 10 percentage points between the
two biasing-factor types (Hypothesis 1), using a binary logistic
regression predicting information avoidance (reveal/not reveal).
Using G-power 3.1.9.4 (Faul et al., 2009) with β = .95, α of .05 one-
tailed, and a 2:1 ratio in group sizes between the personal and
situational factors, we found the needed sample size to be 1,117
participants (see Supplemental Section 2 for detailed calculations).
We then conducted sensitivity analyses to assess the minimal

detectable effect sizes for Hypothesis 2a, Hypothesis 2b, and

Hypothesis 3 with β = .95 and α of .05, for one-tailed tests. The
analyses revealed that we were able to detect a difference of Cohen’s
d= 0.16 in each of the three image concern indexes between the two
types of biasing factors (Hypothesis 2a); a difference of Cohen’s d=
0.23 in image concern ratings between those choosing to avoid or
reveal the personal factors (Hypothesis 2b); and a difference of 10
percentage points in information avoidance between members of
advantaged and disadvantaged groups (Hypothesis 3). In sum, our
predetermined sample size allowed us to detect small effects of
interest for all hypotheses.

Sample Characteristics

To account for the possibility that some participants might fail the
comprehension check, we recruited 1,209 U.S. participants via the
panel company Prolific. Fifty percent were men, 49% were women,
and 1% reported their gender as “other” or preferred not to say; 75%
were White or Caucasian, 15% were Black or African American, 4%
were Hispanic or Latino, 3% were Asian or Pacific Islanders, 2% were
multiracial or “other,” and 1% were Native Americans. The mean age
was 43.7 (SD = 11.3, range = 18–83). All participants were listed on
Prolific as conducting hiring decisions for their organization with at
least 5 years of experience. Forty-eight percent reported that they made
at least 10 hiring decisions during the past 5 years, 32% reported
between five and 10 hiring decisions made, and 17% reported five or
fewer. Four percent (45 participants) reported having no hiring
experience and were not included in the analysis.

Results

Preregistered Analysis

Following our preregistered plan, we conducted all analyses
twice. First, not including participants who failed the comprehen-
sion check (30% who answered at least one of the two compre-
hension check questions incorrectly; 26%, 29%, and 35% for the
gender, race, and time of day conditions, respectively) and parti-
cipants who reported having no hiring experience (4%). This
analysis included a final sample of 821, and its results are reported
here. Second, we repeated the analysis including all participants.
This analysis led to the same pattern of results and appears in the
Supplemental Section 4.

Information Preference

Hypothesis 1 predicted that more people would choose not to
reveal personal factors than situational factors. As preregistered, we
conducted a binary logistic regression predicting the choice of
revealing information (vs. not) based on factor type (personal vs.
situational). The analysis revealed that 58% of the participants chose
not to reveal information about personal factors compared with 30%
who chose not to reveal information about situational factors,
supporting our hypothesis, OR(1) = 3.21, 95% CI [2.35, 4.4], p <
.001 (see Figure 3). We further found a higher proportion of par-
ticipants not revealing race than gender information, 65% versus
52%, χ2(1, N = 564) = 9.03, p = .003.

Post Hoc Power Analysis. Due to the relatively high proportion
of participants whowere excluded from the analysis due to failing the
comprehension check, we performed a post hoc achieved power
analysis. The post hoc analysis revealed that we had a power greater
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than .99 to detect the observed difference in information preference
between the two factor types based only on the final sample of 821
(564 and 257 for the personal and situational factors, respectively).
See Supplemental Section 4.1 for a detailed calculation.
Candidate Selection. Our design also allowed us to assess the

motivation behind the desire to reveal information. If people are
driven by a desire to make optimal decisions, we should observe
that those who choose to reveal information are also more likely to
choose to correct bias and choose the disadvantaged-group can-
didate (e.g., a woman). If, by contrast, other reasons, such as
curiosity, drive people’s choice to reveal the information, we
should find those who reveal it to show no preference for either
candidate. The proportion of participants who chose the disad-
vantaged-group candidate was higher (89%) among those who
revealed the biasing factor compared with the proportion of
participants who chose “Candidate A” among those who did not
reveal it (58%; z= 9.98, p< .001). This result is consistent with the
possibility that those choosing to reveal the biasing factor do so in
an attempt to correct the bias.

Image Concerns

We considered three types of image concerns—social norms,
social image, and self-image—as potential mechanisms driving
people’s information preferences. Each type of image concerns
was measured using three items. Each set of three items showed
high reliability (all Cronbach’s α > .86) and was averaged to
create the three indexes, such that a higher value corresponds
with higher concern that revealing information would increase
partiality. As the three indexes were moderately correlated (rs =
.25–.37), we analyzed each index separately (see Supplemental
Section 4.3 for complete reliability values and correlations).
To test Hypotheses 2a and 2b, as preregistered, we performed

three multiple linear regressions predicting each index separately. In
each regression, we introduced biasing factor type (personal vs.
situational) and information preferences (reveal vs. not reveal) as
dummy-coded predictors in the first block and the interaction
between the two variables in the second block. See Supplemental
Table S4a and S4b for the complete regression analysis.
Hypothesis 2a predicted that people would expect others to

perceive the use of personal factors as increasing partiality to a
greater extent than the use of situational factors. The analysis
revealed an effect for the biasing factor only for social norms.
Participants believed that others would perceive the use of

personal factors as increasing partiality to a greater extent than
the use of a situational factor, M = 5.17 (SD = 1.69) versus M =
4.64 (SD = 1.79), d = 0.31, p = .021. However, this effect should
be interpreted with caution as it appears to be mostly driven by
participants’ information preferences. That is, a large proportion
of participants (70%) chose to reveal the situational factor, and
these participants reported low concerns about social norms,
which lowered the overall average concern associated with the
situational factor. By contrast, only 42% of participants revealed
the personal factor, thereby elevating the perceived concern
linked to personal factors. We did not find an effect for the
biasing factor in predicting social image (M = 3.88, SD = 2.11 vs.
M = 3.81, SD = 1.99, d = 0.04, p = .39) and self-image (M =
3.82, SD = 1.96 vs. M = 3.57, SD = 1.88, d = 0.13, p = .91).
Figure 4 presents the results.

Hypothesis 2b predicted that the effect of the biasing factor
(personal vs. situational) on image concerns would be amplified
among those who choose not to reveal information compared with
those who reveal it. However, whereas the interaction was signif-
icant in two of the three image concerns measures (social norms and
self-image), it was not in line with the predicted pattern—the effect
of the biasing factor was greater among those who chose to reveal
information than among those who did not reveal, therefore not
supporting the hypothesis.

The analyses also showed a main effect of information pre-
ferences on image concerns. As Figure 4 shows, participants who
chose not to reveal the biasing factor information showed higher
concerns than those who chose to reveal it. We found this effect
across the two types of biasing factors and for all image concern
indexes. Participants who avoided information believed that
others would perceive its use as increasing partiality to a greater
extent (M = 5.46, SD = 1.71 vs.M = 4.56, SD = 1.66, d = −0.53,
p < .001) and expressed higher social image concerns (M = 4.23,
SD = 2.15 vs.M = 3.51, SD = 1.92, d = −0.35, p < .001) and self-
image concerns (M = 4.16, SD = 2.12 versus M = 3.33, SD =
1.64, d = −0.44, p < .001).

Taken together, the results support the idea that decision-makers’
choice of revealing information (vs. not) is driven by image concern
and the fear that others, such as job applicants, would perceive such
an act as increasing partiality and bias, regardless of whether the
factor is personal or situational.

Advantaged Versus Disadvantaged Group Members.
Hypothesis 3 predicted that members of advantaged groups
are more likely to choose not to reveal personal (vs. situational)
information than members of disadvantaged groups. To test
Hypothesis 3, we first categorized each participant as a member
of an advantaged or disadvantaged group relative to the biasing
factor to which they were assigned (participants assigned to the
situational factor condition were not included in this analysis). That
is, participants in the gender bias condition were categorized as men
(n = 136; 48%) versus women (n = 149; 52%). Two participants in
this condition reported their gender as “other” or preferred not to say
and were not included in the analysis. Participants in the race-bias
condition were categorized as White (n = 208; 76%) versus people
of color (all other categories,5 n= 67; 24%). Contrary to Hypothesis
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Figure 3
The Proportion of Participants Choosing to Reveal (vs. Not)
Information About Each of the Three Biasing Factors in Experiment 1
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5 Thirty-nine Black or African American, 15 Hispanic or Latino, seven
Asian or Pacific Islander, four multiracial, one Native American, and one
“other.”
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3, we found no significant difference in the proportion of partici-
pants choosing not to reveal information between the advantaged
and disadvantaged groups (60% vs. 55%; z = 1.29, p = .098).
Interestingly, both the advantaged and the disadvantaged group
members showed similar levels of image concerns: social norms
(M = 5.19, SD = 1.63 vs.M = 5.14, SD = 1.79), t(558) = 0.37, p =
.71; social image (M = 3.95, SD = 2.14 vs. M = 3.80, SD = 2.10),
t(558)= 0.82, p= .41; and self-image (M= 3.81, SD= 1.92 vs.M=
3.81, SD = 2.04), t(558) = 0.01, p = .99, for advantaged and
disadvantaged groups, respectively.
Exploratory Analysis: Belief in Systematic Bias. We con-

sidered the possibility that information preferences correspond with
individuals’ beliefs about the extent to which a systematic bias
against certain groups (e.g., women and minorities) exists. Specifically,
advantaged group members (e.g., White men) may be more likely to
deny the existence of such biases and therefore more inclined to
utilize potentially biasing information. Supporting this idea, we
found that members of advantaged groups reported lower beliefs in
the existence of a systematic bias compared with disadvantaged
group members (M = 5.07, SD = 1.69 vs. M = 5.67, SD = 1.44),
t(509.69) = 4.48, d = 0.38, p < .001. Lower beliefs, in turn,
predicted a lower likelihood of revealing information, OR(1) =
0.86, 95% CI [0.77, 0.95], p = .005, suggesting a role for bias
beliefs in shaping information preferences. However, as reported
earlier, advantaged and disadvantaged group members were ulti-
mately equally likely to reveal bias-correcting information, sug-
gesting that bias beliefs might be a better predictor of information
preferences than group membership.

Experiment 2

Experiment 1 showed that people, specifically hiring profes-
sionals, are hesitant to reveal gender and race information in
selection decisions, even when forfeiting such information preserves
bias. We found support for the idea that this hesitancy is explained,
at least partially, by image concerns and the fear that others would
perceive such action as increasing partiality and bias. In Experiment
2, we aimed to replicate these results with laypeople as participants

and explore whether the level of detail in describing the correction
(general vs. detailed) affects people’s information avoidance.

Method

Design and Procedure

As in Experiment 1, participants assumed the role of HRmanagers
responsible for making hiring decisions in their organization. They
were randomly assigned to one of four between-subject conditions of
a 2 (biasing factor: gender vs. interview time of day) × 2 (correction
description: general vs. detailed) experimental design. The proce-
dure for participants in the general description condition was
identical to Experiment 1. Participants in the detailed description
condition were provided with a concrete description of the required
correction.We informed them that “the scores need to be adjusted by
adding 5 points to the female candidate.” If participants are hesitant
to reveal gender information under a general description because
they lack the knowledge of how to use it and fear they might
overcorrect, the detailed description of the correction should
encourage them to do so.

After indicating whether they wanted to reveal the biasing factor
and choosing between the candidates, participants responded to the
image concerns items as in Experiment 1, followed by a compre-
hension check and demographics. Participants assigned to the
detailed description conditions were also asked about the magnitude
of the needed adjustment, as part of the comprehension check. The
experiment took approximately 5 min, and participants received
£0.80 for completing it. See Supplemental Section 2 for a detailed
description of the experiment.

Sample Characteristics

In line with the preregistered power calculation presented in
Experiment 1 (400 participants for each between-subjects condi-
tion), we recruited 1,610 U.S. participants via the panel company
Prolific. Fifty percent were men, 49% were women, and 1% defined
their gender as “other” or preferred not to say; 69% were White or
Caucasians, 23% Black or African American, 2.5% Asian or Pacific
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Figure 4
Participants’ Image Concerns Ratings for the Three Image Concern Indexes, by Type of
Biasing Factor and Information Preferences in Experiment 1
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Islander, 2.5% Hispanic or Latino, 2.5% multiracial or “other,” and
less than 1% Native American. The mean age was 41.2 (SD = 14.1,
range = 18–84).

Results

Preregistered Analysis

As in Experiment 1, we conducted all analyses twice, not
including participants who failed the comprehension check (39%;
30% in the gender bias-general description condition and 41%–42%
in all other conditions) and including all participants. The two
analyses led to the same pattern of results. Here we report the
analysis only for the participants who passed the comprehension
check (N = 988).

Information Preference

We conducted a binary logistic regression predicting the choice
of revealing information (vs. not) based on biasing factor type
(personal vs. situational), correction description (general vs.
detailed), and the interaction between the variables. As Figure 5
shows, 57% of the participants chose not to reveal information
about the personal factor compared with 32% who chose not to
reveal information about the situational factor, OR(1) = 0.35, 95%
CI [0.27, 0.46], p < .001, OR(1) = 3.21, 95% CI [2.35, 4.4], p <
.001, replicating the results of Experiment 1 and supporting
Hypothesis 1. Interestingly, providing participants with a detailed
description of how to correct the bias had no effect on their
information preferences, OR(1) = 1.06, 95% CI [0.81, 1.37], p =
.68, and did not interact with the biasing factor, OR(1) = 1.12, 95%
CI [0.66, 1.89], p = .67.
Post Hoc Power Analysis. As in Experiment 1, we performed a

post hoc achieved power analysis. The post hoc analysis revealed we
had a power greater than .99 to detect the observed difference in
information preference between the two factor types based only on
the final sample of 988 (519 and 469 for the personal and situational
factors, respectively). See Supplemental Section 5.1 for a detailed
calculation.

Candidate Selection. As in Experiment 1, the majority of those
choosing to reveal information chose the more suitable candidate
(82%), which is greater than the proportion of those choosing
Candidate A among the participants who did not reveal the biasing
factor (62%), z = 7.19, p < .001.

Image Concerns

All three measures of image concerns showed high reliability
(Cronbach’s α > .88) and were averaged to create three indexes,
which were moderately correlated (rs = .24–.36) and analyzed
separately as in Experiment 1 (see Supplemental Section 5.4). As
Figure 6 shows, participants expressed higher concerns about the
use of personal than situational factors. This effect was significant
for social norms (M = 5.15, SD = 1.67 vs.M = 4.51, SD = 1.71, d =
0.38, p < .001) and self-image concerns (M = 3.88, SD = 1.99 vs.M
= 3.37, SD = 1.77, d = 0.27, p = .023). The effect of the biasing
factor interacted with participants’ information preferences in
predicting self-image concerns, but, as in Experiment 1, not in the
predicted pattern. We hypothesized the effect of the biasing factor to
be greater among those who do not reveal information, yet it was
greater among those who chose to reveal information.

Importantly, as in Experiment 1, we found that those who did not
reveal information expressed higher concerns than those who re-
vealed information, across all image concern indexes (social norms:
M = 5.33, SD = 1.58 vs. M = 4.43, SD = 1.72, d = 0.55, p < .001;
social image: M = 4.26, SD = 2.08 vs. M = 3.46, SD = 1.86, d =
0.41, p < .001; self-image: M = 4.17, SD = 2.07 vs.M = 3.2, SD =
1.62, d = 0.53, p < .001). These findings replicate the results of
Experiment 1, supporting Hypothesis 2a, but not Hypothesis 2b. It
appears that the difference in image concerns is not conditioned on
the type of biasing factor, as people suspect that the use of situational
factors will also be perceived negatively.

Advantaged Versus Disadvantaged Group Members. In
Experiment 2, gender was introduced as the sole personal factor, and
participants in the gender bias condition were categorized based on
their self-reported gender (participants assigned to the situational
factor were not included in the analysis). Of those who passed the
attention check, three participants who reported their gender as
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Figure 5
Information Preference as a Function of Biasing Factor Type and Correction
Description
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“other” or preferred not to say were not included, resulting in a final
sample of 247 (48%) advantaged group members (men) and 269
(52%) disadvantaged groupmembers (women). As in Experiment 1,
there was no significant difference in the proportion of participants
choosing to reveal the biasing information between advantaged and
disadvantaged group members (58% vs. 57%, respectively), z =
0.41, p = .34, and in levels of image concerns: social norms (M =
5.11, SD = 1.69 vs.M = 5.18, SD = 1.66), t(514) = −0.39, p = .69;
social image (M= 3.84, SD= 1.98 vs.M= 3.93, SD= 2.08), t(514)=
−0.47, p = .64; and self-image (M = 3.88, SD = 1.99 vs. M = 3.86,
SD = 1.98), t(514) = 0.08, p = .93.
Exploratory Analysis: Belief in Systematic Bias. We found

that members of advantaged groups had lower beliefs in systematic
bias than members of disadvantaged groups (M = 5.1, SD = 1.57 vs.
M= 5.87, SD= 1.18), t(455.27)= 4.48, d= 0.55, p< .001. However,
unlike Experiment 1, this belief did not predict a higher tendency not
to reveal information, OR(1) = 1.05, 95% CI [0.97, 1.14], p = .21.

Experiments 1 and 2 Discussion

The results of Experiments 1 and 2 support our main hypothesis
that the majority of people, both hiring professionals and laypeople,
are inclined to avoid personal information when making selection
decisions (Hypothesis 1), even when doing so serves to correct a bias.
Only 43%–48% and 35% revealed information about gender and
race, respectively, compared with 70% who revealed information
about a situational factor, the interview’s time of day. By choosing not
to reveal personal information, individuals limit their ability to correct
bias, potentially leading to suboptimal decisions. We further found
that participants who chose to reveal the information typically did so
with the intention of using it, as evidenced by the fact that more than
80% of them selected the more suitable (disadvantaged) candidate.
To explain these information preferences, we considered image

concerns as a possible mechanism. Specifically, we hypothesized that
individuals might fear that using personal information in selection
decisions—even to correct bias—would be seen by others as increasing
partiality and unfairness, especially compared with the use of situa-
tional information. Supporting Hypothesis 2a, participants expressed

greater concern about how job applicants would perceive the use of
personal versus situational information.

In contrast with Hypothesis 2b, however, this effect was not
amplified among those who chose not to reveal information. Still,
the role of image concerns becomes apparent when comparing
participants who revealed information with those who did not
reveal: Across both experiments, individuals who did not reveal
information reported higher image concerns than those who chose to
reveal it, for both types of biasing factors and across all image
concerns indexes. This suggests that while people are more willing
to reveal and use information about situational factors to correct
bias, they are concerned about how such actions will be perceived by
others, regardless of the type of biasing factors.

Last, and contrary to Hypothesis 3, members of advantaged
groups did not show a lower tendency to reveal information and
expressed similar levels of image concerns, despite holding weaker
beliefs in systematic bias in hiring—a belief that was found to
predict information preferences in Experiment 1.

Experiment 3

Experiments 1 and 2 showed decision-makers’ reluctance to
reveal bias-correcting information and their fear of being perceived
as discriminating and biased if they did so. In Experiment 3, we
examined whether these perspectives align with the perspectives of
those who are affected by these decisions—job applicants.

Method

Design and Procedure

Participants were active job seekers and assumed the role of job
candidates. The design included two between-subjects conditions of
biasing factors: personal (gender) and situational (interview time of
day). Participants were presented with the same scenario as in
Experiment 1 (including the description of the bias and the cor-
rection). They were then told that the hiring manager can decide to
reveal the biasing factor or avoid it. We assessed the extent to which
participants find revealing information about the biasing factor as
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Figure 6
Participants’ Image Concerns Ratings for the Three Image Concern Indexes, by Type of
Biasing Factor and Information Preferences in Experiment 2
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increasing partiality. Specifically, participants answered three
adapted social norms items:

To what extent do you believe revealing the candidates’ gender [vs.
interview time of day] and incorporating it as part of the hiring process
makes the process: (i) impartial versus partial, (ii) unbiased versus
biased, and (iii) fair versus unfair.

For each of the three items, participants provided their answers on a
number-free horizontal slider anchored between the two alter-
natives. Participants’ responses were combined into a single mea-
sure after assessing reliability. See Supplemental Section 3 for a
detailed description of the experiment.

Sample Characteristics

In line with the preregistered power calculation presented in
Experiment 1 (400 participants for each between-subjects condi-
tion), we recruited 802 U.S. participants via the panel company
Prolific, all of whom were registered on Prolific as active job
seekers. Fifty percent were women, 49% were men, and 1% defined
their gender as “other” or preferred not to say; 61% were White or
Caucasians, 25% Black or African American, 6% Asian or Pacific
Islander, 4% Hispanic or Latino, 2.5% multiracial, 1% Native
American, and 1% “other.” The mean age was 38.2 (SD = 12.4,
range = 18–75).

Results

Preregistered Analysis

Following our preregistered plan, we conducted all analyses
twice. First, not including participants who failed the comprehen-
sion check (28%; 26% in the gender bias condition and 30% in the
time of day bias condition). Among the remaining 577 participants,
162 (28%) reported that they were no longer looking for a job,
resulting in a final sample of 415. The results reported here are based
on this final sample. We then repeated the analyses, including all
participants. This yielded the same pattern of results, which are
reported in the Supplemental Section 6.

Image Concerns

The three image concern items had a reliability of α= .9 and were
averaged to create a single measure of perceived social norms. A
linear regression predicting this measure based on the type of
biasing factor showed that participants viewed the use of a personal
factor as increasing partiality more than the use of a situational factor
(M = 4.95, SD = 1.66 vs.M = 3.94, SD = 1.76), d = 0.59, p < .001.
This finding suggests that job seekers’ perceptions mirror those of
decision-makers, indicating that decision-makers’ reluctance to use
personal factors is calibrated with how such actions are perceived by
potential candidates.
Finally, we did not find a significant difference between ad-

vantaged and disadvantaged group members (i.e., men and women
assigned to the gender bias condition) in their perceptions of social
norms (M = 4.91, SD = 1.69 vs. M = 5.04, SD = 1.63), d = −0.08,
p = .29 (four participants reported their gender as “other” and were
not included in the analysis), suggesting that both advantaged and
disadvantaged job seekers view revealing personal biasing factors as
increasing partiality.

General Discussion

A “blindfolded” approach—where candidates’ personal and
job-irrelevant information (e.g., gender, race) is concealed from
decision-makers—is a well-established strategy for reducing dis-
crimination in selection processes (Goldin & Rouse, 2000). This
method recently received legal validation when the U.S. Supreme
Court restricted the use of race in higher education admissions.
However, selection tools often remain susceptible to bias from such
personal information (e.g., Dalal et al., 2020), unfairly dis-
advantaging members of certain groups and undermining the goal of
selecting the most qualified candidates. In such cases, revealing
rather than avoiding such information may be more effective in
mitigating bias (Kleinberg et al., 2018; Rabinovitch et al., 2020). In
the current registered report, we examined whether hiring profes-
sionals, as well as laypeople, would reveal such information when
making hiring decisions for the purpose of bias correction or,
alternatively, not reveal it to maintain a positive image.

Experiments 1 and 2 supported our main Hypothesis 1: When
deciding whether to reveal information about a personal biasing
factor, less than 50% chose to do so compared with approximately
70% who revealed a situational biasing factor—specifically, the
interview’s time of day. By not revealing biasing information,
decision-makers perpetuate bias and miss the opportunity to select
the most suitable candidates. Notably, over 80% of participants who
chose to reveal such information used it to correct bias and selected
the better qualified candidate. This proportion is higher than would
be expected by chance—that is, when the biasing factor remains
hidden and decision-makers have only identical interview scores to
rely on. These findings suggest that while individuals are generally
willing to adjust evaluations to address bias, they are more reluctant
to do so when the bias stems from personal characteristics like
gender or race, an aversion consistent with prior research (Tomova
Shakur & Phillips, 2022).

To better understand decision-makers’ tendency to avoid
revealing information, we examined the role of image concerns.
Specifically, we hypothesized that individuals might fear that
revealing personal information—and using it in the hiring process—
would be perceived by others as increasing, rather than reducing,
partiality. In other words, information preferences would be
motivated by concerns about how such actions are viewed by others.
Across all three experiments, we found evidence supporting the role
of image concerns. Experiments 1 and 2 showed that both pro-
fessionals and laypeople believed others would see the use of
personal factors as more likely to increase partiality than the use of a
situational factor, supporting Hypothesis 2a.

However, contrary to Hypothesis 2b, the effect of the biasing
factor was not amplified among participants who chose not to reveal
information. We predicted that relying on a situational biasing factor
would trigger lower levels of image concerns for revealers and
nonrevealers alike and that it is the personal factor that would lead to
high image concerns, especially among those who choose not to
reveal. In other words, we expected the nonrevealers to be more
sensitive than revealers to the factor type. Result, however, revealed
that this was not the case. Specifically, it appears that among those
who chose not to reveal information, a situational factor elicits
image concerns almost to the same extent as a personal factor. It
could be that for those nonrevealers, it is the corrective act itself that
posits a risk, regardless of the type of factor being used, which
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makes them less sensitive to the factor type. Such a possibility
remains to be tested in future work.
The role of image concerns becomes particularly evident when

comparing decision-makers who chose to reveal the biasing
information with those who did not. Experiments 1 and 2 showed
that participants who did not reveal such information reported
greater concerns about perceived social norms, concerns about how
others would view them, and how they viewed themselves. These
results support the idea that decision-makers are discouraged from
using personal (and situational) information in hiring decisions due
to fear of negative social judgment. To avoid this reputational risk,
they may choose to be willfully ignorant and intentionally avoid
relevant information, as a strategy to protect their image. This
pattern aligns with prior research highlighting willful ignorance as a
self-protective mechanism in morally or socially sensitive contexts
(Hertwig & Engel, 2016; Vu et al., 2023).
Experiment 3 further validated these findings by demonstrating

that job applicants share similar concerns. When asked about their
perceptions of decision-makers who reveal personal information,
applicants judged such disclosures as more likely to increase par-
tiality than revealing situational information. In other words,
decision-makers’ concerns about appearing biased are aligned with
the perceptions of potential candidates and are, to some extent,
justified—though this comes at the cost of reduced decision
accuracy.
Last, Hypothesis 3, that members of advantaged groups (e.g.,

White men) would be less inclined to reveal personal information
than members of disadvantaged groups was not supported. Although
advantaged group members expressed weaker beliefs in the existence
of systematic bias, they had similar levels of image concerns and were
just as likely as disadvantaged group members to not reveal personal
information. This lack of difference suggests that image concerns,
rather than belief in systematic bias, drive the decision to reveal
information and that recognition of bias does not necessarily translate
into action to mitigate it.

Implications and Future Directions

The current research informs the literature on information
avoidance and image concerns. Previous work mostly explores
image concerns as driving information avoidance in situations
wherein avoidance maximizes personal monetary outcomes (Dana
et al., 2007; Grossman & Van Der Weele, 2013; Vu et al., 2023).
Here, however, we studied situations wherein there is no such trade-
off and people’s decision not to reveal information is not linked
directly to their monetary outcomes. This, in turn, emphasizes the role
of nonpayoff motivations such as image concerns.
Furthermore, while it has been suggested that information

avoidance serves as an impartiality device (Hertwig & Engel, 2016;
Shaw et al., 2018), little research has examined this claim empir-
ically. Here, we directly examined the extent to which image
concerns correlate with information avoidance. The results of the
current research suggest that the desire to maintain a positive image
outweighed the need for accuracy. In other words, decision-makers
prioritized perceived fairness over merit and actual fairness.
Aside from theoretical contributions, the current research has

practical implications for discrimination reduction and hiring pol-
icies (Munguia Gomez & Levine, 2022). Many practices addressing
discrimination, such as affirmative action, focus on increasing

diversity and benefiting those who have been systematically dis-
favored (Harrison et al., 2006; Ritov & Zamir, 2014). Building on
the premise that diversity increases business performance in the long
run, affirmative action procedures often prioritize hiring a candidate
from a less-represented group over hiring the candidate with the
most impressive credentials (Dwertmann et al., 2016; Van
Knippenberg et al., 2020). Affirmative action, however, often
receives public pushback as it deviates from merit-based selection
(Iyer, 2022). This could explain why both advantaged and disad-
vantaged group members are equally likely to avoid revealing
biasing factors, yet further research is needed to fully understand the
belief–behavior gap among the latter group. The bias-correcting
approach we propose, revealing and utilizing personal information,
allows for correcting bias as well as choosing the best candidates.
It further increases diversity as it gives candidates of different
backgrounds a fair chance.

Nevertheless, revealing personal information in selection pro-
cesses should be approached cautiously and responsibly. Personal
characteristics such as gender, race, or physical appearance should
be considered only when empirical evidence indicates that doing so
can help reduce bias (e.g., when they function as suppressor
variables; Rabinovitch et al., 2020). A useful guiding principle for
policymakers is to evaluate whether a selection tool is correlated
with job-irrelevant factors. For example, if HR personnel are tasked
with grading candidates’ curriculum vitae, omitting photos from the
curriculum vitae can reduce attractiveness-based bias. In such cases,
hiring managers relying on these grades to make decisions should
avoid access to personal information about the candidates’
appearance. Conversely, if a selection test is culturally biased, not
revealing the candidates’ race will preserve the bias instead of
addressing it. By contrast, taking race into account when reviewing
test scores provides a more informed context, allowing for the
correction of the bias. In sum, the decision of whether to utilize
personal information should be accompanied by empirical evidence
and a systematic process to determine the precise adjustment
needed.

Conclusion

While blindfolding is intended to reduce bias in candidate
selection, it can paradoxically lead to less fair and less accurate
decisions when the selection tools themselves are biased. Despite
being aware that race and gender information could help correct for
these biases, many decision-makers—driven by concerns about
their social and moral image—choose to avoid such information.
This preference for appearing impartial over making optimal
choices highlights a tension between the desire to be seen as
unbiased and the need to ensure equitable outcomes.

Constraints on Generality

Scenario studies, such as those we use here, have the advantage
of having participants make decisions that are similar to those
they would make outside of the lab on sensitive issues that
cannot be manipulated by the experimenter. In the context of our
study, we can assess people’s reactions to sensitive information,
such as revealing candidates’ gender or race, a task that would be
difficult to conduct in the field. This approach also allows for
ample statistical power, robust to the relatively high exclusion
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rate of participants who miss out on important information about
the study.
Increasing external validity, our sample further included pro-

fessionals experienced in making hiring decisions (Experiment 1)
and people who are active job seekers (Experiment 3). Indeed, using
such samples is commonly used to increase external validity when
using scenario studies (Fath et al., 2023; Tomova Shakur & Phillips,
2022). As such, the current work provides a path for future work
assessing information avoidance in selection in field settings.
Our approach focuses on a single biasing factor (gender, race),

which is uncorrelated with the outcome variable (job performance).
Outside the lab, however, multiple factors may bias the test score
and may be partially correlated with the outcome variable. The use
of a single biasing factor allows a surgical assessment of how and
when image concerns serve as the mechanism underlying decision-
makers’ avoidance of sensitive—yet useful—information.
Furthermore, systematically determining whether certain factors

should be considered or disregarded is often challenging—
particularly when the criterion of interest (e.g., job performance)
relies on managers’ assessments, which may themselves be biased
and are not easily accumulated. Similarly, other relevant variables,
such as employees’ creativity or social skills, are difficult to define
and measure reliably. Future research could examine how people
make decisions in more complex settings—especially when mul-
tiple, diverse biasing factors are present and when those factors are
(positively or negatively) correlated among themselves and with the
outcome variable.
Last, participants in this research were recruited from the United

States, and it is possible that the results are especially prominent in
North American societies. Some countries, such as India and the
United Kingdom, use quotas in selection processes, which might
lead to a more favorable approach toward incorporating gender and
race in selection (Gisselquist & Kim, 2024).
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