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1 Introduction  
STUDYING THE CULTURE OF THOSE WHO MAKE OUR CULTURE 
 
 
Vignette One 
In September 2022, the 20 participants in the Asia-Pacific (APAC) cohort of the 
JournalismAI Academy for Small Newsrooms were gathered online via Google 
Meet for the module on “Key Concepts and Definitions”. After some small talk, 
the instructor explained the objective for the day – and for the course in general:  
   

“So, my goal here is, first of all, to help understand and clarify the 
key concepts related to AI in journalism that will set a basis for 
the rest of the course, since this is the very beginning. I am also 
trying to help demystify some of the jargon. Also, my very 
important goal here is to help us develop a more critical 
perspective on AI and its limitations, and how journalists or news 
workers can work with it more responsibly. I would also like to 
throw in some caveats here, because, for example, by 
demystifying, it may also mean we are going to take some of the 
charms of AI because we have been hearing so much about AI, 
it is so cool, but maybe at the end of the day, you will feel like, 
ah, it is just like that, it is not that cool. But this is the goal because 
I want you to have a more realistic understanding of what AI and 
machine learning are (APAC module 1). 
 

In this opening statement, the instructor described the first step in using AI as 
demystifying the language around AI to better understand what AI “really” is. This 
was followed by a series of definitions that transformed AI from a “fantastical” 
object into a technical one (Excerpt from Chapter 3; Schjøtt & Schaetz, 2026). 
 
Vignette Two 
It’s a Tuesday afternoon in November 2023. We are gathered online for the first 
editorial feedback session with the Recommendations Team, a data science team 
that develops and deploys recommender systems for the British Broadcasting 
Corporation (BBC). Today we are meeting regarding the “Raily work”, a specific 
project focused on recommending entire rails (i.e., rows) of content in iPlayer. 
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Max3, one of the data scientists leading the project, starts the meeting by saying, 
“It is a session of two parts. I will go through some slides in the background, and 
then we will have the interactive demo with Tom. Please shout out at any point; 
this is not a one-way broadcast, but a two-way dialogue” (Fieldnotes, 2023). Max 
shares his screen and a slide deck. The first slide provides an overview of the 
background for the work conducted to date. Here, Max describes that they have 
used historical user data covering the month of June 2023 to conduct the offline 
evaluation. He quickly outlines the principles of offline evaluation, highlighting 
that what is shown is whether the models recommended content that the user had 
actually watched (proxied by clicks). The editorial lead, Christine, who works 
closely with the Recommendations Team, underscores how this is “real” data from 
signed-in users (…). After Christine’s initial comments, Max shows a slide with a 
bar graph. The vertical axis is titled “metric values” and represents the number of 
accurate predictions. The horizontal axis features seven bars with different names, 
representing seven ML models. The bar graph visualises the performance of the 
different ML models according to an evaluative metric, in this case, an 
engagement-based accuracy metric. The visualisation invites the participating 
editorial stakeholders to easily compare the models’ relative performance by 
looking at the varying heights of the bars. Max goes on to explain what to take 
away, highlighting, among others, how “the larger bars are better in a general 
sense”. The editorial participant asks a few questions, but they generally agree that 
one of the ML models seems better than the rest, and they proceed to explore this 
model in a visualisation tool (Excerpt from Chapter 5). 
 
Vignette Three 
Walking up the final flight of stairs to the museum space at Media Museum, which 
opened its doors in February 2023, the visitor comes face-to-face with themselves 
on the so-called welcome screen – a large flat-screen display that shows their photo 
and name. After a few minutes, their images are “sucked’ towards the right of the 
screen, entering the 300-meter-long bands of vibrant LED screens that connect 
the entire museum space. The Editor-in-Chief explained that this movement 
illustrates the visitor becoming part of the constantly flowing stream of media data. 
The welcome screen serves as the first encounter with the AI interface in the 
museum space and initiates the story of personalised media. Although the screen 
is simply set on a timer and not connected to the facial recognition system, this 

 
3 The names of those involved are pseudonymised to protect their identity and in accordance with 
the consent for their participation. The chosen pseudonyms reflect the gender of those observed and 
interviewed. 
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was not apparent to the visitors, who interpreted it as part of the facial recognition 
feature. The encounter with the screen created a momentary shock effect amongst 
visitors, who would halt in front of the screen and laugh, shriek, or cover their 
mouths in surprise. Many would also take photos of the screen, while others would 
point at the screen and, with astounded voices, say, “That is me” (Excerpt from 
Chapter 9). 
 

• • • 
 
The ethnographic vignettes recounted above are from the multi-site fieldwork that 
forms the empirical foundation for this dissertation. The fieldwork covers a 
diversity of sites, ranging from AI training and co-development initiatives for small 
newsrooms to situated development practices within a large public service media 
organisation and, finally, an interactive museum exhibit that uses AI to tell its story 
about modern media. At the centre of each of these vignettes is Artificial 
Intelligence (AI), historically defined as a set of technologies that perform tasks 
usually requiring human intelligence4 and, increasingly, synonymous with 
“learning” systems, such as Machine and Deep Learning (Mackenzie, 2017). 
However, in these vignettes, AI appears in very different forms: as a particular 
jargon that can be demystified; as visualised results from a data science evaluation 
of Machine Learning (ML) models; and as a shocking encounter with a facial 
recognition system in a museum. These vignettes exemplify the diverse emerging 
knowledge practices in which media professionals and users are increasingly 
making sense of and intervening in how AI can be known and acted on in response 
to its growing prominence in society. In this dissertation, I argue that such situated 
AI knowledge practices are crucial for understanding how AI technologies become 

 
4 This definition traces back to the origin of the term at the 1956 Dartmouth summer school project 
(Dick, 2019). In their proposal for the summer school, McCarthy and colleagues conjectured “that 
every aspect of learning or any other feature of intelligence can, in principle, be so precisely described 
that a machine can be made to simulate it” (McCarthy et al., 2006, p. 12). Yet it is also a highly 
contested term without a clear definition, and the technologies grouped under this umbrella term 
have often been critiqued for not being either artificial or intelligent (Mitchell, 2019). At the time of 
McCarthy, the term AI generally referred to expert systems or information processing systems, 
whereas today it is increasingly synonymous with Machine Learning and Deep Learning techniques. 
What qualifies as AI has, therefore, also evolved and been heavily debated over the years, and 
continues to be debated (Dick, 2019). In this dissertation, I do not provide a strict definition of AI 
or try to make judgments about what AI is or whether it exists. Instead, I make this an empirical 
question by tracing how what amounts to AI is epistemically produced and constituted across the 
different ethnographic case studies and the implications of these knowledge practices. In doing so, I 
choose to follow Suchman (2006, p. xii) in emphasising “the value of empirical investigation over 
categorical debate” in studying AI (see also Jaton & Sormani, 2023). 
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part of day-to-day media practices and thereby impact our mediated cultural 
experiences. 
 
Over the last decade, AI technologies have left their prior discrete existence in 
specialised AI laboratories and entered society at large. This shift was highlighted 
in the introductory paragraph in the first AI Now report, published in 2017 by the 
AI Now Institute: 
 

“Artificial intelligence (AI) technologies are in a phase of rapid 
development, and are being adopted widely. While the concept 
of artificial intelligence has existed for over sixty years, real-world 
applications have only accelerated in the last decade due to three 
concurrent developments: better algorithms, increases in 
networked computing power and the tech industry’s ability to 
capture and store massive amounts of data” (Campolo et al., 
2017). 

 
The report foregrounds the technological developments that have facilitated this 
change by making AI much more accessible for development and deployment. 
Since this report was published, these developments have only accelerated, with 
easy-to-use cloud services that produce new conditions for “industrial” AI 
applications (van der Vlist et al., 2024), new developer platforms that lower the bar 
of expertise needed to develop AI (Heuer et al., 2021; Luchs et al., 2023), and the 
availability of foundational models that can be fine-tuned for specific use cases, 
either freely or under license (Bommasani et al., 2022; Hua & Raley, 2023). The 
release of ChatGPT in 2022 made AI suddenly widely available for direct, easy use, 
thereby further accelerating AI’s entry into society and public consciousness and 
making what is generally discussed as Generative AI (GenAI)5 increasingly part of 
public debates (Ananny, 2024; McKelvey et al., 2024). These rapid developments, 
Roberge and Castelle (2021, p. 2) argue, have induced “nothing less than an 
epistemic shock” in society, where industries, citizens and researchers alike are 
forced to grapple with the constantly evolving potentials, challenges and 
implications posed by AI’s incursion into society. This dissertation takes its starting 
point from a dual interest in this shock effect caused by AI, by, on the one hand, 
aiming to empirically explore new forms of domain-specific knowledge practices 

 
5 Generative AI (GenAI) is generally defined as a specific “type of artificial intelligence technology 
that can create new content, such as text, images, audio, video, or other media, based on the data it 
has been trained on and according to written prompts provided by users” (Diakopoulos et al., 2024, 
p. 4). 
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emerging in response to AI’s growing prominence, while on the other, taking a 
more conceptual interest in how we can critically study AI’s entry into society 
through such practices. 
 
To explore these interests, I empirically zoom in on the media sector, exploring 
how a variety of organisations that produce, disseminate or exhibit media content 
are introduced to and navigate the growing societal prominence of AI. The media 
sector is an application domain in which AI has been widely adopted across diverse 
practices, from production, where AI technologies inform ideation processes and 
augment content production, to distribution via recommender systems and 
chatbots, and finally to archiving and reuse practices (Schjøtt Hansen et al., 2022; 
Simon, 2025). Following the launch of ChatGPT, a survey found that journalists 
were the profession that had most extensively incorporated it into their work 
practices (Humlum & Vestergaard, 2024)6. Consequently, AI technologies have 
been and continue to be entangled in media practices, enabling new ways to 
produce, distribute, and archive media content. Yet, the question of how this 
entanglement unfolds and, in turn, reshapes media practices remains central, as the 
media continue to function as mediated cultural windows onto the world we 
inhabit (Livingstone, 2004). Such shaping effects are of particular importance, 
given the media’s historically prominent role in democracy (Fenton, 2010; 
Livingstone & Lunt, 1994), and its broader influence on cultural and societal 
cohesion (Ferraro et al., 2024; Jakubowicz, 2007). 
 
In this dissertation, I propose to understand the entanglement of media and AI by 
studying what I conceptualise as epistemic interventions. The notion of epistemic 
interventions both names the distinct knowledge practices that actively 
problematise and respond to AI’s entry into a domain and offers a conceptual lens 
for examining how such practices set the conditions of possibilities for the ways 
in which AI acquires meaning and is constituted within a domain7. Consequently, 
the concept serves two functions. First, it directs analytical attention to a set of 
heterogeneous, often highly mundane, knowledge practices that I argue are 

 
6 For a recent survey demonstrating the wide use of GenAI in newsrooms, see Diakopoulos et al. 
(2024). 
7 In using the specific concept of ‘constitution’, I draw inspiration from Jaton’s (2020) seminal book 
The Constitution of Algorithms, in which he deliberately uses this concept over more classic STS concepts 
like ‘construction’ or ‘enactment’ due to its “double signification: a process by which something 
occurs as well as a document advocating for rights and prerogatives” (Jaton, 2020, p. 17). This duality 
conveys his approach to studying algorithms as sociotechnical achievements continually constituted 
through particular knowledge practices, while also expressing that the act of describing such practices 
is itself constitutive and thus inherently activist. 
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particularly influential in shaping AI’s constitution in the “real world”. These 
practices explicitly address the growing prominence of AI and intervene in the 
“normal” knowledge production around AI in response to domain needs. Second, 
by drawing on Science and Technology Studies (STS) scholarship, I conceptualise 
the distinct role of such knowledge practices in constituting AI’s objectual realities 
and underscore their political nature in actively shaping how AI can be known, by 
whom, when and in making some AI realities appear more “real” at the expense 
of others. As a conceptual lens, epistemic interventions, therefore, offer a way to 
render the conditions for AI’s entry into domains visible and to account for how 
AI continuously becomes entangled in and reshapes domain practices. 
 
To demonstrate my conceptual proposal, let’s briefly return to the initial 
ethnographic vignettes. In the second one, the data scientists at the BBC use a bar 
graph to visualise the performance of different ML models to the editorial 
stakeholders. However, the bar graph does not neutrally represent the model’s 
performance. Instead, it foregrounds certain facets of how the models work over 
others, which influences how the participating editorial stakeholders can provide 
input on these models’ workings in their efforts to align them with the BBC’s 
public service mission. The same accounts for the first and third vignettes, where 
the specific ways of defining or displaying AI create particular conditions for how 
AI can be known and acted upon by media professionals and users. These 
practices, therefore, do not merely represent AI; they actively intervene in AI’s 
epistemological and ontological constitution within the domain. In doing so, they 
enable new forms of AI use by media professionals, reconfigure how media 
content is distributed and on what grounds, and foster new forms of reflexivity 
amongst media users, as the subsequent chapters will show. Through the study of 
epistemic interventions, it therefore becomes possible not only to explore how 
these practices in particular ways constitute AI within the domain and thus reshape 
media practices, but also to examine who predominately takes part in shaping these 
AI realities by analysing how these practices distribute epistemic agency and afford 
some actors more epistemic power in determining what AI futures are considered 
more desirable (Dotson, 2014)8. The latter is particularly important because prior 

 
8 Dotson (2014) particularly addresses questions around epistemic agency and power to conceptualise 
how epistemic oppression operates at different levels. She specifically defines epistemic agency as 
“the ability to utilise persuasively shared epistemic resources within a given community of knowers 
in order to participate in knowledge production” (p. 115), while epistemic power “refers to relations 
of privilege and underprivileged afforded via different social positions, relevant resources and/or 
epistemological systems with respect to knowledge production” (p. 125). Her work has later 
informed studies of epistemic power within the context of AI development (see Widder, 2024).  



 15 

research has demonstrated that AI development processes in the media are often 
characterised by epistemic asymmetries that leave editorial voices with less agency 
(Hartley & Bonde Thylstrup, 2024; Schjøtt Hansen & Hartley, 2021)9. As such 
asymmetries might ultimately risk undermining the media’s democratic 
commitments and its societal function, it is crucial to understand these dynamics 
and their localised implications for the media domain.  
 
By approaching AI’s entanglement with media through the study of epistemic 
interventions, I engage with AI as a sociotechnical phenomenon whose situated 
workings and meanings always take shape through the knowledge practices that 
constitute it. Consequently, how this entanglement is achieved in practice is always 
an empirical question. In light of this approach and motivated by the broader 
objective of understanding the AI’s societal implications, this dissertation seeks to 
address three interrelated research questions. First, how is AI constituted within 
and constitutive of the “real world” of media? Second, how do these processes 
unfold through specific knowledge practices, and how do such practices, in turn, 
reshape situated media practices? Third, who are the actors that predominantly 
shape how these practices unfold, and to what effect?   
 
To answer these questions, I examine different epistemic interventions across four 
ethnographic field sites in the media domain. These sites include the Journalism 
AI Academy for Small Newsrooms, the Associated Press’ (AP) Local News AI 
Initiative, the Recommendations Team at the BBC, and the Media Museum 
located at the Netherlands Institute for Sound and Vision. These ethnographic 
field sites are highly diverse, both in how they engage with AI and towards what 
interventionist ends, as well as in their institutional constellations. Consequently, 
the explored epistemic interventions take vastly different forms, ranging from 
highly specific evaluation and responsible AI practices aimed at facilitating the 
development of public service recommenders, to educational and co-developing 
initiatives organised by prominent industry actors to enable AI use amongst small 
newsrooms, and finally spectacularly staged public-facing museum exhibits that 
put AI on display to facilitate public understanding of AI’s role in media. This 
diversity of case studies make visible both the varying actors and spaces involved 
in the constitution of AI as well as the different constitutive practices that bring 
AI into existence in the “real world”, including definitional practices that 
discursively produce and sustain particular understandings of AI, specific 

 
9 More broadly, work on epistemic power in AI ethics has shown that quantitative arguments and 
methods tend to be privileged over more embodied or experiential concerns (Widder, 2024). 
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development practices aimed at making AI systems suitable for deployment, and 
new forms of public displays of AI that create material AI encounters. Moving 
between these fields helped me capture the dispersed, heterogeneous nature of 
these “interventionist” AI knowledge practices and tease out both shared 
characteristics and differences. 
 
The articles that emerged from these ethnographic enquiries and comprise this 
dissertation address their own research questions, aiming to elicit the particularities 
of the studied epistemic interventions and their localised implications. Taken 
together, they empirically illustrate how AI’s situated workings and meanings 
within the media domain are continually constituted through these practices and 
how they, in highly particular ways, reshape our mediated realities by transforming 
media practices. By extension, the conceptualisation of epistemic interventions, 
more broadly, provides new directions for critically studying AI. Collectively, these 
investigations are situated within and contribute to research at the intersections of 
Critical AI Studies, Science and Technology Studies (STS), Media Studies, and, 
more specifically, Journalism Studies. Below, I briefly situate the dissertation and 
its central contributions within these fields and their ongoing debates, before 
outlining the dissertation’s theoretical and methodological backdrop in more 
detail.  
 
Situating the Dissertation  
AI’s entry into the media domain has already prompted numerous empirical 
studies of how AI is used, perceived or designed by and for journalists. These 
studies provide valuable insights into how AI, for example, is institutionalised to 
fit with the domain’s normative values, or how AI is transforming the professional 
ideology of journalism and existing media practices (Schjøtt, 2025). Yet, as I argue 
in Chapter 2, these studies tend to treat AI as the occasion for study rather than as 
an empirical object, because although they often define the technology in question, 
they rarely engage with AI as an object of analysis in its own right (Schjøtt, 2025). 
Specifically, these studies tend to prioritise social explanations of AI and privilege 
newsroom studies, overlooking the material and epistemological conditions of AI 
development and use, and the fact that much of this work takes place outside 
newsrooms. To address these analytical gaps, I draw on insights from the emerging 
field of Critical AI Studies to advance a material and epistemological turn in the 
study of AI in journalism research. This turn involves paying analytical attention 
to the materiality, specific epistemologies and wider assemblage of actors involved 
in the development and circulation of AI in media (Schjøtt, 2025). With this 
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research agenda, which is materialised in the following chapters, I aim to broaden 
the disciplinary and analytical scope of media and journalism studies and to 
provide novel empirical contributions to the study of AI in media. 
 
By taking up this research agenda and making AI the focal object of study, I 
ground my dissertation in Critical AI Studies, which is an interdisciplinary “field 
in formation” that emerged in response to AI’s increasing societal prominence 
(Raley & Rhee, 2023, p. 188)10. This field seeks to critically engage with AI by 
developing and applying humanities and social science approaches and theories to 
capture the complexity of AI’s societal implications in ways that move beyond 
technical conceptions and “fixes” (Lindgren, 2023; Roberge & Castelle, 2021). In 
doing so, the field aims not only to inform future research but also to shape public 
debate around AI and to support the responsible use and development of AI in 
the public interest (Goodlad, 2023; Lindgren, 2023). With this aim, Critical AI 
Studies extends prior scholarly efforts conducted under the label of Critical 
Algorithm Studies (Seaver, 2017)11. The scholarly work conducted in this field was 
incremental in providing ways of “knowing” algorithms as objects of study beyond 
the technical disciplines (Seaver, 2017, 2019b). In particular, this field was 
motivated by dual aims of demonstrating how algorithms formalise and 
reconfigure things like “taste” or “sociality” online, and challenging the perceived 
inscrutability of these systems (Bucher, 2018; Seaver, 2019b). Through such 
investigations, Critical Algorithm Studies scholarship nuanced previously more 
deterministic accounts of the power and agency of algorithms and provided crucial 
new approaches to the critical study of algorithms. 
 
While there are many continuities between these two fields, the shift towards 
studying AI has expanded the scope of enquiry beyond the “algorithmic” to the 
many arrangements that enable computational action, such as data annotation 
practices and cloud computing12. The highly problematised nature of the term AI, 

 
10 For other field characterisations, see e.g., Roberge and Castelle (2021), Lindgren (2023), Goodlad 
(2023), or Offert and Dhaliwal (2024). Yet, as this is a nascent field, it continues to evolve, with new 
approaches and questions to be explored. In the Critical AI Seminar Series (Critical AI Seminar 
Series, n.d.) organised by Dieuwertje Luitse, Tobias Blanke, and me, we have, over the past years, 
invited prominent voices in this emerging field, in an effort to contribute to the ongoing formation 
of the field and to stimulate future research. 
11 For field characterisations, see e.g., Seaver (Seaver, 2017, 2015) or Bucher (2018), and the “Critical 
Algorithm Studies: a Reading List” (Gillespie & Seaver, 2015). 
12 While I argue that Critical AI scholarship further extends work in Critical Algorithm Studies, this 
does not mean one replaces the other. As Bucher (2025) reminds us, AI remains crucially 
‘algorithmic’, and we should not forget the existing and ongoing work theorising algorithms as we 
begin to explore what is now mainly discussed as AI. 
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with its connotations of human intelligence and a tendency towards 
anthropomorphism, has at the same time reinvigorated the need for “specificity 
and analytic precision in the focus on data, algorithms, model architectures, and 
the production of prediction” (Raley & Rhee, 2021, p. 188). Such precision is 
particularly needed, due to the growing uncontroversial “thingness” of AI, as 
Suchman (2023) calls it, where the notion of AI comes to function as a “floating 
signifier”, at once signifying a clear referent, while at the same time evading 
definition (Suchman, 2023, p. 3). This “thingness” adds to AI’s suggestive power, 
making it the task of critical AI scholars “to challenge discourse that positions AI 
as ahistorical, mystify ‘its’ agency and/or deploy the term as a floating signifier” 
(Suchman, 2023, p. 1). 
 
Exactly how this task of collectively “troubling” AI (Suchman, 2023) is pursued 
differs across emerging critical approaches to studying AI. Such approaches, 
among other include “reading computer science papers” to capture and disrupt 
the “worldviews” of particular AI models (Amoore et al., 2023) or historical 
genealogies that demonstrate how, for example, conceptions of “intelligence” have 
been a “moving target” (Dick, 2019, p. 3; see also Ali et al., 2023). Others have 
provided methodological innovations by developing ways to analyse opaque large 
language models (Hua & Raley, 2023) or critically interrogated central conceptions 
of AI as either producers of meaning (Bunz, 2019) or understanding (Mitchell & 
Krakauer, 2023)13. In this dissertation, I take another route toward challenging the 
uncontroversial figure of AI by pursuing an STS-informed ethnographic approach 
to studying AI as culture. In doing so, I respond to Jaton and Sormani’s (2023) 
recent call for a turn to practice in the social study of AI14, where they advocate 
for setting aside the categorical question of what AI is, to instead agnostically, and 
empirically describe the situated practices “that make ‘AI’ appear or disappear” 
(Jaton & Sormani, 2023, p. 627). 
 
By empirically tracing the situated knowledge practices that make AI appear in 
particular ways within media practices, this dissertation contributes to the 
collective “troubling” of AI’s epistemic production and sheds light on the situated 

 
13 This list of approaches is by no means exhaustive but provides a glimpse of the diverse methods 
and theories applied in the emerging, highly interdisciplinary study of AI, which includes disciplines 
from media studies, linguistics, geography, history, political sciences, security studies and STS, to 
name a few. 
14 The notion of social studies of AI is used here to designate the tradition of STS-informed 
ethnographies of AI that build on the classic ideas to socially study science and emphasise the 
constitutive nature of AI knowledge practices.  
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implications of these practices in the media sector. Accordingly, the different 
chapters pay particular attention to how AI, for example, at times appear as highly 
specific ML algorithms to be developed (Chapters 5 & 6), while at other times the 
broad notion of AI is deliberately invoked as a highly generative term to leverage 
resources (Chapter 4). As prior social studies of AI have remained predominantly 
focused on AI as a scientific practice, this dissertation specifically advances the 
social study of AI in an applied context by examining how domain actors make 
sense of AI’s incursion in society and, in response, create new situated knowledge 
practices to accommodate and “adjust” these technologies to domain needs. In 
doing so, the dissertation makes visible the particularities of AI knowledge 
practices that occur outside the laboratory and, more directly, addresses the role 
of domain actors in forwarding and shaping these practices. This advancement is 
particularly important because, as will become evident in the subsequent chapters, 
these “applied AI” knowledge practices differ significantly from those in the 
laboratory, and thus warrant increasing scholarly attention if we are to understand 
the implications of AI’s incursion into society. The conceptualisation of these 
knowledge practices as epistemic interventions, in turn, serves to deliver on the 
dissertation’s broader conceptual ambition by providing an approach to studying 
AI in the “real world” and its emerging societal implications. 
 

Studying AI as Culture in and beyond the Lab 
As a social study of AI, this dissertation builds on STS research, particularly the 
tradition of laboratory studies, which also paved the way for the first social studies 
of AI. The laboratory studies emerged from a critique of the privileging of 
scientific knowledge and challenged the assumption that scientific facts merely 
exist “out there” waiting to be discovered (Latour, 1987, p. 4)15. Instead, these 
studies ethnographically explored the “manufacture” of scientific knowledge 
(Knorr-Cetina, 1981), advocating the study of science as a cultural practice (Knorr-
Cetina, 1995; Pickering, 1992). Starting from the mundane practices of scientific 
knowledge production, the laboratory studies highlighted the varying 
representational devices and interactions that shape scientific knowledge 
production and demonstrated how these knowledge practices, over time, resulted 
in the stabilisations of scientific facts (see e.g., Knorr-Cetina, 1999, 1981; Latour 

 
15 The laboratory studies specifically aimed to challenge the uncontroversial nature of scientific facts, 
much like it is the case with AI now. These studies also represented a break with prior studies that 
had approached science as knowledge through scientific theories or shifting histories of ideas, by 
instead studying knowledge in action, approaching science as practice (Doing, 2008; Knorr-Cetina, 
1995; Pickering, 1992). 



 20 

& Woolgar, 1986; Lynch, 1985)16. A few studies also engaged with specialised AI 
laboratories, demonstrating how representational practices on whiteboards served 
to translate ideas about knowledge into formal, computable orders (Suchman & 
Trigg, 1993; Suchman, 1988) and how pre-existing epistemic assumptions about 
users and knowledge shaped the development of these systems (Forsythe, 2001). 
In doing so, these studies challenged the status of these systems as autonomous 
and intelligent, emphasising their “crafted” and highly cultural nature. 
 
In recent years, there has been a revival of ethnographic studies of “algorithms as 
culture”, to borrow Seaver’s (2017) phrase. This second wave of “AI lab studies” 
emerged as critiques of the presumed stability and inherent power of algorithms17, 
providing ethnographic accounts of the practical work involved in making these 
systems function and act in the world (Jaton, 2020). Through such ethnographic 
enquiries, these studies, as the early laboratory studies, foregrounded the cultural 
nature of AI knowledge production and how AI systems are always socio-material 
achievements; constituted through human choices, standardised data, scientific 
tools and methods, together with the material conditions of the technology 
(Engdahl, 2025; Jaton, 2020; Neyland, 2019; Poechhacker, 2024; Ribes et al., 2019; 
Seaver, 2022). Understanding these choices and their embedding in specific 
situated practices, values, and epistemic assumptions helps capture the cultural 
making of these systems, illuminating how and why AI systems come to work as 
they do and, for example, exhibit particular (discriminatory) biases (Jaton, 2021)18. 
Yet, as Seaver (2022) shows in his ethnographic study of music recommenders, 
such knowledge practices are not only cultural; they also actively shape the cultural 
practices they become part of by, for example, reshaping how musical taste is 
computationally organised and thus understood. 
 
This dual understanding of AI systems as culturally made objects that, in turn, 
reshape cultural practices is particularly informative for this dissertation, in which 
I ultimately aim to study the culture of those who make our culture. This phrasing, 
which also became the title of this introductory chapter, stems from a brief yet 

 
16 A central tenet in these studies is that the social and the technical can never be separated; rather, 
they co-constitute each other (Latour, 2005). Consequently, they are grounded in a processual 
ontology in which the world is always seen as coming into existence and constituted through 
particular practices (Jaton, 2020). 
17 Such critiques were raised by among other Ziewitz (2016), see also Jaton (2017; 2020) 
18 Critical work on AI has begun to capture the racialising and discriminatory AI systems, and how 
they perpetuate historical and social inequities (Benjamin, 2019; Noble, 2018). Studying the cultural 
making of AI offers a way to investigate the choices and epistemic assumptions that inform the 
workings of these systems and lead to the production of particular biases (Jaton, 2021; Seaver, 2018). 
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highly impactful encounter with a colleague at the unlikely location of the Rokin 
metro station in central Amsterdam. As we waited for the metro, we chatted about 
our research, and in response to my explanation of my PhD project and upcoming 
fieldwork, the colleague replied, “So you are essentially studying the culture of 
those who make culture?” Her reply stuck with me, becoming emblematic of my 
PhD project because it, in straightforward terms, captures the essence of what I 
set out to do: to study AI ethnographically as a cultural practice with the goal of 
understanding how AI becomes entangled in media practices and thus reshapes 
our mediated cultural experiences. The phrase also nicely reminded me of Diana 
Forsythe’s (2001) seminal book Studying Those Who Study Us, which, as one of the 
first ethnographic studies of AI, is a central inspiration for this PhD project. Yet, 
unlike Forsythe (2001)19 and the more recent social studies of AI, I do not take the 
laboratory as the sole “organising space for this culture” (Beaulieu et al., 2007, p. 
681; see also Jaton, 2020). 
 
The laboratory has historically held a privileged position in the study of scientific 
knowledge production (Garforth, 2011), and continues to do so in emerging social 
studies of AI (see e.g., Jaton, 2025). Scientific knowledge production within such 
laboratories is considered to be performed and organised through distinct, unified, 
yet evolving epistemic cultures (Knorr-Cetina, 1999). Epistemic cultures describe 
the discursive and material arrangements – or machineries of knowledge – that 
“make up how we know what we know” (Knorr-Cetina, 1999, p. 1). In the “AI 
lab studies”, computer and data science are therefore approached as performed 
within the bounds of a specific, locatable epistemic culture, in which field-specific 
methods and practices guide how “truths” are obtained (Jaton, 2020) or how 
computers are taught to “see” (Engdahl, 2025)20. The study of these scientific AI 
practices is considered crucial, as the algorithmic techniques developed in these 
labs are later implemented in specific domains and, through their computational 
affordances, set conditions for their continued use and localised development 
(Engdahl, 2025). To understand how such practices intersect with domains, the 
work of Ribes et al. (2019) has begun to account for how applied AI research is 
often organised through a particular “logic of domains”21 and with the specific 

 
19 Forstyhe (2001) particularly advances what she calls a “community approach”, which also includes 
following the broader scientific community at, for example, conferences. Thus, she does, in fact, 
expand the site slightly beyond the lab itself, while remaining focused on scientific AI practices.  
20 These studies often focus on particular subfields of computer science, such as computer vision or 
NLP, which generally serve to organise research within the wider field (Engdahl, 2025).  
21 I observed this logic myself as I participated in the Horizon 2020 project AI4Media, which 
provided the funding for this PhD research. Here, the name of the project itself reveals a focus on 
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goal of intervening in domains. Yet, limited attention has been paid to how specific 
AI techniques or tools actually become part of domain practices or how domains 
adapt or intervene in the workings of these tools to make them “fit” to domain 
values and aims.  
 
This dissertation directly addresses this gap by examining the cultural making of 
AI beyond the laboratory. However, in moving the enquiry outside the laboratory, 
a much broader set of spaces and actors becomes involved in these cultural 
practices and the epistemic production of AI. Studies have already demonstrated 
that this includes more production-oriented data science teams that use these 
techniques to build deployable AI systems in the context of music (Seaver, 2022) 
or public service media (Poechhacker, 2024). Next to these development-centric 
spaces, other institutional actors in the media domain, such as unions (Ananny & 
Karr, 2025) or funders (de-Lima-Santos et al., 2023), have been shown to take part 
in defining AI’s professional remit in the media. Furthermore, as AI’s societal 
prominence grows, its role in society is also increasingly problematised in both 
broader public discourse (Ananny, 2024; McKelvey et al., 2024)22 and public 
exhibits that put AI on display (Maksimova, 2024). The cultural making of AI in 
the “real world” is thus much more heterogeneous and multi-sited, not necessarily 
readily locatable within pre-determined spaces or unfolding as part of a routinised 
practice within an epistemic culture. Instead, the researcher must take an empiricist 
approach to identify spaces and practices of importance (Latour, 2005) by tracing 
“who define and deploy them [i.e., AI], and the institutions and power relations in 
which they are embedded” (Ames, 2018, p. 3)23. In taking up this objective, I 

 
providing AI for the media domain, which was exactly the goal of the many participating technical 
partners (often research labs or institutes), whose core task was to develop or improve algorithmic 
techniques that could then be implemented by the participating media partners. This ambition was, 
however, challenged by the significantly lower number of media partners compared to technical 
partners, and by the unforeseen additional labour required to make these tools and techniques usable 
and implementable for the media partners. By the end of the project, the expected number of 
implementations had not been achieved, prompting an effort to identify ways in which the various 
AI techniques developed in the project could become valuable to the media in the future. This effort 
was organised through two speculative workshops, where I took part in one, and resulted in a booklet 
with scenarios that aim to “translate fundamental AI research into concrete solutions to support the 
media industry value chains now and in the future” (Bocyte & Oomen, 2024). 
22 With this public attention, many studies have already begun to engage with, for example, the 
coverage of AI in the news (see e.g., Bunz & Braghieri, 2022; Wang et al., 2025) or in public policies 
(see e.g., Bareis & Katzenbach, 2022). 
23 My argument to move away from the lab-centric approach in many ways mirrors some of the 
critiques that arose from the early laboratory studies. Here, scholars highlighted how the focus on 
highly localised practices risks neglecting the “macro” structures that influence them, such as policy 
or funding (Hess, 2001; Knorr-Cetina, 2007), and overlooked how scientific knowledge moves into 
and stabilises within society and public life (Doing, 2008). 



 23 

identify and analyse a distinct set of AI knowledge practices, namely those that 
actively respond to AI’s incursion into a specific domain and intervene in the 
production and circulation of knowledge about AI within that domain. This is 
what I conceptualise as epistemic interventions24. 
 

Conceptualising Epistemic Interventions  
The AI knowledge practices examined in this dissertation, at first glance, appear 
to be widely different, ranging from seemingly mundane evaluation practices 
within a singular media organisation to spectacularly staged museum exhibits 
directed at the public. Yet, looking more closely, they share distinctive 
commonalities. They all emerged in response to the growing use of and societal 
prominence of AI and actively problematise AI’s entry into the media sector. 
Through the creation of new, situated knowledge practices, they furthermore 
actively seek to change the conditions of knowing AI in response to the needs of 
the domain. This characteristic makes these practices uniquely interventionist, as 
they not only seek to make sense of AI’s role in the domain but also to intervene 
in how AI can be known by media professionals and users (Zuiderent-Jerak, 
2015)25. The interventionist nature of these practices makes them distinctly 
different from the routinised knowledge practices performed within established 
epistemic cultures. Rather than following conventions of pre-existing knowledge 
cultures, these practices are deliberate attempts to intervene in the “normal” 
production and circulation of knowledge about AI, and thus in established cultures 
of knowing. Their interventionist function makes these knowledge practices 
particularly generative to study when aiming to understand the culture of those 
who make culture for two reasons. First, because they explicitly problematise 
aspects of AI epistemologies from the domain’s vantage point, thereby revealing 
the specific epistemic assumptions, commitments, and values that guide these 
practices. Second, because they intervene in the “normal” knowledge production 
around AI, they become conducive to studying not only the cultural making of AI, 

 
24 The notion of epistemic interventions has been used previously within educational science and 
cognition to describe the interventions that teachers, for example, make in classrooms (see e.g., 
Bråten, 2016; Lin & Puntambekar, 2025). My conceptualisation of epistemic interventions is more 
expansive, as it is not limited to teaching settings or cognitive interventions, but extends to broader 
sociotechnical knowledge practices, and their “political” interventions. 
25 In calling these practices interventionist, I build on prior scholarship on “interventionist STS 
research”, which has engaged with how research both aims to understand the field it studies and 
intervene in it. For characterisations of this research, see Downey and Dumit (1997), Zuiderent-Jerak 
and Bruun Jensen (2007) and Zuiderent-Jerak (2010) 
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but also their reshaping effects on pre-existing cultural practices within the 
domain. 
 
In deciding to conceptualise these practices as epistemic interventions, my goal is 
twofold. On the one hand, the concept serves to identify and characterise the 
conceptual affinity of these seemingly heterogeneous knowledge practices. On the 
other hand, I wish to conceptualise how these practices set the conditions of 
possibilities for AI’s constitution within a domain through the particularities of 
their interventions and thereby emphasise the highly political nature of these 
practices. The notion of epistemic interventions and its conceptual function is, 
therefore, in many ways inspired by Knorr-Cetina’s (1999) work on epistemic 
cultures, which provided a vocabulary for describing the specific organising 
cultures of science and demonstrates the “disunity” of science as a singular culture 
through the analysis of distinct routinised modes of knowing across scientific fields 
(Knorr-Cetina, 1999). Yet, unlike her, my aim is to give conceptual unity to the set 
of distinctive yet heterogeneous epistemic practices, which I argue hold specific 
analytical value for the study of the cultural making of AI as it moves from the 
laboratory into applied practices.  
 
In conceptualising epistemic interventions, I, similar to Knorr-Cetina (1999), use 
the term epistemic to designate the target of analysis – epistemic or knowledge 
practices. Bueger (2015, p. 2) defines epistemic practice as a “particular kind of 
practice that aims at constructing a distinct epistemic object and manipulating it”. 
In doing so, he emphasises that these practices are distinct from any other social 
practices, as they aim to know an epistemic object with the aim of making 
generalisable claims about it (Bueger, 2015). Consequently, my use of the notion 
of epistemic serves to direct analytical attention to the specific knowledge practices 
that construct AI as an epistemic object in distinct ways in order to make particular 
actions or claims possible. 
 
By combining epistemic with intervention, I wish to underscore the specific 
interventionist nature of these practices, as discussed above, while also conveying 
their constitutive function. To make the latter point, I draw lines back to Hacking’s 
(1983) seminal book, Representing and Intervening, which was a central inspiration in 
the turn to practice in the laboratory studies discussed above. Unlike Hacking 
(1983), who maintained a separation between representational practices of theory-
making and interventionist experimental practices, the laboratory studies, 
however, emphasised that representation is always also intervention. The ways in 
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which scientific phenomena are represented epistemologically condition which 
questions can be asked, what can be seen, measured, and thus known and acted 
on, ultimately leading to the production and stabilisation of specific scientific 
realities (see e.g., Aman & Knorr-Cetina, 1990; Latour, 1990; Woolgar & Lezaun, 
2013)26. Later, STS scholars further extended this argument beyond scientific 
practice and emphasised how knowledge practices not only epistemologically 
intervene in knowledge production but also ontologically constitute or enact the 
realities they describe (see e.g., Law & Urry, 2004; Mol, 2002; Woolgar & Lezaun, 
2013)27. 
 
This understanding of interventions helps direct attention to the fact that 
knowledge practices are never neutral. Rather, they are political, as they condition 
how AI can be collectively known and acted upon within the domain, and in doing 
so, they also make certain AI realities more “real” at the expense of others (see 
also Law, 2017). This is not politics in the sense of “formal” politics, such as 
elections and parliamentary processes, or forms of governing in and through AI 
systems28. Instead, these are more mundane politics. The everyday politics of 
knowing that unfold through taken-for-granted technical choices that inform 
development practices, or when educational initiatives foreground certain 
“realistic” choices for AI use that reify dominant epistemologies of AI at the 
expense of promoting local epistemologies. These knowledge practices entail what 
has been conceptualised as epistemological and ontological politics. 
Epistemological politics describe how, in making AI knowable in particular ways, 
“some knowledge and some knowers are privileged over others in making 
decisions” (Schwandt, 2007, p. 115; see also Tanenbaum, 1994). Ontological 
politics, instead, emphasises how such knowledge practices make certain AI 
realities appear more ontologically certain, while others by necessity become 
absent (Law, 2004; Mol, 1999). Within this view, realities never precede the 
practices in which they are enacted, making realities multiple and always 

 
26 For an overview on the debates of representational practices in laboratories and their role in 
shaping scientific practice, see Lynch and Woolgar (1990) and Coopmans et al. (2014) 
27 This line of research is often described as the “turn to ontology” in STS (Woolgar & Lezaun, 
2013), and involved not only an analytical shift towards the ontological, but also a renewed normative 
commitment to questioning undisputed realities, and actively reimagining how it could be otherwise 
(see also Law, 2008; Mol, 1999). 
28 For accounts that capture how AI is intersecting with politics and practices of governing, see, for 
example, Aradau & Blanke (2022) or Amoore (2023, 2025).  
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contestable (Mol, 2002). Engaging in ontological politics, therefore, also involves 
contesting realities and imagining how it could be otherwise (Mol, 1999)29.  
 
The study of epistemic interventions thus draws analytical attention to the 
distinctive knowledge practices that actively aim to intervene in how AI can be 
known by media professionals and users, and the highly constitutive role of these 
practices in establishing both the specific meanings and situated workings of AI 
within the domain. Consequently, Epistemic interventions serve as an entry point 
for studying the specific cultural making of AI as an applied technology, and how 
such cultural practices, in turn, reshape the future making of mediated culture. By 
analysing the specific ways in which these practices make AI knowable, it becomes 
possible to capture exactly how these practices set conditions of possibilities for 
how AI becomes part of and reshapes media practices – the everyday politics that 
characterise them and their localised implications. Such insights are particularly 
important because, while these knowledge interventions might aim to address 
epistemic power relations or create better conditions of knowing that facilitate 
epistemic agency, they can unintentionally create new epistemic asymmetries or 
perpetuate existing ones, as the following chapters will show. As Zuiderent-Jerak 
and Bruun-Jensen (2007) also note, interventions are and will always be 
unpredictable endeavours that can have unforeseen and adverse effects, making it 
even more crucial to research the reshaping effects of these “interventionist” 
knowledge practices on media practices if we are to understand how AI’s 
entanglement with media will either support or inhibit the media domains’ 
particular societal function.  
 
Beyond providing a lens for studying the political nature of these knowledge 
practices and their reshaping effects, the study of epistemic interventions itself 
becomes a political act. By foregrounding otherwise taken-for-granted or 
undisputed AI realities, it becomes possible to challenge them and to reimagine 
alternative realities and practices that could enable the more responsible use and 
development of AI. This interventionist ambition runs throughout the 
dissertation, as each chapter tries to identify alternative ways forward. In the 
concluding chapter, I bring these threads together, addressing how this PhD itself 
intervenes in knowledge production. 
 

 
29 Throughout the individual chapters, the direct emphasis on these forms of everyday 
epistemological and ontological politics varies, and I also rely on specific theorisations of, for 
example, material politics (Law & Mol, 2008). Yet, the focus on whose voices count, what knowledge 
and realities are privileged, is a shared focus across all chapters. 
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A Multi-Site Ethnographic Enquiry 
The overarching methodological approach of this dissertation is grounded in 
ethnographic methods, which aim to understand cultural practices through 
ongoing (participatory) observations and interviews (Spradley, 1980)30. 
Specifically, I take a multi-site ethnographic approach, which involves tracing a 
cultural phenomenon across diverse sites (Marcus, 1995). The multi-site 
ethnography emerged as a response to an increasingly globalised society, which 
challenged the idea that cultures could be studied in single locations. Instead, 
multi-site ethnographic enquiries shifted attention to studying the “webs of 
relations between actors, institutions and discourses” in a global world (Hannerz, 
2010, p. 60)31. Grounded in the aim of capturing the cultural diversity of AI as an 
applied phenomenon, multi-site ethnography enabled me to explore various AI 
knowledge practices and their embeddedness in both localised institutional power 
relations and the more global power relations inherent in the AI landscape (see 
e.g., Natale et al., 2025). In this dissertation, each field site is treated as relatively 
bounded, serving as a case study that carefully examines particular epistemic 
practices and their implications in the localised context (Beaulieu et al., 2007). 
Together they shed light on different constitutive knowledge practices, varying 
institutional constellations and address interventions at different epistemic levels, 
thus enabling a wider study of epistemic interventions and their implications. 
 
Constructing the “Field”, Locating Field Sites 
In a multi-site enquiry, the “field” is not pre-given but is instead constructed by 
the researcher, who, through particular modes or logics, constructs linkages across 
sites (Marcus, 1995). Such practices of construction can be pre-planned or 
opportunistic and, as in this dissertation, often involve a combination of planning 
and chance, resulting in a cumulative, gradual selection of field sites as the 
researcher learns about the field (Hannerz, 2003). As Hannerz (2003, p. 213) notes, 
ethnography is always “an art of the possible”, as the researcher needs to negotiate 
access, not only to one but multiple sites in the case of multi-site ethnography (Van 
Duijn, 2020). My selection of field sites was also shaped by both chance encounters 
and more “practical” constraints, such as language skills and reliance on my own 
and my supervisors’ pre-existing networks for access. That said, in locating 

 
30 What “counts” as ethnography is widely debated (see e.g., Ingold, 2014), but there remain some 
shared characteristics that are generally agreed upon, such as its grounding in fieldwork and the 
inductive nature of the enquiry (Christin, 2020b; Spradley, 1980). 
31 Emphasising how multi-site ethnography was a study “in and out the world system”, Marcus (1995, 
p. 95) brought attention to how ethnographic studies cannot be understood without reference to the 
broader global structures and power relations that shape localised production of cultures. 
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relevant field sites, the overarching logic closely aligns with Marcus’s (1995, pp. 
106-107) “follow the thing” approach, as the selection of field sites focused on 
empirically tracing and troubling the “thingness” of AI (Suchman, 2023) across 
multiple sites. The final selection of specific field sites was further motivated by 
both scholarly interests and gaps identified in the literature and in my prior 
ethnographic work, as well as by an explicit aim to capture the diversity of settings 
and actors involved in producing knowledge about AI in media. Below, I retrace 
the reasoning behind the individual sites in the order in which the studies were 
conducted. 
 
The first field site explored in this dissertation is the JournalismAI Academy for 
Small Newsrooms, which offers an eight-week online training course on how to 
use AI, directed at small newsrooms worldwide and aimed at mitigating the 
growing market divide in the media landscape (Beckett, 2019). Specifically, the 
observations followed the 2022 cohort, which included 41 participating news 
organisations from 23 countries across the Americas and Asia-Pacific (APAC). 
The choice of this field site emerged from an observation that a new set of industry 
initiatives seemed to be emerging to address and support AI’s entry into the media 
domain through fellowships, co-development, and education, often supported by 
Big Tech. Consequently, these initiatives represented new forms of knowledge 
constellations, in which actors from across the industry were brought together by 
central yet external institutional actors who come to hold increasing power to 
define AI and its role in media. The JournalismAI Academy for Small Newsrooms, 
in particular, offered an intriguing site for two reasons. First, because of the 
initiatives’ global impact, which made it possible to study applied AI as a highly 
global, yet situated phenomenon shaped by pre-existing epistemic asymmetries 
(Natale et al. 2025). Second, the initiative was organised by the global JournalismAI 
initiative, a project of the London School of Economics (LSE) think tank Polis, 
and funded by Google DNI. This institutional embedding was interesting because 
the connection to LSE lent legitimacy to the initiative and presented it as 
originating within industry interests. The Google funding, in turn, places the 
initiative within a broader academic discussion of Big Tech philanthropic funding 
in the media sector (see e.g., de-Lima-Santos et al., 2023; Fanta & Dachwitz, 2020; 
Munoriyarwa et al., 2025; Papaevangelou, 2022). This discussion has so far focused 
mainly on the funding of innovation practices, while the educational side of this 
philanthropy has received little scholarly attention, making the JournalismAI 
Academy for Small Newsrooms an intriguing additional site for understanding the 
impacts of Big Tech Philanthropy.  
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The second field site emerged organically from the first study, as two of the 
instructors involved in the JournalismAI Academy for Small Newsrooms were the 
programme managers for the Associated Press’s (AP’s) Local News AI Initiative. 
This initiative offered an attractive follow-up study, as it was driven by the same 
mission of supporting small newsrooms and mitigating the growing AI gap, 
although specifically in the US, but it took a different approach to solving the 
problem at hand. Instead of offering education, the AP’s Local News AI Initiative 
facilitated five co-developed AI projects. These projects were proposed by the 
participating newsrooms, and five were selected by the AP, whose programme 
managers led the development process and the collaboration with partnering 
universities, which supplied the technical expertise. The initiative, therefore, 
created a similar yet distinct knowledge constellation, which was equally driven by 
an influential institutional and industry-leading actor in the media. AP is one of the 
largest news organisations globally, and as a news agency, they deliver news to its 
global members. AP has furthermore held a specific historical role in shaping 
technological innovation in news (Coopersmith, 2000), and was the first news 
organisation to sign a licensing deal with OpenAI after the release of ChatGPT 
(Grynbaum & Mac, 2023). As a field site, the AP’s Local News AI Initiative, 
therefore, also offered insights into how leading industry actors can shape the 
conditions for AI’s entry into domain practices.  
 
Both the JournalismAI Academy for Small Newsrooms and AP’s Local News AI 
Initiative aimed at intervening in AI use. The initiatives did not provide knowledge 
or skills for developing AI. Instead, they focused on educating and guiding 
participants in using AI, or on facilitating the development of one-off, tailored 
solutions for participating newsrooms. Both initiatives also pertain to specific 
networked knowledge practices that unfold at the macro-epistemic level, because they 
involve “concrete institutional arrangements for exchanging and processing 
knowledge” (Knorr-Cetina, 2007, p. 370). Specifically, the initiatives facilitate 
knowledge exchange among institutions, including small newsrooms, universities, 
and experts. These AI knowledge practices are therefore characterised by their 
inter-organisational nature, as they involve networked knowledge practices across 
multiple organisations. As networked knowledge actors, the institutional homes of 
these initiatives become highly influential “macro-epistemic” actors that shape 
knowledge production at a global scale (Knorr-Cetina, 2007). In particular, they 
hold increasing power over access to knowledge and over what knowledge should 
be circulated, as these practices are arranged at the discretion of specific 
institutional actors who both set the aims and conditions for participation. These 
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practices are thus embedded in epistemic power relations between organising and 
participating organisations, but also in the global power relations that shape the AI 
landscape, particularly in the case of the JournalismAI Academy for Small 
Newsrooms. 
 
The selection of the third field site was grounded in my desire to study 
development practices. My prior fieldwork in a Danish regional media organisation 
had alerted me to the epistemic asymmetries within such processes and to the 
ongoing development of tools and practices aimed at “building” journalistic values 
into a recommender system (Schjøtt Hansen & Hartley, 2021; see also Preface). In 
doing that research, it was also clear that there was a significant gap in ethnographic 
research of development practices in media (see also Schjøtt, 2025; Chapter 2). 
Unlike the Danish project, which was highly experimental and in which the AI 
system was never deployed, I specifically wanted to study a more established actor 
and to follow knowledge practices that led to the deployment of AI systems. This 
objective led me to the BBC, which has historically been at the forefront of 
developing AI technologies for media, even before the recent developments that 
have accelerated AI’s accessibility in society (BBC R&D, n.d.-a). The BBC’s role 
as a Public Service Media (PSM) also means it has a distinct societal remit and 
mission that shape not only the media content it produces but also its approach to 
technology development and use. As the BBC reaches an average of 450 million 
people globally every week and is among the most widely used and highly trusted 
sources of news in the UK (Kleis Nielsen et al., 2023), the BBC’s deployment of 
AI systems also has a significant cultural impact, making it crucial to study. 
 
This field site was further narrowed to the “Recommendations Team” within the 
BBC, which is mainly composed of data scientists and engineers who develop and 
deploy recommender systems across BBC services, including BBC News, BBC 
iPlayer, and BBC Sounds. Unlike the other sites, this field site was broader in 
scope, focusing largely on observing knowledge practices within this team to 
inductively identify what practices came to be influential in shaping the cultural 
making of recommender systems. Consequently, this study yielded several articles 
addressing different epistemic interventions identified in the field, including 
visualisations (Chapter 5), the epistemological condition of “good enough” in ML 
(Chapter 6), responsible AI guidance and principles (Chapter 7), and finally the 
role of data slicing (Chapter 8). A shared characteristic of the knowledge practices 
studied at this field site was that they aimed specifically to intervene in AI 
development, particularly ML models used for content recommendation. By studying 
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the specific development tools, methodologies and guidance aimed at ensuring 
that the developed recommender systems aligned with public service values, this 
field site enabled the examination of epistemic interventions at the micro-epistemic 
level. Specifically, this site captures the highly situated knowledge practices within 
a single bounded location or “lab” (Knorr-Cetina, 2007). Yet, unlike a “classic” lab 
setting, the Recommendations Team is a product team, which means it does not 
conduct foundational research on AI or develop more universal AI models. 
Instead, the team works towards developing systems that can be deployed on the 
BBC’s on-demand platforms and serve its audiences. This work involves 
collaborating with a range of organisational stakeholders, including UX designers, 
product managers, editors, curators, and commissioners, to name some. 
Consequently, the studied epistemic interventions generally aimed to mediate 
knowledge between these different stakeholders within the organisation to ensure 
the responsible development of these systems. These practices are thus inherently 
intra-organisational and embedded in internal organisational power relations that 
unfold through formal organisational and knowledge hierarchies. This intra-
organisational aspect comes particularly through in Chapter 7, which shows how 
such epistemic power relations can limit the effectiveness of epistemic 
interventions such as Responsible AI guidance and principles. 
 
The fourth and final field site, the Media Museum, emerged out of an interest 
in how AI is increasingly becoming an “object of publicity” that is brought into 
being through media coverage and other publicising efforts, such as public 
technology demonstrations (McKelvey et al., 2024). The Media Museum offered a 
particularly interesting field site, as the museum exhibit directly addresses the role 
of AI in the media landscape. In recent years, scholars have argued that museums 
and other heritage organisations are uniquely positioned to shape public 
knowledge production about AI and facilitate public AI literacy (Bunz, 2024; Long 
et al., 2021). Yet, the role of museums in shaping the public problematisations of 
AI has, so far, received very limited scholarly attention, making them particularly 
interesting to explore. As museums quite literally materialise cultural imaginaries 
of AI through their exhibits, analysing these exhibits complements prior purely 
discursive studies of AI imaginaries (see e.g., Bareis & Katzenbach, 2022; Wang et 
al., 2025). The Media Museum is, furthermore, unique as it is hosted by the 
National Institute for Sound and Vision, the Dutch National Audiovisual Archive. 
The National Institute for Sound and Vision is a vital institution in the Dutch 
media landscape, responsible for preserving Dutch audiovisual heritage by, among 
other things, hosting the national public broadcaster’s content. Over the years, part 



 32 

of the museum’s remit has increasingly involved the development and use of AI 
technologies, for example, to produce metadata and make the collections more 
accessible (Noordegraaf & Schjøtt, 2025), making them uniquely equipped to 
publicly display AI.  
 
Studying the making and reception of the Media Museum offered a path to 
examining how public epistemic authorities (see Bartsch et al., 2025), such as 
museums, participate in the public constitution of AI’s role in media and aim to 
intervene in the public’s understanding of AI. Specifically, the staging of particular 
AI encounters within the museum allowed for analysing the ideas about the public 
that informed this staging, and how these encounters problematise AI and 
configure the visitor as more passive or active agents in relation to AI. By putting 
AI on display for the public, the Media Museum operates as an intervention at the 
public-epistemic level, aiming to raise visitors’ awareness of AI and its role in their 
media experiences. Unlike the former sites, the Media Museum is not characterised 
by knowledge mediation between actors. Instead, the knowledge practices are 
directed at the public, with the media museum as the “sender”, producing an 
institutional-to-public flow of knowledge. The museum, therefore, holds a powerful 
institutional position in shaping public perceptions and knowledge of AI in society 
– particularly as museums continue to be considered among the most trustworthy 
public institutions (Mason, 2023). 
 
Studied together, these four field sites begin to capture the diversity of the cultural 
making of AI within the media domain and shed light on varying forms of 
epistemic interventions that come to differently constitute AI in the media. 
However, the sites are in no way exhaustive, and any selection of field sites will 
necessarily exclude others, thus limiting the scope of the enquiry (Hannerz, 2003). 
All the field sites studied here, for example, engage with highly prominent 
institutional actors, which was an active choice grounded in the interest in studying 
influential domain actors who both hold significant epistemic power and authority. 
At the same time, this choice excludes more marginal or alternative actors who 
might resist such narratives and approaches, and instead reimagine how AI should 
be used or developed in media. Future research could look to such alternative 
practices, along with other emerging AI knowledge practices, to explore epistemic 
interventions across varying epistemic levels and with different interventionist 
aims. I return to such proposals for future research in the concluding chapter. An 
overview of the specific characteristics of the field sites can be found in Table 1 
below.  
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FIELD SITES AIM OF 
INTERVENTION 

LEVEL OF 
INTERVENTION 

INSTITUTIONAL 
INTERVENTION 

JournalismAI 
Academy for Small 

Newsrooms & 
AP’s Local News 

AI Initiative 

AI use 
Macro-

epistemics 
Inter-Institutional 

BBC’s 
Recommendations 

Team 
AI development Micro-epistemics Intra-Institutional 

The Media 
Museum 

AI understanding Public-epistemics 
Institutional-to-

public 

Table 1: Overview of the specific characteristics of the field sites 

 
Studying AI Ethnographically 
Ethnographic enquiries are classically inductive, aiming to understand how those 
involved in the observed practices make sense of the world. As noted by Spradley 
(1980, p. 11), “rather than studying people, ethnography means learning from 
people”. This ambition characterises the four ethnographic studies that comprise 
this dissertation. While each study began with a specific interest and an idea of 
what might be at stake in the observed practice, I would enter the field openly to 
learn what AI was, how it was discussed or materialised – ultimately how it 
mattered to those I observed. The papers that emerged from these studies, 
therefore, at times took surprising turns based on specific observations. For 
example, while I did not enter the BBC to study visualising practices, their 
continued presence and vital role in data scientists’ collaborations with editorial 
stakeholders led me to zoom in analytically on these practices (Chapter 5). I also 
did not foresee people ducking and covering their faces as they interacted with the 
Media Museums’ exhibits. Still, in the end, these accidental encounters became 
central to theorising how and why museums should create “troubling encounters” 
with AI systems (Chapter 8).  
 
In terms of methods, ethnography is grounded in fieldwork – the ethnographer 
goes into the field and participates in daily activities, observing and interviewing 
people about their cultural practices (Spradley, 1980). All four studies in this 
dissertation rely on the classic ethnographic methodological toolbox, with 
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participant observation and ethnographic interviews as core methods (Spradley, 
1979, 1980), while also being inspired by recent proposals for studying AI 
ethnographically. Such proposals can involve departing from classic ethnographic 
ideals of long-term presence in the field and instead encourage “scavanging” 
materials from various sources (see e.g., Seaver, 2017; Christin, 2020b). 
Furthermore, each study also has its own specificities and challenges that shaped 
how these methods were operationalised and sequenced (Spradley, 1980). The 
specific methodological choices related to both the specific aim of the studies, as 
well as the types of observations possible – for example, whether they took place 
physically, online or involved a hybrid approach. The individual chapters outline 
these choices in more detail, along with specific ethical considerations for each 
study, such as anonymising or pseudonymising participants. More broadly, the 
research was conducted with ethical approval from the University of Amsterdam’s 
Ethics Committee and carried out in accordance with the committee’s stipulated 
good practices. The materials provided to the Ethics Committee can be found in 
Appendix A. 
 
Analytical Approach 
The empirical materials were generally collected and processed in the same manner 
across the four studies32. (1) Observations were recorded as fieldnotes and, within 
a short window, “thickened” to full ethnographic descriptions (Geertz, 1973; 
Hammersley, 2008). (2) Interviews were recorded and later transcribed using the 
software Amberscript33. (3) The materials were analysed through inductive 
thematic analysis or bottom-up coding (Gibbs, 2007), either manually in a 
document using highlights and comments (Chapters 3 & 4) or using the open-
source software Taguette (Chapters 5-9). The analysis process was always carried 
out at the end of data collection, as it is common practice in ethnographic enquiries 
(Spradley, 1980), and was often guided by “ethnographic hunches” that had 
developed throughout the data collection period (Pink, 2021). 

 
32 The empirical materials collected as part of the PhD research will be stored in a Figshare collection 
for ten years under embargo due to the sensitive nature of the data, which can be found here: 
https://doi.org/10.6084/m9.figshare.c.8386816  
33 Amberscript is the audio and video transcription software that the University of Amsterdam 
recommends for research, as the University has an established data agreement with them. For a few 
interviews, alternative software was used, such as Zoom’s built-in transcription tool (see Chapter 3). 
Both fieldnotes and quotes used in the articles were edited for clarity, highlighting omitted words 
with square brackets and cleaning up punctuation, repetitions, etc. In doing so, I was careful not to 
change the original meaning of what was said, while still allowing for more clarity and ease of reading. 
When using fieldnotes, only direct quotes recorded in the notes are given in quotation marks, while 
other parts of the fieldnotes are recounted to signal that they are grounded in my recorded 
recollection of the meeting. 

https://doi.org/10.6084/m9.figshare.c.8386816
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In the first ethnographic study conducted jointly with Nadja Schaetz (Chapter 3), 
the empirical materials were initially analysed together to identify core themes 
across the interviews and observations, which was then followed by a more in-
depth analysis of the materials that formed the foundation for the chapter 
conducted by me. One study also combines my ethnographic enquiry at the BBC 
with another researcher’s simultaneous interview study at the BBC (Chapter 7). 
This paper was also written in collaboration with two internal researchers at the 
BBC, with whom we collaborated and who enabled our access, and it focuses on 
more discernible, practical insights into responsible AI practices within the BBC. 
In reanalysing the materials for the shared paper, we started from the respective 
thematic coding of our individual empirical materials and identified overlapping 
themes related to the paper’s specific focus. In each chapter, I outline the 
methodology used for that study in greater detail. In Table 2 below, I provide an 
overview of the methods and collected data for each field site.  

CASE STUDY METHODS USED COLLECTED DATA 

 
 

JournalismAI 
Academy for Small 

Newsrooms 
 

Online participatory observations, 
follow-up interviews after the 

course and again two years later, 
use of documentation in Google 

drive for background. 

Recorded fieldnotes, recordings of 
sessions, available Google Docs, 
15 interviews with participants, 
and seven follow-up after two 

years, three interviews with 
instructors and one joint interview 

with programme managers. 

 
AP’s Local AI 

Initiative 

Online participatory observations, 
Interviews with programme 
managers, following Slack 

channel. 

Recorded fieldnotes, shared 
interview with the two programme 

managers. 

 
BBC’s 

Recommendations 
Team 

Online and physical participatory 
observations, ongoing interviews, 

workshops. 

Recorded fieldnotes, 20 interviews 
with team with team members and 

key stakeholders, recordings of 
two workshops. 

 
The Media 
Museum 

Passive observations in museum, 
autoethnographic observations, 
Interviews with museum staff, 

short impression interviews with 
museum visitors. 

Recorded fieldnotes, nine 
interviews with museum staff, 45 

impression interviews with 
museum visitors. 

Table 2: Overview of the methods and collected data for each field site 
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Structure of the Dissertation 
This PhD project began with an interest in studying the culture of those who make 
our culture to understand how sometimes seemingly mundane AI knowledge 
practices shape how AI becomes applied in the “real world” within the domain of 
media, and thus part of our mediated cultural experiences. Throughout the project, 
this endeavour took surprising twists and turns, leading to the study of unforeseen 
sites and knowledge practices that even challenged the very idea of a unified 
“culture” to study and its prelocation within specific organising spaces. With this 
introductory chapter, I have taken these encountered challenges and used them as 
a conceptual whetstone to rethink how to productively study the cultural life of AI 
beyond the lab. So, while each of the following chapters arises from particular 
observations, pursues individual research questions, and draws inspiration from 
different theories, predominantly grounded in STS, they together inform what I 
came to conceptualise as the study of epistemic interventions.  
 
The dissertation is divided into three parts, structured around the different 
constitutive practices studied across the field sites. Part I, Defining AI, examines 
how the JournalismAI Academy for Small Newsrooms and AP’s Local AI News 
Initiative discursively define AI as an appropriate and useful technology for the 
news sector, and the navigation needed to maintain such understandings in the 
“real world”. In doing so, the chapters show how representations of AI become 
entangled in the localised practices of the participating newsrooms and shed light 
on how these initiatives advance particular AI epistemologies, cause ambiguities, 
and shape AI use. The chapters particularly highlight the importance of analysing 
discursive representations of AI in relation to their material realities to better 
understand their localised implications. Part II, Deploying AI, shifts the focus to the 
situated knowledge practices carried out by the Recommendations Team to enable 
the deployment of recommender systems on the BBC on-demand platforms. The 
three chapters in this part explore how specific tools, methods, and processes 
intervene in how recommender systems come to serve the public interest, and how 
the institutional setting conditions how these practices unfold. Chapters 5 and 6, 
in particular, provide new insights into the specifics of applied AI evaluation 
practices and their shaping effects on the situated workings of these systems and 
the decisions to deploy them. Chapter 7 instead underscores the importance of 
understanding responsible AI practices from the “ground up” if we are to capture 
the effectiveness of AI guidance and principles. The two chapters in Part III, 
Displaying AI, turn to practices and theories of display, while also taking on a more 
“interventionist” function by directly readdressing existing practices. Chapter 8 
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draws on critical scholarship on curation to critically recast the ML practice of data 
slicing as curatorial work, while Chapter 9 uses observed “accidental” encounters 
with AI in the Media Museum to rethink how to stage more “troubling” AI 
encounters in museums. By turning attention to practices of exhibiting, this last 
part also begins to shed light on how cultural imaginaries of AI are not only 
discursively produced but also materially configured in public displays and 
demonstrations. Below, I briefly summarise the individual chapters, beginning 
with the review article that joins this introduction in setting the scene for the 
dissertation. 
 
Chapter 2, Advancing a Material and Epistemological Turn in the Study of AI, picks up 
the conceptual thread laid out in the introduction. The chapter explores how the 
journalistic scholarship on Artificial Intelligence (AI) has developed over the last 
decade by providing a qualitative review of empirical work on AI in journalism 
from 2010 to 2023. The review is structured around Chris Anderson’s (2013) six 
sociological approaches to studying computational and algorithmic journalism, 
which were proposed to challenge the narrow, utilitarian studies of AI at the time. 
By mapping the current literature onto these approaches, the review illustrates how 
the scholarship on AI has evolved since the early 2010s and helps reveal remaining 
empirical and analytical gaps. Grounded in the identified gaps and inspired by 
emerging work in Critical AI Studies, the chapter advances a material and 
epistemological turn in the study of AI. This turn is concretised in three analytical 
sensitivities, which include (1) attending to the “technical” in socio-technical, (2) 
studying the methodologies and histories of AI, and (3) unfolding the wider eco-
system of AI. In outlining this renewed approach to studying AI, the first chapter 
bridges the intersecting scholarly fields that underpin this dissertation by showing 
how STS-informed approaches within Critical AI scholarship can be productive in 
generating novel insights about the impact of AI in media, setting up the research 
agenda that is pursued in the empirical chapters. 
 
Chapter 3, Taming AI (co-authored with Nadja Schaetz), investigates the 
Journalism AI Academy for Small Newsrooms, which is an online education 
initiative targeted at small newsrooms across diverse geographies. The course is 
organised by the global initiative JournalismAI, which is hosted by the London 
School of Economics (LSE) and funded by the Google News Initiative. In the 
chapter, we approach the Academy as a site of domestication to understand how 
specific institutional actors shape domestication practices in the news context and 
the implications of these interventions. Based on ethnographic observations and 
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qualitative interviews, we identify four central dimensions of domestication that 
each enact sets of practices and meanings associated with AI. These include: (1) 
demystifying, (2) cultivating, (3) managing, and (4) finally, appropriating AI. In 
analysing these dimensions, we demonstrate how the course instructors enact AI 
as domesticable in particular ways that are contingent on both dominant 
understandings of AI and the perceived constraints of the participants, and how 
these enactments, in turn, reshape the participants’ relationship to AI and their 
subsequent AI use. Through this analysis, we shed light on how courses such as 
the Academy, as macro-epistemic actors, intervene in participants’ AI practices, 
and show how the course, in unintended ways, naturalises and depoliticises 
dominant understandings of AI and its inevitability in journalism. 
 
Chapter 4, AI Hype and its Function (co-authored with Nadja Schaetz), turns to 
another influential actor in the media landscape, namely the Associated Press (AP). 
The chapter ethnographically follows the Local News AI Initiative, in which AP 
worked with five local newsrooms and three universities to develop tailored AI 
solutions for the participating newsrooms. The chapter addresses ongoing 
discussions about the effects of “AI hype,” which often portrays journalists as 
either victims or instigators of the hype. To challenge this dichotomous portrayal, 
the chapter reconceptualises hype as a cultural resource. To make this argument, 
the chapter draws on theoretical insights from the sociology of expectation, which 
has theorised the generative capabilities of expectations and how representations 
of desired or envisioned futures can have concrete effects in the present. Through 
the analysis, we demonstrate how the programme managers actively use hype to 
mobilise actors and unlock resources and new opportunities for news 
professionals. However, we also show how they later must manage the “hyped” 
expectations around AI that they themselves helped produce, as the workings of 
these technologies generally proved disappointing and more labour-intensive than 
expected upon implementation within the newsrooms. Through this analysis, the 
chapter sheds light on the complex role of news professionals’ involvement and 
investment in shaping expectations around AI, and how actors like the AP can 
participate in redistributing resources by actively riding the “hype wave”. Yet, in 
doing so, they also risk solidifying a technological lock-in or producing a sense of 
irreversibility. 
 
Chapter 5, The Work of Visualisations, examines the role of visualising practices in 
making AI systems interpretable during the development process. The chapter 
first establishes the importance of visualising practices in constituting ML systems 
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and, in the context of the BBC, where they mediate the operationalisation of public 
service values. Concretely, the chapter argues for studying such visualising 
practices as interpretative devices that coordinate the complexity of ML systems 
but, in doing so, also distribute interpretative agencies across the development 
process. The ethnographic accounts of the development of a new recommender 
system for BBC’s on-demand streaming platform iPlayer demonstrate how bar 
graphs and an in-house visualisation tool serve widely different interpretative 
functions. The bar graph is used purely as a communication device that serves as 
evidence for why particular ML models are superior. In contrast, the in-house 
visualisation tool is used as a problematisation device that enables discussions over 
how to “steer” the system towards specific public services objectives. The different 
functions reveal which decisions are taken for granted as belonging to the data 
scientist and how these tools facilitate very different ways of “seeing” the system, 
moving from an abstract to a highly particular gaze. Both of these views affect 
how decisions around the system can be made and ultimately, how the BBC can 
deliver on their public service mission. This chapter, therefore, highlights the 
importance of localised intelligibility practices in applied AI contexts, while also 
demonstrating the powerful role of visualising practices in coordinating action and 
shaping how public interest can be attended to.  
 
Chapter 6, Making Machine Learning “Good Enough” (co-authored with Tobias 
Blanke), retains the focus on the concrete methodologies used to evaluate ML 
systems, but turns attention to how ML systems rely on ongoing negotiations and 
agreements of “good enough” to be deployed. Thus, this chapter addresses the 
specific ways in which AI knowledge practices intervene in what counts as valid 
knowledge in the making of recommender systems. The notion of “good enough” 
has previously been mobilised to describe data and software practices. In this 
chapter, we extend these insights to ML and characterise the unique 
epistemological function of “good enoughness” in ML and how “good 
enoughness” is mobilised at the BBC. Through our ethnographic account, we 
demonstrate how the Recommendations Team relies on various metrics, along 
with qualitative evaluations, to inform provisional performance thresholds before 
the system is submitted to A/B testing to establish whether it is “good enough” 
to deploy. By following these processes of establishing “good enough”, we see 
how these negotiations are entangled in various, sometimes competing 
organisational objectives, as well as data and technical infrastructures. We also 
show how the metricised performance scores from AB testing are negotiated in 
practice by readjusting performance thresholds to manoeuvre different values and 
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constraints. Ultimately, the paper, therefore, shows that establishing “good 
enough” is a political endeavour of adjusting seemingly objective evaluation 
criteria to find the best-fitting metrics and “right” thresholds.  
 
Chapter 7, Responsibility from Somewhere (co-authored with Hannes Cools, Bronwyn 
Jones, Rhianne Jones, and Natali Helberger), takes a step back to examine the 
sociomaterial conditions that shape how various actors can participate in ML 
development practices and enact their responsibilities. This argument contributes 
to broader debates on how to translate responsible AI (RAI) principles into 
practice by addressing how such interventions are, at times, rendered less effective 
by the specific institutional arrangements in which they are implemented. Drawing 
on the combined insights of two research projects and inside perspectives from 
two researchers at the BBC, the chapter argues for an understanding of RAI 
practices that captures how responsibilities are located and conditioned by the 
knowledge conditions, and consequently must always be seen from “somewhere”. 
Concretely, the chapter identifies four ways in which responsibilities are located 
and how these locations shape the perceived agency to enact the media 
professionals’ responsibilities. These include how responsibility is (1) relocated to 
a specified location elsewhere in the organisation or beyond it, (2) how it is pre-
located to an earlier decision or knowledge process, (3) how it is co-located when 
two or more responsibilities toward different stakeholders must be reconciled, and 
(4) finally, how responsibility is, at times, perceived as completely dislocated in the 
process. The chapter concludes by foregrounding that the translation from 
principles to practices must always be viewed from “somewhere” and distils three 
central vantage points, including partial responsibilities, power relations, and 
infrastructural dependencies. This chapter, in a much more direct manner, also 
served as an intervention in the practice it observed, grounded in co-authoring 
with practitioners.  
 
Chapter 8, Slicing the Past to Predict the Future, is a short reflection piece that serves 
as a transition to the final part of the dissertation. Building on archival influences 
in Critical Dataset Studies and scholarship on critical curation, the chapter 
proposes recasting the data scientific practice of data slicing as a curatorial practice. 
As these slices inform the visualisation practices described in chapter five, how the 
past is “sliced” can have significant political and cultural implications. The chapter 
traces three central considerations regarding data slicing: replicability, 
representativeness, and generalisability. Using these as examples, it reflects on the 
implications of the selection, organisation, and choices for how best to represent 



 41 

the past to predict audiences’ future preferences. By engaging with data slices as 
curatorial constructs, the chapter highlights the material politics of data slicing by 
making visible how their orderings convey certain meanings more effectively than 
others. Consequently, these data slicing practices shape who and what can be cared 
for – and what is left out. This chapter, therefore, serves as a conceptual 
intervention, joining prior efforts to challenge the sometimes “objective” 
perceptions surrounding data science work and also becomes a transition piece to 
the final chapter by turning attention to theories of display and the archival 
function of the BBC. 
 
Chapter 9, Putting AI on Display, turns its attention towards museums as important 
sites for publicly problematising AI and raising awareness of its use and 
implications in society. Drawing on the ethnographic enquiry conducted at the 
Media Museum, the chapter explores the curatorial considerations behind the 
museum and visitors’ experiences of both staged and accidental AI encounters 
within the museum space. The analysis demonstrates how these AI encounters 
configure the visitor as either more passive or active, problematise AI in different 
ways, and how the staged AI encounter, at times, inadvertently perpetuates 
dominant cultural imaginations of AI. The comparison between the staged, highly 
spectacular encounter with the facial recognition system and the accidental, more 
troubling encounters caused by a “bug” in the very same system, furthermore, 
became particularly conducive to rethinking how museums in the future can stage 
more “troubling” AI encounters. These insights are helpful in addressing how 
museums can avoid upholding the “thingness” of AI, while at the same time 
creating conditions for making visitors ethically care about their own and others’ 
relations to AI. Drawing on these observations, the paper concludes with three 
strategies for making “troubles” when putting AI on display, which include: (1) 
staging intentional breakdowns, (2) implicating the visitors, and (3) exhibiting the 
museum’s own troubles with AI. Similarly, to the former chapter, this final chapter, 
therefore, more prescriptively offers an intervention of its own into museum 
practices. 
 
Chapter 10, Intervening in Interventions, concludes the dissertation. Here, I briefly 
summarise the empirical findings across the chapters and situate their 
contributions within broader debates in Critical AI Studies, STS, and 
Media/Journalism Studies. Grounded in these contributions, the conclusion 
underscores the importance of studying these distinctive AI knowledge practices 
– what I conceptualise as epistemic interventions – to understand the intricacies 
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of the transformations AI brings to the media sector and its societal implications. 
Such an approach more broadly offers a distinct critical approach to the study of 
AI in the “real world” that can inform responsible AI development and use of AI, 
because in describing these “interventionist knowledge” practices, it becomes 
possible to imagine how it could be otherwise. The study of epistemic 
interventions, therefore, also becomes a way to ultimately intervene in 
interventions. 


