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10 Conclusion 
INTERVENING IN INTERVENTIONS 
 
 
Walking the streets of central Amsterdam in December 2023 meant constant 
encounters with AI – along the canals, on the bridges and in the squares. That 
year, the annual Amsterdam light festival invited artists to create works that 
captured the effects of technology and, particularly, AI on our everyday lives. The 
various installations opened up public discussions about facial recognition, how 
AI “imagines” humanity and made visible the data streams that sustain it, making 
AI quite literally a public phenomenon in the streets of Amsterdam. Two years 
later, in December 2025, as I begin writing this conclusion, AI’s presence in our 
everyday lives has only become more pervasive. While I am no longer reminded 
of AI by artworks on my way to work, I am instead confronted with TV 
commercials proclaiming that I should not worry about the Christmas presents I 
forgot to buy – an AI service will easily create a photo album for me to gift to my 
family. Every time I open a search engine in my Internet browser, I am asked if I 
want an “enhanced AI experience”. AI has unavoidably become a central feature 
of our current society – a time that is also increasingly called the “age of AI”. 
Writing a PhD on AI during this time has been both exciting and daunting. On 
the one hand, the societal relevance of such a project is readily apparent, and 
emerging questions and issues have been constant companions throughout the 
process. On the other hand, one is faced with the question of where and how to 
even begin studying something that has essentially become epochal and whose 
impact on today’s society is far-reaching. 
 
Faced with such “big” questions at the end of my PhD research, I turn to the 
words of Lucy Suchman, who argues that “[i]f you want to understand the big 
issues, you need to understand the everyday practices that constitute them” 
(Suchman et al., 2019, p. 14). This is precisely what I have sought to do in this 
PhD dissertation. Starting from an interest in studying the cultural making and 
shaping effects of AI in the media sector, I turned to the mundane yet, at times, 
unexpectedly spectacular knowledge practices that constitute AI in the media 
domain. In turning to these practices, this dissertation overarchingly explored 
three interrelated questions: First, how is AI constituted within and constitutive of 
the “real world” of media? Second, how do these processes unfold through specific 
knowledge practices, and how do such practices, in turn, reshape situated media 
practices? And third, who are the actors that predominantly shape how these 
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practices unfold, and to what effect? I examined these questions through a multi-
site ethnographic enquiry of four field sites where different knowledge practices – 
what I came to conceptualise as epistemic interventions – actively intervened in 
AI’s epistemological and ontological production within the media domain, either 
by defining AI in online courses and public webinars, through localised 
development practices that enable the deployment of AI systems, or by displaying 
AI to the public. 
 
The empirical chapters illuminated the diverse ways in which these epistemic 
interventions constituted AI’s situated meanings and workings in the media sector 
and, in turn, reshaped the use, development, and understanding of AI. They did 
so by highlighting how educational initiatives come to function as sites of 
domestication and, thus, shape the global adoption of AI (Chapter 3); how the 
interpretative flexibility of AI can be leveraged in building and managing 
expectations (Chapter 4); how visualisations come to function as interpretative 
devices in ML development, enabling partial ways of seeing model behaviour and 
coordinating action (Chapter 5); how the epistemological function and political 
nature of “good enoughness” shapes the deployment of ML models (Chapter 6); 
how located conditions shape individuals responsible agency and thus the 
effectiveness of responsible AI principles and guidance (Chapter 7); how 
resituating data scientific practices as curatorial practices make their political 
orderings more visible and negotiable (Chapter 8), and how museums can enable 
situated ethical encounters with AI systems by actively implicating them in the 
issues posed by these systems (Chapter 9). 
 
Taken together, these empirical insights demonstrate that AI, as a “real-world” 
technology, does not simply appear out of “nowhere”, to use Jaton and Sormani’s 
(2023) phrase. Instead, AI is continually constituted through situated knowledge 
practices that shape how AI technologies can and should be known and by whom 
within a specific domain. These findings, therefore, challenge more deterministic 
accounts that portray AI as an external force that inevitably transforms industries 
by demonstrating that domains themselves are active participants in the 
constitution of AI. When domain actors purposely “hype” AI, adjust thresholds 
of “good enoughness”, or create spectacular encounters with AI, these practices 
intervene in AI’s constitution within the media domain by demarcating what value 
and role AI should have in media, how such systems should serve the public or 
how AI should be publicly understood. Such constitutive efforts, in turn, actively 
change the situated conditions of possibilities for how AI becomes part of and 
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reshapes domain practice by enabling new domain practices or reconfiguring 
existing ones. The chapters attest to how such interventions, for example, can 
facilitate new forms of AI use or awareness among media professionals and users 
by redistributing resources and knowledge, or how they, by reconfiguring the ways 
in which public interest can be attended to in the development of recommender 
systems, reshape the future distribution of content. Consequently, by studying 
these epistemic interventions, it becomes possible to elucidate how AI is 
continuously both constituted within the media domain and constitutive of new 
media realities, the epistemic assumptions and values that drive these processes, 
and their situated effects on our mediated cultural experiences. 
 
The findings also shed light on who predominantly shapes how these practices 
unfold, and to what effect. Specifically, the chapters demonstrate how influential 
industry actors, such as AP and the JournalismAI Initiative, and, by extension, LSE 
and Google, as macro-epistemic actors, hold both a unique epistemic power and 
responsibility in normalising particular understandings of AI and its value for the 
media industry. In particular, as these organisational actors become important 
knowledge intermediaries to the wider global media industry and thus play a 
significant role in shaping how (Western) understandings of AI circulate and 
stabilise across global media contexts, sometimes at the expense of more localised 
epistemologies. The chapter on the Media Museum similarly foregrounds both the 
responsibility and the importance of public epistemic authorities, such as 
museums, in shaping the public understanding of AI, while also demonstrating the 
challenge they face in staging meaningful and impactful encounters with AI. The 
findings highlight that while putting AI on display through captivating, spectacular 
encounters achieves the intended fun factor, it might also inadvertently normalise 
dominant, highly problematic conceptions of AI. Consequently, the chapter raises 
important questions about how to responsibly display AI that heritage institutions, 
given their social mandate, should take up. Finally, the chapters pertaining to the 
BBC make visible the epistemic power that lies in determining what “counts” as 
relevant knowledge throughout the development process, and how internal 
knowledge hierarchies and organisational structures shape the aim of responsibly 
developing recommender systems in the public interest. As applied AI is an 
inherently interdisciplinary endeavour, these findings particularly highlight the 
need for those involved in AI development, from data scientists to editors and 
product managers, to increasingly be aware and reflective of how the particularities 
of these knowledge practices actively condition the ability for local stakeholders to 
act on their individual responsibility in delivering on this aim. Yet the chapters also 
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show that this responsibility does not fall solely on the individual. Rather, it is an 
organisational responsibility that requires creating enabling structures, new 
mediating knowledge practices and cultures that foster shared care and 
compassion for the diverse aims that must be aligned within AI systems. 
 
Together, these findings overall underscore the importance of studying such 
“interventionist” AI knowledge practices to understand the intricacies of the 
transformations brought on by AI in the media sector and their societal 
implications, particularly because interventions are known to be unpredictable and 
can have adverse effects (Zuiderent-Jerak & Bruun Jensen, 2009), as also 
evidenced in this dissertation. Throughout the chapters, we, for example, saw how 
good intentions of mitigating AI market divides or making the public aware of AI 
in unexpected ways resulted in the perpetuation of dominant, highly problematic 
understandings of AI. At other times, we saw how the data scientists’ choices 
about how to visualise model performance shaped the epistemic agency of the 
editors and, at times, unintentionally obscured certain questions and technical 
choices. By paying close analytical attention to these knowledge practices, it 
becomes possible to pinpoint what choices and practices become influential in 
shaping, in sometimes unexpected ways, how AI comes to be used, developed or 
understood by media professionals and users. Such insights clarify exactly how AI, 
for the better or worse, becomes entangled in media in ways that also help turn 
the “big” questions of AI into actionable ways forward, as I return to below. 
 
Returning to intersecting fields of Critical AI Studies, STS and Media/Journalism 
Studies to which this dissertation seeks to contribute. The empirical insights 
produced by this research, more broadly, make visible the importance and value 
of attending to the material and epistemological nature of AI in the study of AI in 
media, as proposed in Chapter 2. Specifically, the chapters highlight the 
importance of capturing the roles of more diverse and emerging epistemic actors 
in shaping AI’s constitution within the media domain, while also directing 
attention to specific epistemological and material facets of AI that have been 
previously overlooked. In chapters 3 and 4, it is, for example, only through the 
analysis of the meeting between the “hyped” or domesticating representations of 
AI and the subsequent practices of development and use that we see the 
navigational efforts and ambiguities these representations bring about. The 
chapters, therefore, highlight the importance of attending not only to the 
discursive constructions of AI but also to their encounter with localised material 
realities to fully capture their reshaping effects on media practices. Chapter 9, on 
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the Media Museum, similarly demonstrates the importance of studying how 
cultural imaginaries are increasingly materialised in public exhibits to understand 
how the public becomes aware of and acts on AI, in ways that oppose or align 
with more dominant AI narratives. Across the chapters, the focus on the epistemic 
production of AI enables an analytical attention to how certain AI epistemologies 
circulate and become more dominant within the domain, as well as to how AI 
technologies bring along particular epistemic conditions that both require the 
production of new knowledge practices and influence deployment decisions, as 
demonstrated in Chapters 5 and 6. The particular approach taken in this 
dissertation, therefore, brings novel empirical insights to the study of AI in media 
that complement the emerging body of work in media and journalism scholarship, 
and which can serve to broaden the disciplinary and analytical scope in these fields 
in the future. 
 
By turning the gaze towards the media, a domain in which AI is widely applied, 
the dissertation, vice versa, contributes to the social studies of AI by expanding 
such enquiries beyond the laboratory. Specifically, the dissertation demonstrates 
how applied AI practices require distinct conditions of knowing, and how AI 
epistemologies are continually challenged or adapted within these practices to align 
with domain goals. Consequently, the dissertation captures how domain actors act 
on “AI logics” when bringing them into the domain, as much as AI researchers 
act on and in accordance with a “logic of domains” when developing foundational 
AI techniques (Ribes et al., 2019). These findings foreground the need for further 
social studies of applied AI that attend to the particularities of these practices and 
their situated effects, and thus begin to appreciate the highly heterogeneous and 
dispersed nature of the cultural making of AI in the “real world”.  
 
Engaging with these diverse AI knowledge practices through the ethnographic 
case studies, furthermore, enabled me to identify similarities and differences across 
cases and to tease out the specific functions of these practices in the cultural 
making of AI. This led to the conceptualisation of and proposal to study them as 
epistemic interventions. This concept helped me identify and clarify how these AI 
knowledge practices come to function as forms of interfacing practices between 
different epistemic cultures that intervene in the circulation and production of 
knowledge about AI, acting on both data science epistemologies of AI and the 
needs of the domain. Furthermore, it offers a conceptual lens to analyse the 
cultural making of AI that captures the inherent politics involved in making AI 
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knowable and actionable within particular domains, and provides some conceptual 
“unity” to these otherwise seemingly disparate knowledge practices.  
 
As a conceptual lens, I argue that epistemic interventions specifically enable the 
processual study of AI by capturing the ongoing problematisations and 
arrangements of intelligibility that, at least temporarily, constitute AI in the media, 
because such constitutive practices are never complete, as Jaton (2020) notes. 
Consequently, the study of epistemic interventions makes visible the continuities 
and discontinuities in knowledge production by demonstrating how these AI 
knowledge practices remain reliant on existing forms of knowledge production, 
such as data infrastructures, metrics, and media production and distribution, while 
also disrupting existing practices. Finally, by studying epistemic interventions, it 
becomes possible to see how these AI knowledge practices not only enact the 
objectual realities of AI but also designate the subjects of this reality, whether the 
assumed end-users, media users, or the publics that are intended to be cared for 
through these interventions. Consequently, the study of epistemic interventions 
renders the conditions of possibilities for AI’s entry into domains visible by 
showing exactly what choices, practices, and dependencies shape AI’s 
entanglement with media, along with whose media realities become privileged in 
the process. 
 
Through the study of epistemic interventions, this dissertation has empirically 
participated in collectively “troubling” AI, while the conceptual proposal further 
contributes to the shared ambition of Critical AI Scholars to develop new 
approaches to studying AI in the “real world” that capture its societal effects. With 
this latter contribution, the dissertation takes part in research efforts to grapple 
with the “epistemic shock” caused by AI’s incursion into society, by, in fact, using 
the very same shock effect of AI as a generative entry point for understanding AI’s 
societal implications from within the domains. The individual studies of epistemic 
interventions, furthermore, aim to contribute to the broader ambition of critical 
AI scholarship to facilitate the development of responsibly designed systems that 
serve the public interest. While only one chapter directly tackles the question of 
responsible AI practices (Chapter 7), this aim runs implicitly throughout the 
chapters. By identifying the specific choices and practices that concretely shape 
how AI is used, developed and understood, and their localised implications for 
media practices, these chapters allow for imagining how it could be otherwise, to 
use Mol’s (1999) phrasing. This reimagining of alternative AI futures is where this 
dissertation’s normative proposal lies, offering a direct path to rethink how these 
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interventionist practices could be reconfigured to more responsibly address AI and 
align with the normative ideals and democratic remit of media. 
 

Reimagining How it Could be Otherwise 
In their essay on what critique is and should do, Butler (2004) argues that the critic 
has two tasks: to show the conditions that shape the production of “intelligible 
things”, but also to find the moments where those conditions can be challenged: 
“What this means is that one looks both for the conditions by which the object 
field is constituted, but also for the limits of those conditions, the moments where 
they point up their contingency and their transformability” (Butler, 2004, p. 313). 
Through the empirical descriptions and analysis of the different epistemic 
interventions, this is the form of critique I have pursued in this dissertation: to 
make visible the conditions that underpin AI’s entrance into media practices, and 
to point to when these practices could be different by foregrounding and 
complexifying taken-for-granted choices, or perceived inevitabilities. In doing so, 
this dissertation aims to intervene in the interventions that it studies, joining the 
interventionist STS research tradition (see e.g., Downey & Dumit, 1997; 
Zuiderent-Jerak & Bruun Jensen, 2009) and offering one interpretation of what 
“criticality” might mean in the context of Critical AI Scholarship (see Raley & 
Rhee, 2023). 
 
This form of situated intervention is a different normative project than entering 
the field to study and advance solutions to predefined social problems, grounded 
in particular normative frameworks. Instead, my intervention aims to locate and 
make visible the cultural practices and boundaries that create situated normativities 
and power differentials, and, in doing so, open them up for negotiation, 
questioning, and even reconfiguration. By ongoingly sharing the results of my 
research with the organisations I studied, I have sought to facilitate this opening 
up. While I do not know the full extent of how my situated interventions have 
landed in the “real world”, or whether they have led to unforeseen results 
themselves, I continuously followed up with the investigated organisations to at 
least gain a glimpse of their reception and situated effects. Luckily, this has been 
one of the pleasures of the PhD research, as across all cases the findings were met 
with appreciation and, more importantly, resonance and, at times, surprise. 
 
The critiques raised in the various chapters generally felt familiar and helpful to 
the organisations they pertained to, putting words to what had previously been just 
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a sense or intuition around what was at stake, as the programme managers at AP’s 
Local AI News Initiative put it. At the JournalismAI Academy, the current 
programme manager informed us (Nadja Schaetz and I) that they have, in fact, 
already addressed some of the suggestions raised and saw more room for reflection 
on how the insights could inform not only the Academy but their wider initiatives. 
Similarly, the Media Museum has expressed interest in learning from the findings 
to improve its exhibits and during the fieldwork conversations with museum 
employees, also facilitated an increased attentiveness to the potential that lies in 
creating greater critical awareness around the use of AI in the exhibit115. At the 
BBC, the results have found their way into the organisation in different ways: 
through the circulation of the individual journal articles and their translation into 
more “edible” presentations and reports. The insights shared through these 
formats were seen as highlighting known yet difficult cultural divides and the more 
subtle implications of highly particular, and sometimes taken-for-granted practices. 
Yet it also made tangible the care that data scientists, editors, and everyone else 
involved in the production of recommender systems have for the public they serve 
and in securing that key voices are heard in the development process. Such findings 
help to make visible how the success of such interdisciplinary endeavours hinges 
on shared responsibility and a strong sense of care for the public interest. 
Promoting such sensibilities of care across AI development practices more broadly 
is crucial, both as a contrast to dominant portrayals of data scientists as “un-caring” 
and to pave the way for a more responsible development of AI.  
 
A key motivation throughout the PhD research has been to conduct research that 
not only informs academic debates but also helps those who do the actual work to 
improve how AI becomes entangled in media practices. At the end of this 
trajectory, I would therefore consider it a personal success if my dissertation could 
enter debates on how to responsibly develop and use AI and serve to perhaps 
create small, incremental improvements for those who do this work on a daily 
basis. More broadly, my interventions posed here could also inform future 
interdisciplinary research into AI by identifying particular knowledge conditions 
that, for example, Human-Computer-Interaction (HCI) scholars could take as a 

 
115 This motivation also came through in a follow-up MA student project conducted in collaboration 
with Sound and Vision as part of the new Media Studies Master’s in Cultural Data & AI at the 
University of Amsterdam, which I supervised together with Julia Noordegraaf and Roberto Cerina 
(they were the lead supervisors). Here, the students conducted further analysis of the museum and 
provided very practical “interventions” that could be taken up by the museum, such as a “data wrap 
up” (inspired by the Spotify Wrap up) that would make visible to the user how much data they 
produced in the museum and contain more information on the role and use of AI in media.   
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starting point for developing new forms of knowledge tools aimed at making AI 
intelligible in new ways, or that could inform more policy-oriented efforts by 
demonstrating the dilemmas and ambiguities brought on by AI for media 
professionals. These suggestions bring me to the final part of this concluding 
chapter, namely, where to go next?  
 

Future Research 
The findings produced in this dissertation finally point more directly to potential 
avenues for future research. Specifically, I would like to highlight two key avenues 
for future research. The first represents a direct continuation of this research by 
further studying and developing the concept of epistemic interventions, which 
remains open and evolving. Such work could entail empirical research into other 
epistemic interventions that capture different interventionist aims, institutional 
embeddings, and epistemic levels than those studied here. More specifically, future 
research could ethnographically explore emerging forms of internal AI training, 
which are becoming common in media organisations. Such practices constitute 
micro-epistemic interventions that aim to facilitate responsible AI use and support 
AI intelligibility, which is crucial for giving journalists the confidence to, for 
example, report issues or problematic use cases. Another avenue could be to 
explore how AI tasks are defined for media applications, for example, on 
competition platforms, such as Kaggle or in developer platforms, which set macro-
epistemic conditions for how specific development tasks can be formulated. Such 
work could beneficially rely on a combination of more classic ethnographic and 
technographic work to understand how the affordances of these systems 
encounter “real life” practices (for an introduction to technography, see Luitse, 
2024). Studies of epistemic interventions could also take more “interventionist” 
forms using the experiences of how, for example, heritage institutions put AI on 
display to inform policy debates on how AI can be used and developed responsibly 
in the cultural and media sector, providing a more direct intervention from 
within116. Furthermore, as this dissertation does not examine the long-term effects 
of epistemic interventions on media practices, more longitudinal studies could help 
capture these effects and how particular interventions over time lead to the 
stabilisation of particular understandings and practices surrounding AI. Beyond 
the media domain, this continuation could also come from studying epistemic 

 
116 Currently, Bunz (2025) is conducting a project that aligns with that agenda in a partnership with 
Serpentine Galleries in London, as part of the Bridging Responsible AI Divides (BRAID) project in 
the UK, which the BBC is also a partner of and which this research also at times intersected with.  
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interventions in other domains, to tease out how they might differ and to capture 
the complexity of how AI enters and reshapes particular domains in society. 
 
The second line of research emerges more in response to specific gaps identified 
in the empirical studies, because, as is often the case with ethnographic research, 
it raises more questions than it provides answers. Specifically, I identified two 
overlooked areas of practice while conducting my own research into these diverse 
knowledge practices. First, during the various fieldworks, I noted a lack of 
attention to practices outside the media domain that come before and shape how 
AI is later developed and put into use by the media. Second, there were similarly 
few investigations into what comes after AI is deployed or has become routinised 
within media practices and specifically questions around maintenance and 
monitoring. 
 
The focus on practices that precede AI development and use more closely aligns 
with prior work on data science practices, but not within the laboratory per se. 
Instead, such research could explore which AI models circulate in the media 
domain, where they originate from, and examine the particular “worldviews” and 
affordances encoded in the models that become dominant there to capture how 
these set the initial conditions for how the models can be used and developed. In 
line with such an agenda, Van Drunen and Vrijenhoek (2025) have, for example, 
shown how Microsoft’s “MIND dataset”, which has become a dominant 
benchmark in recommender development, has significantly shaped research on 
diversity in recommender systems. Such future research could also draw 
inspiration from other emerging Critical AI Studies approaches, such as “reading 
computer science text” (Amoore et al., 2023) or more genealogical approaches (Ali 
et al., 2023) in combination with either interview or ethnographic studies to shed 
light to capture these dynamics and further broaden the empirical study of AI in 
media. 
 
The focus on what comes after the deployment of AI systems emerges specifically 
from my observations at the BBC and the AP’s Local AI Initiative, where 
maintaining and monitoring deployed AI systems was considered highly important 
but also very time-consuming and less prestigious. The amount of maintenance 
required to run these systems also, at times, puts into question whether the 
expected efficiency gains from these would actually be realised (see Chapter 4). 
Whether this is the case will be important to study to challenge the often taken-
for-granted value associated with AI. Scholarly work has also already begun to 
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address the “janitorial” work of data workers in AI development (see e.g., Irani, 
2019) and highlighted the overlooked role of maintaining AI systems (Jaton, 2020), 
yet without looking at deployed systems. Future empirical studies of AI in the 
media sector could, therefore, explore how AI is ongoingly maintained and 
monitored, as well as by whom. Such research will be particularly important in the 
context of media, as these are learning systems that constantly evolve with user 
behaviour, and thus it will be crucial to understand their long-term and cumulative 
effects on the cultural experiences of media users, and thus the wider public (see 
also Ferraro et al., 2024). Here, further ethnographic studies could help make 
visible the minute practicalities of this work, and perhaps be done in combination 
with more data scientific methods that could experiment with different ways of 
measuring the effects of these systems, capturing not only engagement but also 
other more societal effects. 
 
To conclude. While this dissertation has foregrounded the empirical value of 
ethnographic research on AI and the importance of studying the sometimes 
seemingly mundane knowledge practices that condition how AI becomes part of 
media practices, these proposals for future research underscore how the study of 
AI will remain crucially interdisciplinary. If we are to begin to understand the 
societal implications brought on by AI, different critical approaches to AI will be 
needed from across disciplines, along with collaborations not only within the 
humanities and social sciences, but also with data science and those who, on a day-
to-day basis, shape the use, development and understanding of AI in society. 

  


