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ABSTRACT  
Transparency and explainability are often considered critical to the 
development and implementation of responsible AI. In an era 
increasingly dominated by algorithmic decision-making, this study 
wants to better understand how principles like transparency and 
explainability are specifically translated into practices at the BBC. 
For this study, 22 expert interviews were conducted in 2023 to 
investigate the mechanisms shaping the principles-to-practices gap 
vis-a-vis responsible AI. Findings describe a discernible gap 
between stated principles and actual practices, specifically 
revealing complexities in ownership structures. While principles of 
transparency and explainability are articulated at an organizational 
level in the form of the BBC AI principles , their interpretation and 
execution vary across different departments and specific 
stakeholders. This research maps the oftentimes precarious journey 
of implementing responsible AI, highlighting divergences between 
organizational intent and individual departmental applications. 
One emerging pattern highlights the lack of clearly defined roles 
and responsibilities of specific BBC departments when it comes to 
responsible AI in relation to transparency and explainability. The 
absence of these roles and responsibilities may lead to ambiguity 
and confusion, potentially resulting in an uneven distribution of 
responsible AI practices.
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Introduction

In the rapidly evolving landscape of artificial intelligence (AI),1 the principles of transpar
ency and explainability stand as cornerstones in ensuring responsible AI development 
and deployment (Dignum, 2019). Generative AI tools2 have even further accelerated 
the debate of responsible AI, and the urge for guidelines in the media landscape, as 
these tools have generated novel challenges in how and where information goes and 
moves within an information ecosystem (Cools & Diakopoulos, 2024).

© 2025 The Author(s). Published by Informa UK Limited, trading as Taylor & Francis Group 
This is an Open Access article distributed under the terms of the Creative Commons Attribution License (http://creativecommons.org/ 
licenses/by/4.0/), which permits unrestricted use, distribution, and reproduction in any medium, provided the original work is properly 
cited. The terms on which this article has been published allow the posting of the Accepted Manuscript in a repository by the 
author(s) or with their consent. 

CONTACT  Hannes Cools h.cools@uva.nl University of Amsterdam, Nieuwe Achtergracht 166, Amsterdam 
1018WV, The Netherlands

Supplemental data for this article can be accessed online at https://doi.org/10.1080/1369118X.2025.2553382.

INFORMATION, COMMUNICATION & SOCIETY 
2026, VOL. 29, NO. 5, 1474–1494 
https://doi.org/10.1080/1369118X.2025.2553382

http://crossmark.crossref.org/dialog/?doi=10.1080/1369118X.2025.2553382&domain=pdf&date_stamp=2026-03-24
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
mailto:h.cools@uva.nl
https://doi.org/10.1080/1369118X.2025.2553382
http://www.tandfonline.com


Transparency and explainability are often regarded as a precondition for other 
responsible AI values like fairness and accountability in media organizations (Liefgreen 
et al., 2024; Porlezza, 2023). As these media organizations are imperative for democratic 
societies, it is essential that they establish frameworks that prioritize transparency and 
explainability, which in turn can result in increased accountability and awareness of 
the possibilities and limitations of such AI tools (Hongladarom & Bandasak, 2024; 
Van Drunen, 2023). In addition, studying the development of such frameworks and 
guidelines is valuable, as well as who is negotiating and determining these in practice 
(Cools & Vrijenhoek, 2025).

Studies have already emphasized this responsible AI process on a more abstract level, 
advocating that principles alone cannot guarantee the ethical use of AI (Mittelstadt, 2019; 
Vallor & Vierkant, 2024). Therefore, the translational process of principles like transpar
ency and accountability into organizational practices has become essential for under
standing what responsibility in AI means, as well as gaining more understanding of 
potential gaps that arise from this process, often referred to as the ‘principles-to-practices 
gap’ (Ruster & Davis, 2025; Schiff et al., 2020). This concept is central to this research, as 
it explores the gap between the conceptualization of high-level AI development prin
ciples and their practical implementation, highlighting the difficulty of translating 
abstract principles into tangible operational guidelines (Mittelstadt, 2019; Sadek et al., 
2025; Schiff et al., 2020).

More concretely, this study aims to gain a deeper understanding of the principles-to- 
practices-gap at the biggest public broadcaster in the world, and frontrunner in AI adop
tion, the British Broadcasting Corporation (BBC) (BBC, 2025). This study makes three 
key contributions. First, it maps how different teams within the BBC understand and 
apply transparency and explainability in AI. Second, it identifies structural and organiz
ational challenges that hinder the translation of transparency and explainability prin
ciples into organizational practices. Finally, it provides requirements and 
recommendations to bridge the principles-to-practices gap in media organizations, ulti
mately offering broader implications for AI governance in the public sector.

Recognizing the significance of aligning its operations with responsible AI practices, 
the BBC has already articulated these principles through comprehensive guidelines, 
namely the BBC AI principles and policy, and the Machine Learning Engine Principles 
(BBC MLEP, 2019). For this research, 22 expert interviews were conducted, and one 
workshop was organised across different BBC departments between September and 
December 2023. Important to consider is that the use of generative AI falls outside the 
scope of this study, as the public broadcaster declared at the time of data collection 
that tools like ChatGPT and Bard were not to be used by staff in the context of their 
work, until further notice (Generative AI at the BBC, 2023).3The use of generative AI 
is therefore not a focus of the research, but the technology and its tools were mentioned 
during interviews.

The goal of this study was to scrutinize some of the challenges and requirements of the 
principles-to-practices gap, shedding light on the nuanced dynamics of responsible AI 
implementation with a specific focus on transparency and explainability. The research 
was embedded in the BBC R&D Responsible Innovation Team, facilitating access to 
the organization. This research maps the oftentimes precarious journey of implementing 
responsible AI, highlighting divergences between organizational intent and individual 
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departmental applications. One of the main findings highlights the lack of clearly defined 
roles and responsibilities of specific BBC departments when it comes to responsible AI in 
relation to transparency and explainability. The absence of clearly these roles and respon
sibilities may lead to ambiguity and confusion, potentially resulting in an uneven distri
bution of responsible AI.

Literature review

Theoretical groundings of algorithmic transparency and explainability

In the realm of scholarly discourse, there exists a lack of consensus regarding the concep
tualization of transparency and explainability, particularly in the context of the develop
ment and implementation of responsible AI.4 One key area of focus is the tension 
between transparency and proprietary interests, as organizations may be reluctant to dis
close details of algorithmic processes due to concerns over intellectual property or secur
ity risks (Burrell, 2016; Ananny & Crawford, 2018). Additionally, scholars are 
increasingly exploring the socio-technical dimensions of these concepts, acknowledging 
that algorithmic transparency and explainability are not purely technical challenges but 
are deeply embedded in social and ethical contexts (Napoli & Adi, 2025; Selbst & Barocas, 
2018). Research has also highlighted the risk of transparency being selectively applied or 
manipulated, potentially creating an illusion of openness without ’true’ accountability 
(Diakopoulos, 2015; Sandvig et al., 2014). As AI systems become more complex, interdis
ciplinary research has become more front-and-centre in developing frameworks that bal
ance the competing demands of technical feasibility, regulatory compliance, governance 
and ethical responsibility (Cools et al., 2025; Hagendorff, 2020; Vallor & Vierkant, 2024).

In the field of communication science, and more specifically journalism studies, trans
parency and explainability are often discussed interchangeably, yet they embody distinct 
dimensions of algorithmic accountability. Coddington (2018) defines transparency as the 
act of sharing relevant details about a system’s functioning to facilitate understanding 
and oversight. Similarly, Koliska and Diakopoulos (2017) describe transparency as ‘the 
disclosure of information to enable monitoring, checking, criticism, or intervention by 
interested parties’ (p. 3). Explainability, by contrast, pertains to the communication pro
cess between an explainer and a recipient, ensuring that algorithmic decisions are inter
pretable and comprehensible (Dignum, 2019; Dörr & Hollnbuchner, 2017).

While explainability has garnered substantial attention in engineering and computer 
science (Angelov et al., 2021; Vilone & Longo, 2021), its integration into communication 
sciences and human–computer interaction is a more recent development (see for 
example: Shin, 2023; Simkute et al., 2021). Rosenfeld and Richardson (2019) emphasized 
the need for explainability in human-agent systems to communicate and enhance 
accountability and justify decisions. Communication scholars concur that both transpar
ency and explainability could contribute to building trust when evaluating algorithmic 
systems, including news recommender systems (Cools, 2022; Møller, 2022; Shin, 2023).

Despite the theoretical emphasis on transparency and explainability, their implemen
tation does not inherently guarantee responsible AI practices. Several scholars have high
lighted the limitations of these concepts. Diakopoulos (2017) notes that transparency 
frameworks may be selectively applied, leading to ‘biased’ disclosures. Additionally, 
excessive information can result in cognitive overload, potentially misinforming rather 
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than enlightening users (Miller, 2019; Mittelstadt, 2019). Ananny and Crawford (2018) 
further argue that transparency efforts may inadvertently obscure power dynamics by 
providing an illusion of openness without meaningful accountability. Furthermore, the 
effectiveness of transparency and explainability depends on the recipient’s understanding 
of algorithmic processes (Meijer, 2009), which varies widely among different user groups.

Apart from the dissensus of algorithmic transparency and explainability, there is also 
variance in what their specific requirements are in the context of responsible AI. Dignum 
(2019) describes that truly responsible AI ‘cannot have autonomy without some form of 
responsibility, interaction without accountability, nor adaptability without transparency 
and explainability’ (p. 53). Balasubramaniam et al. (2023) have described that transpar
ency in AI systems like algorithms has been identified as quintessential, but that the opa
queness of algorithms has complicated the definition of transparency requirements.

Beyond definitional challenges, scholars have debated the specific requirements of 
transparency and explainability within responsible AI frameworks. Dignum (2018) 
asserts that responsible AI ‘cannot have autonomy without some form of responsibil
ity, interaction without accountability, nor adaptability without transparency and 
explainability’ (p. 53). However, defining concrete transparency requirements remains 
challenging due to the inherent opaqueness of algorithmic systems (Balasubramaniam 
et al., 2023). Several studies have sought to establish guidelines for implementing 
transparency and explainability in AI-driven applications. Diakopoulos and Koliska 
(2017) proposed an evaluative framework for algorithmic transparency in news 
media, categorizing transparency into four layers: ‘data’, ‘model’, ‘inference’, and 
‘interface’. These layers encompass elements such as data collection assumptions, 
model decision-making processes, and accuracy benchmarks. Bengani et al. (2022) 
extended this work by introducing a ‘menu of recommender transparency’ options, 
which classify transparency elements into categories including ‘documentation’, 
‘data’, ‘code’, and ‘research’. Similarly, van Drunen et al. (2019) distinguished between 
different forms of algorithmic transparency, such as actor, source, and process 
transparency.

Towards a framework of algorithmic transparency and explainability

Based on these theoretical groundings, this paper argues that the requirements for algo
rithmic explainability should be directly linked to the ones of algorithmic transparency, 
both from a conceptual and a practical angle. In essence, the first considers conveying the 
message between the explainer and the recipient of the clarification including, but not 
limited to the ‘documentation’, ‘data’, ‘code’ and ‘research’. The message should be 
understandable for the recipient to avoid information overload (Ananny & Crawford, 
2018). In light of the above and building on the work of Diakopoulos and Koliska 
(2017), Bengani et al. (2022), and Van Drunen et al. (2019), a framework is presented 
on the requirements for responsible algorithmic transparency and explainability 
(Figure 1). This framework can help to evaluate the different forms of algorithmic trans
parency and explainability that also allows for a more relational or sociological approach 
on how responsible AI is discussed and negotiated within organizations.

The first layer considers internal and external transparency and explainability. 
Internal transparency and explainability refers to the communications within an 
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organization about the workings of algorithms and to what extent decision-making 
processes are open, understandable, and accessible to individuals within that organiz
ation. External transparency and explainability describes the extent to which organ
izations disclose information about their algorithms, decision-making processes, and 
data practices to external stakeholders, including the public, customers, regulatory 
bodies, and other entities outside of their own organization. Both concepts are crucial 
for fostering trust, collaboration, and accountability among internal and external 
stakeholders.

The second layer deals with the specificity of the responsible algorithmic transparency 
and explainability. Production transparency and explainability, both internally and 
externally, deals with all the production information about the algorithm’s objectives, 
methodologies, source code, data sources, parameter settings, and evaluation metrics. 
This could include publishing an outline for the input variables and the process by 
which they are transformed into an output. Another form of production transparency 
and explainability could specify the programming language, or the sources and charac
teristics of training data to develop an algorithm.

Producer transparency and explainability, both internally and externally, describes 
the information regarding the creators or producers behind an algorithm including, but 
not limited to information of organizations, individuals, and their role in the design pro
cess. This could, for example, include the roles and responsibilities of team members 
involved in the development process of a recommender system. Another form of produ
cer transparency and explainability is including feedback to internal stakeholders and 
external users so that they can report issues, and ask questions about the algorithm 
(Cools & Koliska, 2024).

In the context of media organizations, determining what is responsible algorithmic 
transparency and explainability, depends in part on how they practice internal, external, 
production and producer transparency and explainability in relation to their organiz
ations’ values and guidance, translating often high-level principles into practices. There
fore, the principles-to-practices gap literature is used in this study as an analytical 
framework where the requirements for responsible algorithmic transparency and 
explainability are embedded in (Mittelstadt, 2019; Schiff et al., 2020).

Figure 1. The different forms of algorithmic transparency and explainability.
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Applying the lens of the principles-to-practices gap

This study applies the principles-to-practices gap literature as a lens to comprehend the 
forms of algorithmic transparency and explainability (Figure 1), recognizing the impera
tive need to critically assess the translational process of principles and practices. In recent 
times, scholars and industry stakeholders, among others, have critiqued the many AI 
Ethics initiatives that have largely produced vague, high-level principles and value state
ments which promise to be action guiding, but in practice provide few specific rec
ommendations and fail to address fundamental normative and political tensions 
embedded in key concepts (Aradau & Blanke, 2022; Mittelstadt, 2019; Sadek et al., 
2025). In this study, the principles-to-practices gap is defined as the gap between the con
ceptualization of high-level principles in AI development and their implementation 
within organizational practices, indicating the challenge of translating abstract principles 
into tangible operational guidelines (Mittelstadt, 2019; Schiff et al., 2020). Concretely, 
scholars have mostly focused on four aspects of the principles-to-practices gap, namely 
(1) organizational dynamics (2) the complexity of AI, (3) roles and responsibilities, 
and (4) knowledge governance. These four aspects will be used in this study as a frame
work to map this principles-to-practices gap.

Firstly, organizational dynamics directly influence the translation of abstract prin
ciples into tangible operational guidelines. Within organizational structures, hierarchies, 
and communication channels, complexities often arise, hindering seamless implemen
tation (Porlezza, 2023). Organizational dynamics, as discussed by Koliska and Chadha 
(2018), influence how AI ethics principles are operationalized within journalistic insti
tutions. The complexity of AI technologies, as noted by Latonero (2018) and Leben 
(2020), poses challenges in ensuring transparency and explainability due to the non-lin
ear and opaque nature of machine learning models.

Secondly, the inherent complexity of AI compounds this challenge. AI technologies 
involve algorithms, data sets, and decision-making processes that require specialized 
knowledge and expertise to comprehend fully (Latonero, 2018; Leben, 2020). Interdisci
plinary collaboration becomes crucial to bridge the gap between conceptualization and 
implementation, as different perspectives are needed to address various facets of AI 
development (Dignum, 2019; Jobin et al., 2019).

Thirdly, roles and responsibilities within organizations contribute significantly to the 
gap. Clarity regarding who is accountable for what tasks and decisions is essential for 
ensuring that ethical guidelines are upheld throughout the AI development lifecycle 
(Hongladarom & Bandasak, 2024; Selbst & Powles, 2018). Clear delineation of roles 
helps prevent ambiguity and fosters accountability, thereby facilitating the translation 
of principles into actionable practices (Dignum, 2018; Mittelstadt, 2019). Lastly, knowl
edge governance emerges as a critical aspect. Effective mechanisms for knowledge shar
ing, dissemination, and integration are necessary to ensure that insights from AI research 
and ethical considerations are incorporated into organizational practices (Cools & 
Koliska, 2024). Establishing robust processes for managing knowledge flow helps bridge 
the divide between abstract principles and operational realities, enabling organizations to 
navigate the principles-to-practices gap more effectively.

In accordance with the proposed framework, three main reasons inform the develop
ment of the research questions. First, although research has focused on responsible 
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AI and journalism, it remains unclear what the role of algorithmic transparency and 
explainability is within a news organization, as well as how these concepts are understood 
and viewed across departments (first knowledge gap). Mapping the different under
standings of both concepts from different BBC-teams will help to elucidate if there is 
consensus or dissensus on the algorithmic transparency and explainability practices 
when using responsible AI. Second, there is a lack of research on the principles to 
practices approach of transparency and explainability, and what the requirements are 
for these practices (second knowledge gap). In light of this, the following research 
questions are proposed: 

RQ1: What is the role of algorithmic transparency and explainability in a news organization?

RQ2: How do different stakeholders in a news organization view algorithmic transparency 
and explainability?

RQ3: What are the challenges and requirements for enabling algorithmic transparency and 
explainability practices effectively for these stakeholders in a news organization?

Method

The research was embedded in and conducted in collaboration with the BBC R&D Respon
sible Innovation Team, who work with academics to undertake research with the goals of 
delivering insights that can help to advance approaches to responsible innovation in prac
tice. In this study, expert interviews were utilized as a means of collecting valuable empiri
cal data at the BBC. These interviews offered the necessary flexibility to evaluate the 
subjects’ insights, interests, and areas of expertise. The interviews were conducted in person 
in September 2023 till December 2023 and lasted between 45 and 75 minutes. To ensure 
confidentiality, participant names were anonymized and assigned identifiers (participant 
1–22, 12 women and 10 men), see Table 1 for an overview. In addition, a workshop was 
organized in London with 6 participants. In order to have a deeper understanding of trans
parency and explainability practices at the BBC, a purposive sampling strategy was 
employed. In the first instance, the respondents were selected through one main point 
of contact within the organization. After the first interviews were conducted, a snowball 
sampling was used to select potential new respondents.

The interview guide consisted of three sections: The first section established back
ground information about the respondents’ job and educational background. The second 
section, ‘conceptualizing transparency and explainability’, explores the respondents’ 
understanding of both concepts vis-a-vis responsible AI. The third section, ‘requirements 
of algorithmic transparency and explainability’ delves into the conditions of using 
responsible AI at the BBC. Overall, the themes cover a comprehensive range of topics 
related to responsible AI and its implications at the BBC.

Selection news organization

The BBC is the world’s largest public service broadcaster, reaching 450 million people 
globally on average every week and representing the most widely used and one of the 
most highly trusted sources of news in the UK (Nielsen & Fletcher 2023). As a public 
service institution funded by a licence fee paid by members of the public, the BBC has 
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a distinct remit and ethos which has shaped not only the media content it produces but 
also its approach to technology. The BBC has played a leading role in developing media 
technology and standards for more than a century, and the BBC’s Royal Charter and 
agreement mandates the provision of ‘a centre of excellence’ for research and develop
ment in broadcasting and the distribution of audio, visual and audiovisual material by 
(BBC R&D, 2021). Before the recent growth in deep learning models, the BBC had 
long been researching, experimenting with, and deploying machine learning, computer 
vision, natural language processing and other forms of what is commonly classed as 
AI. The first publicly shared set of principles emphasising the importance of grounding 
these systems in public service values and using the language of responsible AI was pub
lished in 2021 as the Machine Learning Engine Principles framework (BBC R&D, 2021), 
but work in this area had been developing for several years.

Analysis

Each interview was recorded with the consent of the participants and subsequently tran
scribed for qualitative thematic content analysis. The transcription process was con
ducted manually by the researcher using the OTranscribe editing tool. Manual 
transcription was chosen to ensure accuracy and capture nuances such as tone, pauses, 
and emphases that might be lost in automated transcription. To enhance reliability, 
each transcript was reviewed multiple times by the researcher, and inconsistencies 
were cross-checked with the original recordings. Additionally, a second researcher con
ducted a random verification of selected transcripts to mitigate potential biases and 
errors in the transcription process. To address the research questions, the researcher 
developed a coding scheme rooted in emergent patterns identified during the initial read
ing of the interview transcripts. This process followed the grounded theory approach 
(Strauss & Corbin, 1990), beginning with open coding to identify key themes and 

Table 1. Overview of respondents, their roles, and the length of interview(s).
Identifier Role Duration interview

R1 Editorial Lead 55 min
R2 Editorial Lead 55 min
R3 UX-designer 45 min
R4 UX-designer 65 min
R5 UX-designer 50 min
R6 Data Scientist 65 min
R7 Data Scientist 70 min
R8 Responsible AI Manager 75 min
R9 Responsible AI Manager 55 min
R10 Responsible AI Coordinator 45 min
R11 Editorial Lead 60 min
R12 Data Manager 60 min
R13 Legal 55 min
R14 UX-design 45 min
R15 Data Scientist 65 min
R16 Legal 55 min
R17 UX-design 50 min
R18 Data Manager 60 min
R19 Responsible AI 50 min
R20 UX-design 55 min
R21 Data Scientist 45 min
R22 Lead Data Scientist 45 min
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concepts. During this stage, codes were assigned to significant excerpts of the text with
out predefined categories, allowing themes to emerge organically. Following the open 
coding phase, axial coding was employed to refine and connect the preliminary themes. 
The researcher systematically examined the relationships between codes, clustering 
related themes to form more cohesive categories. To ensure consistency and validity 
in coding, NVivo software was used for systematic organization and retrieval of data. 
Coding was conducted iteratively, with transcripts being revisited multiple times to 
ensure coherence across themes and to accommodate new insights emerging from the 
data. A final phase of selective coding was conducted, wherein overarching categories 
were identified, and codes were integrated into a comprehensive coding scheme. The 
finalized coding scheme (Table 2) serves as the structural foundation for the results sec
tion. The themes are organized to reflect the core concepts of the study, including the 
different understandings of transparency and explainability among BBC teams, as well 
as the challenges and requirements associated with these concepts in the organizational 
context (Table 3).

Results

The results5 are structured in three parts. The first section examines the function of algo
rithmic transparency and explainability at the BBC, linking it to the principles-to-prac
tices literature. The second section explores how specific teams interpret these concepts, 
connecting them to AI complexity and knowledge governance. The third section outlines 
challenges and requirements, emphasizing roles and responsibilities within the frame
work. By uncovering the mechanisms shaping algorithmic transparency and explainabil
ity, this study advances theoretical insights and empirical understanding of responsible 
algorithmic governance at the BBC and beyond.

Table 2. Overview of the workshop and which roles participated.
Workshop Roles present Location Theme

WORK1 Data Science, Editorial, UX-Design, Sounds London Transparency and Explainability

Table 3. Codebook of algorithmic transparency and explainability at the BBC.
Definition explainability
Definition transparency
Link transparency and explainability
External transparency and explainability practices
Producer transparency and explainability
Production transparency and explainability
Internal transparency and explainability practices

External transparency and explainability practices
Challenges transparency and explainability
Challenges audiences
Requirements audiences
Challenges organizational structure
Requirements organizational structure
Challenges roles and responsibilities
Requirements roles and responsibilities
Other challenge
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Role of algorithmic transparency and explainability at the BBC (RQ1)

One core aspect of the public service values, in relation to responsible AI, was algorithmic 
transparency and responsibility. During the research placement, the BBC was updating 
their Machine Learning Engine Principles (2019) and drafting theirAI Principles 
(2024). In these principles, they describe that their use of AI will reflect the public service 
mission and values of the organization: ‘upholding trust; respect and inclusivity; boosting 
creativity; putting audiences at the heart of everything we do; being accountable and deli
vering quality; and working as one BBC’ (BBC MLEP, 2019, p.1). In the light of this 
emphasis on trust, Respondent 10 states: 

Transparency is obviously one of our core principles. We need to be as transparent as poss
ible when something is recommended by AI. At the BBC trust is our lifeblood. (…) It’s 
about this trust relationship between our staff members and our audiences. (Respondent 10)

Beyond trust, respondents connected algorithmic transparency and explainability to 
human oversight and accountability. They stressed the need for clear responsibility in 
AI deployment, ensuring that human judgment remains central – both in supervising 
systems by humans (producer transparency and explainability (T&E)) and in scrutiniz
ing the data inputs and outputs (production transparency and explainability (T&E)). 
This producer and production transparency was also central to discussions on how to 
design disclosure statements to their audiences when they are exposed to their recom
mender systems in iPlayer, their streaming service platform. Against the backdrop of 
these discussions, respondents mentioned general limitations regarding algorithmic 
transparency and explainability that would complicate producer and production trans
parency as it could result in ‘information overload’ and ‘indifference from the audience’. 
Specifically, the first one deliberately underscores that ‘radical algorithmic transparency 
and explainability’, as Respondent 7 stated, can result in confusion for internal stake
holders and audiences. Without a clear understanding of why certain aspects of an algor
ithm should be disclosed, privacy may be jeopardized, and a genuine conversation can be 
impeded. The second limitation of algorithmic transparency and explainability is linked 
to indifference of audiences, as they might not be interested in the transparency and 
explainability statements. In this light, respondent 6 states: 

We live in a world of instant gratification (…). Most audiences don’t care about transpar
ency and explainability statements. They just want the content. If they can directly access the 
content they want, they’re happy. (Respondent 6)

The complexity of AI: stakeholders’ views of algorithmic transparency and 
explainability (RQ2)

During the research placement, a workshop was organized to better understand the 
different understandings of algorithmic transparency and explainability. The discussion 
during the workshop revealed that, while participants strongly emphasized the need for 
openness to maintain institutional trust and uphold BBC values, they also acknowledged 
unavoidable limitations – particularly legal and proprietary considerations. The findings 
highlight the delicate balance the BBC must strike between its commitment to account
ability and the legal or operational realities shaping its use of algorithms.
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Apart from this balancing act, participants were given the task during the workshop to 
fill out ’persona cards’ to better understand how specific stakeholders within the BBC are 
practicing algorithmic transparency and explainability in relation to specific recommen
der systems for iPlayer. The insights from the workshop, combined with interview data, 
revealed that while these stakeholders often share the same overarching goals, their 
approaches, priorities, and methodologies differ distinctly.6

Views of editorial teams at the BBC. Editorial Teams tend to algorithmic transparency 
and explainability to ensuring that recommendations by AI align with the organization’s 
journalistic values, upholding accuracy, impartiality, and ethical reporting standards. 
Respondents mention that the expertise of editorial teams within the domain guides 
data scientists in ensuring the quality of recommendations and their alignment with 
the editorial guidelines. For editorial teams, respondents emphasize that there are 
inherent risks associated with any ‘algorithmic experience’, whether it involves person
alized curation, or related content recommendations. One editorial lead shared an 
example during the workshop where a recommender system at the BBC had rec
ommended a light-hearted program about lipo-suctions on the back of a highly serious 
and sensitive documentary on eating disorders. This could run the risk of breaching edi
torial guidelines, the News Editorial Teams mentioned that they were tasked by practi
cing internal algorithmic transparency and explainability by emphasizing editorial 
guidelines and values like trustworthiness and impartiality (Production T&E). In 
addition, the observations showed that Technical Development Teams, among others, 
hold regular ‘scrum and demo’ meetings with editorial teams to provide insights into 
their methodologies and decision-making processes, allowing for a transparent under
standing of how content recommendations are developed and implemented at the 
BBC (Producer T&E).

Views of technical teams. They understand algorithmic transparency and explainabil
ity as essential for comprehending and improving the algorithms they develop. Respon
dents mention that the development and the implementation of the algorithms that 
recommend content are often derived from both content and user data. This inherently 
iterative process was also apparent during the interviews, as one respondent mentioned: 
‘There are people from legal and editorial checking up on us and checking that what 
we’re doing is explainable and will meet BBC standards’ (Producer T&E). Another 
example of how Technical Development Teams practice algorithmic transparency and 
explainability is when these teams explain in a meeting where the data is coming 
from. For a specific ‘pinning function’ for BBC Sounds, respondents from these teams 
mentioned that they, apart from holding regular meetings, needed to fill in ‘decision 
logs’. These logs function as an accountability measure within the BBC and are being 
used to align decisions between, for example, editorial teams and data scientists (Pro
duction T&E).

Views of User Experience (UX) designers. They are responsible for designing how users 
engage with content, like UX designers, emphasize the need for algorithmic transparency 
and explainability to ensure that recommendations align with the creative and editorial 
standards of the BBC. Respondents mention that this type of stakeholder is responsible 
for visualizing the transparency and explainability statements (Production T&E). This 
type of stakeholder is rather focused on the audiences that the BBC is serving, and 
respondents underline that this group is reflecting a lot on accessibility of the 
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transparency and explainability statements as well. UX designers operationalize algorith
mic transparency and explainability through carefully crafted disclosure statements for 
recommender systems. These designs balance accessibility with editorial responsibility 
– for instance, a ‘Why you’re seeing this’ label might appear alongside recommendations, 
linking to concise but meaningful explanations about how content was selected (Pro
duction T&E). Another example, respondents highlight, is the way UX-designers intern
ally share information about the teams and individuals involved in the design process of 
user experiences and interfaces (Producer T&E).

Views of legal and compliance departments. They ensure algorithmic transparency and 
explainability by aligning both in-house and proprietary third-party recommender sys
tems with regulatory standards like GDPR and other regulatory frameworks. They oper
ationalize this through regulatory guidance – translating legal frameworks into practical 
constraints for recommender systems – and structured audits that verify compliance 
across code documentation, input data (Production T&E). This includes comprehensive 
documentation detailing the individuals and organizations involved in the design and 
deployment of these algorithms. In addition, this documentation would describe infor
mation about the roles and responsibilities of each team member, their affiliations, 
and any ethical policies or guidelines that inform their work (Producer transparency). 
During the workshop, there was one example mentioned with a third-party provider 
tool from big tech who did not want to disclose the inner workings of that tool. In a fol
low-up interview, a legal representative explained how they helped navigate this particu
lar challenge, drawing on their expertise in handling proprietary systems and confidential 
information.

Views of leadership and strategy teams. BBC leadership and strategic decision- 
makers prioritize algorithmic transparency and explainability in responsible AI to 
align with the organization’s broader values and strategic objectives. This includes 
understanding how AI decisions impact the BBC’s reputation and audience trust. 
Respondents mention that this type of stakeholder tends to link algorithmic transpar
ency and explainability to liability. This type of stakeholder sometimes discusses what 
should be made transparent and explainable and what should not be shared in relation 
to existing regulation and policies in place. They assist other stakeholders in developing 
(new) guidelines and frameworks that centralize transparency and explainability. 
Respondents state that both the Machine Learning Engine Principles, as well as the 
Responsible AI Policy have descriptions of algorithmic transparency and explainability 
in them (Producer and Production T&E)

Challenges and requirements of algorithmic transparency and explainability 
(RQ3)

Three prominent sets of challenges of algorithmic transparency and explainability are 
listed that were mentioned by respondents. The first set of challenges is linked to the pos
ition and the mission of the public broadcaster in relation to their audiences, the second 
set of challenges encompasses the limitations of algorithmic transparency and explain
ability, the last challenge revolves around the roles and responsibilities at BBC. For 
each set of challenges, the respondents formulate requirements to improve the under
standing and implementation of responsible algorithmic transparency and explainability.
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Position and mission challenges of the BBC
The first set of challenges describes the position in the broader media landscape and the 
mission of the BBC in relation to their audiences. Respondents mention that the BBC as a 
public broadcaster focuses more on external algorithmic transparency and explain
ability rather than on the internal T&E. The organization has made commendable 
efforts to communicate openly with the public, some respondents note that the same 
level of transparency might not always extend to internal processes and decision-making, 
particularly in areas like responsible AI. Respondent 7 mentions that a public broadcaster 
is even more focused on its audiences, as they are paying license fees. The focus on exter
nal algorithmic transparency and explainability, respondent 1 states, is directly linked to 
inducing trust, by, for example, disclosing to audiences that content is recommended in 
iPlayer, or in which sections of the app personalization might take place. Respondent 7 
said, in the particular instance that audiences not necessarily like to get info presented to 
them, as they ‘want immediate access to the content, and do not find the info relevant’. 
Algorithmic transparency and explainability take a lot of time and effort, respondent 16 
states, and ‘there is less emphasis on internal transparency and explainability’. Respon
dent 2 adds: 

One challenge is communicating internally on the use of AI. People don’t have enough time 
and are in meetings all the time (…) [I heard that] Microsoft co-pilot works with AI, and it is 
designed to be easy-to-use. The problem is not necessarily the usage, it’s more about under
standing the limitations of AI tools. (Respondent 2)

Respondents highlight that the BBC’s focus on external algorithmic transparency and 
explainability is closely tied to what they term the ‘public broadcaster disadvantage’ 
– a challenge rooted in the organization’s core mission to ‘inform, educate, and enter
tain’. As Respondent 9 explains, this creates a perennial tension: the BBC strives to 
uphold exceptional transparency standards for its audiences, leading to a more cautious, 
conservative approach that prioritizes accuracy over speed. This manifests in algorithmic 
development and implementation, where the BBC adopts a deliberate, risk-averse stance, 
requiring extensive sign-offs from multiple internal stakeholders like the decision logs.

Despite these challenges, respondents highlight that being cautious as a public broad
caster can lead to more responsible development and implementation of AI and algor
ithms. Respondent 18 states: 

The sign off on different levels and to different internal stakeholders forces us to be trans
parent about decisions we make as an organization, and as a public broadcaster. So, with 
Data labs, we’re kind of used to explaining our projects to UX-designers, senior editors 
or product managers. (…) It’s not only about transparency and explainability, but also 
about accountability.

Specific challenges of algorithmic transparency and explainability
The second set of challenges describes the limitations of algorithmic transparency and 
explainability, both internally and externally. Full algorithmic transparency and explainabil
ity or so-called ‘radical transparency and explainability’, as one respondent has labeled it, 
causes information overload for both internal stakeholders and audiences. The real chal
lenge for the BBC, as respondent 22 put it, is ‘sharing knowledge where it needs to be 
shared, but also equally not weighing people down with knowledge they don’t need’. 
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Some respondents link the challenge of being too transparent and explainable explicitly to 
the BBC’s role as public broadcaster. The mission states that audiences across the UK and 
the world need to be informed about the deployment of recommendations or the use of AI. 
Respondent 8 emphasized that the BBC audience is not a monolith, and that different 
demographics need different forms of algorithmic transparency and explainability.

The requirement for ‘radical’ or ‘full’ algorithmic transparency and explainability, 
respondents mention, is sharing information in a proportional way. Respondents 
state that algorithmic transparency and explainability are both quite central in the 
Machine Learning Engine Principles (MLEP) (BBC MLEP, 2019) and in the BBC AI prin
ciples  which means that the public broadcaster needs to come up with a ‘principle-to- 
practice translation’. Respondent 9 states that this principle-to-practice translation is 
about striking the right balance for both internal and external stakeholders. A UX- 
designer within the BBC has been working on visualizing these different levels of pro
portional algorithmic transparency and explainability, also in line with the existing regu
lation of the UK communications regulator OFCOM (OFCOM, 2025). They state that 
they distinguish between four levels of proportionality, where level 1 is about disclosing 
‘basic information’ and level 4 is about sharing ‘Specialist Access to Raw Data’.

Apart from the challenge of ‘radical’ or ‘full’ algorithmic transparency and explainabil
ity, and the requirement for ‘sharing information in a proportional way’, respondents 
emphasize that they need to be sharing information at all times. Inducing trust and main
taining the BBC’s integrity are some of the most frequently mentioned reasons for doing 
so. The way in which these disclosure statements are communicated need to be under
standable or graspable, and respondent 11 emphasizes that this should not lead to ‘not 
sharing’ this information with internal and external stakeholders. Respondent 19 adds: 

If you don’t tell the audience, they’re going to start questioning everything that we do, and 
rightly so. If a specific piece of content would be generated by AI or if content was rec
ommended by an algorithm, we need to be explicit about this at all times. (Respondent 19)

Challenges on roles & responsibilities of algorithmic transparency and 
explainability
The last set of challenges revolves around unclear roles and responsibilities of algorith
mic transparency and explainability at the BBC. Respondents mention that it is some
times insufficiently clear who bears responsibility for transparency and explainability in 
relation to responsible AI. Respondent 18 states that people from Editorial Policy could 
be the ones responsible for algorithmic transparency and explainability, ‘as they are com
ing up with editorial standards. They need to be telling us what values we need to adhere 
to’. A group within the BBC called ‘Responsible AI’, is also mentioned by respondent 4, 7, 
9, and 15, as they are in charge of translating principles like the Machine Learning Engine 
Principles (MLEP) and the Responsible AI Policy (RAI) into practice. Another group of 
potential roles and responsibilities is the Legal Department, as they are the ones checking 
if the BBC is complying with the already existing and future regulatory frameworks. 
Although some respondents point to specific groups at the BBC, others are puzzled 
who bears responsibility: 

I have no idea who’s responsible now. I think it’s important to note that I haven’t worked on 
AI specific projects. So, a lot of the knowledge that I have around AI in this area is previous 
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to working at the BBC. (…) I think it’s hard to pin down responsibility, especially with all the 
rapid AI developments. For me, it feels a bit like fixing the bus while it’s driving. (Respon
dent 3)

Another challenge that respondents mention is the ‘roles and responsibility paradox’, 
which points to the fact that roles and responsibilities are distributed to every stakeholder 
working at the BBC. Similarly, respondent 6 states that algorithmic transparency and 
explainability can only be a shared responsibility at the BBC, and that everyone who 
works or interacts with AI is responsible. However, ‘everyone’s responsibility leads to 
nobody’s responsibility’, mentions Respondent 20, as every stakeholder at the BBC 
could point to another, leading to a paradoxical situation. Respondent 8 emphasizes 
that ‘responsibility with AI and algorithms never ends. It needs continuous monitoring, 
as the technology evolves all the time’.

Amidst these challenges, respondents underscore that it is not always clear when algo
rithmic transparency and explainability come in in decision-making processes. 
Respondent 19 underscores that some people they are working with, only start thinking 
about transparency and explainability when they are reaching the prototype phase. ‘I ask 
them: ‘Hey, have you thought about being explainable about your use of AI?’ And they 
are like: ‘What, no I haven’t thought about that’. It’s often being treated as an after
thought’. Another respondent mentions that they are coordinating a project to better 
map decision-making processes, so that they figure out which roles within the BBC 
should be responsible, and when exactly they should be involved in these processes.

One potential requirement to improve these roles and responsibilities, respondents 
mention, is to implement a governance framework that encompasses all the uses of 
AI and algorithms at the BBC (this framework was implemented in January 2024). 
Respondent 17 mentions that the governance framework consists of different working 
groups and committees that review specific uses of AI which contribute to clearer 
roles and responsibilities. Furthermore, Respondent 19 suggests that this framework 
aligns with a risk-based approach, consistent with prevailing regulatory frameworks 
such as the AI Act and the Digital Services Act (DSA). In the first set of challenges, 
respondents have mentioned that the amount of sign-off at BBC is somehow inevitable. 
Respondent 18 underscores that this governance framework could cluster this sign-off, as 
‘every stakeholder within the BBC would need to fill in a questionnaire, and would be 
entitled to mandatory training’. Respondent 2 mentions that this governance framework 
could also improve the principles-to-practices gap, as it would make specific guidelines 
like the Machine Learning Engine Principles (MLEP) and the BBC AI principles  more 
granular, and more easy to implement into practice.

Concluding discussion

This study provides new empirical insights into how AI transparency and explainability 
are understood, implemented, and challenged within a major public broadcaster. By 
examining the BBC as a case study, we contribute to the broader discourse on AI govern
ance by demonstrating how organizational structures, role ambiguity, and conflicting 
priorities shape the implementation of transparency and explainability in AI systems. 
While existing literature has extensively discussed transparency and explainability as 
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key ethical principles in AI development (Diakopoulos & Koliska, 2017; Dignum, 2019; 
Sadek et al., 2025), this study offers novel insights into how these principles are applied – 
or struggle to be applied – within the world’s largest public broadcaster.

For RQ1, this study concludes that BBC’s approach to algorithmic transparency and 
explainability is fundamentally rooted in their public service mission, with respondents 
emphasizing that transparency serves as the foundation for maintaining trust between 
the organization and its audiences, while also ensuring human oversight and account
ability in AI deployment. These findings confirm earlier study’s conclusions on the cen
tral role both concepts play in both private and public news organizations (Cools & 
Koliska, 2024; Douglas & Meijer, 2016).

For RQ2, it is concluded, also in line with previous scholarly work, that algorithmic 
transparency and explainability should not be viewed as monoliths but are instead inter
preted differently by various stakeholders depending on their professional background 
and objectives (Dodds et al., 2025; Rader et al., 2018; Rosenfeld & Richardson, 2019). 
The findings reveal that editorial teams prioritize alignment with journalistic values 
and maintaining audience trust, whereas technical teams concentrate on ensuring data 
integrity and algorithmic accuracy. UX designers prioritize accessibility for audiences, 
and legal teams highlight compliance with regulatory frameworks. However, our study 
extends these findings by demonstrating that these varying interpretations do not merely 
coexist but actively shape AI implementation in ways that create friction and inconsisten
cies across the organization. This insight has significant implications for media organiz
ations attempting to standardize AI ethics practices across diverse teams.

For RQ3, the findings revealed three challenges and requirements for effective algo
rithmic transparency and explainability. Firstly, concerning the position and mission 
of the BBC, challenges are rooted in the organization’s role as a public broadcaster prior
itizing external over internal transparency and explainability. This includes the necessity 
of signoffs, shaping a more cautious approach towards algorithmic implementations with 
a special emphasis on the audiences the BBC is serving. Secondly, limitations of algorith
mic transparency and explainability arise, especially in navigating the balance between 
providing adequate information and overwhelming stakeholders. Finally, unclear roles 
and responsibilities present obstacles for the ownership of responsible AI, as it remains 
uncertain who should oversee algorithmic transparency and explainability efforts, lead
ing to a ‘paradox’, as everyone’s responsibility could lead to no one’s responsibility 
(Schjøtt et al., forthcoming).

Towards an understanding of transparency and explainability in practice

Three key contributions emerge from this study. First, we map the diverse ways in which 
algorithmic transparency and explainability are interpreted across different BBC teams, 
revealing how these concepts are embedded in distinct professional cultures. While prior 
research has acknowledged the variation in transparency and explainability requirements 
across different sectors (Mittelstadt et al., 2019; van Drunen, 2023), this study illustrates 
how these disparities manifest within specific departments and within a single organiz
ation, particularly one with a public service remit. Second, we identify structural and 
organizational barriers – including role ambiguity, competing priorities, and the chal
lenge of balancing transparency with information overload – that hinder the translation 
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of responsible AI principles into practice (Dodds et al., 2025; Vallor & Vierkant, 2024). 
While prior studies have highlighted the difficulties of implementing rather abstract AI 
ethics frameworks (Jobin et al., 2019; Sadek et al., 2025), our findings provide a nuanced 
case study of how these challenges play out in a media context, where editorial and tech
nical imperatives do not always match. Third, we argue that a governance framework, 
such as the one recently implemented at the BBC, can serve as a model for bridging 
the principles-to-practices gap in media organizations and beyond. Unlike previous 
studies that focus primarily on ethical guidelines (Floridi, 2016; Dignum, 2019), this 
study provides concrete empirical evidence on how structured governance mechanisms 
can operationalize AI ethics in practice.

All in all, this study contributes to the field of AI governance by moving beyond theor
etical discussions and offering empirical evidence on how responsible AI is negotiated in 
practice. While transparency and explainability are often positioned as universal AI 
ethics principles (Hongladarom & Bandasak, 2024; Koliska, 2021), our findings demon
strate that their real-world implementation is shaped by factors including, but not limited 
to organizational culture, regulatory constraints, and audience expectations (Morosoli et 
al., 2025). In addition, our findings pointed to a growing belief among respondents that 
algorithmic transparency and explainability should not be viewed as an endpoint but as 
an ongoing process that could provide a more nuanced understanding, emphasizing its 
role as a tool – for the BBC implemented in a governance framework – rather than a ‘one- 
size-fits-all’ (Cools & Koliska, 2024). While legal compliance sets a baseline standard, 
striving for algorithmic transparency and explainability beyond mere adherence to regu
lations emerges as a prevalent theme. Integrating legal expectations with ethical consider
ations could help delineate clearer goals for algorithmic transparency and explainability 
and navigate its complexities more effectively.

Limitations and recommendations for future research

This study has limitations. The first limitation is linked to our case study methodology, 
which can not only limit the validity and replicability of our study – due to the examin
ation of particular and often-times ’subjective’ practices within a single news organiz
ation – but also makes it difficult to generalize our results on algorithmic transparency 
and explainability. Future research could consider adopting a comparative perspective, 
studying the roles and responsibilities of algorithmic transparency and explainability, 
as well as how both concepts are negotiated among different stakeholders within the 
organization. Second, the findings are time-dependent in the sense that the data collec
tion happened at the time where generative AI was very prominent in discussions at the 
public broadcaster. The specific experimentation and active use of generative AI in 
relation to transparency and explainability fell outside of the scope of this study, as the 
organization announced at the time of the data collection that they were not allowing 
generative AI tools. Future research could consider a longitudinal perspective of algorith
mic transparency and explainability, potentially evaluating how journalistic labor is 
altered because of these technologies. These shortcomings notwithstanding, we believe 
that further research can help bridge the gap of what responsibility in AI means for 
news media, and how vague principles are translated into practices by evaluating the 
specific implementation strategies.
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Notes

1. In this paper, we view an AI system as a machine-based system that, for explicit or implicit 
objectives, infers, from the input it receives, how to generate outputs such as predictions, 
content, recommendations, or decisions that can influence physical or virtual environments 
(OECD, 2023).

2. Generative AI is based on machine learning models that are trained on vast amounts of data 
to generate content and conduct human-like conversations (Shi & Sun, 2024).

3. During the research placement in 2023 and 2024, the BBC used AI for content recommen
dation, automated transcription, and metadata tagging to enhance user experience and 
streamline production processes. It also explored machine learning models for news cura
tion and audience engagement (Jones et al., 2022).

4. We purposely use the notion of ‘Responsible AI’ as opposed to ‘Ethical AI’ or ‘AI Ethics’, both 
because responsible AI is the more prevalent term in the domain we study but also because 
our theoretical choices place us within theories of technology that have a focus on responsible 
design, as opposed to ethics (see, e.g., Floridi, 2016; Porlezza, 2023; Suchman, 2007).

5. In the results, recommendations and recommender systems were mentioned in a predomi
nant way when responsible AI was discussed. More specificially, they are mentioned here 
because recommendations are the most mature use of AI that cuts across teams at the public 
broadcaster. Therefore, AI and recommender systems are mentioned interchangably here. 
The BBC uses open-source recommenders that predominantly uses collaborative filtering.

6. General disclaimer: the specific perspectives of both concepts are individual, but hint 
towards these different understandings. This section of the results should be interpreted 
with that disclaimer in mind.
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