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How to Estimate Intraclass Correlation Coefficients for Interrater Reliability 
from Planned Incomplete Data

Debby ten Hovea , Terrence D. Jorgensenb , and L. Andries van der Arkb 

aFaculty of Behavioural and Movement Sciences, Section of Educational Sciences, LEARN! Research Institute, Vrije Universiteit 
Amsterdam, Amsterdam, The Netherlands; bResearch Institute of Child Development and Education, University of Amsterdam, 
Amsterdam, The Netherlands 

ABSTRACT 
The interrater reliability (IRR) of observational data is often estimated by means of intraclass 
correlation coefficients (ICCs), which are flexible IRR estimators that are based on the vari
ance decomposition of scores obtained by observations. ICCs are typically estimated using 
mean squares from an ANOVA model, the computation of which is not straightforward for 
incomplete data. However, many studies in behavioral research use planned missing obser
vational designs, in which the raters partially vary across subjects. Planned missing designs 
result in incomplete data. Therefore, we simulated planned incomplete data and compared 
the computational accuracy (bias of point estimates, bias of variability estimates, root mean 
squared error, and coverage rates) and computational feasibility (convergence rates and esti
mation time) of three recently proposed estimation methods for ICCs: Markov chain Monte 
Carlo estimation of Bayesian hierarchical linear models, maximum likelihood estimation of 
random-effects models, and maximum likelihood estimation of common-factor models. 
Maximum likelihood estimation of random-effects models with Monte-Carlo confidence 
intervals is preferred based on all criteria. This article is accompanied by R code, which ena
bles researchers to apply these estimation methods. A demonstration of the R code to a 
real-data set from an educational context is provided.
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Observational studies use raters to obtain information 
about an attribute of subjects—for example, to obtain 
information about the play behavior of young children 
(Wynberg et al., 2022), didactic skills of teachers (Van 
der Scheer et al., 2019), professional skills of student 
clinicians (Yuen et al., 2020), or (mindful) parenting 
behavior (Majdand�zi�c et al., 2016; Potharst et al., 2021). 
Ideally, the variation in these ratings originates from the 
differences among subjects’ attributes, and as little as 
possible from differences among raters and their percep
tions. Interrater reliability (IRR) provides information 
about the degree to which ratings can be generalized 
over independent and randomly sampled interchange
able raters. IRR bounds the precision and validity of 
these ratings (cf. Lord & Novick 1968, p. 72). Using rat
ings with low IRR may result in biased estimates and 
loss of power in subsequent statistical analyses, and 
incorrect decisions in diagnostic settings or assessments.

Arguably, the intraclass correlation coefficients (ICCs) 
are the most flexible estimators of IRR (Ten Hove et al., 
2024). ICCs are defined based on the variance decom
position of scores obtained by observations, and can be 
used to estimate both agreement and consistency across 
both single and averaged ratings (McGraw & Wong, 
1996; Shrout & Fleiss, 1979). ICCs can handle scores 
obtained by observations by more than two raters 
(McGraw & Wong, 1996; Shrout & Fleiss, 1979), and 
flexible estimation methods allow the estimation of ICCs 
from both continuous and discrete data (cf. Ark 2015; 
Jorgensen 2021; Vispoel et al. 2019). ICCs are similar to 
generalizability coefficients and indices of dependability 
in Generalizability theory (Cronbach et al., 1963), and 
thus closely related to the classical definition of reliability 
(Ten Hove et al., 2024). This is useful because the impli
cations of reliability for statistical issues, such as attenu
ation of correlation and measurement precision, have 
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been thoroughly investigated and communicated (e.g., 
Lord & Novick 1968, p. 69).

The traditional method for estimating ICCs is 
mean-squares estimation in a random-effects ANOVA 
model. This traditional method is implemented in most 
standard software packages for social and behavioral 
research, such as the R package irr (Gamer et al., 
2019) and the RELIABILITY command in SPSS (IBM 
Corp, 2021). It accommodates one-way designs in 
which all subjects have a unique set of raters (e.g., 
Figure 1(c)) and complete two-way designs in which all 
subjects have the same set of raters (e.g., Figure 1(a); 
see also Cronbach et al., 1963; Webb et al., 2006). A 
weakness of the traditional method for two-way designs 
is that it assumes complete ratings, where all raters 
have rated all subjects on all attributes.

In observational studies in the behavioral sciences, it 
is often impractical to have all raters rate all subjects 
on all attributes. Practical constraints—such as limited 
funding, logistical challenges in gathering all raters and 
subjects at the same time and place, and considerations 
for rater fatigue—can make collecting complete ratings 
difficult. To address these challenges, observational data 
are often gathered by employing a planned-missingness 
design (PMD; Graham et al., 1996, 2006), where spe
cific ratings are set a priori to be missing in an incom
plete design (also referred to as partly crossed designs 
in the mixed-modeling literature). Figure 1(b) shows 
an incomplete observational design with planned 

missing data, which readers familiar with PMDs might 
recognize as resembling a three-form design (Graham 
et al., 1996). Whereas the three-form design was origin
ally conceived to randomly assign one third of subjects 
to complete two out of three sets of survey items (i.e., 
Forms A, B or C), the design in Figure 1(b) analogously 
assigns one third of subjects to be observed by two out 
of three raters. Extensions to other multiple-form 
(Chang & Little, 2018) or multiple-wave (Graham et al., 
2001) designs follow logically by substituting forms (sets 
of items) or measurement occasions with raters (e.g., 
assigning each subject to be rated by 2–3 among 5 or 
10 raters).

From a missing-data analytic perspective, a PMD 
yields ignorable missingness (Rubin, 1976), allowing 
for unbiased estimation of the variance components 
of interest. For observational studies with a PMD, 
standard software based on the random-effects 
ANOVA model cannot provide least-squares estimates 
of variance components or ICCs. Brennan (2001, 
Chapter 7) mentioned analogous-ANOVA methods 
such as Henderson’s (1953) Methods 1 and 3 and 
MINQUE (Hartley et al., 1978) as possible solutions 
for estimating variance components under unbalanced 
designs. However, these estimation methods do not 
provide uncertainty measures, which was coined the 
‘Achilles heel’ of generalizability theory (Brennan, 
2001, pp. 210–211). Over the past few years, research
ers have therefore proposed a variety of alternative 

Figure 1. Example of three observational designs.
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estimation methods for generalizability coefficients 
and ICCs1 that can handle ignorable missing data. All 
these estimation methods are based on the fact that miss
ing values resulting from a PMD can be accommodated 
by defining subject-specific likelihoods for all available 
ratings of each subject.2 This likelihood can be used for 
both (full-information) maximum likelihood (Graham 
et al., 1996; Jiang et al., 2018) and Markov chain 
Monte Carlo (MCMC) estimation (Jiang & Skorupski, 
2018). The resulting alternative methods utilize MCMC 
estimation of hierarchical linear models (LoPilato et al., 
2015; Ten Hove et al., 2022b, 2020; Van der Ark et al., 
2023), maximum likelihood estimation of random 
effects models (Marcoulides, 1990; Ten Hove et al., 
2022b), and maximum likelihood estimation of 
common-factor models (Jiang, 2018; Jorgensen, 2021; 
Vispoel et al., 2018). However, the computational 
accuracy and feasibility of these estimation methods 
still need to be investigated and compared for ICCs, 
especially for observational studies with PMDs and 
small samples of subjects and raters.

In this article, we therefore investigated which of 
the recently proposed estimation methods performs 
best in terms of computational accuracy and feasibility 
when estimating ICCs for IRR from continuous 
incomplete observational data. First, we describe the 
various definitions of ICCs for IRR and their relation 
to generalizability theory. Second, we describe the 
three novel approaches to estimate these ICCs for 
continuous data: MCMC estimation of hierarchical 
linear models (MCMC-HL), maximum likelihood esti
mation of random-effects models (MLE-RE), and 
maximum likelihood estimation of common-factor 
models (MLE-CF). Third, we describe a simulation 
study in which we compared the three novel estima
tion methods in various conditions that differed in 
sample sizes of raters and subjects, proportions of 
missing observations, and magnitude of variance com
ponents. We used the traditional ANOVA method as 
a benchmark. We also conducted two small-scale fol
low-up simulations to examine how different choices 
of observational design or the magnitude of variance 
components underlying the ICC might impact the 
accuracy of ICC estimates. Fourth, we provide a dem
onstration of the MLE-RE method, the best perform
ing method, on educational data using a two-way 
PMD analogous to Figure 1(b) (Yuen et al., 2020). We 
conclude with a discussion and suggest directions for 

future research. On the Open Science Framework 
(OSF; Ten Hove et al., 2022a), we provided R code to 
replicate our simulations and analyses of the educa
tion data, and apply the estimation methods to other 
observational data sets.

The intraclass correlation coefficient

As mentioned before, ICCs are closely related to gener
alizability theory (Brennan, 2001; Cronbach et al., 1963) 
which distinguishes Generalizability studies and 
Decision studies. In the context of multirater designs, a 
Generalizability study decomposes the variance of the 
observed ratings into subject-related variance and rater- 
related error variance. A Decision study uses the vari
ance decomposition of the Generalizability study to 
inspect the magnitude of subject variance relative to the 
error variance, using generalizability coefficients and 
indices of dependability, which are equivalent to ICCs 
for IRR. The Generalizability and Decision study can 
thus be conducted using a single data set. The resulting 
generalizability coefficients and indices of dependability 
can be used to study the effect of design choices on the 
IRR for several potential observation designs and meas
urement applications. Below, we discuss both the vari
ance decomposition of ratings in a Generalizability 
study and the ICCs for IRR that can be derived from 
this variance decomposition in a Decision study.

Variance decomposition of ratings

The ICC literature—and particularly generalizability 
theory—distinguishes two-way (i.e., crossed) and one- 
way (i.e., nested) observational designs. In a two-way 
design, S subjects are each rated once by R raters in a 
crossed design. If this design is complete, all subjects 
are rated by all raters (e.g., Figure 1(a)). If this design 
is incomplete, the raters partly vary across subjects 
(e.g., Figure 1(b)). Let ysr be the realization of random 
variable Ysr; which is the rating of subject s 
(s ¼ 1, :::, S) by rater r (r ¼ 1, :::, R) on attribute y. Let 
l denote the average rating, let ls denote the effect of 
subject s, let lr denote the effect of rater r, and let lsr 
denote the interaction effect of subject s with rater r. 
Because raters rate each subject only once, a separate 
error term is not estimable, and any random  error is 
included in lsr (Cronbach et al., 1963). It is assumed 
that the effects are uncorrelated and that ysr can be 
decomposed as

ysr ¼ lþ ls þ lr þ lsr: (1) 

Let r2
ysr 

denote the variance in the observed ratings, 
let r2

s and r2
r denote the variance of the subject effects 

1Throughout this article, we use the term ICC interchangeably with 
“generalizability coefficient.”
2Brennan (2001) also briefly discussed (Restricted) maximum likelihood 
methods, which, at that time, were very computer-intensive and lacked 
uncertainty measures.
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and rater effects, respectively. Let r2
sr denote the 

remaining variance which includes the variance of the 
subject-by-rater interaction effects confounded with 
random-error variance. Because the effects are 
assumed to be uncorrelated, r2

ysr 
can be decomposed 

into orthogonal variance components:

r2
ysr
¼ r2

s þ r2
r þ r2

sr: (2) 

A one-way design is a special case of an incomplete 
two-way design, in which each subject has a unique 
set of raters (e.g., Figure 1(c); also see Ten Hove 
et al., 2024). Because there is no overlap of raters 
across subjects, lr and lsr are indistinguishable. Let 
yr:s be the realization of variable Yr:s; the rating of 
subject s by rater r on attribute y, where the colon (:) 
indicates that rater r is nested within subject s. Let lr:s 
indicate the effect of rater r within subject s, which is 
confounded with interaction variance and random- 
error variance. Rating yr:s can therefore be decom
posed as

yr:s ¼ lþ ls þ lr:s: (3) 

The variance in multiple observations yr:s can then 
be decomposed as

r2
yr:s
¼ r2

s þ r2
r:s: (4) 

Variation in ICC definitions

The variance components in Equation (2) are used to 
define several ICCs for IRR in a Decision study (e.g., 
Bartko 1966; McGraw & Wong, 1996; Putka et al., 
2008; Shrout & Fleiss, 1979; Ten Hove et al., 2024). 
Each of these ICCs expresses the proportion of subject 
variance relative to the subject variance plus some 
error variance. The basis of any of these ICCs is the 
ICC of interrater agreement and the ICC of interrater 
consistency of single ratings in a complete two-way 
design. ICCs of interrater agreement for complete 
two-way designs are defined as the proportion of sub
ject variance relative to the subject variance plus both 
rater-related variance components:

ICCðA; 1Þ ¼
r2

s
r2

s þ r2
r þ r2

sr
, (5) 

where the argument A indicates “agreement,” and the 
argument 1 indicates that the ICC is computed for sit
uations where a single rater rates the subjects. ICCs of 
interrater agreement are analogous to indices of 
dependability and express the degree to which subjects’ 
absolute scores can be generalized over raters. ICCs of 
interrater agreement are of interest when ratings are 
given absolute interpretations. Examples of absolute 

interpretations are individual assessments using educa
tional tests, diagnostic instruments, or job assessments 
to determine subjects’ level on an attribute.

ICCs of interrater consistency for complete two-way 
designs do not include the variance of the main-rater 
effects and are defined as the proportion of subject 
variance relative to the subject variance plus the inter
action variance between raters and subjects, which is 
confounded with random error:

ICCðC; 1Þ ¼
r2

s
r2

s þ r2
sr

, (6) 

where the argument C indicates “consistency.” ICCs 
of interrater consistency are analogous to generaliz
ability coefficients and express the degree to which 
observed differences across subjects can be generalized 
over raters. ICCs of interrater consistency are of inter
est when ratings are given relative interpretations, as 
is the case when estimating correlations or regression 
coefficients.

Based on data gathered with a one-way design, 
interrater consistency and interrater agreement cannot 
be distinguished. Due to the conflation of r2

r and r2
sr 

in r2
r:s; the denominator of the ICC necessarily 

includes all rater-related error (McGraw & Wong, 
1996; Shrout & Fleiss, 1979; Ten Hove et al., 2024):

ICCð1Þ ¼
r2

s
r2

s þ r2
r:s
: (7) 

Variations on the ICCs in Equations (5) and (6)
differ in how the rater-related (i.e., error) variance 
components are scaled. ICCs for average ratings in a 
complete design divide the rater-related components 
by the total number of raters (k). ICCs for incomplete 
observational designs divide the rater-related compo
nents by the harmonic-mean number of raters per 
subject (k̂) instead of k, and add a portion of main- 
rater variance (r2

r ) to the denominator of the ICC for 
interrater consistency, the size of which (q) depends 
on the proportion of non-overlapping raters across 
subjects. ICCs for interrater consistency for incom
plete designs are therefore indicated with the argu
ment “Q” instead of “C.” Table 1 shows an overview 
of all ICCs for two-way designs. We refer to Ten 
Hove et al. (2024) for a comprehensive explanation of 
these ICCs and guidance in choosing the appropriate 
ICC for a particular observational design.

Generalizability-study designs and estimating ICCs

Researchers typically conduct a small-scale Generaliz
ability study to estimate the variance components in 
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Equation (2), followed by a Decision study (using the 
equations in Table 1) to determine the optimal obser
vation design for achieving a desired level of IRR. 
Consider a large-scale research project where research 
assistants rate behaviors of a few subjects, after which 
the principal researcher uses IRR estimates to deter
mine how the full study should proceed. For example, 
the researcher could decide that single ratings provide 
sufficiently reliable ratings of the remaining subjects, 
or that additional raters per subject or more rater 
training are needed to achieve an adequate level of 
IRR. The observation design chosen for the Generaliz
ability study dictates which variance components can 
be distinguished, and thus which ICCs can be esti
mated in a Decision study. In a one-way design, r2

r 
and r2

sr are conflated into r2
r:s; which limits the 

options for IRR estimation. Only in two-way designs 
can r2

r and r2
sr be distinguished, enabling the estima

tion of all ICCs shown in Table 1. Two-way designs 
are therefore preferable, especially when interrater 
consistency is of primary interest. However, we 
emphasize that the observational design in the Gener
alizability study does not need to match the design 
used in future empirical studies or in practice.

Consider a research project examining the frequency 
of certain play behaviors in children, where video 
recordings are available for each child in a sample of 
600. The frequencies of the play behaviors are esti
mated by research assistants rating the videos. To 
assess the IRR under a certain rating procedure, the 
project could begin with a pilot study involving 60 vid
eos. In a planned, incomplete, two-way design R ¼ 6 
research assistants could be asked to each rate 20 ran
domly selected videos, under the constraint that each 
of the 60 videos is rated twice, Rs ¼ 2: Interrater con
sistency for the pilot study is then defined by 
ICC(Q ¼ q, k ¼ 2) (bottom right of Table 1), where q 
is a function of the overlap of research assistants across 
subjects in the pilot study. The ratings from the pilot 
study can be useful for the design of the main study of 

600 videos. For example, from the ratings in the pilot 
study, one can assess whether it is sufficient to use 
only a single research assistant to rate all videos in the 
main study, using the following strategy: First, in the 
pilot study, computing ICC(Q, k) requires the estima
tion of variance components r2

s ; r2
r and r2

sr (Table 1, 
bottom right). Second, these variance components are 
sufficient to obtain any ICC in Table 1, for example 
ICC(C,1) (Table 1, 3rd row, left). Finally, if the value 
of ICC(C,1) is sufficiently high, a single rater suffices 
for the main study. If the ICC(C,1) is not high enough, 
researchers can estimate other ICCs in Table 1 to 
determine the optimal number of raters per subject 
and the proportion of overlapping raters across sub
jects. We refer to Ten Hove et al. (2024, section 
Empirical Examples) for more examples on selecting 
the appropriate ICC.

Novel estimation methods for ICCs

We describe three recently proposed estimation meth
ods for point and interval estimation of the variance 
components in Equation (2) and the ICCs in Table 1. 
Our situation of interest is an incomplete two-way 
design.

MCMC estimation of hierarchical linear models: 
MCMC-HL

LoPilato et al. (2015) proposed using MCMC-HL to 
estimate generalizability coefficients (equivalent to an 
ICC of interrater consistency, Equation (6), when the 
only facet of generalization is raters). Estimating the 
model in Equation (1) with MCMC-HL assumes that 
the random effects of subjects and that the random 
effects of raters both have a normal prior distribution 
with a known mean ls ¼ lr ¼ 0 and an unknown 
nonnegative variance (r2

s and r2
r ). In addition, each 

observation’s likelihood is specified as a normal distri
bution with mean equal to that observation’s expected 

Table 1. Intraclass correlation coefficients (ICC) for two-way designs.
Type Design Single ratings Average ratings

Agreement Complete ICCðA, 1Þ¼ r2
s

r2
sþr2

rþr2
sr

a,b ICCðA, kÞ¼ r2
s

r2
sþðr

2
rþr2

srÞ=k
a,b

Incomplete ICCðA, 1Þ¼ r2
s

r2
sþr2

rþr2
sr

a;b
ICCðA, k̂Þ¼ r2

s

r2
sþ

r2
r þr2

sr
k̂

d

Consistency Complete ICCðC, 1Þ¼ r2
s

r2
sþr2

sr

b ICCðC, kÞ¼ r2
s

r2
sþr2

sr=k
b

Incomplete ICCðQ, 1Þ¼ r2
s

r2
sþqr2

rþr2
sr

d ICCðQ, k̂Þ¼ r2
s

r2
sþqr2

rþr2
sr=k̂

c

Note. ICCs as defined by aShrout and Fleiss (1979); bMcGraw and Wong (1996); cPutka et al. (2008); dTen Hove et al. 

(2024). q is the proportion of non-overlapping raters across subjects: 1
k̂

−
P

s

P
s
0

k
s, s
0

ks k
s
0

SðS−1Þ ; where k̂ ¼ ðk
−1
1 þk−1

2 þ:::þk−1
S

S Þ
−1 

is the harmonic mean number of raters per subject.
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value; for example, EðYsrjs, rÞ ¼ lþ ls þ lr; and 
unknown variance r2

sr:

With MCMC algorithms, all unknown quantities 
(random effects and their variances) of the two-way 
model in Equations (1) and (2) can be estimated sim
ultaneously by sampling from a posterior probability 
distribution, which is a product of the likelihood and 
prior distributions described above. MCMC-HL han
dles missing data by computing the likelihood func
tion using only the observed subject–rater 
combinations. The MCMC-HL method readily pro
vides measures of uncertainty in terms of posterior 
SDs and Bayesian credible intervals (BCIs), the 
Bayesian counterparts of SEs and CIs in frequentist 
statistics, respectively (Gelman & Rubin, 1992).

MCMC does not assume normal sampling distribu
tions of variance components, nor does it depend on 
asymptotic theory (Gelman et al., 2013). When ran
dom effects are treated as parameters that are esti
mated—as is the case when estimating ICCs—the 
corresponding variance components (i.e., those in 
Equation (2)) are hyperparameters that require a 
hyperprior distribution. The specification of these 
hyperprior distributions can vary from informative, by 
incorporating prior beliefs about the parameter of 
interest, to uninformative, which allows the posterior 
to be influenced overwhelmingly by the data. 
However, truly non-informative but generic useful 
(hyper)priors are rare. Ten Hove et al. (2020) com
pared different hyperpriors that are typically recom
mended for variance estimation for IRR-specific 
conditions such as low variance and few raters. 
Weakly informative half-t hyperprior distribution on 
the variances allow for a wide range of non-zero val
ues and put relatively much weight on values close to 
zero, which yield more accurate results (i.e., minimal 
bias of point estimates and posterior SDs of ICCs) 
than other priors investigated. However, the computa
tional accuracy varied minimally across different 
weakly-informative hyperpriors, especially compared 
to design effects such as the number of raters per sub
ject (Ten Hove et al., 2020).

Maximum likelihood estimation of random effects 
models: MLE-RE

Marcoulides (1990; cf. Jiang, 2018) proposed MLE-RE 
to estimate generalizability coefficients. As in the 
MCMC-HL approach, observations are cross-classified 
within both subjects and raters, so raters and subjects 
have random effects (Equation (1)) with associated 
variance components (Equation (2)). As with MCMC- 

HL, maximum likelihood estimation assumes that ran
dom effects and residuals (all components in Equation 
(1)) are normally distributed with mean zero and 
nonnegative variances equal to the corresponding 
variance component in Equation (2). As for MCMC- 
HL, MLE-RE handles missing data by computing the 
likelihood function using only the observed subject– 
rater combinations.

When using maximum likelihood estimation, the 
delta method (e.g. Oehlert 1992) is often used to 
obtain SEs and Wald-based CIs of (functions of) ran
dom effect parameters. Alternatively, re-sampling 
techniques such as nonparametric bootstrapping 
(which can be computationally intensive) or Monte- 
Carlo CIs (a parametric bootstrap technique; Preacher 
and Selig 2012), can be used to obtain CIs. Monte- 
Carlo CIs may be more robust than delta-method CIs 
for they only assume a normal sampling distribution 
for the estimated parameters, but not for the ICCs 
that are functions of those parameters. Using Monte 
Carlo techniques, the CIs of the ICCs are based on 
percentiles of the empirical sampling distribution, 
which is not assumed to be normal (Preacher & Selig, 
2012).

Maximum likelihood estimation of common-factor 
models: MLE-CF

Marcoulides (1996) proposed to use maximum likeli
hood estimation of a structural equation model 
(SEM)—specifically, a common-factor model (see 
Figure 2)—to estimate generalizability coefficients 
(also, see Vispoel et al. 2018, 2019). In this SEM, 
raters are specified as indicators of a latent variable, 
so data are stored in “wide” rather than “long” format, 
with only one row per subject. Using the parameter
ization of an SEM, a subject’s response vector ys ¼

ðys1, :::, ysr , :::, ysRÞ contains ratings from each rater:

ys ¼ m þ kgþ e, (8) 

where g indicates the subject effects (equivalent to ls 
in Equation (1)), modeled as the common factor that 
causes the ratings to covary; m is a vector of intercepts 
of the ratings; k is a vector of factor loadings; and e is 
a vector of residuals. It is assumed that the factor 
scores in g are normally distributed with factor mean 
a1 and factor variance w1, 1 in Figure 2, respectively 
corresponding to grand mean l in Equation (1) and 
subject-effect variance r2

s in Equation (2). The vector 
of factor loadings k ¼ 1 in Figure 2 reflects the 
assumption of parallel, interchangeable raters (Vispoel 
et al., 2021). The responses of Rater r correspond to 
the rth indicator, represented by the rectangles in 
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Figure 2, whose residuals are equivalent to the inter
action term lsr in Equation (1) when r ¼ 1, :::, R:
Residuals are also assumed to be normally distributed, 
with equality constraints on the error-variance com
ponents (i.e., r2

sr in Equation (2)) that imply inter
changeability of raters.

Jorgensen (2021) showed how additional con
straints on the intercepts of the indicators (i.e., the 
rater effects) make these intercepts interpretable as the 
rater random effects in Equation (1), so the main rater 
variance (r2

r in Equation (2)) can be calculated as the 
sample variance of the estimated intercepts. This ena
bles also estimating indices of dependability and hence 
ICCs for interrater agreement. However, the rater 
effects are not assumed to follow a normal distribu
tion because MLE-CF estimates rater effects as fixed 
effects (i.e., separately estimated intercepts) by treating 
raters as distinct variables.

Figure 2 is an example with three raters; more raters 
would be incorporated as additional observed indicators 
(rectangles). In the case of incomplete designs, each row 
of data for Subject s could have missing values for any 
Rater r who did not rate Subject s. As for MCMC-HL 
and MLE-RE, MLE-FC handles missing data by comput
ing the likelihood function using only the observed 
subject-rater combinations.

Within MLE-CF, SEs and CIs of the generalizability 
coefficients and indices of dependability (c.q. ICCs for 
interrater consistency and agreement) can be obtained 
using the same methods as for MLE-RE. For a more 
detailed description of the MLE-CF method we refer 
to Jorgensen (2021).

Comparison of methods

In comparing the estimation methods, we reflect on 
how the differences between the three estimation meth
ods were expected to result in different levels of accur
acy in point and SE estimates of ICCs, as well as model 
convergence. MCMC-HL and MLE-RE have the same 
underlying model (Equations (1) and (2)), with ran
dom effects for subjects, raters, and their interaction 
effects. The model used for the MLE-CF method 
includes random subject- and interaction effects as 
common- and unique-factor scores, respectively, 
whereas rater effects are modeled as intercepts of the 
common factor’s fixed indicators (Equation (8), Figure 
2). Because MLE-CF aims to minimize the difference 
between the observed rater covariances and the rater 
covariances implied by the common factor model, we 
expected convergence issues when there is little-to-no 
overlap among raters across subjects, resulting in min
imal information about shared variance among raters.

MCMC-HL and MLE-RE assume independent uni
variate normality of random effects, whereas MLE-CF 
assumes multivariate normality for the vector of rater 
responses per subject. MLE-CF may be less efficient 
because there are fewer observations (N ¼ S) to esti
mate more parameters (2 variances and R rater effects), 
whereas MCMC-HL and MLE-RE estimate fewer 
parameters (three variances) using more observations 
(N ¼ S� Rs). When applying only weakly informative 
priors, we expected the efficiency of MCMC-HL and 
MLE-RE to be comparable, although informative priors 
would likely make MCMC-HL more efficient.

Regarding variability estimates, MCMC-HL does 
not assume a normal sampling distribution for varian
ces, and weakly informative half-t hyperpriors put 
greater weight on near-zero values compared to a nor
mal prior. For MLE-RE and MLE-CF, the Monte- 

Figure 2. A graphical representation of the MLE-CF model, 
where a triangle denotes a constant, a circle a latent variable, 
and a rectangle an observable variable. Each variable and par
ameter are labeled using traditional LISREL notation utilized by 
(Bollen, 1989, pp. 10–20), accompanied by generalizability the
ory notation in parentheses. The unique-factor variances (h) 
are constrained to equality, the item intercepts (�) are con
strained to average zero to identify the factor mean (a; the 
grand mean l from generalizability theory), and the variance 
of intercepts represents the variance component r2

r (variance 
in main-effects of raters). The unique factor for Rater 2 is omit
ted for clarity, and its variance is instead depicted with a 
double-headed arrow pointing to Rater 2 itself.

1048 D. TEN HOVE ET AL.



Carlo method to estimate SEs and CIs assumes a nor
mal sampling distribution for variances but not for 
the ICCs, the latter of which are a function of these 
variances. The delta method assumes a normal sam
pling distribution for both variances and ICCs. When 
the population values of the variances are close to the 
lower bound of zero (as is expected for rater-related 
variance components when researchers aim for high 
reliability), the sampling distribution of these varian
ces is likely truncated or skewed to the right. We 
therefore expected MCMC-HL to yield more accurate 
variability estimates compared to MLE-RE and MLE- 
CF, and the Monte-Carlo method for MLE-RE and 
MLE-CF to yield more accurate variability estimates 
for ICCs compared to the delta method.

Regarding the missing data handling, MCMC-HL 
and MLE-RE compute a univariate normal likelihood 
for each available subject–rater combination, whereas 
MLE-CF computes a multivariate-normal likelihood of 
the available rater responses for each subject. Thus, 
each method effectively ignores missing data and uti
lizes the same observed values during estimation.

Simulation study

Using simulated data, we compared the ICCs esti
mated by MCMC-HL, MLE-RE, and MLE-CF in 
terms of computational accuracy and feasibility under 
different sample sizes and magnitudes of variance 
components. The levels of these design factors were 
based on empirical studies by Zee et al. (2020), 
Majdand�zi�c et al. (2016), and Yuen et al. (2020). We 
evaluated the computational accuracy by studying the 
relative bias of the point estimates, relative bias of the 
variability estimates, the root mean squared error, and 
coverage rates of the credible or confidence interval. 
We evaluated the computational feasibility by studying 
the convergence rates and estimation time. We pro
grammed the full simulation study in the R software 
environment (R Core Team, 2023) and performed all 
simulations on the Lisa Cluster of the Dutch national 
e-infrastructure (Surfsara, n.d). All software used for 
this simulation study is publicly available on the Open 
Science Framework (Ten Hove et al., 2022a).

Method

Data generation
We used a three-step approach to generate planned 
missing data. First, we generated a design matrix by 
randomly assigning Rs unique raters out of a rater 
pool of R raters to each subject s. Second, we used 

Equation (1) and the parameters in Equation (2) to 
generate normally distributed subject, rater, and inter
action effects for each subject, rater, and subject-rater 
combination, respectively. Third, we used Equation 
(1) to yield scores ysr for each of the subject-rater 
combinations in the design matrix. We fixed the 
population mean to l ¼ 0, and that of the subject 
variance to r2

s ¼ 2: We varied the other variance com
ponents, as well as the size of the rater and subject 
pools, and the number of raters per subject.

Independent variables
The size of the rater pool (R) had three levels: 3, 5, 
and 10; the number of raters per subject (Rs) had two 
levels: 2 and 3; the number of subjects (S) had two 
levels: 30 and 200; the magnitude of rater variance 
(r2

r ) had two levels: 1
2 and 1; the magnitude of 

interactionþmeasurement-error variance (r2
sr) had 

two levels: 1 and 2. The simulation design was fully 
crossed, resulting in 3 (R) � 2 (Rs) � 2 (S) � 2 (r2

r ) 
� 2 (r2

sr) ¼ 48 conditions, for each of which we simu
lated 1,000 data sets, yielding 48,000 unique data sets. 
The population ICCs for single ratings per condition 
varied from ICC(A,1) ¼ 0.40–0.57 and ICC(C,1) ¼
0.50–0.67. These are the lowest possible ICCs. ICCs 
for average ratings are higher by definition because 
the rater-related terms are divided by the number of 
raters per subject. The proportion of missing observa
tions (1 − Rs

R ) varied from 0.00 to 0.80 (Table 2). These 
design factors are not exhaustive, but satisfy our goal 
of reflecting the variety of design features in published 
observational research.

Estimation
MCMC-HL. We used the R package brms (B€urkner, 
2017) to estimate the hierarchical linear model (HLM) 
with MCMC, and the rstan package (Stan 
Development Team, 2019) to obtain the posterior 
draws of the variance parameters from which we 
derived the ICCs. The set-up of the program was 
almost identical to the settings as recently proposed 
for the MCMC-HL approach to estimating ICCs (Ten 
Hove et al., 2020). We used the default half-tðdf ¼
3, l ¼ 0, r ¼ 2, 5Þ hyperpriors on the intercept and 
random-effect SDs of the brms() function as they 

Table 2. Observational designs in the simulation study.
R Rs Missing observations (%)

3 2 33
3 3 0
5 2 60
5 3 40
10 2 80
10 3 70
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closely resemble the hyperpriors proposed for IRR- 
specific conditions (accommodating low raters and 
small variance parameters, Ten Hove et al. 2020). We 
used three independent chains of 1,000 iterations, half 
of which served as burn-in iterations. The other half 
were saved in each chain, resulting in a sample of 
1,500 iterations to estimate each ICC. We used the 
potential scale reduction factor 0.90 < R̂ < 1.10 for 
each of the ICCs as criterion for convergence 
(Gelman et al., 2013). We used posterior modes as 
point estimators, and percentile-based BCIs (e.g., Ten 
Hove et al. 2020).

MLE-RE. We used the R package lme4 (Bates et al., 
2015) to estimate the hierarchical linear model (HLM) 
with MLE-RE. We used the merDeriv package (Wang 
& Merkle, 2018) to obtain a robust asymptotic covari
ance matrix of the variance components, which served as 
input for the deltaMethod() function of the car 
package (Fox & Weisberg, 2019) that we used to com
pute delta-method SEs and CIs for the ICCs. The robust 
asymptotic covariance matrix of the variance components 
also served as input for the monteCarloCI() function 
of the semTools package (Jorgensen et al., 2022) that 
we used to obtain Monte-Carlo CIs for the ICCs.

MLE-CF. We used the R package lavaan (Rosseel, 
2012) to estimate the ICCs with MLE-CF, using the con
straints proposed by Jorgensen (2021) to identify the 
model and estimate the error components. We specified 
the ICCs as user-defined parameters in the lavaan 
model so that the program readily provided delta- 
method CIs for the ICCs. We obtained Monte-Carlo CIs 
using the R package semTools (Jorgensen et al., 2022).

ANOVA. We used the R package irr to estimate the 
ICC(1) from Equation (7) as benchmark for the other 
three estimation methods. The irr package uses a 
traditional random-effects one-way ANOVA with 
least-squares estimates and provides a 95% CI via an 
inverted F test (McGraw & Wong, 1996). In this 
approach, all rater-related and residual variance are 
combined in a single estimate of the error variance 
(r2

r:s). Therefore, we expected a systematic underesti
mation of ICC(C,1), depending on the degree of rater 
variance (r2

r ): higher r2
r yields greater bias.

Dependent variables
We computed the relative bias of the point estimates, 
the relative bias of the variability estimates, the root 
mean squared error, and the 95% BCI and CI cover
age rates of the estimated ICCs across conditions to 

assess the computational accuracy of the different esti
mation methods. We primarily investigated these char
acteristics for the ICC(A,1) and ICC(C,1), and we 
discuss the accuracy of the variance components to 
explain differences in accuracy in ICC estimates across 
the estimation methods and conditions. Other ICC def
initions in Table 1 scale the error variance by means of 
k or k̂ and q. Hence these ICCs only proportionally 
influence the computational accuracy of the ICCs.

Bias of point estimates. Let �h denote the average esti
mated ICC across replications in a condition, and let 
h denote the population parameter in that condition. 
Relative bias was computed as �h−h

h
: We interpreted 

relative bias > :05 as minor bias and relative bias >
:10 as substantial bias.

Bias of variability estimates. Let SE denote the aver
age posterior SD of the ICC (for MCMC-HL) or the 
average SE of the ICC (for MLE-RE and MLE-CF) 
across replications in a condition. Let SDh denote the 
SD of the point estimates of the ICC in a condition. 
Bias of variability estimates of the ICCs was computed 
as SE bias ¼ SE

SDh
− 1: Preferably, this value equals zero, 

indicating accurate estimates of variability. We inter
preted absolute SE bias > 0.10 as minor bias of vari
ability estimates, and absolute SE bias > :20 as 
substantial bias of variability estimates.

Root mean squared error (RMSE). Let ĥj denote the 
estimated ICC in converged replication j of a condi
tion, let h denote the population parameter in that 
condition, and let J be the number of converged repli

cations. Then, RMSE ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiPJ

j¼1
ðĥj −hÞ

2

J

r

: Both the bias 
and variance contribute to the RMSE, that represents 
the bias-variance tradeoff and is ideally low.

Interval-Estimate coverage rates. For the 95% cover
age rates of the ICCs, we considered a coverage rate 
< 90% to be insufficient.

Convergence and estimation time. We computed the 
percentage converging models and the average estima
tion time of converging models across conditions for 
each estimation method. The estimation time is the 
time required for model compilation and model con
vergence. Note that only MCMC-HL requires model- 
compilation.

Preferred characteristics. To select a preferred 
method to estimate ICCs for IRR, we considered the 
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bias of point estimates and bias of variability estimates 
as the most important criteria. If the least biased point 
estimates and the least biased variability estimates 
were not produced by the same method, we preferred 
the method with the lowest RMSE. Only if estimation 
methods had similar results with respect to accuracy, 
we used estimation time and convergence to select the 
most practically feasible method.

Results

An analysis of variance revealed that magnitude of 
error variance (i.e., r2

r and r2
sr) had little influence on 

the accuracy of the estimated of ICCs compared to 
the effect of sample sizes of raters and subjects (i.e., 
K, ks and N). We therefore discuss only the results for 
conditions with low error-variance components (i.e., 
r2

r ¼ 0:50 and r2
sr ¼ 1:00; see  Tables 1 and 2 in the 

Supplementary Materials for the complete set of 
results). Because the results concerning bias of point 
and variability estimates indicate the same preferred 
method (i.e., MLE-RE) we do not discuss the RMSE 
of the estimation methods either.

Bias of point estimates
For all estimation methods, Figures 3 and 4 show the 
relative bias in the ICCs and variance components, 
respectively. Apart from conditions with small numbers 
of subjects, MCMC-HL accurately estimated the 

ICC(A,1). MCMC-HL accurately estimated the 
ICC(C,1) in all conditions. When the number of sub
jects was small, MCMC-HL underestimated both r2

s 
and r2

r : Especially the underestimation of r2
s seemed to 

result in underestimated ICC(A,1) in these conditions. 
MLE-RE accurately estimated the ICC(A,1) and 
ICC(C,1), and all underlying variance components, in 
all conditions. MLE-CF accurately estimated the 
ICC(A,1) in all conditions. Apart from conditions with 
80% missing observations, MLE-CF accurately esti
mated the ICC(C,1). When the proportion of missing 
observation increased, the underestimation of r2

sr by 
means of MLE-CF also increased, which resulted in the 
overestimation of the ICC(C,1). While r2

sr was underes
timated and r2

r was overestimated in these conditions, 
the opposite bias in r2

r and r2
sr seemed to balance each 

other out, resulting in accurate estimates of the 
ICC(A,1). ANOVA, as expected, accurately estimated 
the ICC(A,1) but consistently underestimated the 
ICC(C,1). Across all conditions, MLE-RE yielded the 
most accurate ICC estimates.

Bias of variability estimates
For all estimation methods, Figures 5 and 6 show the 
relative bias of variability estimates of the ICCs and 
variance components, respectively. Except for condi
tions with many subjects, MCMC-HL’s posterior SDs 
accurately estimated the variability of the ICC(A,1). In 
conditions with many subjects, MCMC-HL 

Figure 3. Relative bias of the ICCs across estimation methods in conditions with r2
r ¼

1
2 and r2

sr ¼ 1: MCMC-HL¼Markov chain 
Monte Carlo estimation of hierarchical linear models; MLE-RE¼Maximum Likelihood Estimation of random-effects models; MLE- 
CF¼Maximum Likelihood Estimation of common-factor models. The percentage missing observations on the x-axis is computed as 
100� ð1 − Rs

R ). White areas: substantial bias (>10%); Light-gray areas: minor bias (5–10%); Dark-gray areas: negligible bias (< 5%).
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substantially overestimated the variability in r2
r ;

explaining the overestimated variability in ICC(A,1). 
In contrast, MCMC-HL accurately estimated the 

variability of the ICC(C,1) in all conditions. MLE-RE’s 
SEs accurately estimated the variability of the 
ICC(A,1) and ICC(C,1) in all conditions. MLE-CF’s 

Figure 4. Relative bias of variance components across estimation methods in conditions with r2
r ¼

1
2 and r2

sr ¼ 1: MCMC- 
HL¼Markov chain Monte Carlo estimation of hierarchical linear models; MLE-RE¼Maximum Likelihood Estimation of random- 
effects models; MLE-CF¼Maximum Likelihood Estimation of common-factor models. The percentage missing observations on the 
x-axis is computed as 100� ð1 − Rs

R ). White areas: substantial bias (>10%); Light-gray areas: minor bias (5–10%); Dark-gray areas: 
negligible bias (< 5%).

Figure 5. Relative bias of variability estimates of the ICCs across estimation methods in conditions with r2
r ¼

1
2 and r2

sr ¼ 1:
MCMC-HL¼Markov chain Monte Carlo estimation of hierarchical linear models; MLE-RE¼Maximum Likelihood Estimation of 
random-effects models; MLE-CF¼Maximum Likelihood Estimation of common-factor models. The percentage missing observations 
on the x-axis is computed as 100� ð1 − Rs

R ). White areas: substantial bias (>20%); Light-gray areas: minor bias (10–20%); Dark- 
gray areas: negligible bias (< 10%).
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SEs underestimated the variability of ICC(A,1), espe
cially in conditions with many subjects. MLE-CF sub
stantially underestimated the variability in r2

r ; which 
explains the pattern of underestimated variability of 
ICC(A,1). Except from the condition with the highest 
percentage missing observations and few subjects, 
MLE-CF accurately estimated the variability of the 
ICC(C,1). Across conditions, MLE-RE yielded the 
most accurate variability estimates of the ICCs.

95% BCI and CI coverage rates
For all estimation methods, Figures 7 shows the 95% 
BCI and CI coverage rates of the ICCs. Except for 
conditions with high percentages of missing observa
tions, MCMC-HL’s and MLE-RE’s delta-method and 
Monte-Carlo CIs yielded acceptable (but not perfect) 
BCI and CI coverage rates of the ICC(A,1). MLE-CF 
yielded extremely low 95% CI coverage rates for both 
delta-method and Monte-Carlo CIs. MCMC-HL and 
both maximum likelihood based methods with 
Monte-Carlo CIs yielded acceptable (but not perfect) 
BCI and CI coverage rates of the ICC(C,1), in nearly 
all conditions. Only in the condition with the highest 
percentage of missing observations, were the 95% BCI 
and CI coverage rates for the ICC(C,1) too low, as 
was also the case for the both maximum-likelihood 
based methods with delta-method CIs. The ANOVA 
approach yielded too low coverage rates for both 

ICCs, but the coverage of the ICC(A,1) improved 
with decreasing missing observations. Across condi
tions, MLE-RE with Monte-Carlo CIs yielded coverage 
rates closest to the nominal level of 95%.

Convergence
For all estimation methods, Figure 8 (left panel) shows 
the percentage of converging replications. MCMC-HL 
on average had the lowest convergence rates, especially 
in conditions with a low percentage of missing observa
tions (i.e., those with a small rater pool). Both max
imum-likelihood based methods converged for almost 
all replications. However, MLE-CF had low converge 
rates in the conditions with the highest percentage of 
missing observations and a small number of subjects. 
Across conditions, MLE-RE showed the highest (near 
100%) convergence rates.

Estimation time
For all estimation methods, Figure 8 (right panel) shows 
the estimation time in log2(seconds), as the estimation 
time for methods varied greatly across conditions. For 
both maximum likelihood approaches, we only present 
results for the Monte-Carlo CIs because these were pre
ferred based on their coverage rates, whereas estimation 
time differed negligibly between delta-method CIs and 
Monte-Carlo CIs. MCMC-HL on average required a 
minute, which varied between one and one and a half 

Figure 6. Relative bias of variability estimates of the variance components across estimation methods in conditions with 
r2

r ¼
1
2 and r2

sr ¼ 1: MCMC-HL¼Markov chain Monte Carlo estimation of hierarchical linear models; MLE-RE¼Maximum 
Likelihood Estimation of random-effects models; MLE-CF¼Maximum Likelihood Estimation of common-factor models. The percent
age missing observations on the x-axis is computed as 100� ð1 − Rs

R ). White areas: substantial bias (>20%); Light-gray areas: minor 
bias (10–20%); Dark-gray areas: negligible bias (< 10%).
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minutes across conditions. MLE-RE converged within a 
few seconds in all conditions. The mean estimation 
time of MLE-CF varied greatly across conditions, rang
ing from seconds in conditions with complete observa
tions to several hours for conditions with a high 
proportion of missing observations.

Follow-up simulations

We conducted two small follow-up simulation studies 
to further assess the accuracy of ICC estimates. In 
Follow-up simulation 1, we tested whether the type of 
PMD affected the accuracy of ICC estimates of the 
three estimation methods. In Follow-up simulation 2, 

Figure 7. Percentage of 95% BCI and CI coverage of the ICCs across estimation methods in conditions with r2
r ¼

1
2 and r2

sr ¼ 1:
MCMC-HL¼Markov chain Monte Carlo estimation of hierarchical linear models; MLE-RE¼Maximum Likelihood Estimation of 
random-effects models; MLE-CF¼Maximum Likelihood Estimation of common-factor models. DM¼ delta-method CIs; MC¼Monte 
Carlo CIs. The percentage missing observations on the x-axis is computed as 100� ð1 − Rs

R ). White areas: coverage too low 
(< 90%); gray areas: acceptable coverage (> 90%).

Figure 8. Percentage converging replications (left) and estimation time in log2(seconds) (right) across estimation methods in con
ditions with r2

r ¼
1
2 and r2

sr ¼ 1: MCMC-HL¼Markov chain Monte Carlo estimation of hierarchical linear models; MLE- 
RE¼Maximum Likelihood Estimation of random-effects models; MLE-CF¼Maximum Likelihood Estimation of common-factor mod
els. The percentage missing observations on the x-axis is computed as 100� ð1 − Rs

R ). The log2 transformation was used to ease 
interpretation (each unit increase represents a doubling).
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we tested the accuracy of the preferred MLE-RE 
method in conditions with very little rater variation.

Methods: follow-up simulation 1
The original simulation study employed a random- 
rater design in which we randomly sampled Rs out of 
R raters per subject (Figure 9, left panel). In this first 
follow-up simulation, we employed an anchor-rater 
design (Figure 9, right panel). This is analogous to a 
three-form PMD that includes an additional 
complete-data form (Form X, containing survey items 
to be completed by all subjects; Graham et al., 1996), 
where all subjects are rated by the same initial rater 
and Rs − 1 randomly sampled raters. This scenario 
mirrors a situation in which, for example, a primary 
investigator rates all subjects in a study, while Rs − 1 
research assistants each rate a subsample of subjects. 
It is important to note that we still assume that 
all raters are similarly trained, ensuring that they are 
interchangeable and sampled from the same 
distribution.

We used the same data-generating mechanism, esti
mation methods, and dependent variables as in the 
main simulation study, but tested the performance of 
the methods for an anchor-rater design under the 
worst-performing conditions of the original simulation 
only. These were the two conditions with R ¼ 10 
raters in total, Rs ¼ 2 raters per subject, N ¼ 30 sub
jects, S2

s ¼ 2; S2
r ¼ 0:5; and S2

sr ¼ 1 or 2.

Results: follow-up simulation 1
The performance of the three estimation methods in 
the anchor-rater conditions differed negligibly com
pared to the random-rater conditions from the ori
ginal simulation study. MCMC-HL’s and MLE-RE’s 

accuracy, coverage, and computational feasibility were 
comparable to those in the primary simulation study; 
that is MLE-RE (with Monte-Carlo CIs) still outper
formed MLE-HL and MLE-CF based on all criteria. 
Compared to the random-rater designs, the percentage 
of converged replications for MLE-CF dropped 
greatly. For details, we refer to Table 3 in the online 
Supplementary Materials A.

Methods: follow-up simulation 2
As for Follow-up Simulation 1, we build on the 
worst-performing condition of the original simulation 
study, with a rater pool of R¼ 10, with ks ¼ 2 raters 
for each of N¼ 30 subjects. We kept the subject vari
ance at the initial level of r2

s ¼ 2 but specified low– 
near-zero–values for both rater-related variance com
ponents to mimic conditions with high IRR. The rater 
variance had three levels: r2

r ¼ 0.50, 0.10 or 0.01. The 
interaction variance had two levels: r2

r ¼ 1.00 or 0.10. 
A fully crossed design resulted in 3� 2 ¼ 6 condi
tions in total.

The resulting population ICCs for single ratings 
had higher values compared to the original simulation 
study and varied from ICC(A,1) ¼ :57 − :95 and 
ICC(C,1) ¼ :67 − :95 across conditions. These values 
adequately resemble interrater reliability coefficients 
that are often observed in peer-reviewed literature.3

We inspected the accuracy of point- and variability 
estimates of the ICCs and variance components, but 
did so only for the preferred MLE-RE method.

Figure 9. Example of two types of planned-missing designs.

3We emphasize that, although published research often reports high IRR, 
it is quite common for validation studies to find low ICCs. Researchers 
then improve the rating procedure before using the resulting ratings for 
research purposes.
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Results: follow-up simulation 2
MLE-RE accurately estimated both types of ICCs and 
their variability estimates in all conditions with low 
rater-related variance components. These estimates 
were also accurate in conditions with near-zero 
main-rater variance (i.e., r2

r ¼ 0.10 or 0.01), in which 
the rater variance was substantially overestimated 
(up to 200%). The relatively low rater variance com
pared to subject variance rendered the effect of this 
bias negligible for the accuracy of the ICC estimates. 
See Figures 1–3 in the online Supplementary 
Materials B for details.

Demonstration of the MLE-RE method using 
educational data

We used observational data resulting from a planned- 
missingness design from an educational context to 
illustrate the use of the MLE-RE method. Yuen et al. 
(2020) developed an instrument to rate the communi
cation skills of student clinicians. Both the data and 
the R functions and syntax required to replicate these 
analyses (and to estimate ICCs using different data) 
are available on the OSF (Ten Hove et al., 2022a).

Sample

The data are provided in long format. Each row of 
data includes one observation (in the column score) 
for a single subject as assessed by a single rater. The 
data thus have multiple rows per subject, the number 
of which depends on how many raters assessed the 
subject:

> long < - read.table("ACPdata.txt")

> head(long)

subject rater score

1 1 2 1

2 1 1 2

3 2 3 3

4 2 1 4

5 3 4 2

6 3 5 3

> ## Inspect the Sample
> # Sample size of subjects
> length(unique(long$subject))

[1] 29

> # Rater Pool
> length(unique(long$rater))

[1] 6

# Raters per subject
> unique(colSums(table(rater¼long$ 

rater, subject = long$subject)))

[1] 2

The study used an incomplete two-way observa
tional design, in which 29 subjects were each assessed 
by 2 raters, who partly overlapped across subjects. 
The rater pool consisted of 6 raters in total. Table 4 
in the online Supplementary Materials A provides the 
full data example in a table analogous to Figure 1(b).

Estimating IRR from incomplete data

Estimating ICCs from incomplete two-way data can 
be done with the estICCs() function we provided 
in the ICCfunctions.R document. This function 
requires long-format data. As input for the function, 
researchers should provide the column of the attribute 
scores of which they want to know the IRR (here Y ¼
"score"), the column with subject IDs (here sub
jects ¼ "subject"), and the column with rater 
IDs (here raters ¼ "rater"). As estimator, 
researchers can choose between MCMC-HL (esti
mator ¼ "MCMC") and MLE-RE estimation (esti
mator ¼ "MLE"). MLE-CF is not available because 
it was never preferred over MCMC-HL or MLE-RE.

> # Source functions
> source("ICCfunctions.R")

> # Compute ICCs for incomplete Data
> IRR_MLE < - estICCs(long, Y ¼ "score", 

subjects ¼ "subject", raters ¼ "rater",

þ estimator ¼ "MLE")

The estICCs() function output contains all 
ICCs and variance components that can be estimated 
from the data, accompanied by confidence intervals 
and SEs. Also, it provides the values of k, k̂; and q, 
which were used to derive the ICCs of average ratings 
(i.e., the ICC(A,k), ICC(A, k̂), ICC(C,k), and 
ICC(Q, k̂)), and which were computed based on the 
rater-subject combinations in the data:
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> # Inspect estimates
> IRR_MLE

$ICCs

est ci.lower ci.upper se

ICCa1 0.7164607 0.4650343 0.9004636 0.09756677

ICCak 0.9381230 0.8391454 0.9819406 0.02787953

ICCakhat 0.8348117 0.6348443 0.9476252 0.06623144

ICCc1 0.8162174 0.6060506 0.9225133 0.06609010

ICCck 0.9638301 0.9023993 0.9862444 0.01535940

ICCqkhat 0.8536545 0.6722265 0.9433816 0.05613101

$variances

est ci.lower ci.upper se

S_s 6.395159 2.5493364 10.197685 1.9318809

S_r 1.090926 −0.5495179 2.732752 0.8399057

S_sr 1.439958 0.6267899 2.261192 0.4146040

$raterDesign

k khat Q

6.000 2.000 0.345

Using MLE-RE, the ICC of interrater agreement 
(ICC(A,1) ¼ 0:72) and the ICC of interrater consist
ency (ICC(C,1) ¼ 0:82) have different values because 
the random-effects model identified variance in main- 
rater effects (i.e., r2

r ¼ 1:09). The ICC(C,1) is therefore 
substantially higher than the ICC(A,1). The interrater 
consistency is thus higher than the interrater agree
ment. This is something we would not be able to 
observe using standard ANOVA-based approaches (see 
our simulation Results) because this method cannot 
distinguish between s2

r and s2
sr from incomplete obser

vational designs.

Discussion

Our simulation study investigated the computational 
accuracy and feasibility of three novel approaches to 
estimate ICCs for IRR from planned-missing continu
ous data, and included the traditional ANOVA 
approach as a benchmark. The traditional random- 
effects ANOVA underestimated the ICC(C,1), which 
was to be expected because this approach cannot dis
entangle the rater and interaction variance from 
planned-missing data. MLE-RE yielded accurate esti
mates and was practically feasible. The MLE-RE point 
estimates and SE estimates had the least bias of all 
proposed estimation methods, and the method con
verged in a few seconds for almost all data sets. We 
recommend to complement this method with Monte- 
Carlo CIs which had almost nominal coverage rates.

Although our results are limited to the selected 
experimental conditions, we believe that the wide 
range of ICCs—based on the selected magnitude of 
variance components—and the sample sizes of subjects 
and raters that we selected reflect real situations we 
have encountered in practice (cf. Majdand�zi�c et al. 
2016; Yuen et al. 2020; Zee et al. 2020). Given current 
methodological knowledge and software availability, 
we found the MLE-RE method the single preferred 
method to estimate ICCs for IRR for differing sample 
sizes of subjects and raters, magnitudes of raters vari
ance, and across proportions of missing observations.

The coverage rates of ICCs for interrater agreement 
were considerably lower for small samples of raters, 
than those for larger samples of raters. ICCs of inter
rater agreement include the main-rater variance in the 
denominator, which was estimated based on small sam
ple sizes (3–10 raters). These small samples of raters 
resulted in relatively large SEs for the rater-variance 
component. Jiang et al. (2022) recently compared four 
interval-estimation methods for generalizability coeffi
cients estimated using MLE-RE with complete data 
(from a two-facet design with 2 raters and 20 items). 
Their results indicated that a parametric bootstrap pro
vided the most accurate CI coverage rates across condi
tions, which is consistent with our results that the 
Monte-Carlo CI provided the best coverage rates. 
However, they resampled the random effects and resid
uals for every case, whereas the Monte Carlo CI that 
we considered only resamples the variance components 
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from their estimated joint distribution (Preacher & 
Selig, 2012). Bootstrapping random effects and residuals 
is more computationally intensive because it requires 
refitting the model to each bootstrap sample, and the 
bootstrapping algorithm might need to be adapted to 
respect the ignorability assumption with incomplete 
data. Monte Carlo CIs avoid either complication, and 
our results in Figure 7 indicate they perform just as 
accurately with complete or incomplete data when 
using MLE-RE.

Limitations and future directions

In this article, we focused on estimating ICCs from 
PMDs with random and independent raters. This 
choice originates in the definition of interrater reli
ability as used in this article, namely the degree to 
which ratings can be generalized over independent 
and randomly sampled interchangeable raters. We 
thus tested estimation methods that help researchers 
decide to which degree the results of a rating study 
can be generalized over other potential raters. This 
definition of IRR and focus on random and independ
ent raters restricts the generalization of our results. 
Another type of design that we did not further con
sider is an anchor-rater design in which the anchor 
rater is an expert rater, and all other raters are a ran
dom sample of raters. If the anchor rater were to have 
a different status (e.g., an expert rater), that would 
more closely resemble a different PMD: the two- 
method measurement design (Graham et al., 2006), 
but somewhat reversed. The two-method design is 
employed when accurate, precise measures are expen
sive, whereas less reliable measures (e.g., self-reported 
behaviors) are relatively cheap. Thus, all subjects in a 
two-method design provide cheap self-reports, whereas 
only a random subsample are measured using the bet
ter measurement method. However, an expert anchor 
rater (with observations for each subject) would be 
likely be considered a more reliable method than the 
additional raters that provide ratings for part of the 
subjects. In such instances, the interrater reliability can 
no longer be inspected as a measure of the degree to 
which ratings can be generalized over randomly 
selected interchangeable raters, and therefore falls out
side the scope of this study.

Our design considered only planned missing data, 
which can be considered ignorable missingness. If the 
missingness is ignorable, likelihood-based inferences 
are still valid. In practice, data may be fraught with 
non-ignorable missing data, such as attrition, which 
may result in biased estimates (Baraldi & Enders, 

2010). In such a case, satisfying the missing at random 
(MAR) assumption would still render the missingness 
ignorable when using any of the estimation methods 
investigated here. However, satisfying the MAR 
assumption is more difficult because missingness is 
not randomly assigned, and the exact mechanism will 
rarely be known to the researcher. Readers interested 
in testing the MAR assumptions are advised to con
sult Potthoff et al. (2006) and Mohan and Pearl 
(2021). Non-ignorable missing data may sometimes be 
mitigated by including auxiliary variables in the ana
lysis that can (partly) explain the missingness. Jiang 
et al. (2018) provide a more thorough discussion of 
estimating generalizability coefficients (of which the 
ICCs for IRR discussed here are a special case) while 
incorporating auxiliary variables in the MLE-CF 
approach, but in principle it should be possible to 
extend Graham’s (2003) “saturated correlates” 
approach in order to incorporate auxiliary variables in 
a multivariate extension of the MCMC-HL method.

The fully Bayesian MCMC-HL approach provides 
an avenue for future IRR research. We used weakly 
informative priors for the variance parameters under
lying the ICC estimates because we wanted to com
pare estimation methods for generic use. Apart from 
allowing for very small variance components, we had 
no substantive reasons to test more informative priors. 
If researchers have substantive information about the 
sources of variability in their ratings, they could use 
more informative priors for the variance components. 
That way, they may yield more accurate ICC estimates 
than the we obtained in this study, which may 
approximate or overrule the accuracy of the MLE-RE 
estimates. The MCMC-HL method was not preferred 
over the MLE-RE approach, but it could provide 
answers to questions about the IRR that the maximum 
likelihood approaches cannot provide. Using the pos
terior distributions of the IRR coefficients, researchers 
could estimate the probability that the IRR is higher 
(or lower) than a specific cutoff value (Pfadt et al., 
2022).

Extending the discussed estimation procedures to 
discrete data would be another potential avenue for 
future research into the estimation of ICCs. Items in 
rating scales often have binary or polytomous 
responses. Estimating IRR with ICCs on the item 
(instead of scale) level when items have discrete 
response options requires additional research. 
Generalizability theory traditionally treats discrete 
data as continuous (e.g., Bock et al. 2002), but gener
alized linear models with logit and probit link func
tions have latent response variable interpretations 
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(Agresti, 2010) that could make estimated ICCs more 
comparable across studies with different numbers of 
response options (e.g., 5- vs. 7-point Likert scales; 
Vispoel et al., 2019). Previous proposals have focused 
primarily on MLE-CF (Ark, 2015; Vispoel et al., 2019) 
for test–retest and scale reliability, but Van der Ark 
et al. (2023) used Monte Carlo simulation to investi
gate MCMC-HL estimation of IRR when using a spe
cific PMD (a block design with nonoverlapping subsets 
of subjects observed by nonoverlapping subsets of 
raters). Moreover, the interpretation of different ICCs 
when applied to discrete responses—such as the 
meaning of averaged ratings, consistency, and agree
ment—requires further discussion. In particular, com
posites (e.g., averaging scores across multiple raters) 
would be on the observed discrete-response scale, 
rather than on the continuous latent-response scale. 
Green and Yang (2009) proposed a way to calculate 
scale reliability on the observed ordinal scale when 
using MLE-CF with a probit link, but their proposal 
(not founded on generalizability theory) has yet to be 
generalized to long-format methods such as MCMC- 
HL or MLE-RE.
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