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A Methodological approaches in the epidemiological
and medical literature: a literature review

In exploring the relationship between environmental factors and mortality statistics, various
methodologies have been proposed in the epidemiological and medical literature.

Minimum mortality temperature bands. Keatinge et al. (2000) conduct an observa-
tional study to investigate heat-related mortalities across Europe. Hereto, they compute the
daily death rates m(ﬁg)_m’t of individuals aged 65-74 at time ¢ per million population for sev-
eral regions 7 including North Finland, South Finland, Baden-Wiirttemberg, Netherlands,
London, North Italy, and Athens from 1988 to 1992. They then retrieve region-specific,
daily mean temperatures from the Royal Meteorological Office and calculate the average
death rate per million population across successive temperature bands of 3°C, each sepa-
rated by 0.1°C. Hereto, let T° be any temperature in degrees Celsius and define the set of
time points at which the temperature T° is exceeded in region 7:

S,(T°) = {t | 7° < Tavg!) < T° + 300} ,

with Tavg,g") the region-specific daily mean temperature at time ¢ (in daily date format).
The average region-specific death rate per million population in temperature band [T°, T°+

3°C] is then defined as:
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Subsequently, they identify the temperature band with the lowest death rate in each re-
gion, i.e., [T™") Tt 4+ 3°C], also called the region-specific minimum mortality tempera-
ture (band), and find that these bands are significantly higher in regions with hot summer
temperatures, e.g., Athens with [22.7°C,25.7°C], compared to regions with cold summer
temperatures, e.g., north Finland with [14.3°C,17.3°C]. They then calculate the annual
heat-related mortality in each region r as the average number of days the minimum mor-
tality temperature band was exceeded in a year, multiplied by the mean difference of the
daily death rates per million population at temperatures above the minimum mortality tem-
perature band with the daily death rate per million population within this band. These
differences are calculated as: )
m((sg)-m,t - mé’fu),

for time points ¢ at which the average temperature Tavggr) exceeds T™*") 4+ 3°C. They
find that regions with hot summers did not exhibit significantly higher annual heat-related
mortality compared to colder regions. They conclude that European populations have
effectively acclimated to average summer temperatures, and can be expected to adapt to
the predicted global warming, see Hulme and Jenkins (1998), with only a small increase
in heat-related mortality. However, such an approach typically overlooks the non-linear
relationship between temperature and the (daily) mortality statistics.

Time series models. Yet another strand in the literature relies on time series regression
models. Here, researchers typically assume an overdispersed Poisson distribution for the
daily death counts, with as an exploratory variable the observed daily temperature values or
daily measurements of a particular air pollutant, alongside other time-varying confounding
factors (Armstrong, 2006). As an example, the structure of such a time series regression
model, with the daily average temperature Tavg as the explanatory variable of interest, is
typically represented as:

logE [Dt(r)] =ao 4+ f (Tavggr) | ﬁ(r)) + (confounding covariates)gr)Jr

(smooth function of time)gr),

(A1)

where Dy) is the death count random variable from a specific region r at time ¢ and «
denotes the intercept term. Furthermore f() Tavggr) | B) denotes the function captur-
ing the relationship between the region-specific daily average temperature and the daily
death counts at time ¢ and region r, also known as the temperature-mortality association,
parametrised through a vector 3. Examples of confounding factors include daily measure-
ments of air pollution or other weather-related covariates, such as humidity, rainfall, and
wind speed, that may influence the daily death counts. The smooth function of time is
incorporated into the model to accommodate for seasonal effects and demographic shifts
(Armstrong, 2006). While earlier studies such as The Eurowinter Group (1997) and Lovett
et al. (1986) favoured Poisson regression models with a linear functional form for modelling
the temperature-mortality association, later research by Braga et al. (2002) suggests a more
nuanced U-, V-, or J-shaped association between daily death counts and daily temperature
values, necessitating a non-linear functional form. Hereto, Armstrong (2006) mentions that
natural cubic splines are typically used for modelling the temperature-mortality association.

Studies by Braga et al. (2001) and Pattenden et al. (2003) reveal that the impact of
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a cold spell on mortality may persist for a week or longer, while the effects of heat are
more immediate. Additionally, Verhoeff et al. (1996) applies time series Poisson regression
models to find a positive correlation between ozone levels and daily mortality in Amsterdam,
with effects persisting for up to two days. Ozone is a significant contributor to smog at
ground level and can harm the respiratory system (Mudway and Kelly, 2000). Sunyer
et al. (1996) show similar findings in Barcelona for other air pollutants such as sulphur and
nitrogen dioxide. Sulphur dioxide mainly originates from fossil fuel burnings and irritates
the respiratory tract and eyes, posing heightened risks to asthmatic patients, while nitrogen
dioxide is a toxic gas that induces respiratory issues and can lead to a reduced lung function
(Devalia et al., 1994). These studies indicate that the effects of a particular event, such as
a cold spell, heat wave, or elevated air pollution levels, may extend beyond the period in
which it occurs, and possibly exhibit delayed impacts over time.

Distributed lag models. To adequately address such delayed effects, researchers have
proposed distributed lag models (DLMs). A DLM is a linear, additive regression model
for time series data that predicts the current values of a dependent variable using both
current and past (lagged) values of an explanatory variable. Almon (1965) initially proposes
the DLM to model quarterly capital expenditures in manufacturing industries, but the
framework has been applied in other fields such as epidemiology, as highlighted by Pope
and Schwartz (1996). Schwartz (2000) further refines the DLM and applies it to a case
study to estimate a biologically plausible lag structure between daily air pollution levels
and daily deaths across ten cities in the United States (US). Additionally, Braga et al.
(2001) examine the delayed impact of temperature and humidity on overall daily mortality
in 12 US cities. In scenarios where the daily average temperature serves as the explanatory
variable of interest, the DLM’s model specification is similar to the time series regression
model in (A.1), but with the following lagged functional form to model the temperature-
mortality association:

L
f (Tavel” | 87) = 34" - Tavel, (A2)
1=0
where L is the maximum number of lags considered. To avoid collinearity issues, Almon
(1965) and Schwartz (2000) suggest to constrain the parameters corresponding to the differ-
ent lags. More specifically, they assume that the Bl(r)’s, forl =0,1,.., L, follow a polynomial
function with parameters 7),(:), for k =0,1,..,vg:

B ="k, (A.3)
k=0

Hence, the ﬁl(r)’s are modelled as smooth functions using polynomial basis functions of the
lag dimension.

To enhance modelling flexibility, Zanobetti et al. (2000) propose a comprehensive frame-
work by combining DLMs with generalised additive models. Expanding on our example
where the daily average temperature is used as explanatory variable of interest, they gen-



eralise the time series regression model in (A.1) using the DLM structure in (A.2) to

log E [Dy)} al” + ( Rt Zgz ( Zt) Zﬂl - Tavg!"), (A.4)

where z; (") denotes a set of region- Spe01ﬁc Confoundlng covariates modelled linearly through
the region-specific parameter vector ("), and gl( ) s denote smooth functions of time or
of confounding covariates in region r. The parameter vector B follows the polynomial
function in (A.3) to ensure smoothness along the lag dimension. Zanobetti et al. (2000)
demonstrate the utility of their approach by modelling the association between lagged
daily air pollution levels and daily death counts in Milano. Due to the incorporation
of lagged effects, DLMs are valuable in identifying harvesting effects, where particular
events, such as extreme temperatures, disproportionately impact vulnerable individuals.
This precipitates events like deaths, leading to short-term higher mortality rates relative
to the baseline (Schwartz, 2001). Afterwards, the mortality rates are lower than expected.
This phenomenon is known as harvesting (Zanobetti et al., 2000). In conclusion, the
main advantage of DLMs lies in their ability to incorporate a detailed representation of
the time-course of the temperature-mortality or air pollution-mortality relationship and
provide information about the overall effect even in the presence of delayed contributions
or harvesting.

Distributed lag non-linear models. While the extension of Zanobetti et al. (2000)
provides a more flexible approach, DLMs can only be used to model the lag structure
of linear effects, see (A.4). As such, their proposed model structure exhibits limitations
in representing the lag structure of non-linear relationships. Therefore, Gasparrini et al.
(2010) introduce Distributed Lag Non-linear Models (DLNMs), a versatile family of models
capable of describing non-linear effects along the predictor space and the lag dimension.
Here, we select a set of vg+1 basis functions for the explanatory variable of interest, denoted
as bj(+), for j =0,1,...,vg. Examples include polynomials or spline functions. The DLNM
specification is similar to the generalised additive DLM shown in (A.4). However, in this
model, the lagged functional form of the explanatory variable is expressed as (Gasparrini
et al., 2010):

L vg
f (Tave | 87) = 32378 - by(1avel”). (A.5)
=0 j=0

To address collinearity issues, similar constraints as in (A.3) can be imposed:

]l _Zn]k ) (A6)

for all j = 0,1,..,vg and [ = 0,1,.., L. By utilising the vg + 1 basis functions for the
explanatory variable, they ensure a smooth, non-linear relationship between temperature
and daily death counts. Meanwhile, the constraints on /Bj(?}) using vy, + 1 polynomial basis
functions guarantee a smooth delayed impact across consecutive lags. For interpretation



purposes, we presented here a somewhat simplified representation of the DLNM. Gasparrini
et al. (2010) extend the DLNM structure from (A.5) by introducing a general set of basis
functions for the lag dimension, rather than the polynomial basis functions used in (A.6).

The application of DLNMs is widespread in the epidemiological literature, particularly
to study the health impacts of air pollution and weather factors across multiple locations.
In this setting, researchers typically adopt a two-stage analytical design. In the first stage,
location-specific temperature-mortality or air pollution-mortality associations are estimated
using time series regression models such as DLMs or DLNMs. These estimated location-
specific relationships are entirely described by the basis functions b;;(-), the lag dimension,
and the estimated parameters (") € Rs+D>x L+ i the DL(N)M structure, see e.g., (A.5)
and (A.6). The estimated parameters then form the response for a (multivariate) meta-
analytical modelling technique in the second stage (Gasparrini et al., 2012; Gasparrini and
Armstrong, 2013). As such, meta-regression, a particular meta-analytical technique, groups
and synthesises results from different locations obtained from the first stage location-specific
regression models while adjusting for region-specific covariate effects. More specifically, the
estimated parameters from the DLNM of location r are grouped into a column vector of
size (vg + 1) x (vg + 1), denoted as $)"). Such a multivariate meta-regression model is
defined as:

A ~ N (U(T)C, S™ & 11;) 7

where U™ encompasses region-specific covariate effects, referred to as meta-variables. The
matrices S and W represent the within and between-location covariance matrices, respec-
tively. The parameter vector ¢ describes the association between the meta-variables and
the estimated parameters from the DLNM structure. Employing this two-stage approach,
Gasparrini et al. (2015) conduct a systematic assessment of the impact of temperature on
mortality across various countries in the world, revealing that on average 7.71% of the total
daily death counts can be attributed to both heat and cold, see Gasparrini and Leone (2014)
for the concept of attributable risk in the context of distributed lag models. Moreover, they
find that cold temperatures exert a more significant impact on mortality than heat. Ad-
ditionally, Gasparrini and Armstrong (2011) use a DLNM combined with meta-regression
to examine the impact of heat waves on daily death counts. They find that the excess
risk associated with heat waves in the United States could be largely attributed to the sin-
gle, independent effects of daily high temperatures, with a slight additional effect observed
in heat waves lasting more than four days. However, a multi-country, multi-community
investigation using DLNMs and meta-analysis by Guo et al. (2017) reveals significant cu-
mulative associations between heat waves and mortality across all countries, although the
significance varies by community. Interestingly, they find that heat waves exhibit stronger
associations with mortality in areas experiencing moderate cold and moderate hot temper-
atures compared to cold and hot areas.



B Weekly baseline mortality model: specification of
the penalty matrix

Consider the following specification of the penalty matrix S = (s;;); jer:

Nl =g
sij =4 —1 if i # j are neighboring regions (B.1)
0 elsewhere,

with 7,7 € R and N; the set of neighbors of region 7 € R, not including the region itself.
We define neighboring regions as regions that have a common border. The matrix S, as
defined in (B.1), is symmetric and the rows and columns sum to zero.

We now calculate the product ,B?Sﬁj. Below we omit the subscript j for notational
purposes. We obtain:

R R R
ﬁTSﬁ = (Z 5j3j1> B1 + (Z ﬁj5j2> Bo+ ...+ <Z BijR> Br
=1 j=1 j=1
= (‘lel - Z Bj) B+ <|N’2W2 - Z 53’) Bo+ ...+ (\NRWR - Z 5]') Br.

JENT JEN, JENR

If we rewrite the terms in brackets, we obtain:

B'SB="(Bi—-B)Bi+ > B=B)B+...+ > (Br—B5) Br.

JEN JEM JENR

Next we group the terms containing (1, (s, etc., and we rewrite this to:

IBTSBZZ (81— Bj) Br + Z(ﬁj‘ﬂl)ﬁj ‘1‘2(52—53‘)524—2(5]‘_52)5]‘ +...+

JeM JEN FEN2\{1} JEN2\{1}
Z (Br-1 = Bj) Br-1 + Z (8; = Br-1) Bj,
jeNRfl\{lv'wR_Q} jENRfl\{L“vR_Q}

where, e.g., Mi\{1, ..,k — 1} represents the set of neighbors of region k, excluding the first
k — 1 regions, for k =1,2,..., R — 1. After simplifying, we obtain:

BTSB="(Bi—B)"+ D (B=8) + ... + > (Br1—B)*.

jENl JENQ\{l} jENRfl\{lv"7R_2}

We conclude that the imposed penalty matrix penalises the sum of the squared differences
between the parameters of neighboring regions.

A toy example is shown in Figure B.1 and Table B.1, where we focus on five NUTS 3
regions in Spain and specify the corresponding quadratic penalty matrix S.
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Figure B.1: Five NUTS 3 regions in Spain. Table B.1: Quadratic penalty matrix S.

C Machine learning methods: algorithms, parameter
tuning, and interpretation tools

C.1 Notation

For notational purposes, we denote azi’;f, as the input vector for the machine learning

method. This vector consists of the (one-week lagged) environmental anomalies, the (one-
week lagged) extreme environmental indices, and the region and season-specific covariates.
Given that we assume a Poisson distribution for the random variable ng,, representing
the number of deaths in week w € W, of year t € 7 and in region r € R, we construct the
model on a logarithmic scale to ensure non-negativity of the outcome values. Hereto, we

introduce the function:
f:RI > R:xw— log f(x),

where ¢ is the dimension of the input vector azg) Since the predictions are constructed on
a logarithmic scale, the outcomes of the machine learning method need to be transformed
on an exponential scale:

fML (@2) = eXp (fML (3;%)) )

forallt € T, w € Wy, and r € R. The subscript ‘ML’ refers to the chosen machine
learning method. In this paper, we focus on tree-based machine learning models, i.e.,
extreme gradient boosting (XGBoost), light gradient boosting (Light GBM), and random
forest (RForest). We use the negative Poisson log-likelihood as the loss function when
growing trees:

£ (d.di) = b0 f (2) — i) - (og £ (20)) +10gbl1)) +logdlll. (C.1)

Here, CZ% = IA),ETJJ - f( S;?,) is the estimated death count in week w of year t for region 7 and

f() the predictive function on exponential scale.



C.2 Machine learning algorithms
C.2.1 Extreme gradient boosting

Extreme gradient boosting (XGBoost) is an efficient, computationally fast implementation
of the gradient boosting algorithm (Chen and Guestrin, 2016). This algorithm builds an
ensemble of regression trees where each new tree sequentially corrects the errors made in
the previous tree. Details are outlined in Algorithm 1 and rely on six tuning parameters,
which we summarize in Table C.1. The XGBoost method contains a broader set of pa-
rameters, which we refer to as hyper-parameters. These further extend the configurational
possibilities of the method, see Chen et al. (2019) for a detailed overview. We represent
XGBoost’s estimated predictive function as fXGBOOSt(-).

Algorithm 1: Gradient boosting for Poisson distributed outcomes.

Input: The training data {(az%, b\ dg)}
' ' rERLET , WEW,

Set initial model predictions: f(o) (a:%) =0forallreR,teT and w e W,.

for n in 1 : nrounds do
Calculate the gradient and hessian of the loss function L:

%) _ rﬁ (diql,f :cﬁil))] g e (=) 4o
(7)<

T) 0 t,aw-*
8f <wt7w> :A<n71) <$£21>

o (o) - o2 (dff).f (= Efu)) i) o (#12),

of (mt w) H(67) = (=470

Fit a single regression tree d(,) of maximum depth max_depth and of minimum

child weight min_child weight on a random subset of subsample x 100% of
the training instances %cgil, BETI)U, —30m) (@870) [y (ﬁj&)) and
colsample bytree x 100% of the features:

iy (241
=g S5 5 i (s >[a(x§z)M]

deA reR teT wEWt

Update the model predictions with learning rate eta:

f(n) (a;yu)]) = %(n—l) (mﬁl) +eta- b, (mg”i) :

end
Output: ]EXGBOOSt (:c%) f(nrounds) (mt w) forallr € R, t €T and w € W,.




Tuning parameter Explanation

nrounds The maximum number of boosting iterations.

max_depth The maximum depth of a tree.

eta Learning rate: adjusts the impact of each tree by multiplying
it with a factor eta when incorporating it into the current ap-
proximation.

subsample Subsample ratio of the training data. A value of, e.g., 0.75,

means that the algorithm randomly selects 75% of the training
observations each time it constructs a tree.

colsample_bytree Subsample ratio of the columns or features when constructing
trees.
min child weight Minimum sum of observation weights, i.e. hessian values, re-

quired in each node of a tree.

Table C.1: Tuning parameters in the XGBoost algorithm.

C.2.2 Light gradient boosting

The light gradient-boosting machine (Light GBM) is an alternative implementation of the
gradient-boosting algorithm (Ke et al., 2017). The main difference with XGBoost is how
trees in the ensemble are grown. Light GBM uses a leaf-wise tree growth strategy. It splits
trees leaf by leaf based on the split leading to the largest loss reduction. XGBoost grows
trees level by level and splits all nodes at the same depth before moving to the next level.
While XGBoost favors balanced tree structures, it is often less efficient. On the other hand,
Light GBM’s leaf-wise strategy is more prone to overfitting since it creates deeper trees.
Table C.2 outlines the six tuning parameters considered for Light GBM. These param-
eters are almost identical to those in Table C.1 for XGBoost, except that we replace the
maximum tree depth (max_depth) with the maximum number of leaf nodes (num_leaves).
This parameter is crucial in Light GBM’s algorithm as it directly controls the complexity
of the tree structure. We denote Light GBM’s estimated predictive function as fLightGBM( ).

C.2.3 Random forest

Random Forest (RForest) is a tree-based ensemble method that constructs multiple inde-
pendent regression trees. It then averages their resulting predictions to improve accuracy
and reduce overfitting (Breiman, 2001). Algorithm 2 provides further details. This ap-
proach differs from XGBoost and Light GBM which sequentially build trees based on the
errors made by previously grown trees, rather than constructing independent trees on the
original dataset. We use XGBoost’s implementation of the RForest algorithm for its flex-
ibility in handling non-standard distributions, such as the Poisson distribution for death
counts, and its support for offset terms (e.g., baseline death counts). These settings are
unavailable in standard random forest implementations in R.

Table C.3 lists the five considered tuning parameters for the RForest algorithm. We fix
the learning rate (eta) and the number of boosting rounds (nrounds) to 1 in the XGBoost’s
implementation of random forest to replicate the random forest setting. We represent the
random forest’s estimated predictive function as prorest(-).



Tuning parameter

Explanation

nrounds
num_leaves
eta

subsample

colsample_bytree

min child weight

The maximum number of boosting iterations.

The maximum number of leaves in a tree.

Learning rate: adjusts the impact of each tree by multiplying
it with a factor eta when incorporating it into the current ap-
proximation.

Subsample ratio of the training data. A value of, e.g., 0.75,
means that the algorithm randomly selects 75% of the training
observations each time it constructs a tree.

Subsample ratio of the columns or features when constructing
trees.

Minimum sum of observation weights, i.e. hessian values, re-
quired in each node of a tree.

Table C.2: Tuning parameters in the Light GBM algorithm.

Algorithm 2: Random forest algorithm for Poisson distributed outcomes (using

XGBoost).

Input: The training data {(wﬁrg}, IA)E?), dﬁﬁl

for n in 1 : ntrees do
Subsampling: Draw a random subset (without replacement) of size
subsample X 100% of the training data.

features.

end

> }TER,tGT,wEWt

Feature bagging: Select a random subset of colsample bytree x 100% of the

Grow a regression tree f(n) on the subset using:
XGBoost’s random forest mode

Poisson loss objective
Maximum depth (max_depth)
Minimum child weight (min_child weight).

ntrees

1

Output: fRForest (:L'E?J) = Z ﬂn) <w§2) forallr € R, t€T,weW,.
1

ntrees
n—=

C.3 Parameter tuning with cross-validation

For simplicity, let 7 = {0,1,2,...,7 — 1} represent the considered time range consisting of
T years. We choose the number of folds (K') equal to the number of years in our training
data, i.e., K =T. Each fold uses a specific year t € T as validation data and the remaining
years as training data. Consequently, for each fold, the validation data consists of either
53 - |R| observations for a leap year or 52 - |R| observations otherwise.

The T-fold cross-validation process, visualised in Figure C.1, involves training the tree-
based machine learning method on 7" — 1 folds and predicting the observations in the
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Tuning parameter Explanation

ntrees The maximum number of parallel trees to grow.
max_depth The maximum depth of a tree.
subsample Subsample ratio of the training data. A value of, e.g., 0.75,

means that the algorithm randomly selects 75% of the training
observations each time it constructs a tree.

colsample_bytree Subsample ratio of the columns or features when constructing
trees.
min child weight Minimum sum of observation weights, i.e. hessian values, re-

quired in each node of a tree.

Table C.3: Tuning parameters in the random forest algorithm (using XGBoost).

remaining hold-out fold, considering various parameter combinations from a predefined
tuning grid. This cycle is repeated T times, as illustrated in Figure C.1. Subsequently, for
each parameter combination in the tuning grid, the Poisson loss, see (C.1), is computed on
the predictions made for the hold-out fold. The average of these loss values across the T’
different hold-out folds is calculated for each parameter combination. The optimal values
for the tuning parameters correspond to the parameter combination that yields the smallest
average loss value.

Full dataset

Year 1 Year 2 Year 3 s Year T'

0 1 2 3 - T-1 T Time

Figure C.1: Visualisation of the proposed T-fold cross-validation for tuning the parameters in
the tree-based machine learning method. The blue boxes refer to the training folds
and the red boxes to the validation folds in each split.
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C.4 Interpretation tools

We assume that the training data, i.e.,

{ (wm oG

t,awr Yt,awr Ytaw

) }reR,tET,wGWt ’ (C.2)

consists of feature vectors with ¢ variables:
1:1(5?0 = (xgrt)w, ngt)’w, o ,xf;t)?w> c RY.

For simplicity, we refer in the below explanation to X; as the [-th feature, for [ =1, .., ¢,
as random variable and to f(-) as the fitted machine learning method, i.e., fxaBoost(*),

fLightGBM(')a or fRForest(')-

Feature importance Following the notation from Section 4.2 in the paper, we let
AL, (X;) be the total reduction in the Poisson loss function, see (C.1), caused by splits
associated to feature X; in the tree built during iteration n of the tree-based algorithm.
We then calculate the (unscaled) feature importance of the feature X; as:

1 M

Vanp(X1) = 77 D> AL (X)),
n=1

where M is the number of boosting iterations in case of gradient boosting (nrounds) or

the number of parallel trees in case of the random forest method (ntrees). We normalise

the obtained importance measure to ensure interpretability and comparability. As a result,

the sum of the feature importances for all features adds up to one.

Accumulated Local Effects The ALE effect of a feature X; at value z is defined as:

fz,ALE(ﬂU) = /"” E

20,1

af(XhXQ) sy Xp)
00X

Xl = Zl:| le —( (C?))

where zy; is a lower bound on the range of X, typically chosen as the minimum value
observed in the data. We interpret the integrand in (C.3) as the expected change in the
prediction function f(-) when slightly changing the feature X; around the value z;, also
known as the local effect. Afterwards we accumulate these local effects by integrating
them from zp; to = to unravel the global effect of the feature X; on the response. Taking
the conditional expectation in (C.3) isolates the effect of the feature X; on the prediction
function f(-) from the effects of all other, (possibly) correlated features. Further, Apley
and Zhu (2020) introduce the constant ¢; such that the expectation of the random variable
fiaLe(X)) equals zero.

To investigate interaction effects between two environmental features, say X and X,
we calculate the ALE interaction effect (Apley and Zhu, 2020). Let zoj and zo; be the
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lower bounds on the ranges of X} and X; respectively, then:

FX1, X,y X
JriaLe(z,y) / / { Oleﬁsz ») X = 25, X; = Zz} dzdzy — ¢y, (C.4)

where now the conditional expectation is taken with respect to the joint distribution of
the random variables X; for j # k,l. Equation (C.4) considers the second order partial
effects and accumulates these effects in two dimensions. As such, the main effects of
the features are not considered in the calculation and the ALE interaction effect should
therefore be interpreted as an additional interaction effect on top of the main effects.
Further, the constant ¢, is determined such that the expectation of fi; aLe(Xk, Xi) equals
zero. Appendix C.4 outlines the estimation procedure for calculating the ALE (interaction)
effect on the training data.

Since we do not have a closed-form expression for the prediction function f of the fitted
tree-based model, the expressions of the ALE (interaction) effects in (C.3) and (C.4) can
not be calculated analytically. Therefore, we estimate these ALE effects using the training
data represented in (C.2). We explain the procedure for estimating the ALE effect of a
single feature X;.

We consider the feature space of the random variable X; in the training data and
divide it into K non-overlapping bins, i.e., zo; < 21; < ... < 2k, where zy; and zg,
are the covariate’s observed minimum and maximum value respectively. Further, let X;(k)
represent the set of training instances for which the [-th feature value falls into the k-th
bin, i.e.,

(k) = {2l | s <2, < ),

with k£ € {1,2,..., K}. We denote n;(k) = |X;(k)| for the number of training instances
that fall into the k-th bin. Now consider any x in the feature space of X; and let ki(x)
be the number of the bin the value z belongs to. Next, we approximate the partial order
derivative in (C.3) with a first-order finite difference and obtain (Molnar, 2019):

Z [f (Zk,h m(—rl),t,w> - f <Zk_1’l’ w(jl)’t’w>}

") ex; (k)

o

1(z)

fl ALE

k=1 m( )

where :c(lql)’m is the feature vector where the [-th feature value has been removed from. The
centred ALE effect then equals:

frae(r) = fiae(r) — = ZZ > fiave <Iltw> ; (C.5)

TGR teT weT

with n the number of training instances. We estimate the ALE interaction effects in (C.4)
in a similar way. However, instead of considering one-dimensional bins, we now need to
consider rectangular grid cells. Furthermore, we approximate the second-order partial
derivative by a second-order finite difference, see Apley and Zhu (2020) and Molnar (2019)
for further details.
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D Feature engineering

D.1 Daily aggregation of hourly air pollutant levels

We consider an air pollution factor from Table 1b in the paper and denote it as xi}ful?gjzat)

This feature represents the concentration of a specific air pollutant in year ¢, week w, day
d, and hour h, located at longitude-latitude coordinates (long,lat). We then compute the
daily minimum, average, and maximum concentrations of the air pollutant, measured at
the coordinates (long,lat) as follows:

A (long,lat) (long,lat
— 3 g,la ) —
Tyd —mln{xtwdh | h—O,l,...,23}

f(long,laﬂ;) _ an{ tlz)ng,éat } h = O7 17 e 23}

t,w,d
v (long,lat) (long,1
— g lat) —
Tyypg = MAx {xtwdh ‘ h=0,1,. 23} :

For the weather factors listed in Table la in the paper, we do not need to make the
conversion from an hourly to a daily time scale, since these factors are already defined on
a daily time scale at specific longitude-latitude coordinates.

D.2 Population-weighted spatial aggregation to NUTS 3 level

 (long, lat) : . .
Let Ejj)“g * denote the measurement of a particular environmental factor at coordinates

(long,lat) year t, week w, and day d. This feature can encompass minimum, maximum,
or average air pollution measurements, as defined in Section D.1, or any weather-related
factor from Table 1a in the paper.

We consider the grid G of longitude-latitude coordinates (long,lat) on which the feature
~ (long,lat)

twa  1s registered. We then introduce the function:

mg: G — R : (long,lat) — r

which maps longitude-latitude coordinates from the grid G to the NUTS 3 region r it
belongs. Now, define the set Z(r) that consists of all (long,lat) coordinates of the grid G
contained in the NUTS 3 region 7:

Z(r) = {(long,lat) € G | mg(long, lat) = r}. (D.1)

We create a weighted aggregated feature at the NUTS 3 geographical level as follows:

r ~ (long,la
By = D Wlonglat) - Fyoett) (D.2)
(long,lat)€Z(r)

where Wiiong lat) are weights that sum up to one within each grid Z(r). These weights aim to
compute a population-weighted version of the daily environmental factors, a method that
has also been explored in the existing literature (Balakrishnan et al., 2019; de Schrijver
et al., 2021). This weighting strategy is necessary due to the uneven distribution of a
population within a NUTS 3 region, which tends to concentrate around specific locations.
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Therefore, we put more weight on the daily measurements of the environmental factors at
longitude-latitude coordinates where more people are located, relative to the population
in that NUTS 3 region. We assume these weights w(iong 1at) t0 remain constant over time.
This assumption is consistent with the idea that the proportion of the population within
region r associated with grid point (long,lat) € Z(r) remains relatively stable throughout
the time span under consideration. Our current method assigns each grid point (long,lat)
€ G exclusively to one NUTS 3 region r. Alternatively, an interpolation method could be
explored, enabling grid points near the borders of NUTS 3 regions to also contribute to the
calculation of the feature at NUTS 3 level in (D.2).

We compute the weights using the Socioeconomic Data and Applications Center (SEDAC)
in NASA’s Earth Observing System Data and Information System (EOSDIS). Particularly,
we use the high-dimensional population count dataset, defined on a grid with a spatial res-
olution of 2.5 arc-minutes (= 5 km) and a temporal dimension of five years (CIESIN et. al,
2018). We extract the population gridded dataset at the year 2015 to construct the popu-
lation weights in (D.2).

D.2.1 Construction of population weights
Similarly to (D.1), we define the set of (long,lat) coordinates of the grid G?) that fall within
the boundaries of a NUTS 3 region r € R as:

Z,(r) = {(longlat) | (long,lat) € G@ and mge (long, lat) = r}.

Next, we appoint each longitude-latitude coordinate in the population grid restricted to
region r, i.e., Zy(r), to its closest longitude-latitude coordinate in the feature grid restricted
to region r, i.e., Zy(r). Hereto, we define, for any (long,lat) € Z;(r), the set:

plonglat) 1.y — {(a, b) € I(r) | da((a,b), (long, lat)) < do((a,b), (I, 12)) ¥ (L, la) € z{”} :

where ds refers to the 2-norm or Euclidean distance. We then calculate the population
weights at grid points (long,lat) € Z;(r) as:

Z Pplab)

(a’b)ep(long,lat) (T)
w —_=
(long,lat) Z P(a’b) )

(a,b)EZ>(r)

(D.3)

where P(®?) refers to the population count at any grid point (a,b) in the population grid
G®. The nominator in (D.3) equals the population count attributed to the grid point
(long,lat) of the feature grid and the denominator equals the total population count in the
entire NUTS 3 region r. By construction, the sum of the weights in each region r equals
one. Figure D.1 illustrates the steps to calculate the population weights in (D.2).

In the scenario where a specific, very small NUTS 3 region r € R contains no grid
points from the feature grid GV, i.e., when Z,(r) = (), we determine the feature value jt% p
as the value :%Szzi’lat) at the closest longitude-latitude coordinates from the feature grici to
the boundaries of that region.
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Figure D.1: Visualisation of the calculation of the population weights at each longitude-latitude
coordinate of the feature grid (big dots) in the NUTS 3 region Imperia (Northern
Italy). We attribute the population count at each population grid point (small dots)
to the closest feature grid point (big dots). The solid, light-grey lines represent the
fe(a‘gure grid G, while the dotted, light-grey lines represent the population grid
G\,

D.3 Daily extreme environmental indices

To capture the effects of extreme environmental conditions on mortality, we construct
daily, region-specific features that indicate whether the daily, environmental measurement
in that region exceeds a certain high quantile or falls below a certain low quantile. This
quantile-based approach has been previously used in the literature to analyze the effects
of heat waves (Gasparrini and Armstrong, 2011; Hajat et al., 2006; Anderson and Bell,
2009). Hereto, we propose to calculate the region-specific 5% and 95% quantile of the
entire set of historical observations on the daily minimum temperature Tmin, the average
temperature Tavg, and the maximum temperature Tmax throughout the considered time
period 2013-2019. We define the extreme high temperature index for region r on day d in
week w of year t as:
im0 = 1 {rmax), 2 9} + 1 {ravgl, > 29} + 1 {ratal?), > 29
(D.4)
with, e.g., IL{TmanU)J’d > ¢{"95%)% an indicator function which equals one when the max-
imum temperature in region r on day d in week w of year ¢ exceeds its historical 95%
quantile, and zero otherwise. We refer to this feature as the hot-day index. The index can
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take values 0, 1, 2, or 3, where a value of three corresponds to a very hot day. We define
a similar cold-day index using the 5% quantile, where a value of three corresponds to a
very cold day. Similarly, we create daily indices for surpassing high thresholds of the other
environmental factors and refer to them as extreme environmental indices.

D.4 Daily environmental anomalies

Alongside the extreme environmental indices, constructed in Section D.3, we engineer en-
vironmental anomalies that measure deviations from daily baseline conditions, see, e.g.,
(Ballester et al., 2023) for an application of temperature anomalies to estimate the heat-
related mortality during the summer of 2022 in European regions. Some of the daily
environmental features exhibit a clear seasonal pattern. For these features, we first fit a
region-specific baseline model using robust linear regression with a single set of sine and
cosine Fourier terms as covariates (Gervini and Yohai, 2002). By adopting robust linear
regression, the fitted baseline model becomes less susceptible to the impact of extreme lev-
els within the observed environmental features. In this way, we capture the region-specific
baseline environmental conditions on each day within a year. We have:

~(r r r . QWdaYt,w,d T 27Tda'yt,’w,d T
xi,ql,d = a(() : + 0‘§ sin <m + aé ) cos 36505 + EE,J),da (D.5)

where eETu)J 4 1s a normally distributed error term, day, ,, ; denotes the number of the day in

year t for ISO-date (¢,w,d), and 365.25 represents the average number of days per year.
Alternatively, the exact number of days in a year can be used, with 366 days in a leap year
and 365 days otherwise. In case a feature does not exhibit a clear annual, seasonal pattern,
we do not consider a baseline model for that feature.

Figure D.2 shows an example of the daily baseline trend for three weather factors as
registered in three different NUTS 3 regions. Figure D.2a visualises the seasonal baseline
trend for the daily maximum temperature levels in Barcelona (ES511), showing higher
maximum temperatures during summer days compared to winter days. Figure D.2b shows
the seasonal baseline trend for the daily wind speed levels. Furthermore, we assume a zero
baseline trend for the variable Rain, visualised by the blue line in Figure D.2c. In the
remainder of this section, we will work with the excesses or deviations from the baseline
levels, also referred to as anomalies. These anomalies are the residuals from the region-
specific baseline in (D.5) for the different environmental features. The anomalies of an

(r)

environmental feature z,, ;, with a non-zero baseline equal:

=(r)  _ () 2 (r)
Axt,w,d - xt,w,d - xt,w,d’
where j% 4 represents the estimated daily baseline environmental condition in region r at

day d of week w in year t. In case of a zero baseline trend, i.e., for wind speed, we take
~(r)  _ ~(r)
A‘fljtjnw,d - xtjnw,d‘
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Figure D.2: We visualise the baseline model across the years 2013-2019, fitted by means of
robust linear regression with one sine-cosine Fourier pair for the daily maximum
temperatures observed in Barcelona (a) and for the daily wind speed levels in
Milano (b). In panel (c), we show the daily precipitation amounts in Stockholm
with a zero baseline trend.

D.5 Weekly averages of daily environmental anomalies and ex-
treme indices

We align the daily time scale of the environmental anomalies (see Section D.4) and the
extreme environmental indices (see Section D.3), with the weekly time scale of the death
counts. Hereto, let dgz 4 be any environmental anomaly or extreme environmental index,
registered in region r at day d of week w in year t. We then compute the weekly averages
of this environmental feature as:

5,% = avg {aﬁjjj,d |d=1,2,..,7 } ,
forallt € T, w € W;, and r € R. This weekly averaging process captures effects such
as the heightened impact of prolonged periods of environmental stress on mortality rates,
e.g., multiple hot days within a week. Table D.1 lists the final features which we use as
inputs in the machine learning model.

Figure D.3 illustrates the correlations among the weekly environmental features, as
listed in Table D.1. The most notable positive correlations appear between the weekly
averages of daily PMy5 and PM;y anomalies (0.95), and between the weekly averages of
daily maximum and minimum temperature anomalies (0.73). Additionally, unsurprisingly,
strong positive correlations are observed between the weekly averages of various environ-
mental anomalies and their respective high quantile indices. Conversely, notable negative
correlations emerge between the weekly averages of daily environmental anomalies and their
corresponding low quantile indices.
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Weekly average of the Weekly average of the

Feat . .
eature daily Feature daily
T maximum temperature anomalies 05 average ozone anomalies
T .. minimum temperature anomalies Thighos high ozone indicator
Thot hot-day indicator, see (D.4) Towo, low ozone indicator
Teona cold-day indicator NO,, average nitrogen dioxide anomalies
H' average Ye.kl.thé hl}mldlty anomalies Lighnvo,  high nitrogen dioxide indicator
Tnighm high hurr.n(.ilty' m(.ilcator TowNO, low nitrogen dioxide indicator
]lcij low humlqlt}’ 1gd1cator PM, average PM;, anomalies
P t(?tal prec.lp.ltat.lon .lev.els Iighpyy,  high PMy indicator
Tyighp high precipitation indicator Lowpry,,  low PMyg indicator
Q;V/Vp low prec1plt3tlon 1§dlcator1. PM), . average PMs 5 anomalies
average wind speed anomalies Lgnnt,s  high PMo indicator
Thighw high wind speed indicator I 1 ..
; o lowPM, s 10w PMs 5 indicator
Toww low wind speed indicator

Table D.1: Weekly region-specific, environmental features at a NUTS 3 geographical level. The
prime ’ refers to anomalies, and I refers to the indicator features.
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Figure D.3: Correlations between the weekly environmental features, constructed through the
outlined feature engineering process, and presented in Table D.1.

19



E Case study: calibration

E.1 Calibrating the baseline model for weekly death counts

Figure E.4 illustrates the fitted parameters in the spatially smoothed baseline model, show-
ing smooth variations in the parameters between adjacent regions. The estimated parame-
ter BAY) for the ISO year effect exhibits a negative sign in northern European regions and a
slightly positive sign in southern regions. This suggests that, from 2013 to 2019, mortality
rates slightly increased in the south while declining in the north. Moreover, the larger mag-
nitude of the estimated parameters related to the sine and cosine Fourier terms in southern
regions suggests that the associated seasonal patterns (with 52-week or 26-week periods)
have a more pronounced effect on weekly death counts in southern regions compared to
northern regions.
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The fitted parameters B(()T), B{T), and Bg) (top panels) and Bér), Aflr), and Bér)
(bottom panels) in the spatially smoothed Poisson GLM belonging to the intercept,
ISO year t and the sine and cosine Fourier terms with a period of 52 or 26 weeks,
see (3.2) in the paper.
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E.2 Calibrating the machine learning models
E.2.1 Parameter tuning

We tune the parameters of the three machine learning methods (XGBoost, Light GBM, and
RForest) using 7-fold cross-validation, following the approach outlined in Section 4.2. We
motivate the use of seven folds by the seven-year calibration period 7. Throughout the
cross-validation process, the offset, representing the estimated baseline deaths, is considered
to be known. While, in principle, we should recalibrate this offset for each set of training
fold combinations, we refrain from doing so due to computational constraints. Moreover,
the robust construction of the baseline model ensures that excluding one year from the
training set will only have a negligible impact on the baseline fit and, consequently, on the
offset.

Table E.2.1 presents the parameter grids for tuning each machine learning method under
consideration. The optimal values are highlighted in bold red. Once we have identified the
optimal parameters, we retrain each machine learning model over the full calibration period
(2013-2019) using its optimal parameter configuration.

For XGBoost, we provide an extensive search over a broad range of parameters. For
Light GBM, we focus on three key tuning parameters to limit computational costs: the
number of boosting iterations (nrounds), the number of leaves per tree (num_leaves), and
the learning rate (eta). We keep the remaining parameters fixed to the optimal values
derived from XGBoost. Training random forest is significantly slower than XGBoost and
Light GBM since deep trees are grown in parallel. We therefore restrict the tuning process
to the two most influential parameters: the maximum number of trees in the ensemble
(ntrees) and the subsample ratio of the columns or features (colsample bytree). We set
the maximum depth to a high value, i.e., 15, to allow the model to grow deep trees. We
fix the remaining parameters to align with those of Light GBM and XGBoost.

Parameter XGBoost LightGBM RForest

nrounds / ntrees  {10,20,..490..,2000} {10,20,..1020..,2000} {50,100, ..1900.., 2000}

max_depth {1,3,5,7,9} - Fixed to 15
num_leaves - {2,8,32,128,512} -

eta (learning rate) {0.01,0.05,0.1} {0.01,0.05,0.1} -

colsample bytree {0.5,0.75} Fixed to 0.5 {0.2,0.4,0.6,0.8,1}
subsample {0.50,0.75} Fixed to 0.75 Fixed to 0.75
min_child weight {10,100,1000} Fixed to 1000 Fixed to 1000

Table E.2: Grids for the tuning parameters in XGBoost, Light GBM, and RForest. A horizontal

bar ‘-’ means that the parameter is not considered/applicable. The optimal values
are coloured in bold red.
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E.3 Interpretation tools
E.3.1 XGboost

We discuss interpretation tools in Section 5.3 of the paper.

E.3.2 LightGBM

Feature importance. Following the approach outlined in Section 5.3.2 of the paper, we
compute the feature importance of the variables in the Light GBM. Figure E.5 shows the
top 15 most important features. In addition, we construct 95% confidence intervals by
recalibrating the Light GBM on 1 000 bootstrap copies of the training data in analogy with
Section 5.3.2 of the paper.

Consistent with the findings from the XGBoost model, temperature-related features
rank among the first, occupying the top seven positions. The three most important features
exactly align with those identified in XGBoost: the lagged weekly average of the daily
minimum temperature anomalies (L'(T"; )), the weekly average of the hot-day indicator
(Iot), and the lagged weekly average of the cold-day indicator (L!(I..q)). Features related
to wind speed, humidity, and precipitation demonstrate limited importance in the model,
consistent with the findings in XGBoost. For the top three features, the feature importance
calculated from the LightGBM fit on the original training dataset lies outside the 95%
uncertainty interval derived from the Light GBM fits on the bootstrap copies. A potential
reason is that extreme environmental events in the original data are underrepresented in
the bootstrap samples, causing the original feature importance to fall outside the 95%
confidence interval.
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Figure E.5: The top 15 features with the highest feature importance in the Light GBM. The
feature importance of the weather-related features is visualised in red, air pollution
in grey, seasonal covariates in blue, and the centroid of the NUTS 3 region in
green. Furthermore, the black error bars denote the 95% non-parametric bootstrap
confidence interval for each feature based on 1 000 bootstrap copies.



ALE main effects. Figure E.6 displays the Light GBM-based ALE main effects for a few
selected features, along with the 95% point-wise bootstrap confidence intervals derived from
fits on 1 000 bootstrap copies of the training data. The results are very similar to those
obtained with XGBoost in Section 5.3.2 of the paper. The main difference is that the ALE
main effect of the hot-week indicator is larger than the one in the XGBoost setting. This
larger effect is likely offset by the slightly smaller estimated ALE effects for the temperature

anomalies.

0.12 1
0.025 -
g g 5 0.01
(4] 4 (] . =l
£ 0.08 £ < -
c R
c £ 0.000 A £ {[;
g 1S £ PR |
1 0041 o W 000~ ?
/
| - _ 4
¢ 2 0025 =<
0.00 1 0050 -0.0114 T '
! . . . - T T T -50 0 50
0 ! ’ 3 = ¢ 10 Feature value
Feature value Feature value
: : PM,, (3.04% LY(NO,) (2.41%
lnot (9.34%) leo (3.50%) LY(T,,) (1056%) [ LX(T,.) (4.16 1 (3.04%) (NO,) (2.41%
: : LY(0,) (2.53% 0, (2.18%
L (leo) (9-11%) T, (4.84%) T, (3.61%) (03 (2.53%) 5 (2.18%)
[ pm,, (2.51%)
(a) (b) (c)

Figure E.6: The LightGBM-based ALE main effects for a selected subset of the top 15 most
important features, where the feature importance is given within parentheses in
each panel’s legend. We present the 95% point-wise confidence interval based on 1
000 bootstrap samples of the training data. The different panels display the ALE
main effects of the extreme temperature indices (a), temperature anomalies (b),
and air pollution anomalies (c).

E.3.3 Random Forest

Feature importance. We compute the feature importance of the variables in the random
forest model. Figure E.7 displays the top 15 most important features. Due to the high
computational cost of fitting the random forest model on different bootstrap copies of the
training data, we do not construct 95% confidence intervals for the feature importance
estimates.

The conclusions align broadly with those from the Light GBM and XGBoost models:
temperature-related features rank highest in importance whereas the features related to
wind speed and rainfall are less important. The (one-week lagged) air pollution anomalies
which appear in the top 15 of the random forest model also appear in the top 15 of the XG-
Boost model and Light GBM. However, in the random forest model, the (one-week lagged)
humidity anomalies show greater importance compared to XGBoost and Light GBM.
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Figure E.7: The top 15 features with the highest feature importance in the random forest model.
The feature importance of the weather-related features is visualised in red, air
pollution in grey, and the centroid of the NUTS 3 region in green.

Ale main effects. Figure E.8 displays the random forest-based ALE main effects for
the same selected set of features as in the XGBoost and Light GBM-based ALE plots (see
Figure E.6 and Figure 9 in the paper). We do not provide the 95% point-wise bootstrap
confidence intervals for computational reasons. The results assemble those obtained with
XGBoost and Light GBM, except for a slightly smaller ALE main effect for the hot-week
indicator compared to XGBoost and Light GBM.
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Figure E.8: The random forest-based ALE main effects for a selected subset of the feature col-
lection. The feature importance is given within parentheses in each panel’s legend.
The different panels display the ALE main effects of the extreme temperature in-
dices (a), temperature anomalies (b), and air pollution anomalies (c).
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E.4 Back-testing

Section 5.4 of the paper outlines and discusses a back-test of the proposed weekly mortality
model using XGBoost as a predictive modelling technique. We do this by projecting the
death counts in the European NUTS 3 regions for the year 2019 based on a recalibration
of the proposed mortality model for the years 2013-2018.

We compare the results of the back-testing exercise for the three machine learning
methods under consideration: XGBoost, Light GBM, and RForest. We follow the same
approach as in Section 5.4. Figure E.9 illustrates the outcomes for the NUTS 3 regions
Barcelona, Milano, and Stockholm. Findings and conclusions are nearly identical across
the three considered tree-based methods.
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Figure E.9: The observed and projected death counts for the year 2019 in the NUTS 3 regions
of Barcelona (left), Milano (middle), and Stockholm (right). The observed death
counts are visualised in grey, the death counts obtained from the weekly baseline
mortality model in red, and the ones as obtained from XGBoost, Light GBM, and
RForest in blue, orange, and purple, respectively.

E.5 Statistical in-sample tests

Weekly, region-specific observations We perform a statistical in-sample test to inves-
tigate the benefit of incorporating environmental factors into the weekly mortality model.
Hereto, we compare the difference in the in-sample Poisson deviance between the predictive
machine learning and baseline model. We only focus on the XGBoost method in this sec-
tion due to the minor differences with Light GBM and RForest in the previous subsections.

We calculate the Poisson deviance as:
t,w r 3(r
da () - d;,;)) |

(r)
POI Dev =2 Z Z Z (dﬁl -log Z

reR teT weWy tw

(E.1)

where (;ZEZZ represents the estimated number of deaths by the XGBoost method. We compute

the Poisson deviance of the baseline model in a similar way, but replace the estimated
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number of deaths dg?u by the estimated baseline number of deaths ES;L In a global analysis
across all NUTS 3 regions, the Poisson deviance on the entire training dataset is 252 912.3
when calculated with the baseline model and 220 766.0 when calculated with the XGBoost
model, representing a reduction of 12.71%.

Additionally, we conduct a similar analysis on a regional basis by comparing the in-
sample Poisson deviance on the training datasets restricted to each region, calculated with
both the baseline and XGBoost model. Figure E.10 shows the relative change in these
Poisson deviances in each region with respect to the baseline model. We observe that
the most significant change in the Poisson deviance is observed in the southern regions,
indicating a substantial improvement when incorporating weather and air pollution factors
into the weekly baseline mortality model. Conversely, in the northern regions, the added
value of such incorporation appears to be limited.
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Figure E.10: The relative change in the Poisson deviance of the XGBoost model, incorporating
weather and air pollution factors, and the baseline model in each NUTS 3 region.

E.6 Statistical out-of-sample test

We evaluate the out-of-sample Poisson deviance in each region for the year 2019 using both
the weekly mortality baseline model and the XGBoost model incorporating environmental
factors, see Section 5.4 of the paper. Figure E.11 illustrates the relative change in the
Poisson deviance of the deaths estimated by the XGBoost model relative to the deaths
estimated by the weekly baseline model, defined as:

POI_Devy, — POI_Devxggp
POI_Dev, ’

where POI_Dev, and POI_Devxgg are the Poisson deviances calculated using the deaths
obtained from the estimated weekly baseline and XGBoost model, respectively, see (E.1).
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A positive value for the above defined criterion indicates an improvement of the XGBoost
model with respect to the baseline model.
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Figure E.11: The relative change in the Poisson deviance of the death counts estimated by
the XGBoost model, integrating environmental features, relative to the Poisson
deviance in the weekly baseline model, in each NUTS 3 region for the year 2019.

E.7 Comparative analysis of XGBoost models with and without
baseline offset

We calibrate an additional XGBoost model directly on the raw weekly death counts to
investigate the need and added benefits of using the baseline weekly death counts as an
offset in the model. We compare the in-sample fit and back-test results of the so-called
baseline-free and baseline-integrated XGBoost model.

Figure E.12 compares their in-sample performance for the NUTS 3 regions Barcelona,
Milano, and Stockholm during the years 2013-2019. While the baseline-free model (orange)
captures well both winter and summer mortality peaks, it introduces extra volatility in the
fit.

The added benefit of the baseline-integrated framework becomes more clear in Fig-
ure E.13. This figure shows back-testing results for the year 2019. In Milano, the baseline-
free model severely underestimates mortality during the first quarter. This shows that with-
out the baseline, the model leads to very unstable predictions. Similarly, in Barcelona, the
baseline-free model consistently underestimates the true death counts. While the baseline-
free model performs better in Stockholm, statistical tests confirm this pattern: in 40% of
the considered NUTS 3 regions the baseline model performs the best, in 47% of the regions
the baseline-integrated XGBoost model, and only in 13% of the cases the baseline-free
XGBoost model.

Besides performance metrics, the inclusion of the baseline also facilitates to measure
excess mortality, i.e., how much deaths rise or fall compared to what’s expected under nor-
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mal conditions. Without the baseline, it is harder to tell whether changes in mortality are
due to environmental factors or just normal seasonal patterns. By including the baseline,
we can clearly separate these effects, providing clearer insights into this excess mortality.
In conclusion, this comparative analysis highlights that the baseline stabilizes predic-
tions, enhances the interpretability of the model, and improves out-of-sample forecasting.
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Figure E.12: The observed and estimated weekly mortality rates during the period 2013-2019 in

the NUTS 3 regions of Barcelona (left), Milano (middle), and Stockholm (right).
The observed weekly mortality rates are shown in grey and the mortality rates as
obtained from the baseline model, the XGBoost model, and the XGBoost model
without baseline in red, blue, and orange, respectively.
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Figure E.13: The observed and projected death counts for the year 2019 in the NUTS 3 regions

of Barcelona (left), Milano (middle), and Stockholm (right). The observed death
counts are visualised in grey, the death counts obtained from the weekly baseline
mortality model in red, and the deaths derived from the XGBoost and XGBoost
without baseline in blue and orange, respectively.
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