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Abstract
Using fine-grained, publicly available data, this article studies the short-term association between 
environmental factors, i.e. weather and air pollution characteristics, and weekly mortality rates in small 
European regions. Hereto, we develop a mortality modelling framework where a baseline model captures a 
region-specific, seasonal trend observed within the historical weekly mortality rates. Using a machine 
learning algorithm, we then explain deviations from this baseline using features constructed from 
environmental data that capture anomalies and extreme events. We illustrate our proposed modelling 
framework through a case study on more than 550 NUTS 3 regions (Nomenclature of Territorial Units for 
Statistics, level 3) in 20 European countries. We show that temperature-related features are most influential 
in explaining mortality deviations from the baseline over short time periods. Furthermore, we find that 
environmental features prove particularly beneficial in southern regions for explaining elevated levels of 
mortality, and we observe evidence of a harvesting effect related to heat waves.
Keywords: environmental data, high-resolution gridded datasets, weekly mortality modelling
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1 Introduction
In the epidemiological and medical literature, studies have consistently unveiled short-term asso
ciations between temperature and mortality statistics. For instance, both heat waves and cold 
spells can cause immediate increases in mortality, possibly with a delay of a few days or weeks 
(Basu & Samet, 2002). Extreme weather events such as droughts, wildfires, and floods can also 
have a negative impact on human health and lead to increased mortality in the short-term 
(Weilnhammer et al., 2021). Furthermore, epidemiological evidence underscores the adverse 
health effects of air pollution (Brunekreef & Holgate, 2002; Rückerl et al., 2011). Specifically, 
Orellano et al. (2020) find positive short-term associations between air pollution, including par
ticulate matter, nitrogen dioxide, and ozone, and daily mortality outcomes. In this article, we 
aim to identify and analyse the primary environmental factors associated with mortality devia
tions from a region-specific baseline mortality model. Our focus is on short-term associations at 
a weekly and regional level within Europe.

The EuroMOMO project has emerged as an initiative for monitoring weekly excess mortality 
across 28 participating European countries or sub-national regions (EUROMOMO, 2024). 
Hereto, the Serfling model is used as a mortality baseline (Serfling, 1963). This baseline includes 
a log-linear long-term trend on the one hand, and Fourier terms to address the seasonality inherent 
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in the weekly mortality pattern on the other hand. Vestergaard et al. (2020) use this EuroMOMO 
modelling framework to estimate European-wide weekly mortality rates and excess all-cause mor
tality during the COVID-19 pandemic. Furthermore, Nielsen et al. (2018) introduce the 
FluMoMo model as an extension of the Serfling-type baseline mortality model by adding influenza 
activity and extreme temperatures as explanatory variables.

Various methodologies have been explored in the epidemiological and medical literature to 
investigate the association between a particular environmental factor and daily (or weekly) mor
tality statistics. These methodologies range from observational studies (Keatinge et al., 2000) to 
the more advanced distributed lag (non-linear) models that capture non-linear effects from both 
predictor space and lag dimensions on mortality outcomes (Gasparrini et al., 2010). For a more 
detailed and technical overview of these methodologies, we refer to online supplementary 
material A. In the actuarial and economic literature, the impact of environmental factors on 
mortality remains largely unexplored. However, its importance is underscored by the 
European Insurance and Occupational Pensions Authority (EIOPA) which highlights the need 
to integrate climate change scenarios into insurers’ own risk and solvency assessments 
(EIOPA, 2021). Among the scant economic literature, Carleton et al. (2022) find that extreme 
temperatures, both hot and cold, significantly increase mortality rates, particularly among the 
elderly, with higher incomes and adaptation reducing some of these effects. Within the actuarial 
field, there is a substantial body of literature dedicated to modelling mortality rates, particularly 
focusing on 1-year mortality rates and their evolution across time and age. This literature en
compasses a variety of approaches tailored to single and multiple populations (Booth & 
Tickle, 2008; Enchev et al., 2017), potentially integrating socio-economic characteristics 
(Cairns et al., 2019; Villegas & Haberman, 2014; Wen et al., 2023), but studies regarding the 
impact of environmental factors on mortality remain rather limited. One such example comes 
from the American Academy of Actuaries, the Casualty Actuarial Society, the Canadian 
Institute of Actuaries, and the Society of Actuaries who developed the Actuaries Climate 
Index, a quarterly measure derived from changes in extreme weather events and sea levels, aim
ing at offering a practical monitoring tool for tracking climate trends (American Academy of 
Actuaries et al., 2016).

Our results contribute to the literature in three ways. First, following Serfling (1963), we con
struct a weekly mortality baseline model that estimates a seasonal mortality pattern observed in 
the historical mortality rates of a particular region. We enhance the calibration process of this 
baseline model with a quadratic penalty matrix to obtain parameter estimates for the baseline 
that exhibit smooth variations across adjacent regions. Second, we leverage insights from fine- 
grained open data acquired via the Copernicus Climate Data Store (CDS) for weather factors 
and the Copernicus Atmospheric Monitoring Service (CAMS) for air pollution factors. 
Particularly, we use the E-OBS daily gridded meteorological data for Europe from the CDS 
(CIESIN et al., 2018) and the European air quality reanalysis from the CAMS (INERIS et al., 
2022). These datasets offer high temporal and spatial resolutions, providing detailed information 
on environmental factors across Europe. We demonstrate how this raw, fine-grained data can be 
used to create indices for environmental anomalies and extreme environmental conditions for 
small geographic regions. Third, we use this large set of pre-engineered environmental anomalies 
and extreme environmental indices as inputs in a machine learning model to analyse mortality de
viations from the baseline level. As such, we extend the FluMOMO mortality modelling method
ology (Nielsen et al., 2018). Using a machine learning approach allows us to simultaneously 
examine the short-term impact of multiple environmental factors on mortality, model complex in
teractions between these factors, and avoid making assumptions about the functional form of how 
each factor affects mortality.

This article is organized as follows: Section 2 provides an overview of the notations and data. In 
Section 3, we detail our mortality modelling framework. We outline the calibration strategy in 
Section 4. To illustrate the practical application of our methodology, we conduct a case study 
in Section 5 on the age group 65+, applying our proposed framework to the NUTS 3 regions of 
20 European countries. We provide details regarding the feature engineering process, discuss 
the calibration results, and provide further insights and applications. Section 6 concludes and sum
marizes the key findings of our study.
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2 Notations and data
2.1 Notations
Let d(r)

x,t,w be the observed death count in region r at age group x during ISO week w of ISO year t. 
We follow the ISO 8601 standard for defining dates. Each ISO week is 7 days long, and ISO week 1 
starts on the Monday of the week that includes the first Thursday of the year. For example, if 
January 1st is a Friday, ISO week 1 begins on the first Monday of the new year (January 4).

We denote the set of regions by R, the age groups by X , the ISO years by T and the ISO weeks in 
ISO year t by Wt. We omit explicit reference to gender, although the methodologies in this article 
apply to male, female, and unisex data. Moreover, we denote E(r)

x,t,w for the exposure-to-risk in re
gion r at age group x during ISO week w of ISO year t.

The region-specific weekly force of mortality, μ(r)
x,t,w, represents the instantaneous rate of mortal

ity. We define the observed weekly death rate, i.e. m(r)
x,t,w, as the death counts, d(r)

x,t,w, divided by the 

exposure, E(r)
x,t,w. Furthermore, q(r)

x,t,w refers to the weekly mortality rate and represents the prob
ability that an individual from region r and age group x and who is alive at the start of ISO 
week w in ISO year t, will die within the next week. Under the assumption that the force of mor
tality μ(r)

x,t,w is constant within a week, we can estimate the weekly mortality rate, for each x ∈ X , 
t ∈ T , w ∈Wt and r ∈ R, as (Pitacco, 2009):

q(r)
x,t,w ≈ 1 − exp −μ(r)

x,t,w

􏼐 􏼑
. (2.1) 

2.2 Data sources: mortality and environmental data

2.2.1 Mortality data
We extract the deaths by ISO week, sex, 5-year age group and NUTS 3 region from Eurostat 
throughout the years 2013–2019 for the 20 European countries highlighted in Figure 1a 
(Eurostat, 2024a). Countries such as Germany, the Netherlands, and the UK are excluded due 
to the unavailability of weekly death counts at the NUTS 3 level. The Nomenclature of 
Territorial Units for Statistics (NUTS) serves as a geocode standard used to designate the admin
istrative divisions of countries for statistical purposes and corresponds, for example, to the depart
ments in France (101 regions) and provinces and metropolitan cities in Italy (107 regions). We do 
not consider overseas regions in our analysis. Figure 1a visualizes the NUTS 3 European regions 
used in this study.

In this article, we specifically concentrate on older ages due to their increased vulnerability to the 
impacts of environmental factors. This approach aligns with previous studies, such as Keatinge 
et al. (2000) and Sunyer et al. (1996). In addition, the focus is on female death counts. Hereto, 
we aggregate the region-specific female death counts d(r)

x,t,w across the ages 65+, denoted as d(r)
t,w 

in the sequel of this article. Figure 1b illustrates the weekly death counts spanning the years 
2013–2019 across the NUTS 3 regions of Barcelona (ES511), Milano (ITC4C), and Stockholm 
(SE110). The figure reveals a seasonal trend, with more deaths during winter weeks and relatively 
lower death counts during summer weeks.

To calculate weekly mortality rates, it is necessary to construct a weekly exposure measure, E(r)
t,w, 

for the age group 65+ in each NUTS 3 region throughout the years 2013–2019. We retrieve the 
female population count of people aged 65+ on January 1 of each year t by NUTS 3 region 
from Eurostat (Eurostat, 2024b). We construct an estimate for the weekly exposure as (Jdanov 
et al., 2021):

E(r)
t,w =

P(r)
t + P(r)

t+1

2 · 52.18
, (2.2) 

for t ∈ {2013, . . . , 2019}, with P(r)
t the female population count of people aged 65+ at January, 1 

of year t in region r ∈ R. The number 52.18 represents the average number of weeks per year. 
While the current approach assumes a constant weekly exposure within a year, a more advanced 
method could employ linear interpolation for a smoother transition of weekly exposures between 
consecutive years.
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2.2.2 Weather and air pollution data
To retrieve weather and air pollution factors, we consult the Copernicus Climate Data Store (CDS) 
and the Atmosphere Data Store (ADS). Particularly, we use the E-OBS land-only, gridded me
teorological data for Europe (CDS, 2020), and the CAMS European air quality reanalyses data 
(INERIS et al., 2022). These datasets are based on observations gathered by meteorological and 
air pollution stations across Europe. The CAMS reanalysis enhances these observations with 
the inclusion of satellite data. Datasets are defined on a daily (E-OBS) or hourly (CAMS) high reso
lution gridded basis, where weather and air pollution factors are measured on grids with a spatial 
resolution of 0.10◦ (≈ 10 km) in both the longitude and latitude direction.

Table 1 lists the weather and air pollution factors that we will use in this article. These factors 
have shown their relevance in epidemiological and medical research concerning their impact on 
mortality. For instance, Barnett (2010) finds that the daily minimum, average, and maximum tem
peratures all have a comparable level of predictive power to explain daily death counts, while 
Braga et al. (2002) and Alberdi et al. (1998) study the impact of humidity and wind speed, respect
ively, on daily mortality. The air pollutants under consideration are selected based on their dem
onstrated significant short-term association with mortality in the literature. For example, Pascal 
et al. (2014) identify short-term impacts of PM10 and PM2.5 levels on daily mortality in nine 
French cities. In addition, Orellano et al. (2020) find short-term associations between ozone 
and nitrogen dioxide and daily mortality based on a systematic review including 196 studies.

We extract the E-OBS daily weather factors and hourly CAMS air pollution measurements in 
Europe across a grid that covers the 20 European countries, and spans the years 2013–2019. 
As an example, Figure 2a and b display, respectively, the daily maximum temperature and the 
hourly ozone concentration at two randomly selected dates within the considered time range. 
Unlike the E-OBS dataset, the CAMS dataset covers both land and sea. Figure 2b, therefore, high
lights the boundaries of the European countries under consideration to provide a clear visualiza
tion of the land component.

(a) (b)

Figure 1. a) The NUTS 3 regions in 20 European countries, excluding overseas regions is shown. b) The weekly 
female death counts throughout the years 2013–2019 in the NUTS 3 regions Barcelona, Milano, and Stockholm are 
shown.
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3 Model specification
Using environmental data, we aim to explain an excess or deficit of mortality, relative to a baseline 
mortality model. The baseline model estimates a weekly seasonal mortality pattern observed in the 
weekly mortality rates of each considered NUTS 3 region, resulting in an estimate for the expected 
number of deaths per week for each region, see Section 3.1.

Table 1. The weather variables retrieved from the E-OBS gridded meteorological dataset and the air pollutants from 
the CAMS European air quality dataset

Weather 
factor

Explanation Air 
pollutant

Explanation

Tmax Daily maximum temperature, 
measured in ◦C, 2 metres above 
surface.

O3 Hourly ozone levels, measured in micrograms 
per cubic metre (μg/m3).

Tavg Daily average temperature in ◦C at 2 
metres above surface.

NO2 Hourly nitrogen dioxide levels (μg/m3).

Tmin Daily minimum temperature in ◦C at 2 
metres above surface.

PM10 Hourly particulate matter levels of particles with 
a diameter of 10 microns or less (μg/m3).

Hum Daily average relative humidity at 2 
metres above surface.

PM2.5 Hourly fine particulate matter levels of particles 
with a diameter of 2.5 microns or less 
(μg/m3).

Rain Daily total precipitation in mm.

Wind Daily average wind speed in 
m
s 

at 10 
metres above surface.

Figure 2. a) The maximum temperature on 2 August 2015 is shown. b) The ozone concentration on 7 September 
2016, at 8:00 a.m., where we highlight the boundaries of the 20 European countries under consideration, is 
visualized.
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Mortality excess may arise from extreme environmental conditions. Therefore, we engineer fea
tures that quantify deviations from typical environmental conditions for each week of the year, 
referred to as anomalies. Furthermore, to allow for, e.g. heat waves or cold spells, we create ex
treme environmental indices that indicate how many days within a week a particular environmen
tal feature exceeds or falls below certain thresholds. We then use these environmental anomalies 
and extreme indices, along with lagged versions of them, to explain excess or deficit mortality rela
tive to the mortality baseline, see Section 3.2. Section 5.1 provides a detailed discussion of the fea
ture engineering step outlined above. We employ a machine learning model to capture any 
complex interaction effects between the environmental features and their possibly non-linear im
pact on mortality. This offers the additional advantage of automating the feature selection process 
in a dataset with numerous features. Figure 3 illustrates the proposed methodology.

3.1 The baseline weekly mortality model
The weekly, region-specific baseline mortality model estimates the overall, seasonal trend ob
served in the region’s weekly death counts, see Figure 1b for an example of this seasonality. We 
adhere to the framework proposed by Serfling (1963), incorporating seasonality through 
Fourier terms. We exclude the dependence on the age group x since our focus will be on the age 
group 65+, as motivated in Section 2.1. In this article, we include population-exposures as an off
set into a Poisson regression model for the weekly death counts, D(r)

t,w, in region r:

D(r)
t,w ∼ Poisson E(r)

t,w μ
(r)
t,w

􏼐 􏼑
, (3.1) 

and consider the following structure for μ(r)
t,w for each region r ∈ R (Serfling, 1963):

log μ(r)
t,w = β(r)

0 + β(r)
1 t + β(r)

2 sin
2πw

52.18

􏼒 􏼓

+ β(r)
3 cos

2πw
52.18

􏼒 􏼓

+ β(r)
4 sin

2πw
26.09

􏼒 􏼓

+ β(r)
5 cos

2πw
26.09

􏼒 􏼓

,
(3.2) 

Figure 3. Visual representation of the weekly mortality model, consisting of a baseline (left) and machine learning 
model (right). The baseline model is region-specific and captures the overall seasonal pattern in the observed 
mortality rates. Next, we explain the mortality deviations from this region-specific baseline model with a machine 
learning algorithm using a set of engineered region-specific environmental features.
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with 52.18 the average number of weeks in a year. Note that the baseline structure is region-, 
week-, and year-specific. In Equation (3.2), t refers to the year number (t = 0, 1, 2, . . .), represent
ing the ISO year. This approach ensures a linear annual trend and enables us to forecast beyond the 
observed data. Further, the region-specific parameters β(r)

p , for p = 0, 1, . . . , 5, control for the lev
el, trend, and seasonal variation. In Section 4.1, we show how to estimate this baseline model. We 
denote the estimated expected death counts from the baseline model in (3.1) as:

b̂(r)
t,w := Ê D(r)

t,w

􏽨 􏽩
= E(r)

t,w μ̂(r)
t,w, (3.3) 

for each region r ∈ R, with μ̂(r)
t,w denoting the fitted baseline structure in (3.2). The red solid line in 

the left panel of Figure 3 shows an example.

3.2 Modelling mortality deviations from the baseline model
We aim to explain the deviations from the baseline expected death counts using short-term effects 
of a set of features engineered from the available region-specific environmental factors, as visual
ized in the right panel of Figure 3. We treat the fitted baseline death counts, b̂(r)

t,w in (3.3), as known 
and use them as an offset in a Poisson model:

D(r)
t,w ∼ Poisson b̂(r)

t,w ϕ(r)
t,w

􏼐 􏼑
,

ϕ(r)
t,w = f δ(r), γ(r), St,w, e(r)

t,w, L1 e(r)
t,w

􏼐 􏼑
, . . . , Ls e(r)

t,w

􏼐 􏼑􏼐 􏼑
.

(3.4) 

Here, f (·) denotes the outcome of a selected predictive model, such as a regression tree, random 
forest, gradient boosting, or neural network. Our preference for a machine learning model stems 
from its ability to highlight the important features from the high-dimensional set of environmental 
features and to identify non-linear relationships and potential interaction effects. e(r)

t,w refers to the 
vector of the environmental anomalies and extreme indices constructed for week w ∈Wt of year 
t ∈ T in region r ∈ R. These anomalies quantify deviations from region-specific 
baseline conditions, on which we further elaborate in Section 5.1. We explicitly incorporate the 
longitude, i.e. δ(r), and latitude coordinate, i.e. γ(r), of the centroid of each region r. These geo
graphic coordinates account for spatial heterogeneity in the data and allow the effects of environ
mental factors on mortality to vary across regions. The inclusion of the season, 
St,w ∈ {Spring, Summer, Autumn, Winter}, allows for potential interaction effects between seasons 
and the environmental features. We define the seasons as: spring (March 15–June 15), summer 
(June 15–September 15), autumn (September 15–December 15), and winter (December 15– 
March 15). As our analysis focuses on weekly death counts, we define the season as the one in 
which the first day of the considered week falls.

We include lagged values of the environmental features in the predictive model f (·). The func
tions Lu(·), for u = 1, . . . , s, are lag operators that shift the features u weeks back in time. Lagged 
features play a crucial role in capturing various temporal phenomena and dependencies in the 
data, such as the impact of consecutive hot or cold weeks and potential harvesting effects 
(Schwartz, 2001). Harvesting effects occur when, for example, temperature-related excess mortal
ity in the previous week leads to a mortality deficit in the current week.

4 Calibration strategy and interpretation tools
4.1 Calibrating the baseline model
We calibrate the baseline weekly mortality model that captures the region-specific, seasonal pat
tern in the observed weekly death counts. Under the Poisson assumption in (3.1) (Nelder & 
Wedderburn, 1972), we consider all regions and add a penalty term to obtain smooth variations 
in the estimated parameters β̂(r)

p across neighbouring regions, for p = 0, 1, . . . , 5. Hereto, for 
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notational convenience, we denote:

β(r) := β(r)
0 , β(r)

1 , β(r)
2 , β(r)

3 , β(r)
4 , β(r)

5

􏼐 􏼑
∈ R6

zt,w := 1, t, sin
2πw

52.18

􏼒 􏼓

, cos
2πw

52.18

􏼒 􏼓

, sin
2πw

26.09

􏼒 􏼓

, cos
2πw

26.09

􏼒 􏼓􏼒 􏼓

∈ R6, 

where β(r) represents the region-specific parameter vector, and zt,w the covariate vector for week w 
in year t in the Poisson GLM, as detailed in (3.1) and (3.2). Moreover, for p = 0, 1, . . . , 5, we write 
βp to denote the parameter vector across the considered regions, i.e. βp := (β(r)

p )r∈R. We then cali
brate the baseline weekly mortality model by minimizing the following objective function:

β̂ = argmin
β

−lP(β) +
􏽘5

p=0

λpβT
p Sβp, (4.1) 

where β := (β(r))r∈R and lP(β) is the Poisson log-likelihood. Additionally, the objective function in 
(4.1) contains penalty terms λpβT

p Sβp, for p = 0, 1, . . . , 5, to impose smooth variations in the par
ameter vector βp across neighbouring regions. Hereto, we use the following entries in the penalty 
matrix S := (sij)i,j, with i, j ∈ R:

sij =
|N i| if i = j
−1 if i ≠ j are neighbouring regions
0 elsewhere,

⎧
⎨

⎩
(4.2) 

with N i the set of neighbours of region i. This neighbour relationship is symmetric: if region j is a 
neighbour of region i, then region i is also a neighbour of region j. The smoothness penalty in (4.2) 
penalizes based on the sum of the squared differences between the parameters of neighbouring re
gions, see online supplementary material B for a derivation. The parameter λp in (4.1) controls the 
degree of smoothness in βp across neighbouring regions. A large λp results in the same β(r)

p across all 
regions, while a λp close to 0 results in no penalization, yielding parameter estimates from a trad
itional, unregularized Poisson GLM. A similar smoothness technique has also been applied by Li 
et al. (2024) to shrink mortality forecasts in adjacent age groups and neighbouring regions.

We estimate the parameters β(r)
p in (4.1) using the penalized iteratively re-weighted least squares 

algorithm, where we select optimal smoothing parameters λp using Un-Biased Risk Estimation 
scores (Wood, 2017). We denote the optimal smoothing parameters as λ̂p, for p = 0, 1, . . . , 5, 
and the optimal parameter vector as β̂. We then estimate the expected baseline death counts for 
each region r ∈ R, year t ∈ T , and week w ∈Wt as:

b̂(r)
t,w = E(r)

t,w · exp β̂(r)( 􏼁T
zt,w

􏼐 􏼑
. (4.3) 

4.2 Calibrating the mortality deviations model
Fixing the expected weekly baseline death counts, as obtained in Section 4.1, we now calibrate a 
predictive machine learning model to explain deviations from this baseline using environmental 
features, see Section 3.2. Machine learning algorithms typically rely on a set of parameters, of 
which some are carefully selected through a tuning process (tuning parameters), while others 
are set to predetermined values (hyperparameters). In this article, we opt for an extensive grid 
search that involves exploring a predefined grid of parameter values to identify optimal tuning par
ameter configurations.

4.2.1 XGBoost algorithm
While any predictive modelling technique can be deployed in our framework, we will specifically 
focus on the extreme gradient boosting machine in the case study of Section 5 due to its 
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computational efficiency and strong predictive performance (Chen & Guestrin, 2016). Online 
supplementary material C.2 explains the XGBoost algorithm in the case of a Poisson distributed 
outcome, see (3.4), and details the considered tuning parameters. To assess the robustness of our 
findings under alternative modelling approaches, we furthermore provide technical details on the 
algorithms and tuning parameters of two additional machine learning methods, namely 
LightGBM and random forest (Breiman, 2001; Ke et al., 2017). We choose the negative 
Poisson log-likelihood as a loss function when growing trees.

4.2.2 Parameter tuning with cross-validation
We use K-fold cross-validation to select optimal values for the tuning parameters, inspired by 
Hastie et al. (2001). We refer to Bergmeir et al. (2018) for a discussion on why traditional 
K-fold cross-validation can be used in a time series setting, conditionally on the lag structure in 
the model being adequately specified. Moreover, by incorporating the baseline number of deaths 
as an offset in our machine learning model, we effectively eliminate the trend and seasonal com
ponents from the time series of death counts, and, as such, enhance the applicability of traditional 
cross-validation techniques. Online supplementary material C.3 describes the tuning strategy in 
further detail, with a visualization in online supplementary material Figure C.1. The optimal tun
ing parameters correspond to the parameter combination that yields the smallest average Poisson 
negative log-likelihood on the hold-out folds.

4.2.3 Training
Using the optimally chosen values for the tuning parameters, we calibrate the XGBoost model on 
the available historical data covering the entire duration of T years. We denote the outcomes 
estimated from the XGBoost model as f̂XGBoost(·) for r ∈ R, t ∈ T and w ∈Wt. Consequently, 
the estimated death counts equal:

d̂(r)
t,w = b̂(r)

t,w · f̂XGBoost x(r)
t,w

􏼐 􏼑
, r ∈ R, t ∈ T , w ∈Wt, 

with x(r)
t,w the input vector of the XGBoost model consisting of the (lagged) environmental anom

alies and extreme indices e(r)
t,w, the season St,w, and the longitude δ(r) and latitude γ(r) coordinates of 

region r, see Section 3.2. As such, we can interpret XGBoost’s outcomes as a multiplier that can 
either augment or diminish the baseline number of death counts.

4.3 Interpretation tools
Since machine learning models, like the XGBoost model, are often seen as black boxes, the use of 
interpretation tools is crucial to unravel insights in these models (Molnar, 2019).

4.3.1 Feature importance
In this interpretation tool, our objective is to unveil the features that significantly contribute to the 
predictions. We follow the approach proposed by Breiman and Ihaka (1984) and measure the im
portance of a particular feature Xl within a regression tree by aggregating the reductions in the 
considered loss function across all splits associated with this feature. Given that the XGBoost mod
el consists of multiple regression trees, see online supplementary material C.2.1, we extend this 
analysis to measure the loss reduction caused by feature Xl across all trees in the ensemble. The 
higher the feature importance, the more important the feature is to the prediction process. 
Online supplementary material C.4 outlines the mathematical formulation of the feature 
importance.

4.3.2 Accumulated local effects
Apley and Zhu (2020) propose accumulated local effects (ALE) plots to visualize the impact of a 
particular feature on the predictions generated by a machine learning model. In contrast to the par
tial dependence plots introduced by Friedman (2001), ALE plots prove to be more effective in il
lustrating feature effects when dealing with correlated features (Molnar, 2019). Given the strong 
correlation present in the environmental features, this article places specific emphasis on the 
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relevance of ALE plots for visualizing and interpreting the impact of a feature on the predictions. 
Online supplementary material C.4 outlines the mathematical formulation and technical details of 
ALE effects.

5 Case study on the NUTS 3 regions in 20 European countries
5.1 Feature engineering
To examine the short-term association between environmental factors and weekly mortality rates, 
we use data on weekly death counts for the age group 65+ within the NUTS 3 regions for the years 
2013–2019, detailed in Section 2.2. Hereto, we first aggregate across the temporal and spatial di
mensions of the gridded environmental data to construct daily features at the NUTS 3 level. Online 
supplementary material D.1 and D.2 outline this temporal and spatial aggregation step. To cap
ture the effects of extreme environmental conditions, such as heat waves and cold spells, we engin
eer extreme environmental indices that indicate how many days within a week the environmental 
factors exceed a certain high quantile or are lower than a certain low quantile (see online 
supplementary material D.3). Furthermore, since the focus is on explaining deviations from a 
baseline model for weekly death counts, we engineer environmental anomalies that quantify de
viations from normal, baseline conditions for each week in the year (see online supplementary 
material D.4). Lastly, we aggregate the environmental features on a weekly basis and create lagged 
versions of them in online supplementary material C.5. Figure 4 illustrates the feature engineering 
process for the weather and air pollution factors in Table 1.

Table 2 lists the final features which we use as inputs in the machine learning model. Alongside 
these features, we also introduce the lagged feature values using the lag operator Lu(·), e.g. 
L1(T′max) denotes last week’s weekly average of the daily maximum temperature anomalies. 
Figure 5 presents two examples of weekly aggregated features at the NUTS 3 level during the 
30th ISO week of 2018. Figure 5a illustrates the weekly average of the daily maximum tempera
ture anomalies (T′max), while Figure 5b displays the weekly average of the daily average ozone 
anomalies (O′3). We conclude from Figure 5a that the 30th ISO week of 2018 exhibited significant
ly elevated temperatures in the Nordic countries and the northern regions of France, surpassing 
region-specific baseline maximum temperature levels by more than six degrees. Furthermore, 
the northern French and Belgian regions exhibited higher ozone levels compared to baseline con
centrations, as Figure 5b suggests.

5.2 Calibration
We calibrate the baseline model for weekly death counts, as outlined in (3.1) and (3.2), by minim
izing the penalized Poisson negative log-likelihood, see Section 4.1. This penalization ensures a 
smooth variation of the fitted parameters β(r)

p in the baseline model across neighbouring regions, 

Figure 4. Flow chart explaining the feature engineering process for the weather-related factors and the air pollution 
factors.

1140                                                                                                                                             Robben et al.
D

ow
nloaded from

 https://academ
ic.oup.com

/jrsssa/article/189/2/1131/8142302 by U
niversiteit van Am

sterdam
 user on 01 June 2026

http://academic.oup.com/jrsssa/article-lookup/doi/10.1093/jrsssa/qnaf052#supplementary-data
http://academic.oup.com/jrsssa/article-lookup/doi/10.1093/jrsssa/qnaf052#supplementary-data
http://academic.oup.com/jrsssa/article-lookup/doi/10.1093/jrsssa/qnaf052#supplementary-data
http://academic.oup.com/jrsssa/article-lookup/doi/10.1093/jrsssa/qnaf052#supplementary-data
http://academic.oup.com/jrsssa/article-lookup/doi/10.1093/jrsssa/qnaf052#supplementary-data
http://academic.oup.com/jrsssa/article-lookup/doi/10.1093/jrsssa/qnaf052#supplementary-data
http://academic.oup.com/jrsssa/article-lookup/doi/10.1093/jrsssa/qnaf052#supplementary-data
http://academic.oup.com/jrsssa/article-lookup/doi/10.1093/jrsssa/qnaf052#supplementary-data
http://academic.oup.com/jrsssa/article-lookup/doi/10.1093/jrsssa/qnaf052#supplementary-data


which is particularly useful for regions with a low number of weekly death counts. We consider the 
calibration period T = {2013, 2014, . . . , 2019}. Online supplementary material E.1 provides fur
ther details and visualizations of the fitted parameters in the baseline model.

Table 2. Weekly region-specific, environmental features at a NUTS 3 geographical level

Feature Weekly average of the daily Feature Weekly average of the daily

T′max Maximum temperature anomalies O′3 Average ozone anomalies

T′min Minimum temperature anomalies IhighO3
High ozone indicator

Ihot Hot-day indicator IlowO3
Low ozone indicator

Icold Cold-day indicator NO′2 Average nitrogen dioxide anomalies

H′ Average relative humidity anomalies IhighNO2
High nitrogen dioxide indicator

IhighH High humidity indicator IlowNO2
Low nitrogen dioxide indicator

IlowH Low humidity indicator PM′10 Average PM10 anomalies

P′ Total precipitation levels IhighPM10
High PM10 indicator

IhighP High precipitation indicator IlowPM10
Low PM10 indicator

IlowP Low precipitation indicator PM′2.5 Average PM2.5 anomalies

W′ Average wind speed anomalies IhighPM2.5
High PM2.5 indicator

IhighW High wind speed indicator IlowPM2.5
Low PM2.5 indicator

IlowW Low wind speed indicator

Note. The prime ′ refers to anomalies, and I refers to the indicator features.

(a) (b)

Figure 5. a) The weekly average of the daily maximum temperature anomalies (T ′max) is displayed, while b) presents 
the weekly average of the daily average ozone anomalies (O′3), both for the 30th ISO week of 2018 across the NUTS 
3 regions in Europe.
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After the calibration of the baseline model for the weekly death counts, we focus on calibrating 
the XGBoost model as explained in Section 4.2. This machine learning model incorporates the en
vironmental features engineered in Section 5.1 and listed in Table 2. Additionally, we incorporate 
the 1-week lagged values of the features in Table 2 and the seasonal indicator variables. We fur
thermore allow for spatial variations in the impact of specific features on the weekly deviations 
from the baseline death counts by incorporating the longitude (δ(r)) and latitude (γ(r)) coordinates 
of the centre of each NUTS 3 region. This leads to a total of 56 features used as inputs in the ma
chine learning model. Online supplementary material E.2 details the tuning strategy and provides 
the results. In this online supplementary material, we also outline the tuning results of the two add
itional machine learning methods: LightGBM and random forest.

5.3 Model fits, findings and discussion

5.3.1 In-sample fit and model performance
Figure 6 displays the observed mortality rates, alongside the estimated mortality rates from both 
the baseline model and the machine learning model integrating environmental features. The com
parison reveals that the machine learning model performs better in terms of an in-sample fit com
pared to the baseline model. In Barcelona and Milano, the proposed model effectively captures the 
excess mortality during the winters of 2014/2015 and 2016/2017, and the excess mortality ob
served during the summer of 2015. In Stockholm, the model identifies the excess mortality ob
served during the summer of 2014 and 2018. We perform a statistical in-sample comparison in 
online supplementary material E.5.

Figure 7 visualizes the residuals corresponding to the estimated mortality rates, calculated as:

resid(r)
t,w = q̂(r)

t,w − q(r)
t,w, 

where q̂(r)
t,w and q(r)

t,w represent the estimated and observed mortality rate in week w of year t in re
gion r, respectively. The estimated mortality rate is derived from either the baseline or the machine 
learning model (XGBoost). We observe fewer peaks in the residuals of the machine learning model 
compared to the residuals of the baseline model, particularly during the summer and winter weeks.

5.3.2 Interpretation tools
Feature importance. We analyse which features contribute most to the machine learning model 

that captures deviations in mortality from the baseline model. Hereto, we use the feature 

(a) (b) (c)

Figure 6. The observed and estimated weekly mortality rates during the period 2013–2019 in the NUTS 3 regions of 
Barcelona (a), Milano (b), and Stockholm (c) as obtained from the baseline model and the XGBoost model.
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importance measure outlined in Section 4.3. Figure 8 presents the top 15 most important features, 
for which the description is given in Table 2. To illustrate the variability in these feature import
ance measures, we create 1,000 non-parametric bootstrap copies of the same size as the training 
data by randomly sampling observations with replacement. We then recalibrate the machine 
learning model on each bootstrap copy and calculate the feature importance measure for each in
put feature. The black error bars in Figure 8 show the resulting 95% bootstrap confidence intervals 
(DiCiccio & Efron, 1996). For computational efficiency, we fit the machine learning model on 
each bootstrap sample using the tuning parameter configuration obtained in Section 5.2. The 
x-axis represents the feature importance in percentages, indicating the relative contribution of 
each feature to the predictive model. The six features with the highest feature importance are 
all associated with temperature. Additionally, based on the bootstrap confidence intervals, these 

(a) (c)(b)

Figure 7. The residuals of the estimated weekly mortality rates derived from the baseline model and the XGBoost 
model in Barcelona (a), Milano (b), and Stockholm (c).

Figure 8. The top 15 features with the highest feature importance. The black error bars denote the 95%

non-parametric bootstrap confidence interval for each feature based on 1,000 bootstrap samples of the training data.
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features consistently exhibit the highest feature importance across the bootstrapped datasets. 
Among the top three features, we find the lagged weekly average of the daily minimum tempera
ture anomalies (L1(T′min)), the weekly average of the hot-day indicator (Ihot), and the lagged weekly 
average of the cold-day indicator (L1(Icold)). In contrast, features related to the wind speed, humid
ity, and precipitation demonstrate limited importance in the model. This is in line with earlier stud
ies such as Braga et al. (2002) and Alberdi et al. (1998). Online supplementary material E.3 shows 
the feature importance plots when using LightGBM and random forest as predictive models in
stead of XGBoost. These two alternative tree-based methods provide very similar results, with 
temperature-related features ranking among the first, and with limited importance for wind speed 
and rainfall.

ALE main effects. Figure 9 shows the ALE main effects for a few selected features, with the 95%

point-wise bootstrap confidence interval of the ALE main effect based on the fits constructed on 
each of the 1,000 bootstrap copies of the training data. Table 2 describes the considered features.

In Figure 9a, we observe an increasing trend in the ALE main effects corresponding to the three 
extreme temperature indices. We estimate that higher weekly averages of the daily hot or cold day 
indices, potentially lagged by 1 week, correspond to substantially higher excess deaths relative to 
the baseline. In accordance with the bootstrap-generated confidence intervals, these features have 
a statistically significant impact on the model’s predictions. In Figure 9b, we show the ALE main 
effect for the four temperature anomalies. The effect is the strongest and most significant for the 
lagged weekly average of the daily minimum temperature anomalies (L1(T′min)). When this value is 
higher, the ALE main effect is lower, leading to a mortality deficit relative to the baseline on aver
age. This effect might vary substantially from season to season. However, such an interaction ef
fect cannot be captured through ALE main effects. For the (lagged) weekly averages of the daily air 
pollution anomalies in Figure 9c, we see, to a lesser extent, an increasing pattern in the ALE main 
effect. While the effect size is relatively small compared to the temperature effects, most of these 
ALE main effects are statistically significant, as their confidence intervals do not include the value 
zero in most cases. We conclude that the (lagged) hot- and cold-week index features have the most 
substantial impact on excess mortality. We use the term ‘hot-week index’ for the weekly average of 
the daily hot-day indicator (feature Ihot). We use a similar definition for the cold-week index (fea
ture Icold).

In Figure 9b and c, we observe a clear flattening at the ends of the ALE curves. The underlying 
reason is that the XGBoost model does not make splits in regions with very limited data points, 

(a) (b) (c)

Figure 9. The ALE main effects for a selected subset of the top 15 most important features, where the feature 
importance is given within parentheses in each panel’s legend. We present the 95% point-wise confidence interval 
based on 1,000 bootstrap samples of the training data. The different panels display the ALE main effects of the 
extreme temperature indices (a), temperature anomalies (b), and air pollution anomalies (c).
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such as at very low and high feature values. As such, the model’s predictions in these areas remain 
constant, flattening the curve. This is also confirmed by the higher uncertainty at the ends, i.e. the 
model has less confidence when the data is sparse.

Online supplementary material E.3 presents the ALE main effects for both LightGBM and ran
dom forest. We observe a slightly higher estimated ALE effect for the hot-week indicator in 
LightGBM and a slightly smaller effect in the random forest. Despite these small variations, the 
overall trends in the ALE main effects align closely across all three machine learning methods. 
This consistency in our results demonstrates the robustness of our findings.

ALE regional effects. We examine regional differences in how environmental factors impact de
viations from the mortality baseline. To achieve this, we recompute the ALE main effect of a spe
cific feature by restricting the training data to region r. Figure 10a and b visualize the results for the 
hot and lagged cold-week index, respectively, at a value of 1.5, see (D.4) in the online 
supplementary material. Figure 10c shows the ALE regional effect of the feature related to the 
lagged weekly average of the daily NO2 anomalies (L1(NO′2)), at a value of 20 μg/m3. This cor
responds to the situation wherein the daily NO2 baseline concentrations are surpassed by 
20 μg/m3 on average throughout the previous week.

We observe that the hot-week index exhibits the most pronounced effect in the southern NUTS 
3 regions of Spain, Portugal, Italy, and certain Eastern European countries. Conversely, northern 
regions appear less impacted by high temperatures. The cold-week index follows a somewhat com
parable pattern. In the right panel, no clear geographical pattern emerges for the weekly average of 
last week’s daily nitrogen dioxide anomalies, except for nearly zero ALE values in northern NUTS 
3 regions.

Figure 11 illustrates the regional ALE effects for the NUTS 3 regions of Barcelona, Milano, and 
Stockholm for the same features shown in Figure 10. Figure 11a shows a similar marginal impact 
of the hot-week index on deviations from the mortality baseline across the three considered re
gions, with a slightly lower observed impact in Stockholm at values for the hot-week index be
tween 1 and 2. This could explain the behaviour in Figure 10a. Figure 11b indicates that the 
marginal impact of the lagged cold-week index on mortality deviations from the baseline is clearly 
lower in Stockholm, and clearly higher in Barcelona. This implies that individuals in Stockholm 
may tolerate extreme cold temperatures better. For the lagged nitrogen dioxide anomalies in 
Figure 11c, we see a similar marginal impact across the three considered regions.

ALE interaction effects. Using the method outlined in online supplementary material C.4, we 
calculate the ALE interaction effect of the feature related to the hot-week index (Ihot) with 

(a) (b) (c)

Figure 10. ALE regional effect for the hot-week index Ihot (a), the lagged cold-week index L1(Icold) (b) and the lagged 
weekly average of the daily nitrogen dioxide anomalies L1(NO′2) (c). The ALE effects are fitted on the training data 
restricted to each region and visualized at the values 1.5, 1.5, and 20 μg/m3 respectively.
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three other features: the 1-week lagged hot-week index (L1(Ihot)), the weekly average of the 
daily PM10 anomalies (PM′10), and the weekly average of the daily maximum temperature 
anomalies (T′max). Figure 12a illustrates that elevated levels of the hot-week index for both 
the current and preceding week have a larger impact on excess mortality. However, when 
the previous week is hot while the current week is not, we observe the opposite effect. This 
is an indication of harvesting. Section 5.3.3 further examines harvesting effects across vari
ous environmental factors, evaluating the XGBoost model’s ability to capture these interac
tions. Moreover, Figure 12b shows that heightened PM10 values in combination with a hot 
week lead to higher excess mortality. Lastly, Figure 12c indicates that when the hot-week in
dex is high and maximum temperatures significantly exceed their baseline, a higher impact is 
observed.

(a) (b) (c)

Figure 11. ALE regional effect in the NUTS 3 regions of Barcelona, Milano, and Stockholm for the hot-week index 
Ihot (a), lagged cold-week index L1(Icold) (b) and lagged weekly average of the daily nitrogen dioxide anomalies 
L1(NO′2) (c). The ALE effects are estimated on the training data restricted to region r. We show a point-wise 
confidence interval based on 1,000 bootstrap samples of the training data.

(a) (b) (c)

Figure 12. ALE interaction effects between the hot-week index Ihot with three other features: the lagged hot-week 
index L1(Ihot) (a), the weekly average of the daily PM10 anomalies PM′10 (b), and the weekly average of the daily 
maximum temperature anomalies T ′max (c). The grey squares indicate that there is no data available.
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5.3.3 Harvesting effects
Harvesting effects occur when, for example, environmental-related excess mortality in the previ
ous week leads to a mortality deficit in the current week (Schwartz, 2001). We first conduct an 
exploratory analysis to empirically identify potential harvesting effects within our training data 
spanning from 2013 to 2019, across all considered NUTS 3 regions. We then assess if we observe 
similar effects using the predictions obtained from the machine learning model, calibrated in 
Section 5.2.

To quantify the difference in observed or estimated deaths relative to the mortality baseline for a 
specific week w in year t and region r, we calculate the excess death proportion or the so-called 
‘P-score’ (Msemburi et al., 2023; Schöley, 2021), defined as:

EDP(r)
t,w =

d(r)
t,w − b̂(r)

t,w

b̂(r)
t,w

, 􏽤EDP(r)
t,w =

d̂(r)
t,w − b̂(r)

t,w

b̂(r)
t,w

, 

for t ∈ T , w ∈Wt, and r ∈ R. Furthermore, d(r)
t,w, b̂(r)

t,w, and d̂(r)
t,w represent, respectively, the ob

served deaths, the deaths estimated by the baseline mortality model (see (3.3)), and the deaths es
timated by the machine learning model (see (3.4)). Next, we consider a specific feature xJ from 
Table 2 for any J ∈ {1, 2, . . . , 25}, and we denote its value in week w of year t in region r as 
x(r)

J,t,w. Furthermore, we denote its lagged version as L1(x(r)
J,t,w) := xJ,t,w−1. Note that xJ,t,0 represents 

xJ,t−1,53 (leap year) or x j,t−1,52 (non-leap year). We then partition the domain of this feature into 
B equal intervals denoted as [aJ,0, aJ,1), [aJ,1, aJ,2),…, [aJ,B−1, aJ,B], where aJ,0 and aJ,B denote the 
minimum and maximum values of xJ observed in the training data. This creates a two-dimensional 
grid for the interaction L1(xJ) × xJ. We calculate the average relative change in observed 
deaths with respect to the mortality baseline in each grid cell [aJ,i−1, aJ,i) × [aJ,j−1, aJ,j], for 
i, j ∈ {1, 2, . . . , B}, as:

D
(i,j)
J =

1
nJ,i,j

􏽘

r∈R

􏽘

t∈T

􏽘

w∈Wt

EDP(r)
t,w · 1 x(r)

J,t,w−1 ∈ [aJ,i−1, aJ,i) ∧ x(r)
J,t,w ∈ [aJ,j−1, aJ,j)

􏽮 􏽯
, (5.1) 

where 1{ · } is an indicator function, equalling one when the argument holds true and zero other
wise, and nJ,i,j denotes the number of training observations falling inside the grid cell 
[aJ,i−1, aJ,i) × [aJ,j−1, aJ,j). Similarly, we calculate the average relative change in the XGBoost esti
mated deaths with respect to the mortality baseline by using 􏽤EDP(r)

t,w in (5.1). Comparing the ob
served and estimated relative differences provides insights into how effectively the XGBoost model 
captures interaction effects present in the training data.

Figure 13 illustrates the results of the aforementioned method for four extreme environmental 
indices: the weekly average of the hot-day indicator Ihot, cold-day indicator Icold, daily high ozone 
indicator IhighO3

, and the daily high nitrogen dioxide indicator IhighNO2
. The term ‘harvesting ef

fect’ is employed when, e.g. high temperatures in the current week lead to excess deaths, yet the 
subsequent week with normal temperatures results in a mortality deficit compared to the baseline. 
This concept applies to any weather or air pollution factor. Based on Figure 13, the harvesting ef
fect appears most pronounced for the hot-week index, see the negative excess death proportion in 
the bottom right corner of Figure 13a. This suggests that following a very hot week succeeded by a 
week of normal temperatures, observed death counts are lower on average by approximately 5%

relative to the baseline (more green colours). Conversely, Figure 13b reveals that the cold-week 
index does not exhibit a harvesting effect in our observations, since we even observe additional 
excess deaths 1 week after a cold week, regardless of the temperature. Moreover, no harvesting 
effect is detected for the weekly extreme NO2 index (see Figure 13d), while Figure 13c shows a 
slight harvesting effect for the weekly extreme ozone index. We also observe that two consecutive 
weeks with high air pollution levels of NO2 or O3 result in higher excess deaths, indicating the 
presence of interaction effects in the data. Lastly, we observe a close correspondence between 
the observed and estimated excess death proportions, indicating that the XGBoost model effect
ively captures the interaction effects present in the data.
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5.4 Back-testing
We backtest the proposed weekly mortality model by projecting the death counts in the European 
NUTS 3 regions for the year 2019. Hereto, we recalibrate the model on weekly mortality and en
vironmental data for the years 2013 to 2018.

We first calibrate the weekly mortality baseline model, as presented in (3.1) and (3.2), using the 
weekly death counts for the years 2013–2018. This calibration follows the strategy outlined in 
Section 4.1. For computational purposes, we adopt the same penalty parameter values as obtained 
during the calibration process of Section 5.2 using death counts from 2013 to 2019. Nevertheless, 
we anticipate that this choice will only have a minor impact on the calibrated baseline death 
counts. We denote the resulting fitted baseline structure as μ̂(r)

t,w, for week w in year t and region 
r. Subsequently, we use this calibrated baseline model to forecast the death counts in the year 
2019 as follows:

b̂(r)
2019,w = E(r)

2019,w · exp β̂(r)( 􏼁T
z2019,w

􏼐 􏼑
, 

with β̂ the estimated parameter vector from the 2013–2018 calibration and z2019,w the vector con
sisting of the covariates in the baseline model evaluated in the year 2019, see Section 4.1.

Next, we continue with the environmental data spanning the years 2013 to 2018, as outlined in 
Section 2.2. We create environmental anomalies and extreme environmental indices following the 
feature engineering process detailed in Section 5.1. These engineered features serve as input in the 
machine learning model, enabling us to estimate the excess or deficit deaths relative to the cali
brated baseline for the aforementioned years. During the calibration phase of the machine learning 
model, we solely focus on the tuning parameters related to the maximum tree depth and the num
ber of trees and maintain the remaining parameters at the values determined in Section 5.2. Using 
the calibrated environmental baseline models established from data spanning 2013 to 2018, we 
then proceed with the feature engineering process using the registered observations for the year 
2019. The resulting 2019 environmental features are then used as inputs for the calibrated 

(a) (b)

(c) (d)

Figure 13. The average relative difference in observed and estimated deaths relative to the weekly mortality 
baseline model, defined in grid cells of the feature and its lagged version for the weekly average of the hot-day 
indicator Ihot (a), the weekly average of the cold-day indicator Icold (b), the weekly average of the daily high ozone 
indicator IhighO3 

(c), and the weekly average of the daily high nitrogen dioxide indicator IhighNO2 
(d).
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machine learning model to forecast death counts across the European NUTS 3 regions in the year 
2019.

Figure 14 illustrates the outcomes for the regions of Barcelona, Milano, and Stockholm. The re
sults indicate a clear advantage of the machine learning model over the baseline model in Milano, 
see Figure 14b. Specifically, the XGBoost model correctly predicts higher-than-baseline deaths in 
the first weeks of 2019 and during the summer of 2019 in Milano. However, in Barcelona and 
Stockholm, in Figure 14a and c, we find that the calibrated baseline model consistently overesti
mates the observed deaths in 2019 and henceforth fails to accurately capture the region-specific 
seasonal mortality trend. Nevertheless, the machine learning model fulfils its task as the pattern 
and spikes, present in the observed and estimated death counts from the XGBoost model, largely 
coincide. This is particularly true for Barcelona, while in the region around Stockholm, it is less 
pronounced. This aligns with our earlier observation that the northern regions appear to be less 
impacted by extreme environmental levels, see Figure 10 for example. Since the backtest relies 
on data from only a single year, we refrain from drawing further conclusions.

To compare the performance of our weekly mortality model, integrating environmental fea
tures, across all considered European NUTS 3 regions, online supplementary material E.6 displays 
the relative change in the Poisson deviance of the XGBoost model relative to that of the weekly 
baseline mortality model. We find that, based on the results of the 1-year prediction, the addition 
of environmental characteristics is beneficial in about 55% of the NUTS 3 regions. The northern 
regions seem to experience little benefit from the integration of environmental characteristics, 
while the southern regions generally benefit more.

Online supplementary material E.4 repeats the back-testing exercise using LightGBM and ran
dom forest as a predictive modelling technique. The results again show consistency, with negligible 
differences in the projected number of deaths between the three methods.

Lastly, we want to emphasize that using the baseline number of deaths as an offset in the ma
chine learning model enhances robustness, and improves out-of-sample forecasting accuracy, as 
demonstrated in Online supplementary material E.7 for XGBoost. Additionally, it makes the mod
el more interpretable by clearly separating excess mortality from seasonal patterns.

6 Conclusions
This article proposes a comprehensive framework to integrate environmental characteristics, re
lated to weather and air pollution factors, into a weekly mortality model using fine-grained, open- 
source data. Building upon the established weekly Serfling-type mortality model, we enhance this 
so-called weekly baseline model by incorporating environmental anomalies and extreme 

(a) (b) (c)

Figure 14. The observed and projected death counts for the year 2019 in the NUTS 3 regions of Barcelona (a), 
Milano (b), and Stockholm (c) as obtained from the weekly baseline mortality model and the XGBoost model.
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environmental indices through a machine learning approach to explain short-term deviations 
from the mortality baseline.

Through a case study spanning over 550 NUTS 3 regions in 20 European countries among in
dividuals aged 65 and older, we find clear short-term associations between temperature anomalies 
and extreme indices and deviations from the mortality baseline. While some air pollution features 
also contribute significantly, other weather-related variables, such as humidity, rainfall, and wind 
speed, are only of minor importance. To address the correlation among the environmental fea
tures, we employ ALE plots to investigate the short-term marginal impact of the environmental 
features as well as their interactions on deviations from the mortality baseline. We hereby find 
that the hot-week index, indicating the frequency of days surpassing the 95% temperature thresh
old within a week, exhibits the most pronounced effect on excess deaths. Moreover, regional dis
parities emerge, with southern regions estimated to have higher excess deaths associated with both 
hot and cold week indices compared to northern regions. Our analysis further unveils a harvesting 
effect for the hot-week index, suggesting a mortality deficit following hot preceding weeks. 
Additionally, through back-testing, we validate the model’s ability to explain excess deaths rela
tive to the baseline in an out-of-sample year.

The proposed modelling framework can provide a valuable tool for evaluating the immediate or 
short-term effects of specific environmental scenarios on mortality outcomes. By generating 
region-specific environmental scenarios for temperature, weather factors, and air pollution con
centrations, we can assess the associated risks of excess deaths across different regions in the short 
term. Using feature engineering and machine learning techniques, we would be able to estimate 
risk ratios that represent multipliers augmenting or diminishing the baseline number of deaths. 
However, this approach implicitly assumes that environmental impacts observed in past years 
will be representative for the future, as we do not account for changes in housing, economic con
ditions, population health, technology, or emergency healthcare quality, all of which can influence 
the relationship between environmental factors and mortality, even in the short-term. Our findings 
should therefore be interpreted with care as they mainly illustrate how extreme environmental 
events are associated with deviations from a mortality baseline in past exposure years. These as
sociations may or may not be indicative of future environmental impacts, depending on the rate at 
which climate change adaptation measures are implemented. This additional challenge has been 
addressed by Carleton et al. (2022), who incorporate the benefits and costs of climate change 
adaptation.

Future work lies in investigating the interplay between cold extremes, influenza dynamics, and 
excess mortality. While increased influenza activity is known to cause a significant rise in excess 
deaths during winter (Iuliano et al., 2018), our current framework does not explicitly take this 
into account. Using cause-specific mortality data, we can identify causes beyond respiratory dis
eases that are affected by cold extremes. Furthermore, including influenza as a covariate in the 
model may also help to separate its mortality effects from those of cold extremes. Although 
pan-European influenza and cause-specific mortality data are not publicly available, country- 
specific analyses using local influenza surveillance and granular cause-specific mortality records 
present a promising path for future work to gain deeper insights. This has recently been explored 
in Robben et al. (2025), who incorporate both influenza and temperature data into a mortality 
modelling framework applied to French NUTS 2 regions.

In addition, future work consists of exploring the robustness of our proposed weekly mortality 
model using alternative weekly mortality models as baselines, as suggested by Schöley (2021), and 
by using weather and air pollution station data instead of fine-grained gridded data from the 
Copernicus Climate Data Store and the Copernicus Atmospheric Monitoring Service.
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