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Abstract
We present two novel approaches to overcome the lim-
itations of data-sparse local house price indexes and
combine them into a single model pipeline that is sim-
ple, computationally efficient, and interpretable. The
first contribution is a new spatio-temporal regulariza-
tion of least squares dummy variable models, such as
the repeat sales regression used here. This regulariza-
tion encodes prior knowledge of the proximity of houses
in space and their sales in time. It handles missing
values in a natural way. The second is nonlocal regu-
larization using truncated principal component analysis
(PCA) applied to the resulting national collection of local
price indexes. The PCA loadings show that there are
important underlying socioeconomic factors that can
be leveraged in the construction of Australian market
indexes. This PCA reveals important socioeconomic fac-
tors, showing that many local markets can be described
by a few broad aspects of the national market, consist-
ing of a general trend that contrasts regions influenced
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by themining industrywith Sydney andMelbourne, and
another trend that highlights lifestyle.

KEYWORDS
dynamic factor model, hedonic price model, PCA, repeat sales
model, spatial model

1 INTRODUCTION

Housing stock value comprises an important component to national wealth. House price indexes
support market assessment over time, informing government decision making and the valuation
of the collateral behind mortgage portfolios. The predominant approaches involve the construc-
tion of a linear regression at the geographically coarse scale, usually defined at the level of a
metropolitan area. The hedonic (Haas, 1922) and the repeat sales (e.g., Bailey et al., 1963; Case
& Shiller, 1987) approaches are the most entrenched house price index methodologies in practical
use today. The hedonic method has the advantage of making full use of all the available sales data
and house characteristics, whereas the repeat sales method avoids the need for detailed informa-
tion on houses, advantageous in situations where this information is not available. Houses are
heterogeneous, rendering repeat sales regression advantageous as it compares the price of the
same house to itself at two points in time. However, its assumption about limited house qual-
ity changes may be violated, and the method may be subject to a selection bias as it excludes
once-sold homes. On the other hand, the hedonic method assumes independence of unobserv-
able house attributes and that implicit prices do not vary significantly in space. In practice, there
is a trade-off between themethods and their respective limitations.While we focus on repeat sales
methods in this article, our proposed methodology could be applied to hedonic models as well.
The coarse geographical scale often used implies that price indexes smooth out the variations

in appreciation rates within geographies under study. This heterogeneity is often large (see, e.g.,
Bogin et al., 2019a; Guerrieri et al., 2013; Landvoigt et al., 2015; Waltl, 2019), suggesting that geo-
graphically fine-scale indexes could yield a finer understanding of the market (e.g., Bogin et al.,
2019a; Constantinescu & Francke, 2013; Ren et al., 2017; Waltl, 2019). However, there are chal-
lenges to the application of linear regression to smaller geographies arising from the associated
sparse data, as real estate tends to be simultaneously very heterogeneous and infrequently traded
(Deng et al., 2012). This generally leads to a trade-off between temporal- and spatial resolution due
to increased noise at the granular level (Geltner & Ling, 2006). For example, the weighted repeat
sales model of Bogin et al. (2019a) defined on the geographically fine American ZIP code level is
reported annually.
Formulating geographically granular indexes, particularly when considering long time hori-

zons, is important. A metropolitan repeat sales or hedonic index may be adversely affected by
within-city transaction composition and nonrepresentative sampling (Case et al., 1997; Gatzlaff &
Haurin, 1997). Bogin et al. (2019b) find for local US markets that this may be mitigated by using
granular indexes and that there is an optimal granularity. The appropriate index may depend on
the area under study, where disaggregate indexes may be least useful in small US cities. Repeat
sales indexes may be subject to the aggregation bias versus measurement error trade-off, where
aggregation bias arises from the assumption of geographically homogeneous price growth, and

 15406229, 2025, 2, D
ow

nloaded from
 https://onlinelibrary.w

iley.com
/doi/10.1111/1540-6229.12516, W

iley O
nline L

ibrary on [03/06/2026]. See the T
erm

s and C
onditions (https://onlinelibrary.w

iley.com
/term

s-and-conditions) on W
iley O

nline L
ibrary for rules of use; O

A
 articles are governed by the applicable C

reative C
om

m
ons L

icense



268 SIJP et al.

measurement error is the statistical error due to small samples associated with geographically
granular regions (e.g., Bogin et al., 2019b; Contat & Larson, 2024).
Building on and extending the work of Malone and Redfearn (2022), Contat and Larson (2024)

show that traditional repeat sales indexes may yield less accurate appreciation rates for periods
when sampling and submarket appreciation rates are correlated, where gradients are particularly
salient in the radial direction from the center of large US cities. To counter this, they formu-
late yearly deaggregated indexes on time-variable “supertracts” based on a minimum observation
count criterium intended solely for aggregation into more suitable city-level indexes. They show
that granular indexes open up many opportunities for new aggregate indexes, depending on the
weights, to reflect various economic realities. Bogin et al. (2019b) find that reducingmeasurement
error will result in a stronger relationship between the current loan to value ratio and mortgage
performance in their credit analysis model.
Adjacent granular markets in large cities often have similar properties due to location substi-

tutability (Alonso, 1964; Mills, 1967). When prices change in one area, they are likely to change
at a similar rate in nearby areas, an assumption also at the base of the model of Contat and Lar-
son (2024). Naturally, the assumption may be less suitable in the presence of political boundaries,
geographical features such as bodies of water or natural land, and so forth. There is a signifi-
cant history of models that incorporate prior knowledge of such proximities in space and time,
for example, Schwann (1998) estimates a hedonic price index for a thin market, where returns
follow a stationary autoregressive process, Francke and De Vos (2000) examine state space mod-
els, and Francke et al. (2023) use a random walk for the main factor trends in their factor model.
These methods provide transparent and interpretable frameworks to understand the underlying
market dynamics.
In this article, wewill present two novel supplementary approaches to overcome the limitations

of data-sparse local house price indexes based on indicator variable (time fixed effects) regression,
such as the repeat sales or hedonicmethod. This leads to a simple, interpretable, and computation-
ally efficient setup. The calculation of around 2000 regional monthly repeat sales price indexes
over the period from 1990 to 2023 based on around three million sales in Australia takes about an
hour on a single computer.
The first step is based on the assumption that index values close in time and space tend to have

similar values. We propose a new spatio-temporal regularization with adjacent regions and times
connected in a network that allows differences between neighboring index values to be penal-
ized. This can also be interpreted as a ridge regression on coordinates relative to the eigenbasis
of a graph Laplacian representing the spatio-temporal structure of the sales data. The regulariza-
tion encodes proximity of sales in space and time and so handles missing values, periods without
sales, by interpolating an average of index values of spatio-temporal neighbors. Our method can
also can be given a Bayesian interpretation where incorporating a priori economic intuition that
house price indexes should not wildly fluctuate over short time spans and nearby geographical
locations. We apply regularization to repeat sales regression (hedonic regression could also be
used), yielding a local price index for each region: This is step 1 and the regularization concerns
smoothing based on geographical and temporal proximity. In principle, when prior knowledge of
relationships between the units is available, this approach may be considered more generally for
a “least squares dummy variable” (LSDV) model, for example, described in Chapter 13 of Greene
(2003), where differences across units (here regions and time periods) can be captured in the
indicator variables. Then, least squares estimates of indicator variable coefficients benefit from
observations of units that are known to be similar.
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SIJP et al. 269

The second step is principal component analysis (PCA) applied to a set of regional price indexes
obtained from the first step. PCA is also a way of smoothing data, in this case based on similarities
between potentially distant markets. In engineering, PCA is called a denoising method. Aside
from this, analysis of spatial patterns is a key impetus for the way PCA is used in atmospheric
sciences (Jolliffe, 1986; Preisendorfer, 1988). The study of the geographically distributed housing
market in terms of local price indexes has similarities to these large geographical-scale surveys
of atmospheric temperature or pressure. Here, we illustrate the usefulness of this type of PCA in
analyzing economic panel data, particularly for geographically dispersed units.
We find that PCA identifies major market trend components and yields smoother local indexes

based on affinity across potentially geographically distant markets. Analysis of the geography of
the PCA loadings indeed shows that there are important market similarities to be leveraged in
the national Australian market: The first principal component (PC) after the main trend cor-
responds to a mining versus Sydney phenomenon and the second to a lifestyle housing market
phenomenon, affecting attractive coastal areas around the continent. The behavior of many local
markets can be quantitatively described in terms of the influences of these main market charac-
terizations. In this article, PCA decomposes the collection of regional price indexes into a set of
orthogonal main components that are known to capture most of the variance in the index data
set by design. This orthogonality is important, capturing different phenomena in the different
modes.
Alternative advanced algorithms taking closeness in time into account can be found in struc-

tural time series models, with Goetzmann (1992) as a special early case where price changes are
assumed to follow a randomwalkwith drift. Later developments involved adding regional-specific
trends (price indexes) to a hedonic (Francke & De Vos, 2000) and repeat sales (Francke & Van de
Minne, 2017) model. These methods permit a granular time scale, such as monthly, an advantage
shared by ourmethod. Simple smoothing of individual regional trends does not use thewhole data
set. This approach fails to benefit from the fact that many regional trends are closely correlated
to wider more global trends in the market. The usefulness of leveraging global trends is shown by
Francke and De Vos (2000), who use random walks with drift to obtain spatially detailed trends
as perturbations on the general trend. This usage of the entire data set including multiple regions
to calculate regional trends is developed further in the spatial dynamic factor model (DFM) for
repeat sales (Francke et al., 2023). They model regional price indexes as a linear combination of
a small number of latent trends. This leverages the description of market heterogeneity in terms
of only a few main tendencies, as is expected in housing markets. These models are suitable also
for very sparse data, where for instance street-level indexes are fitted when data for many time
periods are missing.
Similar to the DFM of Francke et al. (2023), our method benefits from using a full data set of a

larger region encompassing multiple subregions to determine subregional price indexes, namely,
as a linear combination of a small set of components typical for the encompassing region. Similar
to ourmethod, the spatial DFMallows nonlocal smoothing by the implicit identification of similar
underlying market drivers as well as local smoothing.
In contrast to our method, the DFM assumes some stochastic process for the dynamic fac-

tors and the main trends are generally correlated (they lack orthogonality). Also, unlike the
DFM, by carrying out PCA subsequent to constructing indexes via spatio-temporal regulariza-
tion, our approach can be thought of as a two-step estimator. While we acknowledge that these
will be less efficient than joint estimation, given that the construction of national-level PCA series
involves working with large amounts of data, we favor more computationally efficient and easy-
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270 SIJP et al.

to-implement estimation. Although generally different, the DFM approach has similarities with
the PCA index, in that, it employs a matrix of loadings against a set of main trend components.
This relationship between the two approaches warrants a closer comparison. To achieve this, we
have applied the DFM model of Francke et al. (2023) to the Australian house sales micro data
and present a detailed comparison in Section 4.1.1 of the article. We find that, unlike the PCA
model, the computational intensity of the DFM precludes representing the Australian market in
one model, and so the identification of similar markets is limited to smaller subsets within the
total Australian collection of regions (all in all comprising about 2000 combined).
The article is organized as follows. Section 2 describes the spatial–temporal regulationmethod-

ology and PCA for pooled hedonic price and repeat salesmodels. Section 3 gives a brief description
of the data. Section 4 illustrates the benefit of regularization for price indexes through studies that
validate the performance of the approach on held out data. Section 4 also shows the main PCs,
and denoised regional price indexes. Section 5 concludes.

2 PRICE INDEX CONSTRUCTION

Here, we describe the full methodology used for price index construction, which is made up of
three major components. The first concept consists of simple repeat sales or hedonic regression-
based house price indexes, which are reviewed in Section 2.1. Second, is the use of spatio-temporal
regularization in these regressions that is based on the graph Laplacian, described in Section 2.2.
Third, is the use of PCA (with truncation) to uncover the underlying factors driving property
prices, as outlined in Section 2.3. An overview of the full modeling pipeline is given in Section 2.5.
Boldface variables indicate vectors and matrices, whereas lightface variables are scalars.

2.1 The standard price indexes

Regression-based price indexes have evolved from initial work by Bailey et al. (1963) via Case and
Shiller (1987). The objective is to estimate the price index as a 𝑇-vector 𝝁 using the general form

𝒚 = 𝐗𝜷 + 𝐃𝝁 + 𝝐 . (1)

For a pooled hedonic price model with time dummy variables, 𝒚 is an 𝑁 × 1 vector of log prices
each corresponding to a single property sale, the 𝑁 × 𝑙 matrix 𝐗 represents 𝑙 property charac-
teristics corresponding to each sale, the 𝑙-vector 𝜷 contains the regression coefficients for these
characteristics, the 𝑁 × 𝑇 selection matrix 𝐃 takes values 1 at the time of sale and 0 otherwise.
For a repeat sales model, 𝒚 is a vector of differences of log price for repeat sales and the design

matrix𝐃has column entries taking the value−1 at the first time of purchase, 1 at time of the repeat
sale, and 0 otherwise. For the repeat sale index, the component𝐗𝜷 is usually not present. In both
the hedonic and repeat sales regression, the idiosyncratic error 𝜖 is independent and identically
distributed (I.I.D.) with mean 𝟎 and finite variance. The procedure yield maximum likelihood
estimates if normality is assumed for 𝜖 (Case & Shiller, 1989; Goetzmann, 1992). While we mostly
consider standard repeat sales indexes, we continue to include the term 𝐗𝜷 to express the full
generality with respect to hedonic and hybrid (Case & Quigley, 1991; Quigley, 1995) models.
Now let there be 𝑝 regions, leading to a system of equations 𝒚𝑟 = 𝐗𝑟𝜷 + 𝐃𝑟𝝁𝑟 + 𝝐𝑟, for 𝑟 =

1,… , 𝑝, where 𝑟 indicates a region. While this system of equations could be estimated by least
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SIJP et al. 271

squares, the resulting index estimates can lack smoothness, especially when both 𝑝 and 𝑇 are
large so that observations per region are sparse. This noisiness can be attributed to a failure
of least squares estimates to exploit the spatio-temporal structure inherent in the data and to
exploit the fact that property prices can be driven by a small number of latent trends. We address
these issues by spatio-temporal regularization and PCA, respectively, taking the repeat sales (or
hedonic) regression as the starting point only.

2.2 Spatio-temporal regularization using the graph Laplacian

The standard approach of obtaining price indexes for each time point and region by applying least
squares separately to each equation does not take into account a priori knowledge that price levels
in consecutive time periods or neighboring regions tend to be similar. We therefore consider the
extension of estimating price indexes for all time periods and for all regions jointly using spatio-
temporal regularization. The method can work for any indicator regression-based approach, that
is, for hedonic and repeat sales methods.
Spatio-temporal regularization places a penalty on the difference of the price index at adjacent

times and also for neighboring regions. It naturally handles time periods and regions for which
data are missing and can also smooth out idiosyncratic noise, especially for sparse data (such
as house sales). Our proposed method for spatio-temporal regularization shares some similarities
with the approach of Francke et al. (2023). They apply a DFM inwhich they put a spatial structure
on the factors’ loadings for regional price indexes. For this purpose, they calculate the shortest
route between regions’ centroids, collapsing a 2D space into a 1D line, and subsequently assume
some structure on the ordered regions’ loadings over this 1D line, for example, a random walk.
More details are provided in Appendix A.
For ease of exposition, we will first discuss time regularization (which is itself a special case of

spatio-temporal regularization) before describing the methodology in its full generality.

2.2.1 Temporal regularization

In this subsection, we consider the case of temporal regularization for a single region. The sub-
script 𝑟 is suppressed for convenience. For a single region, we find a regularized estimate of the
price index by minimizing

‖𝒚 − 𝐗𝜷 − 𝐃𝝁‖2
2
+ 𝛾𝝁′𝐋(𝑡)𝝁, (2)

with respect to 𝝁 and 𝜷, where ‖.‖2 denotes the L2 norm, 𝛾 controls the extent of regularization,
and 𝐋(𝑡) has the structure (superscript (𝑡) denotes “temporal”)

𝐋(𝑡) =

⎛⎜⎜⎜⎜⎜⎝

1 −1 0 … 0

−1 2 −1 ⋱ ⋮

0 ⋱ ⋱ ⋱ 0

⋮ ⋱ −1 2 −1

0 … 0 −1 1

⎞⎟⎟⎟⎟⎟⎠
. (3)
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272 SIJP et al.

F IGURE 1 Graphs underlying the graph Laplacian that models space and time.

Note: (a) The proximity of the consecutive times 𝑡1 < … < 𝑡4 in the temporal model, (b) a purely spatial model for four regions
𝑟1, … , 𝑟4, and (c) the spatio-temporal proximity for events occurring in two adjacent regions 𝑟1 and 𝑟2 in the spatio-temporal
model, containing (𝑟𝑖 , 𝑡𝑗) tuples as nodes.

The effect of 𝐋(𝑡) is to penalize differences between values of the index in adjacent time periods,
simple algebra shows that the penalty term equals

𝝁′𝐋(𝑡)𝝁 =

𝑇∑
𝑖=2

(𝜇𝑖 − 𝜇𝑖−1)
2, (4)

so equivalent to assuming a random walk for 𝝁. This reflects the economic intuition that house
price changes cannot be arbitrarily large over short periods and aligns with observed market
behaviors, ensuring realistic and economically plausible trends. More general relationships, such
as an AR(1) process, may be encoded in the graph Laplacian. However, parsimony and the
exploratory nature of this study motivate the present configuration.
In contrast to standard least squares, Equation (2) is well-posed even for rank deficient𝐃.When

attempting to construct indexes at a fine temporal (and spatial) granularity, a rank deficient𝐃 can
arise via missing data. Consider consecutive times 𝑡 = 1, 𝑡 = 2, 𝑡 = 3, where no observations are
available for 𝑡 = 2. In this case, 𝜇2 will not appear in the least squares sum of the regression,
that is, the corresponding column of 𝐃 will be zero. It will however appear in the penalty, that is
minimized when 𝜇̂2 =

1

2
(𝜇̂1 + 𝜇̂3), that is, the average of its neighbors, where hats indicate index

estimates. More generally, multiple consecutive missing values are filled with a linear interpola-
tion. In this way, regularization allows the time index to “borrow strength” from sales made in the
preceding and following time periods. In principle, this allows for index construction at a finer
temporal resolution.
The matrix 𝐋(𝑡) is in fact the Laplacian of a graph where times are modeled as nodes and edges

connect consecutive times. This graph is a simple chain, as depicted in Figure 1a. This connection
to graph theory will allows for a straightforward extension of shrinkage to the spatial domainwith
its more complicated neighborhood structure between regions.
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SIJP et al. 273

Finally, it is important to note that regularization with the graph Laplacian has an additional
interpretation of a generalized ridge regression in a transformed set of coordinates (generalized
in the sense of using sum of squares weights in the ridge penalty that may differ from 1). This is
in fact howwe calculate the regression in practice: We compute the spectral decomposition of the
symmetric matrix 𝐋(𝑡) = 𝐕𝚲𝐕′. Here, 𝐕 is a matrix with eigenvectors of 𝐋(𝑡) as its columns and
since the graph Laplacian is positive semidefinite,𝐕′𝐕 = 𝐕𝐕′ = 𝐈. Also,𝚲 is a diagonal matrix of
eigenvalues 𝜆𝑖 , which by the positive semidefiniteness of the Laplacian are all real and nonnega-
tive. For a graph Laplacian, one eigenvaluewill be zero and it is conventional to assume ascending
order of eigenvalues, 𝜆1 = 0 and 𝜆𝑖 > 0 for 𝑖 > 1. Applying a coordinate transformation 𝜇∗ = 𝐕′𝝁

so that the regression now employs 𝐃∗ = 𝐃𝐕, the objective function in Equation (2) yields

‖𝒚 − 𝐗𝜷 − 𝐃𝝁‖2
2
+ 𝛾𝝁′𝐋𝝁 = ‖𝒚 − 𝐗𝜷 − 𝐃∗𝝁∗‖2

2
+ 𝛾𝝁∗′𝚲𝝁∗

= ‖𝒚 − 𝐗𝜷 − 𝐃∗𝝁∗‖2
2
+ 𝛾

𝑇∑
𝑗

𝜆𝑗𝜇
∗2
𝑗
. (5)

This is a generalized L2 Ridge regression but now using transformed coordinates rather than time
dummy coefficients 𝝁 and with ridge weights 𝛾𝜆𝑖 . Note that the first transformed coordinate 𝜇1

is not regularized as 𝜆1 = 0. The parameter 𝛾 tunes global regularization, while 𝜆𝑖 regularizes the
𝑖th coordinate locally. Naturally, the reported index values are transformed back via 𝐕′ after the
ridge regression has been performed.
The transformed coordinate space leads to coefficients that can be interpreted in the frequency

domain rather than the time domain. The coefficients corresponding to higher eigenvalues (or
modes), correspond to a finer time scale. Coefficients corresponding to these higher modes are
shrunkmore aggressively due to the higher ridge coefficients, thus removing fine timescale detail

in the index. Also, 𝜆1 corresponds to 𝑐′1 = 𝑇
−

1

2 (1, … , 1). This corresponds to the level of the index
and is not regularized at all, otherwise all index values would be biased toward zero.

2.2.2 The full spatio-temporal regularization

To extend the model to the multiregion setting, it is necessary to estimate all regression models
simultaneously. This is achieved by stacking the regional regression models as follows:

⎛⎜⎜⎜⎜⎝

𝒚1

𝒚2

⋮

𝒚𝑝

⎞⎟⎟⎟⎟⎠
=

⎛⎜⎜⎜⎜⎝

𝐃1 0 … 0 𝐗1

0 𝐃2 ⋱ ⋮ 𝐗2

⋮ ⋱ ⋱ 0 ⋮

0 … 0 𝐃𝑝 𝐗𝑝

⎞⎟⎟⎟⎟⎠

⎛⎜⎜⎜⎜⎜⎝

𝝁1

𝝁2

⋮

𝝁𝑝

𝜷

⎞⎟⎟⎟⎟⎟⎠
+

⎛⎜⎜⎜⎜⎝

𝝐1
𝝐2
⋮

𝝐𝑝

⎞⎟⎟⎟⎟⎠
. (6)

The coefficients are the stacked vector (𝝁′
𝟏
, … , 𝝁′

𝒑, 𝜷
′)′ composed of the 𝑇-vectors 𝝁𝑟 that are the

region-specific indexes and the coefficients of the house characteristics 𝜷, which are invariant
over time and space. In a pure repeat sales index, the house characteristics are dropped, leaving
𝑇𝑝 coefficients, the length of the response vector will be

∑𝑝

𝑟=1
𝑁𝑟, implying a design matrix of

dimension
∑𝑝

𝑟=1
𝑁𝑟 × 𝑇𝑝. This regression in its unregularized form, resembles the well-known

seemingly unrelated regression (SUR) model, which can be estimated by equation least squares.
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274 SIJP et al.

This amounts to performing the repeat sales or hedonic regressions separately for each region,
but now within one matrix formulation.
Our intention however is to regularize the coefficients over space and time. We now describe

how this is achieved. First, the graph describing the spatial relationships between the regions
must be set. In our application, the regions are set as nodes, and two nodes are connected by an
edge if the regions share a land border. For illustration purposes, consider the graph in panel (b)
of Figure 1, which shows four regions, three of which (𝑟1, 𝑟2, and 𝑟3) border one another, while 𝑟4
only shares a border with 𝑟3. Denote the Laplacian corresponding to this graph as 𝐋(𝑠), where (𝑠)
denotes “spatial.”
To extend the above regularization procedure to allow for spatial and temporal relationships,

we form the Cartesian product of the spatial and temporal graphs. The nodes of the Cartesian
product represent pairs of regions and time periods. Two nodes on the Cartesian product share
an edge if they correspond to neighboring regions and the same time period, or neighboring time
periods and the same region. A subgraph of the Cartesian product (corresponding only to regions
𝑟1 and 𝑟2) is shown in panel (c) of Figure 1. The graph Laplacian of the Cartesian product is given
by

𝐋(𝑠𝑡) = 𝐈𝑝 ⊗ 𝐋(𝑡) + 𝐋(𝑠) ⊗ 𝐈𝑇 , (7)

where 𝐋(𝑠𝑡) is the Laplacian for the spatio-temporal shrinkage, ⊗ is the Kronecker product, and
𝐈𝑎 is an 𝑎 × 𝑎 identity matrix. This specifies the neighborhood structure and therefore the rules
governing conditional price influence among regions and times. This is rooted in urban eco-
nomics and spatial econometrics, where proximity effects are commonly observed. The temporal
aspect aligns with the realistic expectation that house prices do not exhibit extreme volatility
over short periods. The regularization term added to the stacked regression is 𝛾𝝁′𝐋(𝑠𝑡)𝝁 where
𝝁 = (𝝁′

𝟏
, … , 𝝁′

𝒑)
′. The above regularization can apply to a repeat sales or hedonic regression, in

the latter case, the coefficients 𝜷 that are invariant over space and time remain unregularized.
By analogy to the purely temporal case presented in Section 2.2.1, this can be understood as

placing a penalty on differences in the index (the penalty retains the form of Equation (4)) only in
this case, differences over time and space are considered. Also by analogy to the purely temporal
case, missing values for region–time pairs are interpolated, only this time with their spatial as
well as temporal neighbors. The spatial aspect reflects the intuition that index value differences
between adjacent regions are unlikely to be arbitrarily large.
For computational ease and also to present the problem in terms of the well-understood and

established technique of generalized ridge regression, coordinates can be transformed by the
matrix of eigenvectors of 𝐋(𝑠𝑡). This is completely analogous to the purely temporal case. We
do note however that while the stacked regression has a sparse block diagonal form, and 𝐋(𝑠𝑡),
is also sparse, the matrix of eigenvectors of 𝐋(𝑠𝑡) will be dense, leading to a large dense design
matrix in the transformed coordinates. This means that, unlike in the temporal case, the spatial
regularization increases computational cost.
One shortcoming of using the penalty 𝛾𝝁′𝐋(𝑠𝑡)𝝁 is that the same degree of shrinkage is taken

over the spatial and temporal domain. This can be relaxed by having different regularization
parameters for time 𝛾(𝑡) and space 𝛾(𝑠), leading to the minimization of

‖𝒚 − 𝐗𝜷 − 𝐃𝝁‖2
2
+ 𝝁′

[
𝐈𝑝 ⊗ 𝛾(𝑡)𝐋(𝑡) + 𝛾(𝑠)𝐋(𝑠) ⊗ 𝐈𝑇

]
𝝁 , (8)
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SIJP et al. 275

where definitions of 𝒚, 𝑫, and 𝑿 follow from Equation (6). While these smoothing parameters
could be found over a 2D grid search, in practice, we have found that setting the 𝛾(𝑡) = 10𝛾(𝑠) = 5−4

yields smaller out of sample errors. If multiple values give similar errors, we prefer smaller param-
eter values. This yields significantly smoother indexes. Note that both 𝛾(𝑡) and 𝛾(𝑠) are independent
tunable parameters and therefore set by the authors: We tried powers of 10 for the proportion
and factors of 1 and a 100 gave less attractive results. The penalty reflects the likelihood of the
regression along with a prior that represents spatio-temporal similarity of index values.

2.3 Principal component analysis

We will now describe the application of PCA to the collection of spatio-temporal regularized
repeat sales indexes for all the regions. The repeat sales method does not work well for markets
with few observations or at a high time frequency (e.g., daily or weekly) and small granular mar-
kets, as shown, for instance, by Guo et al. (2014) and Van de Minne et al. (2020). This is indeed
what we find in our regressions when performed for each 𝑟 individually without spatio-temporal
regularization. Application of the regularization ameliorates this, but not thoroughly at the low
granularities that we choose: The indexes still contain noise. Our objective then is to find a less
noisy approximation 𝜇̃𝑡𝑟 of 𝜇𝑡𝑟. We will see that a truncated reconstruction based on weighted
PCA serves this purpose. This very common procedure is described in detail in Jolliffe (1986), and
we follow their notation and general derivation in the following brief introduction to the general
PCA we employ.
One leading application of this method to time series is in atmospheric and climate sciences,

and Jolliffe (1986) describes a number of examples of this. Dedicated specifically to the application
of PCA to the atmospheric sciences, classic texts include Lorenz (1956) and Preisendorfer (1988).
Referred to as empirical orthogonal function (EOF) analysis, the loadings (the EOFs) are analyzed
to understand geographic patterns of time-varying recurrent phenomena such as the El Niño-
Southern Oscillation: In part, this has stimulated this article.
Let 𝑭 = [𝝁1, … , 𝝁𝑝] be a 𝑇 × 𝑝 matrix, where in our application, each column represents a

regional price index of length 𝑇, often strongly interrelated. PCA seeks to summarize these
regional price indexes 𝝁𝑟 in terms of only a few 𝑞 ≪ 𝑝 transformed variables 𝒛𝑘 that capture most
of the variance and so retain most of the information. We look for a vector 𝜶1 = (𝛼11, … , 𝛼1𝑝)

′

such that the thus transformed 𝑇-vector 𝒛1 = 𝑭𝜶1 =
∑𝑝

𝑟=1
𝛼1𝑟𝝁𝑟 has maximum variance (among

its vector components 𝑧1𝑗 , i.e., in time). This procedure is repeated recursively for the subspaces
orthogonal to the already found vectors 𝜶𝑘. This can yield up to 𝑝 such newly constructed random
variables with sample 𝑇-vector 𝒛𝑘, given by

𝒛𝑘 =

𝑝∑
𝑟=1

𝛼𝑘𝑟𝝁𝑟, (9)

for some real loadings matrix 𝛼𝑘𝑟. These 𝑇-vectors 𝒛𝑘 are the PCs and usually the first few of them
represent main trends in the granular index data. The general aim of PCA is a simplification of
the data in terms of only a few variables, and hopefully only the first 𝑞 of these PCs are needed in
practical analysis. In practice, the mean is removed from the 𝝁𝑟 by subtraction.
Using Lagrangian multipliers or basic linear algebra of quadratic forms, it is straightforward to

show (see, e.g., Jolliffe, 1986) that the rows 𝜶𝑘 are the eigenvectors of the covariancematrix𝚺 of the
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276 SIJP et al.

random variables in 𝑭. We now assume unit length for the 𝜶𝑘 (𝜶′
𝑘
𝜶𝑘 = 1) so that the matrix 𝜶 is

orthogonal. Then, the variance Var(𝜶𝑘) = 𝜆𝑘, the eigenvalues. The 𝜆𝑘 are real and positive as 𝚺 is
symmetric and positive definite. Ranking them (along with the eigenvectors) in descending order,
it is in this sense that the first 𝑞 PCs explain most of the variance: We assume this ordering from
now on. By the orthogonality of matrix 𝜶, the inverse matrix is its transpose, so we can express the
random variables in terms of the transformed variables by 𝝁𝑟 =

∑𝑝

𝑘=1
𝛼𝑘𝑟𝒛𝑘. It is by truncating at

𝑞 ≪ 𝑝 in the summation that we obtain a PCA approximation 𝝁̃𝑟 for the 𝜇𝑟, assuming that the
remaining terms represent noise:

𝝁̃𝑟 =

𝑞∑
𝑘=1

𝛼𝑘𝑟𝒛𝑘. (10)

The loadings 𝛼𝑘𝑟 depend on region, so they can be thought of as having a geographical charac-
ter, assigning a coupling of each regional price index to each of the first 𝑞 PC time series 𝒛1 … 𝒛𝑞 .
We will refer to the loadings as geographical loading patterns (GLPs) in this article, where GLP 𝑘

couples the regional indexes to PC series 𝒛𝑘 (in atmospheric sciences, where this same geographi-
cal interpretation is paramount, the term EOF is used).Wewill find that this way of looking yields
insight into the local markets. Additional discussion of PCA is in Appendix B.

2.4 Choosing a truncation level

We determine an appropriate PCA truncation value 𝑞 in Equation (10) by examining the depen-
dence of individual dwelling valuation using the local indexes. As may be expected, we find that
the valuation error decreases with increasing added components 𝑞 and that beyond a certain 𝑞

there are no further improvements: This will be our desired truncation level.
Accuracy can be defined in multiple ways, and here we wish to relate this accuracy to the prac-

tical use case of an index, where valuation of a dwelling is often for the current or next month
when the analysis is performed, based on a previous sales value. To simulate this, we fit the index
multiple times, namely for each data set being a subset of the sales data corresponding to a time
𝑡𝑖 where all sales occurred before 𝑡𝑖 . Taking a previous sale for the same dwelling (if available) at
time 𝑠1 for price 𝑦(𝑠1) and𝐻 the price index, the projected price at 𝑠2 is

𝑦̂(𝑠2) =
𝐻(𝑠2)

𝐻(𝑠1)
𝑦(𝑠1). (11)

In practical cases, such valuations are computed for the time of the most recent value of the
index, so that 𝑡2 is close to the most recent date of the available sales data used to compute the
index. House price indexes are calculated periodically while new data become available, and to
simulate the dwelling valuation process, we must construct a collection of data sets 𝑡1 ⊂ 𝑡2 ⊂

… ⊂ 𝑡𝑛 reflecting snapshots of past data availability at dates 𝑡1 < 𝑡2 < … < 𝑡𝑛 ≤ 𝑡𝑎 for 𝑡𝑎 the date
of the analysis as an absolute upper bound, yielding indexes 𝐻𝑡1

(𝑡), 𝐻𝑡2
(𝑡), … ,𝐻𝑡𝑛

(𝑡) fit on those
sets. We construct 𝑡𝑖 so as to contain only sales data for sales dates 𝑡 < 𝑡𝑖 , so that𝐻𝑡𝑖

(𝑡) is defined
for 𝑡 < 𝑡𝑖 and represents the index that would have been available to analysts at time 𝑡𝑖 excluding
data for that time itself.
Consider the collection of same-dwelling sales times pairs (𝑠1, 𝑠2) where the times are at

monthly accuracy, as is the index. For each snapshot date 𝑡𝑖 , we can take all the sales pairs where
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SIJP et al. 277

F IGURE 2 Schematic of the entire principal component analysis (PCA) index model pipeline for three
regions 𝑟1, 𝑟2, 𝑟3.

Note: In step 1, sales data (red) are used to perform regularized regression, yielding a collection of still relatively noisy indexes
(orange) to which PCA is applied collectively (gray box) in step 2. Truncation yields the smoothed truncated index time series
indicated by “s-index” (green). PCA also yields the PC series (main trends, blue) and the loadings (geographical patterns,
purple), useful byproducts for analysis.

𝑠2 = 𝑡𝑖 and compute the valuation 𝑦̂(𝑠2) according to Equation (11) using 𝐻 = 𝐻𝑡𝑖
, obtaining esti-

mates of all second sales 𝑦(𝑡𝑖) for 𝑖 = 1, … , 𝑛 that occurred on our snapshot dates. This yields an
error estimation via |𝑦̂(𝑡𝑖) − 𝑦(𝑡𝑖)|. Note that sales data for 𝑡𝑖 are not available in 𝑡𝑖 , making this
an out-of-sample test. The practical implementation of this is via a load date field that is available
to us in our sales database, specifying when each sale (row) entered the database.
As the most recent price index value tends to be volatile due to revision or not available, we

take for 𝐻(𝑠2) in Equation (11) an Autoregressive Integrated Moving Average (ARIMA) forecast
of the monthly index value based on the index up to the penultimate period, projected 1 month
out. However, the SA2 region indexes are composed of the 𝑞 uncorrelated main PCs. Therefore,
instead of the local indexes 𝜇𝑟 themselves, the ARIMA forecast is done on the 𝑞 PC time series
𝑧𝑘, where 𝑘 = 1,… , 𝑞, (we omit 𝑡), yielding forecast versions 𝑧𝑓𝑐

𝑘
and the forecasts of the region

indexes are reconstructed from this following Equation (10), more concretely (and including 𝑞 in
the equation) for the forecast 𝜇𝑓𝑐

𝑟 we simply have 𝜇𝑓𝑐
𝑟 =

∑𝑞

𝑘=1
𝛼𝑘𝑟𝑧

𝑓𝑐

𝑘
, where 𝛼𝑘𝑟 are the already

established loadings (unchanged). We also propose this use of the PC series 𝑧𝑘 as a method to
produce future forecasts of the indexes. In future work, forecasting could be based on relevant
economic data.Here, as said,we only use the forecast for 1month ahead, but clearly this procedure
yields forecasts for any number of months and could be used for other forecasting applications of
the PCA indexes. The application of the procedure is described in Section 4.2.

2.5 Recipe for the model pipeline

The PCA index comprises a two-step procedure, as indicated schematically in Figure 2:

1. Estimate regional price indexes, using temporal regularization (Equation (5)) or spatio-
temporal regularization (Equation (8)).
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278 SIJP et al.

2. Apply PCA on the estimated regional price indexes, and obtain PCA denoised regional price
indexes (Equation (10)).

Step 1 provides estimated regional price indexes 𝝁̂𝑟, yielding a 𝑇 × 𝑝matrix 𝑭 = [𝝁̂1, … , 𝝁̂𝑝] for
the 𝑇 time steps and 𝑝 regions, the orange boxes of Figure 2.
Step 2 applies PCA to the collection of regional indexes in 𝑭. PCA requires that there be no

missing values, and indeed this is guaranteed by the spatio-temporal regularization, yielding bal-
anced panel index data. As an estimate of the covariance matrix 𝚺, we use the sample covariance
matrix 𝑺 = 𝑭′𝑭. This matrix is weighted by the total number of sales for each region, so that
regions where sales are sparse have less influence. The “finished product” of the model pipeline
in Figure 2 follows from Equation (10) and expresses local indexes in terms of a small number of
main PCs. The determination of the truncation point 𝑞 is further explained in Subsection 2.4. We
will loosely refer to the model pipeline as “the PCA” model, even though this also includes the
first regularized regression step.
The second PCA step may be applied to a collection of granular indexes obtained by a different

mechanism than those described in this article (regularized and nonregularized granular repeat
sales indexes) and our results show that the post-PCA indexes aremore accurate than the pre-PCA
indexes they are based on. Naturally, errors from the first stage may propagate to the post-PCA
indexes. Further note that the application of PCAnot only further reduces the noise in the regional
price indexes, but also provides GLPs that are useful for interpreting local markets in terms of
economic and social phenomena. In summary, Step 1 concerns the construction of the indexes
and employs our new spatio-temporal regularization to handle smoothing based on proximity in
space and time and Step 2 applies PCA to the resulting set of regional indexes, yielding nonlocal-
smoothing based on market similarities and also GLPs for analysis.

3 DATA

The methods described here are applied to a compiled data set originating from state valuer gen-
eral data. Included are transaction prices (in Australian dollars), dates of sale, and latitude and
longitude of house location. We examine houses and not apartments. We examine house price
changes in the Australian Statistical Areas Level 2 (SA2) regions defined in the Australian Statis-
tical Geography Standard (ASGS) used by the Australian Bureau of Statistics (ABS) and described
in ABS (2021). Statistical Areas Level 2 aremedium-sized regions that represent a community that
interacts together socially and economically. Equivalent to around around 2.5 US census tracts,
they cover Australia without overlap and have a population range of 3000 to 25,000 persons and
an average population of about 10,000 persons. We use 2052 different regions across Australia in
this study. Table 1 shows a breakdown of the three million sales records by capital city, including
average monthly sales per SA2 region of that city, total monthly sales, and all sales for the entire
period. The monthly availability of at least one recorded house sale at the granular SA2 region
level is 85% nationally. This varies across Australia, the corresponding figure is 90% in Sydney
and Melbourne and 73% in the SA4 region “Rest of Queensland” (where we examine various SA2
regions).
Outlier detection and removal is applied using isolation forest (Liu et al., 2008), constituting

about 1% of the sales. Furthermore, the following additional rules are applied, leading to removal
of sales that in part overlap with the isolation forest filter. Transactions for the same house less
than 18 months apart are removed, as they may indicate quality-altering activities such as “house
flipping.” This also includes erroneous entries in the database. This constitutes around 10% of
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SIJP et al. 279

TABLE 1 National sales data for houses by major city or state for the period 1990–2023.

City Monthly region Monthly city All (m)
ACT 2 128 0.05
Adelaide 5 436 0.15
Brisbane 4 719 0.28
Darwin 2 46 0.01
Hobart 3 93 0.04
Melbourne 6 1543 0.59
Perth 7 921 0.35
Sydney 5 1151 0.44
Rest of NSW 5 876 0.33
Rest of NT 2 8 0.00
Rest of QLD 3 614 0.24
Rest of SA 3 130 0.04
Rest of TAS 3 150 0.06
Rest of VIC 6 714 0.28
Rest of WA 4 233 0.09

Note: The states exclude the capital city. Column2:Monthly sales per SA2 region; column3:Monthly sales for each state capital city;
column4: Total sales of each city over the entire period. Total sales used is 3million. The abbreviationACT stands for theAustralian
Capital Territory. The state abbreviations are Western Australia (WA), South Australia (SA), Queensland (QLD), Tasmania (TAS),
Northern Territory (NT), Victoria (VIC), and New South Wales (NSW).

the sales. Total house price growth between two repeat sales is removed when it exceeds a 16-
fold increase or a 3-fold reduction. Annual house price growth is truncated at 1.6-fold increases.
Furthermore, growth converted to annual growth is truncated between 0.75 and 1.6. These latter
rules are intended to remove sales associated with a priori implausible growth and only account
for a minority of the removed sales. The combined mechanisms lead to a reduction by 12% of
the house sales, leaving three million sales to be used. Separate experiments where the rules are
absent (not shown) show similar results and indicate that the filtering is not crucially important
to the method.

4 RESULTS

We first illustrate in Subsection 4.1 the Index accuracy and the effect of the regularization. The
remaining subsections present results from the entire model pipeline: repeat sales regression
using spatio-temporal regularization for all SA2 regions in the first step, and PCA in the second
step. Subsection 4.2 shows the threemain PCs. Subsections 4.3 and 4.4 focus on the interpretation
of these three PCs. Finally, Subsection 4.5 shows local price indexes for some SA2 regions.

4.1 Index accuracy and the effect of the regularization

This section examines how the components of spatio-temporal regularization and the PCA step
affect out-of-sample errors and index volatility. We also compare our method to the DFM of
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280 SIJP et al.

TABLE 2 Out-of-sample median absolute percentage errors (MDAPE) price indexation errors for different
types of regularization.

SA4 region Regularization MDAPE
MDAPE no principal
component analysis (PCA)

Central Queensland No reg 20.5 31.3
Central Queensland No space reg 20.0 26.6
Central Queensland Reg 16.1 17.8
Sydney - Inner West No reg 10.1 13.4
Sydney - Inner West No space reg 10.1 12.3
Sydney - Inner West Reg 9.9 10.7
Wide Bay No reg 15.6 24.7
Wide Bay No space reg 14.9 20.7
Wide Bay Reg 13.6 15.6

Note: Full regularization (reg), time regularization only (no space reg) andno regularization (no reg) for the post-PCA case (column
3) and pre-PCA case (column 4). House sales in various example regions are between 2005 and 2020.

Francke et al. (2023) and evaluate temporal regularization on a 2% sample of metropolitan Bris-
bane data to recover the original repeat sales index compared to simple post-fit smoothing. Error
values are based on out-of-sample 20-fold cross validation of second sale price prediction within
a repeat sales pair via Equation (11).

4.1.1 Index accuracy and comparison to the DFM

To evaluate the importance of spatial and temporal regularization, we conducted an ablation
study with the following experiments. One experiment with only temporal regularization (i.e.,
without spatial regularization) and another experiment where spatio-temporal regularization
is absent by choosing a coefficient that is very low, namely 𝛾(𝑡) = 𝛾(𝑠) = 10−10. This latter con-
figuration approximately amounts to separate repeat sales indexes with interpolated values for
month-regions where sales observations are missing (as required by PCA).
The results of these two experiments are compared to the full spatio-temporal regularization in

Table 2 for three SA4 regions (that each encompass several SA2 regions) for the pre-PCA indexes
and the post-PCA indexes. Clearly, both employing spatial and temporal regularization signif-
icantly reduces out of sample error, particularly in the pre-PCA case. The effect depends on the
region,where Sydney–InnerWest post-PCAappears to be close to itsmaximumaccuracy, showing
less variation. We conclude that the spatial and temporal components are both important.
To compare the regularized indexes to their unregularized counterparts, Figure 3 shows the

post-PCA price indexes with and without spatio-temporal regularization for some SA2 regions.
Visual inspection shows that index volatility is reduced when spatio-temporal regularization is
included. Also, the post-PCA index may follow a somewhat different overall path if regular-
ization is included, for example, in Banana, Central Queensland. In this case, our error metric
results show that the regularized variant is preferred. The error metrics and the figure suggest
that volatility removed by the regularization is unlikely to constitute valuable variation.
To compare to other granular index methods, we fit the DFM of Francke et al. (2023), described

in Appendix A on the same data. Table 3 shows the resulting median absolute percentage errors
(MDAPE) for the PCA and DFM indexes. Note that, due to computational cost, we limit the
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SIJP et al. 281

F IGURE 3 Comparison of price indexes with (indicated by “reg” suffix in the legend) and without
spatio-temporal regularization for some SA2 regions.

TABLE 3 Comparison between the principal component analysis (PCA) and dynamic factor model (DFM)
index.

SA4 region ACT ISW & SW CC & BHH CQ &WB
MDAPE PCA 0.087 0.099 0.088 0.134
MDAPE DFM 0.082 0.098 0.088 0.136
Median abs diff 0.034 0.015 0.019 0.032
Correlation index 0.940 0.997 0.997 0.968
Correlation returns 0.450 0.910 0.935 0.718
Sales 15,564 22,467 30,759 20,316
Sales per month and region 1.8 2.7 4.2 2.6
Number of SA2 regions 104 58 46 65

Note: Comparisons are made over Australian Capital Territory (ACT), Sydney–Inner SouthWest, and Sydney–SouthWest (ISW &
SW), Central Coast and Baulkham Hills and Hawksbury (CC & BHH), and Central Queensland and Wide Bay (CQ & WB). The
median absolute percentage error (MDAPE) for price estimation based on indexation of individual repeat sales for the PCA index
(row 2) and the DFM index (row 3). Row 4 shows the median absolute difference between the PCA and the DFM index. Row 5
the correlation between the PCA and DFM. Row 6 the correlation between the PCA and DFM quarterly returns. Row 7 the total
number of sales used in the DFM calculation (but not the PCA index). Row 8 gives the number of sales per month per SA2 region.
Row 9 gives the number of SA2 regions within the SA4 region.

monthly fit of the DFM to four geographies listed in the column labels of Table 3: They each
contain two SA4 regions, with the exception of the single-SA4 region ACT.
The estimation errors are more or less identical for the two types of models in Sydney–Inner

South West & Sydney–South West and Central Coast and Baulkham Hills & Hawksbury. The dif-
ference between the actual index values of the PCA and DFM is 1.5% and 1.9% here, indicating
a good agreement. The DFM is more accurate than the PCA index for the ACT and the DFM is
slightly less accurate than the PCA index in Central Queensland & Wide Bay. The correlation
between the DFM and PCA is very high for all regions (Table 3), with a lowest value of 0.94 for

 15406229, 2025, 2, D
ow

nloaded from
 https://onlinelibrary.w

iley.com
/doi/10.1111/1540-6229.12516, W

iley O
nline L

ibrary on [03/06/2026]. See the T
erm

s and C
onditions (https://onlinelibrary.w

iley.com
/term

s-and-conditions) on W
iley O

nline L
ibrary for rules of use; O

A
 articles are governed by the applicable C

reative C
om

m
ons L

icense



282 SIJP et al.

F IGURE 4 Comparison of principal component analysis (PCA) and dynamic factor model indexes.

Note: The PCA indexes are displayed with solid lines, the DFM indexes with dashed lines. The indexes are initialized at 1 in
January 2010.

the ACT. The correlation of the quarter on quarter returns is high, with the exception of the ACT.
For a visual comparison, Figure 4 shows the price indexes for several SA2 regions within Sydney
and Central Queensland, areas with different price behaviors.
Regarding computation time, we find that a fit on the two SA4 regions Sydney–Inner South

West and Sydney–South West takes 106 s for the regularized model with PCA components based
on that region in isolation and 21,832 s for the DFM (more than a 200-fold increase) on a Google
Cloud Platform c2-standard-30 machine. This type of virtual machine contains 30 virtual CPUs
and 120 GB of memory. The regularized PCA model pipeline takes 7165 s for all 84 SA4 regions in
Australia. We are unable to run the DFM on the national data set at once.

4.1.2 Recovering an index from sparse data

We now examine the temporal regularization more closely by considering the metropolitan stan-
dard repeat sales index for Brisbane, the “Control” case shown in Figure 5, and comparing it to
indexes fit on a small random sample of 2% of the sales data. In this experiment, “Unregularized”
refers to a simple application of the standard repeat sales method to the thinned sample data.
As an additional benchmark, “SavGol,” refers to a simple post-fit Savitzky–Golay filter (Savitzky
& Golay, 1964) of window length 15 months and polynomial order 3 applied to the unregular-
ized sparse experiment index. Finally, we show the temporally regularized repeat sales fit on the
thinned sample data, this will be referred to as “Regularized.” Naturally, the simple repeat sales
without smoothing or regularization applied to the thinned sample data is not a usable index due
to its large departures from the Control case and its excess volatility. Also, post-fit smoothing is
inferior to the “online” regularization, as only the latter recovers the original index satisfactorily
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SIJP et al. 283

F IGURE 5 Comparison of price indexes where only 2% of the data are used.

Note: Comparison of Brisbane metropolitan price indexes where only 2% of the data are used (unregularized, blue), alongside the
standard metropolitan repeat sales index fit on the full data set (control, orange). Shown alongside the unregularized sparse data
index are a temporal regularized version of this (regularized, red) and a simple Savitzky–Golay filter applied to the unregularized
experiment of window length 15 and polynomial order 3 (SavGol, purple).

on the thinned sample data. Note that due to a coarse geographical granularity, this experiment
employs only temporal regularization.

4.2 The main PCs and the selection of the truncation point

This and subsequent subsections present results from the entire model pipeline. We estimate the
repeat sales model with spatio-temporal regularization by Equation (8) for each SA2 region. For
computational reasons, we estimate the model not for all SA2 regions combined, but per SA3
cluster, containing on average around seven SA2 regions. Subsequently, we perform PCA on the
full set of resulting indexes for the SA2 regions. The sample covariance matrix is weighted by the
total number of sales for each SA region during a reference period 2010–2015.
Figure 6 shows the first three most important PC 𝒛𝑘, 𝑘 = 1, 2, 3, derived from Equation (9).

We find that the local SA2 price indexes are “red” in spectrum, meaning that most of the variance
(power) is contained within the first few PCs. As is common in data that have not been detrended,
amain trend is captured in the first PC, explaining 92% of the variance. Around 95% of the variance
is explained by the first two PCs and around 96.5% for the first six PCs. Diminishing returns from
adding PCs quickly arises when reconstructing the data.
We determine the PCA truncation level 𝑞 in Equation (10) by the procedure provided in Sub-

section 2.4, based on the accuracy of out-of-sample predictions of second sales within a repeat
sales pair. Figure 7 shows the out-of-sample MDAPE for the regional SA2 level PCA truncated
indexes as a function of the truncation level 𝑞 for the regions Brisbane, Melbourne, and Sydney.
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284 SIJP et al.

F IGURE 6 The first three principal components for all SA2 regions in Australia.

Note: The vertical scale has been truncated to bring out components 2 and 3. The first principal component (PC) captures the
main trend, the second one is associated with the mining boom, and the third one with a lifestyle phenomenon.

F IGURE 7 The out-of-sample MDAPE of the second sale for repeat sales pairs.

Note: Out-of-sample predictions are made for the Brisbane, Melbourne, and Sydney regions. The median absolute percentage
error (MDAPE) depends on the principal component analysis (PCA) truncation for the PCA SA2 level indexes (blue). The major
cities repeat sales indexes (orange) do not depend on truncation as we use the repeat sales method without additional
regularization or PCA.
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SIJP et al. 285

TABLE 4 Correlation between fraction of employment in mining sector data and geographical loading
patterns (GLPs).

GLP 1 2 3 4 5 6
Corr −0.41 0.70 0.22 −0.01 −0.13 −0.08

Note: Spearman rank correlation coefficient between 2016 ABS Census SA2-level fraction of employment in mining sector data
and GLPs 1 to 6. This is a spatial correlation.

To compare the performance, we have also computed less granular metropolitan city-scale repeat
sales indexes for each city, without additional regularization or PCA.
The MDAPE of the regional PCA indexes decreases when 𝑞 increases, as a higher dimensional

parameter space yields more detailed local indexes. The great majority of the improvements has
been achieved at truncation 𝑞 = 9. Clearly, Figure 7 shows that significant gains in accuracy can
be obtained for all cities, when using the more detailed SA2 indexes instead of a city-wide index.
We find very similar results using a more straightforward out-of-sample valuation by indexation
test, using Equation (11) not involving database snapshots or ARIMA forecasts, where the great-
est improvements have also been achieved at truncation 9 (not shown). In summary, we choose
truncation level 𝑞 = 9 in this article.

4.3 General loading patterns for PCs 1 and 2: Mining

This subsection examines GLPs, the 𝛼𝑘𝑟 in Equation (10), for PC 1 and 2. To examine the GLPs
in terms of external economic data, Table 4 shows that there is a strong and positive correlation
between GLP 2 and the fraction of employment in the mining sector, with a Spearman rank cor-
relation of 0.70, measured by SA2 region, whereas GLP 1 has a negative correlation of −0.41, and
the other GLPs a relatively small correlation in absolute terms. This suggests that local housing
markets in regions where the resources sector exerts a significant effect on the local economy
are primarily characterized by high positive correlations with PC 2 (and have moderate negative
correlation to the main trend 1).
Table 5 shows means of GLP 1 and 2 for major city statistical areas. Naturally, the overall cou-

pling of GLP 1 is high for all areas, with the rest of WA and the NT somewhat weaker. Only 1.5%
of the SA2 regions have a coupling below 0.4; these are regions where overall growth and decline
have been rather subdued (not shown). The strongest positive coupling of GLP 2 is in mining-
dominated WA. This agrees with the finding that the positive phase of PC 2 is strongly associated
with the resources sector and thus the mining boom. For this same GLP 2, Sydney has a negative
correlation of −0.25 and Melbourne negative correlation of −0.08. This suggests that a more neg-
ative GLP 2 coupling is associated with Sydney and to a lesser extent Melbourne. This indicates
that GLP 2 describes amining versus Sydney (andMelbourne) where these two componentsmove
out of phase.
Perhaps despite its urban character, Greater Perth has a positive GLP 2 with an average of 0.33.

This shows that the housing market reflects the significant mining component according to our
analysis. Indeed, mining is known to contribute to the Perth economy. Yet, this city couples more
strongly to the main trend GLP 1 than the rest of WA.
Figure 8 shows the general loading patterns for the second PC. A cursory glance suggests

that regions associated with the Australian resources sector are positively coupled to this com-
ponent, for example, the Pilbara in northern WA, Kalgoorlie in southern WA, Roxby Downs
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286 SIJP et al.

TABLE 5 Geographical mean of GLP 1 and 2 (mining) for major city statistical areas.

Major city GLP 1 GLP 2
Rest of WA 0.83 0.48
Rest of NT 0.39 0.36
Perth 0.93 0.33
Rest of SA 0.92 0.26
Darwin 0.88 0.25
Rest of QLD 0.91 0.24
Rest of TAS 0.96 0.14
Brisbane 0.97 0.12
Adelaide 0.98 0.11
Rest of VIC 0.98 0.03
Hobart 0.98 0.03
ACT 0.97 −0.03
Rest of NSW 0.96 −0.04
Melbourne 0.99 −0.08
Sydney 0.95 −0.26

Note: Means are weighted by house sales volume per SA2 region. The rows are sorted by GLP 2 in descending order.

F IGURE 8 Geographical Loading Patterns (GLPs) for the second principal component, associated with
mining.

 15406229, 2025, 2, D
ow

nloaded from
 https://onlinelibrary.w

iley.com
/doi/10.1111/1540-6229.12516, W

iley O
nline L

ibrary on [03/06/2026]. See the T
erm

s and C
onditions (https://onlinelibrary.w

iley.com
/term

s-and-conditions) on W
iley O

nline L
ibrary for rules of use; O

A
 articles are governed by the applicable C

reative C
om

m
ons L

icense



SIJP et al. 287

in SA, and the areas around the coal-rich Bowen Basin in Queensland. In contrast, the large
eastern urban centers of Sydney and Melbourne, areas of strong non–mining-related economic
activity, have negative (GLP-2) correlations. Based on Table 5, regions within NSW that have a rel-
atively negative GLP 2 could reasonably be expected to have similarities to Sydney, and in Victoria
to Melbourne.

4.4 General loading patterns for PC 3: Lifestyle

Although the incremental increase in explained data variance for PC 3 (over the previous two com-
ponents) is only 0.7%, this component is nonetheless important. Table 6 examines the top nine SA2
regions by GLP 3 for each greater capital city statistical area. Virtually all of the regions shown
are coastal regions with a beach lifestyle that are often also popular for second home ownership.
They also attract visitors from the nearest urban regions, and some even attract major interna-
tional tourism. The high GLP 3 and high GLP 2 areas in Greater Perth are interesting. They are
coastal areas around Mandurah: Closer inspection of these regions in terms of external data and
descriptions confirms the strong influence of bothmining and lifestyle (not shown). Within NSW,
the top GLP 3 regions are located in the Central Coast, an area with a beach and surfing lifestyle a
bit further away from Sydney. This provides additional indication that GLP 3 is related to lifestyle.
To examine this further, Figure 9 shows GLPs for PC 3 in Greater Sydney. The negative (darker

blue) area coincides with the denser urban areas around the core of the Sydney metro area. The
high positive coupling in the Central Coast, for example, Avoca Beach, is visible to the north. Of
interest is the GLP 3 coupling along the narrow ribbon of towns in the scenic Blue Mountains
to the west of Sydney increasing along the Great Western Highway going west, past Wentworth
Falls and to Lithgow, the beginning of the lower lying Central West. Away from Sydney inland to
the south west, more positive couplings begins at Mount Annan, where the city meets the rural
countryside of regionalNew SouthWales. These are examples of lifestyle areas in scenic nonurban
areas away from the coast, although the positive phase of GLP 3 is generally more coastal. The
other largest cities show a similar pattern (figure not shown).

4.5 Local house price indexes

We will now examine the character of local housing markets in various SA2 regions, captured by
price indexes, and describe this in terms of GLPs. By selecting example regions having a range
of values of GLP 2 and 3 coupling, we elucidate the types of price behavior that characterize the
market and how this depends on geography. This is also intended to show the kind of price indexes
obtained from the PCA procedure and the usefulness of the PC decomposition for understanding
the similarity in price index behavior between regions.
Figure 10 shows SA2 price indexes for regions varying in their GLP 2 coupling. To illustrate

the level of volatility of the underlying pre-PCA repeat sales index of step 1, it is drawn as
dots alongside the truncated PCA index of step 2 (Section 2.5). These pre-PCA indexes (dotted
lines) already possess a certain limited smoothness due to the spatio-temporal regularization, but
remain somewhat volatile based on the permissive parameterswe chose. Further smoothing arises
from the PCA truncation procedure, yielding useful and interpretable SA2-level indexes (the solid
curves). We have conducted the same experiments without the spatio-temporal smoothing and
find reasonably smooth PCA indexes that are nonetheless more volatile than those shown here.
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288 SIJP et al.

TABLE 6 GLPs for principal component 3, associated with lifestyle.

Major city SA2 name GLP1 GLP2 GLP3
Rest of NSW Tea Gardens - Hawks Nest 0.87 −0.05 0.42
Rest of NSW Forster-Tuncurry Region 0.91 −0.06 0.34
Rest of NSW Nelson Bay Peninsula 0.91 −0.19 0.32
Rest of NSW Forster 0.92 −0.14 0.32
Rest of NSW Tuncurry 0.90 −0.17 0.30
Rest of NSW Batemans Bay - South 0.94 −0.02 0.29
Rest of NSW Anna Bay 0.94 −0.07 0.29
Rest of NSW Ulladulla Region 0.94 −0.13 0.28
Rest of NSW Old Bar - Manning Point - Red Head 0.93 −0.06 0.28
Rest of TAS George Town 0.93 0.20 0.21
Rest of TAS St Helens - Scamander 0.95 0.13 0.19
Rest of QLD Port Douglas 0.83 0.00 0.34
Rest of QLD Daintree 0.77 0.29 0.33
Rest of QLD Torquay - Scarness - Kawungan 0.92 0.23 0.30
Rest of QLD Surfers Paradise 0.93 0.02 0.29
Rest of QLD Cooloola 0.89 0.26 0.29
Rest of QLD Booral - River Heads 0.91 0.27 0.29
Rest of QLD Urangan - Wondunna 0.92 0.23 0.29
Rest of QLD Craignish - Dundowran Beach 0.92 0.25 0.28
Rest of QLD Caloundra - Kings Beach 0.95 0.04 0.28
Rest of SA Millicent 0.90 0.29 0.25
Rest of SA Tatiara 0.90 0.27 0.23
Rest of SA Kangaroo Island 0.94 0.21 0.19
Rest of SA Berri 0.93 0.22 0.19
Rest of SA Kingston - Robe 0.94 0.20 0.18
Rest of SA Victor Harbor 0.96 0.14 0.18
Brisbane Redland Islands 0.89 0.27 0.33
Brisbane Logan Village 0.53 0.20 0.29
Brisbane Bribie Island 0.95 0.09 0.26
Brisbane Jimboomba 0.80 0.30 0.24
Brisbane Beachmere - Sandstone Point 0.95 0.17 0.22
Brisbane Deception Bay 0.96 0.14 0.20
Brisbane Kilcoy 0.91 0.26 0.19
Brisbane Redland Bay 0.96 0.13 0.19
Brisbane Caboolture 0.95 0.20 0.18
Rest of VIC Hamilton (Vic.) 0.94 0.17 0.21
Rest of VIC Portland 0.95 0.18 0.18
Sydney Budgewoi - Buff Point - Halekulani 0.94 −0.26 0.20
Sydney Warnervale - Wadalba 0.96 −0.17 0.19

(Continues)
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SIJP et al. 289

TABLE 6 (Continued)

Major city SA2 name GLP1 GLP2 GLP3
Sydney Lake Munmorah - Mannering Park 0.95 −0.25 0.19
Sydney The Entrance 0.91 −0.35 0.18
Sydney Blue Haven - San Remo 0.94 −0.25 0.18
Sydney Summerland Point - Gwandalan 0.95 −0.24 0.18
Perth Dawesville - Bouvard 0.85 0.42 0.26
Perth Falcon - Wannanup 0.85 0.42 0.25
Perth Mandurah 0.84 0.47 0.20
Perth Mandurah - North 0.86 0.44 0.19
Perth Mandurah - South 0.86 0.45 0.18
Rest of WA Busselton Region 0.90 0.31 0.19

Note: Top nine SA2 regions by GLP 3 for each greater capital city statistical area. Only regions with more than 1000 sales in the
index period and with a GLP 3 of more than 0.18 are included. This threshold is chosen such that Sydney is included. GLP 3 is
associated with the lifestyle housing markets.

F IGURE 9 GLPs for principal component 3 for Greater Sydney, associated with lifestyle.

Clearly, the indexes are able to capture a variety of growth trajectories for the different regions.
Ashfield in InnerWest Sydney has a strongly negativeGLP 2 coupling (value shown in the legend),
an attribute associated with Sydney and to a lesser extent Melbourne. Boronia inMelbourne has a
more weakly negative GLP 2 coupling that is typical there. Indooroopilly just west of the Brisbane
Central Business District (CBD) has a more or less neutral GLP 2 coupling, suggesting neither a
Sydney–Melbourne influence nor a strong mining influence there. For comparison, the resources
economy town of Geraldton WA with a strong positive GLP 2 coupling is also shown.
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290 SIJP et al.

F IGURE 10 Price indexes before and after principal component analysis (PCA) truncation for some SA2
regions.

Note: The dotted “lines” are price indexes computed by Equation (8) (Step 1 in Section 2.5, so pre-PCA). The solid lines are price
indexes after applying PCA truncation (𝑞 = 9) by Equation (10) (Step 2 in Section 2.5). The legend contains the GLP 2 value in
brackets. Shown are Ashfield in Inner West Sydney, Boronia in Melbourne, Indooroopilly just west of the Brisbane CBD, and the
mining-influenced town of Geraldton in coastal mid-west WA. The indexes are initialized at 1 in January 2010.

Similar to other regions influenced by the resources sector, and in contrast to the other three
(nonmining) regions, Geraldton follows the Australian mining boom with suppressed price
growth after its ending in 2013. The negative GLP 2 regions of Ashfield and Boronia show the
opposite behavior: strong growth for 2013–2018, associated with negative correlation with the
second PC. The stronger 2012–2017 growth in Ashfield than Boronia suggests that the more
strongly negative GLP 2, the stronger the growth in that period. There is also growth in this period
for Indooroopilly, albeit significantly lower, then followed by stronger growth after 2020. This
suggests that GLP 2 is a useful tool in analyzing the growth behavior of these regions.
As an example of the “resources component,” Figure 11 shows house price indexes for several

SA2 regions with a high positive coupling to the second PC. Despite some of the regions being
far apart geographically, their behavior in time is similar. Strong growth from 2004 to 2008 is
associated with a similarly strong mining investment boom peaking in 2008 and again in 2012–
2013 just before the steep decline in mining expenditure and also house prices, marking the end
of the mineral resources boom in 2013. Prices pick up again to various degree after 2017. The price
evolution is clearly influenced by the pattern of mining investment, see right-hand side 𝑦-axis of
Figure 11 and PC 2 in Figure 6 is the archetype of this behavior.
To examine the character of the third component, representing lifestyle, Figure 12 shows house

price indexes for several SA2 regions with a high positive coupling to the third and a low coupling
to the second PC. The indexes for these four coastal regions, situated far apart from each other by
thousands of kilometers along the NSW andQLD coast, show remarkably similar growth patterns
between 2010 and 2022. This similarity shows that the first few PCs provide a strong descriptive
framework for the time evolution patterns of local markets. Namely, the indexes here are charac-
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SIJP et al. 291

F IGURE 11 Price indexes for several regions with a high coupling to PC 2 (mining).

Note: Principal component analysis (PCA) truncated price indexes (from Equation (10), 𝑞 = 9) for several regions with a high
coupling to the second principal component, the “resources component.” The legend contains the GLP 2 value in brackets.
Shown are Geraldton in coastal mid-west WA, Karratha in outback WA, Derby–West Kimberly in northern WA,
Broadsound–Nebo in Central Queensland, and Karratha in outback WA. The indexes are initialized at 1 in January 2010. The
right-hand side 𝑦-axis shows mining expenditure in million dollars. Source: ABS 2023, 8412.0 Mineral and Petroleum
Exploration, Australia.

F IGURE 1 2 Price indexes for several regions with a high coupling to PC 3 (lifestyle).

Note: Principal component analysis (PCA) truncated price indexes (from Equation (10), 𝑞 = 9) for several regions with a high
coupling to the third principal component, the lifestyle component. The legend contains GLP 2 and 3 values as a 2-tuple in
brackets. Shown are Tea Gardens–Hawks Nest on the NSWmid coast, Batemans Bay on the NSW south coast, Port Douglas, a
coastal tourist town just north of Cairns in northern Queensland, and Surfers Paradise, a coastal resort on Queensland’s Gold
Coast. All regions are relatively far from the major metropolitan areas.
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terized by a period of growth from 2012 to 2017 (more modest than in Sydney), some stagnation
that is then followed by abrupt growth from 2020 to 2022. Also, the 2017 market peak followed by
the decline from 2017 to 2019 that is seen in Sydney and Melbourne is absent here.

5 DISCUSSION

We have presented two novel approaches to overcome the limitations of data-sparse local house
price indexes and have shown that combining them into one PCA-based model pipeline yields a
transparent, computationally efficient, and interpretable method to produce accurate nonvolatile
geographically granular house price indexes, along with interpretable GLPs. The spatio-temporal
regularization of dummy regression presented in this article allows the influence of sales values
adjacent in space and time: This then also takes care of missing values in a natural way. This
local smoothingmechanism consists of ridge regression in coordinates relative to the eigenvectors
of a graph Laplacian representing the spatio-temporal relationships of sales events (considering
adjacent regions connected).
Regularization based on the graph structure and associated Laplacian offers a flexible and novel

framework for index construction. Price indexes for nonadjacent regions are assumed to be con-
ditionally independent a priori, but influence can travel through intermediate regions. To model
a more direct relationship between more distant nodes and perhaps across time, weighted edges
may be added. For example, higher order differencing could be considered or house prices from
regions that belong to the same income decile could also be shrunk together using our proposed
approach. However, such approaches lead to a loss of sparsity in the graph Laplacian. Based on
the parsimony of our current graph structure, we leave the study of alternative graph structures
for future work.
We have shown PCA to be an efficient and transparent nonlocal smoothing mechanism for a

set of geographically dispersed locally constructed repeat sales house price indexes. In this case,
the starting point consists of fitting monthly regularized repeat sales indexes on every Australian
SA2 region individually for all of Australia. We have shown that in the absence of spatio-temporal
regularization of the repeat sales indexes, the PCA still yields useful indexes, albeit more volatile
in certain regions. In fact, the PCA could also take a collection of local indexes obtained by other
methods as a starting point (not shown). ThePCAallows local trends to be expressed transparently
as a linear combination of the first few uncorrelated (orthogonal) leading national trends.
Aside from local indexes, the PCA procedure yields useful information on the main national

trends in the Australian housing market, linking local market behavior to geography and broad
socioeconomic phenomena. Namely, we found that the second PC relates to the Australian min-
ing boom, and we discovered it is in antiphase to Sydney–Melbourne. The third PC corresponds
to a coastal lifestyle phenomenon. Local housing markets are quantitatively classed and under-
stood according to their coupling to these main national factors. This also yields potential for
market forecasting.
Wehave applied theDFM (Francke et al., 2023) to theAustralian house sales data and compared

the PCA index to it, finding similar index performance. The DFM index works well even when
very little data are available. Using the DFM model as a ground truth, we have verified that the
PCA index yields accurate and useful local indexes. Although the PCA index and the DFM index
are similar in that they use a matrix of loadings on a set of main trend components, there are
also many differences between the two. For instance, the main trends in the DFM index are not
orthogonal nor have the PCA property. The PCA property of the orthonormal eigenbasis of the
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PCA model makes it particularly suitable for our analysis of the main loadings. Also, the low
computational load of the PCA model pipeline allows for a national model, whereas in the DFM
only an SA4 region level model is feasible.
It is no coincidence the second leading national PCA trend component (after the main trend)

turns out to be linked to the resource sector (with no a-priori manipulation to our approach):
Mining exports are a major contributor to the Australian economy. The mineral boom of the
early 2000s until themid-2010swas fueled by strong demand forminerals and resources primarily
from China, posing one of the largest economic shocks to the Australian economy in generations
(Downes et al., 2014), with mining sector investment spending increasing from 2% to 8% of GDP
by 2012. Downes et al. (2014) estimate that the mining boom boosted real per capita household
disposable income by 13% over the decade up to 2013, and contributed to a large appreciation of
the Australian dollar, tempering trade-exposed industries such asmanufacturing and agriculture.
Patterns in labour mobility were also affected (Foo & Salim, 2022).
The (second) trend’smining region antiphase to the significantly larger Sydney housingmarket

remains intriguing. Future work could examine the impact of mining on the various economic
sectors and subsequently local housing markets. We conclude that the main trends (the PCs) are
a useful tool in examining the local housing markets in Australia.
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APPENDIX A: THE DFM
We will compare our results to the DFM of Francke et al. (2023) that we will briefly describe
here for reference. To be clear, this DFM is not part of our modeling pipeline to produce the local
PCA indexes, it is here for comparison and benchmarking. The structural time series approach in
general and the DFM in particular aim to ameliorate the cross-sectional transaction price noise
in granular markets. To this end, we have constructed the DFM and fit it on regions within the
Australian data set. Unlike the PCA, we have not fit on the entire Australian data set, as the DFM
runs orders of magnitude slower on the computer.
The regional price indexes 𝜇𝑡𝑟 are estimated from (adaptedwith a small notational change from

eq. (13) of Francke et al.)

ln 𝑃𝑖𝑡𝑟 − ln 𝑃𝑖𝑠𝑟 = 𝜇𝑡 − 𝜇𝑠 +
∑𝐾

𝑘=1
Γ𝑟𝑘(𝜁𝑡𝑘 − 𝜁𝑠𝑘) + 𝜖𝑖𝑡𝑟 − 𝜖𝑖𝑠𝑟,

𝜇𝑡 ∼  (𝜇𝑡−1, 𝜎
2
𝜇), 𝑡 = 2, … , 𝑇, 𝜇1 = 0,

𝜁𝑡,𝑘 ∼  (𝜁𝑡−1,𝑘, 𝜎
2
𝜁
), 𝑡 = 2, … , 𝑇, 𝜁1,𝑘 = 0,

(A.1)

where 𝑃 are transaction prices of property 𝑖 = 1…𝑁 at time 𝑡 = 1…𝑇 and located in region 𝑟, 𝜇𝑡 is
a main trend, 𝜁𝑡𝑘 is a set of 𝐾 ≪ 𝑝 latent trends, the dynamic factors, comparable to the PC time
series 𝑍 in the PCA, 𝑟 = 1,… , 𝑝 are the (SA2) regions, 𝑡 is the time of sale, and 𝑠 the previous sale
and the 𝜖𝑖𝑡𝑟 idiosyncratic noise. Estimation of 𝐾 is generally done with an information criterion
(Zuur et al., 2003), but we use the number 4, similar to the findings of Francke et al. (2023), as we
find no significant differences over a range of values in our experiments. Note that the log price
indexes 𝜇𝑡𝑟 for the regions are constructed via

𝜇𝑡𝑟 = 𝜇𝑡 +

𝐾∑
𝑘=1

Γ𝑟𝑘𝜁𝑡𝑘. (A.2)

The loading matrix Γ is upper triangular with positive diagonal elements for identification of the
matrix, with elements generally 𝛾𝑟,𝑘 ∼  (0, 1).
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This model may be run as (i) described above or (ii) with additional imposed structure on Γ

based on a spatial random walk visiting each region, referred to as (i) the nonspatial model and
(ii) the spatial model in Francke et al. (2023). They order the localities 𝑟 according to a traveling
salesperson (TSP) path, and define the spatial random walk as

𝛾𝑟,𝑘 ∼  (𝛾𝑟−1,𝑘, 𝜎
2
𝛾). (A.3)

In this article, we use the spatial model, employing a space filling geohash path based on sorting
of the geohashes of the SA2 region centroids for the random walk instead of the TSP path. Like a
TSP path, this path tends to preserve proximity of locations (although it may not be the shortest
path). Estimation of the DFM is performed using the No-U-Turn-Sampler (NUTS) of Hoffman
and Gelman (2014).

APPENDIX B: ADDITIONAL DISCUSSION OF PCA
Here, we provide a brief discussion of our application of PCA in the context of related PCA-based
methods. PCA reduces the dimensionality of the data while retaining most of the variation. This
effectively summarizes the complex interplay of market trends into a few PCs. Each component
can be interpreted as capturing a fundamental trend in the housingmarket, with loadings indicat-
ing the influence of each region. This is a transparent process as it offers a clear and inspectable
view of the underlying market dynamics, facilitating a deeper understanding of how different
regions contribute to overall price movements. To make formal inferences about population PCs,
given the sample PCs, the assumption is that the data follow a multivariate normal distribution.
Clearly, this is not satisfied for time series data (such as the price indexes here). Nonetheless, the
absence of data independence in time is not problematic for descriptive use of PCA according to
Jolliffe (1986). These descriptive cases constitute the vast majority of PCA use cases, as witnessed,
for instance, by the prolific application of PCA to time series data in the atmospheric sciences
mentioned earlier. Also, Ruiz and Poncela (2022) contend in this context that information in the
past only affects the analysis for a small cross-sectional dimension. In sum,we are confident to use
PCA here, where no formal inference is used and no analysis of time-varying effects is performed.
An example of an area of PCA application where the assumption of time-independence of the

data may be important arises in statistical process control in chemical processes (e.g., Vanhatalo
et al., 2017), where inference may be used. Ku et al. (1995) suggest dynamic PCA (DPCA) as a
remedy in the chemometrics literature by adding time lagged versions of the time series to the
data matrix, so introducing a frequency aspect to the analysis. This approach has strong simi-
larities with the Singular Spectrum Analysis (SSA) and multiseries equivalent MSSA described
in Jolliffe (1986) that appears to have been invented independently in multiple fields and is used
to analyze autocorrelations in time series. Further related techniques employing the frequency
domain described in Jolliffe (1986) are principal oscillation patterns (POP) and complex Hilbert
EOFs. These are designed to study atmospheric patterns traveling in space in time and are likely
to be useful to analyzing the housing market in a similar way to the PCA used in this article.
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