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ChapterChapter 2 

Recording,, Storage, and 
Analysiss of 
Electrocardiograms s 

Thiss chapter discusses recording technology, datafile formats, and software 
forr the digital recording of multichannel ECG data. — Linnenbank et al. Se-
lectinglecting the optimal parameters for for biomedical amplifier systems (in preparation). 
Presentedd in part at the 13th Annu. Int. Conf. IEEE EMBS, 1991 [151]; 14th 
Annu.Annu. Int. Conf. IEEE EMBS, 1992 [149]; Intern. Conf. on Electrocardiology, 
19955 [150]. 

2.11 Introduction 

Inn the last few decades, technological progress has changed the recording 
off  multichannel ECGS from a complex laboratory experiment into a routine 
clinicall  procedure. Miniaturization of amplifiers has made the equipment 
portablee and made high-quality recording in an electrically noisy environ-
mentt possible [172]. Fast digital computers allow the simultaneous record-
ingg of many leads, sampled at a frequency of 1 kHz or more, in such a way 
thatt the data are immediately accessible for on-line analysis. 

Inn the 1950's and 60's, maps comprising hundreds of leads were ob-
tainedd with analog recording equipmentt by multiplexing of signals, record-
ingg only a few of the leads at a time and using several beats—which were 
assumedd to be identical—to obtain a complete map [58-60,256]. Nowa-
days,, digital acquisition systems are able to record more than 500 leads 
simultaneouslyy at a sampling frequency of 2 kHz [18]. Digital acquisition 
systemss also facilitate analysis of recordings because they make the data 
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immediatelyy available in a computer-readable format. Recordings with in 
thee order of a million leads, though for short durations or reduced sampling 
frequencies,, are possible with optical mapping methods, where the intracel-
lularr potential is converted to fluorescence by voltage-sensitive dyes, and 
recordedd with a CCD camera [j$, 177,267,277] (see section 3.4 on page 49). 

2.22 Recording Hardware Requirements 

Equipmentt for ECG recording is in direct electrical contact with the patient. 
Thiss implies that the system has to be not only technically well-designed 
butt also safe. For multichannel recording this means that the system can 
bestt be divided into a part with amplifiers that is in contact with the pa-
tientt (often called the "front-end") and a part that is connected to the mains 
andd takes care of the processing, storage, and user interfacing (the "back-
end").. The parts communicate via an electrically isolated connection. For 
thiss purpose, an optical fibre has been employed by our group [172]. This 
hass the additional advantage of reducing the capacitive coupling between 
front-endd and back-end. 

Inn this design setup the front-end must be compact and use as littl e 
powerr as possible because it cannot be powered by the mains. Batteries 
aree often the most convenient power source for the front-end; laser pow-
eringg by optical fibres may become feasible, but it presents complicated 
safetyy problems which have to be solved before this method can be applied 
clinicallyy [86]. At the moment it is technically not possible to transmit mul-
tichannell  data over an analog connection in a practical way. We therefore 
assumee that analog-to-digital (A /D ) conversion is performed in the front-
endd and that the data are transported digitally. Typical design parameters 
thatt influence the size and power consumption of such systems are: the 
numberr of parts per channel, the number of bits of the A / D converters, and 
thee sampling frequency. 

Usingg an isolated recording system with high-quality amplifiers as de-
scribedd above, it is possible to obtain amplified signals whose noise level is 
dominatedd by the inevitable "electrode noise," which originates primarily 
att the electrode-skin interface and amounts 2 - IOUVRMS [107]. 

2.2.11 Computation of the bit step 

Thee next stage in the design of a digital acquisition system is the selection 
off  a bit step (discretization level) for analog-to-digital (A/D) conversion. 
Discretizationn of a signal introduces additional noise proportional to the 
bitt step (VRMS = i / \ / Ï 2  Vbitstep) [150]. Thus the selection of a small bit 
stepp both increases accuracy and decreases additional noise. However, a 



2.22.2 Recording Hardware Requirements 27 

smallerr bit step implies a larger number of bits, and A / D converters gen-
erallyy use more power for a larger number of bits. If power conservation 
iss an issue, as is the case in a battery-powered front-end, the bit step of a 
systemm should therefore not be made unnecessarily small. Since there is 
ann inevitable noise component arising from the electrodes, and (RMS) noise 
levelss add quadratically, it is not functional to choose the bit step so small 
thatt the discretization noise is much smaller than the electrode noise. A bit 
stepp of about one to three times the analog RMS noise level is thus a reason-
ablee choice. For a typical ECG this means a bit step of 2-8 uV. 

Thee required number of bits then follows by dividing the maximal ex-
pectedd signal by the bit step. A typical assumed noise level for ECG data is 
4UVRMS-- If this value is used as a bit step, at least 14 bits are needed for 
endocardiall  electrograms with a range of approximately 50 mV. For surface 
ECGG data, 12 bits generally suffice at this resolution. 

2.2.22 Analog filtering prior to sampling 

Forr electrocardiographic recordings, high-pass filters with cut-off frequen-
ciess of 0.05 or 0.16 Hz are employed to reduce DC offset and baseline drift 
originatingg at the interface between electrode and skin [40,107]. 

Inn addition, analog low-pass filters are employed before the A/ D con-
versionn in order to reduce noise and distortion in the sampled signals. Dur-
ingg sampling, signals with frequencies above half the sampling frequency 
(knownn as the Nyquist frequency and denoted f̂ ,) are 'folded back' into 
thee lower frequency range. If the sampling frequency is 1 kHz then a signal 
withh a frequency of 550 Hz wil l turn up in the output as a signal of 450 Hz. 
Thee 450 Hz signal is called an alias of the original frequency and this pro-
cesss is therefore also commonly known as aliasing. 

Inn order to digitize a signal as effectively as possible, the noise and sig-
nall  components with frequencies above the Nyquist frequency should be 
attenuatedd as much as possible by a low-pass filter. It is not possible to re-
movee these unwanted signals after sampling because of the aliasing effect; 
thee aliases wil l distort the signals and be virtually inseparable from them. 
AA related function of the analog low-pass filters is to increase the signal-
to-noisee ratio (SNR) by attenuating those frequencies that do not contain 
information. . 

Thee interaction between filtering and aliasing is illustrated in figure 2.1. 
Becausee noise adds quadratically, the influence of aliases of noise on the to-
tall  noise is negligible, except for frequencies close to the Nyquist frequency 
inn the case of a second-order filter with a relatively high cut-off frequency. 
Moreover,, both ECG and noise diminish with increasing frequency, making 
aliasess even less of a problem. Only aliases of interference can have a no-
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Figuree 2.1: Examples of aliasing, also called "folding back" of frequency bands due 
toto sampling. Amplitude responses of three different filters are shown, to give an es-
timatetimate of the relative contributions of noise and interference of different frequencies 
afterafter filtering. Along the horizontal scale of each plot, the frequency is expressed in 
termsterms of the Nyquist frequency fv = |fs/ where fs is the sampling frequency. In 
panelpanel (A), the filter is an idealized md-order low-pass with a cut-off frequency of 
halfhalf the Nyquist frequency h/\is). Panel (B) shows the results of a ̂ th-order filter 
andand panel (C) demonstrates a md-order filter with a low-pass frequency at a quar-
terter of the Nyquist frequency. The drawn line represents the amplitude response 
inin arbitrary units. The amplitude response consists of four "folds," the upper fold 
representsrepresents the interval o-f-y, the next fold the aliased frequencies in the interval 
f-v-af-vv that are folded back to the primary interval, etc. The dotted line represents 
thethe quadratic sum of all four folds. These responses can also be interpreted as those 
thatthat would be obtained if the input would consist entirely of white noise. 

ticeablee influence on the recorded signals. 

2.2.33 Computation of the low-pass cut-off frequency 

Thee value of the optimal low-pass cut-off frequency depends on the fre-
quencyy spectra of the signal that is recorded, and of the noise that is super-
posedd on it. 

Too estimate the spectrum of the ECG, - 700 complexes of sinus rhythm of 
aa multichannel ECG recording of a single patient were signal averaged. The 
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Figuree 2.2: Amplitude spectrum of an averaged 64-channel ECG of one patient. 
EachEach lead was averaged over approximately 700 beats, and the amplitude spectrum 
ofof the average signal was estimated. The thin line represents the average of the 
spectraspectra of the 64 leads. The thick line is the approximation used in this chapter. Its 
characteristiccharacteristic point at 20 Hz is indicated with a dashed line. 

(quadratic)) average spectrum of all 64 channels was taken as an estimate of 
thee spectrum of an ECG. It turned out that the spectrum could be approxi-
matedd by a curve that decreases slowly up to about 20 Hz and then drops 
offf  with 15 dB per octave (figure 2.2). The average peak R ampli tude of the e 
ECGG was 640 |iV and the RMS ampli tude of the signal 128 |JV, at a heart rate 
off  85 beats per minute. 

Thee spectrum of the noise in the ECG can be modelled by l / f noise. 
Thee amplitude of the noise is about 2 H-VRMS for high-quality recordings 
too 20 |XVRMS in situations with much interference, bad electrode contact, or 
musclee artefacts. In our experience, the modal noise amplitude is about 3 
too 5 M-VRMS (15-25 pV peak-to-peak). 

Usingg the spectra of ECG and noise it is possible to compute the SNR of 
thee ECG as a function of the cut-off frequency. We consider three sources 
off  "noise." 1) The filtered noise that results from the noise present at the 
input,, consisting mainly of electrode noise. 2) The aliases of the input ECG 
thatt fold back into the o-fv frequency range. 3) Those parts of the input 
ECGG that are attenuated by the filter. The latter components also have to be 
takenn into account as noise for the SNR computation. Phase changes in the 
analogg filter can also cause distortions, which wil l be ignored here. 

Thee SNR as a function of the cut-off frequency has a maximum because 
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forr low cut-off frequencies, the signal wil l be distorted as a result of the fil -
tering,, whereas at higher frequencies this distortion of the signal is small 
butt the noise contribution is larger with increasing bandwidth of the am-
plifierr (panel a in figure 2.3). The distortion as a result of aliased signal 
componentss in an ECG with a frequency above f v is negligible at a sampling 
frequencyy of 1 kHz and is not shown in the figure. 

Withh the above-mentioned parameters for the spectra, the optimal cut-
offf  frequency can be computed. If we assume a second-order idealized low-
passs filter and a sampling frequency of 1 kHz then the optimal cut-off fre-
quencyy is about 150Hz for a noise level of 2 UVRVIS- In case of a tenfold 
noisee level, the optimal frequency wil l be lower at 50 Hz. If, however, these 
signalss wil l be used for signal averaging and after averaging only 0.2 UVRMS 

remains,, the low-pass cut-off frequency should have been at 400 Hz for op-
timall  performance (panel b in figure 2.3). 

Whenn higher than second-order filters are employed, the bandwidth of 
thee amplifiers can be larger. For e.g. a 4th-order filter the values are 55,175, 
andd 450 Hz for 20, 2, and 0.2UVRMS/ respectively. In general, higher-order 
filterss reduce the distortion in the sampled signal but they require a larger 
numberr of parts on the amplifier board. 

Thus,, the optimal cut-off frequency is highly dependent on the (often 
unknown)) noise level. Since the total noise level increases littl e for cut-off 
frequenciess above the optimal frequency (figure 2.3a), it is safer to choose a 
relativelyy high cut-off frequency if the noise level is not accurately known. 

2.2.44 Computation of the sampling frequency 

Itt is advantageous to have a sampling frequency that is as low as possible. 
Mostt A/ü-converters are built with CMOS transistors. The power consump-
tionn of these transistors is proportional to the frequency at which they op-
erate.. Therefore, a lower sampling frequency reduces the power consump-
tionn proportionally, thus increasing the battery life. 

Thee only noise contribuent that changes with the sampling frequency 
iss the aliasing of signal components in the ECG signal. The spectrum of 
thee ECG drops quickly with increasing frequency. The effect of aliasing on 
thee SNR when selecting a certain fv (which wil l turn all frequencies higher 
thann that into "noise") is therefore highly comparable to the distortion that 
resultss from using a low-pass filter with cut-off frequency fcut — fv. At the 
frequencyy with an optimal SNR, the distortion component is already much 
lowerr than the noise contribution. The sampling frequency can therefore 
bee chosen as low as 2fcut without affecting the SNR. 

Theree may be two reasons to select a higher sampling frequency. First, 
too reduce the influence of aliases. If the noise at frequencies close to the 
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Figuree 2.3: (a) Contributions of distortion (dotted line) and input noise (dashed 
line)line) to the total noise at the output (solid line), as a function of the cut-off fre-
quency,quency, f or an ECG with an input noise level of 2 ^VRMS- The sampling frequency 
isis 1 kHz and a md-order low-pass filter is applied. The distortion decreases with 
increasingincreasing cut-off frequency, but the contribution from the input noise increases 
withwith the cut-off frequency. The quadratic sum of these noise sources reaches a min-
imumimum at 150 Hz, indicated in the figure by the vertical line, (b) Signal-to-noise 
ratioratio (SNR) as a function of the cut-off frequency for three noise levels. The level 
(0.2,(0.2, 2, or 20UV-RMS) corresponding to each curve is indicated. The maximum of 
eacheach curve is indicated with an open circle. For the 20/^VRMS curve the maximal 
SNRSNR is 8.2, and it slowly decreaeses for higher cut-off frequencies, to 6.4. at a cut-off 
frequencyfrequency of 500 Hz. 

samplingg frequency is not much attenuated, it can hamper further process-
ingg since it folds back as low-frequency noise. Also, one may plan to reduce 
thee higher-frequency noise after sampling, by a digital filtering technique, 
insteadd of applying an analog filter before sampling. 

Thee second reason for using a higher sampling frequency is when these 
signalss wil l be used later for signal averaging. After averaging, smaller 
higher-frequencyy signals can be detected due to the lower noise level. In 
thiss case, one should also increase the cut-off frequency of the low-pass 
filterr (see section 2.2.3). This decreases the SNR for the beat-to-beat analysis, 
butt fortunately the SNR decreases but slowly with frequency, so this may be 
aa favourable trade-off. 
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2.33 Computer Hardware Requirements 
Thee number of channels, the measurement accuracy, and the sampling fre-
quencyy determine the data rate of a system. The equipment that stores the 
dataa must be able to handle this data rate. Just a few decades ago, only pho-
tographicc equipment, and to a lesser extent mechanical pen plotters, could 
handlee the data rate of an ECG [57,60,256]. Later, analog magnetic tape was 
employed;; this method is still used for portable ("Holter") ECG recording 
devices.. For most other applications, digital computers nowadays store 
ECGG data. 

Twoo subtasks can be recognized in the task of computer acquisition and 
storagee of data: 1) entering the data in short-term random access memory 
(RAM),, and 2) storage in long-term memory (hard disc). In addition, archiv-
ingg on permanent media such as CD-ROM is a task of the computer equip-
ment.. Generally, the first subtask can be performed much faster than the 
second,, because RAM allows a much larger data rate than a hard disc. On 
thee other hand the capacity of the hard disc is generally much larger than 
thee capacity of the RAM. Three possible scenarios can be distinguished: 

1.. The data rate exceeds the speed of both short-term and long-term 
storage.. In this case direct computer acquisition is impossible. 

2.. The data rate is too high for the long-term storage but not for the 
short-termm storage. In this case, recordings may be made for a limited 
periodd by caching the data in RAM, and subsequently storing them 
relativelyy slowly on hard disc. Most acquisition systems employed in 
thee last decade use this method. 

3.. Both long-term storage and short-term storage can handle the data 
rate.. This allows continuous recordings with the recording duration 
onlyy limited by the size of the long-term memory. The integrated 
mappingg system employed in the St. Antonius hospital (section 1.6) is 
ablee to do this for 128 channels of 16-bits data recorded at a sampling 
frequencyy of either 1 or 2 kHz (yielding a data rate of 256 or 512 kB/s). 

Dataa acquisition is a so-called "real-time task" for computer systems. 
Thiss means that the device that delivers the data, which typically has lim-
itedd storage capabilities, must be served in time, where "in time" may mean 
withinn milliseconds from the moment it requests service. Most operating 
systemss are not able to guarantee this level of service without modifica-
tionn of their internals. Generally, data acquisition is possible if the user is 
carefull  not to keep the system too busy. Absolute guarantees can only be 
offeredd by specialized real-time operating systems. If a user interface has 
too run simultaneously with the acquisition, for example in order to display 
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andd analyze the recorded data immediately, it may be preferable to run ac-
quisitionn software and user interface software on different computers: one 
off  them running a real-time or nearly real-time operating system, and the 
otherr running an operating system that facilitates user-interface program-
ming.. This solution was chosen previously for a clinically applicable BSM 
systemm [154]. 

244 Software Requirements 

Somee requirements for acquisition and analysis software are already men-
tionedd in section 2.3. In addition, we may require that the analysis software 
iss fast, robust, user-friendly and programmer-friendly. 

Speedd and robustness are obvious advantages of any software system. 
Aboutt user-friendliness, it may be remarked that it is not necessarily the 
samee as "beginner-friendliness." Most commercial software is beginner-
friendly.. This means that a novice user can find out in an intuitive way 
howw the software is operated, for example, because the most commonly 
usedd functions can be performed by pressing virtual buttons on the screen, 
whichh are marked with easily interpretable pictograms or texts. Experi-
encedd users, however, may not need such devices: they may prefer to press 
speciall  combinations on the keyboard, which can be done much faster than 
reachingg for the mouse and pressing buttons on the screen—but requires 
themm to remember the key combinations. Such experienced users may 
wishh to have the unused screen buttons removed, in order to save space 
forr more important things such as larger data displays. Of course, there are 
manyy other differences between user-friendly and beginner-friendly soft-
waree systems. 

Thiss thesis concentrates on the development of an automatic system for 
catheterr guidance during electrophysiologic study of cardiac arrhythmias 
inn the catheterization laboratory, using multichannel surface ECG data. In 
short,, this system should record multichannel ECG data continuously, detect 
andd classify beats automatically, and present results of ECG-based arrhyth-
miaa localization in such a way that they can be easily interpreted by the 
physician.. Such a system has not yet been built. Parts of the work towards 
itt are discussed in chapters 6, 7, 8, and 9. 

AA software package designed for research purposes is the MA^AB soft-
waree described in chapter 10 [207,208]. This package was developed for 
off-linee analysis of various kinds of multichannel electrocardiographic data. 
Itt is highly versatile and provides easy access to various sophisticated algo-
rithms,, but it is less suitable for on-line clinical application. 
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2.55 File Formats for Data Storage 

Digitizedd ECG data are usually stored on disc, and archived on CD-ROM, 

forr later analysis or re-analysis. The data must be stored in a way that al-
lowss them to be completely understood by various researchers for several 
decades,, or perhaps centuries. For example, the re-analysis described in 
chapterr 7 of BSM data that were recorded in 1986-1988, was perhaps never 
anticipated,, but proved worthwhile for the research described in this thesis. 
Clinicall  data should be stored at least as long as the patient lives, or longer 
forr the sake of diagnosis of genetic disorders in descendants, and therefore 
shouldd preferably be intelligible to contemporary hardware and software. 
Thiss calls for a well-documented file format that contains all information 
necessaryy for a complete understanding of the data, and that can be com-
pletelyy interpreted by a computer program. Examples of such information 
aree electrode configuration, patient identity, recording time, sampling fre-
quency,, and resolution. 

2.5.11 H o m o g e n e o us and i nhomogeneous datasets 

Multichannell  recordings can be subdivided in two fundamentally different 
types.. One has homogeneous datasets where all channels have the same pa-
rameterss and the spatial relations of the channels are significant. Typical 
exampless are the BSM recordings, the multielectrodes used to record data 
fromm the epicardium, and multipolar catheters. On the other hand there are 
inhomogeneousinhomogeneous datasets. A typical example would include a few ECG signals, 
somee electro-encefalogram (EEG) signals, a blood pressure signal, and a sig-
nall  from a thermistor for respiration monitoring. In these inhomogeneous 
recordingss the spatial relations between the channels are not important; the 
mainn emphasis is on the temporal relations of all these data. Basically, ev-
eryy channel can have a different bit step, a different sampling frequency 
andd a different transducer. 

Datasetss can also combine homogeneous and inhomogeneous subsets, 
orr several of each kind. An example of this type of dataset is the combined 
recordingg of a 62-channel BSM, a 61-channel endocardial basket recording, 
andd three extremity leads, which was discussed in section 1.6. In this case, 
thee spatial relation is important within homogeneous subsets, and may 
bee important between the homogeneous subsets. As in purely inhomo-
geneouss datasets, the emphasis is on the temporal relation. 

Thesee three types of datasets require slightly different file formats. For 
inhomogeneouss datasets the file format should allow for every channel to 
havee a different specification, whereas for homogeneous datasets the spa-
tiall  relations have to be encoded. If the spatial relations are encoded ex-
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ternally,, a file format that allows inhomogeneous datasets can be used for 
thee homogeneous case, but a reader program wil l be much more compli-
catedd (and therefore slower) because it has to allow for those cases where 
nott all channels have the same sampling frequency and it is, therefore, not 
possiblee to read blocks of data in one pass. 

Forr mixed homogeneous and inhomogeneous datasets, the datafile for-
matt becomes particularly complicated if the homogeneous character of sub-
setss is to be exploited. In such cases, a choice must be made between pro-
grammingg efficiency and computational efficiency. 

2.5.22 Requirements for datafile formats 

Preferably,, a file format should comply with all of the following require-
ments. . 

 The format should identify itself. It is not sufficient to encode the 
formatt in the filename, as is customary in some environments, for 
filenamess may be changed easily and are not treated in the same 
wayy on all computer platforms. Preferably, the first few bytes of a 
fil ee should contain a unique code. For example, the IFF-MCHD format 
(sectionn 2.5.4) specifies that the first 4 bytes read "FORM" and bytes 9-
122 read "MCHD," the JPEG format specifies that bytes 7-10 read "JFIF," 
andd various types of WordPerfect files can be identified by a string 
beginningg with "WPC" which starts in the second byte of the file. On 
UNIXX  systems, such unique codes are commonly used, and known as 
"magicc numbers;" identifications of many file formats can be found 
inn the system file /etc/magic. 

 A datafile format must allow complete reconstruction of the signals, 
withoutt knowledge of the recording hardware and software. This 
meanss that, for example, bit step, number of bits or bytes, numeric 
formatt (integer or floating-point, signed or unsigned, left- or right-
aligned),, order of the bytes in a machine word (Little-Endian, Big-
Endian,, etc. [219]), unit, and sampling frequency should either be en-
codedd in the file, or specified by the file format. Typically, information 
likee the byte order and numeric format are specified by the file for-
mat,, while bit step and sampling frequency are encoded in the file. In 
general,, it is the best to encode as much of the information as possible 
inn the file—if it does not lead to excessive file sizes—because this al-
lowss employment of a file format by a wider range of equipment. For 
example,, the free choice of byte order in IFF-MCHD files (section 2.5.4) 
allowss these to be written efficiently on both Big-Endian and Little-
Endiann computers. 
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 It must be evident what was recorded. The required information in-
cludess the identity of the subject (a Hospital Patient Identification 
Numberr (HPIN), or a unique identifier for animal experiments). In 
casee of ECG data, it should be clear where the electrodes were placed. 
Iff  a standard lead set is used, such as the standard 12-lead set or the 
orthogonall  Frank leads, a set identifier can be used, provided that the 
orderr of the leads in the set is standardized. 

 The recording date and time should be encoded, since these may be 
helpfull  later to identify the recording and to relate it to other data 
thatt were acquired at the same time in the same subject. In order 
too relate recordings to each other, it is better to encode the starting 
timee of the recording in terms of the sampling frequency, relative to 
somee convenient time instant, e.g. the starting time of the procedure 
orr the time the recording apparatus was switched on. Preferably the 
recordingg time should have an accuracy comparable to the sampling 
frequency. frequency. 

Iff  the timing of recordings is relative to the procedure starting time, 
thee latter should also be included, but it need not be as accurate as the 
recordingg time, provided that all recordings that need to be compared 
too each other are created during a single "procedure," so that they can 
bee compared with high temporal accuracy. 

Thee lesser accuracy requirement for the procedure starting time is 
necessaryy because the sampling interval for electrocardiograms may 
bee less than a millisecond; in many recording systems, time cannot be 
measuredd with millisecond accuracy over periods of hours or days. 
InIn most cases, it is not necessary to know the procedure starting time 
moree accurately than a minute. 

 If the recording system influences the recorded data, for example due 
too built-in filters, this should be encoded. This can be difficult, be-
causee an infinity of filter types can be devised. At least, an identifica-
tionn of the recording system and its configurable parameters should 
bee included. 

 In order to make tracking of errors—and perhaps compensation— 
possible,, an identification of the recording system (type, version of 
software,, and serial number of hardware) should be included. Al-
thoughh it was argued above that knowledge of the recording system 
shouldd not be necessary, it still should be possible to use this knowl-
edge,, if present, to solve problems. For example, if an acquisition 
systemm is used in combination with a badly calibrated preamplifier 
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forr a specific experiment, this setup should be identified, to allow 
correctt reconstruction of the signals for researchers who know the 
experimentall  setup well enough. 

 For most acquisition systems, integer data formats are most suitable 
becausee the precision is limited, determined by the A / D converter. 
Nowadays,, A / D converters with precisions of 8 up to 20 bits are in 
use.. However, it may be necessary to store also processed data in the 
samee file format. If, for example, signal averaging is applied to an 
ECG,, the dynamic range may increase by as much as 10 or 12 bits. If 
nonlinearr transformations are involved, it may even be necessary to 
usee a floating-point format. 

 It must be simple for an acquisition system to create the file. This 
means,, for example, that dataa should be written in the order in which 
itt enters the system. Usually this means that samples rather than 
channelss are contiguous. An exception has to be made if the chan-
nelss are not all sampled at the same frequency; in such cases it is 
moree convenient to let a channel be contiguous for the least common 
multiplee of the sampling intervals. It is therefore advantageous to 
choosee the sampling frequencies such that this common interval is 
small.. Complicated schemes may be required in other situations as 
well.. For example, it turns out that BSM data of arrhythmias can be 
successfullyy compressed by Huffman-encoding of the second deriva-
tivee of each channel [149]. This means that the data of a channel must 
bee contiguous, which in turn means that the recording system must 
bee able to store all data for the length of the recording. If this is not 
feasible,, a compromise can be to write the data in relatively short 
"blocks""  where a channel is contiguous only within the block. This 
solutionn was chosen in the IFF-MCHD format, which wil l be discussed 
inn section 2.5.4, where blocks of 256 samples are employed. 

 It must be simple to extract a single sample or a single channel from 
aa recording. For plain storage formats this is straightforward, but if a 
variable-lengthh compression scheme such as Huffman-encoding [106, 
149,215]]  is used, the location of a specific sample cannot be computed 
withoutt decompressing all preceding samples. If such compression 
schemess are used for long recordings, it may be necessary to divide 
thee data into small blocks whose locations in the file can be easily 
determined,, so that only a few samples have to be decompressed to 
findd the required sample (see section 2.5.6). This was another reason 
forr the "block" approach used in the IFF-MCHD format. 
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 Al l information should be encoded in a way that is formal enough 
too allow interpretation by a computer program without sophisticated 
artificiall  intelligence. For example, the recording date should not be 
aa f ree-format string: "01/02/2001" could be interpreted as the first 
off  February in Europe and as the second of January in the United 
States.. A date like "23-Feb-2001" would be hard to understand for 
aa system that expects dates like "Feb 23, 2001," not to mention "23e 
Févr ierr 2001." An unambiguous way to encode a date would be 
aa set of three numbers: year, month, and day. Even more accurate 
iss to use the number of seconds elapsed since a standardized Event 
(midnightt GMT 1st January 1970, for UNIX system software), or the 
Juliann day number. Of course, the range of such a number should be 
sufficientlyy large for a few centuries; on UNIX systems that treat the 
datee as a signed 32-bit integer the date wil l wrap around on January 
19,, 2038. 

Encodingg of the data unit is rather uncommon. One possibility is 
too use Système International (si) units only, and encode multiplica-
tionn and division in case a derived unit such as the volt is needed. 
Sincee the number of si units is fixed at seven, any derived unit can be 
representedd as a set of seven numbers indicating the positive or nega-
tivee powers with which the individual si units contribute. Of course, 
thee si system can be used only for physical units, but fortunately the 
vastt majority of signals is physical. A problem is presented by units 
lik ee the decibel, Beaufort, I / V / H Z , and the pH, which need compli-
catedd conversion formulas, and nonstandard units like mmHg, which 
shouldd preferably not be used. For these, and for non-physical units, 
itt may be necessary to include both the si encoded unit and the name 
off  the unit, and to allow one of them to be void. If the si encoded unit 
iss present, it can still be useful to include the unit name, for the con-
veniencee of the user. For example, a reader program may be unable 
too convert kg1m1s 2 into N. 

 In addit ion to the unit, either the kind of data or the transducer type 
hass to be identified. It may be impossible to devise an encoding 
systemm that allows everything ranging from "epicardial potassium 
electrodee (millivolts)" to "Mars Polar Lander altitude (feet)," but it 
shouldd be possible for an analysis program to distinguish an epicar-
diall  potassium electrode from a Ag-AgCl surface electrode. Such 
informationn may be encoded in an external configuration definition 
whichh must then be identified in the datafile; the MAJJAB software 
(chapterr 10) uses electrode definition files that provide some infor-
mationn on the type of data. 
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 If there is a spatial relationship between the recording electrodes, 
suchh as in a BSM or an intra cardial map, it should be encoded. The 
datafilee format can specify an encoding method or a way of referring 
too an external definition. 

 In particular for large amounts of data, it is useful if the format spec-
ifiess a way of data compression that works well for the type of data 
thatt is stored. Similarly, the JPEG format contains compression meth-
odss that work well for pictures, and the MPEG format contains com-
pressionn methods that work well for movies. In contrast, the ZIP and 
LZWW compression algorithms are byte-oriented and work reasonably 
forr most data types, but poorly compared to JPEG when applied to im-
ages,, ECG data encoded in 2-byte integers cannot be optimally com-
pressedd by a byte-oriented method because such a method would 
neverr be able to see the relation between byte n and byte n + 2 (they 
tendd to be approximately equal, which provides good opportunities 
forr compression with algorithms that are aware of this relation). 

 The file format should be efficient both in time and space. This means 
binaryy rather than ASCII encoding, data compression, variable sizes 
forr large parts (like a Huffman-encoding table) and fixed sizes for 
smalll  parts (like a patient name). 

 The format should be extensible and preferably offer both backward 
andd forward compatibility. 

Backwardd compatibility means that reader software for newer ver-
sionss of the format can read old versions without problems. Forward 
compatibilityy means that old software can read newer formats as well 
ass possible. For example, adding a HPIN to the patient data should not 
makee reading of the electrograms impossible for older software that 
doess not handle HPINS. 

Forwardd compatibility cannot be maintained completely in all cases. 
Forr example, when a new compression type is introduced, it is in-
evitablee that old software wil l be unable to read the data. How-
ever,, it should still be able to read the patient information and basic 
recordingg information such as the number of channels. In addition, 
itit  should be able to report the nature of the problem to the user: Not 
"readd error," but something like "This file employs compression type 
zoo-i3ff  which is not implemented; please update." 

Itt is difficult to decide which information should be completely speci-
fiedd in the datafile and which information should be specified by referring 
too an external definition. In our IFF-MCHD format, for example, the patient 
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namee and date of birth are encoded completely, but alternatively a HPIN 

couldd be given. In contrast, this file format specifies the electrode configu-
rationn by name only, which means that analysis programs have to rely on 
externall  electrode definitions. 

Iff  datafiles are to be interchanged between hospitals or laboratories, it is 
preferablee to select a format that is already adopted as a standard, in order 
nott to force all centres involved in a project to implement every new file 
formatt one may invent. To make wide adoption feasible, a standard format 
shouldd meet the requirements of efficiency and completeness stated above. 

2.5.33 The European Data Format (EDF) 

Ann example of a standard file format is the European Data Format (EDF) 
[124],, which is particularly used in neurophysiology. The EDF format was 
publishedd and is employed by several research groups, and at least one 
manufacturerr of recording systems. The format can be used for highly in-
homogeneouss datasets (section 2.5.1), but for several reasons it is less suit-
ablee for homogeneous multichannel ECG data. Specific problems of this file 
formatt are 

 The length of a data record is specified in seconds, preferably as a 
wholee number of seconds. This is a very inconvenient way of en-
codingg time. For example, it means that rounding errors in the tim-
ingg occur if the sampling frequency f is not an integer fraction of an 
integerr number of seconds (f £ Q, where Q is the set of rational num-
bers),, which is usually the case. In the rare cases that f e Q, that is, 
ff  = n /m I (n, m)- e N with N the set of natural numbers, but n is large, 
dataa records have to be long to prevent rounding errors. 

 Data records must be short, because they have the wrong order for 
mostt acquisition systems: channels rather than samples are contigu-
ous,, such that data for each sample is spread out over the data record. 
Thiss means that the acquisition system must be able to store the entire 
recordd to write it out in the correct order, or must use non-sequential 
fil ee access, which is rather inefficient. 

 The format of the data unit is not specified. This means that an ana-
lysiss program cannot, for example, automatically convert microvolts 
too millivolts. 

 The byte order (Little-Endian/Big-Endian) is not specified. 

 Compression is not included. 
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 The file header is rather large, requiring 256 bytes for each channel, 
i.e.. 32 kB for a 128-channel recording. For the shortest recordings 
thatt are currently made in the catheterization laboratory (1 second, 
att 1 kHz and 2 bytes per sample), the header would take 12.5 % of 
thee file size. In case of homogeneous data sets, where the header 
informationn is the same for all channels, these headers are redundant, 
whichh makes the format relatively inefficient. 

 The format does not include an identification of the recording setup 
("electrodee grid"), although this may be added as "local informa-
tion." " 

 The format does not identify itself in an unambiguous way. 

 Apart from a few bytes reserved for "local information," the format 
hass no provisions for extensions. 

 The format is not year-2000 compliant. 

Somee of these problems are probably due to the specific application for 
whichh the EDF format was developed, that is, the exchange of sleep-wake 
recordingss [124]. This application requires relatively few channels, of very 
differentt kinds (such as temperature, EEG, and ECG), with different sam-
plingg frequencies which are sometimes much lower than those common in 
multichannell  ECG analysis. These are typical examples of inhomogeneous 
datasetss (section 2.5.1). The EDF format can handle these reasonably well 
butt is relatively inefficient for homogeneous datasets. 

Thee fact that such a poorly designed format is adopted by a broad re-
searchh community, even for homogeneous datasets, indicates that there is 
ann urgent need for a well-defined public data format. 

2.5.44 The IFF-MCHD format 

Sincee 1995, our ECG data have been stored in the interchange file format (IFF) 
[178].. IFF is a family of file formats used by most applications on the Amiga 
microcomputer,, but also on other platforms. Within IFF every type of data 
hass its own format but the general file structure is the same for all types. A 
well-knownn subtype is the interleave bitmap (ILBM ) format which is used 
too encode graphics. Other subtypes are for text, music, animations, etc. For 
multichannell  data we use the MCHD subtype, which was carefully specified 
andd documented at our laboratory, but not yet published or registered as 
aa standard subtype. A compression method is part of the IFF-MCHD file 
standardd [149]. 
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Thee date and time formats of IFF-MCHD weree originally not well defined. 
Forr example, the date was a free-format string of 11 characters. Later, it 
wass specified that this string should be written as dd-mm-yyyy (the eleventh 
characterr is the end-of-string character). 

Recently,, extensions were defined to allow different data types and dif-
ferentt bit steps in one recording, and to store a HPIN instead of a patient 
name.. These extensions make the format more suitable for inhomogeneous 
datasetss (section 2.5.1) than it was before. In contrast to EDF, the format still 
cannott handle channels with different sampling frequencies in a standard-
izedd way. The datafiles that have been recorded until now do not contain 
thee recording time with a better resolution than 1 second, and the time is 
derivedd from the system clock instead of an accurate external source. Also 
parameterss like the version of the hardware and software and the filter set-
tingss are not recorded yet, but due to the extensibility of the IFF format these 
cann easily be added without breaking existing code. 

2.5.55 Other formats 

Otherr formats that we use are the local file formats developed at the Ex-
perimentall  Cardiology Department of the University of Amsterdam. These 
fil ee formats are very much biased to the particular kind of recordings made 
att this department. A notable disadvantage is that they do not contain a 
recordingg time. It is our intention that these formats are some day super-
sededd by IFF-MCHD or an other standard format. However, because these 
formatss can be read by the MA^AB software (chapter 10) [207,208], they can 
bee exchanged between many research groups worldwide. 

2.5.66 Data compression 

Dataa compression means representation of data in a more compact way. 
Twoo fundamental types of compression can be recognized: lossless and lossy 
compression.. Lossless compression means representing exactly the same 
informationn in a more compact way by removing redundancy in the origi-
nall  data. Lossy compression methods also omit details that are considered 
irrelevant,, such as fine details in bitmap images that cannot be perceived 
byy the human eye. Since medical data are generally to be stored without 
anyy data loss, we confined ourselves to lossless methods. 

Losslesss compression is only possible if the original data are redundant. 
Onee example of redundant digital data is text in ASCII encoding. This en-
codingg contains only 127 different characters and can therefore be repre-
sentedd by 7 bits per character. However, it is convenient for a computer to 
representt each character in one byte (8 bits), so that one bit is wasted for 
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eachh character. Such data can be compressed by removing each 8th bit, i.e., 
representingg characters in a noninteger number of bytes. 

Variable-lengthh encodings like Huffman and arithmetic coding employ 
alsoo the fact that the 'e' and the 'n' occur more often in English texts than 
thee 'z' or the 'q' [106,215]). By using fewer bits for frequently occurring 
characterss and more—possibly even more than 8—for rarer characters, it 
turnss out to be possible to reduce the average number of bits per character. 

Compressionn methods for digitized signals can be described by forecast-
inging and encoding methods. Forecasting means that, for example, the value 
off  a signal sample is forecasted from the values of preceding samples: the 
encodingg and decoding program can perform this forecasting in the same 
way,, which means that instead of the actual value, the difference between 
thee actual value and the forecasted value must be represented. It turns 
outt that if the data are not totally random, some of these differences (the 
smaller)) occur much more frequently than others, like the letters in English 
text;; therefore Huffman or arithmetic coding can be employed for compres-
sion,, as discussed above. 

AA complication of variable-length encoding schemes is that the location 
off  a given sample cannot be easily predicted; all preceding data have to 
bee decoded to find its location. For long recordings, this problem can be 
reducedd by dividing the data into blocks of limited duration, as already 
mentionedd in section 2.5.2. Each block of data starts with a pointer to the 
nextt block, followed by compressed data for a known, limited number of 
samples.. In order to find a given sample, a decompressing program only 
hass to read the pointer at the beginning of a block in order to skip the data 
andd proceed to the next block, repeating this until it arrives at the block 
containingg the desired sample. For very long recordings, it can be advanta-
geouss to use a central directory of block addresses. Such a directory can be 
containedd in the file or it may be created on the fly by the reading program. 
Thee latter approach is used in the MA^AB software for IFF-MCHD recordings 
thatt employ Huffman encoding for compression [149,197]. 

2.66 Discussion 

Whenn the spectra of the expected signal and noise are known, the design of 
ann isolated front-end can be tuned to give an optimal SNR while minimiz-
ingg the power consumption. In sections 2.2.1, 2.2.3 anc*  2-24 the optimal 
bitt step, low-pass filter and sampling frequency are computed for an ECG 
signal.. For this computation a large number of sinus beats was used. For 
differentt applications, such as intracardiac signals and arrhythmia record-
ings,, the optimal parameters may be different. When designing hardware it 
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iss probably best to make a system useful for a large number of applications. 
Ann example is the recording system developed for combined body surface 
andd endocardial mapping that is now in use at the St. Antonius Hospital 
inn Nieuwegein. This system has a dynamic range that is much larger than 
neededd for surface electrocardiograms, but allows the larger amplitudes 
off  endocardial signals to be captured with exactly the same amplifiers and 
A/ DD converters. The methodology that is described here for computation of 
thee design parameters for various signals, wil l give some solid guidelines 
forr amplifier design. 

AA more general conclusion that follows from these computations, is 
thatt for biological signals, which fall off rapidly with increasing frequency, 
aa sampling frequency far above twice the low-pass cut-off frequency is a 
wastee of (battery) power, bandwidth and storage capacity. A second con-
clusionn is that it is important to know what the signals wil l be used for. The 
bandwidthh of an ECG system for signal averaging needs to be much larger 
thann the bandwidth of a system for single-beat analysis. 

Thee experience obtained by our group during the implementation and 
usee of various acquisition and analysis systems has led to the formulation 
off  the requirements for software and file formats in sections 2.4 and 2.5. We 
havee not yet had the opportunity to build a system that meets all these 
requirements,, but we have made some progress towards it. For exam-
ple,, the IFF-MCHD datafile format, which is used by the latest generation 
off  integrated BSM systems developed at our laboratory, as well as by the 
neww (2001) recording software for the "Nieuwegein system," approximates 
whatt is considered perfect in the discussion above. 


