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Abstract
In this paper, we investigate the potential of Artificial Intelligence (AI) in detecting fraud by analyzing linguistic indicators in 10-K 
filings. We analyze the word frequencies (positive, negative, uncertainty, litigious), consistency, and readability in the MD&A 
sections. The AI model, BERT, was trained on these factors to predict fraud, showing significant promise compared to traditional 
models. The findings suggest that fraudulent filings tend to have more positive words, inconsistent language, and higher readability. 
This highlights AI’s practical role in improving fraud detection in financial reports.

Relevance to practice
This research demonstrates the practical application of AI, specifically BERT, in enhancing fraud detection in financial reports. By 
identifying key linguistic indicators of fraud, it provides a tool for auditors and regulators to improve accuracy and efficiency in 
monitoring and investigating potential financial misconduct.
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1. Introduction
Technological advancements have continually reshaped 
industries. One of the most significant transformations 
currently underway is the rise of Artificial Intelligence 
(AI), which is becoming increasingly important across 
various industries and research fields. AI is already im-
pacting many data-related jobs, and therefore it is no sur-
prise that the audit industry is expected to be affected as 
well. Studies, such as Hasan (2021), suggest that AI will 
play a significant role in transforming audit processes.

Consulting companies have started adopting AI tools 
to improve their audit processes, particularly in areas like 
fraud detection, which is a major risk for firms due to its 
potential reputational and legal consequences. As fraud 
evolves, auditors must innovate. AI tools like HeadStart 
or Argus are designed to help auditors navigate through 

complex regulations and analyze entire datasets, rather 
than just samples, to identify risks, anomalies, and trends 
(Davenport 2016).

We aim to answer the following research question: 
What factors does AI detect as potentially fraudulent 
from specific linguistic patterns within 10-K filings?

To be able to correctly and efficiently detect financial 
fraud, particularly in corporate financial statements like 
10-K SEC (Securities and Exchange Commission) fil-
ings, is very important and cannot be ignored. Tradition-
al methods of financial fraud detection, that are mostly 
based on human analysis and standard statistical tech-
niques, have shown to be insufficient at identifying fraud. 
In contrast to traditional fraud detection methods, AI has 
advanced computational and learning capabilities making 
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it a good tool for an auditor. The study of Kureljusic and 
Karger (2023) finds that AI is highly relevant in finan-
cial accounting and their results show that AI has several 
practical uses and benefits for practitioners.

Current literature has focused on the potential of AI in 
multiple domains of financial analysis, but its use in fraud 
detection within 10-K filings remains under-explored 
(Craja et al. 2020). The research question shows relevance 
because it tests the potential of AI to improve the tradi-
tional methods or even become better than these. From a 
social perspective, to be able to effectively detect fraud-
ulent financial statements and to have automated mech-
anisms for it is key to maintain confidence in financial 
reports. To better answer the research question, we use 
the Management Discussion and Analysis (MD&A) sec-
tion of the 10-K SEC filings. These MD&A sections are 
applicable as AI is capable of analyzing text and finding 
structures in it that might indicate fraudulent behaviour.

2. Literature review

2.1. Fraud

Financial fraud, particularly accounting fraud, is a major 
concern in manipulating financial statements (Campa et 
al. 2023). Wang et al. (2006) define fraud as “a deliberate 
act contrary to law, rule, or policy with intent to obtain 
unauthorized financial benefit.” Joyce and Biddle (1981) 
noted that fraud committed by higher-level management 
is especially hard to detect. Kieso et al. (2020) empha-
sized that financial fraud involves intentional misstate-
ments or omissions of material information. Beasley et 
al. (2010) identified improper revenue recognition and as-
set overstatement as the most common methods of fraud. 
The Fraud Triangle, outlined by SAS No. 99, describes 
the three conditions under which fraud occurs: pressure, 
opportunity, and rationalization.

2.2. Readability of text and sentiment

The readability of financial reports, particularly in the 
MD&A sections, can provide insights into fraudulent be-
haviour. The Fog Index, developed by Gunning (1952), 
measures readability by scoring the complexity of a text, 
where a higher Fog Index indicates a more difficult to 
read text. Li (2008) found that firms with lower earnings 
tend to have higher Fog Index scores, suggesting a link 
between complex, harder to read reports and poorer fi-
nancial performance. Martinc et al. (2021) demonstrat-
ed that AI can effectively assess the readability of docu-
ments, making it a useful tool for identifying anomalies 
in financial reports.

In addition to readability, the sentiment expressed 
through positive and negative words in a text can signal 
underlying financial conditions. Positive words convey 
positive sentiment, while negative words reflect a nega-
tive tone. However, as Ghosh et al. (2015) noted, context 

can alter meaning, for example, sarcastic use of positive 
words can imply negativity, and phrases like “not bad” 
can turn negative meanings positive. Loughran and Mc-
Donald (2011) developed word lists to capture sentiment 
in financial disclosures, categorizing words into posi-
tive, negative, litigious, and uncertain. Examples include 
“gains” and “profitability” for positive words, “loss” and 
“impairment” for negative, “contracts” and “regulatory” 
for litigious, and “may” and “risk” for uncertain. These 
sentiment patterns are critical in analyzing the MD&A 
sections of 10-K filings.

2.3. Artificial Intelligence and its role in accounting

Artificial Intelligence (AI) encompasses advancements 
like Machine Learning (ML) and Natural Language Pro-
cessing (NLP), along with traditional statistical methods 
such as classification and clustering (Sutton et al. 2016). 
AI models can be trained using various methods, includ-
ing supervised, semi-supervised, unsupervised, and rein-
forcement learning (Burkov 2019). In supervised learn-
ing, the dataset contains labeled examples, where each 
label represents a specific feature, such as identifying 
fraud in the MD&A sections of 10-K filings.

In this study, NLP is employed to automatically classi-
fy companies as fraudulent or non-fraudulent. The model 
used is based on BERT (Bidirectional Encoder Represen-
tations from Transformers), introduced by Devlin (2018). 
BERT is designed to pre-train deep bidirectional repre-
sentations from unlabeled text, jointly conditioning on 
both left and right contexts in all layers. BERT is one of 
the earliest Large Language Models (LLMs) and can be 
applied to various tasks such as question answering and 
language inference without significant modification.

Huang et al. (2023) noted that LLMs, due to their vast 
number of parameters, can learn semantic and syntactic 
relationships between words. However, these models are 
often expensive and difficult to train. Moreover, once 
trained, LLMs become “black boxes,” making their de-
cision-making processes challenging to interpret (Hassija 
et al. 2024).

AI has also been widely implemented in accounting, 
transforming traditional tasks. Studies such as Zhang 
et al. (2020) show that Big 4 firms have integrated AI 
technologies to enhance their services through automated 
data entry, voice analysis, intelligent search engines, and 
predictive analytics. These innovations allow accountants 
to focus on higher-value activities like strategic planning 
and advisory services. AI-based fraud detection methods, 
such as those used by Brown et al. (2020) and Ikhsan et 
al. (2022), have demonstrated high accuracy in detecting 
financial misreporting, thereby improving audit quality.

Ranta et al. (2023) identified several areas where AI 
has impacted accounting, including changes in the pro-
fession, textual analysis of accounting data, and improved 
prediction methods. Tang et al. (2018) developed an on-
tology-based fraud detection model using decision trees, 
achieving 86.67% accuracy in identifying fraudulent 
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financial activity. AI-driven accounting systems, as de-
scribed by Lee and Tajudeen (2020), have greatly im-
proved productivity, efficiency, and risk management in 
financial reporting.

Bhattacharya and Mićković (2024) applied BERT to 
detect fraudulent reporting in MD&A sections of 10-K 
filings between 1994 and 2013. Their models outper-
formed others by around 15% in detecting fraud, provid-
ing significant economic benefits to regulators, investors, 
and analysts.

3. Hypotheses development

In the study by Bhattacharya and Mićković (2024), AI al-
gorithms demonstrated significant potential in identifying 
fraudulent companies from 1994 to 2013, outperforming 
other models by 15%. With the increasing reliance on AI 
models for processing Big Data and detecting fraud, it is 
essential to validate their findings and test whether they 
hold true for more recent company filings. A key goal of 
our study is to evaluate the results of Bhattacharya and 
Mićković (2024) regarding the ability of AI to detect 
fraudulent activity based on the MD&A sections of 10-K 
filings. The relevance of this is highlighted by Oyewole 
et al. (2024), who found that companies increasingly use 
text-generating tools for financial reporting, making it 
even more crucial to test the applicability of the findings 
of Bhattacharya and Mićković (2024) in recent years.

Hypothesis 1: A BERT model remains effective in detect-
ing fraudulent activity in more recent years, with ac-
curacy comparable to or exceeding that reported by 
Bhattacharya and Mićković (2024).

To detect fraud through word categorization, a model 
is needed to analyze the language and make well-substan-
tiated conclusions. The agency theory highlights linguis-
tic characteristics that may signal fraudulent behavior. 
Purda and Skillicorn (2015) demonstrated that a support 
vector machine (SVM) classifier, using the top 200 fraud-
linked words, could effectively identify fraudulent report-
ing in MD&A sections of 10-K filings. Bhattacharya and 
Mićković (2024) also provided evidence that fraudulent 
firms tend to use more positive words while minimizing 
negative language, suggesting that they do so deliberate-
ly to conceal fraudulent activities. Their study relied on 
Loughran and McDonald’s (2011) word classifications to 
analyze the frequency of positive and negative words. Ad-
ditionally, Larcker and Zakolyukina (2012) found that de-
ceptive CEOs often use more positive emotional language, 
which could help detect fraud, particularly in higher-level 
management, as noted by Joyce and Biddle (1981).

Building on the work of Purda and Skillicorn 
(2015), Bochkay et al. (2023), Loughran and McDon-
ald (2011), Larcker and Zakolyukina (2012), Joyce and 
Biddle (1981), and the suggestions of Bhattacharya and 
Mićković (2024), we propose the following hypothesis. 

In this hypothesis, we examine the frequency of positive, 
negative, litigious, and uncertainty words in fraudulent 
versus non-fraudulent firms’ MD&A sections.

Hypothesis 2: Firms engaged in fraudulent activities use 
a higher/lower frequency of positive, negative, liti-
gious, and uncertainty words in their MD&A sections 
compared to non-fraudulent firms.

To further explore the linguistic factors AI detects, we 
analyze the frequency of specific word categories over 
time. Huang et al. (2023) suggest that AI can interpret 
both the semantics and syntactics of text, while Larcker 
and Zakolyukina (2012) note that deceptive CEOs tend to 
use more positive emotional language. This indicates that 
one factor AI may detect is the variance in word catego-
ry frequency. Fraudulent firms may exhibit more fluctu-
ation in their language to manipulate perceptions, while 
non-fraudulent firms are likely to use more consistent 
language over time. This variance in word usage could 
be a key indicator AI picks up when detecting fraudulent 
activities.

Hypothesis 3: The frequency of word categories in 
non-fraudulent filings is more consistent than in fraud-
ulent filings.

In addition to analyzing the frequency and consistency 
of word categories, it is crucial to consider the readability 
of the MD&A sections as a potential indicator of fraud-
ulent activity. A common measure of readability is the 
in section 2.2 mentioned Fog Index (Gunning 1952). Li 
(2008) found that companies with lower earnings tend to 
have a higher Fog Index, which aligns with agency theory 
(Eisenhardt 1989) that suggests firms with lower earnings 
may have incentives to fraudulently inflate them. Mar-
tinc et al. (2021) demonstrated that AI can interpret the 
readability of documents, while Nakashima et al. (2022) 
found significant differences in readability between 
fraudulent and non-fraudulent financial statements in Ja-
pan, with fraudulent filings being more difficult to read.

Hypothesis 4: Firms engaged in fraudulent activities 
have a higher Fog Index in their MD&A sections com-
pared to non-fraudulent firms.

4. Research method

We employ AI models based on machine learning tech-
niques like Natural Language Processing (NLP) and 
anomaly detection to identify patterns indicative of fraud. 
Specifically, we use BERT (Bidirectional Encoder Re
presentations from Transformers), designed by Google 
(Devlin 2018) to understand word context by examining 
surrounding text. To evaluate the performance of our AI 
model, we compare it with models from previous studies. 
The model is trained using the Management Discussion 
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and Analysis (MD&A) sections from 10-K filings. This 
research aims to explore AI’s potential in financial fraud 
detection, contributing both theoretical and practical in-
sights into AI’s role in financial oversight.

In our analysis, we use the EDGAR database from the 
US Securities and Exchange Commission, which con-
tains 10-K annual reports of US firms from 1994 to 2024. 
These 10-K reports, publicly available, were downloaded 
via the University of Notre Dame (Loughran and McDon-
ald 2016). Item 7, the MD&A sections, are extracted from 
these reports for analysis, as prior research shows they 
provide valuable data for text analysis, fraud detection, 
and investor information (Bhattacharya and Mićković 
(2024); Goel and Uzuner 2016; Brown et al. 2020; Pur-
da and Skillicorn 2015). The extracted text is parsed for 
machine learning analysis, following the method of Bhat-
tacharya and Mićković (2024) as described below, who 
highlight the significance of MD&A in detecting fraud 
through AI-based text analysis. According to the SEC, 
MD&A sections provide critical insights that clarify and 
supplement financial statements (Cole and Jones 2004).

Our dataset is constructed from the EDGAR database, 
using 10-K SEC filings from 1994 to 2021, pre-parsed by 
the University of Notre Dame (Loughran and McDonald 
2016). The AAER dataset (Dechow et al. 2011), which 
tracks material fraud occurrences as reported by the SEC, is 
updated through 2021, serving as our cutoff period. This dif-
fers from Bhattacharya and Mićković (2024), who used an 
earlier version of the AAER with a 2013 cutoff. The AAER 
database contains detailed information about fraud cases, 
including managers involved and the periods during which 
the fraud took place, though there is typically a three-year 
time lag due to processing. Studies, such as Bertomeu et al. 
(2021), show that models trained with the AAER dataset 
are more effective at detecting misstatements.

For our supervised learning model, we label exam-
ples as fraudulent or not by matching the Central Index 
Key (CIK), a unique identifier for U.S. firms, between 
the AAER database and the MD&A sections of 10-K fil-
ings. We extract the MD&A text from Item 7 of the 10-K 
annual reports. A search algorithm identifies the CIK so 
the MD&A text can be linked to the correct company. 
If the CIK is found in the AAER database, we label the 
firm as fraudulent (Fraud = 1); otherwise, it is labeled as 
non-fraudulent (Fraud = 0). We label all filings by a firm 
identified as fraudulent in a given year as fraudulent, under 
the assumption that fraudulent activity may span multiple 
years and may not be isolated to the filing flagged by regu-
lators. While this may overestimate the number of fraudu-
lent filings, it aligns with prior work suggesting that fraud 
is often persistent and difficult to detect in a single filing.

The dataset includes a total of 123,415 filings from 
1994 to 2021, with 5,785 identified as fraudulent, repre-
senting 4.66% of the total. Figure 1 visually represents 
this data, showing the non-fraudulent filings per year on 
the left vertical axis and fraudulent filings on the right 
vertical axis. For brevity, we have omitted the detailed ta-
ble of numbers from the manuscript; however, it is avail-
able upon request.

4.1. Descriptive statistics

To understand the sample, we calculated the total num-
ber of words, sentences, and words per sentence in the 
MD&A sections. We found that the number of words per 
year in MD&A sections increased significantly over time. 
Before the year 2000, MD&A sections contained around 
2,000 to 3,000 words per year, but after 2015, this range 
grew to 12,000 to 14,000 words; an increase of nearly 
10,000 words over the last 15 years. This aligns with 

Figure 1. Fraudulent vs. non-fraudulent 10-K filings per year. Note: The blue line represents the number of non-fraudulent filings 
per year, shown on the left vertical axis, while the red line represents the number of fraudulent filings per year, shown on the right 
vertical axis.
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the findings of Brown and Tucker (2011), who suggest 
that the increase in word count may result from manag-
ers using boilerplate disclosures, which are standardized 
and provide little firm-specific information, reducing the 
overall usefulness of the MD&A.

On average, the MD&A sections in our dataset con-
tain 8,854 words, 498 sentences, and 17 words per sen-
tence. We observed that both the number of sentences 
and the average sentence length increased over time, 
with the rise in total sentences likely explained by the 
increase in total words. However, the increase in sen-
tence length was an unexpected finding, potentially due 
to the inclusion of boilerplate information, as noted by 
Brown and Tucker (2011).

Further, Figure 2 provides a visual comparison of 
the word count between fraudulent and non-fraudulent 
MD&A sections. Interestingly, fraudulent filings have 
an average of 12,482 words, exceeding the 8,926 word 
average for non-fraudulent filings. This contradicts Na-
kashima et al. (2022), who found that MD&A disclosures 
were insignificantly shorter for Japanese fraudulent firms. 
One possible explanation is that fraudsters may attempt 
to bury fraudulent activities in longer texts, as readers are 
less likely to scrutinize lengthy reports. This is supported 
by Hancock (2007), who suggests that liars tend to use 
more words, which could explain our findings.

4.2. Data analysis

To validate the findings of Bhattacharya and Mićković 
(2024), we use the BERT-Base-uncased model from Hug-
ging Face, a pre-trained language model. Similar to Bhat-
tacharya and Mićković (2024), we apply the WordPiece 
tokenizer, which splits text into tokens by removing punctu-
ation and identifying word roots. Following Devlin (2018) 
and Bhattacharya and Mićković (2024), we use a classifica-
tion token (CLS) at the start and a separation token (SEP) 
at the end of each input, ensuring sequences do not exceed 
the 512-token limit. We fine-tune the BERT models using 
Google Colab Pro’s Nvidia Tesla A100 GPU. The fine-tun-
ing process is done with a learning rate of 2e-5, the AdamW 
optimizer, over 3 epochs, and with a batch size of 16.

Bhattacharya and Mićković (2024) approach fraud de-
tection as a ranking task, using rank averaging to ensure 
that fraudulent samples are ranked higher than non-fraud-
ulent ones, which reduces variability in predictions. They 
combine predictions from two models, BERTfirst and BERT-
last, trained on the first and last 512 tokens of the MD&A 
section, respectively, to capture both introductory summa-
ries and future outlooks. To replicate their approach, we 
construct two models (BERTfirst and BERTlast), train them 
on the first and last 512 tokens of the MD&A sections, and 
then average their predictions. Our final prediction is the 

Figure 2. Comparison of word count in fraudulent vs. non-fraudulent MD&A sections. Note: The figure compares the average word 
count in MD&A sections of fraudulent (red line) and non-fraudulent (blue line) 10-K filings, with the overall average word count 
(green line) included for reference.
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rank average of the outputs from BERTfirst and BERTlast, 
where predfinal = 1/2 * rank(predfirst) + 1/2 * rank(predlast).

To validate the model and test Hypothesis 1 while stay-
ing consistent with Bhattacharya and Mićković (2024), we 
use a rolling window of consecutive five years for train-
ing, followed by the subsequent year as the test set. The 
validation set includes the years 1994 to 1999, in line with 
their study, to optimize our model parameters. For exam-
ple, we train the model on data from 2000 to 2004 and test 
it on 2005. This approach is applied from 1994 to 2021, 
giving us a 23-year test period, extending beyond their 
2013 cutoff. For evaluation, we also use the area under the 
ROC curve (AUC) as our primary metric. Given the class 
imbalance common in fraud detection, AUC is suitable as 
it measures the likelihood that a randomly selected fraud 
sample is ranked higher than a non-fraud sample, ensuring 
comparability with Bhattacharya and Mićković (2024).

To test Hypotheses 2 and 3, we use the word list from 
Loughran and McDonald (2023). We first split the dataset 
into fraud and non-fraud instances and then filtered the 
text based on the words from the Loughran and McDonald 

list. This list categorizes words into four sections: Positive, 
Negative, Litigious, and Uncertain. The dataset is orga-
nized by year, and we extracted the corresponding MD&A 
sections for each year. We then counted the occurrences 
of each word per year and categorized them according to 
Loughran and McDonald’s classification. Additionally, 
we calculated the total number of words per year to deter-
mine the percentage occurrence of each category annually.

To test Hypothesis 4, we use the Fog Index developed 
by Gunning (1952). We split the dataset into fraudulent 
and non-fraudulent filings per year and calculated the av-
erage Fog Index for each year, following Gunning’s meth-
od. We use an Ordinary Least Squares (OLS) regression 
analysis to test whether there are significant differences 
in word categories and readability between fraudulent 
and non-fraudulent MD&A sections. We also examine 
if these differences have changed over time, particularly 
with the rise of AI-generated financial reports.

Separate OLS regressions are conducted for the Fog 
Index and the occurrence of word categories (positive, 
negative, uncertainty, and litigious) to test for signifi-
cant differences. We compare trends between two peri-
ods, 1994–2007 and 2008–2021, to see if word catego-
ry usage has shifted. The regression includes variables 
for baseline measures, whether the MD&A section is 
non-fraudulent, year, and an interaction term to assess 
how trends differ between fraudulent and non-fraudulent 
sections over time.

5. Results
5.1. Hypothesis 1

We formulated Hypothesis 1 to assess whether a BERT 
model remains effective in detecting fraudulent activity 
in recent years, with accuracy comparable to or exceed-
ing that of BM (2024). To gauge performance, we use 
their results as a benchmark, directly comparing our final 
model to their BERT models.

Table 1 displays the yearly and average AUC scores 
for our models from 2014 to 2021. Our BERT models, 
trained on MD&A sections from 10-K filings, are evalu-
ated against the benchmark models. Our BERTfirst, BERT-
last, and BERTfinal models achieved average AUC scores 
of 0.844, 0.661, and 0.797, respectively, compared to 
Bhattacharya and Mićković (2024), which reported AUC 
scores of 0.804, 0.816, and 0.826. While the AUC results 
for 2000–2013 are omitted for brevity, they are available 
upon request and show comparable performance between 
our models and Bhattacharya and Mićković (2024).

We tested Hypothesis 1 by comparing our BERT 
models to the benchmark models of Bhattacharya and 
Mićković (2024). The results indicate no significant dif-
ferences between the models for the period 2000–2013, 
confirming that our BERTfirst model performs comparably. 
Furthermore, our BERTfirst model continues to be effective 
in detecting fraud from 2014–2021, with an average AUC 
score of 0.844, exceeding the benchmark’s 0.804. This 
confirms Hypothesis 1, showing that BERT remains ef-
fective in recent years.

5.2. Hypothesis 2

Hypothesis 2 postulates that firms engaged in fraudulent 
activities use a different frequency of positive, negative, 
litigious, and uncertainty words in their MD&A sections 
compared to non-fraudulent firms. To test this, we ex-
amine the occurrences of these specific word categories 
in both fraudulent and non-fraudulent MD&A sections, 
aiming to determine whether linguistic characteristics 
differ between the two groups. Figure 3 presents the av-
erage percentage of each word category—positive, nega-
tive, litigious, and uncertainty—used per year from 1994 
to 2021 for both fraudulent and non-fraudulent filings.

We also conduct Ordinary Least Squares (OLS) 
regression analyses to test for significant differenc-
es in word category usage between fraudulent and 
non-fraudulent MD&A sections over the period 1994–

Table 1. AUC score per BERT model per year.

AUC 2014 2015 2016 2017 2018 2019 2020 2021 Average
BERTfirst 0,738 0,892 0,846 0,878 0,824 0,878 0,823 0,869 0,844
BERTlast 0,521 0,665 0,711 0,636 0,648 0,658 0,736 0,711 0,661
BERTfinal 0,657 0,825 0,842 0,814 0,771 0,823 0,817 0,827 0,797

Note: Yearly performance of BERT models on the textual data. AUC - area under the ROC curve, BERT - Bidirectional Encoder Representations 
from Transformers, Average - average across 8 test years between 2014 and 2021.
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2021. The results show that fraudulent MD&A sections 
contain significantly more positive words, with the dif-
ference being statistically significant at the 99% level. 
This finding aligns with the suggestion of Bhattacha-
rya and Mićković (2024), confirming that fraudulent 
filings use more positive language. A separate test for 
the 1994–2013 period also showed a significant differ-
ence at the 5% level (not included in the manuscript 
for brevity).

However, the analysis reveals no significant differ-
ences in the usage of negative, uncertainty, and litigious 
words between fraudulent and non-fraudulent firms at the 
95% significance level, leading us to partially reject H2 
for these categories. There is some indication, at the 90% 
significance level, that non-fraudulent MD&A sections 
contain fewer negative words.

5.3. Hypothesis 3

In Hypothesis 3, we propose that the frequency of word 
categories in non-fraudulent filings is more consistent 
over time compared to fraudulent filings. To test this, we 
examine whether the trend in the frequency of word cate-
gories in MD&A sections differs between non-fraudulent 
and fraudulent firms.

Interestingly, Figure 3 reveals a stabilizing trend in the 
occurrence of word categories in recent years. This aligns 

with the study by Oyewole et al. (2024), which suggests 
that the use of AI-generated financial reports may con-
tribute to this stabilization. To investigate this, we tested 
whether the slope of the regression for word usage trends 
was less steep during the last 14 years (2008–2021) com-
pared to the first 14 years (1994–2007). The difference in 
slopes is shown in Figure 4, which illustrates the trends 
in positive, negative, uncertainty, and litigious word us-
age across both periods. The figure presents scatter plots 
and trend lines, with the first time period T1 (1994–2007) 
indicated in red and second time period T2 (2008–2021) 
in blue, allowing for a clear visual comparison of word 
usage over time for each category.

Our regression analysis (not tabulated for brevity) ex-
amined word category trends (positive, negative, uncer-
tainty, and litigious) between two periods (T1 and T2), as 
shown in Figure 4.

The results show a significant decline in the use of pos-
itive words in both fraudulent and non-fraudulent MD&A 
during T1. However, in T2, the decline in positive word 
usage was less steep for fraudulent MD&A, indicating 
some stabilization, while the trend remained insignificant 
for non-fraudulent filings.

Negative word usage was significantly higher in the 
first period for both groups. Interestingly, there was a sig-
nificant reduction in the use of negative words in the last 
period, suggesting a shift in language over time.

Figure 3. Percentage of word occurrences in MD&A sections for fraudulent vs. non-fraudulent companies. Note: The y-axis re
presents the average yearly percentage of each word category occurring in the MD&A sections. The word categories (Positive, 
Negative, Uncertainty, and Litigious) are based on the classifications by Loughran and McDonald (2023).
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Both fraudulent and non-fraudulent MD&A showed an 
increase in uncertainty words during T1, but this trend re-
versed to a decline in T2. Litigious word usage showed an 
insignificant positive trend in fraudulent MD&A during 
T1, which shifted to a negative trend in T2. This sug-
gests that fraudulent filings may be using less legalistic 
language over time, while the results for non-fraudulent 
filings were not significant.

5.4. Hypothesis 4

In Hypothesis 4, we propose that firms engaged in 
fraudulent activities have a higher Fog Index, indicat-
ing more complex and difficult to read MD&A sections 
compared to non-fraudulent firms. To test this, we cal-
culated the average Gunning Fog Index for the MD&A 
sections, with the results visualized in Figure 5. Con-
trary to our hypothesis, the results show that the av-
erage Fog Index of non-fraudulent firms is actually 
higher than that of fraudulent firms. This contradicts 
our expectation and the findings of Nakashima et al. 
(2022), who suggested that fraudulent filings are hard-
er to read, and Moffitt and Burns (2009), who found 
that fraudulent 10-Ks tend to contain more complex 
language.

We also conducted a regression analysis to further ex-
plore the relationship between the Fog Index and fraudu-
lent vs. non-fraudulent MD&A sections over time. While 

Figure 4. Trends in word usage for positive, negative, uncertainty, and litigious words across two time periods. Note: The figure 
presents scatter plots and trend lines for the usage of positive, negative, uncertainty, and litigious words in MD&A sections across 
two periods: T1 (1994–2007) shown in red, and T2 (2008–2021) shown in blue. It provides a visual comparison of word usage 
trends over time for each category, illustrating the difference in slopes between the two periods.

Figure 5. Average Fog Index per year for fraudulent vs. 
non-fraudulent MD&A sections. Note: The y-axis displays the 
Fog Index, which measures the readability of the text. The blue 
solid line represents the average Fog Index for non-fraudulent 
MD&A sections per year, while the red solid line represents the 
average Fog Index for fraudulent MD&A sections per year.
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Figure 5 suggests that the average Fog Index for fraudulent 
firms is lower in many years, the difference is not statisti-
cally significant. Therefore, we cannot conclusively state 
that firms engaging in fraudulent activities have a signifi-
cantly lower Fog Index than non-fraudulent firms. How-
ever, the results do indicate a statistically significant in-
crease in the Fog Index over time, suggesting that MD&A 
sections are becoming more difficult to read overall.

6. Discussion and conclusion
Our research explores the use of AI, specifically BERT 
models, to detect fraud through textual analysis of MD&A 
sections in 10-K filings. The study tests four hypotheses 
on the effectiveness of BERT models and linguistic indi-
cators of fraudulent activity.

Hypothesis 1 confirmed that BERT models remain 
effective in detecting fraud, replicating the findings of 
Bhattacharya and Mićković (2024). This highlights the 
continued relevance of BERT models for fraud detec-
tion, aligning with Kureljusic and Karger (2023), who 
emphasize AI’s usefulness in financial accounting. Giv-
en the findings of Oyewole et al. (2024) on AI-generated 
reports, it is possible that the AI models themselves are 
influencing the linguistic patterns detected by BERT, sug-
gesting an area for further research.

Hypothesis 2 tested whether fraudulent MD&A sec-
tions use a higher frequency of positive, litigious, and 
uncertainty words, and fewer negative words. The results 
supported the hypothesis for positive words, consistent 
with Bhattacharya and Mićković (2024), suggesting that 
fraudulent firms use positive language to mask fraud. 
However, contrary to expectations, fraudulent MD&A 
sections also contained more negative words, indicating 
a more complex linguistic strategy. No significant differ-
ences were found for uncertainty and litigious words.

Hypothesis 3 explored whether non-fraudulent MD&A 
sections show more consistent trends in word categories 

over time compared to fraudulent sections. While we found 
some evidence of a decreasing trend in litigious word usage 
in non-fraudulent filings, the trend lines for both fraudulent 
and non-fraudulent sections became more stable in recent 
years. This stabilization could reflect the increasing use of 
AI-generated reports, as suggested by Oyewole et al. (2024).

Hypothesis 4 examined whether fraudulent MD&A 
sections are less readable, as measured by the Fog Index. 
Contrary to the hypothesis, non-fraudulent MD&As had a 
slightly higher Fog Index, although the difference was not 
statistically significant. This finding contrasts with Nakashi-
ma et al. (2022), who found that fraudulent reports were 
harder to read. The overall increase in the Fog Index over 
time suggests that corporate reports are becoming more 
complex, possibly due to regulatory or industry changes.

A limitation of this study, noted by Larcker and Za-
kolyukina (2012) and Ghosh et al. (2015), is the reliance 
on word-count methods based on psychosocial dictionar-
ies, which may not capture contextual meaning. Future 
research could improve word categorization by combin-
ing sentiment analysis with word structures, as suggested 
by Ghosh et al. (2015). Another limitation is our reliance 
on the AAER database to identify fraudulent firms, which 
could benefit from broader validation.

In summary, this study validates and extends the 
findings of Bhattacharya and Mićković (2024), confirm-
ing that BERT models are highly effective in detecting 
fraudulent activity. The results indicate that fraudulent 
MD&A sections contain more positive and negative 
words, though no significant differences were found for 
uncertainty and litigious words. The analysis of readabil-
ity found no significant differences between fraudulent 
and non-fraudulent MD&As, though readability has de-
creased over time. This study offers valuable insights into 
the role of AI in fraud detection and provides practical 
implications for auditors and regulators. Future research 
should further investigate linguistic features associated 
with fraud and explore the impact of AI-generated finan-
cial reports on fraud detection.
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