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Designing algorithms against corruption: a conjoint study on communicative 
features to encourage intentions for collective action
Christopher Starke, Kimon Kieslich, Max Reichert, and Nils Köbis

ABSTRACT
Algorithmic tools are increasingly used to automate corruption reporting on social media plat
forms. Based on the use case of an existing bot, this study investigates how to design the 
communication of a bot to effectively and responsibly mobilize people for collective action against 
corruption. In a pre-registered choice-based conjoint survey (n = 1,331), we test six message design 
features: type of injustice, degree of injustice, anger, political partisanship, gender, and efficacy 
cues. Our results show that calling out cases of severe corruption increased people’s intention to 
engage in collective action against corruption. We find no empirical support for in-group favoritism 
based on political affiliation and gender. Yet, some commonly used design features can have 
contrasting effects on different audiences. We call for more social science research accompanying 
the technical development of algorithmic tools to fight corruption.

KEYWORDS 
Corruption; communicative 
features; collective action; 
conjoint survey; bots

Introduction

Corruption continues to be one of the biggest chal
lenges for societies worldwide as it increases socio
economic inequalities and undermines the 
efficiencies of public institutions (Ambraseys & 
Bilham, 2011; Mungiu-Pippidi & Heywood, 2020). 
While previous top-down anti-corruption strategies 
have shown little success (Mungiu-Pippidi, 2017), 
bottom-up approaches provide new reasons for 
hope (Köbis et al., 2022; Mattoni, 2020). Bottom- 
up efforts increasingly use digital technologies in 
their fight against corruption. Pilot projects hint at 
the potential of algorithms and humans joining 
hands in anti-corruption efforts. For instance, social 
media bots have been used to identify and mobilize 
users interested in corruption to engage in collective 
action against corruption (Savage et al., 2016). Other 
innovative projects use algorithms to flag suspicious 
cases of parliamentarians’ reimbursement claims 
and encourage social media followers to investigate 
these cases further (Odilla, 2023). Such projects can 
turn previously uninvolved social media users into 
watchdogs, holding powerholders accountable and 
promoting integrity.

Yet, designing effective and responsible anti- 
corruption communication on social media is not 

trivial. For starters, to effectively mobilize users 
toward collective action against corruption, (auto
mated) social media messages must maintain 
a delicate balance between motivating users and 
revealing sensitive details of corruption allegations. 
Furthermore, crafting messages to attract people’s 
notoriously limited attention on social media with
out oversimplifying complex corruption cases 
requires deliberate design choices.

Experimental empirical studies on how to design 
anti-corruption messages responsibly are sparse. 
Our study fills this gap and investigates the effect 
of differently worded social media posts on citi
zens’ stated intentions to engage in collective action 
against corruption. We further test how social 
media users might react differently to posts based 
on their attitudes, beliefs, and preferences, insights 
that experiments on social media platforms (A/B 
testing) often cannot provide. To do so, we con
ducted a pre-registered (for pre-registration, data 
and code see https://osf.io/n65um/?view_only= 
84d35e1e70da4f0db070dbea4efe070f) choice- 
based conjoint survey with 1,331 German respon
dents to test six message design factors derived 
from the literature on collective action, social iden
tity theory and framing: type of injustice, degree of 
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injustice, anger, political affiliation, gender, and 
efficacy cues. Our results show that calling out 
severe corruption cases increases people’s inten
tions to act against corruption. Yet, some com
monly used design features can have contrasting 
effects on different audiences.

Exposing corruption via digital platforms

“Naming and shaming” is a well-established anti- 
corruption strategy based on the premise that 
exposing corruption puts pressure on corrupt offi
cials, potentially leading to prosecution, resigna
tion, or reputational damage that prevents 
reelection (Rusina, 2020; Starke et al., 2016). In 
the last decade, in many countries, digital platforms 
have been utilized for this purpose as they facilitate 
easier reporting and have the potential to reach 
wider audiences (Kukutschka, 2016). 
A prominent example stems from India, where 
citizens can report petty corruption in their every
day lives via the platform I Paid a Bribe (Ryvkin 
et al., 2017). However, the impact of such initiatives 
has been questioned as public engagement in 
reporting corruption cases dwindled over time. 
Effective mobilization and sustained citizen 
engagement are essential for successful collective 
action against corruption, that is, actions taken by 
an individual or a group to achieve common objec
tives (Greijdanus et al., 2020). For that, anti- 
corruption efforts increasingly use social media 
platforms such as Twitter/X, Facebook, or 
Instagram as a cheap and effective way to scale up 
their impact (Kurniawan et al., 2021; Mundt et al.,  
2018).

The potential of “naming and shaming” strate
gies via social media platforms gets amplified when 
coupled with other digital technologies, especially 
artificial intelligence (AI) (Köbis et al., 2022; 
Mattoni, 2020). Surging computing power com
bined with ever more publicly accessible (govern
ment) data create new possibilities for empowering 
grassroots anti-corruption efforts (Mattoni, 2020). 
One key way to do that is by automating the com
munication processes on social media platforms via 
bots (Köbis et al., 2022). As AI technologies can 
detect patterns and help expose corruption (suspi
cions) to larger audiences, bots are increasingly 
used to automate time-consuming processes by 

reporting on bid rigging, contractual fraud, cartel 
practices, judicial sluggishness, and other abuses of 
entrusted power for private gains (Ceva & Jiménez,  
2022; Odilla, 2023). Since such technologies can act 
autonomously, they could further contribute to 
overcoming the common challenge of fading inter
est in anti-corruption reporting. Due to this poten
tial, much excitement exists around using AI 
technologies to engage people in the fight against 
corruption (Köbis et al., 2022).

First projects already exist that do exactly that. 
For example, the project DoZorro automatically 
publishes suspicious e-procurement procedures in 
Ukraine, inviting local activists to look into the 
cases (Huss, 2023). In Taiwan, the Public Digital 
Innovation Space (PDIS) aims to increase govern
ment transparency and collaboration with the pub
lic by using open data and government initiatives 
to ensure that government operations are accessi
ble to the public, thereby enhancing accountability 
and reducing corruption risks (Biberman, 2021). 
The project “Serenata do Amor” in Brazil draws 
on open government data of parliamentarians’ 
reimbursement claims (Odilla, 2023). Activists 
developed an algorithm to identify suspicious 
cases that indicate the abuse of public funds 
(Forjan et al., 2024). The bot “Rosie” then automa
tically discloses the suspicion to its Twitter/X fol
lowers, providing a link with concrete information 
about the case and encouraging them to investigate 
it further (Köbis et al., 2022).

Implementing algorithms to report on corrup
tion and engage the citizenry is becoming easier 
with more openly available government data and is 
by no means limited to countries with high levels of 
perceived corruption. Also, in Germany – the 
country where the study was run – using open 
data and AI to keep powerholders accountable is 
gaining traction (Germany AI Strategy Report,  
2018). For instance, the National Bureau of Land 
Management uses IBM’s AI “Watson” to monitor 
money flows and detect corruption.

However, delegating corruption reporting to 
algorithms with limited human oversight intro
duces risks. For instance, such algorithms could 
make false accusations against public officials or 
communicate corruption suspicions in a way that 
reinforces partisan or gender biases. On the one 
hand, it is imperative that public reporting via 
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digital platforms effectively engage citizens. On the 
other, such messages need to be designed respon
sibly to avoid unintended consequences. Thorny 
trade-offs regarding the communicative design of 
the messages emerge. Inspired by these general 
design choices, this study investigates which types 
of messages are most successful in increasing peo
ple’s stated willingness to engage in collective 
action against corruption.

Message design factors to spur intentions for 
collective action

We derive six message design factors from the 
literature that potentially spur intentions for col
lective action. We included them based on previous 
empirical research showing that they increase the 
virality of social media posts (type of injustice) or 
influence willingness for collective action (degree of 
injustice, anger, efficacy cues). Additionally, we 
derived two sensitive factors from social identity 
theory (political partisanship, gender) because they 
arguably present thorny trade-offs between suc
cessfully fostering collective action and reinforcing 
biases. This list of possible message design factors is 
not exhaustive.

Type of injustice

Empirical insights from meta-analyses show that 
perceived moral transgressions are a key driver of 
intended collective action (van Zomeren et al.,  
2008). When people’s core moral convictions are 
violated, they are more likely to join efforts to push 
for social change. Whether social media posts elicit 
the perception of moral transgressions strongly 
depends on the terminology – e.g., through moral 
frames – to describe the accusation. Such moral 
frames can also increase the virality of political 
Twitter/X posts (Wang & Liu, 2021).

This argument suggests that using moral frames 
is advisable to motivate people to collective action 
against corruption. Indeed, the term corruption 
has a strong moral connotation as people world
wide condemn corruption as immoral (Rothstein,  
2011). The term “corruption” further evokes dif
ferent actions than neutrally framed money trans
fers (Lambsdorff & Frank, 2010). According to this 
reasoning, using the term corruption would help to 

instigate perceptions of moral transgressions and 
increase collective action.

However, a competing argument suggests that 
using the term corruption could backfire. Those 
public officials wrongfully accused of corruption 
are likely preemptively convicted in the court of 
public opinion, often causing severe reputational 
damage (Rauh, 2018). Moreover, accusing some
one of corruption or dishonesty can also have det
rimental implications for the accuser (von Schenk 
et al., 2022). These can range from getting 
a reputation for inciting inflammatory content to 
defamation lawsuits by the accused public officials 
(Gratton, 2013). Hence, including the term corrup
tion would only be advisable if it was worth the 
risk, thus, if it substantially increased people’s will
ingness for collective action.

H1: Social media posts containing the term “cor
ruption” differ in their influence on people’s inten
tions to engage in collective action compared to 
those that avoid using this term.

Degree of injustice

The degree of moral violation also matters. More 
severe norm violations increase people’s willing
ness for collective action (Hartwich et al., 2022). 
Moreover, disclosing specific information about 
the severity of corruption arguably boosts the 
success of digital anti-corruption platforms 
(Ryvkin et al., 2017). Hence, it stands to reason 
that information highlighting the severity of cor
ruption in a particular case mobilizes people. 
However, if only suspicions of severe corruption 
are exposed, minor offenses go unnoticed, poten
tially keeping pervasive corruption practices 
afloat. Conversely, if algorithms disclose suspi
cions of minor corruption, people might not 
find them grave enough to become active. 
Moreover, through frequent posts about corrup
tion, users might become fatigued and pessimistic 
because they perceive corruption to be wide
spread (Bauhr et al., 2013; Peiffer & Alvarez,  
2016).

H2: Social media posts mentioning major cor
ruption offenses increase people’s intentions to 

JOURNAL OF INFORMATION TECHNOLOGY & POLITICS 239



engage in collective action compared to those men
tioning minor offenses.

Anger

Emotions are vital in motivating people to col
lective action (van Zomeren et al., 2008) and 
sharing content online (Pressgrove et al., 2018). 
Empirical insights suggest that individuals are 
more likely to share messages that appeal to 
high-arousal emotions, such as excitement, anxi
ety, and particularly anger (Berger, 2016). Anger 
can also increase people’s awareness of corrup
tion (Tan et al., 2016), a precondition for collec
tive action. Corruption evokes anger in those 
directly affected by it or who hear or read 
about it from secondary sources (Lange et al.,  
2022).

On social media, emotions are commonly 
expressed through emojis (Kaye et al., 2016), 
a “set of expression symbols” (Bai et al., 2019, 
p. 1). Results from marketing research indicate 
that emojis in social media posts increase users’ 
engagement with Tweets through likes and 
retweets (McShane et al., 2021).

First studies show that social movements 
strategically use emojis for social distinction 
and to visually show support for disadvantaged 
groups (Abbas et al., 2022; Alfano et al., 2022). 
While conveying emotions quickly and thereby 
potentially eliciting intentions to engage in col
lective action, emojis can also backfire. Studies 
show that using emojis is associated with lower 
perceived competence of the communicator 
(Glikson et al., 2018).

H3: Social media posts containing an angry emoji 
increase people’s intentions to engage in collective 
action compared to those without it.

Political partisanship

The collective action literature finds strong support 
for social identification driving collective action 
(van Zomeren et al., 2008). People are more likely 
to push for social change when they identify with 
the disadvantaged group. While these studies look 

at the identification with the victim, in our study, 
we flip the script and examine identification with 
the culprit. We test if users are inclined to refrain 
from engaging in collective action against corrup
tion when the accused actor shares their political 
ideology.

Empirical evidence suggests a partisan bias in 
people’s acceptance and justification for falsehoods 
voiced by politicians (Galak & Critcher, 2022) and 
their attribution of blame to politicians involved in 
a political scandal (Bisgaard, 2015). A similar poli
tical partisan bias has been found explicitly for 
attitudes and perceptions of corruption (Anduiza 
et al., 2013; Blais et al., 2015).

H4: Social media posts mentioning the political 
partisanship of the accused politicians (conserva
tive vs. social liberal) differ in their influence on 
people’s intentions to engage in collective action.

Gender

It is a commonly held belief that not just political 
affiliation but also gender identity elicits in-group 
favoritism. However, research on in-group gender 
biases produced mixed results (Brians, 2005; 
Goldman, 2018) and suggests two competing 
views about the link between gender and corrup
tion perceptions. The first one is in-group favorit
ism. It suggests that, for example, men might hold 
male public officials to lower integrity standards 
than female public officials. This could lead them 
to refrain from holding them accountable via col
lective action.

The second one suggests that in-group members 
hold each other to higher standards. For example, 
women might be more upset by fellow female pub
lic officials engaging in corruption. Indeed, female 
voters penalize women more strongly for corrup
tion allegations (Eggers et al., 2018), even though 
female politicians are generally perceived to be less 
corrupt (Barnes & Beaulieu, 2019).

Posts with suspicions of corruption on social 
media can avoid gender biases by removing gender 
references such as pronouns or first names. Yet, this 
removal might dampen the effectiveness of the social 
media post. Studies found that Tweets containing 
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information about named entities have a higher 
chance of being retweeted (Nanath & Joy, 2021).

H5: Social media posts disclosing information 
about accused female vs. male public officials differ 
in their influence on people’s intentions to engage 
in collective action compared to those with no 
gender information.

Efficacy cues

People often strategically decide whether to engage 
in collective action based on whether these efforts 
effectively achieve their respective goals (van 
Zomeren et al., 2008). Put differently, people’s effi
cacy expectations predict their collective action 
(Cohen-Chen & Van Zomeren, 2018). Relatedly, 
efficacy cues and actionable information also 
increase the virality of social media posts (Syed 
et al., 2018). Efficacy cues can serve as “motiva
tional frames” and increase people’s expectations 
about the social movement’s success (Benford & 
Snow, 2000). Also, for anti-corruption, such figura
tive “call to arms” can bolster mobilization across 
countries (Lang, 2021).

H6: Social media posts containing efficacy cues 
increase people’s intentions to engage in collective 
action compared to those that do not contain effi
cacy cues.

Method

This study tests how the six design features of social 
media posts disclosing corruption suspicions shape 
people’s willingness to engage in collective action 
against corruption. We conducted a pre-registered 
conjoint survey in Germany (n = 1,331). We 
selected Germany for two main reasons: First, one 
month prior to the data collection, Germany was 

struck by a high-profile corruption case. Two 
members of parliament were involved in a mask 
procurement scandal that was extensively dis
cussed in the German media (Sparrow, 2021). 
Moreover, in 2022, Germany launched a public 
lobbying register, providing open data on parlia
mentarians’ meetings with lobbyists. Such data 
could enable automated reporting of suspicions of 
corruption, similar to the example used in this 
study.

Conjoint analyses examine how several factors 
jointly influence decisions (Green et al., 2004). 
Respondents choose between two Tweets. While 
both Tweets contain the same attributes (e.g., type 
of injustice), they vary in their composition of 
attribute levels (e.g., using vs. not using the term 
“corruption”). Table 1 shows an overview of the 
attribute levels, and Figure 1 shows an example of 
the operationalization of the attribute levels in the 
choice-based conjoint analysis.

Conjoint surveys allow testing a large number 
of attributes. Moreover, the decision infrastruc
ture of conjoint studies has external validity. 
Namely, choosing between two competing alter
natives reflects many real-world trade-offs. 
Examples include design choices about products, 
policies, or, in the case of this study, Tweets. 
Trade-offs emerge because of limited space ( =  
280 characters) and potentially backfiring effects 
(=potential user reactance to specific informa
tion). Hence, anti-corruption advocacy groups 
must decide which information to include in 
a Tweet to spur collective action.

In this study, we apply a partial factorial design. 
Instead of showing respondents all 96 possible 
combinations of attribute levels, we only asked 
them to make 14 choices, i. e. respondents indi
cated their preferences for 14 pairs of tweet designs, 
choosing in each case their preferred Tweet of the 
pair. Based on these choices, conjoint analysis 
enables researchers to predict respondents’ design 
preferences.

Table 1. Attributes and attribute levels used in the conjoint analysis.
Attribute Attribute Levels

Type of Injustice “corruption suspicion;” “suspicious case”
Gender male; female; not indicated
Political Partisanship “conservative;” “social-liberal”
Degree of Injustice “major offense;” “minor offense”
Anger angry emoji used; angry emoji not used
Efficacy Cues cue given (“together we can make a difference”); cue not given
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Sample

We conducted the study, which took approxi
mately 10 minutes, via the online access panel 
of the opinion research institute respondi AG 
between April 19 and May 14, 2021. 
Participants received a fixed remuneration of 
€0.75 for participating in the study. A total of 
1,553 respondents completed the study. After 
filtering for failed attention checks, the final 
sample consisted of 1,331 participants. Since we 
applied a quota system, the sample resembles the 
German population in terms of age (M = 46.61, 
SD = 15.58), gender (49.8% identified as female), 
and education (15.7% with low educational 
level).

Measures

See Table A1 in the supplementary information 
(SI) for the item wording of all measures.

Collective action
Participants read a short text (258 words) about 
the fictional algorithm KOPAKI, which can 
identify corruption patterns by analyzing large 

data sets. They were informed that the algo
rithm does not exist but is inspired by the 
existing “Rosie” project in Brazil (see SI for 
full instructions). The bot identifies suspicious 
reimbursement claims of politicians on open 
government data and communicates allegations 
to the public via social media. Next, partici
pants randomly saw two different Tweets vary
ing along six attributes: type of injustice, degree 
of injustice, anger, political partisanship, gen
der, morality, and efficacy cues.

For each pair of Tweets, we measured peo
ple’s willingness to engage in collective action 
with a single item: “There are different ways to 
put public pressure on politicians (e.g., signing 
a petition, complaining to the politician, spread
ing a Tweet). Which of the two Tweets would 
motivate you more to take one of these or 
similar actions?.” Participants could choose one 
of the two Tweets or indicate that none of the 
featured Tweets would motivate them to engage 
in collective action.

Unfairness perceptions toward politicians
We developed three items to measure people’s per
ceived unfairness toward politicians on a five-point 

Figure 1. Example selection pair for conjoint analysis. Left: Tweet with the attribute levels: type of injustice = corruption suspicion; 
gender = not indicated; political partisanship = conservative; degree of injustice = minor offense; anger = angry emoji not used; 
efficacy cue = cue not given; Right: Tweet with the attribute levels: type of injustice = suspicious case; gender = female; political 
partisanship = social-liberal; degree of injustice = major offense; anger = angry emoji used; efficacy cue = cue given.
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Likert scale. An example item was: “The Tweet bot 
KOPAKI is likely to lead to false convictions of 
politicians.” A mean index of these three items 
(M = 2.94, SD = 0.91) showed good internal consis
tency, α ¼ :84.

Political interest
We measured political interest with three items on 
a five-point Likert scale. Participants were asked 
how much they were interested in “Politics in 
Germany/other European countries/other coun
tries outside Europe” (Starke et al., 2020). We cal
culated a mean index with good internal 
consistency (M = 3.29, SD = 0.95, α ¼ :89).

Political partisanship
To measure political partisanship, participants 
located themselves on an 11-point Likert scale, 
ranging from left to right (M = 5.66, SD = 1.94).

Corruption perception
We used three items on a five-point Likert scale to 
measure the severity of corruption in Germany, 
e.g., “Corruption is a major social problem in 
Germany.” The mean index (M = 3.55, SD = 0.83) 
showed acceptable internal consistency, α ¼ :72.

Responsibility to report corruption
We measured respondents’ perceived responsibil
ity to report corruption with three items on a five- 
point Likert scale, e.g., “I have a duty to report 
corrupt behavior.” We calculated a mean index 
(M = 3.81, SD = 0.97) with excellent internal con
sistency, α ¼ :92.

Twitter/X use
To survey Twitter/X usage frequency, we asked 
participants to indicate how often they use 
Twitter/X on a seven-point scale (M = 3.06, SD  
= 2.04).

AI vs. human capacity across anti-corruption tasks
We asked respondents to rate the performance of 
AI compared to humans on various anti- 
corruption tasks. Across six tasks, they indicated 
who they prefer to perform the task on a slider 
ranging from 1=an algorithm to 100=a qualified 
human. An example task was “Detect corruption 
cases.” The item choice was based on existing 

projects using AI for anti-corruption (Köbis et al.,  
2022). The mean index (M = 56.02, SD = 18.38) 
showed acceptable internal consistency, α ¼ :75.

Socio-demographics
The sociodemographic variables gender, age, and 
education were measured with standard single- 
item questions.

Results

In the first part of the results section, we tested our 
hypotheses using conjoint analysis. In the second 
part, we conducted additional post-hoc analyses 
using latent class analysis (LCA) for cluster build
ing and MANOVA for cluster description. Before 
running the conjoint analysis, we screened out the 
respondents who opted for “none of the two 
Tweets would motivate me to engage in collective 
action” in all 14 presented design choices (328 
participants, 24.6%). We decided to exclude such 
respondents because the study focuses on the 
effects of Tweet design on collective action among 
those who are, in principle, willing to participate 
(see Table A3 in the SI for results on all respon
dents). Respondents who are not inclined to parti
cipate in collective action also indicate no 
preference for the tweet design. Hence, the first 
part of the results section – the conjoint analysis – 
draws on a reduced sample of 1,003 respondents. 
However, the last part of the results section pre
sents findings comparing the non-engaged group 
with the rest of the participants (all data is openly 
available: https://osf.io/n65um/?view_only= 
84d35e1e70da4f0db070dbea4efe070f). Comparing 
the non-engaged group with the other groups 
yields important insights as it contextualizes 
which user groups a certain Tweet design might 
increase willingness for collection action and which 
group it would not.

General importance of attributes

To identify the importance of the attributes, we 
calculated a conjoint analysis in Sawtooth using 
the hierarchical Bayesian estimation method, 
which utilizes a Monte Carlo Markov Chain 
algorithm (Sawtooth Software, n.d.). We applied 
10,000 iterations before using the results to reach 
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convergence for the model. To calculate point 
estimates, we used 10,000 draws for each respon
dent. All items were entered with effect coding to 
avoid linear dependency so that within every 
attribute, utilities are summed up to zero 
(Sawtooth Software, n.d.). We calculated utility 
scores (raw and normalised with zero-centered 
differentiation method) and importance scores 
for every respondent and, on average, across the 
sample (see SI). Average importance scores can 
be directly interpreted as the preference for cer
tain attributes over others, i.e., how strongly spe
cific attributes influence people’s decisions. The 
average importance scores of attributes are cal
culated by dividing each mean attribute utility 
score by the total sum of mean attribute utility 
scores.

Labeling the Type of Injustice as corruption 
slightly increased people’s willingness to engage in 
collective action, avg. utility (ZC diffs) = 11.92, sup
porting H1. However, compared to other message 
design factors, the Type of Injustice only played 
a subordinate role with 8.6% of the overall attribute 
importance.

The Degree of Injustice – whether the suspicion is 
described as severe or not – is the most important 
driver of collective action willingness. Overall, it 
reached an average importance of 45.9%. Severe 
corruption suspicions increased people’s willing
ness to engage in collective action, supporting H2 
(avg. utility (ZC diffs) = 125.95).1

The second most important attribute is Anger, 
hence whether the Tweet depicted an angry emoji 
or not, which, on average, accounts for 21.4% of 
the overall attribute importance. In the aggregate, 
we find that displaying an angry emoji leads to 
decreased reported willingness to engage in col
lective action, avg. utility (ZC diffs)=-16.29. 
Hence, contrary to the assumption posited in H3 
that emojis increase engagement, we see that the 
use of anger-inducing emojis backfires by effec
tively lowering people’s willingness for collective 
action.

The other four attributes, Political 
Partisanship, Gender, and Efficacy Cues, are of 
equally low importance for the respondents. 
Their average importance scores range from 
7.9% (Efficacy Cues) to 8.3% (Political partisan
ship). For Political Partisanship (H4) and Gender 

(H5), we find that accusations toward conserva
tive politicians and those against men overall 
slightly increased people’s willingness for collec
tive action (avg. utility (ZC diffs) = 3.90; avg. 
utility (ZC diffs) = 4.82). These findings support 
the assumptions of H4 and H5, stating that 
disclosing the political partisanship and gender 
of the accused politician differs in their influ
ence on people’s intentions to engage in collec
tive action. Finally, the presence of the Efficacy 
Cues increased the willingness to engage in col
lective action (avg. utility (ZC diffs) = 14.20; avg. 
utility (ZC diffs) = 11.92), supporting H6.

Post hoc analyses

People react differently to the design features of 
Tweets. We conducted additional post hoc analyses 
that were not pre-registered to gain deeper insights 
into such heterogeneous treatment effects.

Cluster building
We used LCA to create clusters of respondents 
based on their preferences. LCA detects patterns 
among respondents’ answers, i.e., groups of 
respondents with similar preferences while simul
taneously differentiating from the other groups 
(see SI). Again, we calculated importance weights 
and utility scores for each respondent and cluster 
solution. The calculation was performed in 
Sawtooth. We calculated the LCA for 2 to 10 cluster 
groups.

The final number of clusters was determined 
using statistical key indicators and manual inspec
tion for the interpretability of different cluster solu
tions. We plotted the key indicators (percent 
certainty score, AIC, CAIC, BIC, rel. X2) for visual 
inspection. Using the elbow criterion, the results 
suggest that the best fit for cluster sizes is either 3 or 
5. After inspecting the segment sizes, part-worth 
utility scores, and importance weights for inter
pretability, we decided to choose the five-cluster 
solution for further analysis [Pct Cert = 35.09; 
AIC = 20115.13; CAIC = 20491.32; BIC = 20252.85; 
rel. x2 = 209.56].

Figure 2 depicts the average attribute impor
tance for the different groups; Figure 3 depicts 
the corresponding utility scores and, thus, 
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provides information about which attribute 
levels are preferred in which group. Taking 
together the insights of both figures, we labeled 
the five cluster groups.

Cluster labeling
Cluster 1 is the largest cluster, with 46.2% of all 
respondents. This group pays particular atten
tion to the Degree of Injustice (average 

Figure 2. Radar charts displaying the average importance of the attributes for each cluster. Groups are calculated using latent class 
analysis.

Figure 3. Overview of utility scores across clusters and attributes. Values display the zero-centered average utility values for each 
attribute and across the five clusters, calculated with the LCA.
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importance = 81.9%). If the accusation of cor
ruption is severe, the people belonging to this 
group are likely to engage in collective action. 
As all other attributes are unimportant for this 
group (average importance values below 5%), we 
labeled them “The Fairness Sensitive.”

Cluster 2 accounts for 13.6% of the sample and is 
similar to the “Fairness Sensitive” as the Degree of 
Injustice also accounts for most of the important 
weights (65.8%). However, they are also slightly 
affected by the Tweet’s Anger attribute (they prefer 
no angry emoji), the Efficacy Cues, and the Gender 
of the accused person (if a male public official is 
accused, they are more likely to engage). Though, 
the importance score of these attributes ranges 
from 9.5% to 13.3% and is thus comparably low. 
We labeled this group “The Fairness & Gender 
Sensitive.”

Cluster 3 is the smallest group, accounting for 
only 4.2% of the sample, and is predominantly 
affected by the Anger attribute of the Tweet (aver
age importance = 60.4%). Namely, they appreciate 
the use of the angry emoji and are more likely to 
engage in collective action after seeing Tweets con
taining the emoji. Furthermore, they can also be 
mobilized if the Degree of Injustice (18.9% average 
importance) is severe and if the Tweet contains 
Efficacy Cues (10.4% average importance). 
Accordingly, we labeled this group “The Emoji 
Appreciative.”

Cluster 4 accounts for 9.7% of the sample. In 
contrast to the “Emoji Appreciative,” this group 
strongly rejects the use of the angry emoji (74.5% 
average importance). Moreover, accounting for 
only 10.1% average importance, they are more 
likely to engage if the Gender of the accused person 
is named – and especially if the accused person is 
male. Due to the high negative importance of the 
emoji, we labeled them as “The Emoji Averse.”

Finally, cluster 5 accounts for 26.4% of the 
sample. No single attribute predominantly influ
ences this group’s willingness for collective action. 
Instead, multiple attributes are similarly impor
tant, with Degree of Injustice being considered the 
most important (29.1% average importance). Next 
is the Type of Injustice (20.4% average impor
tance) and the Efficacy Cues (20.2% average 
importance). Respondents are more likely to be 
mobilized for collective action if the Tweet expli
citly mentions “corruption” and contains 
a motivational frame. Moreover, Gender (average 
importance = 15.6%) and the Anger attribute 
(average importance = 13.9%) are also relevant 
attributes for this group. If the Tweet reveals the 
gender of the accused person, more so if she is 
female, and if it displays no angry emoji, people in 
this cluster are more likely to engage in collective 
action. Accounting for the multitude of different 
important attributes, we label them “The 
Differentiated.”

Table 2. Cluster comparison (incl. “Non-engaged”).
The Fairness 

Sensitive 
(n = 463)

The Fairness & Gender 
Sensitive (n = 136)

The Emoji 
Appreciative (n = 42)

The Emoji 
Averse 

(n = 97)

The 
Differentiated 

(n = 265)

The Non- 
Engaged 
(n = 328) F p

Age 49.27 (15.54)a 45.82 (16.56)a,b 41.67 (14.99)b,c 34.08 (12.99)c 43.86 (15.76)b 49.92 (13.21)a 17.91 <.001
Educational Level 2.56 (0.92)a,b,c 2.72 

(0.89)a,c
2.31 

(0.78)a,b
2.80 

(1.01)c
2.41 

(0.92)b
2.62 (0.92)a,b,c 25.91 <.001

Twitter Use Frequency 3.09 
(2.06)a

3.20 
(1.90)a

2.40 
(1.86)a,b

2.50 
(1.69)b

3.27 
(2.14)a

3.03 
(2.07)a,b

4.38 <.001

Responsibility 4.04 
(0.83)a

3.73 
(0.98)b

3.95 
(0.95)a,b

3.78 
(0.95)a,b

3.94 
(0.87)a,b

3.42 
(1.10)c

7.54 <.001

Corruption Perception 3.67 
(0.80)a,c

3.46 
(0.91)a,b

3.87 
(0.71)c

3.54 (0.81)a,b,c 3.61 
(0.83)a,c

3.35 
(0.82)b

36.72 <.001

Political Interest 3.34 
(0.92)a

3.28 
(0.94)a

3.44 
(0.92)a

3.38 
(0.95)a

3.31 
(0.96)a

3.14 
(1.00)a

2.15 .060 
(n.s.)

Political Ideology 5.64 
(1.94)a,b

5.68 
(1.93)a,b

5.67 
(2.31)a,b

5.12 
(1.88)a

5.88 
(2.09)b

5.72 
(1.74)a,b

2.11 .065 
(n.s.)

Unfairness for 
Politicians

2.66 
(0.78)a

3.02 
(0.81)b

2.64 
(0.83)a,b

2.92 
(0.70)b

2.71 
(0.87)a

3.51 
(0.97)c

14.61 <.001

AI vs. Human anti- 
corruption capacity

51.96 (16.98)a 58.99 (17.96)b,c 51.02 (21.09)a,b 53.95 (14.87)a, 

b
53.79 (19.14)a,b 63.62 (18.27)b,c 3.66 .003

MANOVA (N = 1,275) significant using Pillais’ Trace Test Statistic, V = 0.34, F(5,1269) = 10.245, p < .001. Cells show mean values (SD) for the cluster groups. F and 
p show the significance of the subsequent ANOVAs performed. ANOVAs were computed with Welch correction. Means in a row without a common 
superscript (a-c) letter differ (p < .05) as analyzed by the ANOVA and Games-Howell posthoc test.
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Cluster description. As we identified different 
preference groups for KOPAKI’s Tweet design, 
we examined these groups regarding sociodemo
graphic data and various opinion variables. 
Moreover, we compare the five cluster groups 
with those respondents who were unwilling to 
engage in collective action.

We test for statistical differences between the 
cluster-describing variables with one-way 
MANOVA using the five clusters as the indepen
dent variable in R. We performed several assump
tion tests (see SI) and accounted for the violation of 
the assumption of multivariate normality and 
homogeneity of covariances. Hence, we applied 
Pillais’ trace test statistic, as it is the most robust 
one (Field, 2011).

The MANOVA (see Table 2) showed statisti
cal significance, V = 0.34, F(5,1269) = 10.245, p  
< .001. To detect which variables showed signif
icant differences, we applied ANOVA tests, with 
Welch correction accounting for the heterogene
ity of variances. As we deployed nine dependent 
variables, the significance level was adjusted via 
Bonferroni correction (p-values <0.0055 indicate 
statistical significance). Between-group differ
ences were assessed using additional posthoc 
tests with a Games–Howell correction since the 
assumption of homogeneity of variances was 
violated.

The results suggest differences between the 
groups regarding age, educational level, gender,2 

Twitter/X usage, responsibility, corruption per
ception, fairness for politicians, and perceived 
AI vs. Human capacity. The groups do not sig
nificantly differ in political interest and political 
partisanship.

The “Fairness Sensitive” are comparably 
older, feel responsible for taking action against 
corruption, do not consider KOPAKI as unfair 
toward politicians, and rate the performance of 
AI comparable to humans. The “Fairness & 
Gender Sensitive” feel comparably less responsi
ble than some other clusters for reporting cor
ruption and also rate the state of corruption 
lower than other groups. Further, they evaluate 
KOPAKI as more unfair than some other cluster 
groups and believe more in human performance 
in the fight against corruption than most other 
clusters.

Compared to most other groups, the “Emoji 
Appreciative” are younger, formally less educated, 
and use Twitter/X less. Moreover, they perceive 
corruption as a severe problem in Germany and 
also, like the “Fairness Sensitive,” believe in the 
capacity of AI to tackle corruption issues. The 
“Emoji Averse” are relatively young, formally 
highly educated, and use Twitter/X less than most 
other groups. Further, they tend to evaluate 
KOPAKI comparatively unfairly.

The “Differentiated” use Twitter/X most fre
quently of all groups and consist of a relatively 
large share of male respondents. Regarding the 
other variables, they fall between most other 
clusters.

The “Non-Engaged” differ substantially in some 
attitudinal variables. The greatest difference is visi
ble in the assessment of fairness toward politicians. 
The “Non-Engaged” perceive KOPAKI as unfair, 
whereas all other groups are either neutral or think 
that KOPAKI is fair. Adding to this, the “Non- 
Engaged” are also averse to using algorithms in 
the fight against corruption. Moreover, they feel 
less responsible for reporting corruption than 
other groups and also perceive corruption in 
Germany as less common. This group also consists 
of a higher share of female vs. male respondents.

Discussion

As open government data become increasingly 
available, using AI for anti-corruption efforts has 
gained traction (Köbis et al., 2022). An existing 
algorithm identifies suspicious cases in parliamen
tarian reimbursement claims and exposes them 
using social media platforms. This study aimed to 
examine how such social media posts can be 
designed effectively and responsibly to mobilize 
people against corruption. We focused on six spe
cific features that we derived from research on 
virality (type of injustice), collective action (degree 
of injustice, anger, efficacy cues), and social identity 
theory (political partisanship, gender).

Calling it “corruption” does not matter

The positive effect of explicitly using the term 
corruption on people’s stated collective action is 
negligible. It seems that calling the moral norm 
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violation corruption does not mobilize people. 
This finding somewhat questions the effectiveness 
of “naming and shaming” strategies which aim at 
publicly calling out corruption as moral trans
gressions. The result further contradicts existing 
research suggesting that corruption is a morally 
laden term and triggers different behaviors than 
synonyms such as gift-giving (Lambsdorff & 
Frank, 2010). One possible explanation for this 
effect is that respondents read about the alleged 
power abuse in the Tweet and automatically think 
of corruption, even without a concrete reference 
to the term.

For bottom-up initiatives employing automated 
mechanisms to disclose potential corruption cases, 
our findings suggest avoiding moral framing in 
social media posts. With no apparent benefits, the 
potential ethical and legal risks render using cor
ruption terminology inadvisable. Corruption accu
sations come with a strong stigma for the accused. 
Wrongful accusations might harm the politician’s 
reputation long term. S/he might further pursue 
litigation against the accuser on the grounds of 
defamation.

Most people only care about severe corruption

Providing specific information about severe (vs. 
mild) forms of corrupt transgressions increases 
intentions for collective action. This finding is 
consistent with the collective action literature: 
the stronger the perceived injustice, the more 
likely people will fight it. However, while the 
degree of transgression is the most important 
driver of collective action in the aggregate, con
siderable differences exist across the clusters. For 
some groups, the severity of the corruption suspi
cions is the primary driver of their intentions for 
collective action. For others, this design feature 
only plays a marginal role. A possible explanation 
for this finding is that those respondents for 
whom it is the primary driver may subscribe to 
a utilitarian logic. That is, they believe that severe 
corruption causes the most harm to society and 
that anti-corruption resources should, therefore, 
prioritize such severe cases (Gamson & Fireman,  
1979).

Applying this finding to a real-world context 
means that similar projects are more likely to 

succeed if they focus on severe cases of corruption 
suspicions. Such cases should, then, be called out as 
severe norm violations. By focusing on severe 
cases, the bot would also offset the potential draw
backs of disclosing too many (also mild) corrup
tion suspicions, for instance, corruption fatigue. 
Such a design further contributes to avoiding false 
accusations, which is crucial when designing such 
a bot responsibly.

Emojis can spur collective action but also backfire

The aggregate results indicate that the use of anger 
emojis rather lead to reactance than to collective 
action, contradicting existing research that emo
tional messages on social media evoke more 
engagement. The results, however, are more 
nuanced when zooming in on different groups of 
users. For one, the emoji seems to increase the 
intention to engage in collective action among the 
Emoji-Appreciative cluster. The finding corrobo
rates research suggesting the emoji might evoke 
anger among respondents and consequently drive 
collective action.

However, the same emoji has the opposite effect 
on the “Emoji-Averse.” Here, the angry emoji is the 
most important design feature that reduces peo
ple’s stated willingness to engage in collective 
action against corruption. The finding adds cre
dence to the view that users’ reactions to emojis 
are highly context-dependent. Indeed, emojis can 
cause misunderstandings in communication (Bai 
et al., 2019). When used inappropriately, people 
perceive emojis as unprofessional and incompetent 
(Glikson et al., 2018). A similar mechanism might 
be at work regarding a sensitive topic like corrup
tion. Overall, our results suggest that emojis should 
not be included when designing automated mes
sages about corruption. More social media users 
show reactance rather than appreciation toward 
the emoji. Remarkably, the emoji is the only design 
factor causing such strong disagreement between 
clusters.

No empirical support for partisan bias

Current research documents strong political par
tisanship, suggesting that people might care more 
about political camps than substance matters 
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(Wellman et al., 2018). We find, however, no 
empirical support for this notion. Namely, across 
all clusters, respondents are not more likely to 
pile on or spare accused public officials based on 
their political partisanship. These findings are 
particularly relevant when public discussions 
about increasing political polarization (especially 
in and through social media) are omnipresent. It 
suggests that people converge more than they 
diverge when contentious social issues are 
stripped of their political labels (see for similar 
results in perceived economic inequality, Norton 
& Ariely, 2011). This finding further implies that 
anti-corruption may be a bipartisan topic garner
ing support across political affiliations (see for 
further support for this notion, Clark & Recker,  
2022).

This insight has crucial ramifications for real- 
world applications using automated bots to dis
close suspicions of corruption through social 
media channels. It suggests that such anti- 
corruption efforts should refrain from mentioning 
the political affiliation of the accused politician as it 
does not increase people’s intentions to engage in 
collective action. The already existing application 
of the automated tweetbot “Rosie” does not men
tion a politician’s political affiliation. The develo
pers of the tool made this conscious decision to 
encourage people to protest against corruption for 
the right reasons, namely to mitigate corruption 
and not to simply throw dirt on political opponents 
(Forjan et al., 2024).

Complex gender effects

On the aggregate level, disclosing the gender of 
the accused public official only marginally 
increases users’ intentions to engage in collective 
action. Even though we find some differences 
between the clusters, the effect of disclosing gen
der is negligible across all groups. However, we 
find more nuanced results for two groups, espe
cially regarding specific gender differences. The 
“Differentiated” are more willing to engage in 
collective action when the gender of the accused 
public official is mentioned, yet, for them, it does 
not matter whether the accused is male or 
female. This group is characterized by 
a relatively large proportion of male respondents. 

On the contrary, the “Fairness & Gender 
Sensitive” tend to report a higher willingness to 
engage in collective action if a male politician is 
accused of corruption and refrain from it if 
a female politician is incriminated. We find no 
support for in-group favoritism as respondents of 
this cluster consist evenly of male and female 
respondents.

Due to the negligible gender effects and, more 
importantly, the sensitive nature of the gender 
attribute, responsible real-world applications 
would be better off not disclosing the gender of 
the accused politician. Even though we find no 
evidence for in-group favoritism, it risks reinfor
cing gender stereotypes and contributing to gender 
discrimination.

Motivational cues work

Including motivating efficacy cues spurs inten
tions for collective action. We find that even 
short communicative cues succeed in increasing 
willingness to participate in anti-corruption 
efforts. These cues remind users that social 
change can be achieved when civil society 
bands together to fight injustices. Zooming in 
on cluster differences, we find that the 
“Differentiated” are particularly sensitive to 
such efficacy cues. Due to the overall positive 
effects of including efficacy cues, a real-world 
application of automatically exposing corruption 
suspicions on social media would be advised to 
include such cues in their Tweet design.

Reasons for non-participation in collective action 
against corruption

Almost one-quarter of the participants always 
opted out. Thus, none of the presented Tweets 
would motivate them for collective action. These 
findings highlight the challenges for bottom-up 
anti-corruption efforts to spark, let alone sus
tain, even low-cost forms of collective action 
against corruption. Zooming in on those who 
abstained from collective action across the 
board, three main findings stand out: First, 
they have the lowest perception of corruption 
among all groups, indicating that they perceive 
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corruption as a relatively less pressing societal 
issue in Germany. Second, they believe that 
using automated tools to disclose suspicions of 
corruption treats politicians unfairly. Thus, the 
non-engaged group arguably believes that pub
licly shaming public officials is unfair. Another 
interpretation is that this group questions the 
potential of algorithms to detect corruption reli
ably. This raises questions about the level of 
autonomy allocated to the bot. Building on the 
existing bot “Rosie,” our study evaluated a fully 
autonomous system that automatically publishes 
suspected corruption cases once flagged. 
Alternative design options could incorporate 
human oversight. For example, a qualified 
human-in-the-loop could review and approve 
cases identified by the algorithm before the bot 
publishes them on social media platforms. The 
third finding shows that the non-engaged group 
also scores lowest on the AI-human capability 
variable. Thus, people in this group think 
humans outperform machines in anti- 
corruption tasks such as detecting and disclosing 
corruption. This finding suggests that a fair 
share of the public expresses techno-skepticism 
for solving important societal challenges.

Limitations and future outlook

Our study was optimized to test six distinct design 
features of automated Tweets exposing corruption 
in a controlled setting. However, the empirical 
design also has some drawbacks. For instance, we 
can only assess users’ stated preferences, not their 
actual behavior. Although it is customary in psy
chological research on collective action to ask peo
ple for their intentions only (van Zomeren et al.,  
2008), stated intentions do not always match actual 
behavior. In fact, rich literature documents an 
intention-behavior gap in various behaviors, 
including collective action (Sheeran & Webb,  
2016). Behavioral research is needed to test 
whether or not users would actually share the auto
mated Tweet or engage in other forms of collective 
action against corruption.

Building on the previous argument, field experi
ments using A/B testing on many Tweets could 

have produced more robust effects. However, one 
objective of this study was to test the impact of 
sensitive features such as gender and political par
tisanship. Investigating such effects in the field 
would have raised feasibility and ethical concerns.

As with most cross-sectional studies, we do not 
gain insights into the long-term effects of the 
design features we tested, especially since corrup
tion may not be a prevalent topic for many users in 
Germany. Longitudinal studies using repeated 
measures are needed to test how collective action 
can be sustained through corruption reporting on 
social media platforms.

Even though the investigated Tweetbot design 
draws on the existing Brazilian project, it ultimately 
tests a hypothetical scenario. More research is 
needed to test the robustness of our findings in 
other contexts. We call for more accompanying 
social science research to ensure that automated 
anti-corruption algorithms are developed and 
implemented effectively and responsibly.

Our study did not differentiate between the 
communicative design of automated tweets and 
those curated by humans. Even though the empiri
cal setup of our study was geared toward auto
mated corruption reporting, future studies need 
to investigate whether Tweets curated by an algo
rithm vs. a human yield similar results in influen
cing users’ intentions for collective action.

Conclusion

Using algorithms to automate corruption reporting 
on social media platforms is a fruitful way to 
engage people in collective action against corrup
tion. Emerging technologies provide new commu
nication affordances for bottom-up anti- 
corruption efforts to scale their impact. Our results 
suggest that those aiming to engage social media 
users in the fight against corruption responsibly 
should focus on severe cases of corruption, include 
mobilizing efficacy cues, and refrain from men
tioning sensitive information about the accused 
public officials, such as gender and party affiliation. 
We hope this study sparks more social science 
research investigating how to design effective and 
responsible algorithms to fight corruption.
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Notes

1. As the magnitude of raw utility scores is dependent on 
the variation in respondent’s choices, we decided to rely 
on the normalized utility scores. They put all respon
dents on the same utility scaling. Hence, normalizing 
utility values are used to give every respondent the same 
weight in calculating the mean utility values.

2. The results show gender differences, x2 (5, 1325) = 19.8, 
p < .01. While no significant differences between the 
“Fairness Sensitive,” “Fairness and Gender Sensitive,” 
and “Emoji Appreciative” exist, men do more likely 
belong to the “Differentiated” (24.47% men vs. 15.38% 
women). On the other hand, women are more likely to 
be in the “Emoji Averse” (8.14% women vs. 6.34% men) 
and the “Non-Engaged” group (27.45% women vs. 
21.90% men).
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