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4. IMAGE CLASSIFICATION 

Image classification is a mathematically complex process of converting simple numeric 

data provided by the digital imagery into a smaller set of uniform object classes. This is a 

crucial stage in an image analysis routine insofar as it is responsible for creation of the features 

to be analysed. The raw data provided by an initial image can be analysed visually and in terms 

of colour patterns and frequency distributions of the pixels. However, this data can not be used 

to measure or otherwise quantify individual contiguous features within the image as those 

features are not spatially defined. They may be visually different from each other, the same 

way in which they are visually distinguishable under the microscope, but their actual 

individual characteristics and extents are not recognisable by the computer. The classification 

routine converts all pixels of a similar spectral appearance into a single class. There could be 

any number of classes defined by the classification routine. The degree of complexity depends 

on several factors: project objectives, degree of accuracy required, variety of features found 

in a sample field, visual resolution, user preferences. Due to the highly differentiated nature 

of the many thin section images the number of classes used is often limited by the needs of the 

project. It should be presumed that not all of the different objects within a sample field can be 

expected to be individually identified. For practical reasons many similar objects may have to 

be grouped together into larger classes (such as different mineral grains classed as "skeleton") 

or may be left altogether unidentified. The importance of each group of features must be 

recognized before the start of a classification routine. This facilitates higher accuracy as it 

allows the analysis to concentrate on a few well defined objectives. 

4.1 Sample Preprocessing 

Before proceeding with the image classification it is necessary to first select and 

prepare the sample images to be analysed. This task should be standardized if consistency of 

the results is to be achieved. It is the aim of this part of the thesis to identify and describe the 

steps necessary to achieve a degree of uniformity in digital sample preparation. 

4.1.1 Considerations 

Any thin section can consist of a number of visual units. The units are delineated based 

on their appearance and do not always relate directly to the various formational or depositional 
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environments. The visual differences may entail variance in colour, texture, structures, 

distribution of skeleton grains or plasma. Within each of the units a number of various plasmic 

fabrics may be observed. This is expected as most depositional and deformational process can 

be expected to produce a variety of features. Each unit should therefore be described as a 

listing of the plasmic fabrics present. In addition each individual plasmic fabric domain should 

be described in terms of its areal extent (indicating predominance) and the degree of colour 

intensity (basic orientation strength). 

For consistency it is necessary to first identify individual visual units in each thin 

section. These should then be analysed separately. 

For each test the same set of constant values should be used. This is primarily with 

regards to the brightness and filter settings for the microscope and the video/digital camera. 

4.1.2 Image Acquisition 

There arc a number of different ways of acquiring digital images. The methods 

described below refer to the most common means of image acquisition in small scale studies. 

The preferred way of image gathering involves capturing digital pictures using a live video 

camera link between the source of imagery and a video capture board. Alternate means of data 

acquisitions are possible through the use of computer image scanners. This form of image 

acquisition replaces live signal digitization with a still picture (micrograph) scanning. Both of 

the methods, live video camera link to the video capture board and the micrograph scanning, 

can be used to acquire images from SEM, TEM, optical microscopes or any other type of 

device where the source of data is a 2-dimensional image. 

Live video feed allows for a faster and more direct image manipulation and acquisition 

but requires the use of a capture board which introduces its own limitations. Image scanners 

work with the photographs of the subject. In addition to any possible optical distortions 

inherent in the photo development processes, the scanner may introduce its own errors and 

may adversely affect the smallest resolution of the digital image. The main advantage of this 

form of image acquisition lies in the fact that an already existing, and often readily available, 

body of micrograph samples can be used as a source of raw data. A degree of caution is needed 

when working with previously printed photographs. The process of printing may result in 

errors from incorrect ink mixing or colour matching. If done correctly, however, printed 

images may be treated as accurate renditions of the original scenery. 

For this study of plasmic fabrics in thin sections a petrographic microscope was used 

as a primary viewing source. A number of different viewing conditions were used: plain light, 

cross polarized light and a gypsum wedge superposition. Colour plate 12 shows an example 
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of a single thin section area of study as seen under the above mentioned conditions. The variety 

of image sources was necessary in order to facilitate the multispcctral classification procedure. 

Each image analysed was obtained using a video camera but, if available, the use of scanned 

photographs may also provide the necessary imagery. The effect of the digitisation processes 

on the size and resolution of the data images can be seen in diagram 4.1. 

Diagram 4.1. Diagrammatic representation of the digitisation process. The left image is an analog image 
showing a "true"spatial definition of each object. Following digitisation the original image is divided into a 
number of smaller squares, (picture elements, or pixels). Each pixel of the new image is assigned a value (colour) 
based on the analog dat a from the original image. In this case the decision was based on the area! extent of each 
colour within a given pixel. The most dominant colour was selected. Most digitisation routines use more 
sophisticated methods of colour selection where a value selected for each new pixel is calculated using a specific 
algorithm. This diagram also shows the weakness of low resolution imagery. It should be obvious that the digital 
image does not preserve the original shape nor spatial extent perfectly. The accuracy of the reproduction is 
closely related to the resolution - inverse relationship with the pixel size. 

For the purpose of consistency the cross-polarized images should always be acquired 

with all of the void spaces appearing completely black. At the same time it is important to 

rotate the stage so that the maximum number of plasma separation domains are visible. The 

emphasis of this thesis dictates that this factor overrides the importance of identifying skeleton 

grains. The skeleton grains' spectral definition can be sacrificed if the needs of the plasmic 

fabric definition so require. This does not imply that there will be a significant loss of 

information concerning skeleton grains - rather that they will be less clearly distinguished from 

the background. This is fairly obvious visually but makes little difference in image analysis. 

In the end all the skeleton grains will be identified with some possible loss of edge definition. 

When working with the gypsum wedge, void spaces should appear violet in colour. The 

brightness of each exposure should be set to a relatively low value so that there are very few 
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Diagram 4.2. The two histograms show the difference between 
an overexposed (top) and underexposed (bottom) images. Each 
histogram shows the frequency of occurrence of each pixel value 
within their respective images. Overexposed image shows a spike 
at the 255 pixel value indicating that the brightest values in the 
picture are over represented. The very same coverage, when 
underexposed, shows a normal frequency distribution curve. 
With an increase in brightness of the image comes an automatic 
increase in the values of all of the pixels. This translates into a 
general frequency distribution shift towards the right. In 
practice this results in a severe loss of data for many of the 
brightest areas of the picture. Theoretically the ultimate 
distribution curve should be centred around the 128 value. 

0 0 40 411 (J (I 

0 0 40 4(1 0 (I 

50 40 30 30 40 0 

50 40 30 30 40 50 

0 0 40 4(1 40 50 

20 0 40 40 I) 0 

Contrast Stretching Algorithm 

0 0 204 204 0 (I 

0 0 204 204 0 0 

255 204 153 153 204 0 

255 204 153 153 204 255 

0 0 204 204 204 255 

102 0 204 204 0 0 

Diagram 4.3. This is a simple diagram representing a simple 
contrast stretching routine. The values in the original image are 
modified so that the new range takes a full advantage of the 255 
possible range values. The new file could be a temporary display 
coverage or it can be made into a permanent digital coverage of 
its own. The images on the right side of the diagram show the 
visual representation of the data on the right. The contrast 
stretching routine taken from Lillesand andKiefer (1987). 

continuous white spots. If brightness 

was to be set too high then large 

portions of the coverage would show 

up as pixel values equal to 255. By 

overexposing it is likely that the 

value distribution curves will be 

skewed towards the upper end of the 

spectrum (Diagram 4.2). This in turn 

will mean the loss of vital 

information for any objects of high 

brightness. By setting the brightness 

value lower it is possible to gather a 

maximum range of light intensity 

values from the entire coverage 

without sacrificing the data. Most 

pixels in an image, even if apparently 

black, contain brightness values of 

more than 0. Even if the difference is 

not visible with the naked eye it is 

quite recognisable by the computer. 

Such low brightness values can also 

be increased later without a loss of 

information. Diagram 4.3 illustrates 

an example of a contrast stretching 

routine used to enhance dark images 

and preserving the integrity of the 

data. 

4.1.3 Data Storage Formal 

Each image was stored as a 

"24-bit" raster map of 512 by 512 

pixels in size. The use of "256-

colour" formats (8-bit), such as GIF, 

is not acceptable for the purposes of 

image analysis. The difference in the 
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way in which colour data is stored for 
both of these formats is shown in 
diagram 4.4. Since the 24-bit images 
store measured intensity values of the 
red, green and blue wavelength return 
signals, they can be used in image 
processing. Essentially, when two 
values in any adjacent rasters are 
compared, the difference between the 
two can then be directly related to an 
underlying differences in the material 
being studied. The same can not be 
said for the 8-bit imagery since a value 
in each raster refers to a single colour 
as selected from a palette of colours 

Diagram 4.4. Illustration of the difference between 256-cohur s p e c i f l c t o t h e particular picture. Each 
and 24bit colour data storage and display. The 256-colour format 
uses a look-up table (LUT) to assign a numeric value to each pixel palette is created individually during 

in an image based on the original colour. The LUT for each fae process of image scanning and SO 
image is different. Each one is created during the process of . 
digitization or data conversion (if original stored in a different l l changes for every digital picture. 
format). The value of each colour in the LUT is more or less This means that if two pixels were 
random and so otherwise similar colour may be represented bv . . . . 
completely different colour values. In the 24-bit format each compared within an image, even if 
colour is described as a combination of brightness within red. their appearance was similar they may 
green and blue wavelengths of the visible light spectrum. Each , , , , • , 

. , . . J u ,i L j JL fl, 1 t c be assigned values which are very 
pixel is represented by three numbers, ranging from 0 to 255, ° J 

representing light intensity. There are over 16 million possible different. Furthermore, two pixels 
numeric combinations resulting in a very large variety of possible r e p r e S ent ing identical material but 
colours. The same colour in different pictures is always 
represented using the same combination of the three values. ' shown in different coverages will not 

be likely to have the same palette 
values. The difference in values between different coverages make image analysis of such data 
at least unreliable, if not completely spurious. 

4.1.4 Sample Image Selection 

The choice of sample fields to be analysed should be made with regards to the needs 
of the research project. The number and the location of each sample field varies and it is 
presumed that an appropriate representative sample is collected. If at all possible, an attempt 
should be made to minimize the number of necessary sample fields. This can be achieved in 
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a number of ways. A representative sample may be selected where the location of each sample 
field will be based on random or ordered pattern. Bisdom et al. (1990) suggest the use of a 
randomly drawn set of fields and lots. Field locations are selected at random and measured at 
low magnifications. Each field is then divided into lots which are further analysed using higher 
magnifications. If only low magnification studies are attempted then a complete thin section 
sample field may be possible presuming high enough resolution settings (upwards of 1.4 
million of pixels). For example, if a standard thin section is considered (size 5 x 7.5 cm), and 
that the sediment sample covers almost all of the section, if the field of view for an image is 
25 mm wide then only 6 images will be necessary to cover the entire sample area. With 
sufficiently high image resolution (1200 x 1000) each pixel will be approximately 21 urn in 
width (an area of 446 unr). With smaller sample area the number of images necessary may 
decrease even further. 

4.1.5 Importation 

The process of image importation is usually made easy by the use of automated 
routines built into the image analysis software. There is little need for a detailed explanation 
of these routines. Data importation/conversion is a highly technical procedure involving 
decoding of the original format, reading of the header information and scanning of the image 
data followed by the rewriting of the same information using a different set of rules. In some 
cases, but only rarely, is it possible to use a generic graphics format imagery (such as "TIFF" 
or "Windows Bitmap") in the image analysis application without the necessity of importation. 
However, most programs use their own proprietary graphics format in the analysis routines and 
will therefore necessitate such conversion. 

4.1.6 Calibration 

In order to reliably depend on the accuracy of the future results it is absolutely 
necessary to accurately calibrate and reference the samples following their importation. This 
process requires the establishment of the size of the individual pixels. This is possibly the most 
efficient way of identifying the size of an image. Even if the initial magnification of an image 
is known the actual magnification as seen on the screen will change. This can be completely 
software independent and may be based purely on the size and resolution of the screen picture 
elements (pixels). However, the scale can be accurately inferred from the knowledge of the 
size of individual pixels. If, for example, an image is known to contain pixels 5 urn in diameter 
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then this one value will remain 

eonstant. Even if the whole image is 

enlarged the number of pixels in it 

will remain same; it will retain its 

original pixel dimensions. 

The pixel size measurement 

can be performed with a simple stage 

micrometer. First, a digital picture is 

taken for every objective setting 

used. The image should contain at 

least partial view of the micrometer 

scale. In most cases the entire scale 

will be visible (if .01 mm micrometer 

is used). The size of each pixel can 

then be easily established based on 

the number of pixels per unit of 

distance as marked on the micrometer. Plate 4.1 shows an example of two images collected 

using different magnification settings. Both pictures contain the same number of pixels but 

their individual size varies. Subsequently they represent differently sized area within the 

original thin section. The information contained also shows the 1 to 1 scale representation of 

each sample field further underscoring the need for lower magnification values and higher 

pixel resolutions of the scanning equipment. 

Plate 4.1. Comparison of the sample field she between 4X (right) 
and I OX (left) magnified images. Actual size of each image on a 
thin section is shown below each picture/black square represent 
thin section area at IX). 

Once the size of each pixel is established it may be necessary to embed this information 

in each of the newly imported images. Not every program will require it but this option should 

be available. The information, once stored, can then be used by various measuring subroutines 

to gather accurate spatial data for each object inf the sample field. The information should also 

be automatically inherited by any images resulting from the manipulation of the original 

sample field. Any scale changes, smaller area extractions or overlays resulting in a creation of 

a new coverage should automatically modify the original calibration information as necessary. 

4.2 Image Classification Methodology 

The decision as to which pixels belong to which class is based not on a single colour 

or gray scale image but rather on a series of spectral bands. This is necessary since some 

objects appear identical when viewed under a single type of illumination. For example, in plain 
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light void spaces and quartz grains can be quite indistinguishable. However, under cross-

polarized light the crystalline nature of quartz allows it to be differentiated from the voids. If 

the two types of imagery are to be combined there would be no difficulty in distinguishing the 

two types of material. 

The result of image classification is a single coverage showing the various types of 

material contained in the sample. Each type of material is represented by a single class value 

and it can be assigned its own colour to show up more clearly when displayed on the screen 

or in print. The process of classification is the essential first step of image analysis. Some 

results and statistics are made available immediately upon completion of the routine. The 

content of each material within the image (shown as a percentage of the total sample field 

area), co-occurrence data (showing statistics regarding direct contact between pixels belonging 

to different classes) and mean brightness and standard deviation values of each class within 

each band used for classification, are just some of the data available immediately. However, 

any analysis of individual features cannot be attempted at this point as they are not treated by 

the computer as individual entities within each class. In fact, all the skeleton grains, for 

example, are considered by the computer as one or more groups of pixels representing an entity 

called "skeleton" and having the same attribute value "X". Any analysis of this entity would 

therefore always result in information concerning all of the "skeleton" without any regards to 

its individual components. 

The accuracy of all of the measurements taken in an image analysis routine depends 

directly on the precision of the classification method. Without a reliable and accurate method 

of classification any further analysis cannot be considered sufficiently reliable. It is therefore 

imperative that such a routine is devised carefully and that it takes into consideration the 

specific needs of the project - here glacial sedimentology and thin sections of glacial 

sediments. 

This part of the thesis will undertake to create and explain a classification subroutine 

most suitable for use in the analysis of glacial sediments. The method has to be general enough 

to be useful on computer platforms other than the one used by the author. At the same time, 

the importance of this stage in the analysis cannot be overstated and it must therefore be 

considered in detail. It is hoped that these two objectives can be achieved simultaneously. 

4.2.1 Previous Work 

The basic principles of multispectral image analysis form an integral part of what is 
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known as Geographical Information Systems (GIS) (Jensen, 1986; Richards, 1986; Lillesand 

and Kiefer, 1987; Cracknell and Hayes, 1991). GIS generally incorporates fields such as 

remote sensing, digital image analysis and database management. GIS applications are used 

in small scale studies of landscapes, natural resources management or human geography 

studies. As such they appear to have very little in common with image analysis of large scale 

imagery such as thin sections of glacial sediments. However, previous work showed that even 

the simplest of GIS programs are fully capable of dealing with very small sample fields - both 

theoretically (Zaniewski, 1994 - unpublished BSc. Thesis) and in simple practical applications 

(Protz et al. 1992; White and King, 1997, Hiemstra et al., in prep.). 

For any application dealing with digital imagery, be it GIS or image analysis programs, 

it is necessary to define the various objects and to create a topology for the images tested. The 

topology (or the information regarding the relationships between individual objects in a 

coverage) can only be created following a translation of what is essentially a 2-dimensional 

set of random values into a scries of classes/objects. This objective can be reached in a number 

of ways. The most common way would be by manipulation of gray scale images. There are 

several methods available (Lillesand and Kiefer, 1987). These are very common and a simple 

way of identifying the various features in digital imagery but rely exclusively on single images 

and are therefore limited by the contrast differences. Multispectral image classification 

methods tend to be a lot more accurate and far more sophisticated in their interpretation of the 

raw data. The use of multispectral image classification was developed for use in GIS to take 

the advantage of available variety of satellite imagery. The techniques and methods of such 

classifications arc numerous and vary in their complexity, accuracy, applicability and 

availability. A number of GIS textbooks include descriptions of some of the main techniques 

involved ( ex. Lillesand and Kiefer, 1987). 

Until recently the use of multispectral image classification routines in large scale 

imagery has only been tried in soil science studies theoretically. Some practical applications 

have been suggested and tested. Terribile et al.( 1997) summarise the results and list some of 

the most current advances. For more detailed listing please refer to the literature review chapter 

of this thesis. 

Work involving image analysis of thin sections of glacial sediment samples has also 

been done (Hiemstra, et al., in prep.) but this is still a new technique and the use of 

multispectral image classification has not yet been attempted. 
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4.2.2 Classification Routines' General Descriptions 

There are many different multispectral classification techniques to chose from. They 

differ from each other in the actual algorithms used to process the source data but they all work 

on the same general principle. This principle recognizes the fact that the different landscape 

features, such as vegetation, soil or water, can be differentiated based on their spectral 

signatures. In other words they are visibly different from each other. The difference between 

similar features may not be obvious in the same coverage. However, a set of coverages 

showing the same landscape under different spectral conditions is very likely to produce the 

right combination of data to positively identify the different features. In a typical GIS 

application the set of coverages used would consist of satellite/airborne images gathered 

through specialized scanners. These detectors are usually geared towards a specific narrow 

range of radiation spectrum - such as infra-red (IR), visible green or ultra-violet (UV). Each 

coverage shows the same geographical location but the picture itself may look radically 

different. The multispectral classification techniques were created to analyse this multi-layer 

data and to produce a single segmented image showing the distribution of the various 

landscape features. Each landscape feature is defined by a spectral signature - a combination 

of intensity values expected for this class from each of the coverages. Each pixel in the 

coverage is then compared to the spectral signature and assigned a class based on its similarity 

to any of the defined signatures. The spectral signature definition and the basis for the class 

decision is where the multispectral analysis algorithms vary the most. There are also two main 

types of analysis - supervised and unsupervised. The supervised analysis requires some prior 

knowledge and the class signatures must be defined prior to the commencement of the routine. 

Unsupervised classification techniques simply analyse the data and separate the landscape into 

a user defined number of classes. The decision as to which class represents what type of 

material is made after the classification is completed. In either type of method some user input 

is necessary. 

The principle of multispectral analysis can be applied in micromorphology in the same 

way as in small scale GIS applications. In this thesis the difference lies primarily in the 

coverage imagery used. More specifically in the type of illumination used. The sensor is a 

digital camera scanning in the visible range of the spectrum. Each coverage shows the same 

area of a thin section but the illumination settings change. Even if the differences in appearance 

are fairly subtle a computer should be able to detect them. The classification algorithms can 

thus be used to classify the multi-layer data available from thin sections. 

Before the choice of an appropriate classification method can be made it is important 
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to establish some of their theoretical strengths and weaknesses. The methods vary in the way 

the computer deals with the source data. The results are therefore different and affect the 

accuracy, output data format and the processing time. 

Table 4.1 presents the summary of the routine testing procedure performed on some 

of the known classification techniques. The time indicated represents the processing length and 

does not include training site preparation, file and option selection or post-classification 

procedures. It should also be noted that the test was run using a classification routine included 

in a single GIS application (TNT-lite, v.5.8) and may not closely reflect the results obtainable 

from other programs. Similarly, the optional distance image may not always be available in 

other programs. TNT-lite is also unusual in not allowing a certain percentage of all classified 

pixels to be left unclassified in some of the most commonly used techniques, such as 

Maximum Likelihood. This option may yet be incorporated into the future developments of 

Name 

Simple One Pass 

Clustering 

K Means 

Fuzzy C Means 

Type 

unsupervised 

Optional 

Distance Image 

yes 

unsupervised yes 

unsupervised yes 

Minimum 
, unsupervised , yes 

Distribution Angle 

ISODATA 

Classification 

Self-organizing 

Neural Network 

Adaptive Resonance 

unsupervised 

unsupervised 

unsupervised 

yes 

yes 

yes 

Minimum Distance 
supervised yes 

to Mean 

Processing 

Time 

14 sec 

lmin. 22sec 

24 min. 

31 sec 

1 min. 8scc 

35 sec 

1 min. 55 

sec. 

1 min. 45 

sec. 

Notes 

Simple decision rule. Needs uniform but 

distinct classes. Colour plate 13c.d 

References 

Lillesand and 

Kiefer(1994) 

Works best on materials showing low degree Tou and Gonzalez 

of spectral variance. (1974) 

Works well with low variance classes. 

Colour plate 13b 

Similar to K Means. More flexible class 

definitions. 

Neural network concept. Class definition 

very flexible. Continuous adjustments. 

Similar to the previous entry but new classes 

can be added when necessary. 

Quick and simple class definition. Effective 

in small, poorlv defined (heterogenous) 
13 sec . . 

samples such as thin section imagery. Colour 

plate 13f 

Maximum . 
supervised yes 19 see 

Likelihood 

Stepwise Linear supervised no 

Suits Maximum . 
supervised no 

Relative 

10 sec 

12 

Cannon, et al., 

(1986) 

Jensen (1994): 

Tou and Gonzalez 

(19-4) 

Carpenter and 

Grossberg(1988) 

Jensen (1996); 

Lillesand and 

Kiefer(l994) 

Most common method. Most effective on Lillesand and 

smooth (homogenous) training sites. Kiefer(I994) 

Requires Gaussian distribution of probability 

for all of the features in a sample field. , Johnston (1978) 

Covariance matrices should be equal. 

Allows unclassified areas. Colour plate I3e 
Wagner and Suits 

(1980) 

Table 4.1. A .summary of the classification techniques testing. Fora more detailed explanation please see the body 

of the text. 
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the program. The test involves basic default values for each classification routine and was 

therefore not necessarily optimized for speed and accuracy. The time information provided is 

for comparisons only and should be considered variable. For each unsupervised classification 

method 15 classes were chosen while the supervised method used the equivalent of 5 classes. 

The number of classes and the relationship between the two values will be explained later in 

this chapter. The same 4 source images were used in each classification tested. Colour plate 

13a shows a section of the overall sample field (initially 640 by 480 pixels in size) as viewed 

between cross-polarizers. The descriptions presented below show each classification 

routine's basic operational logic and strengths/weaknesses in more detail than available from 

the table. The descriptions also include recommendations for use with glacial sediment thin 

sections whenever possible. 

Simple One-Pass Clustering is an unsupervised classification method. It contains a simple 

decision rule algorithm based on the "distance" away from a mean value for each class defined 

by the routine. It is a quick method of classification but it suffers from a high degree of 

inaccuracy under certain circumstances. This is so because the method does not take into 

account the variability within classes. This means that it is best suited to classification of 

sample fields where different classes of material have radically different mean values and 

fairly 

1 ow standard deviation values. This is equivalent to having thin section images containing 

distinct but uniform colours for each class of material. The results of this classification process 

also include the 'distance' raster displaying the variance of the source data away from class 

means. Each pixel in the classified image is evaluated based on how well it fits within the class 

into which it was assigned. The distance away from the class centre is then stored in the 

"distance' raster. Lower values represent better fit (closer to the class mean) for each evaluated 

pixel. Darker images tend indicate less confusion in class assignments. The process ran for 

approximately 44 seconds - including source file selection. Colour plate 13c shows a section 

of the resulting image while 4.3d is the distance raster. Note that the general dark appearance 

of the distance image shows that the pixels shown generally fit well within the class parameters 

defined by the routine. (Lillesand and Kiefer, 1994) 

K Means is an unsupervised classification method. This particular method was used by 

VandcnBygaart et al. (1997) to identify pore spaces. It is similar to the Simple One-Pass 

Clustering method in its use of minimum squared distance to mean as decision rule. However, 

the mean values for each class undergo adjustment during each iteration of the process. This 

may be a time consuming procedure since an iteration loop will continue until either a specific 

percentage of all the classes achieves a user-set minimum distance to the mean or the user-set 
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maximum number of iterations is reached. The flexibility of the method allows for the user-set 
values to be highly variable - facilitating the use of variables minimizing the procedural time. 
Like the Simple One-Pass Method, this technique works best on materials showing low 
spectral variance. Distance raster was also provided. It took approximately 1 minute and 52 
seconds to complete the routine. (Tou and Gonzalez, 1974) 

Fuzzy C Means is an unsupervised classification method. This method was designed for 
classification of objects with irregular boundaries of mathematical sets. The main strength of 
this method is that it may be used to classify highly variable imagery, such as thin section 
sample fields as it is able to better classify those pixels showing two or more types of material 
(i.e. boundaries between units and classes(Cannon, et al., 1986). Distance raster is be 
obtainable. The process ran for over 25 minutes. 

Minimum Distribution Angle is an unsupervised method. A series of vectors are created based 
on the values from each of the source images. There is a vector for every location in the 
coverage image. Classes are assigned based on clusters of similarly oriented vectors. Each 
iteration of the classification process modifies the extents of the clusters and therefore 
redefines the extents of each class. The process of refinement continues until a user-set 
variable value for accuracy or number of iterations is reached. This method is similar to the 
K-Means technique and it also works well with low spectral variance imagery. Distance raster 
is available. The routine was completed in under 1 minute and 40 seconds. Colour plate 13b 
shows a subsection of the resultant classification image. Note the differences between view b 
and c (the difference in colour is not important since they are assigned on more or less random 
basis - rather it is the distribution and appearance of the different classes which should be 
compared). These indicate the degree of variance expected when using various classification 
systems. 

ISODATA Classification is an unsupervised method similar to the K-Means technique but 
capable of removal, unification and separation of classes if necessary. Initial class centres are 
based on a sample testing area classes. However, these centres are then modified during the 
processing of the imagery. This method allows for a number of user-set variables resulting in 
a highly flexible approach to classification. (Tou and Gonzales, 1974; Jensen, 1996). Distance 
raster is included. The process was completed in 1 minute and 5 seconds. 

Self-organization Neural Network is an unsupervised method based on the concept of neural 
nets. A smaller subsection of the image is used to define a random set of classes which are then 
applied to the values of the pixels in the same sample area. Each of the cells in the sample area 
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is compared to the class node values and the nodes are adjusted so that they fit the sample 

raster values closer. All of the neighbouring nodes are also adjusted. The process of network 

creation continues until all user-set conditions are met resulting in the completion of the class 

definition routine. Every pixel in the classified sample field is then assigned to one of the 

feature classes defined earlier. The distance raster can be created. The test ran for 

approximately 3 minutes. 

Adaptive Resonance is an unsupervised method also utilizing the neural network principles. 

Although similar to Self-organization method in class definition routine, this method avoids 

some of the traps of the previous technique - mainly there is no "re-training'* of the feature 

classes during the later stages of class definition. If a new spectral pattern falls too far from the 

already established class centres then a new centre is created. With the use of user-set variables 

it is possible to increase the accuracy at the cost of time and vice-versa. (Carpenter and 

Grossberg, 1988). The distance raster is also available. Time to run: 2 minutes and 15 seconds. 

Minimum Distance to Mean is a supervised classification method. This is a very quick and 

simple classification method. It is suitable for use in thin section imagery as it works well 

where the training sites are small or poorly defined (heterogenous). Since thin section objects 

often vary significantly even if belonging to the same class, this method may be used 

effectively in image analysis of (glacial) sediments (Jensen, 1996; Lillcsand and Kiefer, 1994). 

The distance image can be created and the overal 1 process runs for approximately 15 seconds. 

This does not include the training site creation routine which can be quite lengthy. A sample 

of the results can be viewed in Colour plate 13f. 

Maximum Likelihood is a supervised classification method. This is one of the most commonly 

used classification methods. Each pixel of the sample field image is assigned to the most likely 

class based on its spectral signature. The likelihood is based on the presumption of Gaussian 

distribution of probability of all features occurring in a given sample field. (Lillesand and 

Kiefer, 1994). The accuracy of the results is partly based on the homogeneity of the training 

sites. If heterogenous the training classes would be much better used by the Minimum Distance 

to Mean classification. Not including preparation time the process takes approximately 20 

seconds. Distance image is also created. 

Stepwise Linear is a supervised classification technique. This is a fairly complicated method 

using statistical means (discriminant functions) to identify the differences between the various 

classes as defined in the training sites. To avoid problems it is necessary to work with raster 

band images which contain normally distributed values within each class. In addition. 
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covariancc matrices should also be equal (Johnston, 1978). Not including preparation the 
routine runs for nearly 10 seconds. 

Suits Maximum Relative is a supervised method. For each of the training sites a composite 
brightness value is calculated from the raster bands used in the classification. The brightness 
value is then used to define a ratio of the values in each of the raster bands to the composite 
brightness value. A mean value and a standard deviation is calculated in order to create a 
spectral definition of each of the classes. Each of the pixels in the sample field is then 
compared to the known classes and if appropriate it is assigned to them. In the image analysis 
program used by the author (TNT-Lite, v.5.8) this is the only classification method which 
allows for a portion of the image to be left unclassified. Classification uncertainty allows for 
some of the more rare material found in some thin sections to be left out of the results rather 
than being forced into one of the predefined classes. This is of very high importance when 
dealing with images as variable in content as those showing soils or sediments. The user 
specified standard deviation multiplier value allows for a modification of the class sizes 
correspondingly increasing and decreasing confidence level and the number of unclassified 
pixels (Wagner and Suits, 1980). The distance raster is again available while the process runs 
for approximately 15 seconds - not including training site definition. The sample image shown 
in Colour plate 13c shows a large black area indicating that a large portion of the material 
found in the initial image was not defined by the training sites and could not therefore be 
classified. This can be rectified with the use of additional training site definitions or 
introduction of new classes. 

4.2.3 Classification Routine Selection 

The variety of features and material often found in sediment thin sections increase the 
complexity and difficulty of the multispectral classification. The requirements of an accurate 
supervised classification specify the need for a well defined set of training sites. Well defined 
sites means not just the quality of the sample sites but also their completeness. Without all of 
the various materials being individually defined as distinct classes the final classification 
procedure may result in incorrect assignment of some portions of the sample field. 

The alternate way of dealing with this issue is by using an unsupervised classification 
method. This avoids entirely the training site definition stage but it does include complications 
unique to this group of classification techniques. To achieve accurate results with an 
unsupervised classification it may be necessary to exaggerate the number of actual classes 
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known to exist in each image. For example, if a known number of mineral types is 5 then in 

order to accurately classify the sample field it is necessary to ask for at least 15 different 

classes to be identified. Unsupervised classification involving large numbers of classes can be 

a slow process. The results are often splintered and the final classification routine does not 

identify each class. Rather it is the user that has to identify the various groups of pixels. K-

means method has been used effectively in pore studies (VandcnBygaart et al., 1997) showing 

that the unsupervised techniques can be applied. 

There was only one alternative in TNT which allowed for a compromise. The Suits 

Maximum Relative supervised classification method allows for a number of pixels to be left 

unclassified if their spectral characteristics fall far enough from the class centres. The value 

of this can not be overstated. 

First, it allows classification of images based on a single class definition - for example 

anisotropic clay domains. This is not possible under other methods since all of the pixels in the 

source imagery would be placed in the one and only class. With no alternative class defined 

and no provision for unclassified pixels there would simply be no choice. 

The second advantage of SMR is the fact that not all of the different classes in the 

image have to be represented by training sites. This minimizes the time required to define these 

training sites and allows the user to concentrate on specific types of material. 

The third strength of the method, from the perspective of thin section analysis at least, 

rests in the fact that the accuracy of the method depends in large part on the user. The ability 

to define the degree of error acceptable in the project, in form of the Standard Deviation 

Multiplier (user-set variable), allows for some control over the amount of undefined space in 

each sample field. If the value of the SDM is set high enough only the most "unfit" pixels will 

remain unclassified. If the SDM is low then only the pixels fitting best will be classified. 

Colour plate 13e shows a good example of this effect with most of the picture being left 

unclassified. 

These benefits arc in addition to the basic simplicity of the method allowing for quick 

classification and at the same time no apparent loss of accuracy. 

An optional approach could be the use of the "distance1' imagery in selecting only the 

best fitting pixels. Providing that the distance image is created, it may be possible to create a 

binary mask showing only those portions of the image which fit well within the calculated 

class limits. The mask (a binary image containing only '0' and ' 1' values) could then be applied 

to the classified image in order to exclude some of the pixels from any future analysis. The 

precision of the classification could then be adjusted by changing the critical "distance" value 

and therefore by changing the shape and size of the mask. The one obvious drawback of this 
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approach lies in the additional procedural step required to complete the classification. 

However, boolean overlays (involving at least one binary image) tend to be the simplest and 

fastest of all image processing routines and would therefore not take much time. 

4.2.4 Classification Procedure 

Following successful completion of the data gathering and importation stages (section 

4.1) of the method it is now possible to proceed with the classification of the images. Each set 

of the classified images will be dealt with individually and the procedure will have to be 

repeated each time a new image is analysed. 

Training Data Set Creation 

Using some form of raster editing or area delineation option it must be possible to 

outline the individual sample areas for each of the different types of materials of interest. It is 

not necessary to identify all of the various materials. However, care should be taken so that the 

training sites selected reflect accurately the type of material they are meant to represent. In 

some cases, anisotropic plasma training sites may have to be defined as small domains and 

even individual pixels. 

Even though the plasmic fabric domains only show form anisotropism if consisting of 

certain anisotropic clay minerals (such as kaolinite), the emphasis of the classification must 

be on identifying all of the zones of the sample field containing clay sized material - regardless 

of its mineral composition. No matter how good the resolution and the magnification, each 

pixel in the image is actually showing a composite picture of the approximately 20 u.m worth 

of thin section material thickness. Within that 20 micron thickness it is possible to have clay 

minerals, voids and other material - all intermixed and therefore creating the appearance of 

plasma. When studying plasma it is therefore easier to identify its extent exclusively. Other 

objects found in the image may have to be identified as well so that those non-plasma zones 

may be excluded from future analysis. In practice this means that the analyst should be familiar 

with the thin section and the material it contains. Most likely quartz grains and void spaces will 

have to be identified. Similarly, any other material observed may also have to be identified if 

it is present in observable quantities and sizes. 

When using cross-polarized imagery and/or gypsum wedge superposition it is 

necessary to take into account their visual effect, when outlining sample areas. This is in part 

related to the fact that some materials will vary in appearance under gypsum wedge or crossed 
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nicols. The differences are not subtle. For example, mineral grains will change hues and 

brightness based on their axis of orientation. Each major class of material may have to be 

classified as two or more categories. For plasma this usually means "anisotropic matrix" and 

"isotropic matrix". The isotropic material will have to be treated as non-bircfringent material 

even if there is a possibility of it just being at extinction. Circularly polarized illumination 

eliminates this ambiguity by highlighting nearly all of the anisotropic zones (basal cut crystals 

being the exception). In fact, whenever possible circularly polarized light should be used to 

measure plasmic fabric characteristics. This is of utmost importance - especially in overall 

anisotropism and preferred orientation measurements (FitzPatrick, 1993). 

For this project, the following sample classes were identified in all of the samples 

studied: voids, anisotropic plasma separations and isotropic plasma, crystalline material (4 

types) and amorphous/opaque minerals - the skeleton. If necessary, other classes such as 

additional mineral types, organic material or matrix staining could be added. There were 

several reasons for the choices: 

Crystalline material comes in many different forms that often vary in their colour. This 

requires specific training site definitions when performing general sample field classification 

as described here. When the classification routine is concluded it may be possible to reassign 

the different types of crystalline material into a single class. This information could then be 

used, in combination with amorphous minerals, to identify areas of matrix, to look for 

skelscpic plasmic fabric or to produce a rudimentary grain size analysis. 

The patterns of visual anisotropism are the main topic of interest of this thesis. It is 

therefore absolutely necessary to accurately identify both anisotropic and isotropic plasma. 

They should be identified separately since they do exhibit different colour characteristics when 

viewed under cross-polarizers or gypsum wedge. 

Voids are a major part of any sediment or soil. As such they should be identified and 

may be of use in identifying vosepic plasmic fabric but also so that it is possible to better 

outline the areas of matrix or to differentiate between sediments. 

Additional classes can be introduced when the existing selection does not offer 

sufficient variety. Under certain circumstances, additional types of mineralogies, organic 

materials, carbonate fossils may appear in the sample fields studied, necessitating their 

classification. These classes would be added to the initial minimum set of features listed 

earlier. 

When selecting the sample training sites for each image it is necessary to be able to see 

the image. The definition of the training sites is done using a mouse pointer, drawing lines 

and/or points superimposed on the original picture. The display of this background (reference 
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image) can be controlled in a number of ways. The simplest choice allows for the use of a 

single gray scale image. This however rarely allows for sufficient feature definition. It is of 

utmost importance that the classes for which the training sites arc being selected are clearly 

visible. The second option for background display is to use a composite colour image. 

Composite colour image consists of three layers (24-bit image): red, green and blue. It is 

necessary to identify a single 8-bit image to be used as a '"source" image for each of the three 

layers. This allows for a manipulation of the reference image. When composite colour option 

is selected it is possible to chose any of the 9 raw images (PR, PB, PG, XR, XB, XG, WR, WB, WG) 

available following importation as sources for the new reference picture. This is a very flexible 

process. By mixing and matching the 9 original images it is possible to create unique, if 

temporary, background colour images best suited for each step of the training site definition 

process. This allows for the selection of the optimum combination (up to 504 possible variants) 

of spectral bands for each of the materials tested. It is possible to display each sample field so 

that individual classes of material appear at their maximum contrast to the rest of the image. 

Once an optimum combination of spectral bands is known it should be used to enhance the 

appearance of each class during the training site definition. Table 4.2 shows combinations of 

images used in this project when displaying the major classes of materials. 

Class type 

Voids 

Crystalline 

Crystalline (option) 

Anisotropic Plasma 

Isotropic Plasma 

Amorphous / Opaque 

Red Band 

xR 

xR 

wR 

x„ 

wR 

1', 

Green Band 

X0 

xG 

w« 
x(i 

PG 

x, 

Blue Band 

wB 

w„ 

wB 

x„ 

PB 

wR 

Resultant Colour 

Navy Blue 

Variable 

Variable 

Yellow. Golden Yellow. 

Golden Brown 

Brown 

Black 

Table 4.2. The table shows possible combinations of coverages when attempting to visually identify certain types 

of material. This information may be of help when defining training sites. 

Once the optimum viewing conditions are selected and the sample field is displayed 

on the screen the actual work of sample definition can begin. Each training site(s) should be 

selected so that it best represents the optical properties/appearance of the material to be 

classified. The general location and the extent of at least some examples of the different types 

of material should be known prior to the training site definition. Once the image is displayed 

the sample pixels should be chosen (larger number of pixels is better) for each class. Either 

individual pixels or zone of pixels can be selected - based on preference and image conditions. 
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If necessary, the background image can be changed to better suit the requirements of 

identifying the remainder of the classes. The changes to the reference image (background 

image for the drawing of the training sites) do not affect the location and class assignments of 

the training sites already completed. Colour plate 14 shows an example of the finished training 

site map. 

Spectral Band Selection 

The process of classification will be performed on a limited number of spectral bands. 

Although all nine (red, green and blue bands for plain, cross-polarized and gypsum wedge 

images) of the spectrum bands arc available and could theoretically be used in the 

classification routine it is neither necessary nor practical. It may in fact be counterproductive 

and result in a longer procedural time without any substantial benefits in the form of increased 

accuracy. The number of spectral bands and their content may change from application to 

application. It depends on the material studied and its spectral qualities. For this thesis there 

was a need to clearly identify several types of material: voids, plasma, quartz grains while the 

emphasis is on anisotropic plasma domains. The selection of the spectral bands was made 

based on those criteria. 

The number of bands used could change between applications. A choice of 3 or 4 bands 

had to be made to maximize the effectiveness of the procedure. This is possible if the bands 

chosen represent spectral data of highest contrast between the different features of interest. 

There are several criteria which could be used to select the four bands. The choice 

could be made based on prior knowledge or experience. As an example, if the main topic of 

interest was the identification of all the pore spaces in a given sample field, the use of UV 

illumination in combination with UV sensitive dye could produce an image with sufficient 

contrast between void and non-void pixels to satisfy the requirements of classification. This 

approach to band selection is however limited to the few situations where the variety of 

materials and the number of classes of interest are small. 

For this thesis each of the 9 possible coverages were compared with the others using 

an image correlation measurement module in TNT. For each pair of images tested a correlation 

value was given, a line of best fit was calculated, and the correlation pattern was temporarily 

displayed on the screen. The objective of the tests was to identify 4 bands which were least 

alike to each other. Once all 36 tests were performed a decision was made as to which set of 

image bands could be used most efficiently. The decision was based on the observed 

differences in correlation values with maximum variance being preferred. Plate 4.2 shows a 
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X R a s t e r : HI631_X_r Hinimin: 4 Haxinun 255 
Hean: l i l . 8 Hedian: 100 node: 73 Host: 3100 

Y R a s t e r : M631_X_g lUnimm: 6 Haxinun 255 
Hean: 1 0 4 . 3 Hedian: 94 node: 82 Host : 4565 

C o r r e l a t i o n : 0.9729571 Haxinun: X=255 Y=254 Count=658 
Regress ion l i n e : Y = 0.896441 • X • 4 .013531 

graphic example of the correlation 

statistics used. Table 4.3 shows the 

results of the correlation tests. 

A value of 1 indicates 

maximum correlation between two 

images while a result close to 0 

indicates virtually no correlation. As 

an example, if a pair of images were 

taken, both showing the same sample 

field but one being more strongly 

illuminated then the correlation value 

would be very close to 1. This is 

because for every location within the 

sample field a value of the pixel in 

one image could be predicted very Plate 4.2. The diagram shows an example of correlation statistics 
calculations and the graphic representation of the relationship 
between two selected images. In this case the correlation value is accurately based on the value of a 
y ^ ^ a m ^ ^ a ^ ^ t m l n ^ ^ ^ U k ^ ^ i x c ] m m e s c c o n d { ffi h e r 

provide any significant additional information. I hey are simply " " 

too much alike. illumination essentially means that 

each raster value in the brighter 

image always contains values higher than the equivalent raster in the darker image. 

Tabic 4.3. Raster correlation values for sample R. 745(1). Highlighted values represent correlation numbers for 

the coverages selected in this project. 
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In this thesis the author chose the following set of spectral bands: the red bandwidth 

of the cross-polarized images (XR), blue and red bandwidth of the plain light images (PB and 

PR) and the green bandwidth of the gypsum wedge superposition images (WG). Even though 

some correlation values appear high, the correlation values for the remaining spectral bands 

justified their selection. For example, correlation value for bands P(i and PR is very high (80%), 

however, the values for PR and the remaining two bands (WG, XR) are sufficiently low (0.20, 

0.35) to justify the use of this spectral band. 

Although the selection did work for the Suits Maximum Relative classification 

technique it may be necessary to use fewer or different coverages for other classification 

methods. Any changes or additions should be made only if there is a reason to believe that they 

will substantially improve the accuracy of the final result. 

Image Classification 

Once the training site map is completed, the final stage of the classification subroutine 

can commence. 

There are several variables which have to be set every time the process is ran. First the 

module asks for the choice of raster bands to be used in the analysis. In this thesis the choices 

always include the four spectral bands identified in the previous section (XR, PB, PR, WG). The 

order of selection does not affect the classification routine. 

Training site file should be identified. ""Standard deviation multiplier" value may also 

be changed at this point. The value reflects the accuracy of the results. The higher the value 

the more flexible the decision rule becomes. Higher values may have to be used when working 

on images of glacial sediments because there is a high degree of variance within each class of 

material. This allows for some of the marginal rasters being included in their appropriate class. 

At the same time, higher SDM values minimize the number of unclassified areas. The default 

value of 2.0 works fine when there is little material of unknown types and little variance within 

each type. In thin sections of glacial material the use of a more generous 3.0 value is suggested 

and in some cases even 4.0 or 5.0 may be used if sufficient degree of variety is observed. This 

may allow for most of the "marginal'* zones of plasma, minerals and others to be classified as 

such and not being excluded. By changing this variable it is possible to control how thorough 

the classification procedure is in assigning class values to all the pixels in each coverage. The 

adjustment to the SDM value may have to be made following completion of the classification 

routine if the accuracy assessment indicates such a need. If so it may be necessary to repeat the 

procedure. 
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At this stage of the procedure it is not necessary to make any other changes to the 

default values. The procedure may take approximately a minute to run. Once completed the 

resulting image(s) can then be further analysed. 

4.2.5 Classification Results 

The primary product of the classification routine is a map showing the distribution of 

the features of interest. This is a visual representation of the classification information. By 

itself it can be used to make a qualitative assessment of the sample field based on a much 

clearer view of the sample. It is also the raw source of information to be used in the follow up 

subroutines. Colour plate 13c shows an example of the completed distribution map. 

In addition to the class map, the routine also calculates the fitness of each pixel within 

the class to which it was assigned. This is known as a "class distance" distribution map and 

shows the general quality of the classification (Colour plate 13d). Each pixel value in this 

image is assigned a value between 0 and 255 based on the distance away from the class centre 

for that pixel (or a negative value if unclassified). Dark pixels (low values) show that the 

information contained in the 4 spectral band images, at the location tested, fits comfortably 

within the class limits set up by the routine (based on the training sites selected). Bright cells 

show marginal fit of the pixels within their respective class. In case of the SMR method, white 

pixels (255) show that the pixels fit only barely into one of the defined classes. An ideal 

classification routine should appear very dark. In practice however it will contain a mix of the 

different levels of gray. Overall brightness of the image gives a very general cue as to the 

quality of classification routine. 

In addition to the maps, a number of temporary output statistics are calculated during 

the process and are available for display afterwards. These temporary files may be saved as 

text files if necessary. However, if not preserved the information contained in them is lost 

when the classification module is closed. 

Classification Output Statistics provide information regarding the overall content of the class 

map. It contains several bits of valuable information. Class count indicates the number of 

pixels of each class to be found in the sample field (this is also expressed as a percentage of 

the total area). 

A table cross listing each of the coverages and each of the classes is provided to 

express the mean values and standard deviations. This information could be used to compare 

class values within each coverage between different coverages. 
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The distance between class centres is also provided. This is a Euclidean distance as 

measured in a multidimensional space defined by the number of processed rasters. Higher 

values indicate increasing degrees of separation between the different class means. Small 

values generally indicate less difference between classes. The numbers arc expected to 

decrease along with an increased number of classes. There does not appear to be any benefit 

in further analysis of this information. 

Finally, a covariance matrix is provided for each class. A table cross lists each of the 

spectral bands and shows the degree of correlation between the bands for each of the classes. 

Low values, near zero, indicate that there was little correlation between intensity values of the 

particular class in spectral bands compared. High values, positive or negative, indicate that 

there was a strong relationship between those coverages. This information is useful for the 

analysis of the classification procedure but may not be of much value to the rest of the analysis 

method. 

Classification Training Statistics mostly provide information identical to that contained in the 

output statistics file. However, in this case the statistics concentrate on the training sites 

defined prior to the classification process. These statistics arc also only useful when trying to 

identify problems with classification routines or perhaps when trying to improve the method. 

There are two notable differences between the two sets of statistics. The second set contains 

information on the number of pixels in all of the training sites for each of the classes. For 

accuracy of the class definition it may be necessary for this value to exceed by 10 to 100 times 

the number of spectral bands used in the classification (Lillesand and Kiefer, 1987). For 

example, in this thesis it is necessary to have at least 40 pixels in all of the training sites for 

each of the classes selected. If necessary, a number of pixels in the training site may be 

reduced to as little as one more than the number of spectral layers used (Jensen, 1986). 

In addition, in this set of statistics a tabic of confusion matrix is provided. Since 

training sites are used only for the purpose of class definition, they too have to be classified. 

An insight into the consistency and accuracy of the training sites can be garnered from this 

table. The confusion matrix indicates the degree to which pixels in the training sites where 

assigned into other classes. A high degree of confusion can be expected when the materials 

classified are highly similar. This would result in percent values of less than 100 %. In such 

cases the table may be used to identify the conflicting materials and the training sites may have 

to be redefined (Table 4.4). 
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Class 

Amorphous 

Crystalline( 1) 

Crystalline(2) 

Crystalline(3) 

Cryslallinc(4) 

Plasma 

Voids 

Amorphous 

114 

0 

0 

0 

0 

2496 

0 

Crystall. 

(1) 

0 

7469 

46 

0 

3 

0 

0 

Crystall. 

(2) 

0 

199 

1086 

64 

1 

0 

0 

Crystall. 

(3) 

0 

305 

236 

3436 

3 

0 

9 

Crystall. 

(4) 

0 

133 

0 

421 

1353 

0 

0 

Plasma 

23 

8 

0 

0 

0 

10152 

11 

Voids 

0 

6 

18 

607 

Unknown 

0 

1905 

15 

110 

0 1 

28 

10226 

41 

1 

Accuracy 

(%) 

83.21 

74.5 

77.52 

"4.OS 

99.41 

79.83 

99.8 

Table 4.4. Training sites confusion matrix. All values except accuracy are in "pixels". Note that anisotropic 

plasma is not included. No visible plasma separations were observed in the sample Mi. 626(1). 

Co-occurrence Statistics contain information regarding the relationship between pixels 

belonging to the different material types. This type of information may prove very useful in 

so far as it provides information regarding the degree of contact between the different 

materials. Two tables are provided of which the normalized Co-occurrence matrix has more 

relevancy since it accounts for the differences in the overall contents of the different classes. 

When pixels belonging to two classes are in contact no more often than expected by random 

chance the resulting table value is 0. In practice this means any value near 0. If the number is 

high and positive then the two materials are in contact more often than expected. When high 

negative values are found the relationship is reverse. In situations where the table shows values 

for the same class the numbers actually indicate "purity" of the material. High values indicate 

very high degree of homogeneity (compactness) of the material. Low values or negative values 

indicate heterogeneity of the material. 

All this information has implications for the analysis method. It is also important in 

evaluating the results of the classification routine. Before the task of data extraction can 

proceed it may be necessary to adjust the variables and/or training sites. There are several 

things to consider when evaluating the classification procedure. The three statistical data files 

should be saved for future analysis if the information contained in them appears to indicate 

satisfactory results. Two of the things to consider would be: Percentage of sample field left 

unclassified and training site accuracy percentage. 

There should be no more than 20 % (and probably best under 10 %) of the unclassified 

cells in the entire sample field. If more than 20 % of the sample field is left unclassified than 

the results of future data analysis will not contain information regarding more than a fifth of 

the entire sample field which has to be considered wasteful and lacking completeness. One 
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way to lower this value is by increasing the Standard Deviation Multiplier but the higher the 

value the more likely it is to result in misidentification of certain cells. This would be more 

detrimental to the accuracy of the overall procedure than leaving those same cells unclassified. 

An alternative way of improving the results would be by redefining the training sites. 

Following an inspection of the classified map it should become apparent if there are any large 

areas of contiguous cells left unclassified. These areas should then be closely scrutinized and 

assigned to an existing class or a new class should be created. 

Similarly a minimum of 80% or higher accuracy should be expected from the training 

sites. Any values less than 80% indicate that more than a fifth of those training sites were 

classified as something different. This usually indicates an overlap in training site definitions 

which lead to serious ambiguities. There are exceptions to this rule. Sometimes different 

classes representing similar or same types of material will overlap (plasma and anisotropic 

plasma for example). In those cases the overlap in training site definition is not surprising or 

detrimental. This is especially true when the objects divided into separate classes during the 

classification process arc to be later combined into a single class - ex. Crystalline material in 

Table. 4.4. 

The classification procedure should be continued until satisfactory results are achieved. 

It may also be necessary to repeat the classification procedure if there is any additional 

information which was not extracted initially. If the classification routine was to be organized 

differently from the above method (with the use of unsupervised classification method, for 

example) then it is possible to extract other types of information as required by the problem 

researched. Only then will the information contained in the class map be of use in the later 

stages of the analysis. The final decision on how to classify images must be left up to the 

individual user as it is closely linked to the analysis application attempted. 
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