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Abstract—Network Digital Twins (NDTs) are reshaping the
network research landscape by enabling real-time predictive
modeling and analysis of complex networked systems. Despite
their potential, practical deployment of NDTs is hindered by
growing divergence between the physical network and its digital
replica, driven by insufficient or delayed synchronization, and
the high communication overhead from continuous calibration,
often worsened by inefficient data representation. To address
these issues, we propose Twintinuum, a novel uncertainty-guided
self-calibration mechanism that enables scalable twinning with
low communication overhead. Our approach dynamically adapts
the synchronization based on estimated model uncertainty, en-
abling both short-term responsiveness and long-term consistency.
Moreover, the proposed framework supports plug-and-play cal-
ibration, allowing the digital twins to autonomously align with
physical dynamics without extensive manual tuning or retraining.
Extensive experiments on wireless signal datasets and diverse
base models demonstrate that our method achieves superior
signal quality estimation with significantly less data exchange.

Index Terms—Network Digital Twin, Self-Calibration,
Physical-Digital Alignment, Wireless Signal Estimation, Monte
Carlo Sampling

I. INTRODUCTION

Digital Twins (DTs), dynamic virtual replicas of physical
systems, are poised to revolutionize science and engineering
by enabling real-time simulation, prediction, and optimization
of complex processes, from city-scale infrastructure man-
agement to personalized medicine [1], [2]. The foundational
premise of a DT is its ability to maintain a persistent, high-
fidelity correspondence with its physical counterpart [3]. How-
ever, this core premise is fundamentally challenged by the
ubiquitous problem of physical-digital divergence: any initial
alignment between the physical asset and its digital model
inevitably degrades over time [4]. This divergence can arise
from a confluence of factors, including unmodeled environ-
mental dynamics, sensor drift, material aging, and the inherent
stochasticity of real-world systems [5], [6]. Consequently, the
predictive power of a DT can deteriorate over time, reducing
its reliability as a decision-support tool.

Relying on periodic, high-volume data synchronization to
address this divergence is not viable for large-scale systems
due to its economic and technical overhead [7]. The immense
communication and computational overhead required for con-
tinuous data exchange scales poorly [8], [9], and much of the
transferred data is redundant, offering diminishing returns for
model accuracy. This creates a critical problem: the very data

needed to keep a DT alive can overwhelm the system it is
meant to optimize. Therefore, a fundamental question arises:
how can a DT autonomously and efficiently synchronize with
the physical world?
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Fig. 1. The illustration of predictive uncertainty, where the red areas show
the most uncertain predictions.

Despite extensive efforts in communication-efficient DT
synchronization, including a twinning frequency, explicit de-
lay/energy objective, or staleness budget, etc. [10]-[13], update
opportunities are typically externally specified, and DTs are
treated as passive mirrors. However, we argue that effective
synchronization should be introspective, uncertainty-aware,
and selectively focused on the DT’s internal blind spots,
especially when the communication from physical to digital
is costly.

Here, we address this challenge by proposing and val-
idating an uncertainty-guided self-calibration framework,
Twintinuum, that establishes a closed-loop, symbiotic re-
lationship between the physical and digital realms. We recon-
ceptualize the DT not as a static mirror, but as a dynamic
entity aware of its own uncertainty. Our framework leverages
uncertainty as a proxy for the twins’ performance. This
uncertainty map acts as a “sensory guide”, directing the DT to
selectively query the physical world for information where its
internal model is most likely to be inaccurate (an example
of uncertainty is shown in Fig. 1). This targeted, sparse
data acquisition strategy drastically reduces communication
overhead compared to brute-force synchronization.

This strategically sampled information is then assimilated
by a novel, plug-and-play refinement module named Modula.
Modula is a lightweight, learnable component that integrates
sparse physical measurements with the DT’s existing predic-



tions. It performs spatially-aware corrections without requiring
retraining the entire base model. An auxiliary loss function
balances local accuracy, spatial consistency, and global sta-
bility, and it also enables both rapid short-term calibration
and long-term control as the system accumulates knowledge.
Our experiments, conducted on complex wireless signal map
prediction tasks, demonstrate that this framework allows the
DT to autonomously maintain high fidelity alignment with its
physical counterpart, achieving accuracy gains while reducing
significant physical-digital communication cost.

To the best of our knowledge, this is the first introspec-
tive synchronization framework for NDTs systems based on
the twins’ uncertainty. This paper makes the following key
contributions to the field of adaptive DTs:

o A Self-Evolving Digital Twin System: We propose
Twintinuum, a system that autonomously initiates and
completes a feedback loop for continual improvement,
creating a truly adaptive physical-digital continuum.

o Plug-and-Play Self-Calibration Module: We develop
Modula, a model-agnostic refinement module that seam-
lessly integrates sparse physical measurements to cali-
brate dense predictions, with its composite auxiliary loss
function that strategically combines strict supervision at
measured points, distance-weighted guided propagation
to neighboring regions, and consistency regularization to
ensure stable and coherent model updates.

o Uncertainty-Driven Introspective Information Ex-
change: We introduce an uncertainty-guided mechanism
combining Monte Carlo Dropout with a structure-aware
enhancement, Uncertainty Field Decomposition (UFD),
for targeted physical-digital alignment.

o Extensive Experimental Validation: We conduct com-
prehensive experiments on three complex wireless signal
datasets. The results rigorously demonstrate that our
uncertainty-guided paradigm significantly outperforms
conventional methods.

The rest of the study is organized as follows. Sec. II reviews
the background and related work that motivate our proposal
and design of Twintinuum. Sec. III introduces the design
of Twintinuum framework, including system architecture,
problem formulation, and the proposed refinement and un-
certainty modules. Sec. IV details the experimental setup,
including datasets, model training, and evaluation protocols.
Sec. V presents performance results, comparative analyses,
and ablation studies. Sec. VI discusses broader implications
and future directions, and Sec. VII concludes the paper.

II. BACKGROUND AND RELATED WORK

Network Digital Twins in Wireless. NDTs aim to provide
a persistent virtual counterpart of a physical network [9],
[14], where predictive models are core building blocks in
NDTs architecture for reproducing and forecasting system
states [15], [16]. Early systems relied on direct physical
exploration and collaborative in-situ measurements to con-
struct signal maps [17], [18]. Ray-tracing methods [19], [20]
have also demonstrated the potential to create precise Radio

Frequency (RF) environments. Recent work shifts to model-
based prediction, where deep learning learns the mapping from
environment to spatial radio quality, achieving strong accuracy
and scalability in practice [21]-[25].

Yet, when used solely as components of NDTs, these
models are typically trained offline and remain static: once
deployed, they lack a feedback loop to stay aligned with an
evolving physical environment. This conflicts with the DT
requirement of a real-time two-way connection and continuous
model evolution to maintain convergence between physical
and virtual states [26] and leads to physical—digital divergence
(the “reality gap”). While frequent synchronization can mit-
igate this gap, brute-force updates via periodic high-volume
data exchange are often computationally and economically
unsustainable [27], [28]. Therefore, the central open problem
is how to maintain NDTs fidelity efficiently and autonomously
over the twin lifecycle.

Uncertainty Quantification in Deep Learning. Epistemic
uncertainty captures the model’s own lack of knowledge about
its predictions and is particularly useful for identifying regions
where the model is likely to be incorrect [29]-[31]. Several
techniques have been developed to estimate it at test time [29],
[32], with Monte Carlo Dropout [31] (MC Dropout) and Deep
Ensembles [33] being the prominent ones. Other approaches,
such as Bayesian Neural Networks (BNNs) [34] and Deep
Evidential Regression (DER) [35], aim to provide alternative
frameworks that capture uncertainty during a single forward
pass of inference. However, specific designs are required
during the model training phase.

Synchronizing Network Digital Twins. Synchronization
strategies directly influence NDTs’ fidelity and downstream
performance [36]. Many network digital-twin synchronization
formulations adopt a device/physical-to-twin update model:
physical entities generate state updates that are transmitted
to the DT. Cakir et al. make this gap explicit by defining
a Planned Twinning Frequency (configured at the twinned
device) and an Achieved Twinning Frequency (received at the
DT), and quantifying their mismatch via the Twin Alignment
Ratio (TAR), under varying network topologies, protocols, and
traffic conditions [36]. GhostTwin is a representative example
of periodic full synchronization, which periodically transmits
probing packets to update the digital replica [37].

Building on push-based updates, a second line focuses
on rate and resource control: regulating update regularity
(e.g., minimum communication frequency) under accuracy
constraints. Yang et al. study DT synchronization over wire-
less networks and optimize the synchronization delay while
considering energy limits and DT-accuracy requirements [11].
IDTC explicitly models the accuracy—timeliness tradeoff, and
combines predictive synchronization with a DTSYNC protocol
that adjusts the twinning frequency to reduce data exchanges
under resource constraints [10].

A third line addresses which states to refresh when the up-
date capacity is limited. Li et al. formulate DT-state staleness
minimization under a fixed per-round budget and provide an
optimal algorithm for the special case where exactly K objects
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Fig. 2. Overview of the proposed Twintinuum. The system operates in iterative synchronization rounds and consists of: @) a base prediction network

with a plug-and-play calibration module for short-term refinement and long-term evolution; @ an uncertainty quantification mechanism for guiding sparse,
informative measurements from the physical twin; and @ a closed feedback loop that enables continual alignment between the physical and digital domains.
Note: While not shown visually, the system also computes a binary supervision mask W . to indicate which regions are observed.

can synchronize per round [12]. This idea is closely related
to the Age of Information (Aol) notion of freshness [38]. In a
learning-based variant of selective updating, RL-AT assumes
continuous data flows from PTs that are queued before being
reflected in the DT, and uses a Deep Q Network to decide
which nodes are updated so as to balance DT accuracy against
resource/energy costs [39].

Beyond the State of the Art. Across these lines of work,
update opportunities are typically externally specified. Thus,
we present Twintinuum to target the complementary gap:
the DT itself decides where to synchronize based on epistemic
uncertainty without relying on such exogenous triggers, and
then uses sparse physical feedback to drive a learning-based
refinement to achieve a high-fidelity alignment with fewer
physical queries.

III. DIGITAL TWIN SYSTEM DESIGN
A. Digital Twin Architecture Overview

Building on the above background and the identified gaps,
we propose Twint inuum, which allows a DT to intelligently
and autonomously query its physical counterpart based on
the DT’s intrinsic uncertainty, thereby enabling a learnable
alignment with the real world in information synchronization-
constrained scenarios.

As illustrated in Fig. 2, the system operates in discrete
synchronization rounds and integrates several key components:
(@) base prediction deep learning models and the plug-and-
play calibration module that enables the digital twin short-term
and long-term evolution; (@) an uncertainty quantification
module that supports adaptive physical-digital information ex-
change; (@) the feedback loop that incorporates bidirectional
information exchange between the physical and digital twins.

The system proceeds iteratively (as shown in Alg. 1).
Through continuous evaluation of predictive performance and
modular refinement based on uncertainty-guided feedback, the

proposed digital twin architecture autonomously evolves to re-
main aligned with physical dynamics, while offering a generic,
model-agnostic framework that supports scalable integration
across diverse backbones and deployment scenarios.

B. Problem Formulation

We formalize the task of radio signal field prediction as
an efficient model refinement problem under limited physical
access. Let Fy : Z — X be a pretrained base model that maps
an input layout I € 7 (e.g., geometry or topology) to an initial
prediction z € X

x=Fo(I), xeRIW, (1)

We define the physical-digital divergence as a general
functional J : X x Y — R*:

1

J(x,y) = o] > Uwigiyig), 2

(1,7)€Q

where y is the physical signal field, €2 is the spatial domain,
and ¢ is a loss function (e.g., squared or absolute error).
Over the entire data distribution, the expected objective is:

m(;n Eryy~p [T (Re(Fo(I),9p), y)] st |P|<[Q.
3)
Given sparse supervision gp over a subset P C ) with
|P| < |9, the goal is to learn a refinement operator R4 such
that the corrected output x; minimizes the divergence to y:
zt =Ry (w0, Jp,), ¢" =arg min J(zey). @)
To support continual calibration, the refinement is per-
formed over multiple rounds ¢ = 1,2,...,7T, with iterative
parameter updates:

Ty = ,R’¢t71 (xO’ :gpt)a Gt =¢r—1—1n- V(15£'updelte- 5



Algorithm 1 Iterative Calibration via Partial Supervision

Require:
1: Pretrained base predictor Fy,
2: Refinement model R,
3: Test input I and query access to y(i,j) at selected
locations
4: Total refinement rounds 7', point budget per round k, MC
Dropout samples per round )

5: Initialization:

6:  Base prediction xg < Fp(I) > deterministic forward
7:  Sparse supervision mask gp, < 0

8:  refinement parameters ¢g <— ¢

9:  Tracked index set Py < 0

10: fort =1to 7T do

// Estimate Uncertainty (MC Dropout on Fy)
11: for g=1to Q do

12: z ) « Fo(I) > stochastic forward due to dropout

13: ? )« CLAMP(z %Q) 0,1)

14: 2 — Ry, 1(37(() 'y YPi— 1)

15: §q> « cLamp(#?,0,1)

16: end for

17: Ty MEAN({ (Q)} ) > MC mean

qg=1

18: v <~ VARIANCE {;zﬁ”} > > raw uncertainty

g=1

19: U < UFD(Ut, jt)
20: Ct + Topr-K(ug, k)

// Update Partial Observations
21: Py Pi_1 UCy

> top-k uncertain points

220 Gp, < Upiy
23: for each (i,5) € C; do
24: op, (i,7) < y(3,7)
25: end for

// Forward Refinement
26: Ty R¢t—1 ({E(), th)

27: xy < CLAMP(z4,0,1)
// Optional: Parameter Update

28: Compute Lypdae 00 Py
29: ¢t di—1 — 1 - Vg Lipdae > BN parameters only
30: end for

31: return Final prediction 27 < Ry, (20, ip,.)

In each round ¢ > 1, P; is calculated using the accumulated
mask from the previous round, §p, ,, and the new set of query
Cs.

C. Modula: Plug-and-Play Calibration Module

We propose Modula, a lightweight plug-and-play refine-
ment module that calibrates dense digital-twin predictions
using sparse physical feedback. Modula is attached after
a pretrained base predictor and learns to propagate sparse
corrections in a structured manner, rather than applying point-
wise overwrites.

As shown in Fig. 3, Modula adopts a dual-stream encoder:
one stream encodes the global context from the base predic-
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Fig. 3. Architecture of Modula. It refines a dense base prediction using
sparse physical measurements via dual-stream encoding, cross-attention fu-
sion, and a U-Net-style decoder.

tion, while the other stream encodes sparse feedback cues. At
each scale, a cross-gating produces spatial weights

a = Sigmoid(Wy - p(W1[p'; ¢'])), (6)

where ¢’ and p’ denote feature maps from the global and
sparse-feedback streams. The gate a selectively injects sparse
cues into the global features. The fused features are decoded
with skip connections to output the refined map.

1) Integration with the DT Pipeline: Modula is attached
after a frozen base predictor Fy and refines dense predictions
using sparse physical measurements collected over iterative
synchronization rounds.

At t = 0, we compute the base prediction

zo = Fo(I), (7)

without any physical supervision. For each subsequent round
t > 1, the uncertainty map u, selects a new query set C; C 2.
Queried locations are accumulated as

Pt = ’Pt71 @] Ct. (8)

The collected measurements form a sparse observation map
(constructed from queried ground-truth values, not model
estimates)
L y(i,5), (i.4) € Py,
Ip.(i,)) = { 9

0, otherwise.
Conditioned on ¢p,, Modula outputs the refined prediction

Ty = R¢t—1(x07g7)t) s (10)

while keeping Fy fixed.

2) Auxiliary Loss Design: We introduce a composite auxil-
iary loss that balances strict local supervision, distance-aware
propagation, and global consistency regularization to train the
Modula model. This auxiliary loss is used for offline training
where the full ground-truth field y is available.



Let z;;; denote the refined prediction at point (i, ;) in
round ¢, y; ; the corresponding ground-truth label (if avail-
able), and z;, the original unrefined base prediction. Let
P C Q denote the set of observed locations (partial mask),
and let Q2 \ P denote unobserved locations.

(1)

a) Strict Supervision Loss: This term enforces accurate
alignment at labeled regions:

1 2
W Z (ﬂct,i,j—yi,j)

(i,9)€P

£t0tal = Estrict + /\guidedﬁguided + Aconsislencyﬁconsislency

(12)

‘Cstrict =

b) Guided Propagation Loss: To softly extend supervi-
sion to nearby unlabeled points, we define a distance-weighted
propagation loss. Let U denote the set of unobserved points
within a distance dpax from P, ie., U = {(i,j) € Q\ P |
d; j < dmax }. The guided propagation loss is then defined as:

1 2
Lauided = ] D wig (@eig — vig)”
(1,5)eU
di g :
W;,5 = Max| exp| — o s Wmin | , if di,j < dmax-

(13)

Here, d; ; denotes the Euclidean distance to the nearest

supervised point. Hyperparameters o, dy,ax, and wy,;, control
the decay profile and valid propagation range.

c) Consistency Regularization: To prevent unstable up-
dates in regions of low confidence or missing labels, we
penalize deviations from the original prediction:
(wt,i,j - x(),i,j)z (14)

1
»Cconsislency = Z
Q\P] .
(4,3)EQ\P
This term ensures smoothness and prevents overfitting to
sparse updates, but an overly large weight may also limit
beneficial corrections.

D. Uncertainty-Guided Adaptation

A central mechanism for adaptive refinement in our DT
framework is the use of epistemic uncertainty to identify
regions where predictions are unreliable or misaligned with
physical reality. This uncertainty arises from limited training
coverage and can be estimated at test-time using MC Dropout
[31]. Specifically, we pass the same input through the models
@ times with stochastic dropout masks, yielding stochastic
refined predictions {azf)}?:l, and compute the point-wise
predictive variance:

1 Gl V2
Var; ; = 01 ; (‘Tt,i,j — :cm,j) ,

where Z; ; ; = é Z?=1 fcifi{j is the empirical mean at (i, j).

While this variance map provides a point-wise epistemic
measure, it often suffers from noisy isolated responses due
to sampling artifacts or model instability. To address this, we

5)

propose Uncertainty Field Decomposition (UFD), a post-
hoc structure-aware enhancement that injects spatial coherence
into the uncertainty map. UFD augments the raw variance by
penalizing local inconsistency in prediction structure, forming:

UFDi,j :Vari,j . (1+)\ (1 _Si,j))a (16)

where ; ; is the local structural coherence score around point
(i, 7). It is defined as the weighted similarity between the mean
prediction Z; ; ; and its spatial neighbors:

1
Sij = — E
’ —1
V] (k,DEN; ;\{(4,5)}

Y
- exp (_ (Ze,i Qﬂjt,k,l) ) ’

where ; ; is a window_size X window_size neigh-
borhood, w is a fixed Gaussian spatial weighting kernel, the
center location (4, j) is excluded from the summation, and we
average over the |A/| — 1 neighboring locations. Here, 8 > 0
is a similarity bandwidth that controls how rapidly coherence
decays with prediction differences (default 3 = 0.1 in our
implementation).

UFD increases the relative weight of uncertainty in lo-
cally inconsistent regions and reduces sensitivity to isolated
sampling artifacts, thereby encouraging spatially coherent un-
certainty patterns. Compared to pure variance-based selec-
tion, UFD encourages spatially contiguous and semantically
meaningful “uncertainty zones,” which align better with both
physical structures and model errors and are beneficial for
sampling efficiency.

To further mitigate bias in areas of high signal intensity,
UFD optionally supports normalization:

UFD; ;
(Zei5+€)?
where ¢ is a small constant for numerical stability.

At each round ¢, we select the most informative physical
query locations by maximizing the uncertainty-based metric:

Wh—i,1—j
17

UFDI™ = (18)

Ci = arg max Z u (4, 5), Py =P 1UC.  (19)
|C|=k (i,5)€C

where u, (i, j) denotes the uncertainty score (e.g., UFD) at
location (%, j). These selected points form a sparse supervision
mask that serves as input to the Modula refinement module.
Compared to random or fixed sampling, our uncertainty-
guided strategy yields faster convergence, more consistent
corrections, and significantly improved sample efficiency, par-
ticularly in regions of spatial complexity or domain shift.

1) Short-Term and Long-Term Calibration: Our Modula

supports both one-shot and progressive adaptation modes:

o Short-Term Calibration: Given sparse measurements at
test time, Modula performs fast, non-parametric refine-
ment via a single forward pass.

o Long-Term Calibration: Over time, accumulated phys-
ical feedback can be used to update parameters via
gradient descent, enabling continual adaptation. Notably,



to mitigate overfitting, we update only the BatchNorm
parameters and freeze all other layers, a conservative and
stable adaptation strategy that avoids destabilization. We
use the following loss during continual calibration:

ﬁupdate = Estrict (20)

In practice, Lo is used for offline training of R, while
Lupdae denotes the lightweight update objective during
continual calibration.

IV. EXPERIMENTAL SETUP
A. Hardware and Implementation

All experiments were conducted on a high-performance
computing (HPC) node running Rocky Linux 8.10 (Green
Obsidian), equipped with three NVIDIA RTX A6000 GPUs
(48GB, exclusive access), an Intel Xeon Platinum CPU, and
251 GiB of RAM. Each model training was performed on a
single GPU without distributed parallelism. The implemen-
tation is based on CUDA 12.6 and NVIDIA driver version
560.35.03. All training and inference processes were executed
in isolated Conda environments using SLURM scheduling.

B. Datasets

We utilize both wireless signal datasets for the base predic-
tors and synthetically augmented training data for Modula.

1) Training Datasets for Base Predictors: We evaluate our
approach using three wireless signal datasets [24]. The USC
Campus Dataset offers the largest scale, comprising 19,016
densely annotated radio maps. In contrast, the UCLA Campus
Dataset includes 3,776 samples from structurally complex
university buildings. The Boston Urban Dataset, containing
3,143 maps, emphasizes dense metropolitan environments. All
datasets provide fine-grained spatial distributions of signal
quality, serving as the ground truth for model training and
evaluation.

2) Synthetic Datasets Triplets for Modula Calibration:
We construct three synthetic datasets mainly composed of
triplets: (prediction, partial ground truth, full ground truth).
Each triplet simulates realistic scenarios where sparse mea-
surements are available to calibrate dense predictions.

The dataset is generated by running base predictors over
known inputs and extracting partial supervision masks using
sampling strategies. The overall process is summarized below:

Algorithm 2 Synthetic Calibration Triplet Generation

Require: Base model Fy, dataset D = {(I,y)}, number of
samples per map N
1: for each (I,y) in D do

2 x < Fo(I) > Base prediction
3 for n=1to N do

4 Ypartial <— SAMPLE(y, strategy)

5: Save triplet (z, Ypartial, Y)

6 end for

7: end for

We implement two sampling strategies for partial label
selection: (i) uniform random sampling, and (ii) uncertainty-
guided top-k selection using MC Dropout.

The generation pipeline is applied to three Modula training
datasets, resulting in 950,750 triplets for USC, 188,750 for
UCLA, and 141,410 for Boston, with 90% of samples used
for training and the remaining 10% for evaluation. The partial
label numbers scale from 200 to 2000 in synthetic triplets to
enhance diversity and model robustness.

C. Backbone Models Setup and Training Protocol.

We evaluate three representative backbone models [22]—
[24], each capturing a distinct architectural design: PMNet:
A ResNet-based encoder-decoder with atrous spatial pyramid
pooling (ASPP) for enhanced multi-scale context; VGG16: A
UNet-style decoder operating atop a frozen VGG16 feature
encoder; RadioUNet: A dual-stage stacked UNet architecture
originally designed for wireless imaging applications. To en-
able uncertainty estimation via MC Dropout, we explicitly
insert dropout layers (p = 0.2) into all backbone models. For
PMNet and VGG16, dropout is applied before each of the final
three decoder blocks. For RadioUNet, dropout is inserted after
every U-shaped sub-network. All backbones are re-trained
using the same training set and protocol as in the refinement
stage, ensuring consistent initialization across experiments.

The refinement module (Modula) is trained separately for
each dataset. For the UCLA and Boston synthetic datasets, we
use a batch size of 16, a learning rate of 1 x 1072, and train
for 50 epochs, which takes approximately 2 hours per epoch.
For the larger USC dataset, we use a batch size of 64 and train
for 25 epochs under the same learning rate, requiring around
6 hours per epoch.

D. Digital Twin Feedback and Update Settings

We evaluate our system under a unified adaptive calibration
framework across all datasets and model backbones. The setup
is as follows:

Uncertainty Estimation. We use our UFD, a structure-aware
enhancement of the uncertainty that promotes spatial coher-
ence.

Sampling Policy: At each refinement round, we select k =
200 points for partial supervision based on uncertainty maps:
(1) Top-k: highest-uncertainty locations; (2) Random: uni-
form sampling as a baseline. Each sample undergoes 1" = 10
refinement rounds.

Refinement Modules. We evaluate two calibration strategies:
(1) Shield_refine: a rule-based baseline that directly over-
writes the prediction with measured values at the queried
locations (leaving other locations unchanged); (2) Modula:
our proposed learnable refinement module with multi-scale
propagation and dual-stream encoding.

E. Long-Term Evolution Protocol

To assess the long-term evolution capability of our frame-
work, we designed a specific fine-tuning protocol. We parti-
tioned the original test set into two strictly disjoint subsets: a



larger tuning set (80%) and a smaller evaluation set (20%).
This protocol is conducted independently of the other experi-
ments. This strict separation ensures that the final evaluation
is performed on entirely unseen data, preventing any form of
data leakage. The protocol proceeds in two stages:

1) Feedback Collection: We first run our standard 10-
round iterative refinement process on the funing set. All
sparsely sampled ground-truth pairs generated during
this process are collected.

2) Model Evolution: These collected sparse pairs are then
used to fine-tune the parameters of the original Modula
module for new epochs in the eval stage. The resulting,
updated model is denoted as Modula-Evo.

The performance of Modula-Evo is then compared against
the original Modula on the held-out evaluation set.

FE. Evaluation Metrics

To quantify physical-digital divergence and assess refine-
ment effectiveness, we report Root Mean Squared Error
(RMSE), Mean Absolute Error (MAE), Mean Squared Er-
ror (MSE), and Peak Signal-to-Noise Ratio (PSNR). Lower
RMSE, MAE, and MSE, and higher PSNR, indicate tighter
physical-digital alignment.

We report each metric before (m;) and after (m,) refine-
ment, and define the relative change as:

Am = 100 . Ta "M

mp
Aligned with the metrics definition, for {RMSE, MAE, MSE}
(}), lower is better, hence Am < 0 indicates improvement. For

PSNR (7), higher is better.

V. RESULTS AND PERFORMANCE EVALUATION

We conducted extensive experiments on our settings: across
three diverse datasets (Boston, UCLA, USC) [24] and three
distinct backbone models (PMNet, RadioUNet, VGG16) [22],
[23], [40]. We compare our full approach, which combines
UFD with the Modula module, against two representative
baselines: a naive Random + Shield strategy and a more
advanced uncertainty-aware UFD (Top-K) + Shield strat-
egy that targets the most uncertain areas. Across all configura-
tions, Twintinuum consistently outperforms other baseline
calibration strategies by a wide margin, both in convergence
speed and final prediction accuracy.

A. Refinement Efficiency.

We choose MSE as the main metric because it is more
sensitive to error amplification in our task and can more
clearly distinguish the performance differences between differ-
ent methods. The results of MSE over 10 rounds of calibration
are shown in Fig. 4.

First, the inadequacy of unguided feedback is evident from
the Random + Shield baseline (green curve). Across all
nine configurations, its performance remains nearly static,
demonstrating that sparse, randomly sampled feedback yields
less improvement, which establishes the fundamental need for
an intelligent sampling strategy.

Second, incorporating uncertainty-guided sampling signifi-
cantly improves performance, but also reveals the limitations
of a simplistic refinement heuristic. The UFD (Top-K) +
Shield strategy (orange curve), which uses a standard un-
certainty metric, consistently outperforms the random baseline.
For instance, on the Boston-PMNet setting, it reduces the final
MSE from 0.00032 to 0.00022, a 31.3% improvement.

Finally, our full approach (Twintinuum, purple curve)
overcomes this limitation by pairing an advanced uncertainty
metric (UFD) with our learnable Modula refinement mod-
ule. This combination delivers superior performance in both
convergence speed and final accuracy. While we note minor
initial performance fluctuations on the USC dataset, likely due
to the high baseline accuracy of its predictors which increases
the risk of over-correcting already accurate regions, the overall
trend is one of significant, compounding improvement. Our
efficiency is most starkly demonstrated by the fact that our
method often achieves a better result with a fraction of the
data. For example, in the UCLA-PMNet configuration, the
MSE of our method after a few initial refinement rounds is al-
ready lower than the final MSE achieved by the UFD (Top-K)
+ Shield baseline after ten full rounds (consuming sig-
nificantly more data points). Quantitatively, on the Boston-
PMNet task, our final MSE of 0.00007 represents around a
2/3 reduction over the UFD (Top-K) + Shield strategy.

Therefore, the success of our framework is a synergistic ef-
fect: UFD provides highly informative samples, and Modula
effectively utilizes them for global, coherent model correction,
breaking the performance ceiling imposed by simpler refine-
ment methods.

B. Final Performance Analysis

The superior refinement dynamics, analyzed previously,
culminate in a decisive final performance advantage. This
is quantified in Tab. II, which presents a snapshot of all
metrics after 10 iterative refinements. The results show a
comprehensive and consistent excellence for our approach.
Across all distinct dataset-model configurations, our method
achieves the best performance for all metrics. In the Boston-
PMNet case, for instance, our method reduces the final RMSE
to 0.00808, a significant margin over the 0.01468 achieved
by the UFD (Top-K) + Shield. This consistent outper-
formance across varied network environments and model
architectures demonstrates the robustness and generality of the
Twintinuum framework.

To translate these victories into practical value, Tab. I quan-
tifies the percentage improvement of our method relative to the
Random + Shield baseline. The gains are substantial and
particularly pronounced in the more challenging Boston and
UCLA datasets. The impact is most dramatic when measured
by MSE, which is highly sensitive to large prediction errors.
We observe MSE reductions of up to 79.1% (Boston-PMNet)
and 72.1% (UCLA-PMNet). This drastic error reduction di-
rectly translates to a nearly 20% improvement in PSNR in
the Boston-PMNet case, from 35.03 to 41.89. A performance
uplift of this magnitude confirms that Twintinuum offers
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Fig. 4. MSE versus refinement round. Our method (Twintinuum, purple) achieves faster convergence and a lower final error floor across all nine
configurations, demonstrating superior sample efficiency and effectiveness compared to baselines using naive shielding (Random + Shield, green;

UFD (Top-K) + Shield, orange).

not just a communication efficiency improvement, but a trans-
formative enhancement in predictive fidelity for DT systems.

TABLE I
RELATIVE CHANGE Am (%) OF OUR METHOD OVER THE BASELINE
(‘RANDOM + SHIELD_REFINE‘) ACROSS DATASETS AND MODELS. VALUES
ARE REPORTED AFTER THE FINAL REFINEMENT ROUND.

Dataset Base Model RMSE| MAE| MSE]| PSNR 1
PMNet -27.1% -28.6%  -45.8% 7.8%
USsC RadioUNet -11.8% -104%  -22.3% 3.4%
VGG16 -13.9% -6.5% -25.6% 4.2%
PMNet -46.3% -38.8%  -72.1% 17.3%
UCLA RadioUNet -39.3% 273%  -63.6% 14.9%
VGG16 -42.6% -209%  -67.2% 16.6%
PMNet -54.4% 51.7%  -79.1% 19.6%
Boston RadioUNet -30.7% -20.1%  -51.3% 9.2%
VGG16 -21.4% 272%  -34.9% 7.3%

C. Long-Term Evolution via Accumulated Feedback

A key hypothesis of our work is that a truly adaptive DT
must not only perform immediate, test-time calibration but also
internalize past correction experiences to improve its future
baseline performance. We tested this by evaluating the evolved
Modula—-Evo model, after it was fine-tuned on feedback from
a separate tuning set with sparse measurements. The results,
summarized in Tab. III, are evaluated on a completely unseen
test set and are consistent with this hypothesis. We measure the
original performance before any new parameter evolution is
applied. The evolved Modula—-Evo exhibits a lower inherent

prediction error, reducing the initial MAE from 0.0039055
to 0.0038974. This corresponds to a 2.07%o0 improvement in
baseline accuracy. Notably, this gain was achieved using only
25 loops on the sparse supervision set, with a small amount of
data. This outcome suggests that Modula can retain beneficial
information from past feedback through conservative parame-
ter updates, beyond purely transient corrections. It shows the
potential that the Twintinuum framework supports long-
term evolution, enabling the DT to become progressively more
accurate over its operational lifetime.

D. Ablation Study

We conducted an ablation study on Modula (as shown in
Tab. IV), all metrics are reported before (Round 0) and after 10
refinement rounds. In the variant Modula (Naive Loss),
we used single RMSE loss as the training objective. This led
to a slight but consistent degradation in both RMSE and MSE,
indicating that our composite loss, designed to balance local
accuracy, structural propagation, and global consistency, plays
an important role in maintaining overall fidelity. While the
naive loss shows slightly better MAE, it leads to a reduction in
PSNR, indicating that it favors point-wise error minimization
at the cost of structural fidelity, but our composite loss strikes
a more favorable balance.

Architecturally, we evaluate the effect of disabling key
architectural components, including skip connections, cross-
attention, and dual-stream inputs. Removing skip connections
or the dual-stream input degrades performance by approxi-
mately 6-9% in RMSE. Disabling the cross-attention fusion



TABLE II
FINAL PERFORMANCE AFTER 10 REFINEMENT ROUNDS. BOLD INDICATES THE BEST PERFORMANCE PER COLUMN.

Setting | Metric | UCLA Boston UscC
\ | PMNet RadioUNet VGG16 | PMNet RadioUNet VGG16 | PMNet  RadioUNet — VGG16
RMSE | | 0.03153 0.03893  0.03865 | 0.01774  0.01762  0.02646 | 0.01537  0.02379  0.02874
Random + Shield MAE | | 001598 001617  0.01433 | 0.00911 0.00665  0.00965 | 0.01036 001403  0.0129
MSE | 000106 000163 000161 | 0.00032  0.00032  0.00078 | 0.00024  0.00058  0.00086
PSNR 1 | 30.28811  28.49658  28.60631 | 35.03417 3527120 3205918 | 3629825  32.54734  31.02781
RMSE | | 0.02923 003608  0.03631 | 001468 001466  0.02420 | 001450 002284  0.02816
UFD(Top-K) + Shietld | MAE L | 001514 001504 001348 | 000821 0.00581 0.00904 | 0.00996  0.01349  0.01261
P MSE | 0.00092  0.00141 0.00143 | 0.00022  0.00023  0.00066 | 0.00021 0.00053  0.00083
PSNR 1 | 30.99918  29.20838  29.21637 | 36.67988  36.90300  32.86020 | 36.80621  32.90388  31.21157
RMSE | | 0.01694  0.02365  0.02219 | 0.00808  0.01221  0.02079 | 0.01120  0.02097  0.02475
Twintinuum MAE | | 0.00978  0.01175  0.01135 | 0.00440  0.00532  0.00703 | 0.00740  0.01258  0.01213
MSE | 0.00030  0.00059  0.00053 | 0.00007  0.00016  0.00051 | 0.00013  0.00045  0.00064
PSNR 1 | 3553795 3273356  33.34173 | 41.89143 3850624 3438812 | 39.11546  33.64178  32.32980
TABLE III signal estimation, the underlying principles of uncertainty-

LAST ROUND PERFORMANCE ON UNSEEN DATA BEFORE AND AFTER
LONG-TERM EVOLUTION FINE-TUNING. THE TEST WAS CONDUCTED ON
THE BOSTON-PMNET CONFIGURATION.

Model Version RMSE () MAE () MSE({) PSNR ()

Modula 0.0077706  0.0039055  6.1143e-05  42.2427

Modula-Evo 0.0077595  0.0038974  6.0956e-05  42.2545

Boost (%o) 1.42 2.07 3.05 0.28
TABLE IV

ABLATION STUDY OF OUR UNCERTAINTY-GUIDED CALIBRATION MODEL
ON THE BOSTON-PMNET CONFIGURATION.
BOLD = BEST, UNDERLINE = SECOND-BEST AMONG MODULA VARIANTS.
SUPERSCRIPTS T AND * DENOTE MODULA VARIANTS AND ABLATIONS,

RESPECTIVELY.

Strategy RMSE (}) MAE ()

Before After A (%)  Before After A (%)
Modula 0.0180 0.0081 -55.1% 0.0094 0.0044 -53.0%
Modula (Naive Loss)’ 0.0180 0.0081 -54.8%  0.0094  0.0042 -54.7%
No Skip* 0.0180 0.0086 -51.9%  0.0094 0.0047  -50.3%
Single Stream™ 0.0180 0.0088 -51.2%  0.0094  0.0048  -48.2%
No CrossAttn* 0.0180 0.0090  -50.1%  0.0094 0.0052 -44.8%
Strategy MSE () PSNR (1)

Before After A (%)  Before After A (%)
Modula 0.00032  0.00007 -79.7% 3491 41.89 20.0%
Modula (Naive Loss)T  0.00032  0.00007  -79.3% 3491 41.84 19.8%
No Skip* 0.00032  0.00008  -76.7% 3491 41.31 18.3%
Single Stream™ 0.00032  0.00008  -76.0% 3491 41.17 17.9%
No CrossAttn* 0.00032  0.00008  -75.0% 3491 40.98 17.4%

mechanism incurs the most significant penalty, with RMSE
increasing by over 11% from 0.0081 to 0.0090. This confirms
that each component, particularly the mechanism for fusing
global predictions with sparse measurements, is critical to
Modula’s effectiveness.

VI. DISCUSSION

Generalization and Applicability. Our experiments show
self-emergent capabilities, such as introspectively identifying
errors without relying on centralized coordination, are espe-
cially important when the cost of system-wide information
exchange is high. While our experiments focused on wireless

guided feedback and plug-and-play refinement that are model-
agnostic are broadly applicable to other DT systems or do-
mains, such as core networks and autonomous systems.
Limitations and Future Directions. The quality of the
base model inherently limits the success of calibration, and
improvements may plateau when predictors are already near
optimal. Moreover, despite the effectiveness, the current long-
term adaptation process still has the potential to enable faster
convergence with fewer feedback rounds, making the system
more responsive in time-sensitive scenarios. Future work could
investigate parameter-efficient fine-tuning or other continual
learning strategies to accelerate adaptation.

VII. CONCLUSION

A core conflict has fundamentally constrained the prac-
tical utility of network digital twins: the need for high-
fidelity physical-digital alignment versus the unsustainable
cost of achieving it. This paper presents Twint inuum, a self-
calibrating digital twin framework that shifts the paradigm
from exhaustive synchronization to intelligent, efficient, and
introspective adaptation. By integrating uncertainty-based es-
timation with a lightweight, plug-and-play calibration module
(Modula), Twintinuum enables precise, sample-efficient
alignment between physical and digital states. Extensive evalu-
ations across diverse datasets and model architectures demon-
strate substantial improvements in prediction accuracy with
minimal data overhead. Moreover, Twintinuum supports
both short-term correction and long-term evolution, establish-
ing a pathway toward truly autonomous digital twin systems.
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