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English summary 

 
Finding the truth – and conversely, identifying who is lying – is at the essence of the legal 

system and the core of police investigations. Increasingly, law enforcement and academic 

research acknowledge the vital task of preventing crimes. One particularly sensitive area is 

preventing terrorist attacks. However, because the majority of research on deception detection 

has focused on detecting whether someone lies about what he or she has done in the past, a 

new challenge shifts the focus to the detection of lies about intentions. More specifically, with 

applications in mind where a significant number of people needs to be screened (e.g., airport 

security), the challenge is narrowed down further to those approaches that are suitable to be 

used on a large scale. This thesis focused on the detection of deceptive intentions on a large 

scale. 

Approaches to telling truth-tellers from liars come in a great variety from polygraphy 

to speech analysis. Chapter 1 reviewed the existing approaches and evaluated each alongside a 

set of criteria that a suitable large-scale approach has to meet (e.g., the implementability, 

customer friendliness, granularity, and possibility for real-time analysis). We concluded that 

the verbal approach to deception detection is the most promising for that purpose. In verbal 

deception detection, the content of a statement is used to infer whether the statement is likely 

to be trusted or not. For example, a high richness in detail is often seen as an indicator of a 

statement’s truthfulness because a liar – not having actually experienced the event – would 

lack the knowledge and cognitive elaboration to provide a highly detailed statement. An 

underlying theoretical rationale of the verbal approach is that truth-telling is easier than lying 

and that therefore, the differences emerge in how liars and truth-tellers describe (alleged) 

events. For example, liars typically find it more difficult than truth-tellers to provide contextual 

information such as persons, locations and times. Since the verbal differences between truthful 

and deceptive statements are typically small, researchers have advocated the use of techniques 

that enlarge these truth-lie differences. One such technique, for example, exploits the 

assumption that a liar prepares his or her story. If an interviewer then asks unanticipated 

questions, the liar is caught by surprise and might struggle to answer convincingly while a 

truth-teller has merely to recall what happened. 

Chapter 2 and 3 critically evaluated the existing approaches in verbal deception 

research. A central aspect of empirical research is that findings from one study replicate in a 

closely mirrored subsequent study. While verbal credibility assessment is used in legal settings 



� 8�

in Germany, the Netherlands, and the UK, there have been no direct replication studies. In an 

initial attempt, we reported the first direct replication of research on deceptive intentions 

(Chapter 2).  We interviewed travelers on a ferry trip to a Dutch island and instructed them to 

lie or tell the truth about their reasons for traveling. Our findings suggested that we were not 

able to replicate the original result that truthful ferry passengers include more concrete time 

references (e.g., 1:30 pm) in their travel plan statements than liars. While modest in scope, 

these findings indicate that the promising results obtained in the original study could not be 

reproduced in a direct replication. In Chapter 3, we showed that the promising accuracies 

reported in verbal deception research (i.e., being able to discriminate a lie from truth with 70-

75% accuracy) might be overly optimistic. The dominant practice finds an optimal combination 

of truth and lie indicators and tests how well these differentiate between truth-tellers and liars. 

That procedure is problematic because it does not entail a validation of the optimal combination 

on new data. We showed that the accuracy rates reported in verbal credibility assessment are 

consequently systematically overestimated because they lack proper validation procedures. In 

sum, these chapters showed that the current practice in verbal deception detection might not be 

as reliable and valid as the literature suggests. Moreover, for large-scale applications, the 

current resource-intensive practice of manually coding statements conflicts with the critical 

requirement of reliable real-time analysis. 

To address the problem of resource-intensive coding with its imperfect reliability, we 

looked at ways to automate verbal deception detection. Chapter 4 and 5 used techniques from 

computational linguistics to model two promising theoretical constructs: the amount of specific 

information and the use of concrete language. We found that specific pieces of information that 

can automatically be identified (i.e., named entities such as persons, locations, and dates) can 

help in differentiating truths from lies, and are useful for putting theoretical concepts to the 

test. Chapter 5 showed that there exists a broad range of operationalizations of concrete 

language whose validity varies depending on the context of deception. For example, indicators 

that work for detecting deception about someone’s opinion do not necessarily work for the 

detection of deception about intentions. Together, these chapters found that a hybrid approach 

where theory comes first and uses computational tools as a means to assess the veracity of 

statements automatically might be a promising path. They also indicated that the suitability of 

truth and lie indicators might strongly depend on the context.  

Finally, we investigated whether it is possible to detect deceptive intentions using 

online data collection and real-time analysis (Chapter 6 and 7). In particular, we utilized two 

techniques to elicit information that would allow for better discrimination of truth-tellers and 
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liars. In Chapter 6, we asked the participants a set of unexpected questions about their 

upcoming flight to which they either lied or told the truth. We were not able to find truth-lie 

differences and reasoned that the lack of temporal proximity of the intended action was an 

influential factor. In that experiment, the participants' plans lay several weeks in the future. 

Therefore, in the subsequent study (Chapter 7), we resorted to the participants’ own planned 

activities on their upcoming weekend. To enhance truth-lie differences, we provided 

participants with a model statement deemed to help truth-tellers but not liars to provide detailed 

answers. Now, we could predict whether someone was lying or telling the truth with more than 

80% accuracy. However, we also showed that even minimal variations could cause a marked 

drop in accuracy, with a close replication study showing only 63% accuracy. These results also 

highlight the need for larger samples for model building and independent validation on new 

samples for model testing. While the sample sizes used Chapter 6 and 7 practically exceeded 

those of all previous psycholegal verbal deception detection studies, it should be noted that 

they are still relatively small for machine learning purposes. A necessary step for integrating 

machine learning and psycholegal research is scaling up to considerably larger sample sizes. 

Overall, the studies reported in this thesis were an attempt to move deception detection 

towards applications on a large scale to identify people with deceptive intentions. We 

concluded that the dominant verbal deception detection approach – characterized by manual 

coding and poor validation of results – needs improvement. We showed that hybrid approaches 

might be one way to use the best of theory and computational techniques. We also see merit in 

a purely data-driven approach that can help in the building of a new theory for the detection of 

deceptive intentions or revise the currently less suitable framework of cognition-based verbal 

deception detection. For both the hybrid and the data-driven approaches, we found that an 

automated coding of statements can aid in classifying truth-tellers and liars above chance – 

albeit far from perfect. 

Some of the limitations of this current work are the problem of ecological validity (i.e., 

that participants are instructed to lie or tell the truth) and the needle-in-a-haystack nature of the 

real-life problem (i.e., detecting a potentially dangerous individual among hundreds of 

thousands of regular airport passengers). Future research directions could build on the current 

findings towards a more adaptive information elicitation framework and an integrated human-

algorithm decision-making system. In sum, this thesis showed some of the boundaries of the 

currently practiced verbal approach for deception detection and provided a starting point for 

future research into systems that are applicable on a large scale. 
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Dutch summary (Nederlandse samenvatting) 
 

Het detecteren van bedrieglijke intenties op grote schaal 

Het bepalen van wie de waarheid spreekt en wie liegt, maakt een groot deel uit van het 

rechtssysteem en ligt ten grondslag aan de meeste politieonderzoeken. Met toenemende mate 

richt het academische onderzoek en de politie zich op de taak van misdaadpreventie, waarvan 

een bijzonder gevoelige taak het voorkomen van terroristische aanslagen is. De meerderheid 

van het leugenonderzoek heeft zich echter tot nu toe gericht op het detecteren van leugens en 

waarheden over gebeurtenissen in het verleden. Daarom zijn binnen dit onderzoek de eerste 

stappen gemaakt om de temporele focus te verschuiven naar het detecteren van leugens over 

toekomstige intenties. Omdat toepassingen van dit onderzoeksgebied zich vaak richten op het 

vinden van mogelijke leugenaars onder een grote hoeveelheid individuen (bijv. in de 

luchthavenveiligheid), kan de uitdaging voor deze onderzoekslijn specifieker geformuleerd 

worden als een die ook op grote schaal toepasbaar is. Dit proefschrift gaat over het detecteren 

van bedrieglijke intenties op grote schaal. 

Er is een breed scala aan manieren om waarheidssprekers van leugenaars te 

onderscheiden, van de klassieke polygraaf naar spraakanalyse. Hoofstuk 1 van dit onderzoek 

evalueert de bestaande methodes kritisch op basis van een aantal criteria voor een grootschalige 

aanpak (bijv. de mogelijkheid om de aanpak daadwerkelijk te implementeren, de 

klantvriendelijkheid, en de mogelijkheid tot real-time analyse). Er werd geconcludeerd dat de 

verbale aanpak van leugendetectie het meest belovend is voor dit doel. Verbale leugendetectie 

kijkt naar de inhoud van verklaringen om te bepalen of een verklaring geloofwaardig is of niet. 

Daarbij wordt naar indicatoren gekeken die volgens onderzoek vaker door waarheidssprekers 

gebruikt worden dan door leugenaars, of andersom. Een voorbeeld is de gedetailleerdheid van 

een verklaring waarbij ervan wordt uitgegaan dat een waarheidspreker een verklaring in meer 

detail kan afleggen dan een leugenaar. Er wordt onder andere vermoed dat dit een gevolg is 

van het bij de leugenaar ontbreken van daadwerkelijke kennis over de verzonnen gebeurtenis. 

Hieraan ten grondslag ligt de zogenaamde cognitieve benadering van leugendetectie, die stelt 

dat liegen simpelweg moeilijker is dan de waarheid spreken, en dat daarom verschillen in de 

verklaringen tussen leugenaars en waarheidssprekers ontstaan. Leugenaars ervaren het 

bijvoorbeeld als moeilijker dan waarheidssprekers om contextuele informatie zoals personen, 

locaties en tijden te noemen. Omdat de verschillen tussen waarheid en leugen klein zijn, is door 

onderzoekers ervoor gepleit om technieken te gebruiken die deze verschillen vergroten. Bij 
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voorbeeld, een van deze technieken maakt gebruik van de verschillende voorbereidingen van 

leugenaars en waarheidssprekers voordat ze een verklaring afleggen. In tegenstelling tot de 

waarheidsspreker zal de leugenaar zich gaan voorbereiden om een geloofwaardig verhaal te 

kunnen vertellen. Hier kan gebruik van gemaakt worden door onverwachte vragen te stellen 

zodat de leugenaar meer moeite zal hebben om een gedetailleerd en coherent verhaal te geven.  

In de hoofstukken 2 en 3 is de verbale aanpak kritisch beschouwd. In de afgelopen jaren 

wordt er in de empirische wetenschap meer nadruk gelegd op de repliceerbaarheid van 

onderzoeksbevindingen. Maar terwijl de verbale aanpak breed toegepast is in politie-interviews 

in Nederland, Duitsland en het VK, zijn er geen directe replicatiestudies uitgevoerd. We hebben 

als stap naar betere onderzoekspraktijken de eerste directe replicatie van een studie over het 

detecteren van bedrieglijke intenties uitgevoerd (hoofdstuk 2). Reizigers op een veerboot 

tussen Harlingen en Terschelling zijn geïnterviewd en geïnstrueerd om ofwel de waarheid te 

spreken ofwel te liegen over hun redenen voor de reis. Onze bevindingen tonen dat de originele 

resultaten – dat waarheidsprekers meer gebruik maken van concrete tijdsindicaties (bijv. 

“13:45 uur” in plaats van “in de namiddag”) dan leugenaars – niet gerepliceerd werden. Verder 

hebben we in hoofdstuk 3 gevonden dat de veelbelovende accuraatheden van het verbale 

leugendetectie onderzoek (tussen de 70% en 75%) systematisch overschat zouden kunnen zijn. 

Een veelgebruikte aanpak is het vinden van een statistische combinatie van waarheids- en 

leugenindicatoren om te testen hoe goed een oordeel over waarheid vs. leugen gemaakt kan 

worden. Deze manier is echter problematisch omdat de optimale statistische combinatie niet 

opnieuw op onafhankelijke steekproeven getest wordt. Als gevolg daarvan zijn de 

gerapporteerde accuraatheden in de meerderheid van de onderzoeken overschattingen. Samen 

laten de hoofstukken 2 en 3 zien dat de huidige aanpak van verbale leugendetectie niet zo 

betrouwbaar en valide blijkt als door de gepubliceerde literatuur gesuggereerd wordt. 

Bovendien is de veelgebruikte manier van het handmatige tellen (ofwel coderen) van 

waarheids- of leugenindicatoren, in tegenstelling tot de vereiste van real-time analyse, niet op 

grote schaal toepasbaar. 

Om het probleem van tijdrovende en niet volledig betrouwbare codeermethoden aan te 

pakken, heeft dit onderzoek verder naar computer-geautomatiseerde verbale leugendetectie 

gekeken. We hebben technieken uit de computationele linguïstiek gebruikt om twee, volgens 

de theorie belovende, constructen te meten: de specificiteit van informatie (hoofdstuk 4) en het 

gebruik van concrete taal (hoofdstuk 5). Onze resultaten wijzen erop dat het gebruik van 

specifieke stukken informatie op een geautomatiseerde manier kan worden gemeten door 

named entities (de automatische herkenning van bijv. personen, locaties, getallen), en dat deze 
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methode erbij kan helpen om leugenaars van waarheidssprekers te onderscheiden. Vervolgens 

hebben we in hoofdstuk 5 naar het gebruik van concrete (i.p.v. abstracte) taal gekeken. Er 

bestaat een grote diversiteit aan operationalisaties van concrete taal en de validiteit hiervan lijkt 

afhankelijk te zijn van de context. Indicatoren die bijvoorbeeld werkten voor het detecteren 

van leugens over iemands mening, hoeven niet per se te werken bij het detecteren van 

bedrieglijke intenties. Samengenomen suggereren deze twee hoofstukken dat een hybride 

aanpak waarbij geautomatiseerde technieken als middel gebruikt worden om de theoretisch 

belangrijke constructen te meten, een belovende manier is voor het detecteren van leugens in 

de toekomst. 

Tot slot is in de hoofstukken 6 en 7 onderzocht of het mogelijk is om bedrieglijke 

intenties te detecteren met behulp van online dataverzameling en real-time analyse. Hiervoor 

hebben we twee technieken benut om informatie uit te lokken zodat een beter onderscheid 

tussen waarheidsprekers en leugenaars gemaakt kan worden. In hoofdstuk 6 hebben we 

verschillende – waaronder onverwachte – vragen over een toekomstige vlucht van deelnemers 

gesteld. Elke deelnemer werd geïnstrueerd om te liegen of de waarheid te spreken. We vonden 

geen verschillen tussen waarheidsprekers en leugenaars wat eraan gelegen zou kunnen hebben 

dat de intentie te ver in de toekomst lag (meerdere weken in dit geval). Om intenties te 

onderzoeken die temporeel dichterbij waren, hebben we daarom in hoofdstuk 7 naar de 

weekendplannen van deelnemers gekeken. De deelnemers kregen een zeer gedetailleerde 

voorbeeldverklaring te lezen voordat ze hun eigen verklaringen moesten afleggen. Hierdoor is 

geprobeerd om de waarheid-leugen verschillen te vergroten omdat alleen de waarheidssprekers 

zo aangemoedigd moeten worden om meer details te noemen terwijl dat theoretisch voor een 

leugenaar niet het geval zou zijn. In deze studie konden we met een accuraatheid van meer dan 

80% voorspellen wie loog en wie de waarheid sprak. We lieten echter ook zien dat zelfs 

minimale variaties in een verder identieke replicatie ervoor zorgen dat de accuraatheid verlaagd 

wordt tot 63%. Deze resultaten laten in een breder perspectief zien dat er grotere steekproeven 

nodig zijn om voorspellingsmodellen te bouwen en dat het belangrijk is om deze steeds met 

nieuwe data te valideren. Ook al zijn de steekproeven in onze studies groter dan die van eerder 

onderzoek, is het toch belangrijk te beseffen dat ze nog steeds relatief klein zijn voor een 

voorspelling met machine learning. Een noodzakelijke stap voor verder onderzoek naar de 

integratie van voorspellende en geautomatiseerde technieken van verbale leugendetectie is het 

opschalen naar aanzienlijk grotere steekproeven. 

In zijn geheel was dit proefschrift een poging om met verbale leugendetectie 

oplossingen te vinden voor het detecteren van bedrieglijke intenties op een grote schaal. We 
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hebben geconcludeerd dat de dominante aanpak van verbale leugendetectie, gekenmerkt door 

handmatige coderingen en magere validatie van bevindingen, behoefte heeft aan verbetering 

en vernieuwing. We lieten zien dat hybride aanpakken een manier zijn om zowel 

automatisering als theorie te benutten. Verder zou een puur data-gedreven aanpak zowel 

kunnen helpen bij het bouwen van een nieuw theoretisch kader, als bij het herzien van de op 

cognitieve theorieën-gebaseerde verbale aanpak van leugendetectie, die momenteel niet 

geschikt lijkt voor het detecteren van bedrieglijke intenties. De hybride en data-gedreven 

aanpak heeft in dit onderzoek uitgewezen dat de geautomatiseerde codering en analyse van 

verklaringen erbij kan helpen om boven kansniveau waarheidssprekers van leugenaars te 

onderscheiden. 

Twee van de beperkingen van dit onderzoek zijn de ecologische validiteit (deelnemers 

zijn geïnstrueerd om te liegen in plaats van dat ze zelf de keuze maken) en de problematiek om 

een naald in een hooiberg te vinden (bijv. die ene gevaarlijke passagier onder 

honderdduizenden). Toekomstig onderzoek zou zich kunnen richten op een adaptieve manier 

om informatie uit te lokken en op geïntegreerde beslissingsmodellen bestaande uit zowel 

menselijke als geautomatiseerde processen. Dit proefschrift heeft gewezen op de grenzen van 

de huidige manier van verbale leugendetectie en biedt tegelijkertijd een uitgangspunt voor 

onderzoek naar grootschalig toepasbare systemen voor het detecteren van bedrieglijke 

intenties. 
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Chapter 1: General introduction 
 

 

This chapter is based on the two following publications: 

�� Kleinberg, B., Arntz, A., & Verschuere, B. (in press). Detecting deceptive intentions: 

Possibilities for large-scale applications. In T. Docan-Morgan (Ed.), The Handbook of 

Deceptive Communication. Palgrave. 

�� Kleinberg, B., van der Toolen, Y., Arntz, A., & Verschuere, B. (2018). Detecting 

Concealed Information on a Large Scale: Possibilities and Problems. In J. P. Rosenfeld 

(Ed.), Detecting Concealed Information and Deception. Elsevier. 
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Introduction 
In the 9/11 attacks, terrorists posed as regular passengers when they boarded and hijacked 

American Airlines Flight 11 (e.g., Wilgoren & Wong, 2001). What if one could have detected 

that they did not have the benign intention like other passengers of flying to San Francisco but 

that they instead had the malicious intent of committing a devastating terrorist attack? For law 

enforcement and intelligence practitioners, it is vital to identify people with benign intent and 

those who need further security checks before they board an airplane. Terrorist attacks in New 

York, Madrid, London, and Brussels have motivated the academic deception community to 

develop methods that allow for the detection of deceptive intentions. 

The vast majority of academic research on deception detection is limited to detecting 

deception on past events (Mac Giolla, Granhag, & Vrij, 2014; Vrij, Granhag, & Porter, 2010). 

However, as the 9/11 attacks illustrate, from a practitioners' perspective, it is the temporal 

dimension of the future that is of critical importance when it comes to crime prevention, 

especially in the context of current threats of terrorist attacks. This chapter aims to give an 

overview of the dominant deception detection theories and discuss existing interviewing 

approaches, methods, and cues to detecting deceptive intentions. We also outline which 

requirements an applied intentions-detection framework must meet. 

Throughout this chapter, we focus on the applicability of existing approaches to real-

world security processes on a large scale. We illustrate the challenges and requirements for 

applied deception detection tools on intentions through the example of airport passenger 

security operations. We adhere to Giolla et al.'s (2014) definition of true and false intent. 

Accordingly, "true intent refers to a future action which [someone] intends to carry out, while 

[...] false intent refers to a future action that [they do] not intend to carry out" (p. 155). Since 

false intent does not necessarily imply a criminal element, we define malicious intent as a 

future action someone intends to carry out that causes harm to others. Although from a 

researcher's perspective both the detection of false and malicious intent is worth investigating, 

it is mainly the malicious intent in which practitioners working in crime prevention are 

interested. For example, prospective passengers lying about flying to New York for a 

conference hiding that they are having an affair there (false intent) is less relevant than someone 

hiding that they are planning to carry out an attack (malicious intent). We will discuss and 

address this challenge in this chapter as well. 

This chapter is structured as follows. First, we discuss the problem of low base rate 

settings and then define a set of criteria for the detection of deceptive intentions on a large 

scale paying particular attention to the requirements from an applied perspective. We will use 
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these criteria to evaluate the dominant deception theories, interviewing approaches, methods, 

and deception cues in the next sections. Second, we give a brief overview of leading theories 

of deception, namely arousal-based and cognition-based deception detection, and evaluate to 

what extent they may guide large-scale applications. Third, we examine which interviewing 

approaches are most useful for deception detection. Fourth, we discuss some information 

elicitation methods that may help to increase deception detection validity. Fifth, we discuss 

which cues are most applicable to the airport screening context.  

The paradox of the low base rate in applied settings 
For the course of this chapter, we define the following context to which the deception detection 

system (i.e., the system) could be applied. Consider the problem of airport security 

professionals who have to determine for vast numbers of passengers, whether they potentially 

have a malicious intent with their trip or not. With change on its way towards more seamless 

passenger flows during the whole security process (i.e., ideally minimizing the number of 

security checks and making them as least intrusive as possible) an area of interest for 

practitioners is the pre-screening of passengers before they arrive at the airport. Security 

processes at the airport could then flexibly be targeted at the specific intelligence requirements 

(e.g., which information needs further clarification) about each passenger. As such, a 

prospective screening system applied to that problem could function as the first filter in a 

system of multiple security layers, each of which would only subject those passengers to its 

test that 'failed' the previous layers. By doing so, this system would address the problem of 

finding a needle in a haystack (e.g., someone with terrorist intentions among millions of 

ordinary passengers) by successively decreasing the size of the haystack. For the sake of 

argument, we will assume that the system will have to be able to screen up to 200,000 

passengers each day on a single airport (e.g., London Heathrow: 205,000, Amsterdam 

Schiphol: 159,000, Paris Charles de Gaulle: 180,000; Airports Council International, 2016). 

The large numbers of passengers, however, pose a particular statistical challenge for 

any screening tool. Let us assume a screening tool has a remarkable sensitivity (i.e., correctly 

identifying those that have malicious intent) and specificity (i.e., correctly identifying those 

that do not have malicious intent) of both 90%. What makes this particular context difficult, 

even for this highly accurate screening tool, is the low base rate (i.e., the small number of 

passengers with malicious intent). When the base rate is low (e.g., 0.0001, see Honts & 

Hartwig, 2014), even a highly accurate screening tool results in a large number of false 

positives; that is, it classifies ordinary passengers incorrectly as having malicious intent, only 
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as a function of the imbalance towards passengers without malicious intent. Table 1 illustrates 

that for 200,000 passengers, the percentage of correct identifications of malicious intentions 

when the screening tool indicates 'malicious intention' (i.e., the precision of the screening tool) 

is effectively only 0.09%. Consequently, 99.91% of the cases when the screening tool signals 

'malicious intention', are false discoveries. This base rate paradox emphasizes the challenge of 

the passenger screening context and highlights the need for successive filters. 

A cascading filter system could address this problem given that the assumption of 

statistical independence of indicators is met. Let us assume the screening tool A indicates the 

deceptive state X based on the criterion CA with a sensitivity and specificity of 90% (Table 1). 

This, per definition, results in 10% false negatives and 10% false positives. Now let us further 

assume that the additional screening tool B is applied that also indicates deceptive state X but 

bases this decision on criterion CB which is independent of (i.e., uncorrelated to) criterion CA. 

In this case, the probability of miss-classification of tool A is independent of that of tool B1 , 

and hence decreases with multiplication to 0.10*0.10 = 0.01 = 1%. For n cascades the 

probability of miss-classification is 0.01n (e.g., for n = 4: 0.014 = 0.0001 = 0.01%). In the latter 

case, the precision of signaling 'malicious intent' would increase from 0.09% (n = 1) to 50.00% 

(n = 4). 

It is critical that cascades of security filters be independent of each other so that the 

occurrence of criterion CB does not depend on the occurrence of criterion CA; that is both 

criteria are indicators of deceptive state X but measure it in different, unrelated ways. For such 

a cascaded system to work, it is critical that the criteria – or the models that produce the criteria 

– are not contaminated (i.e., that they do not inform each other). An example could be a system 

that indicates deception through the verbal content (e.g., what someone says) and the verbal 

style (e.g., how someone says it; see below). If both indicators are independent, this would 

allow for a combination of cascaded indicators through the analysis of verbal statements.  

 

 

 

 

 

 

 

��������������������������������������������������������
� Here miss-classification refers to both false positives and false negatives given that we assume a sensitivity and specificity 

of both 90%. 
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Table 1. Illustration of the base rate problem for a fictitious screening tool with sensitivity and sensitivity of 90%. 

  Outcome screening tool   
  Malicious intent No malicious intent TOTAL Recall 

Reality 
Malicious intent 18 2 20 

90% 
(= sensitivity) 

No malicious intent 19,998 179,982 199,980 
90% 

(= specificity) 

 TOTAL 
20,016 179,984 200,000  

 
 Precision 0.09% 99.99%   

Note. Recall = correctly identified cases in a class/all cases in that class. Precision = correctly identified cases in a class/all 
cases identified as belonging to that class. 

 
Criteria for large-scale intention detection systems 
A deception detection system applicable within the context of prospective airport passenger 

screening also poses particular challenges from an applied perspective. In this part of the 

chapter, we describe which requirements – besides high accuracies and precision of identifying 

passengers correctly – such a system must meet. We discuss specific elements of an applied 

large-scale deception detection system that refer to its applicability on real-life purposes such 

as prospective airport passenger screening. To grasp the applicability in its full complexity, we 

briefly outline sub-criteria relevant to the applicability of deception detection systems at large-

scale (see Table 2 for a summary). 

Large-scale data collection 

The process of gathering data useful for an assessment of whether a passenger is to be believed 

or not is referred to here as data collection. Whereas many deception studies relied on face-to-

face interviews after participants committed a mock crime (e.g., preparing to place a malware 

USB stick in a shopping mall, Sooniste, Granhag, Knieps, & Vrij, 2013), the applied context 

here precludes such procedures. Collecting data through face-to-face interviews is to date the 

most frequently used form of eliciting cues to deception. However, it is logistically not realistic 

to conduct interviews with all passengers at the airport or to perform any other kind of 

disruptive intervention in the natural flow of passengers such as hands-on psychophysiological 

measurements (but see Panasiti et al., 2016; Warmelink et al., 2011). That impediment suggests 

that alternative forms of data collection must be explored and adopted. For example, a more 

likely approach is to use existing procedures in the airport security process where passengers 

could be asked brief questions, such as the standard queuing for baggage screening or online 

check-in processes which are becoming the norm. Large-scale data collection implies that the 

system is scalable to scores of passengers. The scalability means that the deception detection 
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method is suitable to be applied to a large number of travelers (e.g., 200,000 per day) and can 

relatively easily be up-scaled without extensive investments in human workforce and training. 

 

Table 2. Summary of applicability criteria for large-scale deception detection systems. 

Criterion The deception detection system... Research agenda 

Large-scale data 
collection 

... permits collecting statements/responses from 
vast numbers of airport passengers 
simultaneously. 

Which are the techniques and methods 
most suitable for the screening of 
200,000 passengers per day? 
 

Real-time data analysis 
... entails an instant, automated analytical process 
to derive veracity judgments. 

Can deception cues (and the veracity of 
statements) be assessed reliably in real-
time? 
 

Implementability 
... is practically and logistically fit to be used in 
existing passenger procedures. 

How can validated techniques be 
incorporated into existing airport 
procedures? 
 

Customer friendliness 
... does only require a minimal amount of time and 
effort from the passenger. 

Can prospective passenger screening be 
done in a short time with little 
passenger effort? 
 

Theory-based 
... is based on scientific theory and has withstood 
scientific evaluation. 

Which techniques and methods are the 
most promising for the detection of 
deceptive intentions? 
 

Flexibility 
... can flexibly be adapted to security 
requirements. 

Which techniques and methods allow 
for the highest flexibility in veracity 
assessments? 
 

Granularity 
... can determine the veracity of units of analysis 
smaller than the whole statement (e.g., single 
utterances). 

Can the analysis of statements be fine-
tuned towards the detection of 
deception in single utterances? 

 

Real-time data analysis 

The analytical process must be automated to derive near real-time veracity judgments. Standard 

procedure from interviewing studies is that participants deliver a verbal statement about, say, 

their whereabouts during an alleged mock crime. That oral statement is then transcribed and 

handed over to one, or preferably more, independent human coders who score statements on a 

range of criteria such as level of detail or plausibility (e.g., Sooniste et al., 2013; Sooniste, 

Granhag, Strömwall, & Vrij, 2015; Vrij, Granhag, Mann, & Leal, 2011; Warmelink, Vrij, 

Mann, & Granhag, 2013a). Manual coding is time-consuming and is currently not done in real-

time. Similarly, the number of tasks and checks performed by trained human coders – aside 

from the time constraints – is limited and prevents more complex tasks like the verification of 

provided information and fine-grained coding of provided text statements (e.g., looking deeper 

than the overall text). 
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Implementability 

A pre-condition for an approach to be used in real-life is that it can be implemented into existing 

processes or by extending existing methods. For example, conducting face-to-face interviews 

with every passenger is not only logistically complicated, but it is also not implementable into 

the actual flow of current airport security systems because it takes too long and is too costly. 

In contrast to the general umbrella term of applicability, the implementability has an additional, 

practical dimension, given logistical challenges, the feasibility of actually implementing a tool 

into security processes, as well as the potential of scaling the tool up to large numbers of people. 

From this follows that implementability subsumes applicability, but not vice versa.  

Customer friendliness 

A further challenge for the application of deception detection tools is the inevitable 

compromise between academic rigor and the stakeholders' interests. Although there are 

multiple aspects where the stakeholders' point of view might conflict with an academic's 

proposal (e.g., financial, ethical, theoretical), a noteworthy issue is the brevity of the developed 

system and the inconvenience caused to passengers. For external stakeholders, time is a 

premium and passengers' satisfaction is a vital ingredient for a thriving business. However, this 

puts the academic researcher into an unusual position. A standard polygraph examination, for 

instance, typically takes several hours (Meijer & Verschuere, 2010). Applied deception 

detection systems should ideally not exceed a few minutes' duration and should require as little 

effort from the passengers as possible (Honts & Hartwig, 2014). Computer-automated 

techniques would greatly facilitate data collection and veracity judgments within a short time. 

Theoretical base 

We think another requirement for a large-scale deception detection system is that it is built on 

a sound scientific theory. A simple 'whatever works' approach is questionable for the airport 

screening context in the absence of a guiding theory. Without a theoretical base for the tools 

used, any future development within that line of deception research will hang loosely in a 

vacuum of results without being able to derive predictions on how these results came about. 

With an increasing acceptance for methods from machine learning in psychological research, 

however, it will be interesting to see how large data-driven investigation compare to typically 

smaller theory-led approaches (for an overview paper on the issue, see Yarkoni & Westfall, 

2017). 
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To illustrate the need for scientific theory in the development of security tools, consider 

the extreme example of the explosive device detector called Advanced Detection Equipment 

(ADE-101). The ADE-101 was sold to various governments with the promise that this device 

could "pick up the most minuscule traces of explosives, drugs, ivory and even money" (Morris, 

Jones, & Booth, 2013, para. 1). In fact, that device was little more than a golf ball finder sold 

by a fraudulent businessman. The ADE-101 had cost the Iraqi authorities alone more than GBP 

55 million (Booth, 2013). Besides the obvious fraud involved in this case, there was no theory 

behind the alleged working mechanisms of the device, nor was there an empirical validation of 

its effectiveness.  

Flexibility 

A system applied for passenger screening purposes must be flexible on passenger numbers, 

security risk estimations, and specific flight characteristics. For example, when there is a 

heightened security risk (e.g., due to previous terrorist attacks), a large-scale screening system 

must be able to adapt to that situation by adjusting the cut-off for the decisions made. Dynamic 

filtering would imply altering the compromise between sensitivity (i.e., the true positives) and 

specificity (i.e., the true negatives). Under specific circumstances, specificity might be favored 

over higher sensitivity; under other circumstances, the opposite might be needed. 

Granularity 

Granularity refers to how fine-grained the judgments made by a deception detection tool are. 

That is, granularity represents a continuum from coarse judgments (e.g., liar vs. truth-teller) to 

finer resolutions such as single utterances. Whereas in controlled experimental studies, the liars 

are typically instructed to tell an outright lie (e.g., pretending to have played a game whereas, 

in fact, they stole money; Vrij, 2008), a lying passenger can likely embed their lie into a mainly 

honest account (see Giolla et al., 2014). This implies that it is no longer sufficient to use the 

person who is lying as the unit of analysis (i.e., who is a liar and who a truth-teller). Instead, a 

more granular analysis is needed that permits the investigator to determine, ideally, what 

someone is lying about. As we will see later in this chapter, current verbal content-based cues 

perform relatively poor on this requirement whereas stylometric cues (e.g., Fornaciari & 

Poesio, 2013) may offer a path for the future. Alternatively, steps towards within-subjects 

deception investigations (i.e., having the same person tell a truthful account as well as a lie) 

might also offer a way to discern single deceptive aspects within whole statements (Vrij, 2016).  
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Deception detection theories 
Most studies conducted on deception detection fall, broadly speaking, into one of the two 

dominant theories of deception: Arousal-based versus cognition-based deception detection. 

They are rooted in different assumptions about the relationship between the mental state of 

deception and the cues through which this mental state is detectable. 

Arousal-based deception detection 

The arousal theory holds that the mental state of lying can be inferred from arousal associated 

with lying (Vrij et al., 2010). The arousal-based assumption holds that the involuntary display 

of physiological signs of arousal is informative to the mental state of deception. For example, 

research into micro-expressions (Ekman, 2009; Schubert, 2006) poses that minimal muscular 

activity in the facial area is a cue to deception. Likewise, methods such as the Screening 

Passengers by Observation Technique(s) (SPOT; Honts & Hartwig, 2014) assume that lying is 

uniquely related to physiological and behavioral signs including body language and micro-

expressions (see Honts & Hartwig, 2014; Perry & Gilbey, 2011). Consequently, a liar would 

be detectable through the mere observation of their overt behavior (Panasiti et al., 2016; 

Warmelink et al., 2011). 

Cognition-based deception detection 

Starting with the notion that lying is cognitively more demanding than telling the truth (e.g., 

Zuckerman, DePaulo, & Rosenthal, 1981), the rationale of cognition-based deception detection 

is that increased cognitive load that comes along with lying results in the leakage of deception 

cues (Masip, Sporer, Garrido, & Herrero, 2005; Oberlader et al., 2016; Vrij & Granhag, 2012). 

Various aspects reasonably make the act of lying harder than telling the truth. Consider a 

passenger flying to New York City (NYC) for a geography conference. When interviewed 

about the conference, they can easily tell about their plans and the preparation involved in their 

trip. Now let us assume a terrorist is planning an attack on NYC, but who claims to fly to NYC 

for the geography conference. The liar's task of convincing the investigator is probably harder 

than that of the truth-teller. Not only can the liar be thought of operating two accounts of their 

trip simultaneously, but they also have to maintain a convincing false account without risking 

the leakage of any hints to their malicious plans.  
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Evaluation 

The primary concern about arousal theory is that it falls prey to the so-called Othello error (for 

a historical explanation, see Vrij et al., 2010). The Othello error means that one ignores 

alternative explanations for the display of alleged cues to deception. While signs of stress may 

well accompany someone's lying, this does not exclude the possibility that someone telling the 

truth shows the same signs of stress. In a context such as an airport passenger screening, the 

issue of ‘innocent stress’ becomes evident when one realizes that passengers rushing to catch 

their flight or traveling with small children will display physiological signs similar to those that 

are postulated to be uniquely related to lying. 

There is increasing support for the cognition-based deception theory (Blandón-Gitlin, 

Fenn, Masip, & Yoo, 2014; Verschuere, Köbis, Bereby-Meyer, Rand, & Shalvi, 2018, 

Meissner et al., 2014; Vrij, Fisher, & Blank, 2017; but see also the critique by Levine, Blair, & 

Carpenter, 2017; and the response by Vrij, Blank, & Fisher, 2018). Despite the substantial 

evidence, it merits attention that the Othello error could also be at play for cognition-based 

deception theory. First, the rationale that lying is harder than telling the truth might not hold 

true for well-prepared or repeated lies. For example, if someone is repeatedly flying to NYC 

under pretense, the false story (e.g., a conference covering for an affair) is rehearsed and might 

therefore no longer be more difficult to tell than the truthful story. Second, the relative ease of 

telling the truth also depends on the complexity of the truth. Someone telling a complex true 

story (e.g., that they meet at a secret government facility for a classified meeting) may find it 

difficult to appear convincing – similar to someone lying about an activity. If someone is flying 

to a secret meeting about which he or she are not supposed to talk, the truthful account might 

be more difficult to tell than a simpler false account (i.e., that he or she is flying to a 

conference). Although the Othello error is arguably less problematic for cognition-based 

deception theory, future research should address these questions to refine cognition-based 

deception theory further. 

Based upon the scientific support, the cognitive deception theory seems more promising 

than arousal-based deception detection in the context of passenger screening. Regardless of the 

particular deception theory, cues to deception (i.e., nonverbal and verbal indicators of the 

interviewee that are informative to the veracity of the statement made by the interviewee) are 

small and unreliable (DePaulo et al., 2003). The use of those cues for deception detection, 

therefore, requires approaches that can increase the occurrence of the cues in truth-tellers and 
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decrease the occurrence in liars, or vice versa (Vrij & Granhag, 2012). In the next part of this 

chapter, we discuss approaches to eliciting cues to deception.  

Approaches to suspect interviewing 
No matter how brief (e.g., “No”) or long (e.g., “I booked my ticket last Thursday online 

through…”), the minimal requirement for the vast majority of deception detection approaches 

is a statement. There are two broad approaches to eliciting a statement from an interviewee 

(Meissner et al., 2014): The accusatorial approach and the information-gathering approach. 

The accusatorial approach 

The accusatorial approach to suspect interviewing is based on the rationale that the interviewer 

needs to engage actively in the interview to elicit admissions of intentional wrongdoing 

(Meissner et al., 2014). The accusatorial approach involves an interviewer who is trained to 

exert control over the interviewee, applies techniques to manipulate the interviewee 

psychologically, and typically asks closed (e.g., yes/no) questions. A formulation of the widely 

used accusatorial approach is the Reid technique (Gallini, 2010; Kassin et al., 2010), which 

consists of two phases. In the first step, the suspect is interviewed to determine whether they 

are indeed a likely suspect. The second phase of the Reid technique consists of techniques 

targeted at obtaining confessions from the suspect through a set of techniques that manipulate 

the suspect (i.e., custody and isolation, confrontation, minimization; see Kassin and 

Gudjonsson, 2004). 

The information-gathering approach 

According to Meissner et al. (2014; see also Swanner, Meissner, Atkinson, & Dianiska, 2016), 

the critical ingredients of the information-gathering approach are establishing rapport with the 

interviewee (e.g., positive affirmations, interest, calmness; see Evans et al., 2014), using 

positive confrontation and asking open-ended questions. The goal of the information-gathering 

approach – eliciting information – is strikingly different from that of the accusatorial approach 

which is obtaining confessions. Rooted in the cognitive interview (e.g., Fisher & Geiselman, 

1992; Fisher, Geiselman, & Amador, 1989; for the most recent meta-analytical overview, see 

Memon, Meissner, & Fraser, 2010), the information-gathering approach has a clear focus on 

treating the interviewee as a source of information rather than the possessor of guilt. As a result, 

the interviewing of victims, witnesses, and suspects does not radically differ since the goal is 

always to obtain relevant information. 
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Evaluation  

Opponents of the accusatorial approach have voiced concerns about the fairness of the 

approach towards innocent interviewees. Studies suggest that the accusatorial approach does 

elicit confessions in guilty suspects but fails to protect those who have not committed any 

crime. Innocent subjects were found to provide false confessions merely as a function of a 

coercive interviewing style (Loney & Cutler, 2016; Meissner et al., 2014). Meissner et al. 

(2014) found the information-gathering approach better able to elicit true confessions and 

reduced the rate of false confessions as compared to the accusatorial approach. Not only does 

the elicitation of false confessions conflict with ethical standards in most countries (e.g., 

Soukara, Bull, Vrij, Turner, & Cherryman, 2009), they also impede the validity of the 

investigative interview (i.e., they do not elicit useful information). The accusatorial 

interviewing approaches (e.g., the Reid technique, see Kassin et al., 2010; the Behavioral 

Analysis Interview, Inbau, 2013) are the standard interviewing procedure in the U.S. but have 

been banned from European countries as well as from the British, New Zealand, and Australian 

judicial system (Kassin et al., 2010; Meissner et al., 2014). Looking ahead, the release of the 

FBI's High-Value Detainee Interrogation Group (HIG) report (High-Value Detainee 

Interrogation Group, 2016) suggests that the U.S. is also moving towards actively advocating 

an information-gathering approach. It is the information-gathering approach that has become 

the standard approach used in academic deception research (Vrij et al., 2017) and has been 

proposed for law enforcement and intelligence applications (Granhag, Vrij, & Meissner, 2014). 

Because the accusatorial approach works mainly for the elicitation of confessions, one 

can imagine how this conflicts with the applicability. Given the low base rate of airport 

passengers with malicious intent, an approach that is inherently biased towards false positives 

such as the accusatorial approach will lead to unsatisfyingly large numbers of false alarms. An 

unnecessarily inflated large number of false positives is highly undesirable from both a security 

practitioner's point of view since it redirects resources away from the actual problem (i.e., 

finding the true positives), as well as from the airport authority's perspective since each false 

alarm implies a falsely accused customer.  

The accusatorial approach inherently assumes guilt, making an interview resemble an 

interrogation and putting interviewees directly under suspicion. To the contrary, the 

information-gathering approach is embedded in conservative assumptions about information 

that truth-tellers can provide but liars cannot, which has been shown to yield both a higher 

number of true confessions and fewer false confessions than the accusatorial approach. The 
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information-gathering approach is more applicable to low base rate settings and is less 

offensive towards airport passengers of which the vast majority (e.g., 99.999%) has no 

malicious intent. Despite the moderate accuracy rates of the information-gathering approach, 

its conservative assumptions about the relationship between behavior and deception make it a 

more suitable approach for prospective airport passenger screening than the accusatorial 

approach. 

Sooniste et al. (2015) found support for the information-gathering interviewing 

approach for the detection of true and false intent. Half of the participants planned a mock 

crime (i.e., installing malware on a university computer), whereas the other half planned an 

innocent activity (i.e., organizing a protest). Before enacting their task, both groups were 

instructed to convince an interviewer that they were organizing the protest. When participants 

were interviewed with the information-gathering approach (i.e., using the cognitive interview 

by establishing rapport, reinstating memory, and encouraging rich descriptions of activities) 

compared to a standard interviewing technique (i.e., without any of the information-gathering 

techniques), both liars and truth-tellers provided more detailed information. Crucially, the 

amount of information provided in the information-gathering interviews allowed for better 

truth-lie discrimination.  

Based on the available scientific support and the higher customer friendliness, we 

believe the information-gathering interviewing approach is more suitable for airport passenger 

screening than the accusatorial approach. In the next part, we outline and evaluate different 

methods for eliciting information used within the information-gathering approach. 

Methods for eliciting information  
Within the information-gathering interviewing approach, several specific methods have been 

used to obtain more diagnostic veracity information from interviewees. In this part, we outline 

three promising methods relevant to detecting deceptive intentions at large-scale and the 

context of airport passenger screening. 

Imposing cognitive load 

An important method of cognition-based deception detection is imposing additional cognitive 

load to make the interview situation more cognitively demanding (Vrij et al., 2017). In 

particular, building on the existing differences in the cognitive effort involved in telling the 

truth versus lying, actively imposing additional cognitive load is postulated to create a situation 

that is even more difficult for the liar than for the truth-teller. Note, however, that imposing 
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cognitive load is only one method of the cognitive approach to deception detection and these 

terms should not be used interchangeably (Vrij & Fisher, 2016). The rationale is that by 

directing mental efforts to a secondary task (e.g., maintaining eye contact, Vrij et al., 2010; 

holding an object in one’s hand, Debey, Verschuere, & Crombez, 2012), cognitive resources 

become scarcer for the liar. Without many cognitive resources left, the liar will find it even 

harder to maintain a convincing false story; that is, they will have more trouble to lie 

successfully. Similarly, Vrij et al. (2008) proposed to instruct interviewees to recall an event 

in the reverse order. While this should be easier for truth-tellers, liars will be confronted with 

heightened cognitive load (see below). 

Asking unanticipated questions 

Based on the assumption that liars prepare for a suspect interview, Vrij et al. (2009) reasoned 

that providing spontaneous stories would be harder for liars than for truth-tellers (see also 

DePaulo et al., 2003; Masip et al., 2005). While the liar and the truth-teller would be able to 

provide convincing answers to those questions that they expect, only the truth-teller will be 

able to do so for less expected questions where an answer needs to be formulated on the spot.  

The model statement technique 

Recently the information-gathering approach has been extended by providing an example of a 

detailed answer (e.g., (Leal, Vrij, Warmelink, Vernham, & Fisher, 2015). The idea behind the 

so-called model statement technique is that although interviewees are typically asked to 

provide highly detailed answers, it is not sure whether they are aware of precisely how detailed 

that answer must be. One way to help interviewees is to provide them with an example of a 

detailed account of an event containing the expected level of detail. 

Evaluation 

Imposing cognitive load: Vrij et al. (2008; see also Evans, Michael, Meissner, & Brandon, 

2013) imposed additional load on interviewees by asking half of their participants to recall an 

event in the regular, chronological order (i.e., beginning with the most distant), whereas the 

other half was instructed to recall the event in the reverse order (i.e., starting with the most 

recent and going stepwise back in time). Differences between truth-tellers and liars were 

magnified in the reverse order technique and allowed for better discrimination (for conflicting 

evidence, see Fenn, McGuire, Langben, & Blandón-Gitlin, 2015; Verschuere et al., 2018).   
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Asking unanticipated questions: In a first experiment, Vrij et al. (2009) devised an interview 

that asked a set of both anticipated questions (e.g., "Can you tell me in as much detail as 

possible what you did in the restaurant?") and unanticipated questions (e.g., "In relation to the 

front door, where did you sit?"; Vrij et al., 2009, p. 162) about the truthful or deceptive accounts 

of participants' whereabouts in a restaurant. Unanticipated questions revealed more substantial 

truth-lie differences than expected questions, especially if the unanticipated questions were 

about the spatial arrangement of the restaurant. The unexpected questions method has been 

used in multiple studies successfully (e.g., Shaw et al., 2013; Warmelink, Vrij, Mann, Leal, & 

Poletiek, 2013) and has emerged as a promising method for exploiting and increasing 

differences between truth-tellers and liars (Vrij et al., 2017). 

To test the unanticipated question technique on deceptive intentions, Sooniste et al. 

(2013) gave participants either an innocuous mission (i.e., buying gifts) or a mock criminal 

mission (i.e., placing a malicious USB stick in a shopping mall). Both groups prepared for this 

task, but those with a mock criminal story also developed their cover story, which was 

conceptually the same as the innocent mission. The authors found that questions about the 

planned activities directly did not elicit truth-lie differences. However, when asking questions 

regarding the planning of the activity (e.g., "What was the main goal of your planning?"), the 

truthful answers were perceived as more detailed than lies. A potential implication of this 

finding is that liars plan the activity in a different way than truth tellers do. Although not many 

studies have investigated this explicitly yet, a possible explanation could stem from the 

questions anticipated by the liar: Sooniste et al.'s findings suggest that liars were more prepared 

to answer intentions-related questions than planning questions. 

 

The model statement technique: Leal et al. (2015) presented participants with an audio-taped 

statement about an event (here: a Formula2 race) unrelated to the research scenario (here: false 

or genuine insurance claims). They found that receiving the model statement prior to giving 

the statement affects truth-tellers and liars in different ways. For liars, there was no change in 

the human-judged plausibility between those who did and did not receive the model statement. 

To the contrary, for truth-tellers, the model statement resulted in more plausible statements, 

which suggests that the model statement was beneficial to the overall classification accuracy 

(non-cross-validated accuracies: 62.5% vs. 80.0%, without and with the model statement, 

respectively; for null-findings regarding the model statement see Bogaard, Meijer, & Vrij, 

2014; Brackmann, Otgaar, Roos af Hjelmsäter, & Sauerland, 2017). To date, the model 

statement technique has not been assessed for the detectability of deceptive intentions.  
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Of the information elicitation methods discussed, the model statement method and 

asking unanticipated questions are the most promising for the detection of deceptive intentions 

(see also Vrij & Fisher, 2016). Imposing cognitive load is less applicable to the context of 

prospective airport passenger screening since it often requires active engagement with a 

secondary task or is related to future events that have not yet happened (e.g., for the reverse 

order technique). While the unanticipated questions method has successfully been used in 

experimental studies on intentions, for the model statement technique future research will have 

to explore how well they are suited for the study of deceptive intentions. Box 1 highlights 

essential challenges for the research agenda of the detection of deceptive intentions. We will 

next discuss verbal cues that are used to detect deception.  

 

Box 1. Outlook on the research agenda for the detection of deceptive intentions on a large scale. 

Research agenda 
�� Does model statement technique facilitate detection of deceptive intentions? 

�� Is the verifiability of detail rationale applicable to the detection of deceptive intentions? 

�� Can the scoring of verbal cues be computer-automated? 

�� Can the information-gathering approach be automated and shortened (e.g., chat-based information 
elicitation)? 

�� Can stylometric analysis be used to determine the content of lies? 
 

�� Can two (or more) independent (i.e., uncorrelated) verbal deception cues be derived from verbal 
statements (for cascaded screening)? 

 

Verbal cues to deception 
Hundreds of cues have been proposed to determine whether a suspect is answering truthfully 

or deceptively (DePaulo et al., 2003). Cues range from behavioral (e.g., head nods, fidgeting), 

and physiological (e.g., eye muscle movements) to speech-related (e.g., vocal tension, pitch) 

and content-based cues (e.g., spontaneous corrections). A review of different types of cues and 

their underlying assumptions concluded that the verbal approach to deception detection is the 

most promising one for large-scale purposes (Kleinberg, van der Toolen, Arntz, & Verschuere, 

2018). The verbal approach compares favorably to thermal imaging (i.e., using skin surface 

temperature as an indicator of deception) and reaction times on its flexibility and theoretical 

foundation (Table 3). However, there is still a considerable gap in translating the small-scale 

and typically manually assessed findings from psycholegal research on deceptive intentions to 

a large-scale and hence automated approach. This thesis is an attempt to bridge this gap. Using 

the criteria implementability, large-scale data collection, and granularity, we, therefore, focus 
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on verbal cues to deception whereby we differentiate between content-based cues, the 

verifiability of information, and stylometric cues. 
 

Table 3. Summary of large-scale criteria per deception detection method. 

 Quick data collection Flexibility Theoretical foundation 
    

Thermal 
imaging 

Promising if combined with 
proper interviewing 
techniques; Challenge 
would lie in the equipment 
needed and an automated 
analytical pipeline. 

Difficult in stress-inducing 
contexts (e.g., airports); 
equipment needed is static 
(e.g., IR sensors installed at 
specific locations) 
 

Largely determined by 
the interviewing 
paradigm 

Reaction times 

 
Promising but still relies on 
a large number of trials 

Poor. Needs fine-tuned 
stimulus selection and 
careful consideration on a 
case-by-case basis 
 

Rooted in cognitive 
psychology  

Verbal content 

Currently not fit for large-
scale purposes; still relies on 
face-to-face interviews or 
long texts 

Promising; needs little 
baselining or calibration 

Theoretically embedded 
in established theories 
such as Reality 
Monitoring 

Note. This table is reproduced from Table 16.1 of “Detecting Concealed Information on a Large Scale: Possibilities and 

Problems” (Kleinberg et al., 2018) in Detecting Concealed Information and Deception. 

Content-based cues 

Verbal deception detection assumes that the content of a statement (i.e., what the suspect says) 

is informative to the statement’s veracity. Reality Monitoring provides a theoretical backcloth 

as to why the content of deceptive versus truthful statements would differ. Initially developed 

by Johnson and Raye (1981; Johnson, Bush, & Mitchell, 1998; see Nahari & Vrij, 2014), 

Reality Monitoring was used to identify the source of a memory of an event. According to 

Reality Monitoring, a memory can be attributed either to an external source or an internal 

source. A memory originating from the internal source has been constructed through cognitive 

operations (i.e., forming a memory of how the event could have been), whereas a memory 

attributable to the external source has been obtained through perceptual processes (i.e., the 

event has been experienced genuinely). The verbal accounts of events would, therefore, 

represent the source of the corresponding memory. If a memory stems from the external source, 

the account of the event in questions should be richer in temporal, spatial, perceptual details 

and should be more realistic, 'reconstructable', and richer in affect than accounts of memories 

from the internal (i.e., fantasized) source. 
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The Verifiability Approach 

An important addition to verbal cues to deception originates from the Verifiability Approach 

(Nahari, Leal, Vrij, Warmelink, & Vernham, 2014; Nahari, Vrij, & Fisher, 2014a). Liars face 

the dilemma between providing a believable account with sufficient detail and, at the same 

time, not mentioning any potentially incriminating information (i.e., those details that the 

interviewer could verify). Research showed that liars evade this dilemma by providing 

unverifiable details (Nahari, Vrij, et al., 2014a). For example, 'I booked the trip together with 

someone I know' contains some details but is mainly non-verifiable, whereas 'I booked the 

flight to New York with my friend James last Thursday' adds verifiable context to the same 

proposition. The Verifiability Approach set out to exploit this strategy by looking at how many 

verifiable details true and false statements contain. 

Stylometric cues 

Rather than looking at what people convey in their verbal reports, researchers have also 

attempted to differentiate truthful from deceptive statements through how people convey their 

stories. The technique of stylometry postulates that one can attribute the identity of the author 

of a text to the stylistic features used in the text (e.g., Fornaciari & Poesio, 2013; Luyckx & 

Daelemans, 2008). In a stylometric analysis, a text is decomposed into features pertaining to 

how the text is written rather than which content the text conveys. Within stylometric analysis, 

Schler, Koppel, Argamon, and Pennebaker (2006) distinguish between surface-related features 

(e.g., the use of grammatical function words) and content-related features (i.e., the meaning of 

the words). In contrast to verbal content cues, the content-related features in stylometric 

analysis often stem from lexicons (e.g., the Linguistic Inquiry and Word Count software, 

Pennebaker, Boyd, Jordan, & Blackburn, 2015), assigning each word to a psychological 

dimension, for example. While verbal content cues are about the semantic qualities of a whole 

statement, in the stylometric and linguistic analysis, the content-related features often are about 

the meaning and/or function of single words or tokens. Researchers typically use techniques 

from supervised machine learning to build an algorithmic classification of truthful and 

deceptive texts using a number of stylometric features (e.g., Fornaciari & Poesio, 2013, 2014; 

Mihalcea & Strapparava, 2009; Ott, Cardie, & Hancock, 2013; Ott, Choi, Cardie, & Hancock, 

2011).  
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Evaluation 

Content-based cues & Reality Monitoring: Using verbal content-based cues for the detection 

of deceptive intentions has only occurred since recently (e.g., Kleinberg, Nahari, Arntz, & 

Verschuere, 2017; Vrij, Granhag, et al., 2011; Warmelink, Vrij, Mann, & Granhag, 2013b). 

Vrij, Granhag, et al. (2011) conducted the first study using information-gathering interviewing 

principles to detect lies about intentions. In their experiment, they instructed departing 

passengers at an airport to either tell the truth about their upcoming flight or lie about it. In a 

subsequent interview, each participant answered a set of questions that were then transcribed 

and coded by human judges on content-based variables. They found that truth-tellers' 

statements were more plausible than liars' statements, contained more complications and more 

spontaneous corrections. Moreover, in another experiment, researchers compared the level of 

detail and plausibility of true and false statements about both past events and intentions (Vrij, 

Leal, Mann, & Granhag, 2011). They found that truthful answers to intention-related questions 

were more detailed and more plausible than deceptive answers. 

Masip et al.’s (2005) meta-analysis found that the Reality Monitoring verbal content 

analysis tool is useful for the discrimination between truthful and deceptive statements with 

classification accuracy rates ranging between 65% and 75%. Separate cues from Reality 

Monitoring that have been shown to differ between deceptive and truthful statements are 

especially the plausibility of a statement (e.g., Leal et al., 2015; Vrij, Granhag, et al., 2011) and 

the richness of detail (e.g., Vrij et al., 2008; Warmelink, Vrij, Mann, Jundi, & Granhag, 2012).  
 

The Verifiability Approach: A series of studies (e.g., Harvey, Vrij, Nahari, & Ludwig, 2017; 

Jupe, Leal, Vrij, & Nahari, 2017; Nahari, Vrij, et al., 2014a) found that by looking at the 

number of verifiable details, the discriminatory accuracy of verbal content analysis can be 

increased further with accuracy rates ranging between 67% and 90%. It is noteworthy that the 

Verifiability Approach seems relatively robust against countermeasures. When liars and truth-

tellers were informed that verifiable details are indicative of the truthfulness of a statement, 

truth-tellers but not liars were able to provide more verifiable details (Nahari, Vrij, & Fisher, 

2014b). Liars might not be willing to risk providing highly detailed information that the 

interviewer could potentially use against them (see also Kleinberg, Nahari, & Verschuere, 

2016). Research on the Verifiability Approach for the detection of false intent is emerging and 

seems a worthwhile avenue for future research (Jupe et al., 2017). 
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Stylometric cues: With advances in computational methods, stylometric analysis has become 

more widespread in deception research (for a review see Fitzpatrick, Bachenko, & Fornaciari, 

2015). For example, Ott et al. (2013) used machine learning classifiers to predict whether hotel 

reviews were truthful or deceptive. By adding variables such as the use of self-references (e.g., 

personal pronouns) and use of negative affect in the hotel reviews, they were able to devise a 

classifier that achieved up to 89.3% accuracy (see also Mihalcea & Strapparava, 2009; Ott et 

al., 2011). Using the same hotel review dataset, Feng and Hirst (2013) built stylometric profiles 

of deceptive and truthful hotel reviews (i.e., an average of a deceptive/truthful hotel review) 

and compared the profile compatibility of each review with the mean profile. They obtained a 

classification accuracy of up to 90.1%. Recent findings suggest that a combination of 

methodologies from computational linguistics (e.g., lexicon approaches and named entity 

recognition) might be a fruitful way to synthesize verbal deception theory and automated 

classification approaches (Kleinberg, Mozes, Arntz, & Verschuere, 2017). 

Granularity 

Content-based verbal cues such as the richness of detail are relatively ill-equipped to identify 

the veracity of smaller units of analysis (e.g., sentences, propositions, or utterances) but 

evidence suggests that stylometric cues might be useful to obtain a more granular level of 

analysis. For example, by zooming in on smaller parts within the entire statement, researchers 

changed the unit of analysis from whole texts to unique propositions made in court statements 

(Bachenko, Fitzpatrick, & Schonwetter, 2008; see also Fornaciari & Poesio, 2013). When the 

authors modeled verbal content constructs like inconsistencies using different indicators (e.g., 

verbal hedges: 'maybe', 'I guess'; verb tense change, thematic role change, noun phrase 

changes), they were able to correctly identify 75.6% and 73.8% of false and true propositions, 

respectively. Similarly, the verifiability of details might also offer paths towards more granular 

analyses: if the verifiability is used as a test of deception, rather than obtaining overall counts 

of verifiable details for a whole statement, one could explore whether small bits of verifiable 

information (e.g., names in single utterances) are informative to the truthfulness of parts of the 

entire declaration.  

All of the three classes of verbal cues seem promising for the context of airport 

passenger screening. The more granular stylometric analysis and the paths open for the 

verifiability of details make these two types of cues particularly promising (see also Box 1). 
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The Controlled Cognitive Engagement 
The Controlled Cognitive Engagement (CCE, Ormerod & Dando, 2015) is an illustration of a 

promising system that incorporates several of the discussed elements. To date, the Ormerod 

and Dando study is the most extensive investigation of cognition-based deception detection on 

a larger scale in an airport screening context. The authors formulated six cornerstones for the 

CCE. The CCE method (1) was built on strategic interviewing principles, (2) aimed to elicit 

rich verbal accounts, (3) included tests of expected knowledge (e.g., someone claiming to fly 

to NYC should know where they are staying ), (4) restricted verbal maneuvering (i.e., that the 

interviewee takes over the conversation), (5) contained elements that raised the cognitive load 

of respondents, and (6) looked at the content of statements to assess their veracity. Key features 

of the developed CCE method were question cycles consisting of an open question (e.g., 

"Please tell me about your plans in New York." [answer: "I'm attending the Geology conference 

there."]), a related focus question (e.g., "Who will you meet at the conference?" [answer: "Paul 

Johnson"]), and a test question (e.g., "Where do you know Paul Johnson from?" [answer: "He 

was my dissertation supervisor"]). By formulating this structure of asking questions without 

specifying the exact questions to be asked beforehand, the CCE method is sufficiently flexible 

to allow for custom-made interviews depending on each passenger's context. 

After training airport security practitioners in the use of CCE, Ormerod and Dando 

(2015) compared how well the CCE-trained officers were able to identify participants who 

tried to pass through airport security with a fake identity. The CCE method (66% of mock 

passengers identified) outperformed the widely adopted yet not scientifically corroborated 

suspicious signs method (3% of mock passengers identified, i.e., identifying passengers based 

on their physical display of suspicious behavior). Despite its successful test in the reported 

experiment, the CCE method has yet to be replicated independently. Moreover, further research 

must establish how systems similar to the CCE can be useful for prospective passenger 

screening while meeting the specific applied requirements formulated in this paper (e.g., for 

200k passengers in a fast, non-intrusive way). Especially the issues of scalability and the 

requirement to screen passengers before they arrive at the airport merit attention. Nevertheless, 

the CCE illustrates how theory-based techniques can be used for airport passenger screening 

purposes, and it is imaginable that a system for prospective passenger screening is combined 

with in-situ CCE screening in a cascaded system. Future research will have to extend such 

techniques towards even shorter, possibly non-intrusive methods (e.g., chat-based information 

elicitation online). 
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Conclusions 
This chapter set out to review deception detection research for the applied context of large-

scale detection of deceptive intentions. As a guideline for the various research aspects (theories, 

interviewing approaches, methods to information elicitation, and verbal cues to deception), we 

defined a set of requirements of an applicable deception detection system. The cognition-based 

deception theory, as well as the information-gathering approach, seemed the most promising. 

Both were found to be more supported by evidence and to fit the applied requirements better. 

Furthermore, asking unanticipated questions and the model statement technique are promising 

methods for the elicitation of useful information. Three kinds of verbal deception cues seem 

relevant for the applied context (i.e., content-based cues, the verifiability of details, and 

stylometric cues), with the verifiability of details and the stylometric cues to be the most 

promising. We described Controlled Cognitive Engagement as an illustration of a potential 

predecessor tool for a truly large-scale deceptive intentions detection tool. The general aim of 

this thesis is to work towards the large-scale detection of deceptive intentions. 

Outline of this thesis 
Airports are changing the way they conduct security processes to reconcile customers’ 

demands with increasing international security standards. In essence, the aim that all 

approaches – be it those that have a scientific base and those that do not – share, is to identify 

passengers with malintent. Passengers who lie might be those that need further scrutiny. The 

challenges are manifold. The transition towards large-scale approaches and the shift from past 

actions towards detecting intentions might be the most necessary ones. In the past years, studies 

emerged on using information elicited in face-to-face interviews for verbal content analysis to 

derive at truth/lie judgments. At the same time, however, that research, is currently not fit for 

large-scale applications. The verbal approach is the most promising candidate for this task 

because it relies on non-intrusive data collection that could potentially be scaled up. Thus while 

there are multiple challenges for exploiting the promises of verbal deception detection for the 

detection of deceptive intentions at a large-scale level, this thesis focuses on the two core aims 

of i) detecting deceptive intentions and ii) doing so in an automated manner that is fit for being 

scaled up. 

In Chapters 2 and 3, we critically evaluate verbal credibility assessment through human 

coders. Chapter 2 provides the first direct replication of a study on discriminating true and false 

intentions. This pre-registered study closely mimicked the setting, procedure, materials, 

coding, and analyses and found no lie-truth difference for specific time references to 
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discriminate ferry passengers that lied or told the truth about their travel plans. Through a 

literature review, simulations, and empirical data, Chapter 3 notices that current estimates of 

the accuracy of verbal credibility assessment through human coders are likely inflated. We 

show that accurate accuracy estimates require independent validation and larger sample sizes, 

but when that is not feasible, cross-validation can safeguard against overoptimistic accuracy 

claims. Together, these findings indicate i) that it is beneficial and desirable to conduct 

deception detection studies with larger sample sizes than is currently the case, ii) that 

independent validation and replication of findings is necessary to ascertain the validity of an 

approach, and iii) that verbal truth-lie differences are small (see DePaulo et al., 2003; Hartwig 

& Bond, 2014) so that it requires the combination of cues and the active elicitation of 

information to magnify these truth-lie differences, for example, with unanticipated questions 

and the model statement technique.  

The subsequent two Chapters 4 and 5 aim to apply techniques from computational 

linguistics with the principal aim of replacing manual annotation of text data (e.g., counting 

word occurrences by hand) with automated, computationally-driven approaches. In particular, 

the study reported in Chapter 4 introduces named entity recognition as a means to model 

theoretical constructs in an automated manner. Chapter 5 focuses on the linguistic concept of 

concreteness and provides a comprehensive comparative analysis of multiple 

operationalizations of concreteness. Both studies highlight the promise of a hybrid approach 

where the theory informs the method but also show that studies using only single data sets and 

single “cues” can lead to misleading conclusions. 

The goal of the final two empirical chapters is about detecting deceptive intentions 

more specifically. The study reported in Chapter 6 utilizes expected and unexpected questions 

with the aim to elicit truth-lie differences about participants’ upcoming flight plans. This study 

emphasizes the need for direct implementation intentions in the near future to study deceptive 

intentions. In Chapter 7, participants were instructed to lie or tell the truth about an 

autobiographical event in the near future, and we used the model statement technique to 

enhance truth-lie differences. A core aim was to apply supervised machine learning to predict 

the veracity of individual statements. This study showed that truth-tellers and liars could be 

identified above the chance level, but it also uncovered the need for independent-sample 

validation to produce confident conclusions about the validity of algorithmic classification.  

Finally, this thesis concludes with a discussion of the findings and highlights limitations 

of this work, provides an analysis of potentials and problems in this research question moving 

forward, and gives an outlook on the future research agenda with suggestions of how to address 
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the core question for the detection of deceptive intentions on a large scale. The future will 

change the nature of large-scale security screening, and this thesis is an attempt to help build 

future systems on a scientific base. 
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Abstract 

Verbal deception detection has gained momentum as a technique to tell truth-tellers from liars. 

At the same time, the researchers' degrees-of-freedom make it hard to assess the robustness of 

effects. Replication research can help evaluate how reproducible an effect is. We present the 

first replication in verbal deception research whereby ferry passengers were instructed to tell 

the truth or lie about their travel plans. The original study found truth-tellers to include more 

specific time references in their answers. The replication study, that closely mimicked the 

setting, procedure, materials, coding, and analyses found no lie-truth difference for specific 

time references. While the statistical power of our replication study was suboptimal (.77), 

Bayesian statistics showed evidence in favor of the null hypothesis. Given the great applied 

consequences of verbal credibility tests, we hope this first replication attempt ignites much 

needed preregistered, high-powered, multi-lab replication efforts. 
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Introduction 
In the challenge to tell truth-tellers from liars, verbal deception detection has emerged as one 

of the more promising approaches (Oberlader et al., 2016; Vrij, Fisher, & Blank, 2015). Verbal 

deception detection sets out to identify verbal indicators of deception in statements made about 

an event. Based on the notion that liars will have more difficulty providing a convincing and 

hence detailed account of a fabricated event than truth-tellers, the cognitive approach to 

deception postulates that the differences in difficulty are represented in, for example, the 

richness of the verbal account about the event (Vrij et al., 2015). Similarly, the theory of Reality 

Monitoring poses that the content of a statement about a genuinely experienced event can be 

recalled in more detail than the content of a fabricated event (Johnson, Bush, & Mitchell, 1998). 

Both the cognitive approach and Reality Monitoring agree on the prediction that truthful 

statements are richer in detail than deceptive statements. There is a body of research on the 

verbal deception detection approach with meta-analytical findings suggesting that detail 

richness can identify liars and truth-tellers better than chance (Masip, Sporer, Garrido, & 

Herrero, 2005; Oberlader et al., 2016; Vrij et al., 2015). However, meta-analyses rely on the 

quality of the original studies and cannot ascertain whether the individual effects reported in 

studies are reliable (van Elk et al., 2015). For progress in the field of verbal deception detection, 

replication studies are needed to solidify the findings and to work towards a strong empirical 

fundament that practitioners can apply. In other words, replication efforts are just as important 

as new, exploratory studies: “innovation points out paths that are possible; replication points 

out paths that are likely; progress relies on both” (Open Science Collaboration, 2015, p. 7). 

Replicating verbal deception detection research 

The importance of replication research was shown by a landmark finding that only one third to 

one-half of 100 psychological experiments replicated (Open Science Collaboration, 2015). A 

replication study can be conceptual or direct (Nosek et al., 2015). Conceptual replication 

studies are those that test a previously found effect under new circumstances, taking into 

account the key ingredients that are believed to matter. A direct replication aims to mimic the 

original study as closely as possible (Simons, 2014). For any effect to matter, it should be 

obtainable under similar circumstances. That is if experiment X finds an effect, a new 

experiment Y following the procedure, sample size, and analysis of X should be able to see that 

same effect. The field of verbal deception detection is characterized by a multitude of 

interviewing techniques (e.g., asking difficult questions vs open recall), cues (e.g., plausibility, 

consistency, richness of detail), coding of those cues (e.g., what counts as a detail), annotation 
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methods (e.g., manual human annotation, automated information extraction), and analytical 

approaches (e.g., statistical differences in individual cues vs predictive modelling with multiple 

cues). These elements allow for high researchers’ degrees-of-freedom (Gelman & Loken, 

2013), that is, aspects on which the researcher has to make decisions when conducting a study 

and presenting results. The resulting variation between studies makes it hard to assess how 

robust the effects found in verbal deception detection are. In the current paper, we, therefore, 

present the first replication of verbal deception detection research. 

The original study  

We aimed to replicate the second experiment of Warmelink, Vrij, Mann, and Granhag (2013). 

Eighty-four participants (36 male; mean age 58 years, SD = 12.6) were instructed to either tell 

the truth or lie about the reasons for travelling on a 6-hour-long ferry trip between Portsmouth 

(UK) and Caen (France). Participants were approached by an interviewer blind to the 

experimental condition and were asked either a control question (“Please describe in as much 

detail as possible what you are going to do today at your destination”) or a temporal prompt 

question (“Please describe what your timetable is for today at your destination”). The answers 

(word count M = 33.7, SD = 20.71) were manually annotated by two independent, trained 

human judges on specific times (e.g., “half past seven”, “five o’clock”), temporal details (e.g., 

“earlier”, “1 hour”) and spatial details (e.g., “in Paris”, “to London”). Truthful answers 

contained more mentions of specific times than deceptive answers (d = 0.54; 95% CI: 0.10; 

0.99). We chose the effect found for specific times for replication because (i) the very short 

interview (47 seconds) is attractive for applied purposes, (ii) the dependent measure of specific 

times is well-automatable (e.g., Kleinberg, Mozes, Arntz, & Verschuere, 2017), (iii) and the 

effect size is promising for a field characterized by relatively small effects (DePaulo et al., 

2003). 

The current study: Direct replication part 

We replicated the time prompt question findings from the second experiment in Warmelink et 

al. (2013). The study was conducted on a ferry on the Dutch islands and participants were 

interviewed in Dutch. We extended the original experiment further to test whether actively 

eliciting specific information benefitted deception detection. Note that the additional question 

came after the replication part so that it could not affect the replication. Our first hypothesis is 

directly taken from the original study and states that truthful answers to the time schedule 

question contain a higher proportion of specific time occurrences than deceptive answers.  
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The current study: Additional question and coding 

Apart from the direct replication part, we also examined whether the proportion of spatial 

details is higher in truthful than deceptive answers on an additional, route description question. 

Similar to the prompt question mechanism for specific time references in the original study 

(i.e., asking for specific times enlarges truth-lie differences), asking for a route description 

might be helpful to invoke truth-lie differences on an additional dimension, namely spatial 

details. Because the majority of verbal deception research resorts to humans who count the 

occurrences of verbal indicators, we further added two conceptually identical hypotheses on 

the related, computationally-extracted constructs (temporal and spatial details). We expected 

that the proportion of “time” and “space” references as extracted with word count software is 

higher in truthful than in deceptive answers for questions on the respective domain (i.e., the 

time schedule, and the route question). The procedure, manipulations, hypotheses, and analyses 

for the current study were preregistered before data collection (accessible at 

https://osf.io/w9qe2/register/565fb3678c5e4a66b5582f67). The materials, data and code are 

available at https://osf.io/t29dz/. This paper reports all measures, conditions, data exclusions 

and considerations to determine the sample size as stated in the preregistration. 

Method 

Participants 

We approached participants on a ferry and interviewed them about their plans at their 

destination. We collected data from passengers on the ferry from the Dutch mainland 

(Harlingen) to the Dutch island Terschelling, which took circa 120 minutes. Similar to the 

original study, the willingness to participate was high with more than 80% of the approached 

participants agreeing to partake. We aimed to collect data for the identical sample size as the 

original study (n = 84). As stated in the preregistration, this sample size is nearly identical to 

the one reached with a priori statistical power analysis for the key to-be-replicated effect size 

of d = 0.54 (one-sided t-test, alpha significance level = 0.05, and power = 0.80, required n = 

88). Our initial sample consisted of 85 participants, of whom six were excluded because they 

did not follow the instructions properly (e.g., they were not lying in the deceptive condition). 

Our final sample consisted of 79 participants, randomly assigned to either the truthful (n = 41, 

39.47% female, Mage = 45.51 years, SDage = 18.39) or deceptive condition (n = 38, 41.46% 

female, Mage = 45.95 years, SDage = 14.68). There was no difference between the two 

conditions in gender, X2(1) = 1.00, p = 0.999, or age, F(1, 77) = 0.01, p = .908. 
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Design 

The design of this experiment is 2 (Veracity: truthful vs deceptive, between-subjects) by 2 

(Question focus: time schedule vs route description, within-subjects) with the proportion of 

human-coded specific times as key dependent variable. The focus of the replication is on the 

time schedule questions identical to the original study’s ‘time prompt’ condition. Additional 

dependent variables – as outlined in the preregistration – are the proportion of human-coded 

spatial details, as well as the automatically coded proportion of temporal and spatial details. As 

a control, we also asked for participants’ motivation to be convincing.  

Procedure 

Two experimenters gathered the data on the ferry boat on four days in 2017. The experimenters 

approached participants for voluntary participation in a ‘deception detection experiment'. All 

experimenter-participant interaction was in Dutch. Experimenter 1 approached the participants, 

asked whether they were willing to participate and had them sign the informed consent form. 

Before participants were allocated to either the truthful or deceptive condition, Experimenter 1 

established the ground truth by asking the participants what their plans at their destinations 

were (e.g., ‘going home,' ‘weekend trip to Terschelling’), and asked for the participants’ age 

and whether they had made the trip before. All participants were randomly assigned to the 

truthful or deceptive condition – participants chose an envelope from a shuffled stack of 

envelopes containing the instructions for truth-tellers or liars. The participants read the 

instructions according to their condition in the envelope as follows: "You are in the truth 

condition. In a few minutes, an interviewer will ask you a few questions about your trip. Your 

task is to tell the truth about what you are going to at your trip's destination. Try to convince 

the interviewer that you are telling the truth. There will be no follow-up questions" (truthful 

condition); and "You are in the lie condition. In a few minutes, an interviewer will ask you a 

few questions about your trip. Your task is to lie about what you are really going to at your 

trip's destination and to pretend that you are travelling for a different reason. Try to convince 

the interviewer that you are telling the truth. There will be no follow-up questions" (deceptive 

condition). 

Each participant had three minutes of preparation time before the second experimenter (the 

interviewer) arrived.  

The interview consisted of two brief questions. The first one (time schedule question) 

was focused on the temporal aspects of the journey, and the interview question was identical 
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(translated to Dutch) to the one asked in the original experiment: “Please describe in as much 

detail as possible what your timetable is for today at your destination”. The additional question 

(route description question) targeted spatial aspects of the trip and concerned the route 

description from the moment the participant got off the ferry boat to their destination (“Please 

describe the route from when you leave the boat to your destination”). Each interview was 

audio-recorded and later transcribed. After the interview, the experimenter asked for the 

participants’ motivation to provide a convincing story (from 1 – very low – to 10 – very high), 

to recall their veracity instructions, and noted the participants gender. 

Human coding of statements 

The transcribed interviews were coded by two independent and trained human judges. Before 

coding the actual transcripts, both coders received a detailed 3-hour training session on 

practicing statements from a different study (but also on truthful and deceptive intentions) with 

one of the authors (BK). The annotation guidelines were identical to those used in the original 

study. After discussing annotation inconsistencies, the two judges annotated another six full 

statements of which the annotation was approved by the lead author of the original study and 

co-author of the current paper (LW). We instructed the coders to annotate and count the number 

of specific time occurrences (e.g., "quarter past one") using verbatim the same instructions 

from the original experiment. For the additional hypothesis and the exploratory part, the coders 

also counted the number of spatial details (e.g., "next to", "down") and the number of temporal 

details (e.g., "after", "before", "subsequently"). To assess the reliability of the coding 

procedure, we had the first coder score 40% of the statements and the second coder score all 

statements. The agreement between the two human judges was high (specific time: Pearson 

correlation coefficient r = .90, intra-class correlation ICC = .86, p < .001; spatial details: r = 

.92, ICC = .89, p < .001; temporal details: r = .68, ICC = .71, p < .001). For the analysis, we 

used the judgments of the second coder and standardized the count variables (specific times, 

spatial and temporal details) by the word count of each statement per question type (see Table 

1 for examples high and low in human coded variables). 
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Table 1. Examples of statements high and low in specific times and spatial details human coding. 

 High Low 

Specific times 
(question 1) 

“I arrive at circa twelve o’clock, then I’ll unpack 
and make my room. […] Then, at three o’clock, 
I’ll start working until half past four. Then we 
will all quickly have a small bite and work until 
nine o’clock.” 

“Well, I’ll arrive soon and will then rent a bike to 
at the tourist office. I’ll cycle until quarter to 
four and then go back to the mainland. Then I will 
go home. [...]“  

Spatial details 
(question 2) 

“Ehm. I arrive in West-Terschelling. There I’ll 
step off the ferry and walk along the Hoofdweg 
[streetname] through the small villages to 
Midsland. […]” 

“Driving the car as fast as we can. No, just joking, 
I don’t want another fine. We take the car to Elst.” 

Note. The respective category coding is highlighted in bold. 

 

Automated coding of statements 

An alternative to human judgments is the Linguistic Inquiry and Word Count (LIWC) software 

(Pennebaker, Boyd, Jordan, & Blackburn, 2015). The LIWC counts how many words per input 

text belong to predefined psycholinguistic lexicon categories and has been used for verbal 

deception research before (e.g., Bond et al., 2017). For the current experiment, we used the 

categories ‘time” (e.g., “once”, “since”) and “space” (e.g., “above”, “outside”) each of which 

is standardized by the word count per statement and question type. We used the Dutch 

translation of the 2007 LIWC version (Boot, Zijlstra, & Geenen, 2017). 

Results  

Pre-registered analyses 

Replication  

For the sake of exactly replicating the original analysis, we first tested for the Veracity main 

effect for the time schedule question only. There was no significant difference in specific time 

references between truthful and deceptive answers, tone-sided(74.97) = -0.64, p = .262, d = -0.14 

[95% CI: -0.59; 0.30]).2 

The 2 (Veracity: truthful vs. deceptive, between-subjects) by 2 (Question focus: time 

schedule vs. route description) mixed ANOVA on the proportion of human-coded ‘specific 

��������������������������������������������������������
2 Note that we standardized for the word count (as per the preregistration). In the original study, the dependent variable was 

not divided by the number of words, but instead the number of words was added as a covariate. Including word count as a 

covariate in an analysis of the uncorrected dependent variable did not change the results. There was no significant main 

effect of Veracity, F(1, 76) = 0.08, p = .785, f = 0.03; despite the significant effect of the covariate ‘word count’, F(1, 76) =  

9.97, p = .002, f =0.36. When we use the non-standardized values for the replication analysis (t-test), we obtain very similar 

results, tone-sided(67.10) = -0.26, p = .396, d = -0.06 [95% CI: -0.50; 0.38]) 
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times’ showed no significant main effect of Veracity, F(1, 77) = 0.41, p = .525, f = 0.07, and 

no significant Veracity*Question focus interaction, F(1, 77) = 0.40, p = .528, f = 0.07. A 

significant main effect of Question focus, F(1, 77) = 23.61, p < .001, f = 0.55, indicated that 

answers to the time schedule question (M = 1.01, SD = 1.74) contained more specific times 

than those to the route description question (M = 0.04, SD = 0.24, see Table 2). Thus, while the 

time question elicited more specific time mentions than the route question, we did not find that 

the time schedule question elicited more specific times in truth tellers than in liars. 

 

Additional measure: Motivation 

Participants were highly motivated to provide a convincing story and the self-reported 

motivation (on a scale from 0 to 10) did not differ between the two Veracity conditions 

(truthful: M = 8.37, SD = 1.18; deceptive: M = 8.17, SD = 0.97), F(1, 77) = 0.64, p = .428, f = 

0.09. The majority of participants had made the trip before at least once (82.28%), but this did 

not differ between the two conditions, X2(1) = 1, p = .999 (liars: 82.58%; truth-tellers: 82.94%). 

 

Beyond replication: Additional (route) Question 

The 2 by 2 mixed ANOVA on the proportion of human-coded spatial details indicated a 

significant main effect of Veracity, F(1, 77) = 8.68, p = .004, f = 0.36, suggesting that – contrary 

to the expectation – deceptive answers (M = 9.65, SD = 6.10) contained more spatial details 

than truthful ones (M = 7.46, SD = 4.87) regardless of Question focus. A significant main effect 

of Question focus, F(1, 77) = 52.51, p < .001, f = 0.82, showed that answers to the route 

description question (M = 11.29, SD = 6.04) contained more spatial details than those to the 

time schedule question (M = 5.73, SD = 3.27). The interaction was not significant, F(1, 77) = 

0.18, p = .674, f = 0.05. 

 

Beyond replication: Additional (computerized) Coding 

For the LIWC-coded temporal details, there was only a significant Question focus main effect, 

F(1, 77) = 10.24, p = .002, f = 0.36, showing that there were more temporal details for the time 

schedule question (M = 6.41, SD = 4.26) than for the route description question (M = 4.41, SD 

= 4.16). There was no significant Veracity main effect, F(1, 77) = 0.26, p = .613, f = 0.06, nor 

a significant Veracity by Question focus interaction, F(1, 77) = 0.22, p = .639, f = 0.05. 

Likewise, for the LIWC-coded spatial details, there was no Veracity main effect, F(1, 

77) = 3.04, p = .085, f = 0.20, and no significant interaction effect between Veracity and 

Question focus, F(1, 77) = 0.01, p = .911, f = 0.01. A significant Question focus main effect, 
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F(1, 77) = 6.94, p = .010, f = 0.30, indicated that answers to the route description question 

contained more spatial details, (M = 3.37, SD = 3.34) than to the time schedule question (M = 

2.26, SD = 2.61). 

Non-pre-registered analyses 

Bayesian hypothesis testing: Uninformed priors 

An alternative way of testing the findings is using Bayesian statistics which is better equipped 

of capturing uncertainty in the data (e.g., due to small sample sizes, Lee & Wagenmakers, 

2013) and is therefore able to provide more reliable estimates of, for example, mean differences 

between groups (Wagenmakers, Wetzels, Borsboom, & van der Maas, 2011; Wetzels et al., 

2011). Moreover, Bayesian testing quantifies how likely the data are under two competing 

hypotheses and can, therefore, indicate evidence for the null hypothesis. Using Bayesian 

hypothesis testing with the BayesFactor R package using default, uninformed priors (Morey, 

Rouder, Love, & Marwick, 2015), the present study’s results for the key effect indicated a 

Bayes factor, BF01 = 3.57 (i.e., that data were 3.57 times more likely under the null hypothesis 

than under the alternative hypothesis). This Bayes factor can be interpreted as substantial 

evidence for the null hypothesis that the truthful statements do not differ from deceptive ones 

over the alternative hypothesis (Wagenmakers et al., 2011). In the original study, there was 

substantial evidence in favor of the alternative hypothesis, BF10 = 3.24. 

 

Bayesian hypothesis testing: Informed priors 

When one possesses evidence about the likelihood of an effect before obtaining new data, this 

prior belief should be explicitly incorporated into the Bayesian estimation. To do so, we treat 

the findings of the original study as the prior evidence for the data from the replication study, 

that is the posterior distribution of the original study becomes the prior for the replication 

(Gronau, Ly, & Wagenmakers, 2017). In doing so, we incorporate the belief of the original 

study (i.e., that there is a moderately sized effect) into the hypothesis testing of the replication 

and obtain BF01 = 24555.02 – “extreme evidence” in favor of the null. 

Treating the original effect size (here d = 0.54) at face value can be misleading since 

most published effect sizes are overestimations of the true effect (Gelman & Carlin, 2014; 

Simonsohn, 2015).3 To avoid inflating evidence for the null hypothesis we also calculated the 

informed prior Bayes factor estimation using a corrected original effect size of 75% (d = 0.41, 

��������������������������������������������������������
3 We thank Timothy Luke for pointing us in that direction during the reviewing process. 
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BF01 = 4.23), 50% (d = 0.27, BF01 = 2.41), 25% (d = 0.14, BF01 = 1.59) and 10% of the original 

(d = 0.05, BF01 = 1.33). The evidence in favor of the null is inconclusive for these downward-

corrected priors. This suggests that with these corrected informed priors our current study 

cannot ascertain the existence or absence of an effect that is a lot smaller than the one suggested 

in the original paper. 

Further analyses 

Temporal details 

We explored whether the human-coded temporal details (i.e., including non-specific time 

references such as ‘then’ and ‘after’) could help discriminate truthful from deceptive 

statements. There was only a significant main effect of Question focus, F(1, 77) = 20.12, p < 

.001, f = 0.51 (time schedule: M = 8.00, SD = 4.34; route : M = 5.31, SD = 4.05). 

 

Statement length 

The 2 by 2 mixed ANOVA on the number of words indicated only a significant Question focus 

main effect, F(1, 77) = 11.22, p = .001, f = 0.38. Answers to the time schedule question were 

lengthier (M = 58.23, SD = 31.57) than to the route description question (M = 46.39, SD = 

29.71). This finding might be due to the order effects: to adhere to the procedure of the original 

experiment, the time schedule question always came first. 

 

Table 2. Means (SDs) per dependent variable, veracity and question focus. 

Dependent variable 
Time schedule question Route description question 

Truthful Deceptive Truthful Deceptive 
Human-coded specific times 0.88 (1.67) 1.14 (1.82) 0.04 (0.23) 0.04 (0.25) 

Human-coded spatial details 4.83 (2.68) 6.70 (3.59) 10.08 (6.67) 12.60 (5.17) 

LIWC-coded temporal details 6.73 (3.93) 6.07 (4.62) 4.44 (4.48) 4.37 (3.84) 

LIWC-coded spatial details 1.80 (2.28) 2.75 (2.87) 2.96 (3.51) 3.82 (3.17) 

Human-coded temporal details 8.12 (4.35) 7.87 (4.37) 5.26 (4.23) 5.36 (3.94) 

Number of words 58.32 (32.90) 58.13 (30.51) 49.90 (23.11) 42.61 (34.65) 

 
Discussion 
This paper presents the first replication study in the field of verbal deception detection research. 

The original study found that truth-tellers mentioned more specific times than liars when 



� 55

talking about a trip they made. We were not able to find significant differences in the 

occurrence of specific times between truth-tellers and liars.  

Did the findings replicate? 

A judgment of the success of a direct replication should go beyond mere statistical significance 

testing (Nosek & Errington, 2017; Open Science Collaboration, 2015). We evaluate the current 

replication efforts utilizing five criteria proposed by the OSC (2015). (a) Does the replication 

produce a statistically significant effect in the same direction as the original? No. The original 

experiment yielded a significant difference in specific times, so that truthful statements 

contained more than deceptive ones (d = 0.54), while the replication effect albeit non-

significant was in the opposite direction (d = -0.14). (b) Is the effect size in the replication 

similar to the effect size in the original? No. The original study showed a medium effect 

(Cohen’s f = 0.27; Cohen’s d = 0.54), whereas we obtained no significant effect (f = 0.07; d = 

-0.14). Bayesian analysis suggested that there was substantial (uninformed priors: BF01 = 3.58) 

to extreme evidence (informed prior of original study effect size: BF01 = 24555.02) in favor of 

the null hypothesis of no truth-lie difference in specific time occurrences. This is in contrast to 

the original study, which had BF10 = 3.24 indicating substantial evidence in the opposite 

direction (i.e., in favor of the alternative hypothesis). It is important to note, however, that using 

downward-corrected original effect sizes for the informed priors led to inconclusive Bayes 

factors, thereby weakening the evidence for the null considerably. Nevertheless, these findings 

too would suggest that the original effect is not replicated: the true effect, then, is either 

nonexistent or substantially smaller than suggested. (c) Does the original effect size fall within 

the confidence or prediction interval of the replication (and vice versa)? No. When 

recalculating the effect size of the original to Cohen’s d, we obtain an effect size of d = 0.54 

with a 95% confidence interval of [0.10; 0.99]. Compared to the one yielded in the replication, 

d = -0.14 [-0.59; 0.30], we observe that the original one does not fall into the 95% CI of the 

replication effect, nor vice versa. (d) Does a meta-analytic combination of results from the 

original experiment and the replication yield a statistically significant effect? No. Although 

desirably conducted with many replication studies from a multi-lab replication, we ran a mini-

meta analysis using the original and the replication study (see Valentine, Pigott, & Rothstein, 

2010). The average effect size was d = 0.20 with a 95% CI containing zero [-0.47; 0.88]. Bayes 

factor estimation for the meta-analytic result of the two t-statistics indicated BF01 = 3.64 – 

substantial evidence in favor of the null hypothesis that there is no meta-analytical effect. (e) 

Do the results of the original experiment and the replication appear to be consistent? This 
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question pertains to the qualitative assessment of the researcher. Each author of the present 

study was asked ‘Did the results replicate the original effect?’. Out of four authors, none voted 

“Yes”, three voted “No”, and one voted “inconclusive”. The inconclusive vote was motivated 

by the low power (calculated a priori for a power of 0.80; posthoc reached power for d = 0.54: 

0.77, see below). In addition to these five criteria, Bayesian hypothesis testing tends to favor 

the null hypothesis over the original hypothesis. Taken together, several assessment criteria 

suggest that the original study did not replicate. 

Differences between original and replication study 

We see at least three differences between the original and the replication that may explain the 

divergent findings. First, in the replication, the majority of participants reported that they had 

made the same trip before. This might have enabled the liars to use previous travels as a lie. In 

doing so, their lie contains many truthful aspects retrieved from previous experience. While 

this is certainly ecologically valid, it is in stark contrast to experimental deception research 

where the lie is often a complete lie without resorting to previous experience (e.g., Sooniste, 

Granhag, Strömwall, & Vrij, 2015). The low proportion of passengers who did not make the 

trip before and the lack of that information from the original study do not allow us to further 

explore this explanation. The travelers’ experience with and travel to their destination might 

even be a crucial moderator (e.g., Warmelink, Vrij, Mann, Jundi, & Granhag, 2012). Clearly, 

more research is needed on this matter.  

Second, an important aspect of direct replications is that of the setting, population and 

time, so that “[e]xact replications are replications of an experiment that operationalize both the 

independent and the dependent variable in exactly the same way as the original study” (Stroebe 

& Strack, 2014, p. 61). While the setting (on a ferry) was mirrored closely, one important 

difference could have been the participants’ native language. In the original study participants 

were interviewed in their native English language whereas the replication did so with 

participants in their native Dutch language. In the absence of evidence that the English and 

Dutch language differ in their prevalence of specific time references (for an examination of 

spatial references, see Van Staden, Bowerman, & Verhelst, 2006, who show that Dutch might 

be richer in spatial description grammar), we argue that it is unlikely that the current language 

differences have affected the chance of replication. Moreover, the underlying theories (e.g., 

Reality Monitoring) are not limited to a particular language but rather assume that the memory 
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recollection processes are universal.4 Most importantly, even if the language differences 

between original and replication would have affected the occurrence of specific time 

references, this should have played an equal role for truth-tellers and liars (see Taylor, Larner, 

Conchie, & Menacere, 2017).  

Third, the answers given by the participants were shorter in the original (number of 

words M = 33.70, SD = 20.71) than in the replication (M = 52.31, SD = 31.13). Although it is 

not clear what caused the lengthier answers in the replication, it is possible that the differences 

mentioned above played a role so that, for example, participants were more talkative because 

they already made the trip. Importantly, however, that difference in answer length should not 

have lowered that chance for replication as lengthier statements are typically better suited for 

verbal deception detection than shorter ones (Vrij et al., 2015) and several methods are 

specifically designed to elicit lengthier and richer verbal accounts (e.g., the model statement 

technique, Harvey, Vrij, Leal, Lafferty, & Nahari, 2017).  

Despite the seemingly minor (or no) detrimental effects of potential slight deviations 

for the original, it cannot be established whether these minor variations combined made the 

replication less likely. In the absence of evidence that such slight variations could have affected 

the findings, we acknowledge this possibility but cannot suggest which variation or which 

combination of variations caused the replication failure. To our best knowledge and intention, 

the current replication study is identical to the original in that we operationalized the 

independent and dependent variables precisely as was done in the original. We, therefore, deem 

it fair to call the replication a direct one. 

Statistical power for the replication study 

An important methodological aspect of replication efforts is the statistical power of the 

replication study (i.e., the likelihood that a significant effect of a given size – here: d = 0.54 – 

is observed given the sample size and alpha significance threshold, Lakens, 2013). To give the 

original effect the best chance of replicating, the likelihood of detecting a significant effect of 

similar size if it were there should be high (= high statistical power). Statistical power depends 

not only on sample size and the alpha threshold but also on the effect size. Since reported effect 

sizes are often overestimations of a true effect (Bakker, van Dijk, & Wicherts, 2012; 

��������������������������������������������������������
4 There is evidence that Reality Monitoring and Criteria-based Content Analysis, for example, work in Dutch participants 

(Bogaard, Meijer, & Vrij, 2014) and the replication study did not differ to the original in participants’ language proficiency 

(i.e., we did not interview participants in a foreign language). 
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Simonsohn, 2015), it would be desirable to use, for example, the lower bounds of the effect 

size confidence interval. In the current study, an ideal scenario with a power of 0.95, an alpha 

threshold of 0.05, and an effect size of d = 0.10 would have required at least a sample size of 

4,332 (one-sided comparison). Simonsohn (2015) suggested that the effect size used for 

replication sample size calculations could best be determined by first calculating the effect size 

which the original study would have detected with a power of 0.33 (here: d = 0.27, and required 

n = 588 for a power of 0.95). 

Practical considerations in the current replication study led us to decide to mirror the 

identical sample size of the original study which coincided with a priori calculations for a 

power of 0.80. The achieved power was marginally smaller (0.77). However, this implies that 

on average in the long run the chance of observing the original effect if it were there was only 

0.77. This implies that a single replication attempt with a chance of 23% (in the long run) of 

incorrectly not detecting an existing effect of the original size, is not enough to conclude that 

the effect does not exist (at least when one would rely on the 5% significance threshold). The 

latter is amplified by the conclusion that most effects are overestimations and hence true to-be-

replicated effects are smaller than those that are reported (Gelman & Carlin, 2014). Therefore, 

we can conclude that we could not replicate the original effect of identical size but we cannot 

with high confidence ascertain that the effect (i.e., more specific time references in truthful 

than in deceptive intentions) does not exist. It is possible that such an effect exists but that it is 

much smaller in magnitude (see also Gelman’s “piranha argument” about the unlikely 

coexistence of large effects in behavioral science, Gelman, 2017). Taken together, if an effect 

is considered to be important (e.g., for practical or scientific reasons), higher powered studies 

and more replication attempts are needed. 

Additional Insights 

We did not obtain support for the additional hypotheses that truthful statements contain more 

temporal details (human and computer-coded) and more spatial details (computer-coded) than 

deceptive statements. Contrary to our expectation, however, we found that deceptive 

statements contained more human-coded spatial details than truthful ones. The framework of 

interpersonal Reality Monitoring predicts that truth-tellers can recall an event in more detail 

than liars because the latter never experienced it and, therefore, have to resort to fabrication 

(Johnson et al., 1998; Nahari, 2018). Liars also have fewer cognitive resources available to 

produce a detailed, rich account of the fabricated event (Vrij & Granhag, 2012). Albeit in 

contradiction with the notion that liars lack the cognitive resources to produce statements as 
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detailed as truth-tellers, the opposite effect found for spatial details is not an exception. 

Previously, it has been argued that expected, factual questions are what liars prepare for and 

can, therefore, enrich with details (Warmelink et al., 2012). In support of that idea people who 

lied about their planned weekend activities mentioned more persons and more locations than 

those who told the truth (Kleinberg, Toolen, Vrij, Arntz, & Verschuere, 2018). A working 

hypothesis states that liars might over-compensate in their statements because they are 

particularly inclined to appear convincing whereas truth-tellers assume that their truth will 

appear naturally. In a different study, individual details mentioned by truth-tellers and liars 

were coded as truthful or false and a similar pattern emerged: liars compensated for their 

inability to provide sufficient truthful detail after a two-week delay by adding false details 

while truth-tellers did not (Nahari, 2018). To address these dynamics, the use of unexpected 

questions (e.g., on the planning of the event) seems a worthwhile addition to future research 

on that hypothesis. 

Conclusion 
Truth-telling and lying ferry passengers did not differ significantly in specific time references 

when asked about the time schedule of their travel plans. It should be noted that both the 

original and the replication study only provide a point estimate of the effect. This not 

uncommon in replication research (e.g., Open Science Collaboration, 2015); but ideally any 

replication would consist of multiple, independent replication attempts5. In the current study, 

the lack of high statistical power leaves the possibility that there exists an actual effect. We 

encourage other researchers in the deception detection community to conduct preregistered, 

well-powered, multi-lab replication studies of the core effects of the field to consolidate the 

science of verbal deception detection. Such a collective effort will help clarify which effects in 

verbal deception research are reliable.  

��������������������������������������������������������
5 See https://www.psychologicalscience.org/publications/replication 
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Abstract 

Purpose: Verbal credibility assessments examine language to discern lie from the truth. These 

tests are used for studying the language of lies in US Presidential candidates and fraudulent 

scientists, but also in criminal proceedings for evaluating allegations of child sexual abuse. The 

dominant approach in psycholegal deception research to date (used in 81% of recent studies) 

to estimate the accuracy of a method is to find the optimal statistical separation between lies 

and truths in a single dataset. However, this method lacks safeguards against accuracy 

overestimation.  

Method & Results: A simulation study and empirical data show that this procedure produces 

overoptimistic accuracy rates that, especially for small sample size studies typical of this field, 

yield misleading conclusions up to the point that a non-diagnostic tool can be shown to be a 

valid one. Cross-validation is a cheap and easy remedy to this problem. 

Conclusions: We encourage researchers to be more accurate about accuracy and to conduct 

proper validation when reporting accuracy rates. 
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Introduction 
A linguistic analysis of papers written by former social psychology Professor Diederik Stapel 

showed that his fraudulent papers expressed greater certainty than his articles that were based 

on actual data (Markowitz & Hancock, 2014). Analyzing fact-checked statements from the 

2016 US presidential elections showed that using cognitive operators (e.g., words such as 

“cause” or “know”) were indicators of Hillary Clinton and Donald Trump’s lying (Bond et al., 

2017). Verbal credibility assessment is not only used to expose deceit in fraudulent scientists 

and presidential candidates but is also widely applied in legal proceedings. Several US federal 

agencies including the FBI, Army Military Intelligence, and the US Immigration and 

Naturalization Service have been trained in Scientific Content Analysis (SCAN, see 

http://www.lsiscan.com/id29.htm). Courts in Germany, Sweden, the UK and the Netherlands 

have accepted Criteria-based Content Analysis (CBCA) as a means to determine the veracity 

of allegations of child sexual abuse (Oberlader et al., 2016), and a promising new tool for 

airport security screening is predominantly based on verbal indicators of deception (Ormerod 

& Dando, 2015). But how accurate are such verbal credibility assessment tools? 

The most common way psycholegal deception researchers now answer that question is 

by building a dataset consisting of statements that are known to be truthful or deceptive (e.g., 

by instructing participants to tell a lie or the truth), extract a set of verbal indicators from each 

statement (e.g., its logical structure), and use linear discriminant analysis – a statistical 

technique that will provide the optimal function of verbal indicators to discern lie from truth 

(Fisher, 1936). The problem with the current practice is that the classification algorithm (e.g., 

linear discriminant analysis but it applies to practically all classification methods including, for 

example, logistic regression) is built on the same dataset that it is tested on: of those studies 

that were included in recent meta-analyses and report accuracy rates, 77% make use of this 

classification procedure (Appendix A). This figure has not changed; papers published between 

2010-2017 show that 81% make use of what we call the training set optimization technique. 

By capitalizing on idiosyncrasies of the dataset, this procedure diminishes its vital goal: 

assessing the ‘true’ accuracy of the classification if it were to make a credibility prediction for 

a novel, out-of-sample set of statements (see also the Levine, Blair, & Carpenter, 2017). 

Method and Results 
We simulated data for a set of (verbal) predictors that are either unrelated (correlation of r = 

0.0) or weakly related (r = 0.1) to a binary outcome (lie vs. truth). The latter was chosen to 

reflect the small effect sizes that are common in verbal deception research (e.g., Amado, Arce, 
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Fariña, & Vilariño, 2016; DePaulo et al., 2003; Vrij, Granhag, & Porter, 2010; the average for 

the 19 CBCA criteria is d = .25 or r = .12 in Amado et al., 2016). Figure 1 shows the volatility 

in the accuracy as estimated by latent discriminant analysis when using eight (as with a popular 

verbal approach used in research, Reality Monitoring, Hauch, Sporer, Masip, & Blandón-

Gitlin, 2017), twelve (as for a popular verbal approach used in practice, SCAN, Bogaard, 

Meijer, Vrij, Broers, & Merckelbach, 2014), or 19 (as with CBCA, Hauch et al., 2017) 

predictors. 

For the sample sizes typical for the field (Mn = 61, rangen  = 10 to 240 in the most 

recent meta-analyses, Oberlader et al., 2016; Vrij, Fisher, & Blank, 2015) the accuracy 

estimates are unreliable and display a highly volatile pattern. The weaker the diagnostic value 

of the verbal indicators and the more indicators used, the more problematic the erroneous 

accuracy estimates. In a sample of 40 participants, a completely undiagnostic verbal tool (r = 

0.0) with 19 indicators can be estimated to have up to 84% accuracy. In sum, the dominant 

practice of using linear discriminant analysis on a single dataset provides highly inaccurate and 

overly optimistic accuracy estimates. 

 

 

Figure 1. Accuracies for Latent Discriminant Analysis without cross-validation on simulated data with increasing n. 

Fixing the problem 

The desirable evaluation of the predictive accuracy of a classification algorithm occurs when 

the algorithm is built on one dataset and tested on an entirely new dataset. However, is it always 
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necessary to collect new data? Especially when high-quality data are hard to obtain (e.g., 

allegations of child sexual abuse; the primary usage of the CBCA) or labor-intensive (e.g., 

several trained human coders rate a large number of statements on a number of verbal criteria) 

it would be desirable to have a precise accuracy estimate derived from a single dataset. A 

solution, then, is to treat the individual dataset as if it were multiple datasets (Yarkoni & 

Westfall, 2017). Known as cross-validation, this procedure handles a part of the dataset as the 

model building dataset (or training set), and another part to assess its performance (test set; 

Arlot & Celisse, 2010). Analogous to the training-vs-test set terminology, the training set 

optimization technique reports accuracies of the training set only, thereby lacking the critical 

evaluation of the predictions. 

Illustration with simulated verbal deception detection data 

To examine how the current practice – the training set optimization technique – compares to 

cross-validation and independent validation, we simulated data for 19 predictors (as in CBCA) 

with a weak individual predictor-outcome relationship (r = 0.124, converted from Cohen’s d = 

0.27, the average effect size for CBCA criteria in a recent meta-analysis; Amado, Arce, Fariña, 

& Vilariño, 2016). We calculated the prediction accuracies – for increasing sample sizes –  

obtained from linear discriminant analysis using the training set optimization technique and 

using the leave-one-out cross-validation. The latter builds the algorithmic prediction model on 

n – 1 data points and tests it iteratively on the single held-out observation. That procedure 

recycles data and ensures that each data point is used for validation exactly once. Both 

procedures resulted in a predictive model that was then additionally validated on a novel, also 

simulated, test set of the same size (Appendix B). The code and data for the simulation 

procedure are available at https://osf.io/2dcs5/. 

Figure 2 shows the differences between the accuracies yielded on the training set with 

the current practice of training set optimization and our recommended leave-one-out cross-

validation, and the independent test set. We adopted the points-of-stability procedure 

(Schönbrodt & Perugini, 2013) to evaluate at which sample size, the fluctuation is deemed 

practically irrelevant. We defined a stability corridor [+0.05; -0.05], that allowed us to find the 

point-of-stability in n after which the accuracy difference compared to the test set evaluation 

does not leave the stability corridor.  
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Figure 2. Accuracy differences between traditional training set optimization and leave-one-out cross-validation compared to 

independent test set validation. The dashed horizontal grey lines indicate the upper and lower boundary of the [-0.05; +0.05] 

stability corridor. The vertical colored line indicates the sample size points-of-stability for training set optimization technique. 

Inset plot: accuracy difference scores zoomed in for sample size between 40 and 240. 

 

Figure 2 allows for the following conclusions:  

1.� When relying on the dominant training set optimization, the sample size needs to be 

substantially larger than typical in the psycholegal literature (n > 320) – to eliminate 

accuracy overestimations.  

2.� The overestimation of the accuracy achieved with the training set optimization 

technique is substantial. This is especially the case for sample sizes commonly used in 

verbal credibility assessment research (40 <= n <= 240). For these sample sizes, the 

overestimation is on average 12 percentage points in accuracy (range: 6 to 29). For 

previous reports that lack cross-validation, this graph can be used as a means to estimate 

the magnitude of inflation in the reported accuracy. For example, for a study with 80 

participants without cross-validation, the accuracy should be corrected downwards with 

at least 12 accuracy points (e.g., reported accuracy = 75%; corrected estimate = 63%). 

3.� Cross-validation safeguards against accuracy overestimation. Cross-validated 

predictive models fare consistently well when validated on a test set; the accuracy 

difference never exceeded 5% even for small sample sizes. 
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The importance of cross-validation: Illustration with real verbal credibility assessment data 

To illustrate the importance of validation outside of the simulation scenario, we obtained the 

raw data from recently published verbal deception detection studies. Two datasets were about 

truthful and deceptive statements of someone’s recent negative autobiographical event, 

manually annotated with SCAN (Bogaard, Meijer, & Vrij, 2014; Bogaard, Meijer, Vrij, & 

Merckelbach, 2016) – a popular yet heavily criticized tool for having low reliability and 

validity (Bogaard et al., 2016; Vanderhallen, Jaspaert, & Vervaeke, 2016; Vrij, 2015). 

Table 1 shows that linear discriminant analysis on the original dataset without cross-

validation misleadingly would suggest SCAN to be able to discern a lie from the truth. As 

shown above, cross-validation can protect from accuracy inflation. Using cross-validation, it 

becomes clear that SCAN did not perform better than chance. It is troubling that the dominant 

practice would present the heavily criticized and non-substantiated tool SCAN (Bogaard et al., 

2016; Vanderhallen et al., 2016; Vrij, 2015) as a valid method to classify lies and truths. 

 

Table 1. Illustration how the dominant practice (linear discriminant analysis with training set optimization) can 
lead to an erroneous conclusion. 

 
Training set optimization (current 

practice) 
Leave-one-out cross-validation 

(recommended practice) 

Accuracy estimate 
61.54% 

[54.98 – 67.80] 
51.28% 

[44.68 – 57.85] 

Conclusion 
“Significantly 

better than chance classification” 
"No better than chance 

classification." 

 
Discussion 
Reviewing the literature on verbal credibility assessment, we note that the vast majority of 

studies that report accuracy rates try to find the optimal statistical separation between lies and 

truths through verbal criteria within a single dataset. Through simulations, we show that this 

technique leads to accurate estimation only for substantial sample sizes (n > 320) and that it 

systematically overestimates accuracy for the sample sizes typical for the field. Our simulations 

suggest current accuracy estimated may need to be corrected downwards with up to 12 

accuracy points, which is a considerable downward correction when we acknowledge that the 

average accuracy rates of verbal deception research only exceed the random guessing baseline 

by about 20 accuracy points (Hauch et al., 2017; Vrij et al., 2015).  



� 71

Remedies 

Our proposed solution is two-fold (Table 2). First, at the minimum, we recommend using cross-

validation for all prediction algorithms. Cross-validation comes at practically no cost, is 

provided by all statistical software packages, and ensures a leap in accuracy precision. Note 

that cross-validation is standard practice in computational disciplines (using machine learning). 

It may not be new to deception research either (see, e.g., Köhnken, Schimossek, Aschermann, 

& Höfer, 1995) but remains infrequently used as of to date. Even preferable to cross-validation 

is relying on an accuracy obtained by testing the prediction algorithm on a new sample. This 

independent sample validation would at the same time provide for the much needed direct 

replications of verbal deception studies (Simons, 2014). Second, increasing sample sizes. Such 

a call for larger sample sizes has repeatedly been made (Wagenmakers et al. 2011, Yarkoni & 

Westfall, 2017), but we think that our current demonstration may help convince verbal 

deception researchers of its importance. Given the far-reaching implications that tools such as 

CBCA (used in many countries in a court of law) can have, it is imperative that verbal 

credibility research become more accurate about verbal deception detection accuracy. 
 

Table 2. Suggestions for the improvement of the accuracy estimation in the predictive analysis in verbal 
credibility assessment research. 

Remedy Key Advantage Key challenge 

Validation on an 
independent sample 

-� Allows for robust claims 
regarding the generalizability of 
findings 

Resource intensive (new data 
collection) 

   

Cross-validation 

 
-� Easy to implement (no new data 

collection needed, often default 
setting in statistical software) 

-� Might still capitalize on 
idiosyncrasies of the sample 

   

Larger sample sizes 
-� Solidifies conclusions on 

statistical inferences and 
prediction metrics 

-� Resource intensive 
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Appendix A 
To provide a contemporary overview of the state of classification in human coded verbal 

deception detection, we reviewed all published papers used in the most recent meta-analyses 

in the field (Hauch, Blandón-Gitlin, Masip, & Sporer, 2015; Hauch et al., 2017; Oberlader et 

al., 2016; Vrij et al., 2015) that reported accuracy rates, used verbal indicators to discriminate 

between truthful and deceptive statements, and relied on experimental data collection. Of these 

169 papers, 56 reported classification analyses - 41 of which (73%) did not use some kind of 

(cross-)validation. 

The meta-analyses do not include the most recent work on the topic. To explore whether 

research practices have changed more recently, we also inspected all recent (last 5 years; 2012-

2017), English, peer-reviewed papers on human coded verbal credibility assessment. We 

searched the Web of Science database on the search terms (see Hauch et al., 2017) “Criteria-

based content analysis”, “CBCA”, “reality monitoring”, “RM”, “scientific content analysis”, 

”SCAN”, “statement validity assessment”, “SVA”, “validity checklist” (connected by OR) 

combined with “psychology of evidence”, “statement analysis”, “credibility”, “credibility 

judgment”, “deception” (connected by OR). After excluding overlapping papers already 

contained in the three meta-analyses, this resulted in an additional 20 papers of which 9 

reported classification analyses - 8 of which (89%) did not use (cross-) validation. The detailed 

list of all included papers and their annotation is available at https://osf.io/9psek/.  
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Appendix B 
The code for the simulation studies and the resulting reproducible data are available at 

https://osf.io/2dcs5/files/  

 

Simulation procedure: 

We simulated data for a sample of n = 1,000 with 8, 12, and 19 predictors. The correlation 

among the between the predictors and the binary outcome was held constant at either r = 0.0, 

r = 0.1, or r = 0.124. We iteratively simulated data for sample sizes of n = 40 up until n = 1,000 

in steps of 10. For each step, we ran 100 simulations and averaged the classification accuracies. 

For each sample size we calculated the accuracy obtained without cross-validation (= training 

set optimization) and with leave-one-out cross-validation. In addition, for each predictive 

model, we tested the accuracy on a second simulated set of observations (test set) of the same 

size (i.e., of the training set was n = 40, the test set also was n = 40). The class membership of 

the binary outcome (i.e., proxies for truthful vs deceptive) was 50/50 and the priors in the latent 

discriminant analysis were set accordingly. The simulations were conducted using the caret 

(Kuhn, 2017) and MASS (Venables, Ripley, & Venables, 2002) packages in R (R Core Team, 

2016). The plots were created using ggplot2 (Wickham, 2009). 
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Abstract 

There is an increasing demand for automated verbal deception detection systems. We propose 

named entity recognition (NER; i.e., the automatic identification and extraction of information 

from text) to model three established theoretical principles: (i) truth-tellers provide accounts 

that are richer in detail and (ii) contain more contextual references (specific persons, locations, 

and times), and (iii) deceivers tend to withhold potentially checkable information. We test 

whether NER captures these theoretical concepts and can automatically identify truthful vs. 

deceptive hotel reviews. We extracted the proportion of named entities with two NER tools 

(spaCy and Stanford’s NER) and compared the discriminative ability to a lexicon word count 

approach (LIWC) and a measure of sentence specificity (speciteller). Named entities 

discriminated truthful from deceptive hotel reviews and outperformed the lexicon approach 

and sentence specificity. This investigation suggests that named entities may be a useful 

addition to existing automated verbal deception detection approaches. 
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Introduction 
With an increased demand for security systems like airport border control, researchers and 

practitioners alike have identified the need for applications to detect deception on a large scale 

(Honts & Hartwig, 2014). For example, airport security settings preclude many tools used in 

deception research (e.g., polygraphy, extensive interviewing) due to their limited applicability 

(e.g., real-time data analysis, scalability). The method of verbal deception detection seems 

promising as it is rooted in the assumption that the content of a statement contains information 

about the statement’s veracity. By looking at the content of what is said or written, the 

equipment needed is minimal compared to the psychophysiological deception detection toolkit. 

For applied purposes (e.g., airport security), verbal deception detection would offer a viable 

alternative to currently applied, yet scientifically questionable techniques, such as detecting 

deception based on suspicious behavior (see Ormerod & Dando, 2015, Weinberger, 2010). A 

recent meta-analysis concludes that "content-based techniques are [...] among the best available 

empirically validated methods for the veracity assessment of statements" (Oberlader et al., 

2016, p. 14) (p. 14). 

However, in its current state, verbal deception detection is not fit for large-scale 

applications for at least two reasons. First, a massive system requires near real-time analysis of 

a text to aid practitioners, for example, in determining the subsequent procedure. An applied 

system also needs to be scalable (i.e., be able to process vast numbers of people within a short 

time) to meet the demands of settings such as airport security with tens of thousands of 

passengers per day. The most significant impediment herein is that verbal deception detection 

relies on trained human judges who score each statement on a set of criteria (e.g., the richness 

of detail). This process is time-consuming as it involves face-to-face interviewing, transcribing 

of interviews, and individual scoring and is, therefore, less suitable for large-scale systems. 

Second, human judges' scoring is never entirely reliable (Hauch, Blandón-Gitlin, Masip, & 

Sporer, 2015; Nahari, 2016). Typically, two or more trained coders read a statement and rate it 

on a set of criteria. The coders’ agreement (i.e., inter-rater reliability) often indicates that there 

is considerable variation between two independent judgments (Vrij, 2005) which poses a threat 

to any scoring method’s reliability (for alternative human coding methods see Nahari, 2016). 

Computational linguistics might offer a solution to these two limitations of verbal deception 

detection. 
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Computer-Automated Verbal Deception Detection 

Several studies have examined how the verbal content of statements can be analyzed 

automatically (for a review see Fitzpatrick, Bachenko, & Fornaciari, 2015). The aim of 

automated approaches to verbal deception detection is substituting the human coding of 

statements (i.e., the extraction and counting of features/cues) with a fast and reliable 

algorithmic extraction of cues to deception. Some studies on computer-automated analysis for 

verbal deception detection have resorted to a lexicon-based approach, typically using the 

Linguistic Inquiry and Word Count software (LIWC, (Newman, Pennebaker, Berry, & 

Richards, 2003; Ott, Cardie, & Hancock, 2013; Ott, Choi, Cardie, & Hancock, 2011). Text 

statements processed with the LIWC return proportions of word categories occurring in the 

text. Each word category is intended to model psycholinguistic variables. For example, the 

LIWC category 'affect' represents emotional processes by counting the occurrences of words 

in a text that match a large dictionary of words intended to model emotional processes (e.g., 

happy, sad). For deception detection specifically, a LIWC-analysis revealed, for example, that 

truthful statements contained more first-person pronouns and self-references (e.g., “mine”, 

“our”) than false statements, while false statements contained more words referring to certainty 

(e.g., "totally," "truly") and to other-references (e.g., “they”, “themselves”, Mihalcea & 

Strapparava, 2009). 

Other studies have used supervised machine learning to build classifiers of multiple 

features (= psychological cues and n-grams) that learn to differentiate between false and 

truthful statements. For example, linear Support Vector Machine (SVM) classifiers using 

occurrences of frequent two-word units (i.e., bi-grams) have been applied on deceptive and 

truthful hotel reviews (Ott et al., 2013, 2011) applied They found that the classifiers (89% 

accuracy) outperformed the human judges (58% accurate for positive reviews; 69% for 

negative reviews). Another investigation (Bachenko, Fitzpatrick, & Schonwetter, 2008) 

examined 275 unique propositions (e.g., "I just feel hopeless", p. 43) uttered in real criminal 

cases. They were able to classify these propositions through psychological and linguistic 

features with a sensitivity of 76% and specificity of 74%. The emerging body of computer-

automated verbal deception research indicates that computer-automation not only performs 

equal to human-annotated statements (Bachenko et al., 2008; Mihalcea & Strapparava, 2009), 

but it also allows for a finer level of analysis (e.g., single utterances rather than whole 

statements only, Fornaciari & Poesio, 2013), and is increasingly used to model more nuanced 

variables (e.g., jargon, Markowitz & Hancock, 2016). However, one limitation of automated 
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verbal deception detection, predominantly done with machine learning classification, is that of 

the poor generalization across multiple contexts; that is the high classification accuracies might 

be overestimations obtained through training and testing a classifier in the same domain 

(Mihalcea & Strapparava, 2009; Newman et al., 2003). In contrast to data-driven approaches, 

investigations based on theoretical verbal deception principles could be more likely to 

generalize across domains. Since theoretical principles are formulated to grasp the core 

mechanisms involved in (verbal) deception in general one can argue that, at least to some 

degree, these fundamental mechanisms should be at play in multiple deception contexts (a point 

we come back to in the Discussion; and for a combination of data-driven and theory-led 

approaches see Zhou, Burgoon, Nunamaker, & Twitchell, 2004). Therefore, the promise of 

computer-automated deception detection could be further improved by including algorithmic 

operationalizations of theoretical constructs. 

Named Entities: A Tool for Automated Verbal Deception Detection? 

The focus of this paper is how named entity recognition (NER) can help bridge the gap between 

computer-automated deception detection and verbal deception detection theory. NER is a sub-

field from the areas of natural language processing and information extraction that deals with 

identifying and extracting so-called named entities from a text (Nadeau & Sekine, 2007). The 

term named entity was initially defined during the sixth the Message Understanding 

Conference (MUC-6) in 1996 (Grishman & Sundheim, 1996) and comprised the identification 

of people, organizations, and locations in texts. In its most basic form, NER aims to extract 

information from text (e.g., single words or phrases) and to classify them into predefined 

categories (e.g., persons, locations, organizations, currencies) whereby a mixture of methods 

is used to extract these categories (Nothman, Ringland, Radford, Murphy, & Curran, 2013).  

While early concepts mainly relied on the use of rule-based algorithms, more recent 

approaches utilize underlying probabilistic models, unsupervised and supervised statistical 

learning algorithms (Nadeau & Sekine, 2007). The following example is a way to represent 

text with annotated named entities: "We met yesterday [DATE] at 11:30 am [TIME] on 

Coronado [GPE] beach, then went to Starbucks [ORG] and paid $3.50 [MONEY] for a coffee" 

(GPE = geopolitical entity; ORG = organization.). The specific category labels differ per NER 

algorithm. Throughout the paper, we use the named entity recognizer from the natural language 

processing tool spaCy – written in the Python programming language (Honnibal, 2016, see 

Table 2 for keys to all named entities extracted with spaCy). There are at least three theoretical 
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rationales why we consider NER to be an attractive candidate for automated verbal deception 

detection. 

Theoretical Rationale 1: Richness of Detail 

The theory of Reality Monitoring (RM; used interchangeably here with interpersonal Reality 

Monitoring, Nahari & Vrij, 2014) suggests that the source of one's memory determines how a 

memory is recalled (Johnson & Raye, 1981). Genuine memories have been obtained through 

sensory experiences whereas fabricated memories were constructed through cognitive 

operations. Consequently, the narratives of genuine memories should be richer in sensory 

information (e.g., perceptual, spatial, temporal information), while the narratives of fabricated 

memories should contain more references to cognitive operations (Masip, Sporer, Garrido, & 

Herrero, 2005). This theoretical framework has been extended to deception, with truthful 

statements expected to contain more perceptual details, more temporal details, and more spatial 

details. Meta-analytical research supports the theoretical predictions from RM (Masip et al., 

2005; Vrij, 2014), showing that truthful statements contain more specific information (esp. 

temporal and spatial) than false statements, and offering a potential application of named 

entities.  

Theoretical Rationale 2: Contextual Embeddings 

The idea behind the popular Criteria-based Content Analysis (CBCA) is that truthful statements 

differ from false statements in quality and content because the process through which the 

statements are constructed is different. Like RM, CBCA also considers the quantity of detail 

(Köhnken, 2004) as well as contextual embedding (= "events being placed in time and location, 

and actions being connected with other daily activities and/or customs"; (Vrij, 2014, p. 8) as a 

sign of veracity. These imply references to concrete information about an activity or about 

events. It is widely corroborated that truthful statements contain more contextual embeddings 

than false statements (Köhnken, 2004). Named entities might be an automated means to 

approximate the cue of contextual embeddings. 

Theoretical Rationale 3: The Verifiability of Details 

While the richness of detail and the contextual embeddings point to characteristics of truthful 

statements, the Verifiability Approach (VA, Nahari, Vrij, & Fisher, 2014) explains verbal 

features of deceptive statements. Inclined to appear truthful, deceivers realize they have to 

come across as forthcoming and talkative (i.e., providing a statement with sufficient detail to 
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sound convincing). The deceivers' dilemma is that, at the same time, they have to avoid giving 

information that an interviewer or conversation partner could potentially verify (Nahari et al., 

2014). For example, an answer like 'I spoke to my friend James in the Vondelpark' might be a 

detail that theoretically could be checked by the interviewer (e.g., by consulting James), 

whereas 'I spoke to someone in the park' would not be verifiable. Several studies (e.g., Harvey, 

Vrij, Nahari, & Ludwig, 2017; Nahari et al., 2014) indeed found that the amount of verifiable 

information discriminates deceivers from truth tellers, at least when instructed to mention as 

much verifiable information as possible. The working definition of verifiable information 

includes any activity that i) has been done with an identifiable person, ii) has been witnessed 

by an identifiable person, or iii) has been recorded through technology (e.g., CCTV, email, 

social networks). These three criteria suggest that references to persons and locations are key; 

both of which can potentially be operationalized through named entities. 

The Current Study 

A scoring method that meets the large-scale applicability requirements of being fast and 

automated but that at the same time encapsulates the theoretical frameworks supported by a 

vast body of research would benefit verbal deception research. The primary objective of this 

paper is to examine whether named entities are suitable to grasp the postulated difference 

between truthful and deceptive statements. Consequently, our main hypothesis is that the 

number of named entities is higher in truthful statements than the number of named entities in 

deceptive statements. We compare named entities with indicators derived from two existing 

computer-automated tools (LIWC, Pennebaker, Boyd, Jordan, & Blackburn, 2015); and the 

speciteller tool (Li & Nenkova, 2015). Although the LIWC is the most popular tool in 

computational linguistics deception research, we reason that the NER approach is more capable 

of grasping the difference in statement specificity. Named entities tap into categories that match 

the criteria of the richness of detail, contextual embeddings, and the verifiability notion, such 

as 'persons' or 'locations'. Furthermore, NER does not rely on lexicons and should, therefore, 

be more flexible towards unseen words that are not in predefined lexicons. We also compare 

two NER tools to the speciteller tool, which models sentence specificity. The speciteller 

originates from the observation that two propositions can be similar in meaning but differ in 

the degree of specificity. Like the NER tools, the speciteller tool was not designed with verbal 

deception theory in mind. 

For the course of this paper, we use the hotel review datasets provided by Ott et al. 

(2013a, 2011). Not only do these data offer an exceptional corpus of truthful and deceptive 
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hotel reviews of both positive and negative valence, but they are also suitable in size (1600 

statements) for reliable statistical analysis. We compare the truthful and deceptive positive 

reviews on NER, LIWC, and speciteller. To assess the generalizability of the findings, we 

evaluate the results of negative and positive reviews separately. A machine learning head-to-

head comparison between the complete LIWC and the named entity approach is available in 

the online supplementary material at https://osf.io/2qjs4/. 

Materials and Methods 
The named entity extraction code (python), the analysis code (R), and the data used in the 

current investigation are available at https://osf.io/2qjs4/. 

Dataset 

The dataset consists of 1600 positive and negative, truthful and deceptive reviews on 20 hotels 

in Chicago. Ott et al. (2011) provided the first publicly available opinion spam dataset 

containing 800 gold-standard positive hotel reviews. Truthful data were gathered by selecting 

reviews of the 20 most popular hotels in the Chicago area listed on TripAdvisor in 2011. The 

selection criteria for each review were that i) its author has published an opinion on 

TripAdvisor before, ii) it was written in the English language and iii) it was a five-star review 

with a minimum length of 150 characters. The authors selected 400 reviews (Mlength = 123.63, 

SDlength = 68.33) of equal length distributed evenly on the 20 hotels, resulting in 20 reviews for 

each hotel. Deceptive hotel reviews were obtained via Amazon Mechanical Turk. Four hundred 

reviews (Mlength = 116.24, SDlength = 61.69) were collected by instructing participants to review 

the hotel realistically and positively from a customer's perspective (i.e., to write a fake positive 

review).   

The 2011 dataset was extended by adding 800 negative hotel reviews about the same 

hotels (Ott et al., 2013). The procedure was identical to Ott et al. (2011). Contrary to the 

positive reviews, participants were instructed to write a fake negative review about a 

competitor’s hotel (Mlength = 178.16, SDlength = 93.60). Genuine negative reviews (Mlength = 

179.49, SDlength = 100.57) were 1- or 2-star rated reviews collected from six hotel review 

websites (Expedia, Hotels.com, Orbitz, Priceline, TripAdvisor, Yelp).  

Named Entity Recognition (NER) 

We operationalize the occurrence of named entities recognized with spaCy's named entity 

recognizer. spaCy is an open-source library providing natural language processing tools for the 
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python programming language (Version 1.3.0, Honnibal, 2016). Evaluation research showed 

that spaCy's NER tool performs second best among four well-established open-source NER 

tools regarding accuracy and that it is the fastest in processing speed (Jiang, Banchs, & Li, 

2016).   

spaCy's NER tool extracts named entities in eighteen categories: persons, nationalities 

or religious groups, facilities, organizations, geopolitical entities, locations, products, events, 

works of art, law documents, languages, dates, times, percentages, money, quantities, ordinals, 

and cardinals (see Jiang et al., 2016). spaCy utilizes a set of well-established entity recognition 

models that are based on statistical learning methods to identify named entities in texts. The 

technical details and statistical models of the NER algorithm are beyond the scope of this paper, 

but the source-code can be consulted via https://github.com/explosion/spaCy. 

All categories fit conceptually with the notion that i) they are specific and therefore 

potentially checkable, and ii) that deceivers might be more inclined than truth-tellers to avoid 

mentioning them. The proportion of named entities is obtained by adding the number of unique 

occurrences (i.e., counting a recurring entity only once per statement) of named entities divided 

by the overall word count per hotel review. Since verbal content-based scoring tools (RM and 

CBCA) do typically not include repetitions of details, we use the proportion of unique named 

entities as the primary dependent variable for information specificity.  

Since spaCy’s NER is a rather new open-source tool, we compare it to a second, often-

used NER system, namely the Stanford Named Entity Recognizer (Stanford NER, Finkel, 

Grenager, & Manning, 2005). Stanford’s NER is a publicly available software tool written in 

Java that is capable of identifying named entities of the seven categories locations, persons, 

organizations, money, percent, date, and time. The technical details of the underlying 

recognition algorithm of Stanford’s NER can be obtained via 

https://nlp.stanford.edu/software/CRF-NER.shtml. The NER evaluation paper by Jiang et al. 

(Jiang et al., 2016) concluded that Stanford’s NER is the most accurate overall. Thus, we test 

our key hypothesis with the two NER systems that were best evaluated regarding speed and 

accuracy.  Box 1 shows an annotated example of reviews high and low in information 

specificity using both spaCy’s as well as Stanford’s NER system. 
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Box 1. Annotated example with the spaCy NER system of a truthful and a deceptive positive review of the same 
hotel (excerpt). 

Truthful (high frequency of named entities) Deceptive (low frequency of named entities) 

 

Spacy’s named entity recognizer 

We stayed at the Hard Rock on January 27th, 2009 [DATE] 
for $125/night [MONEY]. It is located on Michigan Ave 

[PERSON]a, just two [CARDINAL] blocks from the Mag 
Mile, two [CARDINAL] blocks from Millenium Park 

[PERSON], and five [CARDINAL] blocks from the 

Chicago Art Institute [ORGANIZATION]. 

My husband and I recently stayed at the Hard Rock Hotel 
Chicago [GPE] and we can't wait to go back! The hotel is 

located in downtown Chicago [GPE] and seems to be at the 

heart of the city, we were close to everything. The Hard Rock 
Hotel is forty [CARDINAL] stories high and the view from 

our room was simply breathtaking. [...] 

 

Stanford’s named entity recognizer 

We stayed at the Hard Rock on January 27th [DATE], 2009 

[DATE] for $125/night [MONEY]. It is located on 

Michigan [LOCATION] Ave, just two blocks from the 

Mag Mile, two blocks from Millenium Park 

[LOCATION], and five blocks from the Chicago Art 

Institute [ORGANIZATION]. […] 

My husband and I recently stayed at the Hard Rock Hotel 

Chicago [ORGANIZATION] and we can’t wait to go back! 

The hotel is located in downtown Chicago [LOCATION] and 

seems to be at the heart of the city, we were close to everything. 

The Hard Rock Hotel is forty stories high and the view from 

our room was simply breathtaking. […] 

Note. Recognized named entities are underlined and their category labels are bold in [brackets]. Non-recognized named 

entities are in italics. aNote the misclassification of “Michigan Ave” (should be a [GPE]) as a [PERSON] (see Discussion). 

 

Sentence Specificity 

Two sentences can convey the same content but might vary in the specificity that these 

propositions are embedded in. This observation led to the development of speciteller (Li & 

Nenkova, 2015), a machine learning-based classifier written in python that gives the specificity 

of a sentence ranging from 0 (lowest) to 1 (highest). Li and Nenkova (2015) had five 

independent annotators code a sample of 885 sentences from the Wall Street Journal, New 

York Times, and Associated Press. This annotation was used to build a classifier with shallow 

surface features (e.g., the number of words, estimated number of named entities) and dictionary 

features (e.g., subjective words, concreteness). 

Using machine learning techniques (supervised logistic regression, semi-supervised 

and co-training classification), they derived a final classifier released under the name 

speciteller. We calculated the sentence specificity for each sentence per hotel review and 

divided the sum of the sentence specificity by the number of sentences per hotel review. We 

used the NLTK sentence boundary detector to split the reviews into sentences (Bird, 2006). 

The resulting variable is referred to as average sentence specificity. 
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Linguistic Inquiry and Word Count (LIWC) 

Previous research proposed that word categories offered by LIWC might function as a proxy 

of classic RM variables (Bond & Lee, 2005). Specifically, the richness of detail was modeled 

with the LIWC categories 'perceptual processes', 'space references' and 'time references' and 

was shown to be acceptable for modeling individual RM scoring. With a logistic regression 

classifier that method yielded a sensitivity of 71.1% and a specificity of 64.5%, thereby 

performing well above chance level and outperforming human lie detectors. In the current 

study, we use the LIWC to model richness in detail by summing the proportions of words 

belonging to the categories percept (= perceptual processes; incl. the sub-categories see, hear, 

and feel; e.g., saw, touch, heard), space (= spatial references; e.g., down, in), and time (= 

temporal references; e.g., until, end; Bond & Lee, 2005). The sum of proportions of these three 

categories is henceforth referred to as LIWC richness of detail. 

Results 

Analytical Plan 

The statistical analysis consists of three separate 2 (Valence: negative vs. positive) by 2 

(Veracity: deceptive vs. truthful) between-subjects ANOVAs on (i) the proportion of named 

entities, (ii) the speciteller average sentence specificity, and (iii) the LIWC richness of detail. 

We use Cohen's f to denote the magnitude of effects for the statistical tests (with 0.10, 0.25, 

and 0.40 for a small, moderate, and substantial effect, respectively, Cohen, 1988). A significant 

main effect of Veracity would support our hypothesis. To assess the diagnostic accuracy of the 

single variables and to compare variables with each other, we conduct Receiver Operating 

Characteristics (ROC) analysis. 

Main Analysis 

Proportion of Named Entities 

Using the spaCy NER system, the 2 (Veracity: deceptive vs. truthful) by 2 (Valence: positive 

vs. negative) ANOVA on the proportion of unique named entities revealed the predicted 

significant main effect of Veracity, F(1, 1596) = 137.95, p < .001, f = 0.29. There was also a 

significant main effect of Valence, F(1, 1596) = 97.44, p < .001, f = 0.25, and a significant 

Veracity*Valence interaction, F(1, 1596) = 4.65, p = .031, f = 0.05. The interaction revealed 

that the difference in the proportion of unique named entities between truthful and deceptive 
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hotel reviews was stronger for positive, F(1, 798) = 75.64, p < .001, f = 0.31, than for negative 

reviews, F(1, 798) = 63.63, p < .001,  f = 0.28 (Table 1). 

Using Stanford’s NER system, the 2 (Veracity: deceptive vs. truthful) by 2 (Valence: 

positive vs. negative) ANOVA on the proportion of unique named entities revealed the 

predicted   significant main effect of Veracity, F(1, 1596) = 15.15, p < .001, f = 0.10. There 

was also a significant main effect of Valence, F(1, 1596) = 187.41, p < .001, f = 0.34; and a 

significant Veracity*Valence interaction, F(1, 1596) = 7.73, p = .003, f = 0.07. The interaction 

showed that the truthful-deceptive difference in the proportion of unique named entities 

between was only significant for positive, F(1, 798) = 16.02, p < .001, f = 0.14, but not for 

negative reviews, F(1, 798) = 1.01, p = .314,  f = 0.04 (Table 1). 

 

Average Sentence Specificity 

The 2 (Veracity: deceptive vs. truthful) by 2 (Valence: positive vs. negative) ANOVA on the 

average sentence specificity revealed a significant main effect of Veracity, F(1, 1596) = 32.44, 

p < .001, f = 0.14. There was no significant main effect of Valence, F(1, 1596) = 1.37, p = .243, 

f = 0.03; nor was there a significant Veracity*Valence interaction, F(1, 1596) = 0.08, p = .771, 

f = 0.01 (Table 1).  

 

LIWC: Richness of Detail 

The 2 (Veracity: deceptive vs. truthful) by 2 (Valence: positive vs. negative) ANOVA on 

LIWC richness of detail revealed a significant main effect of Veracity, F(1, 1596) = 7.32, p = 

.007, f = 0.07. There was no significant main effect of Valence, F(1, 1596) = 2.36, p = .124, f 

= 0.04. The significant Veracity*Valence interaction, F(1, 1596) = 5.93, p = .015, f = 0.06, 

indicated that the difference between truthful and deceptive hotel reviews was significant for 

positive reviews, F(1, 798) = 12.85, p < .001, f = 0.13, but not for negative reviews, F(1, 798) 

= 0.04, p = .846, f = 0.01 (Table 1). 
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Table 1. Means (SDs), effect size and AUC for the dependent variables per valence and veracity. 
 Positive hotel reviews Negative hotel reviews 
 M 

Truthful 
(SD) 

M 
Deceptive 

(SD) 

f AUC 
[95% CI] 

M 
Truthful 

(SD) 

M 
Deceptive 

(SD) 

f AUC 
[95% CI] 

% unique 
named entities 
(spaCy) 
 

4.14 
(2.36) 

2.87 
(1.73) 

0.30 0.67 [0.63 - 
0.71] 

3.04 
(1.77) 

2.17 (1.31) 0.28 0.65 [0.61 - 
0.69] 

% unique 
named entities 
(Stanford) 
 

2.39 
(1.79) 

1.93 
(1.40) 

0.14 0.57 [0.52 – 
0.61] 

1.26 
(1.15) 

1.18 (0.98) 0.04
ns 

0.51 [0.47 – 
0.55] 

Sentence 
specificity  
 

19.11 
(16.06) 

15.03 
(12.92) 

0.14 0.59 [0.55 - 
0.63] 

19.71 
(13.30) 

16.02 
(11.98) 

0.15 0.60 [0.56 - 
0.64] 

Detailedness 
(LIWC) 

18.48 
(4.17) 

17.43 
(4.09) 

0.13 0.57 [0.53 - 
0.61] 

18.29 
(4.03) 

18.24 (4.01) 0.01
ns 

0.50 [0.46 - 
0.54] 

 Note. ns = non-significant at p < .05. 
 

Receiver Operating Characteristics 

As a measure of the diagnostic efficiency of the dependent variables, we calculated the area 

under the curve (AUC). The AUC is the surface area under the graph resulting from plotting 

the sensitivity (i.e., the true positives) against 1 minus the sensitivity (i.e., the true negatives) 

for all observed criterion values (i.e., the dependent variables: named entities, average sentence 

specificity, LIWC richness of detail; National Research Council, 2003). Theoretically, the 

AUC can assume values between 0 and 1, whereby a value of 0.50 represents random 

classification accuracy. The closer the AUC is to 1, the better the discriminatory power of the 

criterion. All ROC calculations were conducted with the pROC R package (Robin et al., 2011). 

In contrast to performance metrics such as accuracy, recall, and precision, the AUC does not 

require a specific (often arbitrary) cut-off value to classify a statement as truthful or deceptive. 

Rather it represents the diagnostic power of a criterion variable across all possible cut-off 

values (i.e., how good are named entities, for example, in telling truthful from false hotel 

reviews in general) 

The AUC for the proportion of unique named entities, irrespective of the reviews' 

valence, was 0.66 [95% CI: 0.63 - 0.68] with spaCy’s NER system, and 0.54 [0.51 - 0.56] with 

Stanford’s NER system (Table 1). For the average sentence specificity, the AUC was 0.60 

[0.57 - 0.62], and for the LIWC richness of detail, the AUC was 0.53 [0.51 - 0.56]. To test 

whether the criteria differed in their diagnostic efficiency, we used Venktraman's AUC 

comparison test (Venkatraman, 2000). The AUC for the proportion of unique named entities 

with spaCy’s named entity recognition outperformed that of Stanford’s named entity 
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recognition, E = 149630, bootstraps = 2000, p < .001. Since the NER with the spaCy software 

seems superior for deception detection than Stanford’s NER, the remainder of the analysis 

focuses on the results obtained with spaCy. The AUC for the proportion of unique named 

entities was significantly larger than that of the average sentence specificity, E = 82970, 

bootstraps = 2000, p < .001; and larger than that of the LIWC richness of detail, E = 159860, 

bootstraps = 2000, p < .001. Lastly, the AUC for the average sentence specificity was 

significantly larger than that of the LIWC richness of detail, E = 80878, bootstraps = 2000, p 

< .001. 

Exploratory Analyses 

Verifiable Named Entities 

Although all eighteen named entity categories are related to the notion of the richness and 

verifiability of detail, some categories (e.g., persons, locations, times) may fit these theoretical 

lines better than others (e.g., works of art, language references). To explore that idea, we 

selected only those named entities that could, in principle, lead to a verifiability of the given 

information. That is, we calculated the proportion of unique named entities referring to persons, 

facilities, geopolitical entities, locations, organizations, events, dates, times, money. We found 

a significant main effect of Veracity, F(1, 1596) = 72.11, p < .001, f = 0.21; a significant main 

effect of Valence, F(1, 1596) = 155.11, p < .001, f = 0.31; and a significant Veracity*Valence 

interaction, F(1, 1596) = 13.25, p < .001, f = 0.09. The interaction revealed that the difference 

between truthful reviews was more pronounced for positive reviews (Mtruthful = 3.33, SDtruthful 

= 2.10; Mdeceptive = 2.37, SDdeceptive = 1.56), F(1, 798) = 53.01, p < .001, f = 0.26, than for 

negative reviews (Mtruthful = 2.06, SDtruthful = 1.33; Mdeceptive = 1.68, SDdeceptive = 1.11), F(1, 798) 

= 19.24, p < .001, f = 0.16. Compared to the results of the overall proportion of named entities, 

we conclude that using only "verifiable" named entities did not increase the deceptive-truthful 

difference. 

 

Most Frequent Named Entities 

Since many named entities do occur only rarely in the hotel reviews (Table 3), we also 

calculated the proportion of unique named entities that occurred in at least 10% of the reviews. 

This selection resulted in the inclusion of persons, facilities, dates, times, money, ordinals, and 

cardinals. The analysis revealed a significant main effect of Veracity, F(1, 1596) = 219.44, p 

< .001, f = 0.37, and a significant Veracity*Valence interaction, F(1, 1596) = 9.80, p = .002, f 

= 0.08. The main effect of Valence was not significant, F(1, 1596) = 3.57, p = .059, f = 0.05. 
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The interaction indicated that the difference between truthful reviews was more pronounced 

for positive reviews (Mtruthful = 2.48, SDtruthful = 1.85; Mdeceptive = 1.22, SDdeceptive = 1.17; f = 

0.46), F(1, 798) = 132.05, p < .001, f = 0.41) than for negative reviews (Mtruthful = 2.13, SDtruthful 

= 1.42; Mdeceptive = 1.31, SDdeceptive = 1.02), F(1, 798) = 87.41, p < .001, f = 0.33). Table 2 shows 

the descriptive statistics for each named entity category as well as the f effect sizes for the 

Veracity main effect. These results suggest that dates, references to money, and the occurrence 

of ordinals and cardinals (highlighted in bold in Table 2), were consistently significant 

predictors of a review's veracity. 

 

Other LIWC Categories 

Although the LIWC category selection was based on previous research (Bond & Lee, 2005), 

the three categories 'percept', 'space', and 'time' represent only a subset of all LIWC categories. 

Table 3 shows those LIWC categories that resulted in significant truthful-deceptive differences 

(see the nline supplementary material on the Open Science Framework for all 92 categories). 

These findings show that punctuation was more pronounced in truthful than in deceptive 

reviews (see also Ott et al., 2011). Deceptive reviews also contained more function words, 

more pronouns overall, more personal pronouns, more first-person pronouns, and more verbs 

than truthful statements. Interestingly, the inclusion of numbers was bigger in truthful than in 

deceptive statements, which corroborates the findings for ordinals and cardinals as named 

entities. 
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Table 2. Descriptive statistics of the proportion unique named entities (M, SD) per Veracity and Valence. 
Named entity 

category 
Example f 

Positive Negative 
Sparsity 

Truthful Deceptive f Truthful Deceptive f 
Persons (spaCy) "Janice" 0.16* 54.98 

(90.40) 
25.08 

(53.35) 
0.20* 19.78 

(39.48) 
13.34 

(32.70) 
0.09 72.44 

Persons 
(Stanford) 

“Peter” 0.13* 16.24 
(46.70) 

7.29 
(25.76) 

0.12* 7.92 
(22.07) 

2.12 
(11.78) 

0.16* 89.38 

Nationalities "Egyptian" 0.03 5.83 
(26.89) 

4.42 
(20.88) 

0.03 2.99 
(15.47) 

2.00 
(11.89) 

0.04 94.75 

Facilities "North Bridge" 0.04 16.22 
(41.88) 

9.84 
(29.10) 

0.09 5.06 
(17.50) 

6.44 
(23.84) 

0.03 88.06 

Organizations 
(spaCy) 

"McDonald's" 0.06 79.11 
(96.77) 

70.22 
(95.85) 

0.05 48.18 
(65.74) 

39.09 
(53.37) 

0.08 48.25 

Organizations 
(Stanford) 

“Hard Rock 
Hotel Chicago” 

-0.07 70.62 
(88.63) 

75.82 
(81.51) 

-0.03 34.42 
(60.11) 

48.63 
(53.59) 

-0.12* 47.00 

Geopolitical 
entities 

"Chicago" -0.11* 59.97 
(71.64) 

77.44 
(74.52) 

0.12* 27.87 
(44.41) 

37.87 
(51.53) 

0.10 46.50 

Locations 
(spaCy) 

"Caribbean" 0.06 13.72 
(42.67) 

8.42 
(29.20) 

0.07 4.45 
(21.29) 

2.83 
(15.70) 

0.04 91.88 

Locations 
(Stanford) 

“Michigan” -0.04 84.10 
(86.02) 

88.14 
(85.99) 

-0.02 28.54 
(55.47) 

38.46 
(63.97) 

-0.06 41.00 

Products "Diesel Ford 
Excursion" 

0.05 0.96 
(7.43) 

0.14 
(2.89) 

0.07 0.57 
(7.20) 

0.26 
(5.15) 

0.02 99.25 

Events "New Years" 0.08* 1.90 
(12.90) 

0.46 
(4.34) 

0.07 1.52 
(12.28) 

0.00 
(0.00) 

0.09 98.63 

Works of art "The 
Magnificent 
Mile" 

0.02 2.27 
(15.15) 

1.15 
(10.94) 

0.04 1.07 
(8.53) 

1.25 
(9.51) 

0.01 98.06 

Documents of 
law 

"21st century 
standards" 

0.01 0.10 
(1.98) 

0.09 
(1.74) 

0.00 0.19 
(2.35) 

0.31 
(4.36) 

0.01 99.56 

Language "English" 0.03 0.25 
(4.95) 

0.00 
(0.00) 

0.04 0.24 
(3.44) 

0.11 
(2.22) 

0.02 99.75 

Date (spaCy) "recent week" 0.14* 51.00 
(76.94) 

32.14 
(59.33) 

0.17* 46.70 
(62.24) 

30.43 
(45.55) 

0.15* 59.94 

Date (Stanford) “January” 0.13* 24.66 
(54.51) 

11.96 
(37.21) 

0.14* 14.00 
(35.15) 

7.55 
(22.69) 

0.11 83.40 

Time (spaCy) "7:30 in the 
morning" 

0.09* 27.10 
(52.49) 

11.73 
(31.47) 

0.18* 30.63 
(46.13) 

30.01 
(47.40) 

0.01 70.19 

Time (Stanford) “4:30 in the 
morning” 

0.08* 6.62 
(22.97) 

2.75 
(14.55) 

0.10 8.59 
(22.13) 

5.74 
(19.13) 

0.07 90.38 

Percent (spaCy) "100%" 0.04 0.94 
(10.96) 

0.40 
(4.70) 

0.03 1.20 
(10.14) 

0.49 
(5.35) 

0.04 98.81 

Percent 
(Stanford) 
 

“100%” 
 

0.03 0.67 
(10.06) 

0.53 
(5.33) 

0.01 0.85 
(7.24) 

0.06 
(1.13) 

0.08 99.13 

Money (spaCy) "$15" 0.23* 28.56 
(65.43) 

2.13 
(13.88) 

0.28* 22.20 
(47.83) 

8.35 
(28.63) 

0.18* 84.13 

Money 
(Stanford) 

$100 *0.22 29.27 
(66.53) 

2.17 
(14.06) 

0.28* 21.49 
(47.34) 

9.19 
(30.16) 

0.16* 84.06 

Quantity "13 inch" 0.01 1.22 
(8.28) 

2.22 
(13.64) 

0.04 3.17 
(14.13) 

1.47 
(10.38) 

0.07 96.56 

Ordinal "first" 0.13* 20.74 
(43.49) 

9.93 
(30.12) 

0.14* 21.02 
(41.26) 

12.66 
(28.62) 

0.12* 78.75 

Cardinal "one" 0.20* 49.49 
(77.47) 

31.38 
(66.21) 

0.13* 67.49 
(86.82) 

29.72 
(47.70) 

0.27* 58.00 

Note. Means and SDs are multiplied by 100 for interpretability. * = significant main effect of Veracity at p < .003 (Bonferroni-
corrected: 0.05/25 comparisons = 0.002). Sparsity = % of zero counts. Negative f-values indicate larger values for deceptive 
than for truthful hotel reviews. 
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Table 3. Means (SDs) and effect sizes (per veracity and valence) for LIWC categories with significant veracity 
effects. 

LIWC 

category 
Explanation f 

Positive Negative 

Truthful Deceptive f Truthful Deceptive f 
Analytic analytical 

thinking 

0.15 77.33 

(17.17) 

70.56 

(20.25) 

0.18 69.99 

(17.58) 

65.66 

(18.83) 

0.12 

Dic dictionary words 0.23 87.86 

(4.62) 

89.49 

(4.31) 

0.20 87.97 

(3.77) 

89.87 

(3.35) 

0.27 

function total function 

words 

0.26 51.09 

(5.62) 

53.61 

(4.84) 

0.24 54.02 

(4.42) 

56.40 

(3.88) 

0.29 

pronoun total pronouns 0.26 9.46 

(3.64) 

11.85 

(3.92) 

0.31 11.72 

(3.69) 

13.11 

(3.50) 

0.19 

ppron personal 

pronouns 

0.28 5.98 

(2.89) 

8.13 

(3.34) 

0.34 7.53 

(3.19) 

8.86 

(3.06) 

0.21 

i 1st person 

singular (e.g., I, 

mine) 

0.36 2.51 

(2.33) 

4.86 

(3.27) 

0.41 3.28 

(2.56) 

4.98 

(3.13) 

0.30 

verb common verbs 0.20 13.82 

(3.44) 

15.08 

(3.44) 

0.18 15.61 

(3.02) 

16.93 

(2.87) 

0.22 

number number (e.g., 

thousand, 

second) 

0.29 1.85 

(1.82) 

0.92 

(1.09) 

0.31 2.16 

(1.57) 

1.43 

(1.12) 

0.27 

AllPunc all punctuation 0.37 15.97 

(5.91) 

12.39 

(3.58) 

0.37 15.60 

(5.38) 

12.25 

(3.63) 

0.37 

Period periods 0.24 7.53 

(3.56) 

6.14 

(2.34) 

0.23 7.07 

(3.44) 

5.71 

(1.62) 

0.25 

Dash dashes 0.18 0.88 

(1.49) 

0.44 

(0.84) 

0.18 0.92 

(1.51) 

0.48 

(0.87) 

0.18 

Parenth pairs of 

parentheses 

0.27 0.84 

(1.38) 

0.21 

(0.71) 

0.29 0.79 

(1.28) 

0.27 

(0.67) 

0.25 

OtherP other punctuation 0.30 0.70 

(1.23) 

0.11 

(0.44) 

0.32 0.52 

(0.89) 

0.14 

(0.40) 

0.28 

Note. The reported effect sizes are significant at the Bonferroni-corrected alpha level of 0.05/92 = 0.0005. 

 

Discussion 
The current investigation set out to examine how named entities can be used to synthesize 

verbal deception theory with a computer-automated computational linguistics approach. 

Specifically, we assessed how named entities differentiated between deceptive and truthful 

hotel reviews. The use of named entities was motivated by the theoretical principles that 

truthful statements are richer in detail, contain more contextual embeddings and more 

verifiable information. The aim for a computational operationalization of these theoretical lines 

was motivated by the need for empirically-validated and scalable methods for purposes such 

as airport security settings. It was predicted that truthful statements would contain more 

references to specific information than false statements. Based upon these predictions, we used 

two named entity recognition tools to operationalize this prediction and to discriminate truthful 

from deceptive hotel reviews. 
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Named Entities for Verbal Deception Detection 

The results indicate support for our central hypothesis that there are more named entities in 

truthful than in deceptive hotel reviews. In addition, by not relying on fixed lexicons, the named 

entity recognition approach is better capable of identifying unseen (groups of) words than the 

LIWC. Named entity recognition also offers the categories that resemble the concept of 

richness and verifiability of detail and contextual embeddings. We tested our central hypothesis 

with two named entity recognition systems (spaCy and Stanford). Indeed, named entities 

performed better in discriminating truthful from deceptive hotel reviews than the LIWC 

richness of detail. However, this key finding was moderated by the choice of named entity 

recognition system: using spaCy we found strong support for our hypothesis and, furthermore, 

our results suggest that named entities were also better predictors than the average sentence 

specificity. This discrepancy might be due to the domain for which the speciteller tool was 

created, namely the specificity of news headlines. It might be that the speciteller approach is 

applicable for deception detection but simply did not include the principal dynamics of verbal 

deception theory. The expected effect of named entities extracted with Stanford’s NER system 

was smaller than with spaCy. That difference can be explained by the number of named entity 

categories of both tools. spaCy extracts named entities of 18 categories, whereas Stanford’s 

tool only provides seven categories. More specifically, Stanford's NER system is primarily 

built for the identification of persons, organizations, and locations 

(https://nlp.stanford.edu/software/CRF-NER.shtml). Consequently, more named entities will 

be extracted with spaCy than with Stanford's tool. For example, among the best individual 

named entity categories in the present study were cardinals and ordinals which Stanford's tool 

does not recognize. Moreover, Stanford's tool recognized fewer named entities than spaCy (see 

Online Supplementary Material) and those entities that Stanford's tool did detect were 

classified differently than with spaCy. For example, “January 27th, 2009” was recognized as 

one date entity with spaCy but as two date entities ("27th January", "2009") with Stanford's 

tool. The latter capitalizes the named entities so that even mere mentions of a date appear as 

two distinct pieces of concrete information. Although this is not a drawback of Stanford's tool 

in general and does not diminish the accuracy of either tool, the chunking of, for example, date 

entities in spaCy’s tool appeared in this investigation to be more suitable for deception 

detection. 

From a theoretical perspective, the more restrictive count of spaCy’s named entity 

recognition “rewards” uniquely added information. The capitalizing count of Stanford’s named 
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entity recognition might benefit deceptive statements and the deceiver more since it 

overestimates the unique information provided through named entities. In general, the 

comparison of the two systems suggests i) that both yielded similar results albeit of larger 

magnitude with spaCy’s NER, ii) that a higher number of entity categories is preferable to a 

smaller one, and iii) that a more restrictive identification and chunking of named entities is 

better suited for deception detection than a liberal, potentially over-capitalizing one. 

Exploratory analyses revealed that excluding sparse named entities increased the 

difference between truthful and deceptive reviews. The results corroborate the key role of 

highly specific information and show that some named entities play a more significant role in 

deception than others. The findings for individual categories of named entities reveal that 

truthful statements contained more dates, mentions of money, ordinals, cardinals, and person 

references (esp. when using Stanford’s NER). These indications might open questions for 

future research on the psycholinguistic processes involved in deception (i.e., why are some 

named entities more important than others?) as well as on the accuracy of named entity 

recognition (i.e., how does the accuracy of named entity recognition affect deception 

detection?). Similar to the verifiability notion, deceptive reviews may have been affected by 

the deceiver's dilemma of not including that information that could potentially unmask their 

deceit (see Kleinberg, Nahari, & Verschuere, 2016). One would further expect person 

references and location references to be related to the verifiability notion. The findings partly 

support this for overall deceptive/truthful reviews and positive reviews, but not for negative 

ones. References to persons and dates are aligned with the deceivers' information withholding 

strategy (i.e., avoiding potentially damaging information) but the predictive power of money 

references might be context-specific. It is rather typical to mention amounts of money for hotel 

reviews (e.g., for the good room price, the expensive cocktail) but less typical in other contexts 

(e.g., false testimonies).  

Finally, classifiers based on n-grams (i.e., the occurrence of frequent n-word units; e.g., 

‘We met’, ‘met yesterday’, ‘yesterday at’, are examples of bi-grams) were shown to achieve 

among the highest classification accuracies on the hotel review dataset (Ott et al., 2013). While 

the n-gram classifiers were purely data-driven, it would be interesting to explore possible 

psychological dynamics underlying its successful classification. For instance, it could be that 

the predictive power of n-gram analyses might be driven by the same mechanism as the named 

entities, that is, that the n-grams that have the most power of differentiating true from false 

reviews are in fact named entities. Therefore, future investigations could use our theoretical 

argument and test whether there is overlap between n-grams and named entities. 
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Named Entities Versus Lexicon Approaches 

The results from this current study allow for a comparison between named entity recognition 

and lexicon-based approaches for verbal deception detection. Both methodological approaches 

provide useful predictors of deception in hotel reviews. Although both pertain to surface 

features of a text, they differ in the core mechanisms through which they analyze the input text. 

The lexicon-based approach uses a database of words belonging to different categories (e.g., 

'perceptual processes'). All tokens (i.e., words and punctuation) in the text are allocated to the 

predefined categories, counted, and then standardized for document length. Named entity 

recognition, on the other hand, does not rely on lexicons but is primarily built on machine 

learning classifiers. Just as for the lexicon, tokens are allocated into named entity categories. 

However, rather than comparing each word with a database, the algorithm decides 

probabilistically for previously unseen tokens to which category they belong (i.e., "Janice" is 

most likely a person although “Janice” was never presented to the NER algorithm in a learning 

phase). Both approaches have advantages and limitations. While the lexicon approach 

identifies 100% of the words that are in the connected database, it will fail to categorize any 

word that is not in the database. Therefore, it is highly sensitive to unseen words. Named entity 

recognition is flexible towards unseen words because it is based on rules that determine the 

probability of a word belonging to a class. However, this implies some misclassifications (e.g., 

a person identified as a location) and non-classifications (e.g., a person not classified at all).  

This investigation indicates that named entities can grasp some concepts better than 

lexicon approaches. For example, both the LIWC and the named entities include the category 

"money". Where the LIWC identifies words related to money (e.g., "budget", "cash", 

"underpaid"), the named entity recognition captures more direct references to money (e.g., 

"$15", "$69/per", "$240.43"). The latter has been shown to be a better predictor than the LIWC 

category. Similarly, the named entity recognition provides a distinction between ordinals (e.g., 

"second", "sixth") and cardinals (e.g., 8, 5, two), which are subsumed under the 'number' 

category in the LIWC. The latter might obscure the nuances in the occurrence of references to 

numbers (i.e., here it seems to be driven by cardinals). The current investigation might function 

as an impetus towards the integration of named entities and lexicons in automatic verbal 

deception detection. Named entities seem to be a valuable addition to existing lexicon 

approaches.  
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Limitations 

Communication Context and Discourse 

Although the data support the proposed use of named entities, certain shortcomings merit 

attention. The findings obtained here might be unique to the domain of hotel reviews. For 

example, deception detection could be more domain-dependent than previously assumed. That 

is, results found in area A (e.g., criminal intentions) do not necessarily apply to area B (e.g., 

lying about political preferences; see Mihalcea & Strapparava, 2009). It is important to 

acknowledge the question of the discourse. Communication in general, and deceptive 

communication specifically, can occur on diverse topics (e.g., attitudes, testimonies, opinions), 

in diverse formats (e.g., free narrative, interrogation, computer-mediated communication), on 

diverse temporal dimensions (e.g., present, past, future events), in different production modes 

(e.g., spoken, hand-written, typed), and in various lengths (e.g., essays, brief reviews, yes/no 

answers), to name but a few (Hauch et al., 2015). One deception theory that appreciates the 

role of context is Levine’s Truth-Default-Theory (TDT, Levine, 2014). According to TDT 

knowing the communication context is often a precondition for deception detection since it 

offers baselines of similar situations against which a verbal account can be compared. For 

example, the occurrence of money references is rather typical in hotel reviews but less common 

in opinions about abortion or the death penalty. Consequently, the discourse and context of 

verbal accounts might be one of the key moderators of deception detection models. 

Contrary to approaches that rely on data-driven insights rather than theory-led analysis, 

we tried to stay close to the theoretical lines of content-based analysis tools. Moreover, we 

adopted the deceivers' dilemma put forward by Nahari et al., (2014) and incorporated named 

entities for the reason that they are likely to mirror the concept of richness and verifiability of 

detail as well as contextual embeddings. Psychological processes such as the specificity of a 

memory trace and the strategic avoidance of potentially verifiable information (i.e., for 

deceivers), might contribute to the generalizability of the current findings. Consequently, we 

would expect to find more named entities in truthful than in false statements in various other 

contexts as well. For example, the richness of detail was a valid predictor of veracity for 

children as well as adults, for victims as well as perpetrators, and for real sex crimes as well as 

innocuous laboratory games (Vrij, 2014). In the current investigation, we found that they 

generalize to hotel reviews. Future research would need to further assess domain-specificity. 
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Accuracy of Named Entity Recognition Systems 

Despite the speed and reliability of the named entity operationalization, it is not perfect. The 

example in Box 1 hints at inaccuracies in the named entity recognition system: some entities 

are misclassified (e.g., an organization is classified as a person) and other entities are not 

recognized at all. Previous research found that NER accuracy is highly dependent on the 

category (Jiang et al., 2016). When evaluating four widely-used named entity recognition tools 

on the identification accuracies for persons, organizations, and locations, they found that 

spaCy's NER performs well in identifying persons (recall: 73.25%; precision: 72.86%) but 

poorly for organizations (recall: 28.73%; precision: 33.46%). The latter implies that 

organizations are often misclassified or not recognized. A way to address the accuracy problem 

is to further train NER systems in a supervised machine learning task. Although higher NER 

accuracy is desirable, we believe that this has not affected the predictive power of information 

specificity because truthful and deceptive reviews were examined with the same (in)accurate 

NER system. In fact, our data support the notion that accuracy is less important than the number 

of named entity categories. When we used Stanford’s NER system, the named entities were 

not as a good a veracity predictor as with spaCy. Future research could explore the role of an 

increased accuracy on concepts such as the information specificity. 

Other Psycholinguistic Cues to Deception 

The broad application of richness of detail, contextual embeddings and the verifiability of 

details aside, these are only some variables that content-based analysis tools use to differentiate 

between truthful and deceptive statements. For example, the plausibility of a statement is often 

found to be a valid discriminator between truthful and false statements (e.g., Leal, Vrij, 

Warmelink, Vernham, & Fisher, 2015). However, automated approaches are not easily applied 

to semantic constructs like the plausibility or logical structure of a statement. Arguably, these 

concepts would need to be modeled differently with more advanced word representations such 

as word embeddings. Word embeddings represent words as real vectors in a dense and low-

dimensional vector space and are seen as a suitable method for measuring semantic 

relationships between different words (Fu et al., 2014). Word embeddings learned by artificial 

neural networks seem to be a promising method to capture syntactic and semantic regularities 

in language (Mikolov, Yih, & Zweig, 2013). For an application of these analytical methods to 

deception detection studies, more voluminous datasets are required in the future. 
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Human Versus Computer-Based Deception Detection 

Some general skepticism exists towards automated approaches of verbal deception detection 

(Vrij, 2008). Content-based analysis tools rely heavily on interpretation and context of phrases 

within the statement. Human-coders are in general thought of being better able to grasp the 

meaning of information in context than algorithms do. The argument is that computers fail to 

pick up the subtleties needed for detecting deception in verbal statements. However, this 

criticism warrants relativization. First, accuracy rates of computer-automated detection – 

predominantly through machine learning classification – are equal to or better than those of 

human-coded analysis (Hauch et al., 2015; Masip et al., 2005). Ott et al. (Ott et al., 2013, 2011) 

found human judges to be less accurate than computerized analysis, a finding that the current 

investigation supports. Since the human judges in Ott et al.'s studies were not applying any 

coding strategy (e.g., scoring the plausibility or richness of detail), a direct comparison of 

trained human annotation and automated analysis is needed to examine the human vs. machine 

issue. Second, the current investigation, as well as the study by Bond and Lee (2005), suggest 

that concepts motivated by content-based tools can indeed be modeled with computational 

methods. Future research in verbal deception detection should further test out the boundaries 

of computer-automated approaches to make this promising strand of deception research more 

applicable. Experimental studies in the future might want to focus on methodological elements 

of the coding procedure (human vs. machine) on dimensions such as the speed of judgments, 

the reliability of assessments, and the applicability of both approaches on a large scale. 

Conclusions 
This study showed that named entities can be used to model variables useful for verbal 

deception detection. Based on verbal deception theory, named entities seem to offer a viable 

addition to the psycholinguistic features used in computer-automated verbal deception 

detection. We encourage others to explore named entities for verbal deception detection further 

and to work on the synthesis of verbal deception detection theory and computational linguistics. 
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Abstract 

Several research lines attempted to tell truthful from deceptive texts by looking at the 

concreteness in language as an indicator of truthfulness. We identified eight different 

operationalizations of concreteness for computer-automated analysis and validated these 

operationalizations on six diverse datasets containing truthful and deceptive texts (about hotel 

reviews, past and future weekend plans, as well as intended flight plans). The results suggest 

that not just the efficacy but also the directionality of concreteness as a cue to deception is 

dependent on the operationalization and the context. A predictive analysis suggests that 

concreteness indices can differentiate between truthful and deceptive statements above the 

chance level and are a worthy path for future research. The importance of conducting multi-

dataset and multi-operationalization investigations in linguistic deception detection research is 

highlighted. 
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Introduction 

Concreteness in deception detection 

In recent years, deceptive language has received considerable attention in the field of 

computational linguistics. Numerous approaches aim to discriminate between truthful and 

deceptive texts, for example by automatically scoring texts on their richness of detail (Bond et 

al., 2017; Bond & Lee, 2005) or the proportion of named entities (Kleinberg, Mozes, Arntz, & 

Verschuere, 2017). Little is known about whether these approaches can be integrated through 

a common, underlying feature that may explain why a text is classified as truthful or deceptive. 

In the current paper, we explore the use of the construct of concreteness as a general feature 

for the discrimination between truthful and deceptive texts. Concreteness is defined as the 

‘degree to which the concept denoted by a word refers to a perceptible entity’ (Brysbaert, 

Warriner, & Kuperman, 2014, p. 904). Notably, the level of concreteness itself has not yet been 

explicitly implemented as a feature for linguistics-based deception detection. However, we 

suspect that measures used in previous research such as specificity (Burgoon & Qin, 2006), the 

richness of detail (Bond & Lee, 2005), and information specificity (Kleinberg, Mozes, et al., 

2017) may have served as proxies of concreteness instead. Drawing on theories of verbal 

deception detection, we explain why the construct may be of particular importance to recognize 

deceptive and truthful language. After that, we compare eight different operationalizations of 

concreteness on six datasets of truthful and deceptive texts. From this investigation, we 

conclude the suitability of concreteness for automatic classification of truthful and deceptive 

texts, in addition to discussing the theoretical implications of our findings for the field in 

general. 

Theoretical rationales for using concreteness for deception detection  

Four theories of deception detection, when viewed together, suggest that concreteness may be 

of importance. The first is Reality Monitoring (Johnson, Bush, & Mitchell, 1998), which 

indicates that truthful memories are obtained through sensory experiences and deceptive 

memories are constructed through cognitive operations. Therefore, it is expected that truthful 

descriptions contain more emotional, perceptual, spatial and temporal details than deceptive 

descriptions. Studies that have used these features to score texts have shown that truthful 

statements are indeed richer in detail (Masip, Sporer, Garrido, & Herrero, 2005). Importantly, 

one could argue that descriptions of actual sensory experiences are more likely to be concrete 

than made-up descriptions arising from cognitive operations.  
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Second, Criteria-based Content Analysis (CBCA) assumes that truthful narratives are 

different from deceptive narratives in their quality and content (Undeutsch, 1989). Among 

several indicators of CBCA (e.g., logical structure, spontaneous corrections, descriptions of 

unexpected complications; see Köhnken, 2004), is the degree to which the narrative is 

embedded in a broader context. Contextual embedding refers to the notion that the description 

of an event is placed within the context of a specific place and time, as well as the extent to 

which the event is related to any relevant personal relationships. Indeed, it has been found that 

truthful accounts contain more contextual embeddings than fabricated accounts (Köhnken, 

2004). Again, it can be argued that contextually embedding an event promotes and requires 

concrete language use.  

The third theoretical line, the Verifiability Approach (Nahari, Vrij, & Fisher, 2014), 

explains that a liar would be inclined to be detailed in his/her statement, yet has to avoid giving 

information that can be verified. That is, liars are confronted with a dilemma; they are aware 

that their narrative needs to be detailed to be believed, but they risk being incriminated if 

specific, testable information they give turns out to be false when checked. For instance, ‘I’m 

meeting Sarah at Starbucks’ would be considered verifiable information, whereas ‘I’m meeting 

someone for a coffee later’ would not. The number of verifiable details has been successfully 

used to discriminate between liars and truth tellers (e.g., Harvey, Vrij, Leal, Lafferty, & Nahari, 

2017; Jupe, Leal, Vrij, & Nahari, 2017). In this line of research, a verifiable detail is considered 

to be any activity that has been i) done with an identifiable person, ii) has been witnessed by 

an identifiable person, or iii) has been recorded by technology. In essence, concrete information 

about specific persons or locations are a vital part of verifiability, and the lack thereof can serve 

as a linguistic feature of deception. 

The fourth theoretical line, known as Construal Level Theory (CLT), describes how 

people represent a situation in the future or past as being close or far away from the self. That 

is, when an event is distant in time, is likely to happen to someone other than the self, or is 

unlikely to happen in the first place (i.e., hypothetical distance), the representation of that event 

will be more abstract (Trope & Liberman, 2010). On the other hand, if a future event is 

psychologically close, it is more likely to be precisely planned out. Such planning typically 

occurs in the form of implementation intentions (Gollwitzer, 1999), which are “if … then ..." 

statements about how, when, and where a goal can be realized. In terms of language, it has 

indeed been found that people speak in abstract “why” descriptions if an event is distant, but 

switch to specific “how” descriptions (reflecting implementation intentions) when an event 

becomes close in psychological distance (Geurts, Granhag, Ask, & Vrij, 2016; Liberman & 
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Trope, 1998; Vallacher & Wegner, 1987). Within the deception detection literature, it has been 

argued that the psychological distance of an event can be translated into verbal cues to 

deception. For instance, if a person is lying about fulfilling a future plan, the event is likely to 

be farther away regarding psychological distance than for a person who is genuinely planning 

to fulfil the plan. Only the latter has made implementation intentions. In other words, the 

genuine future plan (e.g., catching a flight) of a truth-teller is more likely to be concrete than 

that of a liar. Indeed, people who spoke the truth about their intentions have been found to 

speak more about "how", whereas those lying where more likely to speak about "why", 

providing justifications for their intentions instead (Granhag & Mac Giolla, 2014). 

In sum, the four theoretical rationales point toward a prevalent profile: truthful accounts 

are expected to be more specific, concrete and embedded within a situational context, whereas 

deceptive statements are expected to be more abstract and contain less concrete information. 

One way in which this can be explained is that liars are less able to recall concrete details of 

an event and – in the case of the Verifiability Approach – are reluctant to provide specific 

information. The predictions made by this view are henceforth referred to as the truthful 

concreteness hypothesis (more concrete language in truthful accounts). However, contradicting 

predictions – stating that deceptive rather than truthful statements are more concrete – have 

also been made. Researchers hypothesized that deceptive narratives contain fewer markers of 

cognitive complexity than truthful ones, resulting in the deceptive language being more 

concrete (Newman, Pennebaker, Berry, & Richards, 2003). Liars were expected to tell less 

complex stories than truth tellers because much of the cognitive resources are spent on the act 

of lying itself. Here the postulated mechanism is that the additional cognitive load involved in 

lying depletes resources resulting in liars’ use of simpler and hence more concrete language 

than truth-tellers. The authors argue that liars will construct simple narratives with more motion 

verbs (e.g., walk, move, go) because simple, concrete actions represented by motion verbs are 

supposedly easier to describe than evaluations and judgments (e.g., "Usually I take the bus, but 

it was such a nice day"). Indeed, the authors found that liars across five independent samples 

used more motion verbs. Also, liars were found to use fewer third-person pronouns (e.g., she, 

her) than truth-tellers, and instead opted for the more specific nouns (e.g., a woman, my sister) 

and proper names when describing persons (Newman et al., 2003). Moreover, research into 

deceptive intentions found that liars can be overly specific compared to truth-tellers (Kleinberg, 

Toolen, Vrij, Arntz, & Verschuere, 2018). Contrary to the view arising from RM, CBCA, the 

VA, and the CLT, these findings were interpreted concerning liars' overcompensation. The 

authors speculate that liars may have added unrealistically many concrete details to their 
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narrative to appear truthful. We refer to the latter two dynamics as the deceptive concreteness 

hypothesis (more concrete language in deceptive accounts). 

The precise directionality of concreteness concerning deception seems inconclusive. 

However, the several theoretical lines described thus far suggest that the concept of 

concreteness might be at play in truthful and deceptive language. To date, an explicit and 

comprehensive investigation into concreteness as a cue to deception is lacking. With the current 

paper, we aim to address this matter.  

Linguistic indices of concreteness  

Even though concreteness has yet to be explicitly tested as a cue to deceit, concreteness is not 

a new construct in computational linguistics. We discuss three operationalizations of 

concreteness, which later will be of importance to our investigation into the role of the construct 

in deception detection. (1) The linguistic category model (LCM) is used to assess the overall 

concreteness of texts. Within the LCM, five categories of adjectives and verbs are placed on a 

continuum ranging from concrete to abstract (Semin & Fiedler, 1988). Descriptive action verbs 

(e.g., walk, catch, touch) are considered the most concrete, interpretative action verbs (e.g., 

help, cheat, imitate) are considered less concrete, and finally, state verbs (e.g., admire, fear, 

desire) are considered the least concrete. Adjectives are considered more abstract than verbs 

(e.g., charming, peaceful, jealous), and finally, nouns (e.g., athlete, teacher, father) are 

considered the most abstract (see also the motion verb argument by Newman et al., 2003). The 

LCM has been used to assess the concreteness-abstractness continuum of texts written from 

first-person and third-person perspectives (Seih, Beier, & Pennebaker, 2017). Using the LCM 

algorithm, the authors found texts written in third-person to be higher in levels of abstraction 

than those written in the first-person perspective. 

(2) A different operationalization of concreteness is the sum of articles (e.g., a, an, the), 

prepositions (e.g., at, on, in), and quantifiers (e.g., a lot, many) in a text. These words signal 

concreteness because concrete words ‘are associated with more contextualised and detailed 

representations of objects' (Larrimore, Jiang, Larrimore, Markowitz, & Gorski, 2011, p. 23). 

Because articles refer to nouns, prepositions specify relationships between objects and people, 

and quantifiers express degrees of difference between objects, their function may be considered 

in line with the definition above of concreteness. Based on these assumptions, the inverse of 

the sum of the proportion of articles, prepositions, and quantifiers has been used as an 

abstraction index for fraudulent scientific papers (Markowitz & Hancock, 2016). The authors 
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found that fraudulent scientific papers were written more abstractly (i.e., contained fewer 

articles, prepositions, and quantifiers) than non-retracted papers.  

(3) Brysbaert et al. (2014) asked people to rate the degree to which they perceived 

certain words as concrete, resulting in a dataset of concreteness ratings for almost 40,000 words 

based on the ratings from 4,000 participants. Human judges were instructed to rate each word 

on a scale from 1 to 5, with 1 = abstract and 5 = concrete, resulting in a direct measure of 

concreteness and abstraction. Abstract words were defined as referring to a meaning that cannot 

be experienced directly (i.e. the meaning of the word can only be defined by other words). 

Concrete words were defined as those that refer to something in reality, which can be 

experienced through one of the five senses. 

Concreteness in deception  

Some investigations into truthful and deceptive language have examined constructs that 

resemble concreteness. That is, the measures discussed hereafter may have served as potential 

proxies for concreteness within the study of deception detection. The idea of Reality 

Monitoring has been extended, for instance, by including first-person pronouns, second person 

pronouns, and third-person pronouns in addition to sensory details (Zhou, Burgoon, 

Nunamaker, & Twitchell, 2004). These linguistic properties were described as factors as 

constituting a measure of specificity as ‘language that establishes the context of the statement 

and perceptual information given’ (Fuller, 2008, p. 60), a definition that arguably also holds 

for concreteness. The resulting framework (termed the Burgoon-Zhou framework) was used in 

automated analysis of truthful and deceptive language, using pronouns (first, second and third) 

and perceptual processes (seeing, hearing, feeling) to represent the construct of specificity. 

Another automated measure of deception that closely resembles concreteness focuses 

on named entity recognition (Kleinberg, Mozes, et al., 2017). The latter method extracts single 

words or phrases from a text and classifies them as, for example, specific person names, 

organizations and times (e.g., "Sarah," "Starbucks," "3:00 PM"). The specificity of named 

entities might serve as a means to automatically capture the nature of verifiable details (e.g., 

specific names of people or places). Liars, therefore, may be inclined to avoid mentioning such 

named entities. The proportion of named entities was – as expected – higher in truthful than in 

deceptive statements. In a similar vein, a case can be made for the concreteness of specific 

words as a feature of deception. Specific names of persons, organizations, and locations would 

typically refer to a concrete, tangible, or at least perceptible entity (e.g., "Sarah," "Starbucks," 

"New York").  
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Table 1. Linguistic operationalizations of concreteness. 

Operationalization Details 
Concreteness (Brysbaert et al., 2014) Human ratings of abstract (1 = meaning cannot be 

experienced directly) to concrete (5 = refer to something in 
reality) 

Linguistic Category Model (Seih et al., 2017) Scale ranging from concrete to abstract: descriptive action 
verbs, interpretative action verbs, state verbs, adjectives, 
nouns.  

Abstraction (Markowitz & Hancock, 2016) The inverse of the sum of the proportion of articles, 
prepositions, and quantifiers 

Named entities (Kleinberg, Mozes, et al., 2017) Classifying words or phrases into, e.g. specific names, 
organizations or times 

Reality Monitoring (Bond et al., 2017; Bond & Lee, 2005) Increased perceptual, spatial and temporal details, 
decreased cognitive operations 

Linguistic specificity (Zhou et al., 2004) Increased perceptual details, first person pronouns, second 
person pronouns, third person pronouns 

Person index Personal pronouns, proper nouns and person names 
(ranging from abstract to concrete)  

Motion verbs (Newman et al., 2003) Concrete, simple motion verbs (i.e. concrete) versus 
complex evaluations and judgments (i.e. abstract) 

 

The current study 

Reality Monitoring, Criteria-based Content Analysis, the Verifiability Approach and the 

Construal Level Theory predict truth-tellers to use more concrete language than liars. On the 

other hand, liars have also been found to be more concrete than truth-tellers in linguistic 

analyses using the LIWC (Newman et al., 2003). We translated these theoretical insights and 

empirical findings into two hypotheses: i) the truthful concreteness hypothesis: truth-teller’s 

language is more concrete than that of liars because liars fail to recall an event in sufficient 

detail from memory. Alternatively, we propose ii) the deceptive concreteness hypothesis: liars' 

language is more concrete than that of truth-tellers because they are motivated to appear 

convincing and attempt to do so by incorporating specific, concrete information into their 

narratives. 

Reviewing the literature from various fields (computational linguistics, legal 

psychology, cognitive psychology) we identified eight ways to operationalize concreteness: 1) 

crowd-sourced concreteness ratings (Brysbaert et al., 2014), 2) the Linguistic Category Model 

(Seih et al., 2017; Semin & Fiedler, 1988), 3) the Abstraction Index (Markowitz & Hancock, 

2016), 4) the proportion of named entities (Kleinberg, Mozes, et al., 2017), 5) motion verbs 

(derived from Newman et al., 2003), 6) a Reality Monitoring score (Bond et al., 2017; Bond & 

Lee, 2005), 7) the Burgoon-Zhou model of specificity (Fuller, 2008; Zhou et al., 2004), and 8) 

a new person reference index (see Table 1). There is a reason to suspect that these eight 
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operationalizations may not all function in the same way in the context of verbal deception 

detection. For instance, some authors found no difference between truths and lies (e.g., 

"specificity" in Zhou et al., 2004), others found more concrete information in truths than in lies 

(e.g., "RM" in Bond et al., 2017; named entities in Kleinberg, Mozes, et al., 2017), and others 

found lies to be more concrete than truths (Newman et al., 2003). We systematically assessed 

their validity as a cue to deception on six different datasets of truthful and deceptive texts. 

Method 

Datasets 

We used six datasets in the current study (Table 2). The first two datasets consist of positive 

(Ott, Choi, Cardie, & Hancock, 2011) and negative (Ott, Cardie, & Hancock, 2013) hotel 

reviews that were either genuine (i.e., verified and obtained from hotel review websites) or 

fabricated by participants. Further, we used typed statements where participants either told the 

truth or lied about what they did on the past weekend, as well as data from two experiments on 

genuinely planned, future weekend activities (truthful) and fabricated future weekend activities 

(Kleinberg et al., 2018), and a dataset containing truthful and deceptive statements about 

participants’ planned flights (Kleinberg, Nahari, Arntz, & Verschuere, 2017). The hotel 

reviews (2x) and the past weekend activities pertain to truthful and deceptive statements about 

past experiences, while the future weekend plans (2x) and the statements about the upcoming 

flight are about future experiences. 

 

Table 2. Summary of the datasets used. 

Dataset Sample characteristics 
 

Past experiences 
 

Positive hotel reviews 400 truthful, positive reviews from Tripadvisor (2011), 400 deceptive positive reviews 
written by users of Amazon Mechanical Turk 

Negative hotel reviews 400 truthful negative reviews (from Expedia, Hotels.com, Orbitz, Priceline, Tripadvisor, 
and Yelp), 400 deceptive negative reviews written by users of Amazon Mechanical Turk 

Past activities 81 truthful and 67 deceptive statements about an activity during the past weekend  
 

Future experiences 
 

Planned activities I 86 truthful statements and 86 deceptive statements about planned activities on the 
forthcoming weekend (Exp. 1) 

Planned activities II 104 truthful statements and 101 deceptive statements about planned activities on the 
forthcoming weekend (Exp. 2) 

Planned activities III 109 truthful and 113 deceptive statements about an upcoming flight in the next 3 months 
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Modelling the abstraction-concreteness dimension 

For the current study, we used eight different operationalizations previously published on the 

abstraction-concreteness dimension (see Table 1). The text processing, extraction of linguistic 

constructs and analyses was performed in R (R Core Team, 2016) and the full analysis code 

and data are available at https://osf.io/uyrb5. 

 

1.� Judged Concreteness 

To calculate the average concreteness per text statement, we used the word concreteness 

annotation dataset from Brysbaert et al. (2014). Specifically, we tokenized all texts and 

retrieved the average concreteness score for each token. Therefore, each token per text 

statement that was contained in the annotated concreteness data was assigned its corresponding 

concreteness score. The dependent variable “judged concreteness” is the average of the 

concreteness score of all tokens per text. Because the matching of words between the original 

text and the concreteness dataset is sensitive to word variations (e.g., “beard” vs. “bearded”), 

we also performed these steps on stemmed tokens (i.e. reducing each word to its core, e.g., 

“concrete” to “concret” and “oscillating” to “oscil”) in the original texts and in the concreteness 

dataset. This procedure ensures a bigger overlap between words in participants’ statements and 

those judged in Brysbaert et al.’s data. This led to the dependent variable “judged concreteness 

(stemmed)”. Higher scores indicate more concrete language for “judged concreteness” and 

“judged concreteness (stemmed)”. 

 

2.� Linguistic Category Model (LCM) score 

We calculated the LCM score for each text according to the algorithm introduced by Seih et al. 

(2017). Accordingly, the LCM score consisted of the proportion of descriptive action verbs 

(DAV), interpretative action verbs (IAV), state verbs (SV), adjectives and nouns. To extract 

DAV, IAV and SV, we used the Harvard General Inquirer 

(http://www.wjh.harvard.edu/~inquirer/) and extracted the proportion of each verb category 

using R. The proportion of adjectives and nouns was extracted in R using the Spacy-to-R bridge 

spacyr (Benoit & Matsuo, 2017) that allows to use the Spacy natural language processing tool 

written in python (Honnibal, 2017) in R. The final LCM score consisted of the weighted 

average of these categories divided by the sum of the sub-indices, so that the final score fell 

between 1 (very concrete) and 5 (very abstract). 
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3.� Abstraction index score 

Following the abstraction index proposal (Markowitz & Hancock, 2016), we used the inverse 

sum of articles, prepositions, and quantifiers to model the abstraction contained in each text. 

We used the 2015 version of the Linguistic Inquiry and Word Count (LIWC; Pennebaker, 

Boyd, Jordan, & Blackburn, 2015) software to extract the proportion of articles, prepositions, 

and quantifiers. The LIWC is a psycholinguistic dictionary with categories that reflect 

linguistic variables, producing proportions of each lexical category for a given text. 

 

4.� Named entities 

We extracted the proportion of named entities in each of 18 named entity categories (e.g., 

persons, times, dates, see https://spacy.io/usage/linguistic-features#entity-types) using spacyr 

(Benoit & Matsuo, 2017) This procedure was adopted from previous research (Kleinberg, 

Mozes, et al., 2017). 

 

5.� Reality Monitoring (RM) score 

Contrary to the traditional manual annotation of Reality Monitoring variables, Bond et al. 

(2017) proposed a computer-automated measurement of the RM richness of detail using the 

LIWC. Specifically, we calculated an RM index as suggested: perceptual processes (LIWC 

category “percept”) + temporal details (LIWC category “time”) + spatial details (LIWC 

category “space”) – cognitive operations (LIWC category “cogproc”). 

 

6.� Burgoon-Zhou specificity 

We calculated an index score of what Fuller (2008) labelled the Burgoon-Zhou specificity. That 

score was the sum of the following sub-indices: first-person pronouns (LIWC categories “i” 

and “we”), second person pronouns (LIWC category “you”), third person pronouns (LIWC 

categories “shehe”, “they”), modifiers (part-of-speech proportions of adjectives and adverbs), 

the proportion of sensory details (LIWC category “percept”) and the number of sensory details 

(LIWC category “percept” multiplied by the number of words per statement). 

 

7.� Person reference index 

References to persons can be done on multiple levels in a statement (Newman et al., 2003). In 

its simplest form, a person reference is made through personal pronouns (‘he,' ‘they'). A more 

specific reference would include mentioning proper nouns that refer to persons (‘friend,' 

‘daughter'). We extend previous work on this issue by adding a third, most specific person 
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reference in the form of person named entities (e.g., ‘Felix’). To derive a person index score, 

we assigned simple weights reflecting the magnitude of specificity in person references: 

1*personal pronouns (LIWC category “ppron”) + 2*proper person nouns (LIWC category 

“social”) + 3*person named entities. We divided this score by the sum of the three sub-indices 

to obtain a score between 1 (low in person specificity) and 3 (high in person specificity). 

 

8.� Motion verbs 

Newman et al. (2003) proposed a linguistic model that consists of self-references, other-

references, exclusive words, negative emotions and motion verbs. Specifically, motion verbs 

(e.g., ‘walk,' measured here with the LIWC category “motion”) were hypothesized to be higher 

in deceptive than in truthful language. In line with the cognitive load theory of deception 

(Zuckerman, DePaulo, & Rosenthal, 1981), it was argued that the liars' task of fabricating a 

believable account take up so many cognitive resources that they resort to simple, concrete 

language of describing actions. Here, concrete (simple) language is seen as indicative of 

deceptive language. Consequently, we expect motion verbs to be more prevalent in deceptive 

statements than in truthful ones. 

Quantifying the truth-lie difference 

To measure the difference in the dependent variables between truthful and deceptive texts, we 

used the Cohen’s d (between-subjects) effect size (Cohen, 1988). As an indicator of the 

magnitude of the effects, Cohen suggested that effect sizes of 0.20, 0.50, and 0.80 should be 

considered small, moderate and large, respectively. We also conducted a mini-meta-analysis 

(Valentine, Pigott, & Rothstein, 2010) per operationalization for all statements as well as for 

past and future experiences separately. The meta-analysis was conducted with the metaphor R 

package (Viechtbauer, 2010) using a random effects model with a restricted maximum-

likelihood estimator.6 

Results 
Table 3 shows the findings for all operationalizations of the concreteness-abstraction 

dimension (see Appendix A for the means and standard deviations). 

 

1.� Judged concreteness 

��������������������������������������������������������
6 We chose for random effects because each study was conducted in a slightly different context and the analysis, therefore, 

did not permit us to assume that there is one true effect size underlying all studies. 
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The average concreteness score was higher in truthful positive and negative hotel reviews than 

in deceptive ones (d = 0.45 and d = 0.52, respectively), and higher in truthful statements about 

past activities than in deceptive ones (d = 0.49). There was no significant difference in the 

average concreteness score for any of the future experience datasets. For the stemmed version 

of the concreteness score, the effect sizes for the three past experience datasets remained 

relatively stable. Also, the stemming resulted in significantly higher concreteness scores for 

truthful than for deceptive statements about future weekend plans in two of the three datasets 

(d = 0.39 and d = 0.40). The meta-analytical results support the hypothesis that truthful 

language is more concrete than deceptive language (dmeta = 0.41), an effect that is larger for 

past experiences (dmeta = 0.52) than for future experiences (dmeta = 0.28). These findings also 

suggest that the stemmed concreteness version is more suitable than the one based on the raw 

texts, most likely due to better matches between the concreteness database and the texts. 

 

2.� Linguistic Category Model score 

The LCM score was larger for truthful hotel reviews than for deceptive ones suggesting that 

truthful reviews were more abstract than deceptive ones (positive reviews: d = 0.27; negative 

reviews: d = 0.19). There were no significant differences for the other datasets, and the meta-

analysis indicated that overall truthful statements have a slightly higher LCM score than 

deceptive ones (dmeta = 0.16). These findings held true for past experiences (dmeta = 0.24) but 

not for those in the future (dmeta = 0.02). 

 

3.� Abstraction index 

No significant truth-lie differences emerged in the abstraction index score for any individual 

dataset. There was, however, a significant meta effect for future experiences suggesting that 

truthful statements about future events are more abstract than deceptive ones (dmeta = 0.21). 

 

4.� Named entities 

There were significant truth-lie differences in the proportion of named entities for positive (d 

= 0.28) and negative (d = 0.43) hotel reviews (note that this is identical to Kleinberg, Mozes, 

et al., 2017) as well as – in reversed magnitude – for the past weekend dataset (d = -0.45). 

There was a significant, negative meta effect for future experiences (dmeta = -0.20) which 

indicated that deceptive statements on future activities contain more named entities than 

truthful ones. The contradictory signs of the ds of the past datasets resulted in a nonsignificant 

dmeta for past events (see Discussion). 
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5.� Reality Monitoring (RM) score 

We found a significantly higher RM score for truthful than for deceptive reviews, both in 

positive (d = 0.17) and negative hotel reviews (d = 0.24). We found a positive meta-effect for 

past experiences (dmeta = 0.16) and a negative meta-effect for future experiences (dmeta = -0.27) 

suggesting that deceptive statements have a higher RM score than truthful ones when they 

relate to future experiences, and vice versa for past experiences. 

 

6.� Burgoon-Zhou specificity 

The index score of the Burgoon-Zhou statement specificity score showed significant truth-lie 

differences for positive (d = -0.54) and negative hotel reviews (d = -0.39), and for past weekend 

activities (d = -0.35). No significant differences were observed for the future activities datasets. 

There was an overall meta-effect of dmeta = -0.32, driven by the meta effect for past experiences 

(dmeta = -0.48). Deceptive statements scored higher on the statement specificity score than 

truthful ones. 

 

7.� Person reference index 

The proposed person reference index showed moderate, positive effect sizes for the hotel 

review datasets (d = 0.65 and d = 0.50 for pos. and neg. hotel reviews, respectively), and 

moderate to large negative effect sizes for the past and future weekend activities datasets (d = 

-0.47 to d = -1.28). There were no significant meta-analytical findings (see Table 3 & 

Discussion). 

 

8.� Motion verbs 

The proportion of motion verbs was higher in deceptive than in truthful statements for the 

positive hotel reviews (d = -0.23), for past weekend activities (d = -0.33), and for one of the 

planned weekend activities datasets (d = -1.01). These findings are in line with the hypothesis 

that deceptive language is simpler than truthful language. The meta-analytical findings lend 

support to that prediction for the combined datasets (dmeta = -0.28) and statements about past 

experiences (dmeta = -0.19) but not for future experiences. 
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Table 3. Effect sizes per operationalization for each dataset and meta-analytical findings 
 Past experiences Future experiences  Meta-analysis 

 Positive 

hotel 

reviews 

Negative 

hotel 

reviews 

Past 

activities 

Planned 

activities I 

Planned 

activities 

II 

Planned 

activities 

III 

Combined Past  Future  

Judged 

Concreteness 

0.45*** 

[0.31; 

0.59] 

0.52*** 

[0.38; 

0.66] 

0.49** 

[0.16; 

0.82] 

0.23 [-

0.07; 

0.53] 

0.11 [-

0.16; 

0.39] 

0.10 [-

0.17; 

0.46] 

0.33*** 

[0.18; 

0.50] 

0.48*** 

[0.39; 

0.58] 

0.14 [-

0.02; 

0.30] 

Judged 

Concreteness 

(stemmed) 

0.47*** 

[0.33; 

0.61] 

0.62*** 

[0.48; 

0.76] 

0.40* 

[0.07; 

0.73] 

0.39* 

[0.08; 

0.69] 

0.40** 

[0.13; 

0.68] 

0.07 [-

0.19; 

0.34] 

0.41*** 

[0.26; 

0.57] 

0.52*** 

[0.40; 

0.65] 

0.28* 

[0.06; 

0.50] 

LCM 0.27*** 

[0.13; 

0.41] 

0.19** 

[0.06; 

0.33] 

0.28 [-

0.05; 

0.60] 

0.08 [-

0.22; 

0.38] 

0.20 [-

0.07; 

0.48] 

-0.06 [-

0.33; 

0.20] 

0.16** 

[0.05; 

0.27] 

0.24*** 

[0.14; 

0.33] 

0.02 [-

0.16; 

0.20] 

Abstraction*100 -0.11 [-

0.25; 

0.03] 

0.10 [-

0.04; 

0.24] 

-0.02 [-

0.34; 

0.31] 

0.27 [-

0.04; 

0.57] 

0.16 [-

0.11; 

0.44] 

0.20 [-

0.07; 

0.46] 

0.08 [-

0.05; 

0.20] 

-0.01 [-

0.16; 

0.15] 

0.21* 

[0.04; 

0.37] 

Named 

entities*100 

0.28*** 

[0.14; 

0.42] 

0.43*** 

[0.29; 

0.57] 

-0.45** [-

0.78; -

0.12] 

-0.11 [-

0.40; 

0.19] 

-0.21 [-

0.49; 

0.06] 

-0.26 [-

0.52; 

0.01] 

-0.03 [-

0.31; 

0.25] 

0.11 [-

0.41; 

0.62] 

-0.20* [-

0.36l 

0.04] 

RM 0.17* 

[0.04; 

0.31] 

0.24*** 

[0.10; 

0.38] 

-0.11 [-

0.44; 

0.21] 

-0.23 [-

0.53; 

0.07] 

-0.42** [-

0.70; -

0.15] 

-0.15 [-

0.41; 

0.12] 

-0.07 [-

0.27; 

0.15] 

0.16** 

[0.05; 

0.29] 

-0.27** [-

0.43; -

0.10] 

Burgoon-Zhou -0.55*** 

[-0.69; -

0.41] 

-0.44*** 

[-0.58; -

0.30] 

-0.35* [-

0.68; -

0.03] 

-0.28 [-

0.58; 

0.02] 

-0.19 [-

0.46; 

0.09] 

0.01 [-

0.25; 

0.27] 

-0.32** [-

-0.49; -

0.15] 

-0.48*** 

[-0.58; -

0.39] 

-0.14 [-

0.31; 

0.03] 

Person index 0.65*** 

[0.50; 

0.79] 

0.50*** 

[0.36; 

0.64] 

-1.28*** 

[-1.63; -

0.92] 

-1.00*** 

[-1.31; -

0.68] 

-0.47** [-

0.74; -

0.19] 

-0.01 [-

0.28; 

0.25] 

-0.26 [-

0.89; 

0.37] 

-0.03 [-

1.24; 

1.17] 

-0.49 [-

1.04; 

0.07] 

Motion -0.23** [-

0.37; -

0.09] 

-0.10 [-

0.23; 

0.04] 

-0.33* [-

0.66; -

0.01] 

-1.01*** 

[-1.33; -

0.70] 

-0.10 [-

0.38; 

0.17] 

0.01 [-

0.26; 

0.27] 

-0.28* [-

0.56; 

0.00] 

-0.19** [-

0.31; 

0.06] 

-0.36 [-

0.99; 

0.27] 

Note. * = sign. at p < .05; ** = sign. at p < .01; *** = sign. at p < .001. 

 

Predicting veracity 

While the above analyses examine the difference between truthful and deceptive texts in 

various concreteness operationalizations, another interesting aspect is that of the predictive 

power. To assess what the best combination of concreteness indicators is to make a truth-lie 

prediction, we built a generalized linear mixed-effects model (GLMM) using the binomial 

model for logistic regression on the binary outcome ‘veracity' (truthful vs deceptive). In that 

model, the dataset was controlled for by adding it as a random intercept. Using all eight 

concreteness indices7, we built the model on randomly selected 50% of the data and validated 

its predictive performance on the other 50% of the data. 

��������������������������������������������������������
7 We used the judged concreteness stemmed version only (and not judged concreteness). 
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Table 4 (see also Appendix B) shows that Brysbaert et al.’s judged concreteness 

(stemmed) and the Burgoon-Zhou specificity were consistently strong predictors of veracity8. 

There were temporally moderated effects for the person index (past), motion verbs (future) and 

the abstraction index (past and future). Transforming the log-odds coefficients implies that 

positive β-coefficients mean that an increase in the predictor, increases the odds of texts being 

deceptive (and vice versa for being truthful). The prediction results showed that the accuracy 

was significantly above the chance level for the combined datasets (62.65%) as well as for both 

temporal foci separately (past: 64.64%; future: 61.54%). As expected the classification 

accuracies were slightly higher in the model building phase but remained relatively stable when 

tested in the model validation phase. 
 

Table 4. β-coefficients (non-transformed) of the logistic regression GLMM. 

Predictor All datasets Past activities Planned activities 

Concreteness stemmed -0.46*** -0.60*** -0.50*** 

LCM 0.04 0.11 0.03 

Named entities 0.09 -0.02 0.27* 

RM score 0.00 -0.02 0.32 

Person index -0.06 -0.42*** 0.66*** 

Burgoon-Zhou 0.41*** 0.47*** 0.63*** 

Motion verbs 0.21 0.11 0.39*** 

Abstraction index -0.19* -0.20 -0.63*** 

Intercept (dataset) -0.04 0.06 0.18 

    

Log-Likelihood model fit -759.2 -529.9 -176.3 

Accuracy (model-building phase) 63.11*** [60.27; 65.88] 67.74*** [64.52; 70.84] 68.54*** [62.74; 73.56] 

Accuracy (model validation phase) 62.65*** [59.81; 65.43] 64.64*** [61.36; 67.82] 61.54*** [55.76; 67.08] 

Note. * = sign. at p < .05; *** = sign. at p < .001. For accuracies the p-value represents refers to the binomial test against the 

chance level. 

 

Discussion 
The present investigation explored the concept of linguistic concreteness for deception 

detection in six datasets. We used eight operationalizations from the literature to represent 

concreteness in a computer-automated manner and tested two competing hypotheses. i) The 

truthful concreteness hypothesis suggested that truth-tellers’ language would be more concrete 

than that of liars because the latter fail to recall an event in sufficient detail from memory and 

��������������������������������������������������������
8 The abstraction index (β = -0.14, z = -2.07, p = .039) was marginally significant.  
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are reluctant to provide potentially testable information. ii) The deceptive concreteness 

hypothesis predicted that liars’ language would be more concrete because cognitive depletion 

limits the use of rich and evaluative language, making liars resort to concrete, simple language. 

Moreover, liars are thought to be inclined to appear convincing and attempt to do so by 

including specific, concrete information into their narratives. 

 

Are truth tellers or liars more concrete? 

In line with the truthful concreteness hypothesis, the direct operationalization of concreteness 

based on Brysbaert et al. (2014) showed that truthful statements contained more concrete 

language than deceptive statements. Zooming in more closely, deceptive hotel reviews had a 

lower judged concreteness score, a lower Reality Monitoring score, a lower proportion of 

named entities, and a lower score on the person reference index (see Table 5). These findings 

lend support to the truthful concreteness hypothesis for two hotel review datasets of different 

valence (positive and negative), characterizing deceptive language by a lack of specific 

information and concreteness. For one of the planned activities datasets (future weekend plans 

I), we found two strong effects: deceptive statements contained more motion verbs and a higher 

person reference index. All future weekend plans of truth-tellers obtained a higher concreteness 

score than liars; this finding also received meta-analytical support. However, albeit less 

consistent, the deceptive concreteness hypothesis also received partial support: The mini meta-

analysis showed that deceptive future experiences seemed to have a lower abstraction score 

(i.e., they are less abstract, hence more concrete), contain more named entities and a higher 

RM score than truthful intentions, all pointing to more concrete language in deceptive 

statements.  
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Table 5. Summary of meta-analytical findings 

Operationalization Past  Future  Combined In line with the hypothesis? 

Concreteness + + + Support for the truthful concreteness hypothesis 

Linguistic Category 

Model 

+ 0 + Partial support for the deceptive concreteness hypothesis  

Abstraction index 0 + 0 Weak support for the truthful concreteness hypothesis 

Named entities 0 - 0 Inconsistent with the deceptive concreteness hypothesis 

Reality Monitoring 

score 

+ - 0 Partial support for the truthful concreteness hypothesis (past) 

Partial support for the deceptive concreteness hypothesis 

(future) 

Linguistic specificity - 0 - Partial support for the deceptive concreteness hypothesis 

Person index 0 0 0 - 

Motion verbs - 0 - Partial support for the deceptive concreteness hypothesis 

Note. A (+) sign indicates that this operationalization was significantly larger in truth-tellers than in liars. A (-) indicates the 

opposite. If there was no difference, this is indicated by a 0. 

 

Rather than showing a consistent pattern of the role of linguistic concreteness for 

deception, the current findings shed light on three potential dynamics. First, the results suggest 

that the current operationalizations might capture more than just one overarching concept of 

concreteness. If all operationalizations were representations of concreteness, we would have 

expected to see a coherent pattern across the different operationalizations (i.e., the same 

directionality of effects within each dataset). For example, most concreteness indices used in 

the present investigation show that for hotel reviews, truthful language is more concrete than 

deceptive language. However, the stark outlier is the Burgoon-Zhou concept of specificity: we 

find support for an opposite pattern for this measure of concreteness. Exploratory analyses on 

the positive hotel reviews dataset (d = -0.55) showed that the main drivers of that effect were 

first-person singular pronouns9 (d = -0.83 [-0.97; -0.68]), which were more prevalent in 

deceptive than in truthful reviews. While this might emphasize the important role of pronouns 

for linguistic deception (Newman et al., 2003), it is also possible that the adoption of the first-

person perspective is due to the context of hotel reviews that are inherently about the subjective 

experience of a hotel guest. This finding might add to the idea that liars have trouble, not only 

in producing richer language but in taking on the truth-tellers' perspective: they are not aware 

��������������������������������������������������������
9 The other sub-indices in ascending order of effect size: relative perceptual details (d = -0.22 [-0.36; -0.08]), adverbs (d = -

0.20 [-0.33; -0.06]), third-person pronouns plural (d = -0.21, [-0.35; 0.08]), second-person pronouns (d = -0.17 [-0.30; -

0.03]), adjectives (d = -0.07, ns, [-0.21; 0.07]), quantity of perceptual details (d = -0.06, ns, [-0.20; 0.08]), third-person 

pronouns singular (d = -0.02, ns, [-0.16; 0.12]), and first-person plural pronouns (d = 0.24 [0.10; 0.38]). 
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of the language that a truth-teller would use. It would be interesting to see whether these results 

are generalizable to settings where both the liars and truth-tellers have been to the hotel. In 

general, the current findings show that it is possible that not all operationalizations measure the 

construct of concreteness and that not all operationalizations are equally suitable for deception 

detection. 

Second, the divergent results obtained across datasets suggest that concreteness as a 

cue to deception may be context-dependent. The hotel review datasets showed most results in 

the expected direction and findings were consistent between positive and negative hotel 

reviews, while little to no such effects were evident for the other datasets. Moreover, the person 

reference index highlights the role of temporal focus of deceptive language. The observed 

effects for the abstraction index and the named entities held true for statements about future 

events but not for past experiences. Simple language as measured through motion verbs, and 

the Burgoon-Zhou specificity were primarily driven by past experiences, while the Reality 

Monitoring index was expectedly higher in truths than in lies on past events but was reversed 

for future events. Some findings for the person reference index are in line with the truthful 

concreteness hypothesis (i.e., for the hotel reviews, truthful > deceptive), yet they support the 

deceptive concreteness hypothesis in the past activities data and for two planned activities 

datasets. This, too, highlights the role of the context since a clear temporal explanation (e.g., 

that lies about future events are overcompensated, and that lies about past events are less 

concrete) is not supported. 

Third, it is possible that concreteness behaves dynamically within statements. Such 

dynamics could entail (i) that liars (truth-tellers) are highly specific on some aspects of their 

statement at the cost of other aspects, and (ii) that concreteness varies over the narrative time. 

The latter means that it is possible that a narrator uses concrete language at the start of the 

statement but resorts to vaguer language nearing the end of the statement. Such dynamics are 

blurred (i.e., they cancel each other out) by concreteness point-estimates and it needs future 

research looking at intra-textual dynamics of language use for deception detection. 

Classification analysis showed that concreteness dimensions are useful in 

discriminating truthful from deceptive statements with modest above chance level accuracy. 

That the accuracies in predictive analysis remained stable in an independent model validation 

phase might hint at the generalizability, possibly due to deriving theoretically-motivated cues 

to deception. The obtained accuracies ranging between 61.18% and 64.64% are in line with the 

majority of verbal and linguistic deception detection (e.g., Masip et al., 2005; Mihalcea & 

Strapparava, 2009; Pérez-Rosas & Mihalcea, 2014; Vrij, Fisher, & Blank, 2017) and show that 
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computer-automated verbal deception detection can be used to as part of a broader 

classification procedure with above-chance accuracy. 
 

Outlook 

The current investigation suggests that future research is needed to disentangle the multifaceted 

linguistic dimensions that might underlie the concept of concreteness. Multiple theories 

provide a guiding framework that points to a critical role of concrete language in deception, 

and it would, therefore, be interesting to specify further the linguistic constructs that can test 

and falsify concreteness predictions. Likewise, the divergent findings presented here suggest 

that it would be beneficial to map out the boundary conditions of different linguistic constructs 

for deception detection to gain a better understanding of what works when. Other suggestions 

for future research are conducting more multi-dataset and multi-operationalization 

investigations and looking at intra-textual patterns of concreteness and other linguistic 

constructs. The latter will allow us to examine whether liars and truth-tellers employ different 

strategies in language use throughout their statements – an aspect that is currently overlooked 

in deception research. The present study showed that different operationalizations result in 

different effects even within one dataset and that different datasets yield different effects for 

single operationalizations. Utilizing the concreteness indices hinted at better than chance 

classification accuracy, suggesting that concreteness is a linguistic concept worth exploring 

further. In the absence of consistent truth-lie differences, single studies on deceptive language 

seem to provide a skewed picture of the field.  

Conclusion 
This study provided a comprehensive analysis of linguistic concreteness for verbal deception 

research. The findings are context- and operationalization-dependent and show that only by 

using multiple datasets and operationalizations, a broader overview of the field can be obtained. 

Concreteness is a diverse linguistic concept, and it seems worthwhile to examine its relation to 

deception in the future. 
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Appendix B. 
 
Table B1. Full model results of the GLMM logistic regression in the model building phase (all datasets) 

Predictor Coefficient ββ 
estimate (non-
transformed) 

Standard error of ββ z-value p-value 

Concreteness 
stemmed 

-0.41 0.06 -6.46 < .001 

LCM -0.00 0.06 -0.05 .959 
Named entities -0.01 0.07 -0.09 .931 
RM score 0.06 0.06 0.86 .390 
Person index -0.10 0.06 -1.56 .119 
Burgoon-Zhou 0.39 0.07 5.55 < .001 
Motion verbs 0.23 0.06 3.64 < .001 
Abstraction index -0.14 0.07 -2.07 .039 
Intercept (dataset) -0.01 0.06 -0.23 .821 

 
Table B2. Full model results of the GLMM logistic regression in the model building phase (past) 

Predictor Coefficient ββ 
estimate (non-
transformed) 

Standard error of ββ z-value p-value 

Concreteness 
stemmed 

-0.60 0.09 -6.83 < .001 

LCM 0.11 0.09 1.25 .211 
Named entities -0.02 0.09 -0.22 .816 
RM score -0.02 0.09 -0.28 .781 
Person index -0.42 0.09 -4.81 < .001 
Burgoon-Zhou 0.47 0.10 4.93 < .001 
Motion verbs 0.11 0.09 1.28 .201 
Abstraction index -0.20 0.14 -1.45 .146 
Intercept (dataset) 0.06 0.08 0.76 .447 

 
Table B3. Full model results of the GLMM logistic regression in the model building phase (future) 

Predictor Coefficient ββ 
estimate (non-
transformed) 

Standard error of ββ z-value p-value 

Concreteness 
stemmed 

-0.50 0.17 -6.83 .003 

LCM 0.03 0.16 0.18 .856 
Named entities 0.27 0.13 2.12 .034 
RM score 0.32 0.17 1.86 .062 
Person index 0.66 0.17 3.96 < .001 
Burgoon-Zhou 0.63 0.18 3.57 < .001 
Motion verbs 0.39 0.13 2.99 < .001 
Abstraction index -0.63 0.28 -2.24 .025 
Intercept (dataset) 0.18 0.19 0.93 .447 

 

  



� 126 

References 

Benoit, K., & Matsuo, A. (2017). Spacyr: R wrapper to the spacy NLP library (Version R package version 0.9.0). 

Retrieved from https://CRAN.R-project.org/package=spacyr 

Bond, G. D., Holman, R. D., Eggert, J.-A. L., Speller, L. F., Garcia, O. N., Mejia, S. C., … Rustige, R. (2017). 

‘Lyin’’ Ted’, “Crooked Hillary”, and “Deceptive Donald”: Language of lies in the 2016 US presidential 

debates: Language of lies in debates.’ Applied Cognitive Psychology, 31(6), 668–677. 

https://doi.org/10.1002/acp.3376 

Bond, G. D., & Lee, A. Y. (2005). Language of lies in prison: Linguistic classification of prisoners’ truthful and 

deceptive natural language. Applied Cognitive Psychology, 19(3), 313–329. 

Brysbaert, M., Warriner, A. B., & Kuperman, V. (2014). Concreteness ratings for 40 thousand generally known 

English word lemmas. Behavior Research Methods, 46(3), 904–911. https://doi.org/10.3758/s13428-

013-0403-5 

Burgoon, J. K., & Qin, T. (2006). The dynamic nature of deceptive verbal communication. Journal of Language 

and Social Psychology, 25(1), 76–96. https://doi.org/10.1177/0261927X05284482 

Cohen, J. (1988). Statistical power analysis for the behavioral sciences. New York, NY: Academic Press. 

Fuller, C. M. (2008). High-stakes, real-world deception: An examination of the process of deception and 

deception detection using linguistic-based cues. Oklahoma State University. 

Geurts, R., Granhag, P. A., Ask, K., & Vrij, A. (2016). Taking threats to the lab: Introducing an experimental 

paradigm for studying verbal threats. Journal of Threat Assessment and Management, 3(1), 53–64. 

https://doi.org/10.1037/tam0000060 

Gollwitzer, P. M. (1999). Implementation intentions: Strong effects of simple plans. American Psychologist, 

54(7), 493–503. https://doi.org/10.1037/0003-066X.54.7.493 

Granhag, P. A., & Mac Giolla, E. (2014). Preventing future crimes: Identifying markers of true and false intent. 

European Psychologist, 19(3), 195–206. https://doi.org/10.1027/1016-9040/a000202 

Harvey, A. C., Vrij, A., Leal, S., Lafferty, M., & Nahari, G. (2017). Insurance based lie detection: Enhancing the 

verifiability approach with a model statement component. Acta Psychologica, 174, 1–8. 

https://doi.org/10.1016/j.actpsy.2017.01.001 

Honnibal, M. (2017). Spacy (Version 1.9.0). Retrieved from https://spacy.io/ 

Johnson, M. K., Bush, J. G., & Mitchell, K. J. (1998). Interpersonal reality monitoring: Judging the sources of 

other people’s memories. Social Cognition, 16(2), 199–224. https://doi.org/10.1521/soco.1998.16.2.199 

Jupe, L. M., Leal, S., Vrij, A., & Nahari, G. (2017). Applying the Verifiability Approach in an international airport 

setting. Psychology, Crime & Law, 23(8), 812–825. https://doi.org/10.1080/1068316X.2017.1327584 

Kleinberg, B., Mozes, M., Arntz, A., & Verschuere, B. (2017). Using named entities for computer-automated 

verbal deception detection. Journal of Forensic Sciences, 63(3), 714–723. https://doi.org/10.1111/1556-

4029.13645 

Kleinberg, B., Nahari, G., Arntz, A., & Verschuere, B. (2017). An investigation on the detectability of deceptive 

intent about flying through verbal deception detection. Collabra: Psychology, 3(1), 21. 

https://doi.org/10.1525/collabra.80 



� 127 

Kleinberg, B., Toolen, Y. van der, Vrij, A., Arntz, A., & Verschuere, B. (2018). Automated verbal credibility 

assessment of intentions: The model statement technique and predictive modeling. Applied Cognitive 

Psychology, 32(3), 354–366. https://doi.org/10.1002/acp.3407 

Köhnken, G. (2004). Statement validity analysis and the ‘detection of the truth.’ The Detection of Deception in 

Forensic Contexts, 41–63. 

Larrimore, L., Jiang, L., Larrimore, J., Markowitz, D., & Gorski, S. (2011). Peer to Peer Lending: The 

Relationship Between Language Features, Trustworthiness, and Persuasion Success. Journal of Applied 

Communication Research, 39(1), 19–37. https://doi.org/10.1080/00909882.2010.536844 

Liberman, N., & Trope, Y. (1998). The role of feasibility and desirability considerations in near and distant future 

decisions: A test of temporal construal theory. Journal of Personality and Social Psychology, 75(1), 5–

18. https://doi.org/10.1037/0022-3514.75.1.5 

Markowitz, D. M., & Hancock, J. T. (2016). Linguistic obfuscation in fraudulent science. Journal of Language 

and Social Psychology, 35(4), 435–445. https://doi.org/10.1177/0261927X15614605 

Masip, J., Sporer, S. L., Garrido, E., & Herrero, C. (2005). The detection of deception with the reality monitoring 

approach: a review of the empirical evidence. Psychology, Crime & Law, 11(1), 99–122. 

https://doi.org/10.1080/10683160410001726356 

Mihalcea, R., & Strapparava, C. (2009). The lie detector: Explorations in the automatic recognition of deceptive 

language. In Proceedings of the ACL-IJCNLP 2009 Conference Short Papers (pp. 309–312). Association 

for Computational Linguistics. Retrieved from http://dl.acm.org/citation.cfm?id=1667679 

Nahari, G., Vrij, A., & Fisher, R. P. (2014). Exploiting liars’ verbal strategies by examining the verifiability of 

details. Legal and Criminological Psychology, 19(2), 227–239. https://doi.org/10.1111/j.2044-

8333.2012.02069.x 

Newman, M. L., Pennebaker, J. W., Berry, D. S., & Richards, J. M. (2003). Lying words: Predicting deception 

from linguistic styles. Personality and Social Psychology Bulletin, 29(5), 665–675. 

https://doi.org/10.1177/0146167203029005010 

Ott, M., Cardie, C., & Hancock, J. T. (2013). Negative deceptive opinion spam. In HLT-NAACL (pp. 497–501). 

Retrieved from http://www.aclweb.org/website/old_anthology/N/N13/N13-1.pdf#page=535 

Ott, M., Choi, Y., Cardie, C., & Hancock, J. T. (2011). Finding deceptive opinion spam by any stretch of the 

imagination. In Proceedings of the 49th Annual Meeting of the Association for Computational 

Linguistics: Human Language Technologies-Volume 1 (pp. 309–319). Association for Computational 

Linguistics. Retrieved from http://dl.acm.org/citation.cfm?id=2002512 

Pennebaker, J. W., Boyd, R. L., Jordan, K., & Blackburn, K. (2015). The development and psychometric 

properties of LIWC2015. Retrieved from https://repositories.lib.utexas.edu/handle/2152/31333 

Pérez-Rosas, V., & Mihalcea, R. (2014). Cross-cultural deception detection. In ACL (2) (pp. 440–445). Retrieved 

from http://www.anthology.aclweb.org/P/P14/P14-2072.pdf 

R Core Team. (2016). R: A language and environment for statistical computing. Vienna, Austria: R Foundation 

for Statistical Computing. Retrieved from https://www.R-project.org/ 

Seih, Y.-T., Beier, S., & Pennebaker, J. W. (2017). Development and examination of the Linguistic Category 

Model in a computerized text analysis method. Journal of Language and Social Psychology, 36(3), 343–

355. https://doi.org/10.1177/0261927X16657855 



� 128 

Semin, G. R., & Fiedler, K. (1988). The cognitive functions of linguistic categories in describing persons: Social 

cognition and language. Journal of Personality and Social Psychology, 54(4), 558–568. 

https://doi.org/10.1037/0022-3514.54.4.558 

Trope, Y., & Liberman, N. (2010). Construal-level theory of psychological distance. Psychological Review, 

117(2), 440–463. https://doi.org/10.1037/a0018963 

Undeutsch, U. (1989). The development of statement reality analysis. In Credibility assessment (pp. 101–119). 

Springer. Retrieved from http://link.springer.com/chapter/10.1007/978-94-015-7856-1_6 

Valentine, J. C., Pigott, T. D., & Rothstein, H. R. (2010). How many studies do you need?: A primer on statistical 

power for meta-analysis. Journal of Educational and Behavioral Statistics, 35(2), 215–247. 

https://doi.org/10.3102/1076998609346961 

Vallacher, R. R., & Wegner, D. M. (1987). What do people think they’re doing? Action identification and human 

behavior. Psychological Review, 94(1), 3–15. https://doi.org/10.1037/0033-295X.94.1.3 

Viechtbauer, W. (2010). Conducting meta-analyses in R with the metafor package. Journal of Statistical Software, 

36(3). https://doi.org/10.18637/jss.v036.i03 

Vrij, A., Fisher, R. P., & Blank, H. (2017). A cognitive approach to lie detection: A meta-analysis. Legal and 

Criminological Psychology, 22(1), 1–21. https://doi.org/10.1111/lcrp.12088 

Zhou, L., Burgoon, J. K., Nunamaker, J. F., & Twitchell, D. (2004). Automating linguistics-based cues for 

detecting deception in text-based asynchronous computer-mediated communications. Group Decision 

and Negotiation, 13(1), 81–106. https://doi.org/10.1023/B:GRUP.0000011944.62889.6f 

Zuckerman, M., DePaulo, B. M., & Rosenthal, R. (1981). Verbal and nonverbal communication of deception. 

Advances in Experimental Social Psychology, 14, 1–59. https://doi.org/10.1016/S0065-2601(08)60369-

X 

 
 
 
 



�

�129 

�  



�

�130 

Chapter 6: An investigation on the detectability of deceptive intent about 
flying through verbal deception detection 

 

Published as: 

Kleinberg, B., Nahari, G., Arntz, A., & Verschuere, B. (2017). An investigation on the 

detectability of deceptive intent about flying through verbal deception detection. 

Collabra: Psychology, 3(1), 21. https://doi.org/10.1525/collabra.80 

  

 

Transparency statement: 

We report how we determined our sample size, all data exclusions, all manipulations, and all 

measures in the study. The data, materials, and code to reproduce the analysis are publicly 

available on the Open Science Framework at https://osf.io/knhz4/. 

 

  



�

�131 

 

Abstract 

Background: Academic research on deception detection has largely focused on the detection of 

deception about past events. For many applied purposes, however, the detection of false reports 

about someone's intention merits attention. Based on the verbal deception detection paradigm, 

we explored whether true statements on intentions were more detailed and more specific than 

false statements on intentions, particularly when instructed to be as specific as possible. 

Method: Participants (n = 222) lied or told the truth about their upcoming travel plans either 

providing 'as much information as possible’ (standard instructions) or being 'as specific as 

possible’ (i.e., mentioning times, locations, places; specific instructions), resulting in four 

conditions (truthful vs. deceptive intention by standard vs. specific instructions). We collected 

data via a custom-made web app and performed automated verbal content analysis of 

participants’ written answers. 

Findings: We did not find a significant difference in the specificity of participants’ statements. 

The instruction to be as specific as possible promoted more specific information but did not 

help to discern honest from deceptive flying intentions.  

Conclusion: The experiment reported here attempted to demonstrate automated verbal 

deception detection of intentions. The difficulty in capturing genuine, intentions, and the non-

interactive questioning approach might explain the null findings and raise questions for further. 

We conclude with suggestions for a novel framework on semi-interactive information 

elicitation. 
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Introduction 
With an increased demand for security systems like airport border control, researchers and 

practitioners alike have identified the need for applications to detect deception on a large scale 

(Honts & Hartwig, 2014; Vrij, Granhag, & Porter, 2010). For example, the context of airport 

border control excludes many tools used in deception research due to their limited applicability. 

With developments towards more seamless passenger flows and minimal passenger-security 

personnel interaction, an ideal deception detection system would be implementable at stages 

even before passengers arrive at the airport (e.g., a filter system during online check-in 

processes, Kleinberg, Arntz, & Verschuere, in press). A promising paradigm that might be 

applicable in settings that require the testing of a vast number of people is verbal deception 

detection. However, because the majority of verbal deception detection studies were conducted 

on the verbal content of face-to-face interviews, a key challenge is the transition towards large-

scale applicable methods. This paper reports an attempt to apply verbal deception detection 

tools on a large-scale in an airport security context. 

Verbal deception detection 

The idea to use the verbal content as an indicator of deception is rooted in the Undeutsch 

Hypothesis (1967, 1982) stating that truthful statements differ from false ones in quality and 

content because the process through which the particular statement is produced is different (see 

Fornaciari & Poesio, 2013). One difference that emerges from that framework is that truthful 

statements contain more contextual embeddings (i.e., references to persons, events, locations) 

than deceptive ones (Köhnken, 2004). Research by Johnson and Raye (1981; Masip, Sporer, 

Garrido, & Herrero, 2005) has specified further that the source of one’s memory determines 

how a remembered event is recalled. Genuine memories are obtained through sensory 

experiences whereas non-genuine memories are constructed through cognitive operations. 

Therefore, the content of these memories should differ so that descriptions of genuine memories 

should be richer in sensory experiences (e.g., perceptual, spatial, temporal information), 

whereas non-genuine memories should contain more references to cognitive operations 

(Johnson & Raye, 1981; Masip et al., 2005). Reality Monitoring (RM) is a theoretical and 

analytical framework that incorporates this idea. Parallel to genuine and non-genuine memories, 

truthful statements are expected to be richer in detail compared to false statements (also labeled 

as Interpersonal Reality Monitoring, see Johnson, Bush, & Mitchell, 1998; Nahari & Vrij, 

2014). Especially the amount of temporal, spatial and perceptual detail has been found to be 

higher in truth-tellers’ statements than in liars’ (Masip et al., 2005; Vrij, 2008). 
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The recently introduced the Verifiability Approach (VA, Nahari, Vrij, & Fisher, 2014a, 

2014b) suggests that there might be an additional dimension to the number of details, namely 

the verifiability of details. The VA exploits the strategies used by liars to provide a believable 

but false account. During an interview, the liar faces the dilemma between being inclined to 

describe an event in sufficient detail to sound convincing and at the same time avoiding 

information that could potentially be verified (Nahari et al., 2014a). For example, an answer 

like ‘I spoke to my friend James in the Vondelpark’ might be a detail that could theoretically be 

investigated further by the interviewer (e.g., by consulting James and asking for confirmation), 

whereas ‘I spoke to someone in the park’ would not count as a verifiable detail. A series of 

studies showed that the number of verifiable details discriminates liars from truth-tellers (e.g., 

Harvey, Vrij, Nahari, & Ludwig, 2016; Nahari et al., 2014a). For example, the number of 

verifiable details was higher in truthful insurance claims than in deceptive ones when both liars 

and truth-tellers were instructed to mention as much verifiable information as possible (Harvey 

et al., 2016). The working definition of verifiable information includes any activity that i) has 

been done with an identifiable person, ii) has been witnessed by an identifiable person, or iii) 

has been documented or recorded through technology (e.g., CCTV, email, social networks, see 

Nahari et al., 2014a). Taken together, these findings of verbal deception detection (contextual 

embeddings, the richness of detail, verifiable details) suggest that, in general, deceptive 

statements are less specific than truthful statements. This paper set out to test that assumption 

for deceptive intentions.   

Detecting deceptive intentions 

Academic deception research focused primarily on the detection of deception about recent 

events. For many practical purposes in law enforcement and intelligence services, it is 

becoming increasingly important to detect people with potentially malicious intent to prevent 

crimes from happening (Vrij & Granhag, 2012). For example, in some border control settings, 

it might be more important to determine what someone is planning to do upon entering a country 

rather than learning what they have been doing before coming to border control. Recently, 

researchers have begun shifting the temporal dimension of verbal deception research paradigms 

towards that of intentions (Mac Giolla, Granhag, & Liu-Jönsson, 2013; Sooniste, Granhag, 

Knieps, & Vrij, 2013; Sooniste, Granhag, Strömwall, & Vrij, 2015; Vrij, 2014). 

For example, Sooniste et al. (2013, based on Granhag & Knieps, 2011) instructed half 

of their participants to plan and enact an innocent activity in a shopping mall (i.e., buy two 

gifts). The other half was told to prepare and enact a mock-crime (i.e., placing a USB stick 
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illegally in a shop in the same shopping mall). Those instructed to plan the mock-crime were 

also told to develop a cover story similar to that of the innocent participants. Before any of the 

participants enacted their assigned task in the shopping mall, they were intercepted and 

interviewed about their intended behavior in the mall. Before the interview, liars were told to 

hide their true intentions, so that each interviewee tried to convince the interviewer of having 

planned the innocent activity. Most importantly, during the interview, questions about the 

planning phase and the intentions were asked, reasoning that the former was less expected and 

hence more diagnostic than the latter. They found that truth-tellers' answers to planning-related 

questions were rated as more detailed than those of liars, whereas there was no such difference 

for intentions-related questions. 

In a related study, airport passengers were asked in a quasi-experimental setup to either 

lie or tell the truth about their upcoming trip (Vrij, Granhag, Mann, & Leal, 2011). The authors 

found that truth-tellers' answers were rated as more plausible than liars' answers but did not 

differ on the perceived amount of detail (for studies that do show such a difference in the 

richness of detail on intentions, see Sooniste et al., 2015; Warmelink et al., 2012; Warmelink, 

Vrij, Mann, Leal, et al., 2013). These findings were recently complemented with the 

Verifiability Approach (Jupe, Leal, Vrij, & Nahari, 2017). Truth-tellers mentioned slightly 

more verifiable details than liars about their upcoming trip (Cohen’s d = 0.28). The emerging 

academic literature on the detection of deceptive intention suggests that the verbal approach is 

promising. An important technique in verbal deception detection that might help increase verbal 

differences is that of exploiting differences in liars’ and truth-tellers’ preparedness. 

Asking unanticipated questions 

Because liars better prepare for an interview than truth-tellers (Granhag & Hartwig, 2014), the 

interviewer can ask unexpected questions to exploit the liars’ preparedness. For example, a liar 

may prepare for questions like 'Where have you been yesterday?' but not for  questions like 

'What did the spatial arrangement look like in the cafe?’ (Vrij et al., 2009). There is evidence 

that asking unanticipated questions is beneficial to deception detection regarding past events 

(e.g., mock crimes, Shaw et al., 2013; Vrij et al., 2009) and regarding lies about someone’s 

occupation (Warmelink, Vrij, Mann, Leal, et al., 2013). The effectiveness of question 

expectedness on the detection of deceptive intentions is less clear. When participants lied or 

told the truth about their travel plans (Warmelink et al., 2012), the hypothesized higher richness 

of detail for truth telling was indeed only found for unexpected questions (i.e., “How are you 

going to travel to your destination?”), but not for general questions (i.e., “What is the main 
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purpose of your trip?”; where liars were, in fact, more detailed). In another experiment, truth-

tellers were to find material in a library whereas liars intended to steal the material but prepare 

a believable cover story (Fenn, McGuire, Langben, & Blandón-Gitlin, 2015). During the 

interview, they were asked to either tell about their activities in chronological order, or in the 

reverse order (i.e., going backward in time). The unexpected reverse order question appeared 

detrimental for deception detection accuracy: truth-tellers were more likely to be misclassified 

as liars. We, therefore, explore how question expectedness impacts upon the detection of 

intentions. 

The current investigation 

The aim of the present study is to examine whether we can identify people lying about their 

intentions of traveling by airplane. To work towards potentially large-scale applicable methods 

of deception detection, we built an online task where we asked questions about people's 

upcoming flight plans. We stayed close to the questions asked in previously successful studies 

on verbal deception detection about intentions (Sooniste et al., 2013; Warmelink et al., 2012; 

Warmelink, Vrij, Mann, Leal, et al., 2013). In addition to being able to collect data on a large 

scale, another requirement for implementable tools is an automated analytical framework 

(Kleinberg et al., in press). Here, we aimed to address this by analyzing the verbal content both 

computer-automated and complemented by human coding. 

We instructed participants to either tell the truth or lie, and they were subsequently asked 

ten questions about their next or most recent flight. Because previous studies highlight the 

importance of asking the right questions, we used unexpected (e.g., transportation-related) 

questions in addition to expected (e.g., general) questions (Warmelink et al., 2012; Warmelink, 

Vrij, Mann, Leal, et al., 2013). Furthermore, there are indications that informing both liars and 

truth tellers about the quality of the expected information in truthful answers may benefit 

deception detection (Harvey et al., 2016; Nahari et al., 2014b, but see Nahari & Pazuelo, 2015). 

We, therefore, instructed half of the interviewees to provide highly specific information (e.g., 

names of persons or locations, dates) instead of merely asking to provide as much information 

as possible. Asking for highly specific information may pose an additional difficulty to liars 

because they wish to avoid providing damaging information, whereas truth-tellers could 

quickly recall specific, potentially verifiable information (Nahari et al. 2014b).  
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Hypotheses 

Our primary hypothesis in this study was motivated by findings from deception research on 

both past events (e.g., Nahari et al., 2014a) and intentions (e.g., Vrij et al., 2011; Warmelink, 

Vrij, Mann, Leal, et al., 2013): Truth-tellers' accounts contain more detailed information than 

those of liars (“richness of detail hypothesis”). Similar to the information protocol procedure 

(Nahari et al., 2014b), we further hypothesized that truth-tellers could provide more specific 

information than liars if they are explicitly told to do so (“information protocol hypothesis”). 

For exploratory purposes, we were interested in investigating i) human coded variables for 

differentiating truthful from deceptive statements that may be harder to automatize (e.g., 

plausibility); ii) how the question type affected the richness of detail, iii) how richness of detail 

differed between past events and future intentions, and iv) how the temporal immediacy of flight 

plans moderated the effect of richness of detail. 

Method 
This experiment was approved by the IRB of the University of Amsterdam (dossier #2016-CP-

7230). All materials, raw and aggregated data are available via https://osf.io/knhz4/.  

Participants 

We aimed to collect data from 518 participants based on a priori power analysis for the 2 

(Veracity: truthful vs. deceptive) by 2 (Information Protocol: standard vs specific) interaction 

for an effect size of Cohen’s f = 0.25, power = .95, alpha = .05.10 We opened spots for 

participation on the online platform crowdflower.com until this number of participants was 

reached. Of the initial sample of 518 participants, there were no data for nine participants, and 

we further excluded data of participants whose IP address has been registered more than once, 

resulting in an additional 94 exclusions (see Kleinberg & Verschuere, 2015; Verschuere, 

Kleinberg, & Theocharidou, 2015). The relatively high exclusion number for duplicate IP 

addresses might be due to the block-wise data collection that made double participation 

possible. From the remaining sample (n = 415), we excluded participants who were outliers 

(larger than 2.5 SDs above the mean) on the number of weeks until their flight and the number 

of times having visited the destination before (n = 33) and those who indicated to not have 

��������������������������������������������������������
10 Note that power calculations indicate a sample size of 210 for the given parameters (i.e., 53 per cell in a 2x2 between-

subjects design). We deliberately added 20% to this number for potential drop-out (n per cell: 64) in this online study 

(Kleinberg & Verschuere, 2015, 2016) and multiplied this number by eight given that the overall design was 2x2x2 between-

subjects.  
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provided genuine information at the beginning (n = 28), resulting in a final sample of 354 

participants.11 Participants were randomly allocated to the truthful or deceptive condition and 

further to the standard or specific information protocol condition. Our quasi-experimental 

manipulation of participants who were or were not flying in the next three months resulted in 

two groups (flyers who reported about their future flight and non-flyers who reported about 

their past flight). The focus of this investigation is on those who report about their future flight.12 

Of those who were going to fly (n = 222)13, 109 participants were in the truthful condition 

(standard: n = 49, Mage = 32.51, SD = 9.10, 32.65% female; specific: n = 60, Mage = 35.78, SD 

= 9.35, 41.94% female), and 113 were in the deceptive condition (standard: n = 52, Mage = 

33.90, SD = 10.21, 34.54% female; specific: n = 61, Mage = 32.25, SD = 7.61, 34.43% female). 

Materials 

Experimental task 

The experimental task was presented in a custom-made web app programmed in HTML and 

JavaScript. Participants needed an Internet connection and a standard web browser to do the 

task on their computer. To ensure additional control over the experimental task, we disabled 

the translation function, the copy-and-paste function, tested whether the input was provided 

where necessary, whether text input was written in proper English, and whether the required 

minimum length of answers was provided. If not, the participants were informed about this via 

a pop-up and alerted that this could result in the invalidation of their participation. 

 

Computer-automated analysis: Richness of detail 

Many studies that adopted a computer-automated approach to verbal deception detection have 

used the Linguistic Inquiry and Word Count software (LIWC, Mihalcea & Strapparava, 2009; 

Pennebaker, Boyd, Jordan, & Blackburn, 2015). Text statements processed with the LIWC 

return proportions of word categories occurring in the text. Each word category is intended to 

model different psycholinguistic variables such as the category 'affect' which is used to model 

emotional processes. Underlying each category are extensive dictionaries of words against 

which the words in the statements are analyzed. The LIWC has successfully been employed in 

��������������������������������������������������������
11 Post-hoc power calculations showed that the final sample size of 354 was indeed sufficient to pick up an effect of f = 0.25; 

achieved power: 0.99. 
12 For the scope of this paper, we focus mainly on the data for participants with upcoming travel plans and use the data for 

the participants with “past” travel activities only in the exploratory analysis. 
13 Achieved power for f = 0.25 and n = 222: 0.96 
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multiple contexts (e.g., Ott, Cardie, & Hancock, 2013; Pérez-Rosas & Mihalcea, 2014) and was 

shown to be acceptable for modeling human-coded RM annotation (Bond & Lee, 2005). In the 

current investigation, we used the LIWC word categories “percept,” “space” and “time,” to 

model perceptual, spatial and temporal details, respectively. For each participant, we summed 

the three categories across all ten answers to derive the dependent variable richness of detail. 

 

Sentence specificity: Speciteller 

Motivated by the observation that two sentences of identical propositional meaning can differ 

in the specificity with which the meaning is transmitted, Li and Nenkova (2015) proposed 

speciteller. Speciteller is a python-implemented machine learning-based classifier giving the 

specificity of a sentence ranging from 0 (lowest) to 1 (highest). Five independent annotators 

judged a sample of 885 sentences from the Wall Street Journal, New York Times, and 

Associated Press. The annotators determined that 54.58% of the sample be specific sentences 

which were then used to build a classifier with shallow surface features (e.g., the number of 

words, the estimated the number of named entities) and dictionary features (e.g., subjective 

words, concreteness). Using machine learning (supervised logistic regression, semi-supervised 

and co-training classification), they derived a final classifier model they released as open-source 

software under the name speciteller. We used the speciteller tool to calculate the average 

sentence specificity per statement as a dependent variable. 

 

Information specificity: Named Entity Recognition 

We operationalize information specificity as the number of named entities recognized by the 

SpaCy python natural language processing tool (Honnibal, 2016). Named entity recognition is 

a sub-field of computational linguistics focused on the extraction of information from text. The 

information is extracted in so-called named entities that refer to specific information such as 

persons, places or dates. In general, the approach to developing a named entity recognition 

(NER) system is to define grammar-based rules, regular expressions, and use machine learning 

classification to identify entities in text automatically. In this investigation, we extract named 

entities in the categories persons, nationalities or religious groups, facilities, organizations, 

geopolitical entities, locations, products, events, works of art, law documents, languages, dates, 

times, percentages, quantities, ordinals, and cardinals (Honnibal, 2016; Kleinberg, Nahari, & 

Verschuere, 2016). We obtained the dependent variable information specificity by summing all 

named entities per statement divided by the number of words (see also Kleinberg, Mozes, Arntz, 

& Verschuere, 2017). 
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Human coding 

In addition to automated coding, two students coded the statements of those participants that 

were flying in no more than four weeks (n = 110). Coders were presented with the entire 

account of the participant (i.e., their answers to the ten questions), and asked to rate the entire 

statement. All variables were scored on a 7-point Likert scale (1 = very low; 7 = very high, see 

Sooniste et al., 2013). Definitions were adopted from Vrij (2014) and MacGiolla et al. (2013). 

The coders were trained in rating the statements on the richness of detail ("the inclusion of 

specific descriptions of place, time, persons, objects and events in the statement"), plausibility 

("the coherency of the statement in terms of not containing logical inconsistencies or 

contradictions and the degree to which the message seems plausible, likely, or believable"), 

complications ("the reporting of either an unforeseen interruption or difficulty, or spontaneous 

termination of the event"), occurrence of how-utterances ("concrete descriptions of activities"), 

occurrence of why-utterances ("first, wider motivations/reasons why someone planned an 

activity; second, motivations/reasons for doing something in a certain way"), and truthfulness. 

Both coders received a 2.5-hour training session on statements of non-flying participants and 

a subset (n = 16) of the selected statements which were excluded from the analysis. Of the final 

ninety-one statements (48 truthful, 43 deceptive), 31 statements were coded by both coders 

(ICCs: plausibility = 0.67, richness of detail = 0.85, how-utterances = 0.3614, why-utterances 

= 0.86, complications = 0.71, truthfulness = 0.82). The remaining 60 statements were randomly 

distributed between the two coders. 

Procedure 

The experimental task was advertised on crowdflower.com as a survey about people’s flying 

behavior. Upon accessing the custom-made web app via a link provided in the task description 

(http://newlylabs.net/wp-content/research/cbdmi/exp1_/desktop/html/main.html) participants 

were introduced to the task and told that serious participation was necessary and would be 

rewarded with the chance of winning a $100,- Amazon.com voucher.15 After giving informed 

consent, on the next page, all participants were asked whether they would be flying in the next 

three months (answer options: "yes", "no", "not sure yet"). If they indicated that they would fly 

in the next three months, the next page asked the following flight-related questions; i) how 

��������������������������������������������������������
14 Due to the low ICC of how-utterances, we did not include this variable further into the analysis. 
15 Of all participants that provided their email address for this, one was chosen at random and was awarded the voucher. 
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many weeks this flight was away, ii) what the purpose of this flight was (pre-defined selection 

menu, e.g., "work), iii) what the final destination of their trip was (e.g., "London", and iv) how 

often they had visited that place before. For all pages where any input was required, participants 

could only proceed after providing the required information. Participants were either instructed 

to lie or to tell the truth about their flight. Those who were in the truthful condition were told 

to provide honest answers about their trip to (say) "London for work." Those who were 

allocated to the deceptive condition were assigned a new destination (e.g., "Madrid") and a new 

purpose (e.g., "holiday") and were told to pretend they are planning to fly to this new destination 

with the new purpose.  

Also, in both conditions, we told participants that they should either provide as much 

information as possible on the next ten questions about their flight or that they should provide 

information that is as specific as possible (e.g., names, locations, dates). The instructions were 

repeated in bullet points on the next page, and all participants had 30 seconds to prepare for the 

upcoming questions. In total, all participants answered eleven questions including one test 

question (“Please describe your task for this experiment”) to help participants become 

acquainted with the task (Table 1). The remaining ten questions were identical to all participants 

whereby the destination and purpose placeholders were filled in according to the participants’ 

experimental condition and their assigned destination/purpose pair. The questions were selected 

to reflect the structure and content of related studies (i.e., asking questions on the core event – 

Question 2 and 3; on the planning and preparation – Question 4 and 5; and on the transportation 

– Question 8 and 9, see Sooniste et al., 2013; Warmelink et al., 2012; Warmelink, Vrij, Mann, 

Leal, et al., 2013), and to take into account meta-analytical findings showing that emotion-

related questions (Question 6 and 7) are a useful to elicit truth-lie differences (Hauch, Blandón-

Gitlin, Masip, & Sporer, 2015) 

. We supplemented these eight questions with two questions that we reasoned to be 

uniquely related to properly planned intended actions (Question 10) and should be rather 

unexpected (Question 11). During all questions, below the actual wording of the questions, the 

instructions regarding the veracity and information protocol manipulation were repeated (e.g., 

“Remember: please lie about your original trip by giving very specific information (persons, 

locations, times, etc.) about a trip to Madrid for a holiday”. Questions were presented one at a 

time in identical order. 

After typing in the answers to these questions, we asked for demographic variables (age, 

gender, education, country of origin, native language) and asked for each question, how 

expected they found it on a scale from 1 (not expected at all) to 10 (absolutely expected). Also, 
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we asked how motivated they were and had them rate their language proficiency as well as 

doing two language assessment tasks which were part of another study and are not reported 

here. Those participants who indicated at the beginning that they were not flying in the next 

three months proceeded through the same task but answered all flight-related questions about 

their most recent past flight. The truthful/deceptive manipulation was adjusted accordingly (i.e., 

answer truthfully or lie about the last past trip). The wording of the questions changed 

automatically. At the end of the task, as a control check, participants were asked whether they 

provided accurate information at the beginning of the task regarding their upcoming or past 

flight (answer options: “yes”, “no”). Participants were then debriefed and could provide their 

email address for the draw on the $100,- voucher. The task took approx. 15min. 

Experimental manipulations 

There were two experimental manipulations as well as one quasi-experimental manipulation in 

this study. First, we manipulated the veracity of people’s answers by allocating them to either 

the truthful or the deceptive condition. If participants indicated that the purpose of their 

upcoming flight would be returning home, they responded to questions about their past trip. 

Those in the truthful condition (for both past and upcoming trip) were asked questions about 

the self-reported destination and purpose whereas those in the deceptive condition were 

allocated a different destination/purpose pair. This allocation ensured that neither the purpose 

nor the destination for liars matched the original one. We further attempted to apply a semi-

yoked matched design by randomly allocating a destination/purpose pair that genuine flyers 

reported in pilot studies. Second, we manipulated the information protocol by changing the 

additional instructions to answer the questions. Those in the standard information protocol 

condition were told to provide as much information as possible, whereas those in the specific 

information protocol condition were told to provide as much specific information as possible. 

The latter also received examples of what specific information was (names, times, locations, 

etc.). Third, the quasi-experimental manipulation was the temporal focus of flying (past flight 

or upcoming flight) which was self-reported by participants. 
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Table 1. Questions asked in the experimental task (verbatim). 
# Question Rationale/ 

reference 
Minimum 

length 
(chars.) 

Observed 
length (M, 

SD) 

Example of answer16 

1 “This is a test question and a 
check whether you understood 
the instructions. Please briefly 
state your task in this 
experiment.” 

Control question 15 71.08 (34.26) "To accurately provide information on my trip 
to London to visit family. I plan to fly to 
London to visit family and friends. I will also 
be traveling to Brighton and maybe 
Southampton." 

2 “What is the main purpose of 
your flight to 
[DESTINATION]?” 

General question 
(Warmelink, Vrij, 
Mann, Leal, et al., 
2013) 

50 133.15 (95.03) "The main purpose is to visit family in London. 
I will also be going to Brighton." 

3 “Who will you meet in 
[DESTINATION] and for which 
reason?” 

General question 50 110.91 (70.93) " I will be visiting family that live in London. I 
will visit some friends as well." 

4 “Please describe in which order 
you did the planning for your 
trip to [DESTINATION]. What 
was first, what second, and what 
last?” 

Planning question 
(Warmelink, Vrij, 
Mann, Leal, et al., 
2013) 

50 169.95 
(103.67) 

"The first thing I had to do was check the 
flights to London. The second was to book the 
flights according to my schedule." 

5 “What was the hardest to plan?” Planning question 
(Warmelink, Vrij, 
Mann, Leal, et al., 
2013) 

50 111.04 (60.15) "The hardest thing to plan was booking a hotel. 
There are so many hotels with so many 
reviews. It was difficult to choose one and pick 
the location." 

6 “What is the most pleasant event 
you expect to happen during 
your trip?” 

Emotion-related 
question (Hauch et 
al., 2015) 

50 105.75 (50.33) "The most pleasant event that I expect to 
happen during my trip is to see family that I 
haven't seen in a couple of years." 

7 “What is the most unpleasant 
event you expect to happen 
during your trip?” 

Emotion-related 
question (Hauch et 
al., 2015) 

50 104.67 (47.88) "The most unpleasant event will likely be the 
travelling part. I will be departing at 6am, so it 
is likely to be an early morning." 

8 “If you have to wait during your 
journey, for example in the 
airport or changing train stations, 
what will you do while you're 
waiting?” 

Transportation 
question (Warmelink 
et al., 2012) 

10 92.78 (47.47) "While waiting on my journey, I will likely be 
on my phone or laptop." 

9 “How will you get from the 
airport to your accommodation?” 

Transportation 
question (Warmelink 
et al., 2012) 

10 74.00 (46.53) "I will travel from the airport to my 
accommodation via rental car." 

10 “What is the first thing you will 
do when you arrive at your final 
destination?” 

Other specific 
question 

50 94.03 (36.80) "The first thing I will do when I arrive will be 
to look for a Starbucks." 

11 “What is the first thing you will 
do when you return home from 
your trip to [DESTINATION]?” 

Other specific 
questions 

50 95.12 (34.38) "The first thing I will do when I return home is 
unpack and shower." 

Note. The tense of the question was adjusted when the questions pertained to the most recent past flight. 

��������������������������������������������������������
16 The locations and times are anonymized here. The examples are taken from a participant in the truthful condition. 
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Analysis plan 

Although the full design of this study was 2 (Temporal focus: future vs. past flight, between-

subjects) by 2 (Veracity: truthful vs. deceptive, between-subjects) by 2 (Information Protocol: 

standard vs. specific, between-subjects), as reported above, the primary aim of the analysis were 

participants who had future flight plans (i.e., intentions). Therefore, for the main hypotheses 

tested, the particular design was 2 (Veracity: truthful vs. deceptive, between-subjects) by 2 

(Information Protocol: standard vs. specific, between-subjects). As the dependent variable, we 

tested richness of detail, average sentence specificity, and information specificity in the written 

answers.  In exploratory analyses, we provide human coding of verbal content variables of a 

subset of statements. For exploratory analyses, we included an additional factor into the 

analysis, namely Question type (general vs. planning vs. emotion-related vs. transportation vs. 

other specific). All analyses were conducted with an alpha level of .05. 

Results 

Descriptive statistics 

Table 2 shows descriptive statistics for the final sample. 

Manipulation check 

There was no difference in the distribution of participants who failed the control question 

between the flyers in the truthful and deceptive condition, X2(1) = 0.07, p = .795, Cramer's V = 

0.05. A one-way ANOVA on the question expectedness revealed that expectedness differed 

across Question type, F(4, 880) = 13.87, p < .001, f = 0.13. Follow-up tests indicated that the 

general questions were perceived as more expected (M = 7.26, SD = 2.04) than questions of all 

other types (Mcollapsed = 6.24, SDcollapsed = 1.80, ps > .05, see Table 2). 

Main analysis 

For richness of detail, the 2 (Veracity: truthful vs deceptive) by 2 (Information protocol: 

standard vs specific) between-subjects ANOVA revealed that there was no significant main 

effect of Veracity, F(1, 218) = 0.07, p = .787, f = 0.02, nor for Information protocol, F(1, 218) 

= 3.57, p = .060, f = 0.13. The interaction between Veracity and Information protocol was not 

significant, F(1, 218) = 1.00, p = .754, f = 0.07 (Table 2).  
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For information specificity, there was no significant main effect of Veracity, F(1, 218) 

= 0.70, p = 0.40, f = 0.06, and no significant Veracity by Information protocol interaction, F(1, 

218) = 0.28, p = .596, f = 0.04. However, the main effect of Information protocol was 

significant, F(1, 218) = 6.78, p = .010, f = 0.18, suggesting that those instructed to provide 

specific information (M = 1.47, SD = 1.19) did in fact provide more information than those with 

standard instructions (M = 1.09, SD = 1.00).  

For sentence specificity, there was no significant main effect of Veracity, F(1, 218) = 

0.04, p = .836, f = 0.04, or Information protocol (specific: M = 0.55, SD = 0.31; standard: M = 

0.55, SD = 0.32), F(1, 218) = 0.01, p = .941, f = 0.01. The interaction between Veracity and 

Information protocol not significant either, F(1, 218) = 0.51, p = .475, f = 0.05.  

 

Table 2. Descriptive statistics for participants who reported upon their upcoming flight (means and standard 
deviation in parentheses). 

 Standard Specific 

 Truthful Deceptive Truthful Deceptive 

Final n 49 52 60 61 

Weeks until flight 5.12 (3.64) 7.08 (7.06) 6.07 (5.48) 5.85 (7.73) 

Times visited before 4.24 (5.02) 4.82 (6.89) 4.73 (5.84) 4.70 (7.23) 

Motivation 8.00 (1.99) 8.12 (1.83) 7.81 (1.87) 8.23 (1.53) 

Failed control question (%) 3.92 (19.60) 3.70 (19.06) 4.76 (21.47) 1.61 (12.70) 

Number of words* 195.18 (66.26) 224.33 (112.04) 210.22 (75.52) 214.75 (80.54) 

Expectedness general questions 6.84 (2.10) 7.53 (1.72) 7.08 (2.33) 7.57 (1.90) 

Expectedness planning questions 5.94 (2.30) 6.10 (2.29) 6.37 (2.30) 6.70 (2.41) 

Expectedness emotion-related questions 5.46 (2.47) 6.65 (1.93) 6.24 (1.90) 7.07 (2.25) 

Expectedness transportation questions 6.22 (2.22) 6.62 (1.96) 6.43 (2.14) 6.95 (1.85) 

Expectedness other specific questions 6.21 (2.25) 6.41 (2.09) 6.26 (2.14) 6.78 (2.26) 

Richness of detail (LIWC) 13.93 (3.30) 14.21 (3.75) 14.98 (3.94) 14.96 (3.14) 

Average sentence specificity*100 57.41 (32.48) 53.43 (32.60) 54.00 (30.60) 56.20 (32.43) 

Named entity-based information 
specificity*10^4 

97.99 (92.31) 118.47 (106.09) 144.87 (115.78) 149.46 (123.12) 

Note. *There were no main effects or an interaction between Veracity and Information Protocol for the number of words, all 
p's > .143. 
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Exploratory analyses 

Question expectedness 

When we collapsed the question types into expected (i.e., the 2 general questions) versus 

unexpected (i.e., the 2 planning, 2 emotion-related, 2 transport, and 2 ‘other’ questions), the 2 

(Veracity: truthful vs deceptive) by 2 (Question expectedness: expected vs unexpected) 

ANOVA on the richness of detail revealed only a significant main effect of Question 

expectedness, F(1, 220) = 10.09, p = .002, f = 0.21. Unexpected questions (M = 14.56, SD = 

9.11) resulted in more detailed answers than expected questions (M = 12.93, SD = 8.72). 

Likewise for information specificity: only a significant main effect of Question expectedness 

emerged, F(1, 220) = 87.24, p < .001, f = 0.63, which revealed that expected questions (M = 

23.55, SD = 31.62) elicited a higher information specificity than unexpected ones (M = 8.60, 

SD = 19.32). For sentence specificity, the same pattern emerged. The significant main effect of 

Question expectedness, F(1, 220) = 37.91, p < .001, f = 0.42, showed that the sentence 

specificity of the answers was higher for expected (M = 15.70, SD = 22.11) than for unexpected 

questions (M = 10.33, SD = 19.83). 

 

Human coded variables 

Human coders blind to the experimental conditions and hypotheses scored a subset (n = 91) of 

statements (i.e., those who fly within no more than four weeks) on their plausibility, 

complications, richness of detail, why-utterances, and truthfulness on 7-point Likert scales. For 

each statement that was coded by the two coders, we used an odd-even split to determine which 

scoring to use for the analysis. We conducted 2 (Veracity: truthful vs. deceptive) by 2 

(Information Protocol: standard vs. specific) between-subjects ANOVAs on each of the five 

variables (Table 3). There was a significant main effect of Information Protocol for richness of 

detail, F(1, 87) = 12.32, p < .001, f = 0.37;17 and for why-utterances, F(1, 87) = 3.97, p = .050, 

f = 0.21.18 Statements were rated as more detailed and containing more why-utterances when 

the instructions for participants were to provide specific information. There were no effects of 

Veracity, Fs < 1. 
 

 

��������������������������������������������������������
17 The main effect of Information Protocol, F(1, 87) = 1.48, p = .227, f = 0.13; as well as the Veracity*Information Protocol 

interaction, F(1, 87) = 0.25, p = .616, f = 0.05, were non-significant. 
18 The main effect of Information Protocol, F(1, 87) = 0.87, p = .354, f = 0.10; as well as the Veracity*Information Protocol 

interaction, F(1, 87) = 0.07, p = .783, f = 0.03, were non-significant. 
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Table 3. Means (SDs) of the human-coded variables per Veracity and Information Protocol. 
 Standard Specific 

 Truthful Deceptive Truthful Deceptive 

n 24 14 24 29 

Richness of detail 1.38 (0.65) 1.93 (1.00) 2.67 (1.88) 2.90 (1.76) 

Plausibility 5.33 (1.55) 5.57 (1.83) 5.50 (1.50) 5.24 (1.38) 

Complications 2.20 (1.38) 2.29 (1.33) 2.08 (1.59) 2.48 (1.09) 

Why-utterances 2.88 (1.39) 2.50 (1.29) 3.42 (1.59) 3.21 (1.42) 

How-utterances 3.33 (1.09) 3.36 (1.08) 3.79 (1.41) 3.62 (1.32) 

Truthfulness 3.71 (1.57) 4.71 (2.16) 4.83 (1.86) 4.62 (1.76) 

 

Question type 

To test how the Question type affected the richness of detail of the answers, we added Question 

type as within-subjects factor and conducted a 2 (Veracity: truthful vs deceptive) by 5 (Question 

type: general, planning, emotion-related, transport, other) ANOVA on the LIWC-scored 

richness of detail. There was no significant main effect of Veracity, F(1, 220) = 0.07, p = .789, 

f = 0.02, and no significant Veracity*Question type interaction, F(4, 880) = 1.49, p = .203, f = 

0.04. The main effect of Question type was significant, F(4, 880) = 18.95, p < .001, f = 0.14. 

Table 4 shows the means (SDs) per Question type and follow-up contrasts between the different 

question types. For the average sentence specificity, the same pattern emerged with only a 

significant main effect of Question type, F(4, 1408) = 40.11, p < .001, f = 0.20; as well as for 

information specificity with a significant main effect of Question type, F(4, 880) = 48.49, p < 

.001, f = 0.22.  
 

Table 4. The richness of detail, average sentence specificity and information specificity per Question type. 

 General question Planning question Emotion-related 
question 

Transportation 
question 

Other specific 
question 

 T D T D T D T D T D 

Richness of detail 
(LIWC) 

12.92 
(9.24) 

12.94 
(8.21) 

16.52 
(8.54) 

16.36 
(7.91) 

14.48 
(9.85) 

14.87 
(9.60) 

12.47 
(10.17) 

11.28 
(8.94) 

14.05 
(8.26) 

15.62 
(8.21) 

Average sentence 
specificity*100 

14.91 
(21.47) 

16.46 
(22.73) 

15.75 
(24.42) 

17.07 
(24.35) 

9.26 
(17.98) 

9.14 
(18.97) 

7.54 
(15.87) 

8.87 
(19.56) 

6.91 
(15.41) 

8.01 
(17.44) 

Named entity-
based 
information 
specificity*100 

22.53 
(32.60) 

24.54 
(30.68) 

13.56 
(27.76) 

13.96 
(20.31) 

6.79 
(14.81) 

9.07 
(20.01) 

5.35 
(15.88) 

5.90 
(18.76) 

6.75 
(17.88) 

7.38 
(13.96) 

Note. T = truthful; D = deceptive. 
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Past events versus future intentions 

We examined exploratory whether the temporal dimension of the flight moderated the richness 

of detail of participants’ answers and potentially the effect of Veracity. A 2 (Veracity: truthful 

vs deceptive) by 2 (Temporality: past flight vs. upcoming flight) between-subjects ANOVA on 

the LIWC-based richness of detail revealed only a significant main effect of Temporality, F(1, 

350) = 9.80, p = .002, f = 0.17. Answers about past flights regardless of Veracity contained 

more detailed information (M = 15.80, SD = 3.57) than answers about upcoming flights (M = 

14.56, SD = 3.55). There was no such effect for average sentence specificity or information 

specificity. 

 

Temporal immediacy of intentions 

To test whether there was a relation between the immediacy of flying (i.e., how long away in 

the future/past the flight was) and the richness of detail, we included the number of weeks 

until/after the flight in the ANOVA model. There was no significant main effect of or 

interaction with the number of weeks, all ps > .05. 

Discussion 
In this study, we examined whether computer-automated verbal content analysis could 

differentiate between participants who provided truthful or deceptive statements about their 

upcoming flight. To address challenges of large-scale applicability, we tried to adopt an online 

data collection process and a computer-automated analytical approach with natural language 

processing tools to model the richness of detail of statements. Our core hypothesis was that 

truthful statements contained more detailed information than false statements and that this 

might be moderated by the instructions given to participants. 

The data did not support the hypothesis that truthful statements contain more detailed 

information than false statements which is in contrast to some previous intentions studies 

(Sooniste et al., 2015; Warmelink, Vrij, Mann, & Granhag, 2013, but see Sooniste et al., 2013). 

These studies found that truthful statements tended to be richer in detail than false statements. 

In our data, none of the dependent variables indicated a significant main effect of the veracity 

of the answers given. Our results showed a trend in support of the hypothesis that promoting 

specific answers resulted indeed in slightly more detailed and specific answers than giving 

standard instructions. These findings corroborate the information protocol hypothesis (Nahari 

et al., 2014b): promoting specific answers did seem to result in more specific answers, although, 

importantly, not to the effect of eliciting differences between truthful and deceptive answers. In 
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exploratory analyses, human judgments of the statements corroborate the finding that the 

information protocol manipulation facilitated the elicitation of information. However, the gain 

in information was found not to be conducive to identifying deceptive and truthful statements. 

Likewise, regarding the types of questions asked, unexpected questions resulted in more 

information than expected ones but did not facilitate the detection of deceptive or truthful 

reviews. The information gain due to unexpected questions was found for the named entity and 

the sentence specificity operationalization but not for the LIWC composite variable of "richness 

of detail". These contradictory findings would need further corroboration, but one explanation 

could be that the LIWC is less suitable for modeling the richness of detail than named entities 

or sentence specificity. A comparative analysis of these three operationalizations indeed 

showed that the LIWC richness of detail was less appropriate for modeling the theoretical lines 

of verbal deception theory than the other two (Kleinberg et al., 2017). 

In several ways, the results from this study are not in line with previous studies on the detection 

of false intentions (Mac Giolla et al., 2013; Vrij et al., 2011). We will first discuss limitations 

related to the experimental design and data collection and then elaborate on those related to the 

theory, data analysis and operationalization of constructs. 

Experimental design and data collection 

There are some lessons learned from the current study. First, our setting was non-interactive 

whereas previous studies within the verbal deception paradigm on intentions used face-to-face 

interview settings (e.g., Jupe et al., 2017; Sooniste et al., 2013; Warmelink, Vrij, Mann, & 

Granhag, 2013, but see Bogaard, Meijer, Vrij, & Merckelbach, 2016). Our data collection 

procedure may have affected the statements in two ways. That the participants were merely 

filling in forms in our study implies that the interviewing process was passive (i.e., without an 

interviewer as conversation counterpart) and anonymous rather than actively engaging the 

interviewees. Moreover, the flow of the questions was pre-scripted and non-dynamic. Such a 

static interviewing precluded the possibility of asking follow-up questions or providing 

clarifications. 

Second, contrary to the vast majority of studies on verbal deception detection (see Vrij 

et al., 2015), in the current experiment there was no interviewer present and hence no time 

pressure for the interviewee to reply. From a theoretical perspective, it is possible that the 

assumption that additional “cognitive load” makes lying harder than telling the truth (Vrij et 

al., 2015; Zuckerman, DePaulo, & Rosenthal, 1981) might be moderated by the temporal 

immediacy of the answers. For example, in a face-to-face interview, an interviewee may be 
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inclined to respond rather quickly to avoid any irregularities in the conversation. On the 

contrary, if there is no interviewer, there is no time pressure, hence it may seem irrelevant to 

the interviewee how long they take to reply. Although there was no difference in the response 

time (see Appendix), future research could shed light on the effect of time pressure in typed 

statements. 

Third, a critical assumption made by us, inspired by previous studies (Sooniste et al., 

2013; Warmelink et al., 2012), was that planning and transportation questions, in particular, 

would be perceived as unexpected. The unexpectedness should have put truth tellers in an 

advantage of being able to report on their genuine trip freely. Our data suggest that this 

assumption was only partially met: participants did indicate that the general questions were 

more expected than all others, but there was no difference between the questions of the 

remaining four topics. In Sooniste et al.'s (2013) study, the general (intention-related) question 

was perceived as less difficult than the planning-related questions. Those general questions did 

not result in any truth-lie differences in richness of detail, while questions on the planning phase 

did. Interestingly, part of these findings from Sooniste et al. (2013) can be found in the current 

experiment as well: no differences emerged for ‘general questions’, although in contrast to 

Sooniste et al. (2013) we did not observe the differences for the planning-related questions 

either. The nuances in the interplay between question expectedness and difficulty would be an 

interesting avenue for future research on intentions. For example, it remains unclear how 

planning-questions differ from transportation-questions. Similarly, it has been suggested that 

the perceived difficulty of questions might moderate their effectiveness (Fenn et al., 2015). If 

an unanticipated question is equally difficult for a truth-teller as for a liar (e.g., because no 

concrete plans exist yet about a future event), this might put truth-tellers at risk of providing an 

unbelievable answer. For future studies on question expectedness, it will be worthwhile looking 

at the perceived difficulty as well as the perceived expectedness of questions. 

Fourth, the information protocol manipulation we used, could have worked in two 

opposite directions. By instructing participants in the standard information protocol condition 

to provide as much detail as possible, it is imaginable that this gave the participants, especially 

the liars, a hint that richness of detail is a cue of interest. The information protocol has been 

shown to work with instructing participants to provide as much verifiable information as 

possible (Nahari et al., 2014b). However, research by Nahari and Pazuelo (2015) suggests that 

the information protocol pointing towards detailed (rather than verifiable) information might 

diminish truth-lie differences. In the current study, the beneficial effect of the 'specific' 

instructions on the detectability of the statements' veracity could have been canceled out by the 



�

�150 

detrimental effect of the 'as detailed as possible' instructions. Although the instruction to 

provide as detailed answers as possible has been used as interviewing tool in other studies 

(Sooniste et al., 2013), further research should try to adopt novel ingredients for verbal 

deception detection like the model statement technique (Leal, Vrij, Warmelink, Vernham, & 

Fisher, 2015) for the detection of intention. 

Fifth, our participants often did not have immediate and specific intentions yet, contrary 

to related previous studies (Sooniste et al., 2013, 2015). On average, the flight upon which 

participants reported was five to seven weeks away, whereas in previous intentions studies 

participants had direct plans to implement their intention on the spot (Sooniste et al., 2013; 

Suchotzki et al., 2013; Warmelink, Vrij, Mann, & Granhag, 2013). The lack of implementation 

intentions might have put both liars and truth-tellers in the difficult situation when asked to 

provide information regarding a flight that they had not yet planned in sufficient detail (Fenn et 

al., 2015). One way to address this limitation are in-vivo studies directly at the airport which 

allow for direct intentions. 

Verbal deception detection and deceptive intentions 

The current investigation was based on findings from verbal deception theory, in particular, the 

Reality Monitoring framework and the Undeutsch Hypothesis. While the findings reported here 

might be related to the methodology and design of the experiment, another explanation might 

stem from the theory. A small set of experiments reported successful applications of verbal 

deception detection for intentions (e.g., Sooniste et al., 2013; Warmelink et al., 2012) while 

others found no truth-lie differences in the verbal content (Fenn et al., 2015). The vast body of 

evidence for the verbal approach on past events motivated the theoretical angle of the current 

study. However, it could be that the detection of intentions represents a boundary condition for 

the classic verbal deception detection approach. For example, a core assumption is that 

experiencing an event leaves a memory trace which leads to richer accounts of that event. Not 

yet experienced activities do not meet that requirement. Sooniste et al. (2013) highlight the role 

of asking questions about the planning, that is, the part of an intention that allows participants 

to talk about the past. The current experiment incorporated that finding to no beneficial effect 

on the detection of deception. 

More research is needed to map out potential refinements of verbal deception theory for 

intentions as well as for the development of novel approaches. It is imaginable that for truth-lie 

differences to emerge the findings of the verifiability approach (Nahari et al., 2014a) could be 

extended. Parallel to past events, one can argue that genuinely (truthfully) intended actions 
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often entail detailed planning which is accompanied by, for instance, making a car reservation, 

booking a hotel, or arranging visiting a friend. Liars would be expected to provide fewer 

checkable information (e.g., contact details of the friend, details on the hotel booking) than 

truth-tellers due to a risk of being unmasked. Preliminary findings suggest that there is a role 

for the verifiability notion for the detection of intentions (Jupe et al., 2017) and it is worthwhile 

exploring that line of inquiry to understand differences in verbal content regarding deceptive 

and truthful intentions. 

Data analysis and operationalization 

In our operationalization procedure, it merits attention that we adhered predominantly to fully 

computer-automated scoring of verbal content. The quantification of qualitative measures (e.g., 

plausibility) remains a key challenge for social sciences and computational disciplines alike, 

but there is evidence that this is feasible (Bachenko, Fitzpatrick, & Schonwetter, 2008; Bond & 

Lee, 2005; for a review see Fitzpatrick, Bachenko, & Fornaciari, 2015). Moreover, the 

operationalizations used in the current study (esp. speciteller and named entities) were found to 

discriminate truthful from deceptive statements elsewhere (Kleinberg et al., 2017). Skepticism 

towards automated text analysis has been voiced elsewhere for context-sensitive scoring tools 

like Reality Monitoring (Vrij, 2008). The argument is that human coders are more attentive to 

context-dependency than lexicon-based approaches like the LIWC (but see Mihalcea & 

Strapparava, 2009; Newman, Pennebaker, Berry, & Richards, 2003). Although the automated 

analysis of verbal statements is necessary for quick and scalable applications of the verbal 

deception detection method, the manual human annotation might offer valuable insights. 

Human-scored verbal content variables did not reveal differences between truthful and 

deceptive statements in the current experiment. Moderate to high intra-class coefficients (ICCs 

0.67 - 0.86, except for how-utterances) suggest that a poor reliability was not the cause for these 

null-findings. An alternative explanation is that the coding procedure was not validly measuring 

the constructs of, for example, plausibility and richness of detail. There are indications that a 

frequency count method (i.e., counting the occurrences of details) is better suited than a scaling 

method as employed here (Nahari, 2016). In spite of the close adherence to the procedure of a 

related experiment that did find significant truth-lie differences (Sooniste et al., 2013, but see 

Warmelink, Vrij, Mann, & Granhag, 2013; Warmelink et al., 2012), it might be interesting for 

further research to test how the frequency count (where possible) vs. scale method affects 

deception detection accuracy for intentions. 
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Future research 

Although all of the limitations mentioned above merit the attention of future research on 

deceptive intentions, we believe an essential requirement for applied purposes is that of large-

scale applicability. Research efforts could be directed towards hybrid approaches consisting of 

elements from remote data collection methods, question expectedness, and verbal deception 

detection cues. For example, rather than providing participants a form to be filled in, one could 

develop an instant-messaging framework that asks a set of pre-tested questions to be answered 

in a semi-interactive online conversation (e.g., Derrick, Meservy, Jenkins, Burgoon, & 

Nunamaker, 2013; Zhou, 2005). Such a framework would ideally i) allow for active information 

elicitation through interviewee-interviewer interaction, ii) give the interviewee a feeling of non-

anonymity and accountability through interaction with an interviewer, iii) provide higher 

information gain (i.e., shorter replies with more information), iv) facilitate quick interview 

procedures, and v) lay the foundation for automated chatbot-like systems that would be a step 

towards fully automated, large-scale verbal deception detection. 

Conclusion 
The reported experiment was an attempt to investigate deceptive intentions using a remote data 

collection procedure and an automated analytical procedure. Participants' truthful or deceptive 

statements about their upcoming flight did not reveal differences in the verbal content. The 

study of future behavior may need implementation intentions to be able to determine their 

veracity. Moreover, future research on large-scale verbal deception detection approaches might 

want to explore novel paths towards active information elicitation processes, and strategic 

questioning approaches at scale.  
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Appendix 
 

For further exploratory analyses, we added response time, the number of deletions, and gaps 

between key-press events as dependent variables 

Para-linguistic keyboard-related variables 

Following Zhou’s (Zhou, 2005) taxonomy of deceptive behavior, we measured the para-

linguistic keyboard-related variables for participants’ answers to the ten main questions. 

Specifically, we recorded the following para-linguistic variables: response time in milliseconds, 

number of deletions, number of gaps between key-presses larger than 100ms, 200ms and 

300ms. All of these three non-verbal measures might be a way to model cognitive processes 

such as cognitive load involved in formulating answers through non-verbal behavior in a non-

interactive setting (e.g., Derrick et al., 2013; Zhou, 2005). We conducted separate one-way 

ANOVAs with Veracity as factor. There were no significant effects of Veracity on the average 

response time (Mtruthful = 2953, SDtruthful = 2595; Mdeceptive = 2984, SDdeceptive = 2606); on the 

average number of deletions (Mtruthful = 12.57, SDtruthful = 11.74; Mdeceptive = 13.16, SDdeceptive = 

13.72); nor on the average number of key-press gaps larger than 100ms (Mtruthful = 120.91, 

SDtruthful = 47.45; Mdeceptive = 128.81, SDdeceptive = 58.91). However, for the average number of 

key-press gaps larger than 200ms (Mtruthful = 62.79, SDtruthful = 30.65; Mdeceptive = 69.84, SDdeceptive 

= 33.03) and larger than 300ms (Mtruthful = 35.10, SDtruthful = 19.90; Mdeceptive = 40.04, SDdeceptive 

= 22.74), there were significant Veracity differences, F(1, 352) = 4.30, p = .038, f = 0.11, and 

F(1, 352) = 4.68, p = .031, f = 0.11, respectively. Although these differences might be an 

indicator of participants’ hesitation when formulating answers and might then be in line with 

the cognitive load rationale, these conclusions are merely tentative, exploratory, and necessitate 

replication in future studies. Furthermore, the effect sizes are small and thereby as single cues 

to deception, these para-linguistic variables seem of limited relevance for the detection of 

individual cases. 
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Abstract 

Recently, verbal credibility assessment has been extended to the detection of deceptive 

intentions, the use of a model statement, and predictive modeling. The current investigation 

combines these three elements to detect deceptive intentions on a large scale. Participants read 

a model statement and wrote a truthful or deceptive statement about their planned weekend 

activities (Exp.1). Using linguistic features for machine learning more than 80% of the 

participants were classified correctly. Exploratory analyses suggested that liars included more 

person and location references than truth-tellers. Exp. 2 examined whether these findings 

replicated on independent data. The classification accuracies remained well above chance level 

but dropped to 63%. Exp. 2 corroborated the finding that liars’ statements are richer in location 

and person references than truth-tellers’ statements. Together these findings suggest that liars 

may over-prepare their statements. Predictive modeling shows promise as an automated 

veracity assessment approach but needs validation on independent data.   
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Introduction 
On March 22, 2016, two suicide bombers detonated nail bombs at Brussels Airport in 

Zaventem, killing and seriously injuring many innocent civilians. In the aftermath of the terror 

attack, officials expressed concerns about the level of security, pointing to systematic security 

flaws and insufficient staff training at Brussels Airport (Bilefsky, 2016). This incident suggests 

that an additional screening of passengers before they arrive at the airport could be vital for the 

detection of aviation security threats. While many existing methods aim at safeguarding 

aviation security, concerns have been voiced about the validity of these methods (Meijer, 

Verschuere, & Merckelbach, 2017; Ormerod & Dando, 2015). More research regarding the 

screening of airport passengers is needed to improve aviation safety. One possible line of 

inquiry is to explore whether one can differentiate between true and false intentions (Jupe, Leal, 

Vrij, & Nahari, 2017; Vrij, Granhag, Mann, & Leal, 2011). 

Verbal deception detection 

Among the more promising approaches to detect deception is examining the verbal content to 

discern truthful from deceptive statements (C. F. Bond & DePaulo, 2006; Oberlader et al., 

2016). Verbal deception detection is rooted in the assumption that the verbal account of an 

event is informative about the veracity of that account. For example, genuine experiences are 

often reported differently than fabricated experiences, one of the core assumptions of Reality 

Monitoring (RM, Johnson & Raye, 1981). RM states that the differences are attributable to the 

process by which the memory of an event is constructed: memories of truthfully experienced 

events have been obtained through perceptual processes, whereas fabricated memories were 

built through cognitive operations. Deception researchers adopted this idea and found 

promising results for verbal deception detection (Johnson, Bush, & Mitchell, 1998). Meta-

analytical findings support the notion that visual, auditory and temporal details are useful in 

distinguishing truthful from deceptive accounts (Masip, Sporer, Garrido, & Herrero, 2005). 

Accuracy rates of classifying liars from truth-tellers based on these variables are above chance 

level and range from 63% to 82% (Masip et al., 2005; Vrij, Fisher, & Blank, 2017, but see 

Levine, Blair, & Carpenter, 2017; and Vrij, Blank, & Fisher, 2018). 

Detecting deceptive intentions 

For many years, deception research focused on people lying about their past actions (e.g., what 

someone was doing during the time of a crime). Since recently attention is also paid to the 

detection of deceptive intentions (Mac Giolla, Granhag, & Liu-Jönsson, 2013; Sooniste, 



�

� 161 

Granhag, Knieps, & Vrij, 2013; Warmelink, Vrij, Mann, & Granhag, 2013). There are 

indications that the principles that apply to the detection of deception on past events also apply 

to deceptive intentions (Granhag & Mac Giolla, 2014). When truth-tellers report a past event, 

they can rely on their memory, while liars cannot if they discuss an event they have never 

experienced. A similar logic may apply to lying about intentions. Plans for future actions that 

are not accompanied by an intention to execute result in a less detailed mental image of the 

event than plans that are accompanied by the enactment intentions (Granhag & Knieps, 2011; 

Szpunar, 2010). It is important to note, however, that past events are imagined in more detail 

than future events (D’Argembeau & Van der Linden, 2004; Gamboz et al., 2010). Cues for 

deception concerning intentions might, therefore, be less clear compared to those for past 

events.  

 To date, research into the verbal approach to the detection of deceptive intentions has 

examined different verbal cues with sometimes contradicting findings. In one study, passengers 

at international airports were instructed to lie or tell the truth about their forthcoming trip (Vrij 

et al., 2011). Those who lied about their journey provided statements that were less plausible 

and included more contradictions than truthful statements, but did not differ in the amount of 

detail. Building on the notion that the expectedness of the questions asked might moderate the 

effectiveness of the verbal deception detection approach (Vrij & Granhag, 2012), another series 

of experiments asked participants expected and unexpected questions about a fabricated or 

truthful future event (Fenn, McGuire, Langben, & Blandón-Gitlin, 2015; Warmelink et al., 

2013; Warmelink, Vrij, Mann, Jundi, & Granhag, 2012). Although differences in the amount 

of detail emerged in some studies when unanticipated questions were asked (Sooniste et al., 

2013; Warmelink et al., 2013), these effects were absent in other studies (Fenn et al., 2015; 

Kleinberg, Nahari, Arntz, & Verschuere, 2017). In yet another study, it was found that markers 

of good planning behavior (e.g., effective time allocation; how an action will be carried out) 

were more prevalent in truthful than in deceptive statements (Mac Giolla et al., 2013). 

Conversely, deceptive statements contained more justifications for the actions (i.e., why an 

action will be carried out). Furthermore, a recent study reported that deceptive intentions 

contained fewer verifiable details than truthful ones (Jupe et al., 2017). Taken together, the 

literature on the detection of deceptive intentions suggests that the verbal approach could be 

promising and that the richness of detail might be a useful cue to deception. 
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The Model Statement technique 

A model statement is a detailed example of a verbal statement given by someone on a topic 

unrelated to the current research context, and providing such a statement may help to increase 

verbal differences between truth-tellers and liars. By reading a detailed example before 

providing their account, interviewees are thought to learn the level of detail that is expected 

from their statement, which in turn makes them inclined to provide more detail. Providing more 

detailed information should be easier for truth-tellers than for liars: the former could easily 

retrieve details from their memory of a specific event, while liars struggle to include sufficient 

detail to match the expectations created by the model statement (Vrij, Fisher, et al., 2017; Vrij, 

Hope, & Fisher, 2014). Besides, liars will likely not provide more detailed information after 

reading a model statement because the provision of extra information could lead to cues that 

give away their lie (e.g., incriminating information, Nahari, Vrij, & Fisher, 2014) or expose the 

lack of contextual information in their account (Vrij, Fisher, et al., 2017). 

 There are mixed findings as to the usefulness of the model statement method so far. On 

the one hand, the provision of a model statement led to lengthier statements and better truth-

lie discrimination (i.e., truthful statements were more plausible, see Leal, Vrij, Warmelink, 

Vernham, & Fisher, 2015). Another study found that the discrimination between truthful and 

deceptive insurance claims based on the number of verifiable details improved with a model 

statement (Harvey, Vrij, Leal, Lafferty, & Nahari, 2017). Moreover, a model statement 

benefited detection accuracy when details inferred from behavior scripts (e.g., ‘we went to the 

restaurant and ordered food and something to drink’) and complications were counted (Vrij, 

Leal, et al., 2017). These studies suggest that the model statement aids deception detection 

when the quality of information (e.g., plausibility, verifiability, number of complications) is 

measured. On the other hand, several other studies have not found support for the beneficial 

role of a model statement when the quantity of details are examined. In Bogaard et al. (2014), 

a model statement led to lengthier statements but did not benefit the discrimination between 

truth-tellers and liars with commonly used verbal content analysis tools measuring quantity of 

detail (e.g., RM). Likewise, there was no evidence to the beneficial effects of the provision of 

a model statement for the amount of ‘total details’ (Ewens et al., 2016) nor for the statement 

quantity in children and adolescents (Brackmann, Otgaar, Roos af Hjelmsäter, & Sauerland, 

2017). In sum, there are indications that a model statement may improve verbal deception 

detection when examining verbal aspects other than the quantity of details. Importantly, 

although some studies failed to find an effect of the model statement, no study indicated that a 
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model statement impeded deception detection and, regarding quantity of details, several studies 

showed that it increased the information provided (e.g., Bogaard et al., 2014; Leal et al., 2015). 

The current study tests whether the model statement technique can facilitate the detection of 

truthful and deceptive intentions.  

Large-scale deception detection 

In a setting such as prospective airport passenger screening, large-scale deception detection 

may be only applicable when data can be collected and analyzed automatically (Kleinberg, 

Arntz, & Verschuere, in press). A key challenge for verbal deception detection is then the 

transition from manual, human coding of verbal content towards computer-automated 

approaches. While these two methodological lines have the same goal of identifying deceptive 

and truthful content, they both have different advantages and shortcomings (e.g., Hauch, 

Blandón-Gitlin, Masip, & Sporer, 2015). First, the manual annotation of a text is limited in its 

large-scale potential because it relies on instructed human coders. The efforts and time involved 

in the human coding approach make it virtually unfit for the assessment of vast numbers of 

statements in near real-time (e.g., in airport settings). Computer-automated approaches are less 

affected by this requirement and can be scaled up and allow for text analysis in real-time 

(Fitzpatrick, Bachenko, & Fornaciari, 2015). Second, inherent to the involvement of human 

assessors in manual coding is the lack of perfect reliability of the judgments made. Contrary to 

computer-automated approaches, the agreement between multiple humans is never entirely 

perfect and therefore might pose a threat to the validity. Because we are particularly interested 

in potential large-scale applications, we resort to computer-automated methods as a primary 

analytical tool in the current study. Several methods have been proposed to integrate verbal 

deception theory and computer-automated analysis: 

 

Linguistic Inquiry and Word Count 

The Linguistic Inquiry and Word Count software (LIWC, Pennebaker, Boyd, Jordan, & 

Blackburn, 2015; Pennebaker et al., 2015) examines the proportion of words belonging to one 

of 92 categories. The attractiveness of the LIWC is that the categories are thought to represent 

psycholinguistic processes such as the emotional tone of a text (e.g., 'lucky,' 'melancholic') or 

the number of cognitive processes in a text (e.g., 'know,' 'ought'). Each word category is 

composed of a dictionary of hundreds of words, and the analytical task consists of counting the 

number of words per category. Several studies have successfully used the LIWC to 

discriminate lies from truths (Bond & Lee, 2005; Kleinberg, Mozes, Arntz, & Verschuere, 
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2017; Mihalcea & Strapparava, 2009; Ott, Choi, Cardie, & Hancock, 2011; Pérez-Rosas & 

Mihalcea, 2014). 

 

Named Entity Recognition 

Recently it has been proposed to use named entities in verbal deception detection (Kleinberg, 

Mozes, et al., 2017; Kleinberg, Nahari, & Verschuere, 2016). Named entity recognition (NER) 

is an information extraction method that identifies and classifies information from natural 

language into predefined categories (e.g., persons, dates, times). Truthful statements are 

expected to contain more named entities than deceptive statements because truthful accounts 

(i) are typically richer in detail (Johnson et al., 1998; Masip et al., 2005), (ii) contain more 

verifiable details (Nahari et al., 2014), and (iii) are often more contextually embedded 

(Köhnken, 2004). The named entity-based approach has been shown to be useful for the 

identification of deceptive and truthful hotel reviews (Kleinberg, Mozes, et al., 2017). These 

findings suggest that named entities might be a means to measure the liars’ strategy of 

withholding potentially incriminating information (e.g., persons that could be consulted to 

verify an alibi), resulting in liars’ mentioning fewer named entities. 

The current study 

We investigated whether it is possible to detect truthful and deceptive statements about planned 

activities in a computer-automated verbal deception detection workflow (i.e., automated data 

collection and automated text analysis). Since the majority of verbal deception research has 

been conducted regarding past activities, we also included a comparison condition of 

participants who provided a truthful or deceptive statement about their recent activities (Exp.1). 

To enhance verbal differences, we provided all participants with a model statement in Exp.1, 

and experimentally investigated the provision of the model statement in Exp.2. In the first 

experiment there were four conditions. In the two truthful conditions participants were 

instructed to tell the truth about their i) forthcoming or ii) past weekend. In the two deceptive 

conditions, participants were instructed to lie about an activity assigned to them iii) for the 

forthcoming or iv) about the past weekend. The main focus of this study was the automated 

detection of deception. All statements were therefore coded automatically using the LIWC and 

named entity approaches. Since human coding is the standard in the majority of psycho-legal 

deception studies, we added manual annotations on a subset (40%) of the statements of Exp.1. 

 We expected several main effects of Veracity. Based on the theory of RM and the idea 

that richer mental images accompany genuinely planned activities, it was expected that truthful 
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statements would be lengthier (dependent variable: no. of words), richer in detail (DV: richness 

of detail measured via LIWC and human coding), contain more specific information (DV: 

named entities), and be more plausible (DV: human-coded plausibility) than deceptive 

statements. We also expected that truthful statements would contain more references to how 

(DV: human-coded how-utterances) an activity was executed and fewer justifications of the 

actions (i.e., why they executed an activity, DV: human-coded why-utterances) than deceptive 

statements (Mac Giolla et al., 2013). Lastly, we expected that the difference between truthful 

and deceptive statements would be more pronounced for statements about the past than for 

statements about the future (interaction hypothesis). In the exploratory analysis, we looked at 

machine learning classification of truthful and deceptive statements and examined individual 

linguistic predictors. 
 

Data availability statement 

The confirmatory analyses for the two experiments were preregistered before data collection. 

The pre-registrations, data and online supplementary materials are available at 

https://osf.io/wqc4p/. The source code to the experimental tasks is available at 

https://github.com/ben-aaron188/verbal_deception_past_future. 
 

Experiment 1 
The local IRB approved both experiments (#2016-CP-7306). 

Method 

Participants 

Data were collected through the online crowdsourcing website Prolific Academic 

(https://www.prolific.ac/) where we opened spots for 327 participants. Participation was open 

to all participants who were native English speakers and had not partaken in previous pilot 

studies. To ensure that participants had concrete weekend plans, we collected data just before 

a weekend (Thursday and Friday). All participants were reimbursed with GBP 1.50 for this 

study. Due to simultaneous starting times, we collected data from 347 participants on which 

we applied four preregistered exclusion criteria: double IP addresses (n = 23), non-complete 

data (n = 4), not following the instructions (n = 0), and failing the manipulation check (i.e., not 

recalling the instructions after writing the statement, n = 28; all participants were asked "How 

were you instructed to write your statement?" on a scale from 0 = answer truthfully, to 100 = 
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answer deceptively; we excluded those who indicated a score higher than 10 in the truthful 

condition, or a score lower than 90 in the deceptive condition).  

The final sample of 292 participants was randomly allocated to one of the four 

experimental conditions: truthful statement about the past weekend (n = 73, 58.90% female, 

Mage = 33.92 years, SDage = 11.43), deceptive statement about the past weekend (n = 60, 48.33% 

female, Mage = 35.55, SDage = 11.54), truthful statement about the forthcoming weekend (n = 

80, 60.00% female, Mage = 33.41, SDage = 11.67), and deceptive statement about the 

forthcoming weekend (n = 79, 53.16% female, Mage = 33.71, SDage = 10.05). There was no 

difference between the conditions in gender, X2(3) = 2.42, p = .490, Cramer's V = 0.05; or age, 

F(1, 290) = 0.04, p = .837, f = 0.01. 

 

The model statement 

We adhered to the suggested guidelines for formulating a model statement (Centre for Research 

and Evidence on Security Threats, 2016), with one exception. Given the online context of the 

current investigation, we did not provide an audiotaped version but rather presented the 

statement as text (as did Harvey et al., 2017). We followed the remaining suggestions and 

created a statement that i) is unrelated to the research scenario (here: weekend plans), ii) 

describes an authentic experience, and iii) is not created on the spot during the interview. 

 The actual model statement was created by interviewing a friend of one of the authors 

via telephone about her first day at university. The interview was transcribed and translated 

into English from Dutch, resulting in a length of 527 words (see Online Supplement 1). To 

ensure that the participants read the statement, they could only proceed to the next page after 

one minute and were informed that they would be asked four multiple-choice questions about 

the model statement (Online Supplement 2). If a participant failed to answer a question 

correctly, s/he was re-directed to the model statement followed by four new multiple-choice 

questions.   

 

Experimental manipulation 

Participants were randomly allocated to one of two conditions of Veracity (truthful vs. 

deceptive). Thus, participants gave either a deceptive or a truthful statement on their planned 

or past activities. Liars were assigned an activity that they had to pretend to intend for the 

coming weekend (or have done on the past weekend). We allotted an activity to liars to avoid 

that they used one of their previously experienced weekend activities. To keep the selection of 
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activities standardized, all participants had to choose from a drop-down menu of 31 activities 

(e.g., attending a wedding; Online Supplement 3). 

  

Past weekend plans 

In the past weekend conditions, participants were asked to select at least one activity that they 

had carried out last weekend and at least three activities that they had not carried out last 

weekend. For those activities that they indicated to have carried out last weekend, they were 

asked to report how often they had done them before (on a slider from never to very often). 

Subsequently, they were asked the same question for the activities that they said they had not 

carried out last weekend. In the truthful condition, participants were instructed to provide a 

convincing account about one activity that was randomly chosen from their selected truthful 

activities. In the deceptive condition, participants were assigned one activity that they, in the 

previous step, indicated to not have carried out before. For instance, if a participant in the 

deceptive condition had indicated to have ‘visited the zoo’ but did not ‘go to a birthday party’, 

the participant could be assigned to declare to have attended a birthday party. To provide a 

little more context, we added one extra detail to the selected activity in the deceptive condition. 

For example, if the determined activity was "throwing a party" the assigned activity was 

"throwing a party with your friends at your favorite pub". 

 

 Future weekend plans 

In the future weekend conditions, participants were asked to select at least one activity that 

they were planning to do on the upcoming weekend and at least three activities that they were 

not planning to do. For the planned activities, they were asked to indicate how often they had 

done them before, how certain they were about carrying out that activity, and how well they 

had planned that activity. For the activities that they indicated not to carry out, participants 

were asked how often they had carried them out before and how certain they were of not 

carrying them out. Equivalent to the truthful past weekend condition, those in the truthful 

forthcoming weekend condition were told one activity that they intended to do next weekend. 

In the deceptive forthcoming weekend condition, they were assigned the activity that had the 

lowest score on how often they had done it before and the highest score on how certain they 

were not to carry out that activity. Equivalent to the past weekend plans, we added a little more 

detail in the deceptive next weekend condition (e.g., “Going to a festival in a big city with a 

friend”).  
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Procedure 

Participants accessed the experimental task - advertised as "Lie detection study about your 

weekend plans" - via their Prolific account. The minimal requirement for doing this task was a 

web browser. Upon starting the task, participants were informed about the study and gave their 

consent for participating. Next, they read general instructions about the purpose of the task that 

some participants are instructed to tell the truth about their last (or upcoming) weekend, and 

some are instructed to lie. On the next page, they gave information about their activities during 

last weekend or for the forthcoming weekend (see Experimental manipulation). Participants 

were then randomly allocated to an experimental condition and read instructions according to 

their veracity and time condition. In particular, participants were told that they were about to 

write a statement about one specific activity, which was indicated in bold letters alongside 

these instructions. Participants were then directed to the model statement. Once they proceeded 

through the model statement and the subsequent multiple-choice test, participants received 

their statement instructions emphasizing that they should make their story “as detailed, 

plausible and convincing as possible”. In both veracity conditions, participants were reminded 

to write only about the given activity and that they could take the time to prepare their 

statement. Moreover, they were told that each account would be read by deception experts who 

would determine whether or not they believed the story. If they were believed, they would be 

rewarded with an additional GBP 0.50. We paid the bonus to the participants with 20% highest 

overall proportion of named entities in their statement. 

 On the next screen, participants had to write their statement in a text box. They could 

only proceed to the next screen if their statement was at least 80 words long and if their 

statement was proper English. If these criteria were not met, they were reminded about the 

length and language of the required input via a pop-up. We also disabled the copy-and-pasting 

functionality to prevent participants from re-using text. After completing the statement, 

participants were asked three questions to be answered with a slider from 0 to 100. (1) "How 

were you instructed to write your statement?" [truthful - deceptive], (2) "How much of your 

statement is based on truthful elements?" [nothing - all of it], and (3) "How motivated were 

you to write a convincing statement?" [not at all - absolutely]. Before exiting the experiment, 

all participants provided demographic information. 

 



�

� 169 

Computer-automated analysis 

Linguistic Inquiry and Word Count (LIWC) 

We used the LIWC to extract the proportions of words in each statement that belonged to those 

psycholinguistic LIWC categories that best represent the RM richness of detail. Specifically, 

we modelled the richness of detail as the sum of the LIWC categories percept (= perceptual 

processes; incl. the sub-categories see, hear, and feel; e.g., saw, touch, heard), space (= spatial 

references; e.g. down, in), and time (= temporal references; e.g. until, end; Bond & Lee, 2005). 

 

Named entity recognition (NER) 

In contrast to lexicon approaches (e.g., LIWC), NER is rather flexible towards unseen words 

since it bases the information classification on probabilistic estimates derived from a 

supervised machine-learning task (Nothman, Ringland, Radford, Murphy, & Curran, 2013). 

For example, it determines that “Harry Potter” is a person reference because it is more likely 

to be a person than, say, a date, location, or organization – without looking “Harry Potter” up 

in a database. By not relying on a lexicon, the NER approach can classify entities without 

having learned that information before. Here, we use the natural language processing library 

spaCy in the Python programming language (Version 1.3.0; Honnibal, 2016). We extract 

named entities of all the categories identified by spaCy: persons (e.g., “Chris”), nationalities or 

religious groups (e.g., “Chinese”), facilities (e.g., “Alum Chine”), organizations (e.g., 

“IKEA”), geopolitical entities (e.g., “South Korea”), locations (e.g., “Henver Road”), products 

(e.g., “VW”), events (e.g., “Birthday Party”), works of art (e.g., “Game of Thrones”), 

languages (e.g., “English”), dates (e.g., “2 nights”), times (e.g., “8am tomorrow”), percentages 

(e.g., “50%”), money (e.g., “an additional $1.00”), quantities (e.g., “about 40 miles”), ordinals 

(e.g., “one”), and cardinals (e.g., “2nd”). Our outcome variable is the proportion of the 

occurrence of unique occurrences of named entities (i.e., each entity is counted only once) 

relative to the word count in each statement (Kleinberg, Mozes, et al., 2017). 

 

Manual coding of statements 

A random subset of 147 statements (73 on past weekend plans, 74 on future weekend plans) 

was rated manually by two coders who were blind to the experimental condition and 

hypotheses. The coders were instructed to rate each statement as a whole on its plausibility, its 
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richness of detail, the occurrence of how-utterances and why-utterances.19 Each variable was 

scored on a Likert-scale from 1 (= very low/few) to 7 (= very high/many). Although recent 

findings suggest that counting details is more reliable than scale judgments (Nahari, 2016), we 

decided to follow the procedure of previous intentions studies (Sooniste, Granhag, Strömwall, 

& Vrij, 2015). Both coders received a training session in which statements were rated and 

discussed with an instructor. Further, 40% of the statements (n = 58) were rated by both coders, 

and the remaining 60% (n = 88) were randomly split between the two coders. The intra-class 

correlation coefficients (ICC) were 0.11 for plausibility (ns), 0.90 for richness of detail (p < 

.001), 0.60 for how-utterances (p < .001), and 0.67 for why-utterances (p < .001). Because of 

the very low reliability of plausibility, we decided not to analyze plausibility judgments. 

Results  

Analytical plan 

We conducted separate 2 (Veracity: truthful vs. deceptive) by 2 (Time: past vs. future) 

between-subjects ANOVAs with pre-registered Bonferroni significance level correction on 

each of the dependent variables. For seven key dependent variables in the main, preregistered, 

analysis, we adhered to an alpha significance level of 0.05/7 = .007. The effect size Cohen's f 

indicates the magnitude of effects, with f = 0.10, f = 0.25, and f = 0.40 for small, moderate, and 

large effects, respectively (Cohen, 1988). To compare the diagnostic efficiency of the 

dependent variables, we conducted Receiver Operating Characteristics (ROC) analyses and 

compared the AUCs using Venkatraman's (2000) AUC comparison test. In the exploratory 

analyses, we used a supervised machine learning classification task to predict the Veracity of 

statements. All statistical analyses were conducted with R (R Core Team, 2016). For AUC 

analysis, we used the pROC R package, Robin et al., 2011). The machine learning analyses 

were carried out with the caret package (Kuhn, 2017). 

��������������������������������������������������������
19 Plausibility: "Could this incident have happened as described? Could this be an honest description of someone's weekend 

activities?" (Leal et al., 2015). Richness of detail: "The inclusion of specific descriptions of place, time, persons, objects and 

events in the statement" ((Vrij, 2014); The occurrence of how-utterances: "Concrete descriptions of activities. This can 

include, but is not limited to, sentences that included phrases such as ‘we planned to…’, ‘we were going to…’, ‘we intended 

to... ‘" (Mac Giolla et al., 2013); Why-utterances: "There are two types of answers to 'why'. First, wider motivations/reasons 

why someone planned an activity. Second, motivations/reasons for doing something in a certain way" (Mac Giolla et al., 

2013). 
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Confirmatory analysis 

Table 1 summarizes the results for the confirmatory analyses, expecting main effects of 

veracity. There was no significant interaction effect between Veracity and Time for any of the 

dependent variables. For the number of words and how-utterances, a significant main effect of 

Time revealed that the statements were lengthier and contained more how-utterances when 

they were about past weekend activities than when they were about forthcoming weekend 

plans. Only for one of the four human-coded dependent variables was the hypothesis supported: 

truth-tellers included more how-utterances in their statement than liars. 
 

Table 1. Summary table with confirmatory analyses for Exp. 1 (M, SD, Cohen’s d). 

Dependent 

variable 

Past Future 
Main 

effect 

Veracity 

Main 

effect 

Time 

Veracity*Time 

interaction 
Hyp. 

Expected 

truth-lie 

difference 

supported? 

Truthful Deceptive Truthful Deceptive 

Number of 

words 

261.68 

(141.65) 

284.12 

(172.92) 

233.72 

(139.92) 

210.38 

(114.88) 

0.00 (p = 

.978) 

0.18* (p = 

.003) 

0.08 (p = 

.172) 

T > D No 

Richness of 

detail 

(LIWC) 

 

19.26 

(4.39) 

19.20 

(2.88) 

17.83 

(4.49) 

18.04 

(4.39) 

0.01 (p = 

.880) 

0.16 (p = 

.009) 

0.02 (p = 

.777) 

T > D No 

% of named 

entities 

 

3.35 

(2.18) 

4.16 

(1.60) 

3.90 

(1.89) 

3.85 

(2.06) 

0.10 (p = 

.101) 

0.03 (p = 

.605) 

0.11 (p = 

.065) 

T > D No 

Richness of 

detail 

(human-

coded) 

 

4.22 

(1.64) 

4.97 

(1.24) 

4.43 

(1.34) 

4.14 

(1.45) 

0.08 (p = 

.336) 

0.11 (p = 

.193) 

0.18 (p = 

.031) 

T > D No 

How 

utterances 

(human-

coded) 

 

5.16 

(1.24) 

4.63 

(0.80) 

4.60 

(1.04) 

4.00 

(1.13) 

0.26* (p = 

.002) 

0.28* (p = 

.001) 

0.02 (p = 

.847) 

T > D Yes 

Why 

utterances 

(human-

coded) 

3.23 

(1.26) 

3.20 

(1.40) 

3.24 

(1.06) 

3.25 

(1.44) 

0.00 (p = 

.974) 

0.01 (p = 

.907) 

0.01 (p = 

.920) 

D > T No 

Note. * = significant at p < .007. 
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Exploratory analyses 

Machine learning classification 

To predict the veracity of a statement, we used supervised machine learning classification, 

which, contrary to classical statistical testing, learns from the data to predict an outcome (for 

an overview of predictive modelling for psychological research, see Yarkoni & Westfall, 

2017). More specifically, in a supervised machine learning task, a classifier algorithm is trained 

on a subset of the data to predict an outcome class (here: truthful vs. deceptive). To build a 

classifier algorithm, one selects features (i.e., predictor variables) based on which the 

relationship to the outcome class is learned. To avoid overfitting, we split the data into a 

training set (80% of the data) and a hold-out test set (20%). During the training phase, we 

applied a 5-fold cross-validation with ten repetitions (e.g., Ott et al., 2011). The cross-

validation procedure ensures that each observation in the training data has been used for 

building and validating the final predictive model. Once the final model was determined, we 

assessed the performance on the held-out test set which was not used in the training phase. This 

procedure is used as a safeguard to ensure the validity of the final model. 

We used the commonly applied linear support vector machine (SVM) as a classifier 

(Mihalcea & Strapparava, 2009; Ott et al., 2011). Linear SVMs create an n-dimensional space, 

where n equals the number of features and calculates a linear kernel function that splits the data 

into two classes (here: truthful & deceptive). The aim is to derive a hyperplane that splits the 

data in a way that the distance between the two classes in the n-dimensional space is maximized 

(Murphy, 2012). As feature sets, we used i) all LIWC variables (92 features) as well as ii) a 

subset intended to model psychological processes (40 features, e.g., cognitive processes, 

negative thinking, perceptual processes, see Supplement 5). Table 2 shows the performance 

metrics for both past and forthcoming weekend plans. The findings suggest the predictive 

models built on all LIWC variables and the ‘psychological processes' subset outperform chance 

classification for prospective weekend plans but not for past weekend plans. 

 

Table 2. Accuracies of the supervised machine learning task (linear SVM) for two different LIWC feature sets. 

Feature set Data Accuracy (95% CI) Sens. Spec. AUC (95% CI) 

Complete 

LIWC 

Past weekend plans 69.23 (48.21 – 85.67) 71.43 66.67 0.70 (0.48 – 0.91) 

Forthcoming weekend plans 80.65 (62.53 – 92.55)* 62.50 100.00 0.75 (0.56 – 0.94) 

Psychological 

processes 

Past weekend plans 61.54 (40.57 – 79.99) 78.87 41.67 0.77 (0.58 – 0.96) 

Forthcoming weekend plans 74.19 (55.39 – 88.14)* 62.50 86.67 0.78 (0.62 – 0.94) 

Note. * = significantly better than the chance level; Sens. = sensitivity; Spec. = specificity. 
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Other LIWC variables and individual named entities 

We explored whether truth-lie differences emerged on individual LIWC or named entity 

categories. This also enabled us to understand the verbal differences within the composite score 

of “richness of detail”. Table 3 displays the means and effect size of the Veracity main effect 

for the three LIWC sub-categories that formed the LIWC richness of detail (i.e., percept, space, 

time) and other individual LIWC and named entity categories that were significant Veracity 

predictors in another study with the same approach (Kleinberg, Mozes, et al., 2017). The 

findings suggest that although the categories percept (f = -0.12), space (f = -0.17), and time (f 

= 0.23) were significant in differentiating deceptive from truthful statements, they did exhibit 

their effect in different directions. Only the temporal information category (“time”) was, as 

could be expected from RM, higher for truthful than for deceptive statements. The spatial 

information (“space”) and perceptual processes (“percept”) were higher in deceptive than in 

truthful texts. These discrepant findings might explain why the composite index of the LIWC 

richness of detail did not indicate a significant difference.  

Table 3 further shows that persons (f = -0.32) and geopolitical entities (f = -0.25) were 

the best discriminators but were both more frequent in deceptive statements than in truthful 

statements. Further, the occurrence of date (f = 0.13) and time (f = 0.12) references as well as 

of ordinals (f = 0.17) were significantly higher in truthful than in deceptive statements. Because 

there were no hypotheses about these specific findings, a replication experiment is needed to 

identify the robustness of these (unexpected) findings. 
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Table 3. Means (SDs, Cohen’s d) for the dependent variables used in the exploratory analyses per Time and 
Veracity. 

Dep. variable 
Main effect 

Veracity 

Past weekend plans Future weekend plans 

Truthful Deceptive 

Main 

effect 

Veracity 

Truthful Deceptive 

Main 

effect 

Veracity 

Richness in detail: 

percept 

-0.12* 1.93 (1.37) 2.10 (1.26) -0.06 1.52 (1.53) 1.99 (1.30) -0.17* 

Richness in detail: 

time 

0.23* 8.96 (3.05) 8.09 (2.01) 0.12 8.75 (3.41) 7.16 (2.36) 0.27* 

Richness in detail: 

space 

-0.17* 8.38 (2.67) 9.02 (2.56) -0.17 7.56 (2.96) 8.90 (3.43) -0.21* 

Function words 

(function) 

-0.16* 53.49 (4.08) 55.35 (3.12) -0.25* 55.89 (3.99) 56.46 (3.90) -0.07 

Personal pronouns 

(ppron) 

-0.09 9.67 (2.70) 10.79 (2.30) -0.22* 10.69 (2.56) 10.53 (2.53) 0.03 

1st person singular (i) 0.24** 6.53 (2.70) 5.15 (2.69) 0.26* 6.80 (3.54) 5.40 (2.55) 0.23* 

Numbers (number) 0.12* 1.86 (1.42) 1.57 (1.03) 0.12 1.70 (1.47) 1.41 (1.04) 0.11 

Persons -0.32* 0.29 (0.49) 0.76 (0.70) -0.39* 0.34 (0.63) 0.73 (0.77) -0.27* 

Geopolitical entities -0.25* 0.17 (0.45) 0.48 (0.59) -0.30* 0.27 (0.51) 0.51 (0.66) -0.21* 

Dates 0.13* 1.11 (0.77) 1.06 (0.62) 0.03 1.56 (0.98) 1.17 (0.89) 0.21* 

Time 0.12* 0.54 (0.68) 0.56 (0.52) -0.02 0.53 (0.59) 0.29 (0.42) 0.24* 

Ordinal 0.17** 0.24 (0.39) 0.09 (0.20) 0.25* 0.13 (0.28) 0.09 (0.22) 0.08 

Note. * = sign at p < .05, ** = sign. at p < .01 Negative effect sizes imply higher values in deceptive than in truthful statements. 

Discussion: Experiment 1 
The confirmatory analysis of the first experiment showed that deceptive statements did not 

differ from truthful statements in length, the richness of detail, named entities, and why-

utterances. We only found support for the hypothesis that truthful statements would contain 

more how-utterances than deceptive ones. The exploratory predictive analysis yielded 

promising results for machine learning classification tasks. Deceptive and truthful plans for the 

forthcoming weekend were identified with an accuracy above the chance level (80.64% and 

74.19% for all LIWC variables and psychological processes, respectively). Exploratory 

analysis also suggested that liars included more references to persons and places than truth-

tellers. However, this result may be due to a confound: Liars received slightly more specific 

instructions for their activities (e.g., “Going on a holiday to Spain with a friend”) than truth-

tellers (e.g., “Going on a holiday”). As such, the inclusion of person and place references may 

have been a function of the instructions rather than the veracity. To further investigate these 

seemingly contradictory findings and to assess the replicability of the predictive modeling 

results, we ran a second experiment with pre-registered hypotheses. The second experiment 

also allowed us to isolate the effect of the model statement technique. Because we were mainly 

interested in the emerging area of detecting deceptive intentions, in the second experiment, we 
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collected data on future weekend plans only and manipulated the veracity of the statements as 

well as the provision of a model statement. We further adjusted the instructions so that both 

liars and truth-tellers were given identical instructions when writing their statement. 

Moreover, recently criticism has been voiced that a cross-validation procedure of 

prediction models of any kind is lacking in the psycholegal verbal deception research literature 

and has likely resulted in overestimations of the reported accuracies (Levine et al., 2017). We 

decided to extend the cross-validation from Experiment 1 by validating the models from Exp.1 

with data from a new sample in Experiment 2. 

Experiment 2 
Experiment 2 served four purposes. First, we wanted to replicate the findings obtained in the 

machine learning analysis on data from an independent sample. Second, the potential confound 

of different instructions to liars and truth-tellers was corrected. Third, we wanted to test 

whether the significant (and unexpected) differences found in the exploratory analysis of Exp.1 

for individual LIWC and named entity categories could be replicated. Fourth, we manipulated 

the provision of the model statement to examine whether a model statement is beneficial to the 

detection of deceptive and truthful intentions. Because the primary interest of this investigation 

is the detection of deceptive intentions, all participants were asked to write about their plans 

for the forthcoming weekend. Furthermore, because the analytical focus of this investigation 

is on potentially scalable methods, we used only automated analyses in Exp.2. Based on the 

findings from Exp.1 and from studies that show the beneficial effect of the model statement 

technique (Harvey et al., 2017; Leal et al., 2015), we preregistered the following hypotheses: 

�� Deceptive statements will contain more (computer-scored) person references, location 

references, and spatial information than truthful statements. 

�� Truthful statements will contain more (computer-scored) temporal information, date 

references, and time references than deceptive statements. 

�� The machine learning classification accuracy of truthful and deceptive statements is 

above chance level. The classifier trained on the data of Exp.1 performs with above 

chance level accuracy on the data of Exp.2. 

�� The differences in linguistic and verbal-content variables between truthful and 

deceptive statements are larger when a model statement is provided than without a 

model statement, resulting in higher classification accuracy. 



�

� 176 

Method 

Participants 

The data collection procedure was identical to that of Exp.1. We aimed to replicate the effects 

found in the first experiment and adhered to the same sample size including a buffer for 

potential data loss resulting in 100 participants required per condition. Due to simultaneous 

starting times, we collected data of 413 participants and, as per the preregistered exclusion 

criteria, excluded those who could not recall whether they were instructed to write a truthful or 

deceptive statement after writing the statement (n = 28, final sample = 385)20. The remaining 

385 participants were allocated block-wise into four experimental conditions: a truthful 

condition with a model statement (n = 90, 66.67% female, Mage = 32.56 years, SDage = 9.23), a 

deceptive condition with a model statement (n = 97, 70.10% female, Mage = 32.39, SDage = 

10.42), a truthful condition without a model statement (n = 101, 73.27% female, Mage = 32.00, 

SDage = 9.36), and a deceptive condition without a model statement (n = 97, 69.07% female, 

Mage = 33.55, SDage = 11.06). There was no difference between the conditions in gender, X2(3) 

= 1.02, p = .795, Cramer's V = 0.03; or age, F(1, 383) = 0.24, p = .626, f = 0.03. 

Changes compared to Exp.1 

Those who read the model statement followed the same procedure as those in Exp.1. 

Participants who did not read a model statement were directed to the input field immediately 

after they received their veracity instructions (incl. the prompt to be as detailed, plausible and 

convincing as possible). This procedure was based on related previous studies (Bogaard et al., 

2014; Leal et al., 2015). The instructions provided to deceptive participants were changed to 

be identical to those given to truth-tellers; that is, all participants received the non-specific 

instructions (e.g., “throwing a party”). 

Results 

Confirmatory analyses 

Table 4 shows that the findings of Experiment 1 were supported for person references and 

location references, which were both more prevalent in deceptive than in truthful statements. 

There were no Veracity by Model statement interaction effects. For person references (with > 

��������������������������������������������������������
20 The IP exclusion was obsolete and not pre-registered since Prolific Academic has several control mechanisms built in to 

prevent multiple participations per participant. 
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without model statement) as well as for temporal information (without > with a model 

statement) and date references (without > with a model statement) there was a significant main 

effect of the provision of the model statement, albeit only for person references in the expected 

direction.21 

Machine learning classification: Exp. 2 

We predicted that the overall classification accuracy with a machine learning approach would 

be significantly better than chance level. Specifically, we predicted that with all LIWC 

categories as features, the resulting classification accuracy was better than chance (here: 

50.39% due to a slight condition imbalance). The machine learning classification resulted in 

an accuracy of 67.11% (95% CI: 55.37 – 77.46%) with AUC = 0.69 (95% CI: 0.57 – 0.82; 

sensitivity = 68.42%, specificity = 65.79%). An exact binomial test revealed that accuracy was 

significantly higher than chance level, p = .002.  

We also predicted that the classification accuracy would be higher when a model 

statement was provided than when participants did not read a model statement. When a model 

statement was provided, we found an accuracy of 62.16% (44.76 – 77.54%) with AUC = 0.66 

(95% CI: 0.48 – 0.84; sensitivity = 38.89%, specificity = 84.21%), which was not better than 

chance, p = .125. Without a model statement, the accuracy was 56.41% (39.62 – 72.10%) with 

AUC = 0.63 (95% CI: 0.45 – 0.82; sens. = 65.00%, spec. = 47.37%), ns, p = .316.22 We 

expected that the diagnostic efficiency of the classifier for participants with the model 

statement would be significantly better than for the participants who did not read the model 

statement. There was no difference between the two classifiers, Venaktraman’s AUC 

comparison test, E = 0.04, 2000 bootstraps, p = .868. Note also that neither of the two 

classification models outperformed the chance level. 

 

  

��������������������������������������������������������
21 For an exploration of automating how- and why-utterances, see Supplement 7. 
22 The results show that the accuracy on the whole dataset is better than on both separate subsets (model statement and no 

model statement). This is likely due to the sample size used to train the classification models, whereby larger samples 

contain more information to be used in the predictive model. 
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Table 4. Summary table with the confirmatory analyses for Exp. 2 (M, SD, Cohen’s d). 

Dep. 

variable 

Without model 

statement 

With model statement 
Main 

effect 

Veracity 

Main effect 

Model 

statement 

Veracity* 

Model 

statement 

Hyp. 

Expected 

truth-lie 

difference 

supported? 

T D T D 

Person 

references 

(NER) 

16.58 

(51.59) 

23.59 

(51.22) 

23.68 

(48.18) 

40.23 

(54.53) 

-0.11* (p 

= .026) 

0.12* (p = 

.025) 

0.04 (p = 

.365) 

D > T Yes 

Location 

references 

(NER) 

18.91 

(49.71) 

29.67 

(57.63) 

24.55 

(57.81) 

42.82 

(68.69) 

-0.12* (p 

= .016) 

0.08 (p = 

.118) 

0.03 (p = 

.532) 

D > T Yes 

Temporal 

information 

(LIWC) 

9.10 

(3.79) 

9.06 

(3.92) 

7.91 

(2.69) 

8.01 

(3.07) 

0.01 (p = 

.941) 

0.16* (p = 

.002) 

0.01 (p = 

.849) 

T > D No 

Spatial 

information 

(LIWC) 

7.56 

(3.58) 

7.81 

(2.93) 

7.86 

(3.11) 

7.88 

(2.96) 

0.02 (p = 

.680) 

0.03 (p = 

.562) 

0.02 (p = 

.727) 

D > T No 

Date 

references 

(NER) 

170.54 

(124.20) 

175.76 

(132.47) 

133.89 

(93.32) 

139.11 

(97.44) 

0.02 (p = 

.652) 

0.16* (p = 

.002) 

0.00 (p = 

.999) 

T > D No 

Time 

references 

(NER) 

52.79 

(87.51) 

36.91 

(61.22) 

45.60 

(55.57) 

48.95 

(55.99) 

0.05 (p = 

.358) 

0.02 (p = 

.722) 

0.07 (p = 

.159) 

T > D No 

Number of 

words 

121.83 

(57.37) 

118.55 

(48.54) 

202.88 

(107.36) 

188.43 

(93.47) 

0.06 (p = 

.276) 

0.48*** (p 

< .001) 

0.04 (p = 

.493) 

- - 

Note. * = sign at p < .05, ** = sign. at p < .01, *** = sign. at p < .001. Negative effect sizes imply higher values in deceptive 

than in truthful statements. 

 

Cross-experiment machine learning classification 

To assess the classification accuracy of machine learning classifiers on independent data, we 

used the exact SVM classifier with the full LIWC feature set of the intentions data from Exp.1 

and tested its performance on the data from Exp.2. That is, rather than evaluating the 

performance on held-out data from the same data collection moment we test it on truly 

independent data from a different sample. This analysis resulted in an accuracy of 61.30% 

(56.23 – 66.19%) with an AUC of 0.64 (95% CI: 0.59 – 0.70; sens. = 68.59; spec. = 54.12), p 

< .001. Moreover, when we tested the classifier on the data of participants who read the model 

statement (i.e., identical to Exp.1), the accuracy was 63.10% (55.75 – 70.03%; AUC = 0.64, 

95% CI: 0.57 – 0.72; sens. = 66.67; spec. = 59.79), p = .001. 
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Exploratory analysis 

For comparison purposes, we also explored the length of statement (see Table 4) as a function 

of veracity and the model statement. As in previous research, statements were lengthier when 

participants read the model statement (M = 188.35, SD = 97.24) than when they did not (M = 

115.94, SD = 51.67). The findings are in line with previous research showing that a model 

statement increased information provided by the participants (Bogaard et al., 2014; Leal et al., 

2015). 

General Discussion 
This study examined whether the statements written about someone's weekend plans can reveal 

his or her veracity. In two experiments, participants wrote either a deceptive or truthful 

statement about their planned activities on the forthcoming weekend. In the first experiment 

all participants read a detailed model statement and were asked to lie or tell the truth about their 

weekend plans. The theory of verbal deception detection predicts that truthfully intended 

activities can be recalled in more detail, contain more planning markers and fewer justifications 

for the intended actions than deceptive intentions. Because the primary aim of this study was 

to test the detectability of deceptive intentions in a potentially large-scale setting, we collected 

data through an online interface and focused on computer-automated analysis. 

Predicting the veracity of statement 

From an applied perspective such as prospective passenger screening, the prediction accuracy 

of a model might be more important than the explanatory aspects underlying it. Using machine 

learning deceptive and truthful statements were classified well above chance with relatively 

high accuracies of 74.19% and 80.65%. To assess the ‘true’ performance of a predictive model, 

it is important to test it on newly collected data. In fact, most machine learning approaches to 

verbal deception detection are not evaluated on data from a new sample (Fitzpatrick, Bachenko, 

& Fornaciari, 2015) and most of the reported accuracy rates in the psycholegal literature were 

obtained without any cross-validation (see the critique by Levine et al., 2017). We, therefore, 

examined the robustness of these accuracy rates with cross-validation within the sample as well 

as on a new sample in the second experiment. The current investigation is, to the best of our 

knowledge, the only one in psycholegal research that tested a classifier's accuracy on fresh, 

independent data from a new sample. The results are promising in that they withstood the cross-

experiment test, but they also highlight the drop of the accuracy when classifiers were applied 

to out-of-sample data. The accuracy rates will per definition be higher if the classifier is trained 
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and tested on the same data, compared to a proper validation on a new sample (Yarkoni & 

Westfall, 2017). Although data from the first experiment suggest accuracies of up to 80%, the 

independent-sample validation indicated that the true boundaries might be closer to 63% 

(similar accuracies using automated analysis were achieved by Pérez-Rosas and Mihalcea, 

2014). We strongly recommend that future research that makes claims about prediction 

accuracies incorporate a cross-validation (e.g., train/test split, leave-one-out cross-validation) 

as well as proper, actual validation on a new sample to avoid the reporting of overestimated 

accuracies. In the current study, without proper validation on a new sample, the reported 

accuracies would have been falsely exaggerated by more than 16 percentage points. 

Do liars over-prepare their statement? 

As expected, past weekend activities were, in general, lengthier and contained more planning 

markers than statements about the forthcoming weekend. This effect is in line with other 

studies showing that experienced events can be recalled in more depth than not yet experienced 

events (D’Argembeau & Van der Linden, 2004). We found support for the hypothesis that 

truthful statements contain more indicators of careful planning (i.e., how-utterances) than false 

ones, which might be attributable to the motivation of actually executing the plan, whereas 

fabricated intentions do not evoke such a motivation (Mac Giolla et al., 2013). Critically, 

however, there were no differences in the length, the richness of detail or justifications between 

truthful and deceptive accounts. 

Although no differences emerged in the computer-automated extraction of the richness 

of detail (LIWC) and the specificity of information (named entities), exploratory analyses 

hinted at unexpected underlying dynamics of deceptive and truthful accounts: in line with the 

theory, truthful statements about intentions contained more temporal information, more time 

and more date references than deceptive ones. However, contrary to the expectation, deceptive 

statements contained more person entities, more place entities, and more spatial information. 

Theoretical lines would predict that these kinds of aspects are rather unlikely for liars since 

they would offer leak potentially checkable details (e.g., a person to consult, or a CCTV camera 

at a specific place to examine). To assess whether these findings replicate, we pre-registered a 

second experiment where we hypothesized the observed, unexpected dynamics. Moreover, the 

second experiment excluded a potential confound in the instructions (i.e., adding a person or 

location reference to the liars’ instructions), and experimentally manipulated the presence of 

the model statement. 
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Did the unexpected findings for location and person entities replicate? The effect sizes 

of the location entities (Exp.1: f = -0.21; Exp.2: f = -0.12) and person entities (Exp.1: f = -0.27; 

Exp.2: f = -0.11) were smaller in the second experiment. One reason for the decrease in the 

magnitude of the truth-lie differences could be that Exp.2 did not contain the confounding, 

overly specific instructions of Experiment 1. If this were the case, the corroboration of these 

counterintuitive findings is even more interesting because it suggests that even without any 

hint at persons or locations, liars tend to include significantly more of these entities. 

Interestingly, comparable findings were reported in a study about a forthcoming trip 

(Warmelink et al., 2012). When asked about their intention (“What is the main purpose of your 

trip?”), liars reported significantly more detail than truth-tellers, and vice versa for less 

expected questions (“How are you going to travel to your destination?”). There are two 

potential explanations for the current findings. First, liars might have simply chosen to bluff. 

Possibly, this strategy is specific for the online data collection context applied here, with liars 

being aware that the information about a future event would be difficult to check. Second, liars 

might have prepared more for the statement and might have been preoccupied with a 

convincingly detailed yet false account. Truth-tellers, in contrast, could have relied on the idea 

that their truthfulness “shines through” (”the illusion of transparency”, Vrij, Granhag, & Porter, 

2010, p. 109) without the need for extensive preparation. Tentative support in that direction 

stems from post-hoc analysis on the time needed to write the statement (seconds per word): in 

the second experiment, liars took longer (M = 3.17 sec./word, SD = 2.94) than truth-tellers (M 

= 2.52, SD = 1.31), f = 0.14, p < .001. This trend was not significant for Exp.1 (Mt = 2.51, SDt 

= 1.87, Md = 2.64, SDd = 1.22, f = 0.04, ns). 

 Liars might find it difficult to imagine what a truthful statement about an intended 

action might look like so that they include unrealistically many specific pieces of information 

out of precaution to sound believable. If this were the case, the naiveté of liars might possible 

work in their disadvantage and give away their deceit. It would be interesting for future 

research to use questions that asks about things that truth-tellers typically do not have an answer 

for. 

The model statement technique 

We did not find support for the hypothesis that providing a model statement benefits deception 

detection. Unexpectedly, participants who read a model statement provided fewer date entities 

and temporal information but more person entities than those who did read a model statement. 

These latter findings would need corroboration. The absence of a beneficial effect of the model 
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statement was also reported elsewhere (Bogaard et al., 2014; Brackmann et al., 2017; Ewens 

et al., 2016; Harvey et al., 2017; Leal et al., 2015; Vrij, Leal, et al., 2017). We see two possible 

explanations. First, hidden moderators might determine the role of the model statement. 

Looking at the verbal cues – especially details – at a more granular level (e.g., qualifying details 

into verifiable details, script behavior details, complications) could be an important aspect for 

further research (the data of the two experiments are openly available). Second, the null 

findings might be due to boundary conditions of the model statement technique. We provided 

participants with a model statement about a past event (i.e., first day at uni). Future research 

could assess whether an alignment of the temporal focus of the model statement and the 

participants' action (i.e., past or future action) is necessary. Furthermore, the length requirement 

that we imposed on all statements (min. 80 words) could have played a role. Although intended 

as a safeguard to elicit sufficient information in the online context, it is possible that this 

resulted in unnatural content and blurred potential truth-lie differences. 

Manual vs. automated text analysis 

Concerning the large-scale focus in this study, two aspects merit attention. (1) Although the 

computer-automated analysis was applied successfully above chance level in the current study, 

the value of manual human scoring cannot (yet) be dismissed. Semantic, linguistic concepts 

such as the plausibility are not yet easily automatable. Likewise, promising approaches such as 

the Verifiability Approach (i.e., looking at verifiable details, Nahari et al., 2014) are limited to 

manual annotation which limits their large-scale potential. The technical question of human vs. 

automated coding performance might best be answered in direct comparisons and rigorous 

empirical testing. Such a comparison should test which technique yields the best accuracies 

and, most importantly, produces replicable and generalizable results. Because the aim of the 

current paper was to predict the veracity rather than illuminate the theoretical underpinnings of 

it, we focused more on the machine learning part rather than the individual cues underpinning 

it. We do acknowledge that the theory matters and should, in fact, be incorporated into 

predictive models to make use of the best of both worlds. In the future, hybrid approaches (e.g., 

Kleinberg, Mozes, et al., 2017) might help bridge the gap between theory and methods, and 

human and automated analysis: human annotations of the verifiability, for example, could be 

used as outcome variables for a predictive linguistic model. Ideally, this could result in a real-

time and valid proxy for otherwise manually coded constructs. (2) The current study relied on 

a passive collection of data. Alternatively, future approaches could explore how dynamic 

conversational environments (e.g., online chat) facilitate deception detection. Such a line of 
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inquiry might also help to shorten the participation duration which is essential for applied 

purposes and would allow for the targeted elicitation of needed information (e.g., those pieces 

that could be verified). 

Conclusion 
Verbal deception detection is a promising yet complex path for the detection of deceptive 

intentions – both from an academic as well as from an applied perspective. In two experiments, 

we found evidence that liars mentioned more person and location references than truth-tellers 

which may be exploited for the detection of their false accounts. Predictive modeling with 

psycholinguistic features yielded promising results above the chance level. At the same time, 

independent validation showed that within-sample cross-validation might still overestimate 

classification accuracies. The current findings provide novel insights into liars’ strategies, 

highlight the promise of machine learning for deception detection, and emphasize the need for 

proper validation of predictive deception detection analysis. 
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Chapter 8: General discussion 
 

Detecting whether someone is telling the truth or not is at the heart of criminal investigations 

and occupies a large part of the legal system. Law enforcement agencies and academic 

researchers alike are becoming increasingly aware that crime prevention should be the primary 

goal. To prevent devastating events such as terrorist attacks, the process of prevention rests on 

two pillars, namely detecting whether someone is lying about their intended behavior and 

performing such deception detection assessment on a large scale. This thesis was an attempt to 

move the field of verbal deception detection into that direction. With the need for large-scale 

systems in mind, the central aim of this thesis was to progress and evaluate the automatic 

detection of deceptive intentions. In particular, three sections of this thesis addressed the 

following research questions with two empirical studies each. How valid is the current practice 

of the manual coding of statements to detect truth-tellers and liars (Chapters 2 and 3)? To which 

extent is it possible to bridge the gap between theory and computational techniques for the 

verbal detection of deception (Chapters 4 and 5)? How can we elicit information that can be 

used to automatically identify whether someone is telling the truth or not about their intended 

behavior (Chapter 6 and 7)? The final chapter of this work integrates the findings, outlines the 

implications of these findings, and critically evaluates the reported studies. After that, we show 

directions for the future for the detection of deceptive intentions. 

Main findings 

A critical view on human coding 

This thesis started by scrutinizing the standard practice of deception research. Findings from 

verbal deception detection research are highly influential in legal procedures. Verbal credibility 

instruments such as Scientific Content Analysis (SCAN)23 or Criteria-based Content Analysis 

(CBCA) are frequently used by the police and in courts of law, respectively. The frequent usage 

of these tools does not, however, imply that the research that is done to evaluate and further 

develop these tools is firmly established. A growing component of research practices within 

Psychology are replication studies (Nosek & Errington, 2017; Simons, 2014). Yet, there was 

��������������������������������������������������������
23 Note that the name of the tool must be taken with a grain of salt: peer-reviewed study show that SCAN does not fulfill its 

purpose of reliably and accurately telling truth-tellers from liars (Bogaard, Meijer, Vrij, & Merckelbach, 2016; 

Vanderhallen, Jaspaert, & Vervaeke, 2016) 
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no single replication in verbal deception research, making it hard to assess the quality of the 

increasing number of individual studies. Replications are needed to go beyond meta-analytical 

findings because the latter necessarily relies on the quality of the primary studies (van Elk et 

al., 2015). 

 We addressed the gap of replication research in deception detection and examined 

whether a possibly promising cue for the detection of deceptive intentions passes the 

replication test. Our aim in the study reported in Chapter 2 was to replicate the findings from 

an experiment where passengers on a ferry trip lied or told the truth about their reasons for 

traveling (Warmelink, Vrij, Mann, & Granhag, 2013). Mimicking the procedure, material, 

analysis, and human-coding of statements, we were not able to replicate the original finding 

that truth-tellers include more mentions of specific times than liars. While we do acknowledge 

that a higher statistical power would have been desirable to increase the likelihood of 

uncovering the original effect and potentially smaller effects if they were there, Bayesian 

hypothesis testing provided us with confidence to conclude that there was no replicable effect 

of a considerable effect size. It is important to note that just as individual effects found in 

original studies are point observations, so is the replication attempt. Albeit only a single 

replication failure, our study suggests that the findings reported in verbal deception research 

cannot be accepted at face value but merit higher scrutiny. 

 We extended the critical analysis of the current research practice in verbal deception 

detection in Chapter 3. Meta-analytical reviews estimate the accuracy of verbal deception 

methods at about 70-75%, compared to the chance level of 50% (Hauch, Sporer, Masip, & 

Blandón-Gitlin, 2017; Vrij, Fisher, & Blank, 2017). However, we noted that the individual 

studies that form the basis for these meta-analyses relied on classification procedures without 

independent validation or at least cross-validation. To investigate the issue more 

systematically, we conducted a literature review of the past years of deception research and 

found that the use of a classification procedure that capitalizes on the sample characteristics is 

systemic rather than the exception. In the majority of papers, the authors systematically 

reported overfitted results: they did not perform an independent validation of a classification 

algorithm nor did they resort to cross-validation procedures to provide a more honest estimate 

of the accuracy of their model. Chapter 3 reported a simulation study that demonstrates the 

problem of inflated accuracies for the small sample sizes typical of verbal deception research 

(40 < n < 240). Here, our findings showed that the published accuracies should post hoc be 

corrected downward with on average twelve percentage point (range: 6 to 29). These 

conclusions are particularly troublesome if one considers that the meta-analytical accuracy 
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rates are only 20-25 percentage points above the chance level (Hauch, Sporer, Masip, & 

Blandón-Gitlin, 2017; Vrij, Fisher, & Blank, 2017). 

Together, the findings from Chapter 2 and 3 point out that the state-of-the-art verbal 

deception research may not be as reliable and valid as the published papers suggest. In line 

with the large-scale requirement of automated approaches and motivated by the weak support 

for the existing standard practice, we resorted to computational tools that allow for fast and 

reliable content analysis in Chapter 4 and 5. 

Towards automated coding of verbal statements 

The standard practice of psycholegal verbal deception research is to use trained humans to read 

and evaluate the statements given by participants. This procedure typically involves counting 

the occurrences of a predefined construct such as the number of details (Harvey, Vrij, Leal, 

Lafferty, & Nahari, 2017; Harvey, Vrij, Nahari, & Ludwig, 2017; Warmelink, Vrij, Mann, & 

Granhag, 2013), or judging the prevalence of a construct with a scale rating (e.g., on a 1-7 

Likert scale for the plausibility of a statement; (Leal, Vrij, Warmelink, Vernham, & Fisher, 

2015; Nahari, 2016; Sooniste, Granhag, Knieps, & Vrij, 2013). Human coding is the state-of-

the-art approach in psycholegal research but comes with problems. For example, the reliability 

of coding approaches varies greatly between research groups. Consider a participant’s answer 

“London, yes, I live in London” that is to be coded on the richness of detail. It seems 

straightforward to count “in London” as one detail because it specifies a location. During the 

work involved in this thesis, through collaborations and discussions with several researchers, 

we noted that different labs code that information differently. Some code it indeed as one detail 

(“in London”). Others argue it includes the two details “in” and “London” because “in” adds 

information (i.e., not “around” London, or “near” London). Likewise, some argue that "live" 

adds information because it differentiates the information from someone working in London, 

while others deem this information irrelevant. Consequently, the applied coding schemes lack 

the reliability necessary for reproducible research and seem somewhat arbitrary. Therefore, it 

would be desirable to move the field forward by exploring reproducible and reliable coding 

mechanisms. 

Chapter 1 highlighted why a context such as prospective airport passenger screening 

requires an approach that is capable of eliciting statements from a large number of people as 

well as processing these in near real-time. Then Chapters 2 and 3 showed that the findings of 

the dominant approach to verbal deception detection deserve a cautionary note. As a 

consequence, this classical approach is not suitable to work towards a potentially scalable 
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system of detecting deceptive intentions. On the one hand, such a system would want to rely 

on a data collection process that is not a face-to-face interaction; on the other hand, it also needs 

automated processing of statements that does not involve humans. 

 While the extraction of linguistic constructs (or in machine learning terminology: the 

extraction of features) can and has been done in a non-theoretical manner, for example, through 

word frequencies (i.e., n-grams) and the frequencies of grammatical items (parts-of-speech, 

e.g., nouns, verbs; see e.g., Mihalcea & Strapparava, 2009; Ott, Cardie, & Hancock, 2013; 

Quijano-Sánchez, Liberatore, Camacho-Collados, & Camacho-Collados, 2018), the Chapters 

4 and 5 opted for a hybrid approach. Specifically, the starting point was to use computational 

linguistics as a means to model constructs that theory predicts to differentiate between truth-

tellers and liars. The reasoning behind the hybrid approach was that indicators derived from 

theory would have a higher likelihood of generalizing across samples and contexts than those 

used without a theoretical base.  

Chapter 4 introduced named entity recognition for deception detection. The 

introduction of this information extraction method to psycholegal research was motivated by 

three prominent theoretical lines (i.e., more details, more contextual embeddings, and more 

verifiable details in truthful than deceptive statements). By identifying and classifying 

information in texts, named entity recognition was shown to be a useful tool in telling genuine 

from false hotel reviews. Aside from the study-specific findings, a key advantage of named 

entity recognition over standard word count software such as the Linguistic Inquiry and Word 

Count tool (Pennebaker, Boyd, Jordan, & Blackburn, 2015), is that it is more flexible towards 

unseen words than a lexicon approach because it relies on machine learning rather than lexicon 

look-ups (see Nadeau & Sekine, 2007).  

Chapter 5 looked at another promising construct, namely the use of concrete language. 

Especially for the study of intentions is linguistic concreteness a promising indicator because 

it might enable us to capture the depth to which actionable plans of intended behavior have 

manifested themselves. As one underlying theoretical rationale, the construal level theory 

states that events proximate in the psychological distance (e.g., an activity someone is 

executing in 5 minutes) are more concretely planned than those that are psychologically distant 

(e.g., the conference visit next winter; Trope & Liberman, 2010). For example, going to a café 

in 5 minutes might be represented in more concrete expressions about that plan (e.g., “I will 

definitely have a black filter coffee and will sit outside on the terrace”) than a distant holiday 

plan (e.g., “We will travel somewhere warm next summer”). A problem for gaining an 

overview of the usefulness of concreteness for deception detection is that there is no 
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consistency in how concreteness is operationalized. In Chapter 5, we identified eight possible 

operationalizations, and we tested these on six datasets. Our findings suggested that the 

effectiveness of concreteness varies across contexts (i.e., results differ for past and future 

activities) and depends on the operationalization. We found that concreteness 

operationalizations could distinguish truthful from deceptive statements above the chance 

level. Subsequent meta-analytical findings, however, revealed that only one form of 

concreteness – which ironically relied on extensive human judgment of 40,000 words 

(Brysbaert, Warriner, & Kuperman, 2014) – was consistently higher in truthful than in 

deceptive statements. The principal conclusion from this study was that the absence of a 

consensus of how theoretical constructs are put into practice leaves enough freedom for the 

researcher to show that individual operationalizations work, especially when tested only on 

single datasets in a constrained context. 

Taken together Chapters 4 and 5 suggest that using theory to inform computational 

approaches can be a promising approach. Both named entities and automated 

operationalizations of concrete language were useful in differentiating truthful from deceptive 

statements. In a broader context, these two studies showed that bridging the gap between 

computational disciplines and psycholegal research is a fruitful path and might help in finding 

reproducible and consensual ways to measure the constructs that theory predicts. At the same 

time, it merits attention that the usefulness of individual cues (i.e., variables that indicate 

deception or truthfulness) stands to question even with highly reliable scoring methods in place. 

We observed that most operationalizations of concrete language are not valid truth-lie 

indicators and the specificity of information as modeled through named entities does not 

separate truth-tellers from liars in all contexts. An underlying problem of these cue-based 

approaches might be the search for a linguistic equivalent of Pinocchio's nose (see also Levine, 

2018b). Ways to deal with the oversimplification of the cue-based approach are to take a data-

driven approach where we are indifferent to individual cues, or to specify the validity of cues 

in well-defined and constrained contexts. Both alternatives would imply a move away from the 

search for an overarching theoretical framework. We reported findings on the data-driven 

approach in Chapter 7. 

Detecting deceptive intentions 

After assessing the human coding practice and testing how computational methods can be used 

for the detection of deception in statements, Chapters 6 and 7 were about the detectability of 

deceptive intentions. In Chapter 6, participants provided statements about their upcoming 



�

� 193 

travel plans. Participants in the truthful condition were instructed to answer honestly, and those 

in the deceptive condition were assigned a destination and purpose for an alleged flight (e.g., 

“to London for work”; see below for a discussion of the ecological validity of this 

manipulation). The latter was supposed to be analogous to deceptive intent (i.e., masking the 

actual destination and purpose and pretending something else). We used ten brief questions 

with the expectation that some are more anticipated than others. The findings did not indicate 

truth-lie differences but highlighted an essential consideration: the statements were about 

events that were not happening until several weeks in the future. Such a long psychological 

distance might have impeded the formation of goal activation (Mac Giolla, Granhag, & Ask, 

2017). The goal-activation framework assumes that there is a crucial role for commitment to 

discriminate true and false intent: genuinely intended actions are accompanied by the goal of 

executing the action; hence there is a commitment to that action. By contrast, a deceptive 

intention (i.e., an action that someone does not intend to carry out) lacks that commitment 

because there is no goal associated with the execution of the action in the first place (Mac 

Giolla et al., 2017). In sum, the conclusion from Chapter 6 was that a proper test of the 

detectability of deceptive intentions requires the commitment to and planning of the intended 

goal. 

Chapter 7 set out to address the lack of commitment to truthful intentions from Chapter 

6. While it is in principle possible to capture intentions related to flight plans that are temporally 

more proximate (e.g., by asking passengers at the airport just before they board the airplane; 

e.g., Vrij, Granhag, Mann, & Leal, 2011), this is more difficult in an online context and for 

larger sample sizes. Therefore, instead of asking questions about the participants' flight plans, 

we targeted a temporally closer event: plans for the upcoming weekend. To enhance truth-lie 

differences, we prompted participants to provide a lengthy statement through the model 

statement technique. Specifically, we showed participants a detailed example statement that 

should help the truth-tellers to provide detailed answers and should pose a challenge for liars. 

In Experiment 1, a supervised machine learning classification task identified truth-tellers and 

liars with 80.64% accuracy. Moreover, we observed some surprising dynamics. Contrary to the 

expectation and the broader theoretical body, we found that liars included significantly more 

specific details in their statements than truth-tellers. To properly validate both the machine 

learning and the statistical findings, we ran a second experiment. In Experiment 2, the accuracy 

of the classification algorithm dropped considerably (63.10%) but remained above the chance 

level. We could replicate the unexpected findings from Experiment 1 that liars provide more 

specific details (i.e., mentions of locations and persons) than truth-tellers. A potential 
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explanation was put forward with the over-preparation of liars: in comparison to a truth-teller, 

the liar might be inclined to be especially convincing and might, therefore, include a lot of 

specific information. What they miscalculate is that a truth-teller might not always hold precise 

details about a future, not yet executed, activity. The latter might be heightened by the “illusion 

of transparency” (Vrij, Granhag, & Porter, 2010) which states that truth-tellers hold the belief 

that their honesty will become apparent without the need for specific preparation or effort when 

providing a statement. 

Together, Chapters 6 and 7 suggest that specific, autobiographical intentions such as 

plans for the next weekend are a feasible compromise between online data collection and the 

manipulation of direct, implementable intentions (e.g., asking participants to perform a task in 

the lab). An analytical procedure resting entirely on online data collection, automated 

processing of the statements and machine learning classification can help identify truth-tellers 

and liars above the chance level.  

Theoretical implications 
The work presented in this thesis has implications on both the theoretical and the applied level. 

From a theoretical perspective, it became apparent that translating the techniques and methods 

that work for the detection of deception in past events to the somewhat novel context of 

intentions, is challenging. First, manipulating the veracity of participants' answers (i.e., 

experimentally creating truth-tellers and liars) is trickier for intentions than for past events. For 

past activities deception research, one typically utilizes a range of simple manipulations to 

create one group of participants that genuinely enacted an innocent task (e.g., visit to the library 

= truth-tellers) and another group that factually enacted a malicious task but pretends to have 

enacted the innocent task (e.g., they, in fact, stole a wallet but claim to have visited the library 

= liars; e.g., Vrij et al., 2008). With intentions the analogous setup would be to have one group 

planning to enact an innocent activity (e.g., plan a visit to the library = truth-tellers) and another 

group to plan a malicious activity but claim they were planning the innocent activity (e.g. 

planning to steal a wallet but pretending to plan a visit to the library = liars; e.g., Sooniste et 

al., 2013). The challenge for research with large-scale compatibility consists of both leading 

the participants into believing that they are actually executing the task instead of just imagining 

it, and allowing for data collection procedures that facilitate large-scale testing. If participants 

do not believe they will have to execute the planned task, they may not commit to the goal and 

not form implementation intentions. In other words, there would be no (true or false) intent. 

Regarding a data collection procedure that allows us to collect larger samples, for practical 
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reasons, it would be preferable to resort to online experiments (for papers on the validity of 

online data collection see Chandler, Mueller, & Paolacci, 2014; Paolacci & Chandler, 2014; 

Peer, Brandimarte, Samat, & Acquisti, 2017; Peer, Vosgerau, & Acquisti, 2014; Rouse, 2015; 

van Steenbergen & Bocanegra, 2016; for examples of lab-to-web data collection see Kleinberg 

& Verschuere, 2015; Pérez-Rosas & Mihalcea, 2014). We showed that one way to combine 

these two aspects is exploiting the activities that participants have planned by themselves (e.g., 

plans for tomorrow or the next weekend). Nevertheless, a disadvantage of this approach lies in 

the lack of experimental control. Using the participants' own activities (and matching them for 

liars) came at the cost of having variation between them (e.g., some reported organizing a 

birthday party, while others went for dinner with their partner). Moreover, this approach lacks 

ground truth (i.e., that we know for sure who is telling the truth and who is not). While we do 

check that liars are responding according to their instructed activity, we have no means to 

ascertain what the participants are really doing on their weekend. We handled this additional 

lack of control by selecting only trustworthy online participants and by asking follow-up 

questions where they could indicate – to no consequences for them – whether they were not 

following the instructions. Although a similar procedure is standard in online research 

(Kleinberg & Verschuere, 2015; Mihalcea & Strapparava, 2009; Pérez-Rosas, Kleinberg, 

Lefevre, & Mihalcea, 2018) and some field research (Warmelink, Vrij, Mann, & Granhag, 

2013), future studies could explore whether data collection can be implemented online without 

these limitations. For example, it would be interesting to test whether participants could be 

engaged in an online task in such a way that they believe they will execute an action in the 

future (e.g., playing a video game with a mission and interrupting the experiment just before 

executing the mission). 

Second, the one-on-one application of techniques from the cognitive approach that 

work on detecting past events might not be the most fruitful way forward. The three pillars of 

the cognitive approach are eliciting rich accounts from participants, asking unanticipated 

questions, and increasing the cognitive workload while giving a statement (Vrij et al., 2017). 

Feasible for online data collection are eliciting rich accounts and asking unexpected questions, 

which we did with a battery of questions and the model statement technique in Chapter 6 and 

7, respectively. We did not find evidence for the beneficial role of either (see also Bogaard, 

Meijer, & Vrij, 2014; Fenn, McGuire, Langben, & Blandón-Gitlin, 2015). The lack of support 

for these techniques for planned activities should not invalidate them but instead emphasizes 

the role of the temporal context. For example, the Verifiability Approach is currently among 

the most promising methods for verbal deception detection (Nahari, Vrij, & Fisher, 2014). In 
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essence, it postulates that only truth-tellers will provide verifiable information. That core 

assumption may not hold for future activities because, per definition, there is fewer verifiable 

information available if the activity has yet to happen. Likewise, the elicitation of detailed 

statements to increase truth-lie differences might be impeded for the detection of intentions 

due to the uncertainty involved with future behavior. Some findings even suggest a converse 

effect that liars underestimate the uncertainty of truth-tellers and therefore could be detected 

because they give overly detailed answers (see Chapter 7). A similar mechanism could explain 

why the unanticipated questions technique did not work in our studies and might be less useful 

for the detection of intentions in general: if the activity is more uncertain because it has not yet 

happened, it might be that the desired difference in difficulty and expectedness between 

questions vanishes. Future research could examine question expectedness further and ideally 

work towards a database of calibrated questions that research groups can jointly use. Such a 

database would allow for more consensus and comparable studies in the field in general. 

A problem with theory 

It seems difficult to apply the cognitive theory of deception developed for past activities to 

future activities. Although individual papers have begun to emerge to formulate theoretical 

frameworks for the detection of deceptive intentions (Mac Giolla, Granhag, & Ask, 2016; Mac 

Giolla et al., 2017), consensus and replications that merit the formulation of a theory are yet to 

be presented. This leads to the conundrum of what to do if there is no theory? Arguably, the 

appreciation of a lack of theory is less detrimental to the progress of a field than then application 

of an unfit theory. The cognitive approach might be unfit because it seems misaligned with the 

temporal context of intentions. Moreover, the data supporting the cognitive theory have 

recently been questioned. A critical review of the prominent Vrij et al. (2017) meta-analysis 

has outlined that the accuracy rates usually used to indicate the advantage of the cognitive 

approach (71% for the cognitive approach vs. 56% for controls) are derived through poor 

control conditions and overfitted classification analysis (Levine, Blair, & Carpenter, 2017; see 

also Chapter 3 of this thesis and the section below). 

 If the core aim is the prediction, a viable alternative to the top-down theoretical 

approach would be a data-driven, bottom-up approach (Yarkoni & Westfall, 2017). The latter 

does not imply that findings need not be replicated, but it would free the researchers from the 

constraints created by an unfit theory. Future research questions could explicitly center on the 

notion of prediction and use machine learning to assess how well different feature sets (e.g., n-

grams, part-of-speech frequencies, named entities) demarcate truthful from deceptive 
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statements. Subsequent direct replications and conceptual replications in different contexts 

would then allow us to begin working towards a novel data-informed theory.  

It could be that a data-driven approach – despite replicating results within specific 

contexts – fails to uncover patterns across contexts. However, presuming that the shift to larger 

sample sizes and open science practices finds a place in deception research, it would be a 

mistake to attribute a lack of context generalizability to the data-driven approach. Instead, it 

might be that theory led to the false belief that there exists generalizability across contexts. 

Whether combined approaches where either the theory informs computational techniques (see 

Chapter 4 and 5) or pure data-driven approaches are suitable to gather a set of mechanisms that 

might underlie deceptive intentions, remains an empirical question. The lack of a good theory 

is not an argument against theory per se. With an increasing focus on massive amounts of data, 

theory might even become more important than has been the case (see Coveney, Dougherty, & 

Highfield, 2016). But adhering to an inadequate theory seems detrimental to the detection of 

deceptive intentions, and it might be that the field is helped by parting with or adjusting the 

cognitive approach and exploring the problem in a data-driven manner.  

Implications for the applied practice 
Aside from theoretical implications, the findings of this thesis can also inform applied practice. 

First, just as research has to ascertain whether the intention measured is a concrete one, so do 

practitioners need to be aware that future behavior does not necessarily imply a concrete 

intention. Revisiting the idea of commitment to an activity might be helpful in this regard (see 

Mac Giolla et al., 2017). A person traveling to a wedding where he is the best man might have 

a stronger task-commitment than a holiday back-packer who is considering different places to 

stay upon arriving at their destination. Thus, when asked about their intended activity, 

practitioners should be cautious not to infer deceit from an unspecific answer of the latter. A 

solution to that issue might lie in context-dependent approaches that acknowledge the 

difference in task commitment between types of passengers (e.g., detection algorithms that 

factor in whether they are travelling for work or holiday). 

Second, a machine learning approach to deception detection seems appealing and has 

been advocated in this discussion section, but it too requires additional research and testing. 

On the one hand, we saw in Chapter 7 that accuracies change even with minimal context 

variations and few findings of verbal deception research are found across contexts. On the other 

hand, it is of critical importance to understand that a supervised machine learning system only 

propagates the information that researchers included in the system. Specifically, for deception 
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detection, any classification algorithm can only learn to identify the outcome classes with 

which it was trained. If the class membership of, for example, answers given to specific 

questions is vague (e.g., we do not know whether the statement is entirely false or not, see 

below), then all decisions made by the machine learning system propagate that vagueness. The 

problem is amplified if training data have been labeled in an inadvertently biased manner, for 

example lacking ground truth. Such an approach might go awry by propagating and increasing 

the prejudices of the training data. 

Third, verbal truth-lie differences are small and high accuracies can be misleading. The 

body of deception detection in general (Bond & DePaulo, 2006; Hartwig & Bond, 2014) and 

the specific studies of this thesis share the conclusion that if they existed, verbal differences 

between truth-tellers and liars would be small. When the differences between truth-tellers and 

liars are small, the ability to correctly identify truth-tellers and liars in a classification procedure 

will also be small. Therefore, it seems unrealistic to expect deception detection systems that 

perform their task with near-perfect accuracy (see also National Research Council, 2003). In 

essence, it might be that detecting a lie is just very hard. At least, that is, when using the 

dominant verbal content-based approach. A final cautionary note should in this context be 

made for the use of detection systems with either a significant error rate (as is the case for 

current deception detection systems), or a small base rate, or even both. In each of these cases 

there is a trade-off to be made between false positives (e.g., regular passengers falsely flagged 

as ‘suspicious’) and false negatives (e.g., passengers with malicious intent falsely not flagged 

as ‘suspicious’). Deciding what an acceptable trade-off is, is in the hand of the practitioners, 

but it is essential to acknowledge that it always is a trade-off where the one comes at the cost 

of the other. 

Limitations 
Despite our best effort to provide a starting point for research on the detection of deceptive 

intentions on a large scale, this work has several limitations. First, on a definitional level, it is 

necessary to differentiate between malicious intent (malintent) and false intent. Malicious 

intent includes false intent but adds the intention of causing harm to others.24 The experiments 

in Chapter 6 and 7 created false but not malicious intent. A problem with generalizing from 

false to malicious intent could be the level of commitment which could be higher in the latter 

��������������������������������������������������������
24 In a strict interpretation, false intent is not necessary for malicious intent. Someone can be open about their malicious 

intent without the desire to disguise that intent. However, such a case would also make deception detection obsolete. We use 

malicious intent in the interpretation that someone holding malicious intent will also try to conceal that intent. 
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(Mac Giolla et al., 2017). It is imaginable that someone planning to commit a terrorist attack 

holds a stronger commitment to that behavior than someone going out for dinner on the 

weekend. Consequently, the terrorist attack should manifest itself more concretely than the 

dinner plans  However, according to the idea that fewer cognitive resources make it hard for 

liars to provide a convincing lie (Blandón-Gitlin, Fenn, Masip, & Yoo, 2014; Verschuere, 

Köbis, Bereby-Meyer, Rand, & Shalvi, 2018; Vrij et al., 2017), we would expect a stronger 

commitment to the actual task to magnify truth-lie differences. Future research could examine 

that question by manipulating the degree of commitment to an intended behavior and testing 

whether commitment can be measured in the statement given about that intention. 

Second, from a methodological perspective, we moved from human coding to the 

automated coding of statements. The results from Chapters 4 and 5 show that computational 

methods are a means to differentiate between truth-tellers and liars based on the content of 

statements. We chose a hybrid approach of starting with theory and exploiting computational 

techniques to model theoretically relevant constructs so that we had confidence that similar 

differences would have been uncovered using the classical human approach. Nevertheless, the 

existence of truth-lie differences with computational methods does not imply the validity of 

the computational equivalents of their human-coded counterparts. For future investigations, it 

would be desirable to assess precisely how aptly computational linguistics can be used to model 

constructs such as the richness of detail. Arguably, the human approach will for now be 

superior in extracting heavily semantic indicators such as the plausibility of a statement, while 

more syntactically encoded indicators such as the richness of detail – in particular when coded 

in the form of frequency counts; Nahari, 2016) – might be more straightforward to model 

computationally. Ideally, future investigations could perform such a comparison. Importantly, 

the assumption that human-coded constructs are the gold standard should not be taken for 

granted. To the contrary, arguments in favor of a transition to fully automated coding are the 

reliability (i.e., that the coding is done in the same way each time), reproducibility (i.e., that 

through code sharing different researchers perform the same coding) and scalability (i.e., that 

small sample size research can no longer be justified by laborious human coding).  

Third, the ecological validity of the experimental manipulations deserves attention. As 

pointed out above, the procedure of using the participants’ “autobiographical” intentions 

addressed the shortcoming of alternative approaches by using direct, real intentions, but also 

removed experimental control (e.g., decreased ground truth and increased diversity in genuine 

intentions). Another problem stems from a limitation inherent to the experimental research 

approach, namely instructing participants to lie or tell the truth. Nearly all verbal deception 
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detection studies resorted to instructed deception. While instructed deception assures that some 

participants are lying and allows researchers to test for or predict truth-lie differences, it is 

unclear whether there are structural differences to self-initiated deception. One can argue that 

someone choosing to lie, for example, at a border control has a stronger committing to that lie 

and has planned the lie in more detail (e.g., with an elaborate cover story) than a participant in 

an experiment. Emerging findings on that matter, however, lend support to the notion that 

instructed and self-initiated deception might not be that different after all (Geven, Ben-Shakhar, 

Kindt, & Verschuere, 2018). When participants who were given the opportunity to deceive 

without a specific instruction and actually did deceive (= self-initiated deceivers; i.e., by 

cheating on a trivia quiz), were compared to instructed deceivers, both groups exhibited a 

reaction time effect that was markedly different from a truth-telling control group. These 

promising results would need corroboration for the verbal area of deception research in future 

studies.  

Fourth, from an applied and statistical perspective, it remains an open question whether 

the machine learning approach used in Chapter 7, for example, is suitable for dealing with the 

low base rate problem. In an applied context, the classification task is unlikely to be one where 

the number of regular passengers is equal to the number of passengers with malicious 

intentions. Instead, the task will shift from a balanced class problem to the detection of (very) 

rare occurrences. Chapter 1 provided the fictitious example of 200,000 passengers and a 

malicious intent detection system of 95% accuracy. It was shown that a highly accurate system 

suffers from enormous numbers of false positives if the base rate is low. A possible application 

of large-scale prospective passenger screening systems is terrorism prevention – inherently a 

statistically unforgiving context because it would result in a large proportion of passengers 

false flagged as potential threats. A remedy for the mismatch between research with well-

balanced samples and the real-world problem of finding a needle in a haystack would be to use 

more ecologically valid samples (Levine, 2018a). The chance level of detecting a deceptive 

person is around 50% in practically all published deception detection studies, while it decreases 

to almost 0% in an applied context. Future research could address that problem by working 

with more realistic base rates and accordingly shifting to anomaly detection approaches rather 

than balanced class problems. In an ongoing study, we asked a small group of students to plan 

a malicious task at an international airport and compare them to a larger sample of regular 

passengers (n = 1,600). Each group provided brief answers before they embarked on their 

truthful or fake flight. Despite this research being costly and involving multi-party coordination 
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and access to passengers and facilities, we hope that this gives us insights into deception 

detection on the low frequent phenomenon in an ecologically valid setting. 

Moreover, while the sample sizes for we collected data in this thesis exceed those of 

previously published psycholegal deception detection experiments, they are still relatively 

small and arguably not ideal for proper machine learning. Our efforts are comparable to those 

of related machine learning studies on verbal deception detection (Fornaciari & Poesio, 2014; 

Ott et al., 2013; Pérez-Rosas & Mihalcea, 2014; Zhang, Zhou, Kehoe, & Kilic, 2016) but a 

move to even larger sample sizes seems necessary for progress on automated efforts in this 

area. We are trying to contribute to the latter with a current study where we experimentally 

instructed 2000 liars and truth-tellers to give brief answers about their most important activity 

in the next week. To accelerate the steps that computer-automated verbal deception detection 

can make, we will release these data publicly. 

Finally, from a practitioner’s point of view, the temporal proximity of intentions might 

be a significant concern. The findings in this thesis suggested that it is difficult to detect a 

deceptive intention if it lies several weeks in the future, which we addressed by using 

temporally close activities. However, one should bear in mind that crime and terrorism 

prevention would ideally want to detect people with malicious intent well in advance (e.g., 

while travelling to a country) rather than just before their intended attack (e.g., queueing in the 

stadium with a bomb). While it is indeed possible that detecting intentions in the distant future 

is a limitation of deception detection that we have to accept, it would be interesting to put this 

research question to an empirical test. Studies that manipulate the temporal proximity of 

intentions could assess whether the detectability is a function of temporal proximity. It would 

be particularly interesting to look at the interaction between the time component and intention 

commitment. 

Outlook 
With the current work in mind, there are several challenges ahead for the detection of deceptive 

intentions. In this section, we highlight three of these challenges – integrated human-algorithm 

decision making, adaptive information elicitation, and embedded lies – and propose a path for 

future research. The first interesting future development might come with integrated decision-

making models. Currently, the final credibility judgment is made either by humans or through 

automated classification analysis. The current decision-making process might be improved by 

exploiting two complementary features of human and automated processes. While humans are 

fast and accurate in understanding context, they lack the capabilities of processing several 
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thousand statements in real-time. Conversely, automated systems can process vast amounts of 

information quickly but are inferior to humans in making sense of context. Recently, Levine 

and Blair (2018) argued that the meta-analytical chance-level accuracy of human judgments 

(Bond & DePaulo, 2006; Hartwig & Bond, 2011) is due to the artificial circumstances of 

experimental deception detection research. The role of context is increasingly appreciated 

(Blair, Levine, & Shaw, 2010; Hernández-Castañeda, Calvo, & Juárez Gambino, 2018; Levine, 

2018b) with multiple studies reporting a failure to redo classification analysis in different 

contexts than the original one (e.g., Chapter 4 and 5 of this thesis; Ott et al., 2013; Ott, Choi, 

Cardie, & Hancock, 2011; Pérez-Rosas et al., 2015; Pérez-Rosas, Kleinberg, Lefevre, & 

Mihalcea, 2018; for a review see Fitzpatrick, Bachenko, & Fornaciari, 2015). Context has been 

named as the critical moderator of deception detection success, and it questions the usefulness 

of cue-based approaches to verbal deception detection because the content of a statement is not 

thought to be diagnostic without knowledge of the context (Levine, 2014, 2018b). For example, 

someone stating that they are using the train from the airport to the hotel is only plausible when 

the contextual information permits that the airport has a train station. A human-in-the-loop 

system could address this problem.  

Figure 1 shows how machine learning judgments could be submitted to a contextually 

weighted judgment by humans. The automated part of the system performs feature extraction 

and classification for all statements and uses the class probabilities to decide whether to pass 

statements on to the human in the loop. Class probabilities express the uncertainty in (here: 

binary) judgments and underlie probabilistic classifiers. The closer the class probability for a 

statement is to 0.50 in a binary classification task, the higher the uncertainty of the classifier. 

It would be interesting to test how well a system performs that (1) creates an uncertainty 

corridor capturing the cases for which the machine learning system produces class probabilities 

close to the 0.50 threshold (e.g., 0.25 and 0.75), and (2) passes these uncertain cases on to 

human inspection so that a human assessor can use his or her contextual knowledge to adjust 

the class probabilities.25 To date, the only deception detection study using such an approach, 

albeit not in a formalized manner, found support for the idea that an integrated system could 

help the police improve the detection of false robbery reports (Quijano-Sánchez et al., 2018). 
 

��������������������������������������������������������
25 An additional challenge lies in facilitating the acceptance of automated judgments by human assessors. Initial findings 

show that human experts often feel threatened by an automated system and might be quick to oppose the system’s evaluation 

(Elkins, Dunbar, Adame, & Nunamaker, 2013). 
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Figure 1. Process overview of singular (left) and integrated (right) deception detection decision-making. Left: statements are 
classified using machine learning, and the outcome class is determined by a class probability threshold. Right: statements in 
with machine learning class probabilities within an uncertainty corridor are passed on to human assessors who use 
contextual knowledge to adjust the class probabilities. 
 

Second, the decision-making process is only the final step in a large-scale system. A 

critical prior aspect is the elicitation of information from, for example, passengers. The 

traditional verbal deception research asked participants to provide a spoken answer to a single 

(Jupe, Vrij, Nahari, Leal, & Mann, 2016; Vrij et al., 2011) or a series of questions (e.g., 

Warmelink, Vrij, Mann, Leal, & Poletiek, 2013). A requirement for a large-scale system is a 

fast and non-intrusive data collection (Elkins, Zafeiriou, Pantic, & Burgoon, 2015) so the 
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challenge for research will lie in combining a scalable data collection (i.e., online) with a more 

dynamic information elicitation. Deception detection research typically employs a static 

questioning strategy (for an exception see Granhag & Hartwig, 2014); that is each participant 

is asked the same question(s). While this makes the findings better comparable, it limits their 

applied potential because it is not desirable in a security context to ask the same set of questions 

repeatedly. Any passenger flying more than once would then know for which questions to 

prepare. The promise of a more dynamic and adaptive questioning strategy was shown in the 

Controlled Cognitive Engagement paper (Ormerod & Dando, 2015) where security personnel 

asked questions in a funnel-like framework that allowed them to narrow the question focus 

down towards specific, testable pieces of information. That questioning technique was superior 

to an observational approach (i.e., detecting lying passengers through their non-verbal 

behavior). Although a comparison with other questioning approaches has yet to corroborate 

the findings for the Controlled Cognitive Engagement outside of a single experiment, the 

structure, and the yielded information make this a fruitful starting point for further 

development. Ideally, future studies could combine machine learning – or even human-

machine integrated decision-making – with a dynamic and adaptive online information 

elicitation.  

Early studies on chat-based deception detection have highlighted the promise of the 

method but have not been developed into an automated system that is capable of functioning 

autonomously (Van Swol, Braun, & Kolb, 2015; Zhou, Burgoon, Nunamaker, & Twitchell, 

2004). Figure 2 shows a schematic overview of how this could work in an online chat interface 

between the participant (passenger) and conversational agent (i.e., an automated system). The 

conversational agent would ask questions that promise the highest information gain based on 

the available information before the interview (e.g., where they are flying to and with whom) 

and conveyed during the interview. Such a conversational flow would then be unique for each 

passenger – and hence unpredictable – and enable security practitioners to elicit information 

that is useful to them.26 It is imaginable that the propositions contained in the information given 

by the participant (e.g., “It takes 15min from the airport to the hotel by train”) could be used 

for initial automated verification (e.g., through a Google Maps query; for a similar approach 

see Thorne, Vlachos, Christodoulopoulos, & Mittal, 2018). The construction of a dynamic 

��������������������������������������������������������
26 A related deception detection system utilizing multiple dimensions of deception indicators (speech signal, movement, skin 

conductance, reaction times, content) has been proposed for US border control (Elkins, Proudfoot, Twyman, Burgoon, & 

Nunamaker, 2018; Nunamaker, Derrick, Elkins, Burgoon, & Patton, 2011). 
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conversational agent could be done through the calibration of questions so that for a range of 

questions (e.g., "How will you travel to your hotel?") it is known how expected and demanding 

they are and how much information one could expect. The ideal combination of questions 

depending on the context (e.g., holiday travel, business travel) could be determined in a data-

driven manner. Future studies could examine how such a dynamic information elicitation 

system compares with static approaches. 
 

 
Figure 2. Schematic overview of a dynamic, adaptive information elicitation approach. The conversational agent (blue) uses 
the participant’s answers to determine the ideal next question out of a database of calibrated questions to elicit testable 
information. Elicited information can then be submitted to automated verification queries such as GoogleMaps. 
 

Third, one of the most significant challenges for verbal deception detection is that of 

embedded lies. Real-life lies differ from those created in research settings on many aspects 

(e.g., the stakes involved, the awareness of the research context, social desirability). Arguably 

the most crucial difference is that a lie in real-life would hardly ever be uttered as a complete 

lie where every aspect of the false story is untrue. Nevertheless, in most experimental research, 

the truth-lie manipulation requires that participants tell entirely false stories. For example, 

truth-tellers had to maintain their own identity at an airport check while liars were given a fake 

identity removed from their own (e.g., a UK police officer as a participant had to pose as a 

telco engineer and fencing enthusiast travelling to a competition in Chicago; from Ormerod & 
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Dando, 2015). A liar who can freely choose their lie would likely use some truthful elements 

in her story to avoid overly complicated and potentially inconsistent accounts. This means a 

real-life liar would embed the lie into a mostly truthful statement. The need for embedding a 

lie is emphasized if one considers that often the police hold some evidence that is not disputable 

(e.g., CCTV footage showing that someone entered a shop) so that placing the lie among 

indisputable truths remains the only strategy for a liar (e.g., lying about what they were doing 

in the shop).  

To incorporate the detection of embedded lies into verbal deception research 

necessitates a shift towards smaller units of analysis. Rather than using the content of a whole 

statement, future research could zoom in on individual pieces of information that can be 

truthful or deceptive. To date, only two studies have resorted to a proposition-based approach 

and were able to identify truthful and deceptive individual propositions above the chance level 

using supervised machine learning (Bachenko, Fitzpatrick, & Schonwetter, 2008; Fornaciari 

& Poesio, 2013). Especially for the detection of intentions, such an approach might be useful. 

Since the event in question has not yet happened, it might be that a liar is quick in embedding 

the lie into a truthful experience (e.g., a flight that happened a month ago). Experimental 

research could, therefore, ask liars to annotate their statements on a sentence-level (or smaller) 

and indicate on which parts they lied. Alternatively, participants could be asked to incorporate 

specific pre-defined false details into their otherwise truthfully intended activity (e.g., including 

in their genuine weekend plans that they are also going fishing). 

A note on open science 
Lastly, for future progress in this field, a remark on open science seems appropriate. 

Throughout the work involved in this thesis, we tried to obtain data from other researchers in 

the field to accelerate the progress that we could have made on, for example, automating 

human-coded constructs. Unfortunately, the data collected in psycholegal verbal deception 

research are currently not shared openly and hardly obtained by direct requests to researchers. 

Similarly, we repeatedly failed to obtain human coding guidelines from other researchers and 

were unable to reconcile the structural differences between coding styles and make an informed 

decision on the “best” human coding method absent any shared documentation on that matter. 

Furthermore, by delving deeper into the literature of verbal deception research, it became 

apparent that the practices of open science (e.g., preregistration, sharing of materials, sharing 

of data, disclosure on all measured variables) have yet to reach the research community. With 

such practices in place, the needed progress in this field could be made more rapidly and would 
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ultimately be beneficial to the reputation of verbal deception research. The above is not 

intended to ignore reservations such as the privacy of individuals who provide information 

about themselves or the problem of facilitating countermeasures if all details of a study are 

shared. However, we believe that these oft-cited obstacles can be overcome, for example, 

through text anonymization software (Kleinberg & Mozes, 2017; Kleinberg, Mozes, van der 

Toolen, & Verschuere, 2017) and are worth addressing. By making all code, data and materials 

publicly available, we hope this work functions as an impetus to open science practices. We 

hope that new generations of researchers embrace open science for verbal deception detection 

so that the field can move forward to stay relevant. Its progress depends on open science. 

Conclusion 
Verbal deception detection is promising in detecting liars. However, for applied purposes, it 

becomes increasingly important to detect the few that lie about malicious intentions on a large 

scale. This work attempted to bridge that gap. We showed that there are problems with the 

current verbal deception research (replicability and overoptimistic accuracies) and presented 

means for hybrid methods of psychological theory and computational linguistics. Can we 

predict whether someone is deceptive about their intended activity? Maybe, but the methods 

undoubtedly need independent validation. This work showed that we need to be cautious with 

overly promising findings. An outlook on the future suggested a move towards adaptive and 

dynamic information elicitation and human-machine decision-making systems. From past 

events to deceptive intentions, and from classical verbal deception research to novel automated 

methods: it is the future that holds the interesting questions. 
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