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ARTICLE INFO ABSTRACT
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Inefficient use of allocated computational resources is a common challenge in high-performance computing
(HPC) applications. While modifying application source code to improve resource efficiency may not always be
feasible, co-scheduling — concurrent execution of multiple applications on shared resources to mitigate resource

Keywords:
Co}-,:éhe duling contention - offers a potential solution. In this paper, we formalize the co-scheduling problem and analyze
Task scheduling three approximate strategies: fastest combination speed (FCS), proportional efficiency (PE) and proportional

fairness (PF). For these strategies we derive analytical worst-case performance bounds and use numerical
simulation to show their average-case performance and trade-offs. In particular, we demonstrates that FCS
achieves the lowest possible competitive ratio among all non-preemptive strategies, guaranteeing worst-case
performance within 50% of the optimal solution. Numerical simulations demonstrate that PF ensures fairness
and consistently outperforms FCS in the average case, despite having lower worst-case theoretical performance.
The PE strategy, while minimizing the number of parallel tasks, is shown to have an unbounded competitive
ratio. Modifying these strategies to prioritize tasks on the critical path for problems with precedence constraints
improves performance for graphs that allow a higher degree of parallelism. These findings provide a theoretical
foundation for incorporating co-scheduling strategies into HPC workflow managers.

Competitive analysis
High performance computing

1. Introduction Users tend to overestimate requirements for jobs runtime and mem-
ory, as shown in jobs analysis studies in [4,5]. While approaches such as
backfilling and speculative scheduling allow to mitigate overestimated
resource requests [6], minimizing the gap between requested and uti-
lized resources is not sufficient, as many workloads remain inefficient
in actual resource use. For instance, [7] reports that only 24% and 39%

of jobs achieved over 95% CPU and GPU utilization, while host memory

High performance computing (HPC) is becoming increasingly crit-
ical for solving complex problems in various scientific and industrial
domains [1]. As the scale and complexity of these problems grow,
efficient utilization of underlying HPC resources, such as processors,
accelerators, memory, and storage, becomes more essential. However,
achieving optimal resource efficiency is challenging due to the dy-

namic nature of application demands and the mismatches between
user-specified resource reservations and their actual utilization. These
challenges motivate research into novel resource allocation methods
and more intelligent scheduling strategies in HPC environments.

Users typically interact with computational clusters through batch
schedulers such as SLURM [2] or PBS [3], which manage resource al-
location and job execution. Users submit jobs that define requirements
for computational resources (number of nodes, CPU cores, amount of
memory), execution duration and the script to run their application.
Batch schedulers function as reservation systems by tracking available
resources and allocating them to user jobs. When a user job is allo-
cated, it obtains exclusive access to the resources, thus it is the user’s
responsibility to use resources efficiently.

* Corresponding author.

and GPU memory utilization of more than 75% was achieved for 57%
and 50% of jobs accordingly. Such inefficiencies lead to increased job
queue wait times, lower utilization of computational resources, and re-
sult in higher operational costs. Modification of application source code
can improve resource efficiency, but this approach is not universally
applicable.

The goal of this research is to address the inefficient use of re-
sources at the level of tasks running within user jobs. Typically, batch
jobs are composed of multiple smaller tasks with different resource
requirements. For example, numerical simulation software working
with meshes often contains separate tasks for mesh generation, de-
composition, and post-processing, that may not utilize all requested
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CPU cores and involve intensive disk operations. The simulation solver
task, on the other hand, is compute-intensive and may utilize all
available CPU cores, leading users to request multiple cores for the
entire job. Running multiple independent simulations as separate jobs
or sequentially within a single job would result in inefficient resource
usage, while running these simulations in parallel within a single job
results in performance degradation, as similar tasks would compete for
shared resources.

Task co-scheduling presents a viable alternative to improve batch
job efficiency without code modifications. Co-scheduling can be defined
as the concurrent execution of multiple applications on shared compu-
tational resources in a manner that mitigates resource contention. In
the example above, computational solver tasks from one simulation and
mesh decomposition from another might be executed simultaneously
(i.e., co-scheduled) as they do not compete for common resources.
A scheduler implementing a co-scheduling strategy must determine
the feasibility of specific task combinations (e.g., ensuring sufficient
memory availability for all tasks) and account for the mutual task per-
formance interference. Overlooking these factors can potentially lead
to execution failures or severe performance degradation that negate
intended benefits of co-scheduling.

Co-scheduling is not widely adopted in production HPC environ-
ments for several reasons. First, co-scheduling relies on accurate in-
formation on mutual task slowdown, which require either preliminary
profiling, the use of prediction models or runtime resource monitoring.
Second, dynamic co-scheduling introduces overhead due to continuous
monitoring and resource re-allocation. Finally, co-scheduling often re-
sults in inconsistent performance for users, undermining confidence in
the system despite potential gains in overall resource efficiency.

To address these issues, this work focuses on a user-level task
management system. Deploying cluster-wide co-scheduling through the
batch scheduler introduces organizational challenges, as users may ob-
ject to inconsistent run times or slower jobs in favor of global efficiency.
In contrast, users operating within fixed wall-time limits and predefined
resource allocations are incentivized to optimize their own usage.
Moreover, user-level control allows experimentation and incremental
refinement of workflows, enabling case-specific cost-benefit analysis
that is difficult to achieve with cluster-wide policies.

This paper continues our previous research [8,9] focusing on the de-
velopment of a co-scheduling task management system. Previous efforts
evaluated a method for measuring task runtime performance degra-
dation and using preemption as a control mechanism. The problem
was formalized in terms of scheduling theory and derived the worst-
case performance bound for a heuristic strategy that maximizes task
processing speed. In this paper, we present an analysis of additional
strategies targeting the optimization of different schedule properties
using analytical methods and numerical simulations. The contributions
of this paper are as follows.

1. Propose a method for generating random problem instances
with controllable performance degradation and compare the
generated values with experimental measurements.

2. Introduce co-scheduling strategies with different objectives:
maximizing tasks processing speed (FCS), co-scheduling effi-
ciency (PE) and fairness of processing time distribution (PF).
Demonstrate the strategies average-case performance and trade-
off dependencies in numerical simulations and derive worst-case
performance bounds analytically.

3. Propose a method of numerical analysis for the problem formu-
lation with task precedence constraint, including the generation
of task graphs and computation of the optimal solution. Per-
form competitive analysis of approximate strategies and their
modifications, prioritizing the graph’s critical path.

As the current scientific literature on HPC workloads co-scheduling
mostly address its practical aspects and evaluation of feasibility (see
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Section 2), the primary novelty of this paper is a theoretical analysis
of co-scheduling heuristic strategies using numerical and analytical
methods. By analyzing strategies where performance degradation is
known a priori, we establish worst-case performance baselines and
demonstrate the trade-offs between alternatives scheduling goals. These
results are required for subsequent development of more complex
co-scheduling algorithms working in stochastic environments, where
task performance degradation is uncertain and must be measured or
estimated at runtime.

2. Related work

The co-scheduling problem started to appear in the scientific liter-
ature relatively a long time ago in the context of thread scheduling
on simultaneous multi-threading (SMT) processors (e.g. [10,11]) With
advancements in resource isolation technologies, performance profiling
capabilities, and control policies, co-scheduling started to be applied in
other domains, such as scheduling virtual machines [12], web services
[13], and HPC-related domains, such as scheduling parallel [14] and
distributed [15] applications or GPU- and FPGA-accelerated applica-
tions [16]. Among recent work, there are cases showing co-scheduling
benefits for HPC applications, for example, [17] report a 78% through-
put increase by co-scheduling applications with controlled NUMA allo-
cations and cache partitioning, [18] reports a 30% makespan reduction
by accounting for I/O contention and data transfers between tasks
of workflow applications, and [19] reports an 18% turnaround time
reduction relative to backfilling batch scheduling.

The existing literature on co-scheduling can be classified along four
dimensions: (1) feedback measurements for evaluating scheduling deci-
sions, (2) co-scheduling control mechanisms, (3) models and scheduling
policies and (4) scheduler implementation. As this study primarily
focuses on co-scheduling models and strategies, we only provide a brief
overview of the technical aspects necessary for the context.

Approaches to scheduler feedback mechanisms can be classified into
three categories based on the nature of the information being collected.
The first category is represented in early work [20-23] and consists of
approaches where processing speed, measured as CPU instructions per
cycle (IPC) rate, is used as the sole indicator of co-scheduling perfor-
mance degradation. In the second category, the causes of performance
degradation are considered, and metrics representing shared usage
of underlying resources are used as feedback. For example, [10,24]
focuses on shared CPU cache and measures its eviction, access, and
miss rates, or, [12,25] considers shared access to the memory bus as a
degradation factor and quantifies it by bandwidth utilization, page miss
rate, and access locality. The combination of these metrics, extended
with disk I/O and other system parameters, is also used in machine
learning-based approaches in [26,27]. Finally, the third category is
distinguished by the integration of application-specific feedback into
scheduling [13].

Introduction of processing speed dependencies from resource-
specific metrics may simplify model definition by reducing the number
of its variables, but at the same time it reduces application scope
only to the cases where these dependencies hold and resource-specific
metrics can be measured in practice. Similar to the work by Jiang
et al. [23], we do not impose any assumptions on underlying resources,
instead, we consider the task processing speed as the only feedback for
scheduling decisions. In our previous work [9], we demonstrated a high
correlation between the slowdown of instantaneous processing speed
and the slowdown in execution time measured after task completion.

Control mechanisms used in co-scheduling research differ depend-
ing on the granularity of the scheduled workload (such as threads,
application processes, or virtual machines) and the technical capabil-
ities available during development. Early work covering thread co-
scheduling for SMT cores relied on the abilities of the operating sched-
uler to control thread-to-core affinities [21] or the distribution of
CPU time between concurrent threads [10]. Advancements in resource
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isolation technologies enabled more direct and fine-grained control
over resource allocation. For example, the availability of multiple
memory controllers present in server-grade CPUs allows to reduce
memory bus contention by controlling application mapping to CPU
cores [25]. Virtual machine migration in [12] allows to migrate running
applications between nodes in order to equally distribute memory
bus bandwidth within a host machine. Dynamic frequency scaling of
CPU cores in [13] allows to control the processing speed of dedicated
CPU cores and, consequently, their usage rates of shared resources.
Cache partitioning technologies explored in [28,29] explicitly limit the
amount of shared cache accessible by each application, which, in turn,
reduces application interference.

In this study, we propose to control task behavior using preemption.
That is, the scheduler may suspend task execution at any point in time
and resume it later from the previous state. With task preemption, the
scheduler can select between different task combinations according to
the scheduling policy. Unlike other approaches, preemption does not
allow for fine-grained control of task processing speed as time slice
scaling [10] or frequency scaling [13], however, preemption does not
require hardware support and can be used in unprivileged mode in the
Linux operating system.

Co-scheduling models in the literature can be categorized into those
that consider task performance dependency on underlying resources
and those that define task performance depending only on the combi-
nation of concurrent tasks. For example, in [28] the authors define task
processing speed as a function of the number of threads and the size of
cache allocation, where as in [30] task processing speed depends solely
on the combination of tasks. Scheduling models and corresponding
strategies can be categorized into offline and online. In online models
(e.g., in [13]) the scheduler has no prior information about tasks and
adapts to changes in their states during runtime, whereas in offline
model (e.g., in [23]) the scheduler is provided with all information
about task properties at the start.

Jiang et al. in [23] address the co-scheduling problem by model-
ing it as a problem of mapping tasks to physical CPU cores which
share compute units via SMT cores. The authors define performance
degradation by the decrease of the IPC rate relative to a solo baseline
and introduce an assumption that these values for all possible tasks
combinations are available to the scheduler at the start either as exact
values or as estimations. The scheduling algorithm in this paper finds a
combination with the minimal performance degradation and execute it
without preemption until completion of at least one of its tasks. The
authors demonstrate that, for two SMT cores per physical core, the
problem of finding a single combination is equivalent to the minimum-
weight perfect matching problem, which is solvable in polynomial time.
For a general case with three or more cores, the problem is equivalent
to an NP-complete integer programming problem. To optimize the
sequence of selected task combinations, the authors use the A*-search
algorithm. Each scheduling stage corresponds to an iteration of the A*-
search, where the next task combination is determined based on the
remaining task time in ideal conditions and the estimated performance
degradation of the remaining schedule.

Zhu H. et al. in [31] extend the model introduced in [23] by
taking into account tasks with parallel threads that interact with each
other over a network or shared memory. The authors modify the
integer programming problem from the previous work by including
communication time the performance degradation measure and define
the degradation of a task as the maximum degradation of its threads.
The rationale behind these modifications is that the completion time of
a task is determined by the slowest thread. The authors used a heuris-
tic A*-search algorithm to approximate the integer problem solution.
Similar to the previous work, the scheduling strategy is based on the
assumption that task parameters, including communication time, are
known a priori.

Eyerman E. et al. in [30] solve threads co-scheduling problem for
SMT cores as a linear programming problem. For each combination of
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tasks, they define instantaneous throughput as the sum of the execution
rates of each task (measured in units of work per unit of time) and
use time allocations between combinations as decision variables. The
authors define a linear programming problem of minimization of aver-
age throughput under the constraint that each task completes the same
amount of work. They measured task execution rates experimentally
using a set of benchmark applications and found the optimal time
distribution by solving the linear programming problem. The goal of
the model was to evaluate the performance of a trivial approximate
strategy that runs all threads simultaneously and ignores performance
degradation.

Pottier L. in [28,32] model the co-scheduling of single-node HPC
workloads as an optimization problem of determining the optical num-
ber of task threads and last-level cache partitioning. For each scheduled
task, the authors define the number of computing operations, the
fraction of sequential operations, the rate of memory accesses per
operation, and the memory footprint. The execution time of a task is
assumed to change depending on the number of threads, according to
Amdahl’s law, and depending on cache and memory access latencies.
Memory access latency, in turn, changes depending on the allocated
cache size according to the power law of cache misses. The authors
demonstrated that this partitioning problem is NP-complete and pro-
posed a heuristic method. The model and heuristic scheduling strategies
are based on the assumption that the number of operations, memory
access frequency, and memory footprint of each task are known a
priori.

Li Y. et al. in [13] approach the co-scheduling problem as a re-
inforcement learning problem. The authors studied the problem of
co-scheduling batch HPC workloads with service-type workloads that
process a stream of queries. Resources for HPC workloads are pro-
vided by the scheduler as opportunistic resources when the service
is underutilized and meets its target service level agreement (SLA).
Unlike previously mentioned models, this model is dynamic and can be
used for making scheduling decisions at runtime. The authors describe
the state of the system with software metrics (maximum queue length
and service time) and hardware metrics (cache miss rate, memory bus
throughput, and clock frequency). Based on the current system state,
the scheduler decides on the values of frequency settings for CPU cores
running batch workloads. After the scheduler’s decision is made, the
system transitions to a new state, and, depending on whether or not the
service meets its SLA, either a positive or negative reward is assigned
to the decision. The authors implemented the scheduling strategy based
on the Q-learning algorithm, with modifications for adaptive state
exploration and reward interpolation for unvisited states.

Similar to the models defined in [23,30,31], in this study we treat
task processing speed in each combination independently, without
connecting it to the underlying resources. However, we consider a
more detailed problem formulation which includes the amount of work
each task requires to complete, and allows preemption at regular time
intervals instead of only task completions time points. Moreover, for
the online problem formulation, we replace the assumption that task
processing speed is available for all combinations at the start with the
assumption that it is available only after combination selection. Similar
to [13], we assume scheduling strategies application in a machine
learning context, where the scheduler explores possible control options
at task runtime based on the observed feedback. We differentiate our
work by focusing on preemption as the control policy (rather than
direct speed control), and using individual task speed as the feedback
mechanism (instead of service SLA).

Depending on the technologies used to measure task processing
degradation or for controlling task processing and resources alloca-
tion, schedulers can be implemented either as a system-level or as a
user-level services. User-level services provide a more limited set of ca-
pabilities, but allow usage without administrative privileges. Scheduler
implementations are also different in terms of user interfaces: they can
be completely transparent to the user [10,13], they can provide an al-
ternative or an extension to the cluster batch scheduler [12,27], or they
can be implemented as a library requiring code modifications [14,33].
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3. Co-scheduling problem definition

In this section, we define the scheduling problem addressed in this
paper. The problem involves scheduling a set of tasks on a single ab-
stract machine capable of executing multiple tasks concurrently. Tasks
running in parallel compete for the machine’s shared resources, causing
their processing speeds to vary depending on the specific combination
of concurrently executed tasks.

Denote a set of n tasks as T = {T},...,T,} and a non-empty subset
S; of T as a combination of tasks. Throughout this paper, we use index
i = 1,...,n to refer to tasks and j = 1,...,m to task combinations.

We assume that all tasks in 7' can be executed in parallel, resulting
in m = 2" — 1 possible task combinations.

Each task requires completing b; > 0 units of work. Task processing
speed depends on the combinations of tasks that are running simul-
taneously. Denote v; > 0 as the task baseline speed, that is, when
task 7; is running in the {7;} combination, and v;; as the speed in
combination §;. We introduce the following constraint on v, ; values,
which ensures that task speed cannot increase when a new task is added
to the combination:

Vip Svig forall (@) | S, Spi=1,....n €h)

Let us define the task acceleration factor g, ; as the ratio v, ;/v; for
T, € S; and g;; = 0 for T; ¢ S;. Due to the constraint (1), the values
;j are within [0, 1] interval for all tasks in all combinations. Without
loss of generality, we can assume that task baseline speed is v; = 1
(otherwise b; can be divided by v;), so that a;; = v ;. The values g, ;
form n x m matrix A.

We define a schedule as a sequence S = ((S/-],le), ’(SJK’X/K))
of task combinations and their processing times (K is the schedule’s
length) such that each task completes its required amount of work:
Zf=l a;; x; = b. We consider a problem formulation where task
preemption is permitted, so a single task may appear multiple times in
a schedule. The objective of the problem is to determine a schedule that
minimizes the completion time of the last task (makespan), denoted as

K
Cmax = Zk:] xjk'

a

4. Optimal strategy

When all problem instance values (work units b = (b,,...,b,) and
task processing speed A = {a; ;},,) are known a priori, the optimal
schedule can be computed by solving the following linear optimization
problem [9]:

minimize  Cyg = XL, X;
subjectto Ax=b (2)
x>0
The solution of (2) is a vector x* = (XT’ ,x;‘ﬂ)T of an optimal

time distribution across combinations. The optimal schedule can be
reconstructed from x* by executing each combination S for X} time
units (if x; > 0) in any order. We refer to the optimal makespan value
as COPT,

max

5. Methodology

Finding the optimal solution to the co-scheduling problem is only
possible in an offline formulation of this problem, where all problem
instance parameters are available in advance before the first job starts.
In this paper, we consider an online problem formulation, which is
closer to practical applications, where (1) task speed values in feasible
combinations (a; j) are known, (2) task amounts of work (b;) are only
known upon task completion, and (3) if a precedence constraint is
defined between tasks, only tasks with the satisfied precedence are
available for scheduling. The justification for this problem formulation
is presented later in Section 11.
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Fig. 1. Average task speed value in a single generated problem instance as a
function of the number of tasks in a combination for different slope parameter
values (a).

Any scheduling strategy defined for the online problem would be
an approximation of the optimal offline strategy. The quality of this
approximation can be measured by calculating the competitive ratio,
which is the ratio of the objective function of the approximate strategy
to the optimal value for the same problem instances. In this paper,
we apply two common approaches to evaluate approximate strategies:
worst-case and average-case analysis.

Worst-case analysis involves analytically deriving an upper bound
on the competitive ratio for any possible problem instance. Conversely,
average-case analysis requires the definition of a probabilistic distri-
bution for input parameters and estimates the average competitive
ratio using numerical simulations. We refer the reader to [34] for
competitive analysis theory and to [35] for its application to scheduling
theory problems.

To generate random problem instances in a controlled manner for
numerical analysis, the following procedure based on our previous
work [9] was developed. For each task T;, a unique slope parameter
0 < o; < 1 was selected. For combinations with a single task (i.e., ideal
or base conditions), the task’s speed was set to 1 unit. In combination
with more than one task, task speed cannot exceed the minimum speed
of the same task in smaller-size combination, therefore, its speed was
chosen as this minimum value scaled by a uniform random constant
between «; and 1. This approach allows parameter «; to define task
speed as a function of combination size with a controlled slope, as
shown in Fig. 1.

To validate the generated task speed values against experimental
data, we compared them with measurements obtained using the NAS
Parallel Benchmark (NPB) [36]. For each task in all combinations of
NPB benchmarks, we measured the product of CPU instructions per
cycle and CPU time. Our previous work has demonstrated a high corre-
lation of this metric with processing time slowdown. We executed tasks
with two threads on 12-core CPU to maximize task combination size (to
six tasks) without CPU oversubscription while tasks are still performing
inter-thread communications. The metric was measured continuously
until its standard error of the mean was below 5%. After all values
were measured, we computed the mean speed for each task depending
on the combination size and fitted the «; value to minimize the root
mean squared (RMS) error between measured and generated values.
Table 1 shows the best-fit a; value and the corresponding error. It can
be observed that EP (embarrassingly parallel) has the least slowdown
due to co-scheduling.

Random distributions for «; and b; were chosen to evaluate strate-
gies in two scenarios: (1) varying values magnitudes between problem
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Table 1
Best-fit speed slope parameters matched to experimental measurements of NPB
benchmarks.

Name Speed slope (a;) Error (RMS)
UA.B 0.608 0.024
MG.C 0.663 0.097
FT.C 0.652 0.087
SP.B 0.701 0.076
LU.B 0.779 0.072
BT.B 0.809 0.051
EP.C 0.880 0.047

instances with low variance within instances, and (2) varying distri-
bution shapes with high variance within instances. In the first case, a
uniform distribution within a specific range was used, and in the sec-
ond, values were drawn from a beta distribution by varying parameters
controlling its shape.

Additional measures were applied to the values drawn from the
beta distribution to mitigate biases in the distribution shapes. First, to
quantify the evenness or clustering of the generated values, the Jain
index [37] was computed:

2
(X0 xi)
n X X}

The Jain index J(x) reaches 1 when all values are distributed
equally among the x;, and reaches 1/n when there is one non-zero value
and the remaining n—1 values are zero. Second, the index range [1/n, 1]
was split into 50 intervals, and problem instances were generated
randomly until the smallest interval contained at least 100 samples.
Finally, from each interval 100 samples were selected, providing a set
of instances with an uniform distribution of the Jain index.

J(x) = 3

6. Fastest Combination Speed (FCS) strategy

In [9] we evaluated the Fastest Combination Speed (FCS) strategy,
which maximizes task processing speed. The cost function of this
strategy is /% = X, a; ;, meaning that at each iteration the strategy
selects the combination with the maximum tasks speed sum. This
strategy does not produce optimal schedules as it does not account for
task work amounts, and selected combinations cannot be preempted
until completion of all their tasks. However, the FCS strategy produces
schedules that are at most two time slower than the optimal, and this
bound of two is minimal.

In this paper, we demonstrate how the competitive ratio changes
depending on the properties of the problem instances through simu-
lations. Fig. 2 illustrates the competitive ratio of FCS as a function
of the task speed slope parameter (left) and its Jain index (right). It
can be observed that the maximum ratio is reached for an average
slope parameter in the 0.8-0.9 range, and the shape of the task speed
distribution does not effect the competitive ratio.

Fig. 3 shows competitive ratio dependency on the Jain index of
tasks’ work requirements in generated problem instances. It can be
noticed that the ratio increases with an increasing Jain index and
reaches its maximum value for problem instances with equal values of
work units. In this scenario, the maximum competitive ratio can also
be reached as shown in Appendix A.

7. Proportional efficiency (PE) strategy

In this section, we introduce the Proportional Efficiency (PE) strat-
egy, which provides a trade-off between the number of tasks in a
combination and task processing speed. Similar to FCS, it maximizes the
speed of concurrent task combination, however, this value is discounted
based on the number of tasks in the combination.
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Denote combination speed as a; = ¥, a; ; and the number of tasks
in the combination as n; = |.S;|. We refer to the ratio e¢; = a;/n; as
the efficiency of the combination and introduce the parameter g > 0,
which controls the effect of e; on combination selection. Let us define
PE as a strategy with f* = a jef cost function.

In Appendix B we demonstrate that the competitive ratio of PE
is unbounded and increases as O(nl%ﬁ). When f = 0, the strategy is
equivalent to FCS, and for larger values of f it selects combinations
with fewer tasks. In particular, the strategy favors sequential execution
unless there are combinations with »; tasks running at a speed greater

T+5

than "

, or, in general, if combination S, is already selected, then S;

would be selected only if a; > a,(n; /np)%. In practical applications
(Section 11), this property allows for a reduction in the search domain
for cost function optimization.

Fig. 4 shows the change of competitive ratio (left) and average
combination size in the PE (right) depending on the cost function
parameter # in simulations. It can be observed that with an increase
of g, the competitive ratio also increases while the combination size
decreases.

8. Strategies without combination preemption

Previously, it was shown that the FCS strategy is 2-competitive, and
the bound is best possible. This strategy produces schedules without
combination preemption, as its cost function does not include any
time-depend variables, therefore, a selected combination runs until the
completion of at least one of its task.

Continuing this work, in this paper we demonstrate that the FCS
strategy is best possible among all heuristic strategies without task
preemption. To demonstrate this, we first define a dynamic program-
ming rule that produces the minimum makespan schedule without task
preemption, and second, show that a problem instance exists where a
competitive ratio of two is achieved for the optimal non-preemptive
schedule.

Denote b = (b, ..., b,)T as a vector representing the amount of work
required for the completion of all » tasks. For each task combination S,
we can express the amount of time the combination would run until any
of its tasks complete as:

. b
7;(b) = min — ()]
iiT;es; a;, J

Suppose that at the start of an iteration of a non-preemptive strat-
egy, each task has b; units of work. If the combination S, is selected
at the iteration, its tasks will run until at least one of them completes,
and at the beginning of the next iteration there will be a new amount
of work units b, = b; — a; ,7;(b) for tasks from S,,.

Denote the column vector of task speed values in S; as 4; =
(@ js - ,a,w-)T. This allows us to write makespan as a function of »
in a recursive expression (assuming that p is the index of the chosen
combination):

0, b=0
Chax(b) = ) (5)
Tp(B) + Cpyau(b — 7,(B)A,), otherwise

The non-preemptive schedule with the minimal makespan can be
obtained by selecting the combination p that yields the minimal C,,,,(b)
value for a given vector b. We refer to this strategy as the recursive
(REC) strategy, and its makespan as CREC,

As REC is optimal among strategies without combination preemp-
tion, and FCS is one of those strategies with the competitive ratio of
two, therefore REC has an upper bound of two. To demonstrate that
the ratio of REC has a lower bound of two, we refer the reader to the
problem instance in Appendix A, where a competitive ratio of two is
achieved.
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9. Proportional fairness (PF) strategy

Scheduling strategies without combination preemption may deprive
certain tasks of processing time until the end of the schedule. The worst-
case problem instance for FCS and REC in Appendix A is based on this
property, that is, the strategy executes the highest cost-function com-
bination and, upon its completion, remaining tasks run sequentially.
To alleviate this problem, we introduce the proportional fairness (PF)
strategy, which utilizes task preemption to guarantee a fair distribution
of processing time among tasks.

Consider now that preemption is allowed, that is, the scheduler
interrupts the current combination of tasks after dr > 0 amount time
and selects the next combination with the highest cost function value.
Denote r;(r) as the amount of work task T7; has completed by time 7.
Additionally, assume for all tasks r;(0) = ¢ > 0 and ¢ < min(b;). This
allows us to define the cost function of the PF strategy as:

n

a; ;
ffrao= ; o ®)

The cost function value for a combination can be interpreted as a
weighted sum of task processing speed, with weights inversely propor-
tional to the amount of completed work. Tasks with a larger amount
of completed work would have a diminished impact on the cost func-
tion, and thus remaining tasks would be prioritized for selection. The
trade-off between fairness in time distribution and processing speed is
controlled by the parameter y > 0.

Simulation results in Fig. 5 show that the PF strategy produces a
consistently lower competitive ratio than FCS, however a similar ratio
of two is still achievable, as shown by the analysis of the special case
in Appendix C. The general idea behind this case is that the optimal
schedule may be unfair, but since PF provides a trade-off between
fairness and processing speed, it may produce fair schedules with a
larger makespan. Analytical expression for the competitive ratio of
the special case was derived, validated against simulation results and
showed to converge to the value of two with an increasing number of
tasks.

To quantify fairness, we used the Jain fairness index J(r) (defined
in (3)). Fig. 6 shows how the Jain index and average processing
speed change depending on the trade-off parameter y at the time of
completion of the first task. It can be noticed that with an increase of y,
PF produces schedules with larger J(r) values but selects combinations
with lower speed. A similar result was shown analytically in Fig. C.11.

10. Tasks with precedence constraints

In this section, we will consider the co-scheduling problem with an
additional task precedence constraint that prevents certain tasks from
being started until the completion of their preceding tasks. This con-
straint commonly appears in practical applications, where the output
of one task may be used as an input for one or multiple subsequent
tasks. The precedence relation between tasks forms a directed acyclic
graph.

Strategies that we have considered previously can be also applied to
the problem with precedence constraints, with the only modification
that the scheduler must select the next combination only among the
ones with completed preceding tasks. However, worst-case analysis
results cannot be directly transferred to this problem formulation, as
at any iteration only a subset of all feasible combinations is available,
and the combination with maximum cost may not be reachable. Based
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The ratio of FCS on the same problem instances is shown in the leftmost bar.

on this property, problem instances can be constructed where the
competitive ratio for FCS and PF is unbounded.

Previous approximate strategies do not account for task graph struc-
ture, which may be available a priori in some practical applications.
Introducing the critical path (CP) into strategy cost functions allows
to improve their competitiveness. To prioritize tasks from the CP in
scheduling, we introduce a CP weight for each task as the maximum
sum of work units along all paths from the task to leaf vertices. Schedul-
ing tasks with higher CP weights first allows for earlier completion of
CP tasks. This strategy is optimal for tree graph problems with equal
task processing time on parallel machines without co-scheduling [38].
We define CP variants of previous strategies, where task speeds in
combinations are multiplied by task CP weights.

The optimal strategy can be found by solving the same linear
programming problem (2) as follows. Extending precedence constraints
on task combinations (if 7, < T, then for all combinations .S, and S,
containing T, and T, there is S, < S,), a new graph of combinations

can be formed. Unlike the task graph, the combination graph may
contain cycles, which cannot be present in a feasible schedule. For the
combination graph, there can be multiple acyclic subgraphs, including
maximal subgraphs (i.e., adding a new combination would create a
cycle). The optimal schedule can be found among these maximal acyclic
subgraphs by solving the linear programming problem and selecting the
one with the minimal objective function value.

Finding the optimal schedule for a given task graph with this
method is a computationally intensive problem, as it requires listing
all maximal acyclic subgraphs (which is an NP-complete problem [39])
and solving a linear programming problem for each. For the purposes
of simulation analysis, a different approach was used instead: a sin-
gle subgraph was found randomly, and the task speed values of the
remaining combinations were modified to ensure the found subgraph
was optimal. Conditions for modifying task speed values (positivity of
their shadow costs) were derived from the sensitivity analysis of the
simplex method [40].
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To demonstrate the effect of task graph properties on the com-
petitive ratio of approximate strategies in the simulations, we used
two methods for random graph generation: Layer-by-Layer (LBL) and
Fan-In/Fan-Out (FIFO), provided by the ggen software [41]. The FIFO
method allows to generate graphs with common data distribution and
data aggregation structures, while the LBL method produces graphs
typical of pipeline workflows. An overview of common graph structures
for HPC workflows is presented, for example, in [42].

Fig. 7 shows the competitive ratio’s dependency on the ratio of crit-
ical path length to the number of edges (path-to-edge ratio). The results
presented in the figure were obtained for 15-vertex graphs generated
using FIFO and LBL methods. To demonstrate the competitive ratio’s
dependency only on graph shapes and exclude extraneous factors, each
task was assigned an equal amount of work and a narrow acceleration
slope range (0.7-0.8).

The path-to-edge ratio represents graph parallelism, where smaller
values correspond to larger combination sizes and higher values result
in more linear graphs with sequential task execution. As the path-to-
edge ratio increases, the number of available co-scheduling choices
decreases, and consequently, the competitive ratio tends toward one,
with CP weights having less effect on task selection. Similar to simu-
lation results for the problem without precedence constraints, the FCS
strategy consistently produces a higher competitive ratio than PF. The
introduction of CP weights to these strategies improves performance for
graphs with low path-to-edge ratio.

11. Discussion

In this paper, we analyzed the performance of three approximate
strategies for the co-scheduling problem, both analytically and numeri-
cally. We demonstrated that these strategies ensure different objectives:
FCS only maximizes processing speed, while PE and PF additionally
optimize combination size and time distribution fairness.

The cost function of FCS contains no time-dependent variables, so
the scheduler would consistently select the same combination with the
highest speed until any of its tasks complete, after which remaining
tasks may continue running at a significantly lower speed. An opti-
mal schedule, on the other hand, may preempt task execution before
completion, allowing all tasks to run in combinations with the highest
possible speed. In this paper, we have demonstrated numerically (Fig.
3) and analytically Appendix A that this property leads to an increase
in the competitive ratio. The maximum competitive ratio of the FCS

strategy is two and has been shown to be the best possible among all
strategies that do not preempt a combination until task completion.

The PF strategy results in schedules with preemption, as its cost
function ensures a fair time distribution between tasks, potentially
reducing processing speed. In all numerical experiments, this strat-
egy demonstrated a lower competitive ratio, however the theoretical
worst-case ratio is at least the same as FCS (as shown in Appendix C).

Both FCS and PF cost function values increase when a new task
is added to the combination (if the task speed exceeds the total slow-
down of the remaining tasks). When this increase is small, scheduling
overhead may not justify an increase in combination size. The PE
strategy allows to alleviate this problem by providing a trade-off be-
tween combination size and processing speed. In this paper, we have
shown that the competitive ratio of PE increases with an increase
in efficiency trade-off (Appendix B and Fig. 4), and that for smaller
trade-off coefficients, the combination size may be decreased without
a significant decrease in the competitive ratio.

Introducing task precedence constraints to the problem formulation
allows for the modeling of task workflows and tasks’ internal process-
ing stages. The latter represents a common scenario where each task
contains multiple sequential processing stages with different resource
requirements and processing speeds (e.g., reading data from disk, nu-
merical computations, and writing results back to disk). In practical
applications, the amount of work for each task and graph structure may
be unknown until task completion, therefore, considering approximate
strategies can result in an unbounded competitive ratio. For situations
when this information is available, adding critical path dependency to
cost functions allows to improve strategies performances (as shown in
Fig. 7).

The strategies presented in this paper are formulated using an
abstract task processing speed parameter. In practice, this speed is
linked to the contention of underlying hardware resources, such as
CPU caches and memory bus bandwidth. For example, when multiple
threads are mapped to a shared cache, the available bandwidth is
partitioned among them, often resulting in a drop in cache throughput
and a subsequent slowdown in the instruction execution rate. The
mathematical framework, presented in the paper, accounts for inter-
ference at other bottlenecks as well, such as disk I/0, GPU memory
pressure, or network bandwidth. By abstracting these constraints into a
single, measurable speed parameter, the proposed strategies and perfor-
mance bounds remain applicable across heterogeneous environments,
regardless of the specific resource causing the slowdown.
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Applications may exhibit different sensitivity to limitations in cache
bandwidth, as their primary bottleneck resources may differ and shift
depending on the specific task combinations. Consequently, our prob-
lem was formalized such that task speed is defined independently for
every task within every possible combination, which allow for the
modeling of non-linear resource contentions.

Approximate strategies discussed in this paper, cannot be applied
directly to scheduler implementations, as they require knowledge of
task processing speeds in all combinations prior to the processing of
the first task. Instead, in practice, these values can be estimated before
task combination begins and then measured during runtime. Because
combination can be preempted at any time, the scheduler may sample
different combinations to identify the one with the highest cost function
value before executing it continuously. This approach allows to solve
the co-scheduling problem in practice as a stochastic search problem
with the same cost functions presented in this paper.

In practical implementations, estimated or measured task speed
values may not be exact or available for all combinations, therefore,
the scheduler cannot always select the combination with the highest
possible cost function value. Additionally, search algorithms require
an exploration stage, during which selected combinations may be sub-
optimal. These factors reduce overall performance compared to the
results obtained in this paper. However, these results first, provide
a baseline performance necessary for implementation evaluation and,
second, demonstrate dependencies on problem instance properties that
can be translated into a stochastic problem formulation. We leave
further research on this problem outside the scope of this paper.

12. Conclusion

This paper continues research on approximate co-scheduling strate-
gies initiated in prior work [9]. We introduced additional strategies and
analyzed their performance analytically and numerically. We derived
theoretical worst-case bounds on the competitive ratio of these strate-
gies and demonstrated its dependency on problem instance properties
and strategy parameters. Additionally, these strategies were evaluated

on a problem formulation with tasks’ precedence constraints against the
optimal strategy.

The FCS strategy, while having a constant competitive ratio, has
been shown to produce poorer performance for the problem instances
with an equal amount of work in each task. Despite this, the strategy
was shown to have best possible competitive ratio among all strategies
that do not employ combination preemption. The absence of preemp-
tion can result in an uneven distribution of processing times, potentially
leading to some tasks completing before others and leaving remaining
tasks to execute at reduced speeds.

The PF strategy addresses the problem of unfair time distribution
between tasks by providing a trade-off between fairness and processing
speed. While the competitive ratio of this strategy has been shown to
be greater than or equal to FCS, its performance in simulations was
improved. The PE strategy provides a trade-off between combination
size and processing speed. Unlike FCS and PF, its cost function may
decrease when new tasks are added to the combination if the perfor-
mance gain is not sufficiently large. This strategy was shown to reduce
the combination size and to have an unbounded competitive ratio.

Applying these strategies to problems with task graphs results in
an unbounded competitive ratio, as they do not account for graph
properties. Regardless of these properties, the PF strategy demonstrates
consistently lower competitive ratios than FCS in simulations. Modi-
fying cost functions to prioritize tasks from the critical path allow to
improve strategy performance on graphs with lower path-to-edge ratios
(i.e., enabling larger combination sizes).

This paper considers only the problem formulation with the as-
sumption that the processing speed of all tasks in all combinations is
known a priori. In practice, however, these values are estimated or
measured after combinations are selected, which makes co-scheduling
a stochastic search problem. The analysis of these strategies provides
baseline performance and insights required for designing stochastic
search algorithms and their subsequent practical implementation.

Based on the findings and limitations of this co-scheduling model,
future research will focus on three main directions. First, we aim to
remove the assumption of known task processing speeds and consider
the co-scheduling problem as a stochastic search problem. The second
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direction involves research on regression models for estimating task
processing speeds in combinations based on observed resource usage
via CPU hardware counters and operating system metrics. The regres-
sion model will be updated at runtime using a reinforcement learning
approach, as the scheduler explores co-scheduling options. Third, we
plan to provide an implementation of co-scheduling strategies as a task
management system.
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Appendix A. Problem instance for non-preemptive strategies

Consider the problem instance where each task requires one unit of
work and tasks run at the maximum speed in all combinations except
for the combination with all tasks, i.e. b = (1,...,1) and q;; = 1 for
|S;| # n, and q; ; = 0 otherwise.

Note that all combinations with less than n tasks would run for
one time unit, after which all tasks from the combination would com-
plete simultaneously. All non-preemptive schedules with the minimal
makespan would have two combinations: one with n — 1 tasks and
another with a single remaining task. This results in a makespan of REC
strategy equal to CREC =2,

The optimal schedule for this instance would have preemption and
run all tasks in combinations with n — 1 tasks, with time equally
distributed among them, resulting in a makespan of COFT = —. This
yields the following competitive ratio for the REC strategy:

REC
Cmax - 2(n—1) n—o 2
corr n

(A1)

Appendix B. Proportional efficiency competitive ratio bound

In this appendix secti?n, we demonstrate that the competitive ratio

of PE increases as O(n'+#). We introduce two lemmas that provide
upper bounds on the competitive ratio for any strategy without com-
bination preemption. One lemma allows us to derive a competitive
ratio bound depending on the maximum speed of the first combination
selected by the approximate strategy, and another lemma improves this
bound by considering the maximum speed bound for combinations of
all remaining tasks after the first combination completes. We derive
bounds on the speed of selected combination by PE and obtain its
competitive ratio bounds by applying the lemmas.

Consider two schedules represented in Fig. B.8, the schedule on the
left is produced by the approximation strategy, and the schedule on the
right by the optimal strategy. Denote the speed of combination S; as
the sum of the speeds of its tasks, a; = }."_, g, ;, and that the optimal
schedule runs combinations at the average speed g, until completion at
time point C,. The approximate schedule is represented as two parts:
until ug, it runs the first combination S, with the speed a,, and after
that, it continues at speed g, until the completion time point C,. Denote
the maximum combination speed as a* = max;_; _,(a;), 0 a,, a,, and
a, are within [1, ¢*] interval.
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Both schedules in Fig. B.8 perform the same amount of work (D =
i, b). Since this section considers strategies without preemption,
let us assume that the first k > 0 tasks {7),...,T,} complete in Sy
combination and denote their processing speed sum as a; = Z:;l a -
Some of the tasks {T},,,...,7,} may run in S, but they continue to
run after the time point u, at the speed a,. Denote the amount of work
of the first k tasks as D| = Zf.;l b;, the amount of work of remaining
n—k tasks that complete before and after u, as D and D, accordingly.
Thatis, Dy + Dy = Y., b, and D = Dy + D, + D;.

Lemma B.1. The maximum competitive ratio of a non-preemptive strategy
that executes the first combination at speed a, is achieved when a, = 1,
a, =a*, and a, = a;, and is bounded to

C

u

a*(a; — 1)D,
afD

<a* - (B.1)

9]

v

Proof. Since both optimal and approximate schedules complete the
same amount of work D, we can write

D=usar+(C, —uys)a, =Cya, (B.2)

From that we express competitive ratio and denote it as a function

C

M_

aU(D—uf(af —au))
o —

D (B.3)
v u

p = play, ay,up) =

Let us now determine the definition domain of p. First, a, and a,
are constrained as 1 < a,,a, < a*. Given u; = D,/a; and 0 < a; < ay,
we can use u; > D, /a, as the lower limit, when S, = {T},....T,} and
all tasks from S, complete in the first iteration. An upper limit on u,
can be set to u; < D/a* from the case when S, runs at the maximum
speed and completes all tasks (k = n).

Function p(a,,a,,u,) is bounded as it has an upper limit of a* when
a,=a; =1and a, = ¢* and a lower limit of 1 when a, = a; = a,. To
prove the lemma, it is sufficient to analyze its derivatives within the
definition domain:

a(D—asus) D+au;—asup aya,—ag) )

B.4
Dag Da Da (B4)

vo=(

5

u u

The special point where D +a,u; —ayu, =0 is only possible when
C, = 0. Special points @, —a, = 0 and D — a,u, = 0 are only possible
when the schedule runs all combinations at a, speed, that is either
D, =0 or a, = a;. Remaining special points are outside the definition
domain.

It is straightforward to show p has the following signs: dp/da, < 0,
dp/da, > 0, and dp/du, is strictly negative when a, < a, and positive
when a, > a,. That is, p reaches the maximum when g, has the
minimum value and g, has its maximum value. Since a, is bounded
by a* and does not affect the signs of other derivatives, we can claim
that a, = a* yields the maximum p value. On the other hand, since
a, affects the sign of dp/ou, we consider three cases where a, < aj,
a,=as, and a, > a;.

First, when a, < a, we have dp/du, < 0, the maximum values of p
is as follows:

D
p(l,a*, —]> =a" -
ay

a*(a,— 1)D
e et S (B.5)
agD

Second, a, = a, is possible only when all combinations run at the
a, speed, or the schedule consists of a single combination .S;. In both
of these cases, we have

(e )
plag.a, —
ar ar
Using D1 < D and a, > 1 with equivalent transformations, it can
be demonstrated that the special point obtained in (B.5) is greater than
that in (B.6).

a,

(B.6)
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ayf Tl
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Fig. B.8. General forms of schedules produced by an approximation strategy (left) and the optimal strategy (right).

Consider now the remaining third case where a, > as, that is,
the schedule runs combinations after S, at an average speed greater
than a,. For any value of a, > ay, it is straightforward to show
that the makespan of these schedules would be smaller than when the
remaining tasks run at g, = 1, and thus the competitive ratio would be
smaller.

Consequently, p reaches its maximum value when g, = 1, q,
and u, = D, /a,, which proves the lemma. []

The following lemma has stronger constraints, requiring that all
combinations of runnable tasks after the first iteration have processing
speed lower than a constant value. This set of combinations also in-
cludes combinations that were not chosen by the approximate strategy.

= g

Lemma B.2. If a strategy with choice function f; completes tasks (T}, ...,
T, } (k < n) at the first iteration, and any combination S, of remaining tasks
has a processing speed such that 1 < a, < a*, then the competitive ratio of
the strategy is bounded.

c (@ —a,)a;—1)

4 < gt - e e A (B.7)
C, as

Proof. Consider v = (vy,...,v,)" to be a time distribution that forms

an optimal schedule (i.e. C, = Z;’;l v;) and B is a set of combination
indices with non-zero time, defined as B = {j | v; > 0}.

The optimal schedule runs all of the combinations at the maxi-
mum speed a, a*, which is achievable only when a; a*Vvj e
B. Consequently, the optimal schedule cannot include combinations
containing only the tasks T;,,...,T,, as their speed is less than a*.
Therefore, any combination in B contains tasks from both (7),...,T,}
and {T},,,...,T,} sets.

If we take any combination in the optimal schedule S; | j €
B, and remove the tasks that complete in S,, we will form another
combination S, = S; N {Ty,,,...,T,} and S, # @. Combination S, by
construct, has fewer tasks than S; and S, C S, so the speeds of its
tasks satisfy constraint (1), i.e. a;; < a; ,,i = 1,...,n. Additionally, for

o= Yip?
any subset of Ty, ..., T,, including S, the speed constraint from this
lemma applies:

n

>

i=k+1
Vj € B, where p| S, =8; N {Tyyy, .-

n
a;; < Z aip < ay

i=k+1 (B.8)

T}
As vector v is an optimal feasible solution to the linear programming

problem (2), substituting its values into Ax = b and summing the rows
corresponding to {T},,...,7,} tasks yields:

n n
2 X A= )b

JEB  i=k+1 i=k+1

(B.9)

¥ b and demonstrated in
T,)

*Tn

Previously, we defined D,
Lemma B.1 that the maximum p is achieved when tasks {7}, ...

11

do not run in S, combination, that is, D, = Y
This allows us to derive bounds on D:

n
D =Dy +3,cpV) Xicirs G
<Dy +a,Y;epY;
=D +a,C,
D
=D1 +auF

441 biand D =D, +D,.

(B.10)

Which is equivalent to

a*

>

(B.11)

Sle

-
a* —a,

Substituting the ratio D/D, into (B.1) yields:

. a*(a; —1)D, < (@ —a)a; - 1)
asD "~ as

p<La - (B.12)

Which completes the proof of the lemma. [J

Theorem B.1. PE is O(n%)-compeu’tive.

Proof. Denote the combination speed S; as a; = Y a;; and the
number of tasks in it as n; = |S;|. The PE strategy selects the com-
bination with the highest value of the cost function f; = a;+ﬂ /nf .
Additionally, let a* denote the maximum combination speed among
all combinations, with »* and f* as its corresponding size and cost
functions, respectively.

Consider two possible cases: when f* < 1 and when f* > 1. The
inequality in the first case implies PE runs all tasks sequentially as
combination with a single task would have the highest cost function
f; = 1. The competitive ratio of all sequential schedules is bounded by
a*, and from f* < 1 we obtain an upper limit on a* as follows:

PE
max

OPT
Cmax

b B
<a* <)+ < nl+p (B.13)

selects combinations with more than one task. Let us now determine
the minimum bound on a; such that S; can still be selected by PE,
i.e. f; 2 f*. From the definition of the cost function and given that

Consider now the second case when f* > 1, which implies PE

a; <ny, it follows:
ajl_+ﬁ a;+ﬂ

f*Sfj= 7 S—ﬂ=aj (B.14)
nj. a/.

That is, when f* > 1, the minimum combination speed that can be
selected by PE is f*, which we denote as a, = f*.

Consider that the combination S, with the speed a, is selected at
the first iteration and it runs until completion of some of its tasks.
In Lemma B.1 we have shown that the maximum competitive ratio is
reached when tasks after the first iteration run at a speed of one unit. To
apply Lemma B.2 to obtain the upper bound on the competitive ratio,
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we must find an upper bound on the speed value of all combinations
of remaining tasks.

Denote S; as the combination with unit speed selected by PE after
the first iteration instead of S,. Let us now determine the maximum
combination speed a,, such that the cost function value of S, is lower
than that of S

fusf;
a(2) = (5)
“Nn, ) = \n; (B.15)
i I
()P 2 (2
nj nj

Using the bounds for the first combination speed from (B.14) in
Lemma B.2, we obtain the following bound on the competitive ratio:

CPE (@ —a)a;—1) o\ —f
max o gx oy T (B) (1= %) 4g, (B.16)
OPT * s

Cmax as n a

Since g, < a* and we are considering the case when f* > 1, which
is equivalent to a* > (n*)#/1*#) we can replace a* in the first term with
its lower bound:

PE _s b
max < (n*) T+ 4 pT+8

OPT —
Cmax

(B.17)

As a result, similar to the case when f* < 1, the competitive ratio
PE has the same upper bound when f* > I:

PE
max

OPT
Cmax

= o(nlﬁﬁ) 0 (B.18)

Appendix C. Proportional fairness problem instance

In this appendix section, we demonstrate that PF achieves the
competitive ratio of two in a special case. We begin with lemmas,
showing, first, that PF is equivalent to the steepest ascent method of
the utility function, and second, that the cost functions of combinations
selected by PF are equal. The second lemma also enables the derivation
of the time distribution between combinations in a special case, which
we use to establish bounds on the competitive ratio and to demonstrate
the trade-off between fairness and processing speed.

We leave the 2-competitiveness of PF as a hypothesis. The proof of
this hypothesis could potentially be based on results presented in this
appendix section and Lemma B.2, similar to the proof for PE. However,
applying this lemma would require a tight lower bound on the average
combination speed in a PF schedule until completion of the first task.
We were able to derive this lower bound only in some special cases, but
not in the general case. We still present this analysis as it demonstrates
that PF achieves the same competitive ratio as FCS, despite consistently
better performance in simulations.

Recall that the cost function of PF is defined as f;(r) = Z:’zl ot
where r;(7) is the amount of work each task completes by time 7. An
equivalent representation of this strategy is possible using an utility
function U(r) = Z:’zl In(r;) that is defined over the set of all tasks,
rather than the set of all task combinations. The following lemma
demonstrates that the combination with the largest value of the cost
function also provides the largest increment to the utility function. That
is, the combination with the largest f (0 would result in the largest
value of U(r(t + dt)) after running for dt¢ time interval. In continuous
time, as dt — 0, this allows us to interpret PF as the steepest ascent
method of the strictly concave utility function U (r).

i j

Lemma C.1. The PF strategy is equivalent to the maximization of the utility
function

12
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Proof. Consider an indicator function I fl0] that takes the value 1 when
combination S; is chosen by the PF strategy at time ¢ and O otherwise.
At each time point, only one combination is selected, so Z;.’Ll Lo =1.
This allows us to express an increment of r;(r) over a single time interval
dt using indicator functions:
m
dri(t) = ri(t + di) — () = (Z Ij(z)a,,j)dr (C.1)
j=1
This provides an expression for the derivative of r; in continuous
time, when dt approaches 0:

dr; “
a )= 2100,

The derivative of the utility function can be written as the sum of
choice functions multiplied by their indicator functions:

dU o 1dri, . 1 -
= ro) = Z o= 2 e ; I;(nay,

i=1
m n a. . m
L,
=10, ﬁ =Y L0
j=1 i=1 i j=1
As a result, when the combination with the largest value of f (1) is
selected, the utility function will have the greatest increase. []

The following lemma demonstrates that PF periodically selects spe-
cific combinations, and these combinations have the same choice func-
tion value in continuous time.

(C.2)

(C.3)

Lemma C.2. Vector x(1) = (x;(), ..., x,,(t)) such that Z;":l x;(H=tisa
time distribution between combinations produced by PF until time t, if and
only if there exists a value A(t) for which the following holds:

£, =0, if x;()>0
£, <A@, if x;()=0
forj=1,....m

(C.4

Proof. In Lemma C.1 we have shown that combinations selected by
the PF strategy maximize the value of the utility function, which, in
turn, can be expressed as a linear combination of task speed values a; ;
with x (0 as coefficients:

m

"i(t)= Z

Jj=1

a; ;x;(1), fori=1,...,n (C.5)

This allows us to determine values x;(#) by solving the optimization
problem of the utility function as a function of x;(#). Consider a fixed
time point 7 = 1, and denote 5 = x(f,) as the decision variables. Denote
¢(n) as the value of the utility function in #,. This yields the following
constrained convex optimization problem:

maximize @(n) =Y ln(Z;.';l a,.,jnj)

Z;"l:] n; =1y
n; 20, forj=1,....m

subject to (C.6)

By applying the Karush-Kuhn-Tucker theorem to solve this convex
optimization problem, we obtain the following necessary and sufficient
conditions for stationary points:

fitg)=A—p;, forj=1,...m
Z;’:l n; =1y
m
ZjciHin; =0
n>0,u>0

(c.7

Values 7 that satisfy (C.7) yield the time distribution between
combinations that maximizes the utility function, so the same time
distribution would be produced by PF. Given that values x; and #; are
positive and the sum of their products is zero, it follows that either
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n; = 0 or y; = 0. That is, combinations selected by the PF strategy
have the same value of the choice function (equal to 1), while all other
combinations have a lesser value (since u :>0). O

The following lemma demonstrates that the time distribution be-
tween combinations changes proportionally with changes in time:

Lemma C.3. If x(?) is the time distribution produced by PF until time t and
a > 0 is a constant, then x(at) = ax(t) is the time distribution of PF until
time at.

The proof for this lemma follows from the fact that r(at) = Ax(at) =
aAx(t) = ar(t) and the stationary point conditions from Lemma C.2.
This property allows us to later express the average processing speed
of task T; as r;(1) and subsequently scale it to determine the amount of
completed work at a given time point.

Below we will consider the analysis of a special case that achieves
a competitive ratio of two in the limit. The general idea behind this
example is that the optimal schedule may be unfair, however, since
PF provides a trade-off between fairness and processing speed, it may
produce fair schedules with a larger makespan. In this example, there is
a set of combinations with the maximum processing speed, but running
only these combinations would result in an unfair schedule, leading PF
to select combinations with a lower speed.

Consider the problem instance, where combinations S; are divided
into two sets: P and Q. Set P contains all combinations with the first
task 7}, and set O contains all remaining combinations. We additionally
limit the size of combinations selected by a strategy at k tasks by setting
the task speed to zero in combinations larger than k. All remaining tasks
run at maximum speed, except for S; € Q with n; = k, which run at
a reduced speed v < 1. The amounts of work of each task are set so
that the optimal schedule would run all combinations at the maximum
speed (denoted as a* = k):

1, ifT,eS;andn; =kand T €S,

v, fT,€S;andn;=kand T &S,
a; . =
Yol ifTes; andn; <k
0, otherwise (C.8)

fori=1,...,n;j=1,....m

by = n—1

k-1

Recall from Lemma C.2 that combinations selected by the PF strat-
egy have the same value of the choice function, while other combi-
nations have a lesser value. We will use this property to determine the
time distribution between combinations produced by the PF strategy in
continuous time. Consider a time point ¢ = 1 and denote x = (x,, ..., x,,)
as the amount of time each combination was running until + = 1, that
is Z;’; X =1

To determine the time distribution between combinations, we in-
troduce the assumption that time is distributed equally among each
combination in P and in Q. Later we will determine conditions on
task speed v for this assumption to hold. Denote x, as the amount
of time the schedule was running combinations from P. Considering
t = 1, combinations from Q would run for the remaining 1 — x, time:
Xp=2jepX) = 1= Xjeo X;-

With the assumption that the time is distributed equally among
combinations and that each task speed is equal in P and Q, we can
express r; through x, and the number of times each task runs in P and
Q. There are (") combinations of k tasks chosen from n possible tasks.

k
By excluding the first task, there are (";l) combinations in the Q set,

which yields:
n—1 n—1
SHECEOY

n n—1
Pl=(7)- =
k k
The first task, T}, is present in all combinations from P, but remain-
ing tasks may not be present in some combinations from P and Q. Let

sby=1fori=2,...,n

(C.9)
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Rp and Ry denote the number of times a task 7;,i > 1 (e.g., T5) is
present in the combinations from the P and Q sets:

Rp={jeP|T,eS;} andRy={j€0Q|T, €S} (C.10)

The number of times a task is present in combinations of k tasks out
of n can be determined as the number of combinations with this task,
that is as (Z:ll) Similarly, the number of times 7, is present in P and Q
can be found as the number of combinations of n—2 tasks ({T, ..., T, }).
Since each combination in P includes T}, we must choose k — 2 tasks,
and k — 1 tasks for the Q set:

n—2 n—2
Rp = <k—2> and R, = (k—l)

Examples with different number of tasks n and k, and their corre-
sponding values for sets P and Q, are presented in Fig. C.9. Let «, and
a, denote the fraction of time each task 7;,i > 1 runs in combinations
from P and Q. It is straightforward to demonstrate that these fractions
are as follows:

_Re k-l

a, = = —— an
7Pl n-1

(C1D

R,
0 k
Q= —=—— C.12
710l n-1 €12
Since task T, runs only in combinations at the speed of one unit,
then by time 7 = 1 it will complete x, work units. The remaining tasks
T,, ..., T, also run in combinations from Q at the speed v. Each of these
tasks appears R times in the P combinations and R, times in the O
combinations. Then, the amount for work completed by the time r = 1
can be written as:
r=x
L (C.13)
1= ayx, +agu(l = xp), fori=2,...,n
Since we limit v to values obtained when time is distributed equally
between combinations within P and Q, choice function values would
also be equivalent for the corresponding values. Denote f, and f, as
the choice functions for the P and Q sets:

fr=t i i land s, =& €14
r r r
Solving f, = f, for x, variable yields:
x, = — K (C.15)

P n—kn(l -v)

Since x, represents is the fraction of time, we have constraints that

0 < x, < 1. Both of them hold when task speed v has the following
lower bound:
kn—n 1 kn—n
> —-— = .
U_max{kn—k’l k} kn—k (€16)

It is straightforward to demonstrate that other combinations yield a
lower value of the choice function when constraint (C.16) holds:

1 nj—l
fi=—+ <fp Ti€S;andn; <k
1 2 C.17)
I’lj (
fj=a<fq, T, ¢S;andn; <k

As a result, the assumption of equal time distribution holds when
the task speed value v has a lower bound, as defined in (C.16). When
the value of v is below this bound, combinations from set Q are not
selected, and PF selects combinations only from the P set. This allows
us to write x, as:

1, if p < knon

— kn—k

T —% __ otherwise
n—kn(1-v)’

(C.18)

It is straightforward to show that tasks 7, ..., T, would finish simul-
taneously, after which task 7| would continue to run until the end of the
schedule at a speed of one unit. Denote u, as the time point when tasks
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Fig. C.9. Examples of different task combinations with k tasks out of n tasks. Each task is represented as a square. For each example,

values are proved for the

number of combinations in P and Q, and the number of times task T;,i > 1 appear in P and Q.

Dependency on the Number of Tasks (with v = 1)
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Fig. C.10. Competitive ratio for different values of k and n when v = 1. Values
for n = 8 and n = 12 were additionally obtained from numerical simulations.

i»i > 1 would finish; its value can be determined from ru, = b;,i > 1.
By the time u, the first task would complete r;u, units of work. This
yields a makespan for the PF schedule of C2f =u, + b —rju,

At this point, C,’n’ £< can be expressed in terms of n, k, and v in closed
form, but we refrain from writing this expression due to its relative
complexity. The optimal schedule executes all tasks in combinations
from the set P at the maximum speed, yielding a makespan of sza’;T =
(n—1/(k = D).

The competitive ratio for different values of k and n when v = 1
is shown in Fig. C.10. For a smaller number of tasks (» = 8 and n =
12), the analytical results were validated against numerical simulations
(using dt = 0.01); the two approaches demonstrate agreement with a
maximum relative error of 0.7%.

As observed in the figure, the competitive ratio has a peak for a
relatively small number of tasks in the combinations (k), and its value
increases with an increasing total number of tasks (n). Determining the
limit of the competitive ratio as n — oo (and v = 1) yields an upper
bound of two for this peak:

PF |
. max
nll»rgo COPT Tk <2
max

= (C.19)

The peak in Fig. C.10 can be explained by two factors. At first, when
k increases, the time required to complete tasks 75,...,T, decreases
(since us n/k for v 1 while b, = 1,i > 1 is constant). Because
the first task also runs with these tasks, the decrease in u , causes more
of T} work to complete after time u, at the speed of one unit. This
results in an increase of PF makespan and, consequently, an increase
in the competitive ratio. A second factor is that with a further increase
in k, the amount of time the PF schedule spends in combinations from
P also increases (as X, = k/n). Since the optimal schedule contains
all combinations from P, this causes a subsequent decrease in the
competitive ratio.

As the first task is present in all combinations from P, it would be
running during the whole optimal schedule. This makes the optimal
schedule unfair to other tasks, as they would execute for an «, fraction

14

Schedule Fairness at First Task Completion (with k = 1)
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Fig. C.11. The Jain fairness index achieved by PF upon completion of the first
task and the corresponding competitive ratio.

Dependency on Task Speed (with k = 2)
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Fig. C.12. Competitive ratio for different values of v and n when k = 2. Values
for n =8 and n = 12 were additionally obtained from numerical simulations.

of time. PF, conversely, distributes processing time more evenly among
tasks by running them in combinations from Q that do not contain the
first task.

Fig. C.11 shows the fairness index achieved by the PF strategy when
the first task completes for problem instances with k = 2. It can be
observed that when v = 1, the PF strategy produces a completely
fair schedule, and for small values of v (when condition (C.16) does
not hold), the schedule is unfair. In the latter case, the PF schedule
is equivalent to the optimal schedule, as indicated by the competitive
ratio (Fig. C.12). Furthermore, it can be observed that with an increase
in the number of tasks (1), the competitive ratio increases (as previously
shown) but the fairness of the optimal schedule decreases.

Data availability

The source code and data required to reproduce the findings are
openly available at https://github.com/rkuchumov/coscheduling-mod
els/.
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